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Preface

The rapid expansion of big data in biology, medical science, and public health has ushered in a
new era of scientific discovery and technological innovation. This growth is profoundly reshaping
the landscape of life sciences and translational medicine, accelerating the development of what we
now term “new medicine.” In this context, the cross-integration of life sciences, medical research, and
information science has become a critical engine driving progress.

Artificial intelligence (AI), with its remarkable capabilities in pattern recognition, predictive
modeling, and multi-scale data integration, is playing an increasingly vital role in bioinformatics and
modern medicine. From deciphering complex biological mechanisms to enabling early diagnosis and
personalized treatment strategies, Al continues to demonstrate tremendous potential. Nevertheless,
these advances are accompanied by significant challenges, including handling heterogeneous and
high-dimensional data, integrating multi-omics information—particularly in single-cell contexts—and
extracting meaningful insights from limited sample sizes.

This Special Issue aims to present cutting-edge research and comprehensive reviews that highlight
the transformative impacts of Al methodologies in bioinformatics and new medicine. Topics range
from deep learning and network modeling to cancer genomics, disease risk exploration, and the
development of new computational tools and databases. We hope this collection not only reflects the
current state of the art but also inspires further innovation and collaboration across disciplines.

We are delighted to introduce this curated selection of articles. It is our sincere hope that this issue
will serve as a valuable resource for researchers, clinicians, and engineers working at the intersection

of computation and biology.

Tao Wang, Jiajie Peng, and Yongtian Wang
Guest Editors
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1. Introduction

The exponential growth of big data in biology, medical science, and public health
is fundamentally transforming the landscape of biomedical research and therapeutic de-
velopment [1]. This data-driven revolution, accelerated by disruptive technologies in life
and health sciences, has positioned artificial intelligence (Al) as a strategic cornerstone for
advancing novel medicine and understanding complex disease mechanisms [2,3]. Cross-
disciplinary convergence—spanning life sciences, clinical medicine, and computational
informatics—is catalyzing unprecedented innovations in bioinformatics and translational
research [4-7].

Significant progress has been made in leveraging Al for critical biomedical chal-
lenges. Deep learning architectures now enable precise analysis of multi-modal biological
data [8], while network-based approaches decode intricate gene interactions underlying
pathologies like cancer [9-11]. Recent advances include in silico modeling of cellular pro-
cesses [12], Al-enhanced histopathological quantification [13], and personalized health
monitoring through wearable biosignal interpretation [14]. Concurrently, large-scale omics
integration—particularly single-cell sequencing—has unveiled unprecedented resolution
of cellular heterogeneity and microenvironment dynamics [15-17].

However, this rapid progression faces persistent challenges. Key among these are
the complexities of multi-omics data integration, the curse of dimensionality in high-
feature/small-sample scenarios, and the demand for clinically interpretable Al solu-
tions [18-20]. Data modality heterogeneity (e.g., genomic, imaging, wearable biosensors)
further complicates model generalizability [21]. In histopathology, subjective manual anal-
ysis remains burdensome despite computer vision advancements [22], while in genomics,
feature selection instability across omics layers undermines biomarker reliability [23].
Translational hurdles also persist, particularly in scaling advanced therapies like cell/gene
treatments through constrained clinical infrastructures [24].

Addressing these frontiers necessitates the development of advanced computational
methodologies that integrate innovation with tangible biomedical impact. Recent advances
demonstrate how tailored Al frameworks—including ensemble deep learning architec-
tures, self-supervised personalization techniques, and novel network algorithms—are
overcoming domain-specific barriers by enabling transformative capabilities across multi-
ple dimensions. These approaches facilitate the discovery of molecular biomarkers through
integrative multi-omics analysis, automate the transformation of complex histopatholog-
ical patterns into quantitative diagnostic criteria, enhance interpretation of multimodal
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physiological signals for personalized health monitoring, and optimize generative models
for scalable biological simulation. Collectively, these methodologies exemplify Al’s capac-
ity to distill actionable insights from biomedical complexity, driving innovations across
diagnostics, therapeutic development, and precision intervention strategies. This paradigm
shift is fundamentally reshaping computational medicine workflows while establishing
robust pipelines for clinical translation.

2. An Overview of Published Articles

Recent research highlights significant advancements in artificial intelligence across
diverse biomedical domains, enhancing precision, efficiency, and inclusivity.

In the critical field of cancer prognostics, Xu et al. introduced a significant advance with
EP-WGCNA [25]. This weighted gene co-expression network employs a novel Euclidean-
Pearson approach to identify key ferroptosis-related genes (FRGs) associated with gastric
cancer. Their resulting prognostic model demonstrated substantially improved survival
prediction capabilities compared to conventional methods. The clinical relevance of these
identified biomarkers was further supported by experimental validation and pathway
enrichment analysis.

When investigating challenges in biomarker stability, Lukaszuk et al. analyzed feature
selection consistency in multi-omics data for TP53 mutation prediction—mutations associ-
ated with poor clinical outcomes in cancer [26]. Using three classifiers with L1 regulariza-
tion and five-fold cross-validation across 15 TCGA datasets, they measured stability via the
Nogueira metric. Their findings revealed that higher regularization strength consistently
produced optimal stability across all classifiers and omics layers. Significantly, miRNA data
layers exhibited the highest overall stability. In contrast, mutation and RNA expression
layers showed substantially lower stability, particularly when regularization was weak.
This research underscores the critical impact of data type, regularization strength, and
careful analytical validation on the reliability of biomarker discovery in high-dimensional
multi-omics data.

Advancing reproductive medicine, Raudonis et al. [27] developed an ensemble Al
framework (UNet++, UNet, ResNet34-UNet) to determine the receptivity stage of the
endometrium in HE-stained histology images. Their technique integrated image segmenta-
tion with statistical analysis of stromal nuclear feature evolution. Demonstrating superior
segmentation performance (Dice: 0.95, IoU: 0.90), the approach revealed statistically signifi-
cant differences in nuclear count and stromal tissue size across pre-receptive, receptive, and
post-receptive stages. This demonstrates promising potential to enhance fertility treatments
through objective endometrial tissue analysis.

Advancing personalized health monitoring, Islam et al. [28] leveraged wearable tech-
nology for stress prediction. Their approach employs self-supervised pre-training on 1D
CNNs to develop personalized models using electrodermal activity data. Remarkably, on
the WESAD dataset, their method achieves baseline performance with less than 30% labeled
data, enabling real-time precision health interventions despite the inherent challenges of
subjective biosignals.

In the field of computer vision, Wang et al. introduced SSSGAN, a generative approach
that significantly enhances computational efficiency in semantic image composition by
utilizing a single-generator design [29]. This method overcomes the scalability limitation
of traditional multi-generator approaches, reducing the number of required generators to
a constant while maintaining competitive performance. Complementing advancements
in medical image analysis, Gonciar et al. developed a semi-automatic method for quanti-
fying myocardial fibrosis in cardiac histopathology using objective digital color analysis
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(CIELAB-based methods) [30]. This approach minimizes subjectivity inherent in visual
assessment and demonstrates comparable performance to established analytical techniques
like stereology and Image] (version 1.54).

Separately, Kim et al. applied an ensemble of VGGish and YAMNet to Speech Emotion
Recognition (SER) [31]. Using STFT preprocessing, speech was converted to spectrograms,
segmented, and represented as Gaussian distributions, with data quality assessed by cor-
relation coefficients. This reduced data scale and minimized uncertainty. Explanatory
techniques (Grad CAM, LIME, and occlusion sensitivity) provided interpretable insights.
The ensemble model achieved 87% accuracy across three datasets, outperforming indi-
vidual models and showing adaptability to diverse environments. Key emotional areas
identified by Grad CAM were converted to audio for analysis, enhancing reliability and
explainability.

Similarly employing a comprehensive approach to complex system optimization,
Aguilar-Gallardo et al. examined hospital-integrated GMP facilities for advanced therapies
(ATMPs) [32]. While presenting promising treatment options, this integration demands
significant adaptation within constrained healthcare infrastructures. Their analysis outlines
critical implementation strategies, emphasizing enabling technologies like PAT, continuous
manufacturing, and Al-driven process control. Success demands tailored quality systems
prioritizing product quality over compliance alone; substantial investment; and sustained
multidisciplinary collaboration bridging research and clinical impact.

Collectively, these diverse studies powerfully illustrate Al’s transformative role in
driving precision, efficiency, and inclusivity across the biomedical landscape. Navigating
the accompanying ethical and translational hurdles will require sustained collaborative
validation efforts to maximize the clinical impact of these innovations and ultimately
improve patient outcomes.

3. Conclusions

These studies highlight significant advancements in biomedical artificial intelligence,
particularly in precision diagnostics, personalized health monitoring, and therapeutic in-
novation. Breakthroughs in computational methodologies—such as gene co-expression
networks, self-supervised learning for biosignals, GAN-based architectures, and ensemble
models for histopathology—demonstrate potential to enhance precision, scalability, and
efficiency in tackling complex biomedical challenges. These findings underscore the ne-
cessity of interdisciplinary convergence to navigate data heterogeneity, ensure biomarker
stability, and achieve robust clinical translation.

Future research should prioritize ethical frameworks, validation across diverse popu-
lations, and infrastructure investments to address challenges in data integration, model
interpretability, and clinical implementation.

Author Contributions: T.W. and X.Z.: writing—original draft preparation; T.W., YW. and J.P:
writing—review and editing. All authors have read and agreed to the published version of
the manuscript.
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Abstract: The use of Generative Adversarial Networks (GANSs) has led to significant advancements
in the field of compositional image synthesis. In particular, recent progress has focused on achiev-
ing synthesis at the semantic part level. However, to enhance performance at this level, existing
approaches in the literature tend to prioritize performance over efficiency, utilizing separate local
generators for each semantic part. This approach leads to a linear increase in the number of local gen-
erators, posing a fundamental challenge for large-scale compositional image synthesis at the semantic
part level. In this paper, we introduce a novel model called Single-Generator Semantic-Style GAN
(SSSGAN) to improve efficiency in this context. SSSGAN utilizes a single generator to synthesize all
semantic parts, thereby reducing the required number of local generators to a constant value. Our
experiments demonstrate that SSSGAN achieves superior efficiency while maintaining a minimal
impact on performance.

Keywords: compositional learning; generative adversarial network; image synthesis; disentanglement;
efficiency

1. Introduction

There has been significant progress in the field of digital signal processing [1-7]. With
the advancement of deep learning, researchers have increasingly focused on processing
digital information using neural networks, including the synthesis of images through
generative models. Our world, with its diverse range of objects and scenes, is inherently
compositional. Compositionality emphasizes that complex entities are composed of simpler
parts or components [8,9]. In the realm of generative models for image synthesis, it is
crucial to embrace this fundamental principle that underlies the fabric of our reality. By
considering objects as compositions of semantic parts, we can generate images that not
only possess visual appeal but also exhibit a deeper level of interpretability. This approach
grants us greater control over the generation process and facilitates the creation of highly
customizable and meaningful images. Unfortunately, much of the existing literature
has overlooked this principle, focusing solely on visual appeal or layout manipulation
without leveraging compositionality. A limited number of recent works have proposed
models based on compositionality, but these studies often neglect an important factor:
efficiency. Real images or scenes typically involve a significant number of semantic parts
and, without taking efficiency into consideration, the generative model becomes non-
scalable and impractical. Hence, it is imperative to address both compositionality and
efficiency when developing generative models for image synthesis.

Generative Adversarial Networks (GANSs) have emerged as the dominant approach
for image generation, primarily due to their superior performance in generating high-
fidelity, visually appealing images. A typical example is the style-based GAN [10], where
a noise code drawn from a Gaussian distribution is mapped to a latent space. This latent
code is then used to modulate each layer of the model. Although this method can generate
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high-fidelity images efficiently, the generation process lacks semantic meaning. This
limitation arises from the use of a single latent code to modulate the generation of the
entire image, without the ability to represent the semantic meanings of its components. In
our work, we propose to utilize a set of latent codes, each of which represents a specific
semantic meaning, to generate images. These latent codes encode both the individual
components and their relationships, allowing for the formation of complete images based
on the compositional principle.

Another line of research focuses on the mapping from layout to image, exemplified
by SPADE [11]. Such an approach utilizes the layout as a content latent code to modulate
the style of the image. While efficient and capable of achieving semantic control, these
methods require the layout as a conditional input for image generation and cannot generate
images from scratch. As the semantic meaning is provided by the user—rather than
learned by the model—there is no explicit modeling of semantic parts and the model
lacks compositionality.

One promising new model, called SemanticStyleGAN, has recently been proposed
by Yichun et al. [12]. This model utilizes one latent code to modulate a set of local
generators, with each local generator representing a semantic component. Following the
compositional principle, these components are combined to form the complete object.
However, a significant limitation of their model lies in the need for substantial local
generators to represent each semantic part, resulting in linear growth in the number of local
generators. This limitation makes their model non-scalable and inefficient. In contrast, our
approach goes in the opposite direction: instead of using a single latent code to modulate
multiple heavy local generators, we employ a set of latent codes to modulate a single local
generator. This results in an efficient model that reduces the required number of local
generators to a constant.

The limitations of the discussed models can be summarized based on three criteria:
whether they are semantic-aware, compositional and efficient (see Table 1). It is evident
that those models proposed in the existing literature either lack semantic awareness, com-
positionality or efficiency. In this paper, we introduce SSSGAN to address these limitations.
The primary contribution of our work is a novel method that addresses the challenging task
of generating all parts using a single local generator. This innovation is crucial, due to the
inherent difficulties posed by strong entanglement and mode collapse problems associated
with the generation of semantic parts using a shared generator. These challenges are further
elaborated on in Section 3. The resulting model is both semantic-aware and compositional,
while maintaining high efficiency. We conducted a comprehensive comparative analysis
between SSSGAN and a state-of-the-art model, clearly demonstrating that SSSGAN excels
in efficiency while making only minimal compromises in compositional performance. Our
contributions are summarized as follows:

1. We propose a novel method that enables the generation of all semantic parts using
a single local generator. This method effectively addresses the efficiency challenge
encountered in large-scale compositional image-synthesis tasks.

2. We introduce SSSGAN, a model that is semantic-aware, compositional and efficient. It
addresses the gap in existing works by meeting all three of these criteria simultaneously.

3. We conduct extensive experiments to evaluate the performance of SSSGAN, examin-
ing its compositional properties and the characteristics of its latent space.

4. We investigate the entanglement mechanism between semantic parts and devise a
method to control the intensity of this entanglement.

Table 1. Comparison of representative models with the proposed model.

Model Semantic-Aware Compositional Efficient
StyleGAN [10] X X v
SPADE [11] 4 X v
SemanticStyleGAN [12] v v X
Ours 4 v v
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In the following sections, we delve deeper into the topic of compositional image
generation. Section 2 provides a comprehensive review of the related literature, highlighting
the existing approaches and their limitations. In Section 3, we present our proposed model,
SSSGAN, detailing its architecture and key components. The experimental setup and
results are presented in Section 4, and we evaluate the performance and efficiency of
SSSGAN against a state-of-the-art model. Finally, in Section 5, we conclude the paper
by summarizing our contributions, discussing the limitations faced and outlining future
research directions in this field.

2. Related Work

Here, we review the related works in three areas: Disentanglement in generative
models, compositional image synthesis and layout-to-image generation. It is worth noting
that disentanglement and composition are inter-related and a work may be relevant to
both aspects. To ensure clarity, we categorize the models that involve a compositional step
into the compositional group, and those that do not into the disentanglement group. To
enhance comprehension, the reviewed works are summarized in Table 2.

Disentanglement in Generative Models. Disentanglement refers to the property of a
learned representation being sensitive to changes in one generating factor while being rela-
tively insensitive to changes in other factors [13]. Some studies promote disentanglement
by regularizing the distribution of latent codes to be factorized or independent [14,15]. This
regularization encourages the latent code to control specific attributes of the generated
image. Other studies introduce additional information loss to enhance the influence of
factorized latent codes [16,17]. However, due to the lack of explicit inductive bias, the
disentanglement achieved by these models is not predictable and the phenomenon is often
not apparent. In contrast, our model incorporates an explicit inductive bias that considers
an object as a composition of several parts, with each part defined in a supervised manner
and assigned a semantic meaning. As a result, our model achieves significantly improved
disentanglement, compared to these existing models.

Some studies have focused on achieving disentanglement between specific attribute
pairs, such as style and content [18,19], identity and pose [19], identity and domain [20],
shape and physical attribute [21] and appearance and geometry [22-27]. In contrast, our
model aims to disentangle semantic parts defined by humans. Another line of research
aims to disentangle representations in the hierarchy dimension by incorporating structure
priors into the model [28-31] or by utilizing structured noise codes [32]. However, as the
disentanglement in these models is achieved without supervision, the resulting disentan-
gled factors may not align well with human understanding. In contrast, the disentangled
factors in our model align closely with human conception.

Compositional Image Synthesis. Composition reflects the concept that an object is
composed of its components and the goal of compositional learning is to explicitly model
these components and their interactions [33]. Some researchers have directly performed
compositional image synthesis in pixel space [34-36]. However, these models often generate
floating objects over the background or are only effective on simple datasets, due to the
limited representational power of the pixel space. In contrast, our model achieves high-
fidelity image synthesis on real-image datasets.

It is important to note that our world is inherently three-dimensional. Several models
with a 3D prior have recently been proposed in the literature [37-44]. These models
typically encode a 3D prior by incorporating explicit 3D operations such as camera view
direction, rotation and translation. However, these models are still designed to decompose
the image at the object level and are unable to fully capture the fine-grained part-level
decomposition.
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Table 2. Analysis and summary of relevant research.

References Achievement Disadvantage Comparison with Our Model
[14,15] Increased disentanglement by encouraging latent codes Non-obvious, non-predictable ~ Disentanglement factor has semantic
! to be factorized disentanglement meaning
[16,17] Use of mutual information loss to boost factorized latent ~ Non-obvious, non-predictable Disentanglement factor has semantic
! codes for improved disentanglement disentanglement meaning
[18,19] Style—content disentanglement Not fine-grained Part-level disentanglement
entity—pose disentanglement ot fine-graine art-level disentanglement
[19] Identity—pose di gl Not fine-grained Part-level di gl
entity—domain disentanglement ot fine-graine art-level disentanglement
[20] Identity—-domain di gl Not fine-grained Part-level di gl
ape an sical attribute disentanglement ot fine-graine: art-level disentanglement
[21] Shap d physical ibute di gl Not fine-grained Part-level di gl
= earance—geometry disentanglement ot fine-graine art-level disentanglement
[22-27] App g y di gl Not fine-grained Part-level di gl
Structure disentanglement by customizing model Dlsent;.anglement .factor does not Disentanglement factor aligns with
[28-31] . . align well with human .
architecture, unsupervised conception human conception
. . Disentanglement factor does not . . .
Structure disentanglement by use of structured noise . . Disentanglement factor aligns with
[32] . align well with human .
codes, unsupervised conception human conception
B -, . o Floating object over background ~ Composition in hidden space, high
[34-30] Compositional image synthesis in pixel space or feasible on simple dataset quality on real-image dataset
Decomposes images into object Part-level compositional image
[37-44] 3D-aware compositional image synthesis and background, not POst 5
fine-orained synthesis
ne-graine
[45,46] Decomposes image into foreground shape, foreground Not fine-grained Part-level comp051jtlonal image
appearance and background synthesis
- . . .. L. With supervision, high-quality
[47] Part-level compositionality, unsupervised Decomposition quality is low decomposition
o, . . . . Need substantial amount of
[12] Part-level CompOSItlg{;ng]’ Iousi}il;}luahty for image and heavy local generators, Uses single local-generator, efficient
p inefficient
[48-54] Sketch-to-image mapping Sen;ig;izgr;giﬂguieed Semantic-aware, no need for input
[11,55-58] Semantic layout-to-image mapping, semantic aware Ob]ectl- level, negd semantic Part—level,. no need for input,
ayout as input generation from scratch
[59,60] Semantic layout-to-image mapping, part-level Need layout as input No need for m:i;l;’t Cg}f neration from
[60-62] Semantic layout-to-lmiage mapping, supports both part- Needs layout as input No need for input, generation from
or object-level layout scratch
[55,62,63] Semantic layout-to-image mapping, utilizing multi-scale Needs layout as input No need for input, generation from

methods to better encode semantic component

scratch

Some studies have explored compositional learning by decomposing objects into shape

and appearance representations [45,46]; however, these are still not as fine-grained as that in
our model. To the best of our knowledge, only a limited number of studies have achieved com-
positional learning at the semantic part level [12,47]. Among them, SemanticStyleGAN [12]
stands out for its high-quality compositional image synthesis ability. However, Semantic-
StyleGAN sacrifices efficiency for performance by employing separate local generators for
each semantic part. Additionally, it requires explicit factorization of the latent code into base,
shape and texture codes, resulting in a complex and inefficient model. In contrast, our model
overcomes these limitations by using a single local generator for all parts and eliminates the
need for latent code factorization, making it more efficient and simple.

Layout-to-Image Generation. Many studies have focused on mapping layouts to
realistic images, which is valuable for controllable image editing and creation. Some studies
have utilized sketches as input, which lack semantic meaning [48-54]. Other studies have
employed segmentation masks. The granularity of the semantic component varies from
object level [11,55-58] to part level [59,60]. Certain models support both object- and part-
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level semantic layouts [60-62]. Some researchers have utilized multi-scale methods during
training to capture the varying granularity of semantic components [55,62,63]. While
these models achieve high-fidelity image synthesis and provide control over the semantic
component(s), they share a common drawback, when compared to our model: they require
a layout as input. As a result, they are unable to generate images from scratch and their
models are not compositional.

3. Methods

Our method is based upon SemanticStyleGAN. In order to understand the proposed
approach in this work and the reason why SemanticStyleGAN sacrifices efficiency for
performance, it is necessary to comprehend the challenges involved in image composition
at the semantic part level. These challenges can be identified in two aspects. First, at
the part level, the components are typically strongly entangled with each other, making it
difficult to achieve compositional learning, necessitating the disentanglement of the parts as
a prerequisite. Second, the parts themselves are usually heterogeneous objects originating
from different distributions, posing a challenge for GANs to model due to the notorious
mode collapse problem [64]. So, how does SemanticStyleGAN address these challenges
and what is the trade-off? At the core of SemanticStyleGAN is a set of local generators
responsible for generating the corresponding features for each semantic part—in other
words, it utilizes a separate generator for each semantic part. This design naturally resolves
the second difficulty mentioned earlier, as each local generator only needs to generate one
semantic part from a single distribution. Moreover, this design also aids in addressing
the first challenge, as there is no interaction between the parts within the local generator,
given that each local generator has its own parameters. While SemanticStyleGAN has
good performance, the drawback of this design is apparent: as it requires a dedicated
local generator for each semantic part, the number of local generators increases linearly
with the number of semantic parts, making the model impractical when dealing with a
large number of semantic parts. Therefore, addressing this issue is crucial for achieving
large-scale compositional image synthesis at the semantic part level.

So, the following question arises: can we achieve similar performance with Semantic-
StyleGAN by using fewer generators or even a single local generator? To do so, we face the
same challenges mentioned above. To tackle these challenges, we drew inspiration from
the auto-regressive model [65], in which the image is generated in a pixel-by-pixel manner,
with each pixel being sampled conditioned on the previously sampled pixels. Our main
idea is to apply a similar approach to model the relationships between the noise codes.
By doing so, the sampled noise codes will contain the dependency information. Despite
processing the noise codes with a shared local generator, it is possible for the GAN to utilize
this dependency information to encode each part feature in its own distinct way. Therefore,
this design has the potential to overcome the aforementioned challenges. The key distinc-
tion between the original auto-regressive model and our approach lies in the generation
process. While the original auto-regressive model generates images pixel-by-pixel, our
approach generates them part-by-part. Additionally, in the original auto-regressive model,
no semantic meaning is assigned to each pixel. However, in our approach, our model
learns the semantic meaning of each part’s noise code during training. The necessity of the
proposed approach is further examined in Section 4.2.4.

The architecture of SSSGAN is depicted in Figure 1. In particular, SSSGAN is built
upon SemanticStyleGAN [12], consisting of three main modules: A set of local generators,
a render network and a dual-branch discriminator. SSSGAN introduces modifications to
SemanticStyleGAN in three key aspects. First, it incorporates a LSTM module to model
the relationships between the parts and generate the noise codes. Second, it employs a
single local generator for generating all the parts. Third, unlike SemanticStyleGAN—which
factorizes the latent code into a base code, shape code, and texture code to enhance the
encoding of part relationships—our model leverages the LSTM module to capture the part
dependencies, rendering the manual factorization of latent codes unnecessary. Instead, we

10
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use a single latent code to modulate the local generator. To offer a comprehensive under-
standing of the information processing flow in SSSGAN, we provide brief descriptions of
the modules inherited from SemanticStyleGAN as needed. For more detailed information,
please refer to the original paper [12].
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Figure 1. Overview of the SSSGAN architecture: The LSTM module models noise code relationships,
the shared generator g generates part features, the Fusion module fuses part features, the render net
R renders features to images and the discriminator D provides adversarial loss.

Noise Code Generation. As SSSGAN uses a single local generator for the generation
of all parts, we need to explicitly model their joint distribution P(q1,92, - ,qk), where qy,
k=1,---,Kis arandom variable representing the kth part. Instead of directly modeling
this joint distribution, inspired by the auto-regressive model [65], we factorize this joint
distribution into the product of a sequence of conditional distributions, as defined below:

K
P(z1,25,- - ,zx) = [ [ P(zilz1,- -, 2zt 1). 1
k=1

We start the generation of the noise codes from a learnable constant vector Vj, which

is mapped to a tuple (o, logvary) by a two-layer MLP; here, 1y and var( represent the
mean and variance of the Gaussian distribution, respectively. The logarithm operation is
performed to ensure that the variance is a positive value. The initial input to the LSTM
layer is sampled from the diagonal Gaussian N (p, &) using the re-parameterization trick:

2o = €9 © o + Ko, )

where © denotes element-wise product, €y ~ N(0,1) and &y = /varg. N'(0,I) represent
the multivariate Gaussian distribution with zero mean 0 and identity covariance matrix I.

At step t, the LSTM layer takes two vectors as input: one is the noise code z; 1 sampled
at step t — 1 and the other is the hidden state of the LSTM layer /;_1, which aggregates the
interaction of the parts up to step t — 1. The output layer of the LSTM is a single linear
layer that maps the hidden state /; to a tuple (1, log var;). Similarly, the noise code z; is
sampled from the diagonal Gaussian N (11, ;) using the re-parameterization trick, defined
as follows:

Zt = € O 0 + W, ®3)

where ¢; ~ N(0,1) and 6; = /vary.

In our experiment, we set the maximum step T to the part count K, which means that
we generate one part at each step.

Part Feature Generation and Composition. The noise codes {Zk}iil are mapped to
a set of latent codes {wy }£_; by a group of equal linear layers [66]. As mentioned above,
we do not factorize the latent code as in SemanticStyleGAN and use one latent code to

11
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modulate the generator; that is, SemanticStyleGAN uses a separate local generator for the
generation of each part, while we use a shared local generator for the generation of all the
parts. The architecture of the local generator is shown in Figure 2. The local generator is
a stack of modulated convolutional layers [66] and the toDepth and toFeat modules are
mainly single modulated convolutional layers with fixed style. The local generator g takes
the Fourier feature p and the kth latent code wy, as input, then produces a pseudo depth map
dr € RIPWrd and a feature map fi € R77>Wr*Pr where H ¢, Ws and Dy are the spatial
height, spatial width and channel dimension, respectively. The mapping is defined as:

g (pwr) = (fr di)- 4)

The main logic of the composition process is to use the pseudo depth map d as a
weighting factor for the feature map fi. Specifically, the depth maps are squeezed to a
channel-wise probability function by the softmax function, defined as:

M]c{ourSE(l-’ ) _ Iixp(dk(l’]-) /T) , (5)
Y exp(di (i,7)/ )
where T is a temperature hyper-parameter with default setting of 1. Then, the feature maps
{fi}K_, are fused using weighted summation, defined as follows:

K
fwhole = Z Mlc(oarse © fk/ (6)
k

where © represents element-wise multiplication.
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Figure 2. The architecture of the local generator. The blue blocks are modulated convolutional layers
and the purple blocks are both a single modulated convolutional layer with fixed style.

Image Rendering. Following SemanticStyleGAN [12], the whole feature map fy o1
is rendered into realistic images using a render net R. The render net R is actually the
generator of StyleGAN [66]. As our goal is to render the feature and generate the image, R
should only depend on the whole feature f,,,;.. To achieve this, the style of the generator
is fixed. The render net is defined as follows:

R: fwhole = (fr Mfim), (7)

where ¥ € REXWx3 and Mfine ¢ [0,1]H*W*K are the fake image and the fake segmentation
mask, respectively; and H and W represent the image height and width, respectively.

The segmentation signal directly interacts with the fine mask M/, but only indirectly
interacts with the coarse mask M“*"*¢ through the pseudo depth maps. As M“%*¢ is crucial
for decomposing the part features, a mask loss is used to strengthen the supervision signal
over M€ defined as:

12
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Lonask = |[upsample(M©T) — M5, ®)

where upsample denotes the bilinear interpolation function.

Discriminator and Loss. As the output of the render net is a synthesized image and
a segmentation mask, a dual branch discriminator D is used to enhance the regulariza-
tion of the segmentation mask. This discriminator is a variation of the discriminator in
StyleGAN [66], with the addition of a toSeg branch, which consists of a stack of equal
convolution layers [66]. In the discriminator, the image feature and the segmentation
feature are added for further processing. The benefit of this design is that a separate R1
regularization term [67] Lg,,, can be applied specifically to the segmentation mask.

As there is no constraint on the values of the noise codes, we empirically observed that
the values of the noise codes tend to grow very large during training, leading to training
instability. To address this issue, we introduce a Kullback-Leibler divergence term, defined

as follows: 1T
Liv= 7 Y —Dxi(P(zt|z, -+, 2¢-1)|N(0,1)). )
t=1
The final loss is
Eall = EstyleganZ + Lmusk + ERlsgg + EKL/ (10)

where Lgyyje0qn2 represents the loss used in StyleGAN2 [10].

4. Experiments and Results
4.1. Dataset and Training Method

Our main results were obtained using the CelebAMask-HQ dataset [68], which is a
large-scale face image dataset consisting of 30,000 high-resolution images accompanied
by fine-grained segmentation masks for facial attributes. This dataset is well-suited to our
fine-grained compositional image synthesis task. To ensure a fair benchmark comparison
with SemanticStyleGAN, we adopted the same pre-processing method. Specifically, we
used the first 28,000 facial images and their corresponding segmentation masks for training.
The segmentation masks include thirteen semantic parts: Background, skin, eyes, eyebrows,
nose, mouth, ears, hair, neck, clothing, eyeglasses, hats and earrings. Prior to training, we
resized both the images and segmentation masks to 256 x 256 pixels and normalized them
within the range of [—1,1].

We also attempted to use the same optimization settings as SemanticStyleGAN, when-
ever possible, to ensure a fair comparison. For training, we employed the Adam optimizer
with B = (0,0.99). In SemanticStyleGAN, a single learning rate of 0.002 was used. However,
we observed that this value is too high when applied to the LSTM module with the Adam
optimizer, as it leads to gradient spikes and disrupts the training process. Consequently, we
introduced a separate learning rate of 0.0001 exclusively for the LSTM module to mitigate
this issue.

To regularize the training process, we applied path regularization [10] on the generator
and R1 regularization on the discriminator every 4 and 16 iterations, respectively. The
weight factors for £,,,5 and Lx; were set to 100 and 0.0001, respectively. As we explicitly
modeled the relationships between the parts using the LSTM module, we observed that
style mixing had a detrimental effect on the training. This is expected, as style mixing
assumes independent styles for the parts, which contradicts the function of the LSTM
module. Therefore, we did not utilize style mixing during training.

Our model was trained using a single RTX3090 GPU, with a batch size of 16 and
gradient accumulation every two iterations, resulting in an effective batch size of 32.
We set the maximum number of training steps to 150,000, with each iteration taking
approximately 4 s.
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4.2. Results
4.2.1. Image Quality Evaluation

The quality of the generated images is a crucial aspect for a generative model. In
Figure 3, we show some generated images produced with a resolution of 256 x 256 and
with a truncation of 0.7. It is evident that these images have high perceptual quality and the
corresponding segmentation masks accurately align with their intended semantic meanings.
To quantitatively assess the image quality, two widely used metrics—namely, the Fréchet
Inception Distance (FID) [69] and Inception Score (IS) [70]—were employed. A lower
FID value or a higher IS value indicates higher image quality. The FID and IS scores are
summarized in Table 3. Notably, SSSGAN achieved the lowest FID value of 6.19, albeit with
a slightly lower IS value of 3.15. It should be acknowledged that quantitative evaluation
of image quality remains an open problem; overall, based on the results, we can conclude
that SSSGAN achieves comparable performance in generating high-quality images.

The semantic parts of a face exhibit strong correlations with each other. To generate
a high-fidelity facial image, it is essential to arrange the latent codes for these parts in a
cohesive manner. Our findings demonstrated that the LSTM module of SSSGAN effectively
captures the relationships between the parts, enabling a single local generator to encode
the facial images using these latent codes.

Table 3. Quantitative evaluation of the quality of the synthesized images.

Method Data Compositional FID | IS 1
SemanticGAN ! img & seg X 7.50 3.51
SemanticStyleGAN ! img & seg v 6.42 3.21
SSSGAN img & seg v 6.19 3.15

1 These data are from [12].
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Figure 3. Examples of images and segmentation masks generated by SSSGAN.

4.2.2. Compositional and Disentanglement Properties

Sequential Part Composition. Sequential Part Composition (SPC) is a task that in-
volves sequentially adding components to an object for composition. This task serves as an
intuitive demonstration of both the model’s compositional ability and its disentanglement
property. In terms of compositional property, a desirable model should accurately add
each semantic part. Regarding the disentanglement property, there should be minimal
interference with previously added components when a new component is introduced.

As SSSGAN utilizes a single local generator for all parts, it is possible that there are
stronger interactions between the features of different parts, resulting in a higher degree of
entanglement. The evaluation results for the SPC task are depicted in Figure 4. It is evident
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that SSSGAN successfully added the correct semantic part at each step, indicating its
compositional ability. When comparing it with SemanticStyleGAN (Figure 4a), a stronger
entanglement between the part features in SSSGAN can be observed; for example, in
Figure 4b, the lip color and even the gender changed in the first and second samples,
respectively. Furthermore, it can be observed that the most significant change occurred
when the hair was added. This observation can be attributed to the fact that the hair
is a prominent part of the human face, occupying a large portion of the image’s pixels.
Consequently, more neural activity is dedicated to representing its features. Given the
limited resources, SSSGAN learned to exert greater control over facial attributes through
interactions with the larger part (i.e., the hair).

AKKEKRAA S
Lgl

906000098

(a) SemanticStyleGAN

(b) SSSGAN
Figure 4. Sequential part composition: (a) SemanticStyleGAN, and (b) SSSGAN. Each sample consists

of three rows: The synthesized image, the pseudo depth map and the segmentation mask.

Although there was entanglement between the parts in SSSGAN, it occurred in a
coherent manner. For instance, consider the skin: while its appearance changes after the
addition of hair, a shared coarse structure remains before and after the change, indicating
that the coarse structure is disentangled. This aspect may initially seem like a drawback,
in terms of image attribute editing; however, we argue that entanglement also offers an
advantage, in terms of representation efficiency. This entanglement enables the model
to re-use learned features to represent a wider range of attributes. This ability becomes
particularly crucial under limited computational resources.

Entanglement Mechanism. The next question was the following: how does this
entanglement occur? As we did not employ any style-mixing tricks during training, the
only source of disentanglement came from the supervision of the segmentation mask. We
speculate that information leakage occurred in the spatial dimension, from one part to
another. Figure 5 illustrates the proposed mechanism of entanglement between the parts.
The coarse mask in Equation (5) was computed using a softmax activation function. It is
possible that SSSGAN learns to decrease the intensity of the pseudo depth map to create
a softer mask. Taking the situation in Figure 5 as an example, when the temperature is
higher, the segmentation mask becomes softer. As a result, the features of part B may leak
to parts A and C, enabling part B to influence the attributes of parts A and C through their
interaction.
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Figure 5. Illustration of the proposed entanglement mechanism.

Conversely, when we lower the temperature in Equation (5), the coarse mask becomes
harder, making it more challenging for information to leak to neighboring parts. To validate
our hypothesis, we decreased the temperature in Equation (5) from the default value of
1.0 to 0.01 and generated the second sample in Figure 4b again. The result is shown in
the last sample of Figure 4b. It can be observed that, through the sequential composition
process, there was minimal change in previous results when a new part was added and
the gender of the individuals remained unchanged. While lowering the temperature
can achieve better disentanglement, SSSGAN tended to generate femininity in males
under lower temperatures. This outcome suggests a trade-off between disentanglement
and diversity in SSSGAN, which can be controlled by the temperature variable. Higher
temperatures increase the intensity of entanglement but yield more diverse images, while
lower temperatures reduce entanglement intensity but also decrease the diversity of the
generated images.

To quantitatively assess the level of disentanglement in the SPC task, we propose a
metric called Sequential Mean Square Error (SMSE), as defined in Equation (11).

How (i1 . i o 2
hgl wgl j§1 Mz (Ih'w a Ih,“’)

H W i-1
Y L YM
iw—1jo1

SMSE,; = , (11)

where h, w represent the spatial height and width indices, respectively; i denotes the
sequence index; M} ww € 10,1} represents the mask value at location (1, w) of the jth part

in step i; and I;l,w represents the pixel value at location (h, w) in step i. The SMSE metric
quantifies the intensity of change in the original image when the ith part is added. A lower
SMSE value indicates a better performance, in terms of disentanglement, meaning that the
added part has a lesser impact on the rest of the image.
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Figure 6 displays the quartiles of the SMSE values at different temperatures for each
semantic part. For quantitative comparison, Table 4 presents the SMSE values and their
corresponding standard deviations. Each row in the table corresponds to a specific part,
while each column represents the SMSE values at different temperatures. The lowest
SMSE value for each part is highlighted in bold font in the table. From Figure 6, it can be
observed that the skin and hair exhibited relatively larger SMSE values, indicating higher
entanglement for larger parts. Additionally, SSSGAN with the default temperature of
1.0 exhibited higher SMSE values, compared to SemanticStyleGAN. However, by reducing
the temperature in Equation (5) for SSSGAN, the SMSE values were effectively reduced.
For instance, as shown in Table 4, the skin’s SMSE value for SSSGAN with a temperature of
0.01 was 0.022 £ 0.036, significantly lower than that for SemanticStyleGAN (0.078 +£ 0.101).
This result indicates that the level of entanglement can be significantly reduced by lowering
the temperature. This finding is in alignment with the proposed entanglement mechanism
illustrated in Figure 5.

0.8 B SemanticStyleGAN
B SSSGAN_7=1.0
0.7 B SSSGAN_7=0.8
B SSSGAN_7=0.1
061 BN SSSGAN_7=0.01
0.5 1
m
Z 0.4
= )
0.3 1
0.2 1
0.1+
0.0 - ;{- % T bt Lo T el oo
skin eyes eyebrows mouth  nose ears hair neck cloth

Part Sequence

Figure 6. Quartiles of SMSE for the semantic parts. The statistical calculation is based on 10,000 samples.

Table 4. SMSE mean value and standard deviation for SemanticStyleGAN and SSSGAN at different

temperatures.

Model SemanticStyleGAN SSSGAN

Temperature 1.0 1.0 0.8 0.1 0.01
skin 0.078 £ 0.101 0.244 £ 0.232 0.214 £ 0.210 0.028 £+ 0.044 0.022 + 0.036
eyes 0.022 + 0.009 0.031 £ 0.011 0.032 £ 0.012 0.041 £ 0.017 0.040 £ 0.016
eyebrows 0.004 + 0.002 0.006 + 0.003 0.006 £ 0.002 0.006 £ 0.002 0.006 + 0.002
mouth 0.009 +£ 0.006 0.009 £ 0.005 0.009 £ 0.005 0.008 + 0.004 0.008 + 0.004
nose 0.004 + 0.003 0.013 £ 0.005 0.014 £ 0.005 0.014 £ 0.006 0.014 £ 0.007
ears 0.008 £ 0.012 0.012 £ 0.016 0.011 £ 0.016 0.005 £ 0.010 0.004 + 0.010
hair 0.053 £ 0.051 0.149 £ 0.104 0.115 £ 0.090 0.052 £ 0.044 0.046 + 0.041
neck 0.011 £ 0.012 0.013 £0.017 0.012 £ 0.016 0.008 + 0.007 0.008 + 0.007
cloth 0.004 + 0.006 0.005 + 0.009 0.005 £ 0.009 0.003 £ 0.005 0.002 + 0.004

4.2.3. Noise and Latent Space Property

As SSSGAN utilizes a shared local generator for generating all the parts, we can
analyze the properties of the noise codes and latent codes directly, without considering the
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local generator. In particular, we can visualize the noise codes and latent codes through low-
dimensional embeddings. Figure 7 presents the two-dimensional embedding results using
the t-SNE algorithm [71]. It can be observed that the noise codes were not well-separated,
with clusters formed by the background, neck and clothes being close together. In contrast,
the latent codes were well-grouped and did not overlap. These results suggest that the
latent space of SSSGAN is flatter (or more linear) than the noise space. Consequently, the
t-SNE algorithm finds it easier to separate the parts in the latent space, compared to the
noise space. Furthermore, we noticed that the noise codes for consecutive semantic parts,
such as the eyes, eyebrows and mouth, were closely grouped. This finding indicates that
the LSTM module of SSSGAN can capture the relationships between these parts well.

Given that t-SNE is designed to capture local patterns within a distribution, we also
examined the relationships between the noise codes and latent codes by measuring the
pairwise cosine similarity. The results, illustrated in Figure 8, revealed a distinct pattern:
the cosine similarity between parts was significantly stronger in the latent space, compared
to the noise space. This suggests that the vectors representing the parts are more closely
distributed, possibly forming a smoother manifold, in the latent space. In contrast, the
distribution of part vectors in the noise space appeared to be less structured. Additionally,
in the noise space, we observed slightly stronger cosine similarity between consecutive
parts, indicating that the LSTM module can successfully capture the interdependence
of adjacent parts, in line with our earlier analysis. Furthermore, in the latent space, we
observed a stronger cosine similarity among facial components such as the eyes, eyebrows,
mouth and nose. This observation indicates stronger correlations between these features,
suggesting that they are distributed closer to each other in the manifold.

Noise Space Latent Space

Y a

o -
e ¢
L4

o skin V eyebrows < nose [ hair cloth

.
5 ®

O eyes A mouth > ears # neck O  background

Figure 7. Noise code and latent code visualization using the t-SNE algorithm [71].
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Figure 8. Correlation analysis between noise codes and latent codes using cosine similarity. The
stochastic calculation is based on 10,000 samples.

4.2.4. Necessity of the LSTM Module

SSSGAN includes an LSTM module to explicitly capture the relationships between
the noise codes, which plays a crucial role in the subsequent compositional synthesis steps.
While GANs have the capability to generate diverse images, one might question the need
for the LSTM module. Could SSSGAN achieve similar performance without modeling these
relationships? To address this question, we conducted an ablation study by removing the
LSTM module, resulting in a simplified version called SSSGAN-s. In SSSGAN-s, the noise
codes for the parts were independently sampled from a Gaussian distribution, while other
aspects remained the same as in SSSGAN. The experimental results on the CelebAMask-HQ
dataset are presented in Figure 9, revealing that SSSGAN-s failed to generate the semantic
mask, indicating a lack of awareness of the semantic part structure. To further examine how
SSSGAN:-s encodes the part noise code, we evaluated its performance on the sequential
part composition task, as shown in Figure 10. It is evident that SSSGAN-s treated each part
code as a whole face, completely disregarding the semantic meaning of each part. These
findings clearly demonstrate the necessity of the LSTM module in SSSGAN, validating the
effectiveness and novelty of our approach.
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Figure 9. Images and segmentation masks generated by SSSGAN-s without the LSTM module.

background skin eyes eyebrows mouth nose ears hair neck cloth

Figure 10. Sequential part composition results of SSSGAN-s without the LSTM module.

4.2.5. Performance on Other Domains

To demonstrate the versatility of our model beyond facial datasets, we conducted
an evaluation on the DeepFashion dataset [72]. This dataset comprises 30,000 fashion
images and we utilized the segmentation data provided in [60]. For supervision, we
considered seven semantic parts; namely, background, skin, hair, face, upper clothes, pants
and shoes. The experiment followed the same settings as our main results. The sequential
part composition outcomes are presented in Figure 11. It is evident that the components
were successfully combined one-by-one, starting from the background. At each step, the
added part aligned with its semantic meaning and no apparent entanglement was observed.
These results indicate that our model also demonstrated impressive performance on this
dataset, in terms of compositional synthesis and disentanglement.
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Figure 11. Sequential part composition results on DeepFashion dataset.

5. Conclusions

In this paper, we introduced SSSGAN, an efficient model for fine-grained compo-
sitional image synthesis. SSSGAN achieves improved efficiency by utilizing a shared
generator to generate all of the semantic components. In order to accomplish this, we
needed to address the challenges associated with entanglement and mode collapse. To
overcome these challenges, we presented a novel method that explicitly models the rela-
tionships between the noise codes. Each noise code in SSSGAN controls the generation of
a specific semantic part, which are then combined to form a complete object. Our model
demonstrated impressive performance in generating high-quality images, providing a
high level of control over the generation process for each semantic part, albeit with a
slightly increased level of entanglement. We believe that efficiency is crucial for large-scale,
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fine-grained compositional image synthesis and our work presents a fundamental method-
ology for advancing this field. However, there are still several challenges that need to be
addressed in future research. First, improving the disentanglement performance while
maintaining image diversity is crucial. Incorporating style-mixing techniques into our
method (which is currently incompatible) could potentially achieve this goal. Second, our
current model supports the generation of images with a fixed component count. However,
it is important to extend its capability to handle dynamic component counts, which are
common in real-world objects and scenes. This can potentially be achieved by explicitly
modeling the component count in the composition process. Finally, similar to Semantic-
StyleGAN, SSSGAN relies on full supervision, and so would be valuable for developing
models with similar performance having lower supervision requirements.
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Abstract: Stress is widely recognized as a major contributor to a variety of health issues. Stress
prediction using biosignal data recorded by wearables is a key area of study in mobile sensing
research because real-time stress prediction can enable digital interventions to immediately react
at the onset of stress, helping to avoid many psychological and physiological symptoms such as
heart thythm irregularities. Electrodermal activity (EDA) is often used to measure stress. However,
major challenges with the prediction of stress using machine learning include the subjectivity and
sparseness of the labels, a large feature space, relatively few labels, and a complex nonlinear and
subjective relationship between the features and outcomes. To tackle these issues, we examined the
use of model personalization: training a separate stress prediction model for each user. To allow
the neural network to learn the temporal dynamics of each individual’s baseline biosignal patterns,
thus enabling personalization with very few labels, we pre-trained a one-dimensional convolutional
neural network (1D CNN) using self-supervised learning (SSL). We evaluated our method using
the Wearable Stress and Affect Detection(WESAD) dataset. We fine-tuned the pre-trained networks
to the stress-prediction task and compared against equivalent models without any self-supervised
pre-training. We discovered that embeddings learned using our pre-training method outperformed
the supervised baselines with significantly fewer labeled data points: the models trained with SSL
required less than 30% of the labels to reach equivalent performance without personalized SSL. This
personalized learning method can enable precision health systems that are tailored to each subject
and require few annotations by the end user, thus allowing for the mobile sensing of increasingly
complex, heterogeneous, and subjective outcomes such as stress.

Keywords: mobile sensing; affective computing; personalized machine learning; self-supervised
learning; biosignals; stress prediction

1. Introduction

Chronic stress can drastically affect an individual’s health across several dimensions.
Continuous stress increases the risk of cardiovascular disease, hypertension, reduced
immunity, and cancer [1]. Despite these detrimental physical effects, stress is often left
unmanaged. A growing body of work in the field of human—computer interaction (HCI)
is focusing on mobile sensing of stress using signals from wearable consumer devices [2].
Real-time detection of stress via wearable devices can enable stress interventions, which
can provide therapeutic support via immediate prompting when stress is detected. Until
recently, these mobile sensing methods of subjective outcomes have required large amounts
of training data from each user, making the deployment of such models infeasible in
practice. We present a novel methodology for personalizing mobile sensing models using a
minimal number of human labels.

Consumer wearable devices offer a range of biosignal measurements, which may
include, but are not limited to, electrodermal activity (EDA), electrocardiograms (ECGs),
electromyography (EMG), respiration rate, and galvanic skin resistance (GSR). EDA is
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a physiological measurement of the electric current that flows through the skin. EDA is
particularly sensitive to changes in skin ionic conductivity caused by even minor perspira-
tion that is not visible on the surface of the skin [3]. In comparison to other physiological
measurements like heart rate variations and blood pressure, EDA is a robust way to gauge
physiological arousal and, by extension, the response to stress. In the field of affective
computing, EDA is widely recognized as a key marker of physiological arousal and stress
responses [4]. Therefore, an EDA-based stress quantification approach was the primary
focus of this investigation.

Deep neural networks (DNNs) have been a driving force behind major machine
learning progress in recent years [5]. DNNs are multi-layer computational models that may
learn progressively complex and high-level representations of the input data to accomplish
a prediction goal. DNNSs are an especially promising solution for analyzing biosignals due
to their ability to spot patterns and learn meaningful features from unprocessed data inputs
without requiring extensive data preprocessing or manual feature engineering [6].

Creating a stress prediction model using biosignal data that is generalizable is imprac-
tical due to the varying physiological responses to stress among individuals. As a result,
stress-monitoring systems must possess the flexibility to accommodate these differences [7].
Rather than building a one-size-fits-all stress-prediction model, we propose a novel ap-
proach aimed at developing individual-specific models, with the goal of achieving greater
personalization. Such models can enable precision health mobile sensing systems to reach
clinically useful performance.

A major hurdle in developing personalized mobile sensing models through biosignal
data is the procurement of adequate supervisory data (i.e., ground truth labels) to train
DNNs, which require large training sets for the training process to converge. Self-reported
stress labels are often generated by laborious and faulty manual human labeling owing to
human subjectivity and weariness [8].

Current research on EDA-based stress assessment tends to focus on supervised deep
learning. Achieving clinically useful model performance is hindered, however, by the fact
that traditional supervised learning does not make use of all of the unlabeled data that are
available. Individuals who use wearable devices have copious amounts of unlabeled longi-
tudinal body signal data, but only a few labels to indicate important health events. These
labels are used for training machine learning models to recognize the events of interest.

To bridge this gap, we propose the use of self-supervised Learning (SSL) to learn
neural network weights, which are optimized to make predictions about the baseline
temporal dynamics of a user’s biosignals. Such weights can then be efficiently fine-tuned
to personalized prediction tasks using that user’s biosignal data. We hypothesized that
by utilizing self-supervised learning (SSL) on biosignal data from wearables, we can
develop personalized stress prediction models that are more effective and efficient than
traditional supervised learning models, even with limited labeled data. We implemented an
instantiation of this SSL paradigm and, then, fine-tuned the resulting models to the stress-
prediction task using EDA signals. In particular, we made the following contributions:

e Weintroduce a novel “personalized SSL” paradigm to address the common real-world
situation of large datasets with few training labels. This solution enables mobile sens-
ing systems to predict traditionally subjective classes such as stress. This interaction
paradigm is similar to how Apple’s Face ID works: once the face recognition system
is provided with only a few examples provided by the end users, it can be used
repeatedly to unlock the device. In this case, the labels are stress predictions, rather
than identity predictions, and the model input is wearable biosignals, rather than a
face image.

¢ Weevaluated this novel mobile sensing methodology on a real-world biosignal dataset
with stress labels: the Wearable Stress and Affect Detection (WESAD) dataset.

Once the model is calibrated, it can be used repeatedly to predict how stressed that
person will be in different scenarios. The stress-prediction task requires less computing
power because the model uses the model weights learned during the training process to
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efficiently fine-tune towards stress prediction. This reduced need for computing resources
means that the model can be processed faster, making it easier to use in real-world settings.
The remainder of the paper is structured as follows: Section 2 explores contemporary
SSL techniques with bio-signals. Section 3 outlines our proposed method and its imple-
mentation. Section 4 presents the model results and performance. Section 5 discusses the
strengths, limitations, and future directions. Section 6 provides concluding remarks.

2. Related Work
2.1. Stress Assessment Using Biosignals

The hyperactivity of the nervous system is associated with chronic stress and is
responsible for its wide range of adverse effects on health and behavior. Stress and brain
activity are closely correlated [9]. Hannun et al. showed that single-lead ECGs can be used
to identify rhythms using an end-to-end deep learning method. They demonstrated that
the 1D CNN model architecture can be successfully applied towards making predictions
from biosignal data without manual feature engineering and feature selection [6].

Variations in the skin’s electrical characteristics are reflected by EDA, making it a
helpful stress indicator for the nervous system. Sweating is a natural response to stressful
situations and may further enhance the skin’s conductivity [10]. Spathis et al. described
a stress-prediction framework that enables consumers to receive feedback on their stress
levels through speech-enabled consumer devices like smartphones and smart speakers [11].
EDA sensors are located on the hands, whereas ECG sensors are located on the chest. Data
from the EDA sensors are wirelessly transferred to the ECG sensor through WiFi. This
method attempts to improve stress prediction by capturing two EDA channels to eliminate
motion artifacts. The designed sensor yields excellent linearity and jitter performance and
exhibits minimal delays during wireless transmission. Zhu et al. studied the possibility
of detecting stress using EDA data acquired from wearable sensors [12]. The study made
use of two publicly accessible datasets: VerBIO [13] and WESAD [14], both of which
comprise EDA signals from research-grade wearable sensors. The experimental results
demonstrated that Random Forests differentiate stress from non-stress conditions with an
accuracy of 85.7%, highlighting the potential for wearable devices with EDA sensors to
anticipate stress. The study also evaluated the dependability of training with extracted
statistical and EDA-related features from EDA signals, discovering no consistent trend
between employing complete features and chosen features. The findings indicated the
effectiveness of placing EDA sensors into wearable devices for stress prediction, instilling
confidence that incorporating EDA sensors into smartwatches is a potential option for
future product development.

In addition to research-grade equipment, EDA is also frequently measured using
consumer wearable devices. Using low-resolution electrodermal activity (EDA) data
from consumer-grade wearable devices, Ninh et al. explored the stress prediction capa-
bilities of user-dependent and user-independent models [15]. This work revealed that
stress-prediction models employing low-resolution EDA data from wrist-worn and finger-
mounted sensors have high balanced accuracy scores (66.10% to 100%). This finding
indicated that low-resolution EDA signals from consumer-grade devices may be used
to efficiently create user-dependent stress-prediction models, enabling the collection of
in-the-wild data for mental health tracking and analysis.

EDA is often used in conjunction with other biosignals. Eren et al. suggested a way
to detect stress by using sensors from the Empatica E4 device used in the WESAD [14]
dataset to measure blood volume pulse (BVP) and electrodermal activity (EDA) [16]. The
suggested neural network model was 96.26% accurate. The study also called for more
research to test the method’s usefulness and general flexibility. Pakarinen et al. [17]
explored the capacity of electrodermal activity (EDA) to precisely categorize mental states,
including relaxation, arousal, and stress, in addition to self-perceived stress and arousal,
utilizing a three-phase modified MIST test. The research demonstrated high levels of
accuracy in identifying these mental states, indicating that EDA has the potential for long-
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term evaluation of stress and arousal in the workplace. They explored the utilization of
machine learning models for stress detection and classification, employing features derived
from physiological signals, including EDA and BVP. By achieving an Fl-score of 0.71, the
study highlighted the potential to create a seamless, real-world stress-monitoring system
and promoted continued investigation through the integration of machine learning and
signal-processing methodologies in a professional context. Kalimeri et al. proposed an
advanced multimodal framework to assess the emotional and cognitive experiences of
visually impaired individuals while navigating unknown indoor environments, leveraging
mobile monitoring and the combination of EEG and EDA signals [18]. The goal was to
identify the environmental factors that increase stress and cognitive load, thereby guiding
the creation of emotionally intelligent mobility systems that can adapt to challenging
environments using real-time biosensor information.

2.2. SSL on Biosignals

The field of SSL on biosignals is an emerging field of study. Two popular SSL ap-
proaches, SimCLR [19] and BOYL [20], are contrastive learning approaches, which rely
on data augmentation. This methodology contains limitations such as invariance, which
can obscure valuable detailed information necessary for specific downstream tasks. Ad-
ditionally, predicting which augmentations will yield optimal benefits can prove to be
challenging [21]. As a result, in our study, we excluded the use of data augmentation and
chose instead to focus on pre-training and downstream tasks with raw data. Péppelbaum
et al. introduced a novel self-supervised learning approach for time series analysis using
the SimCLR contrastive learning model, which was enhanced with new data augmentation
techniques. The authors demonstrated improved fault classification accuracy [22]. Robert
et al. offered a contrastive-learning-based stress-prediction system that uses modified EDA
signals to classify stress and non-stress circumstances [23]. Nevertheless, the current project
differs from this approach because it did not require any signal transformation. Instead
of only stress vs. non-stress categorization, our presented study allowed for the learning
of a wide range of stress levels. By using the temporal and spatial information included
within ECG impulses, CLOCS uses contrastive learning to acquire unique representations
of each patient [24]. This novel concept considers a positive pair as a representation of two
changed occurrences that both correspond to an identical patient. As a result, the model
automatically adjusts the learned representations to the specifics of every patient’s case.
Sarkar et al. offered a self-supervised method for learning ECG representations for the
purpose of emotion classification [25]. Eldede et al. introduced a novel time series repre-
sentation learning framework, TS-TCC, leveraging contrastive self-supervised learning
for unlabeled data, focusing on temporal and contextual contrasting [26]. Additionally,
they extended their model for semi-supervised settings and demonstrated its effectiveness
through extensive real-world dataset experiments. Yang et al. proposed TimeCLR, a self-
supervised representation learning framework tailored to univariate time series, which
integrates the benefits from dynamic time warping (DTW) and InceptionTime, offering
improved performance in scenarios with limited labeled data across various time series
domains [27]. Sunmin et al. propose SIM-CNN, a self-supervised learning framework that
improves stress recognition by training a personalized multimodal CNN on a large dataset
of nurses’ biosignals, both labeled and unlabeled, optimizing for individual physiological
differences [28]. Tanvir et al. show by leveraging self-supervised learning on wearable
biosignal data, personalized multimodal stress prediction system outperforms traditional
supervised models with minimal manual annotations, addressing the challenges of label
scarcity and biosignal heterogeneity [29].

Table 1 provides a summary of the literature review.
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Table 1. Summary of literature review.

Study

Focus

Opportunities

Hannun et al. [6]
Spathis et al. [11]
Zhu et al. [12]
Ninh et al. [15]
Eren et al. [16]
Pakarinen et al. [17]

Kalimeri et al. [18]

SimCLR [19] and BOYL [20]
Poppelbaum et al. [22]

Robert et al. [23]
CLOCS [24]

Sarkar et al. [26]
Eldede et al. [26]

Yang et al. [27]
Sunmin et al. [28]

Tanvir et al. [29]

ECG deep learning
Speech-enabled devices
EDA wearables
Consumer EDA devices
Empatica E4 device
Mental states

Multimodal framework
Contrastive learning
Time series analysis

EDA stress prediction
ECG learning

ECG emotion
Time series learning

TimeCLR

Time series representation

Less annotated data

Exploration of hybrid models combining ECG with other biosignals
for improved stress prediction.
Integration of voice-based feedback mechanisms to provide real-time
stress relief interventions.
Development of compact and user-friendly wearable devices for
mass adoption.
Design of consumer-centric applications that utilize EDA data for
wellness and mental health tracking.
Incorporation of multi-sensor data for a holistic health-monitoring
system.
Broadening the scope to include the detection of other mental states
like anxiety or excitement.
Development of adaptive systems for other differently abled
individuals beyond the visually impaired.

Application of contrastive learning techniques to other images.
Implementation in real-time systems for quick anomaly detection
in biosignals.

Exploration of non-invasive techniques for real-world applications.
Expansion to include patient-specific health recommendations based
on ECG patterns.

Development of emotion-aware devices and applications for
personalized user experiences.

Application in industries like finance or meteorology where time
series data are abundant.

Incorporation of multivariate time series data for
more-complex predictions.

Optimized personalized multimodal model
Personalized multimodal machine learning model with least amount
of labeled data

3. Methodology

We propose a two-step process for training mobile sensing models, which can predict
subjective labels such as stress using only a few training examples per user: (1) personalized
SSL for representation learning of temporal EDA dynamics per user and (2) fine-tuning
the pre-trained model to the stress-prediction task. During SSL, the pretext task helps the
model learn interim data representations without ground truth labels. The pretext task is
designed to predict the missing segments of the input data given the remaining segments.
After this representation is learned, the downstream task involves fine-tuning the weights
from the pretext task towards training the neural network model to predict stress. The
overall architecture is shown in Figure 1.

As depicted in Figure 1, the personalized SSL. model was designed to accept the
raw EDA signal for each subject. The raw EDA signal is divided into chunks of 7000-
dimensional vectors, as described in Section 3.3, generating a large dataset of 7910 data
points to pre-train the model. The pre-training phase involved the use of a 1D CNN
model to predict 40 data points, as detailed in Section 3.3. The weights learned in the
pre-training phase are transferred to another 1D CNN model, which is fine-tuned for the
stress-prediction task.

In addition, a second 1D CNN model with the same architecture as the fine-tuned
model was employed for stress prediction, but without any pre-training. This is our control
model, which we used as a baseline to quantify the benefits of our SSL over personalization
without SSL.
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Figure 1. Overall process of our personalized stress-prediction framework. The raw signal is
segmented into distinct, but overlapping data points. A forecasting model is used for self-supervised
pre-training. These weights are fine-tuned to the stress-prediction task (right model). We compared
this model against a supervised learning model without self-supervised pre-training (left).

We compared these two models using varying numbers of labeled data points, as
described in Sections 4.2 and 4.3.

We performed a subject-dependent study by directly comparing the following two
models trained and evaluated separately per subject:

®  Model A: stress prediction via supervised learning;
®  Model B: stress prediction with a model pre-trained with SSL and fine-tuned using
the same supervised learning strategy as Model A.

3.1. Dataset

We used the WESAD [14] dataset to evaluate our methodology. The WESAD [14]
dataset is a freely accessible multimodal physiological dataset containing ECG, EDA,
EMG, respiration (RESP), core body temperature (TEMP), and three-axis acceleration
(ACCQ). Biosignals were collected from 15 healthy adults (mean age 27.5; standard devi-
ation (SD) = 2.4)) when they were subjected to one of three conditions: neutral, stress,
or amusement, in a controlled laboratory setting. The researchers used the Trier Social
Stress Test (TSST) to induce anxiety. Two devices: Empatica E4 and RespiBAN, were used
to collect signals for this dataset. Using the RespiBAN device, the data were acquired
from each participant for around 33 min at a sampling rate of 700 Hz. Multiple sensors,
including ECG, EDA, EMG, RESP, TEMP, and ACC, are included in the RespiBAN device.
The Empatica E4 records sensor data on BVP at 64 Hz, EDA at 4 Hz, TEMP at 4 Hz, and
ACC at 32 Hz. Participants were asked six questions from the State-Trait Anxiety Inventory
(STAI) to derive insight into their degree of anxiety. Each question was answered using a
four-point Likert scale. The STAI questions are as follows:

e Question 1: I feel at ease.

e Question 2: I feel nervous.
®  Question 3: I am jittery.

e Question 4: I am relaxed.
e Question 5: I am worried.
®  Question 6: I feel pleasant.

In this study, we used stress data for the baseline condition only. Our models were
trained using EDA signal data from the RespiBAN device with a sampling rate of 700 HZ.

3.2. Label Representation

We converted the categorical ordinal outcome variables (i.e., the Likert scale responses
to the questionnaires) into a representation that maintained the categorical nature of the
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responses, as well as the ordinal nature. In the WESAD dataset, participants were given six
questions from the STAI (see Section 3.1 for details). Participants were asked to rate this
question on a four-point Likert scale. Therefore, each question was labeled between 1 and 4.
To model the ordinal regression task, we converted the original labels of (1, 2, 3, 4) into the
probabilities of (0.25, 0.5, 0.75, 1.0). Because the four-point Likert chart used in the original
evaluation was equally spaced, these labels were quantified and distributed uniformly.
These labels are subjective since the models use only within-subject data and participants
are internally consistent in their labeling (i.e., we assumed that a rating of 3 consistently
indicates higher severity than a rating of 2 on the same question within each participant’s
set of ratings).

3.3. Self-Supervised Pre-Training

The use of self-supervised pre-training, an unsupervised approach in which data
are self-labeled and, subsequently, fine-tuned using supervised learning approaches to
extract important feature representations, has proven to be more effective than supervised
training alone in an increasing number of applications [19]. The self-supervised pre-training
approach focuses on learning a high-level representation of data without using ground
truth labels, which is also known as the pretext task. A pre-trained model enables efficient
transfer to a target task since the representation it has learned is already suited (or readily
transferable) for a given job. SSL in this manner is the same technology that powers
large-scale language models like ChatGPT and natural language training tasks powered by
BERT [30].

We pre-trained our model through forecasting, a similar technique used to pre-train
OpenAl's GPT language model [31]. A separate model was pre-trained for each human
subject using only the data from that subject. To pre-train our model, we employed a 1D
CNN, a standard neural network architecture for signal prediction [32]. Prior research has
demonstrated the robustness of the 1D CNN in 1D signal processing tasks, particularly
in the domain of biosignals or 1D signals [6]. One of the key advantages of 1D CNNs is
their ability to automatically learn relevant features from the input signal, eliminating the
need for manual feature engineering. This can save time and effort while also improving
the model’s performance, as it can adaptively learn the most-discriminative features for a
given task.

Moreover, 1D CNNSs can capture information at different time scales due to the use of
multiple neural layers and multiple independent learned kernels. This makes this family of
architectures particularly helpful when dealing with signals with complicated hierarchical
patterns or events that occur at different time scales. Additionally, 1D CNNs can handle
input data with noise better than other machine learning algorithms, as the convolutional
layers can learn to focus on the most-important features and ignore noise or irrelevant
signals. Figure 2 illustrates the architecture that was used in this study for pre-training
the model as a knowledge representation of the raw EDA signal. To maintain consistency,
we used the same model architecture for both self-supervised pre-training and supervised
training. We used the root-mean-squared error (RMSE) as our evaluation metric.

Input Conv Conv Conv Conv Flatten FC FC
Signal Layer 1 Layer 2 Layer 3 Layer 4 Layer Layer Layer
4NN N N
NN\ N
| % % % % Output
> > Ly > ity oty eyt | Dot | —» tnear —» 090503 ... Oyo

40 Filters 30 Filters 18 Filters 30 Filters 70 Nodes 30 Nodes

Figure 2. The 1D CNN architecture for the pretext task.
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The pretext 1D CNN model was implemented with an input shape of (7000, 1),
consisting of four 1D convolution layers, each utilizing a leaky ReLU activation function.
The first convolution layer has 40 filters, followed by a layer with 30 filters, and then, a
layer with 18 filters. The fourth convolution layer has 30 filters and uses a leaky ReLU
activation function. Moreover, the model includes two dense layers, one with 70 nodes and
the other with 30 nodes. The final layer is an output layer with a linear activation function.
The convolution layers are responsible for extracting important features from the EDA
signal, while the dense layers utilize these features to make a stress prediction.

The model was pre-trained on the entirety of the EDA signal for each participant.
We divided the whole signal into fixed windows (each containing a 7000-dimensional
vector) (Figure 3). Figure 3 illustrates an example of the data points in the training set with
overlapping information. We represent the signalas X - -- - - - Xy Our method segments
this signal into multiple fixed windows, each of length 7000 points. So, the first window
captures the sequence X, Xp------ X7000- The purpose of this window is to predict the
next 40 points, i.e., X7oo1, X7002 - - - - - X7040-

‘ l @ Training Window
® Output Window

X4 Xz X3 X4 Xs Xg X7 Xg X9 X10

Figure 3. We used signal forecasting as our self-supervised pretext task. A sliding window was used
to predict the following chunk of the EDA signal.

However, instead of progressing to a completely new window after this, we introduced
overlap. The next window starts only 100 points after the beginning of the previous
window, i.e., X100, X101 - - - X7100. Similarly, this window aims to predict the sequence
X7101, X7102 X7140-

By consistently overlapping windows by 100 points, we ensured that the model was
exposed to various transitional patterns in the data. This overlapping approach continued
until the end of the signal, resulting in a total of 7910 data samples for each participant. The
motivation behind this strategy was twofold: it maximized the utility of available data and
equipped the model to make stress predictions based on 10 s segments, offering a granular
understanding of the participant’s stress evolution.

3.4. Downstream Stress-Prediction Task

Self-supervised pre-training offers the benefit of optimizing data efficiency during the
fine-tuning process for subsequent downstream activities. The difficulty in sourcing high-
quality labels makes this a critical scenario for use in mobile sensing research. We conducted
a thorough quantitative analysis of this added benefit by contrasting the efficiency of
freshly trained, solely supervised models against that of those pre-trained using self-
supervised representations.

In this stage, we used the same 1D CNN architecture that we used for model pre-
training. However, in this architecture, the feature extractor layers were frozen, and the
rest of the layers were fine-tuned to the stress-prediction task. For this downstream task,
we modified the model with 3 new dense layers for the final prediction. The architecture
for stress quantifying is shown in Figure 4. As illustrated in Figure 4, the fine-tuned model
shares the same set of convolution layers and activation functions as the pretext 1D CNN
model. However, it has three dense layers, the first one with 50 nodes, followed by a dense
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layer with 30 nodes, and the final dense layer with 10 nodes. The output layer has a linear
activation function, and the predicted output is stress. When fine-tuning a pre-trained
model, including extra fully connected (FC) layers has several benefits. Firstly, a pre-trained
model often originates from a general or differing task. By integrating a new FC layer,
the model acquires the capability to focus on patterns explicitly tailored for the new task,
here stress prediction, facilitating superior feature extraction and representation for that
particular task. Adding new FC layer ensures that the specific knowledge from the original
pre-trained task does not dominate, offering the model a new layer to optimize and adapt
to the unique features of the new task. This assures a more-harmonious transition and
improved performance in the new task domain.
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Figure 4. The 1D CNN architecture for fine-tuning the pre-trained network towards the downstream

stress-prediction task.

In the case of purely supervised training, the same architecture as the fine-tuned model
was utilized to facilitate a direct comparison between the methods.

3.5. Experimental Procedures

For our experiment, we selected a fixed number of random data points having a
window size of 7000, which corresponds to 10 s of data to train our model in both SSL
and solely supervised manners with exactly the same set of data points. In both cases, we
utilized the same model architecture and the same sampled data points. To train using SSL,
we transferred the weights from the pre-trained model to the downstream task (Section 3.4).
The average RMSE of the trained model using 10 data points is shown in Section 4.2. In
this experiment, all models were subjected to an identical test set.
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4. Results

We used the RMSE to evaluate our models, as regression models commonly utilize
the RMSE as a statistic for assessing model performance. For a given test set, a model’s
RMSE measures the average distance between the expected values and the actual values.
It is measured as the square root of the average of the squared differences between the
predicted and actual values. The RMSE is helpful because it penalizes large mistakes over
smaller ones and quantifies far apart the mistakes in the original units of the dataset. A
smaller RMSE indicates that the model performed with less error.

4.1. Pre-Trained Models

For pre-training purposes, all the models were trained using data coming from a single
subject. Figure 5 demonstrates the RMSE of the pre-trained models of all 15 subjects. The
RMSE score is a measure of how well a model performed in predicting values compared to
the actual values. For example, Subject 2’s pre-trained model achieved an RMSE score of
0.024, meaning that the model’s predictions were, on average, 0.024 units away from the
actual values. In other words, the model’s predictions had an average error of 0.024 units.
The lower the RMSE score, the better the model’s performance is. A smaller RMSE value
indicates that the model is making more-accurate predictions, while a higher RMSE value
indicates that the model is making larger errors. The low RMSE values we achieved
across subjects suggested that our pre-trained models were well-trained and learned the
underlying dynamics of each subject’s EDA signals.

0.124

s10 st s13 s14 s15 s16 s17 s2 s3
Subjects

Figure 5. RMSE for the signal forecasting pre-training task for all subjects. The low RMSE indicates
that the model learned the baseline dynamics of each user’s EDA biosignal.

4.2. Evaluation Using Pre-Trained Models

Figure 6 displays the RMSE score of all participants for each question in the WESAD
dataset while training on a randomly sampled subset of 10 data points in both SSL and
supervised modes. We conducted bootstrapped sampling using five independent samples,
and the same samples were used to compare the SSL pre-trained and purely supervised
models. From Figure 6, we observe that, in most of the cases, the RMSE score was lower
for the SSL-based models than purely supervised trained models. We observed that the
SSL models outperformed the purely supervised models in approximately 90% of cases.
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Figure 6. Comparison of the RMSE between a model fine-tuned after SSL vs. purely supervised
training for all subjects and for all questions.

Across the six questions, the performance metrics are depicted using RMSE values,
comparing self-supervised learning (SSL) against purely supervised training. For Ques-
tion 1, SSL excelled particularly with Subject S8, demonstrating a significantly lower RMSE.
For Question 2, SSL showed more-favorable results for a majority of the subjects, especially
for S2 and S3. For Question 3, the most-commendable SSL performance was observed
for S7. Moving to Question 4, S8’s RMSE for SSL was notably efficient. For Question 5,
both S3 and S8 stood out with SSL achieving lower RMSEs, while for Question 6, S7 was
once again a highlight for SSL. Consistently, SSL demonstrated superior performance, with
lower RMSE values being indicative of its effectiveness across subjects.

4.3. Results for a Demonstrative User

We compared purely supervised training and SSL, as shown in Figure 7. Our research
indicated that the models employing SSL techniques required significantly less data to
achieve comparable performance to those models that did not use SSL methods. We
observed that the models that employed SSL techniques required less than 30% of the data
needed by the models that did not use SSL techniques.

We saw that the models that only used fully supervised training methods needed
more data to obtain the same RMSE as similar SSL models that were trained with the same
number of labeled data points. This illustrates how SSL methods can speed up data-heavy
applications by making them more efficient.

In addition to the benefits of preserving data, our findings demonstrated that SSL
methods were stable across training runs. The RMSE of the purely supervised method
varied drastically (had a high standard deviation) across bootstrapped samples, but the
performance of the SSL models was more stable. The fluctuation of the purely supervised
model indicated that its performance (as measured by the RMSE or other metrics) can
vary significantly across different training runs or data samples. This variability can be
problematic in real-world situations where there may be limited labeled data or data of
varying quality. In contrast, SSL methods offer a more-stable way of learning, as the
performance of the SSL models was less susceptible to fluctuations and remained more
consistent across training runs or data samples. This stability is particularly useful in
situations where data are limited or noisy, as it allows for more-efficient and -reliable model
training. Therefore, the finding that SSL. models are more stable than non-SSL models is
an important contribution of this study, highlighting the potential benefits of using SSL
methods in real-world applications.
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Figure 7. Comparison of the performance between SSL pre-training vs. purely supervised training
for Subject 2 for all questions over different sets of labeled data points.

5. Discussion
5.1. Implications for Mobile Sensing Systems

Mobile sensing systems have traditionally been unable to detect psychiatric and mental
health outcomes such as stress due to the inherent subjectivity of the labels and variability
across users. SSL on biosignals, such as the methodology introduced and evaluated here,
provides an opportunity for mobile sensing solutions that detect complex psychiatric events
in a personalized manner. Personalization of models is one of the leading challenges and
opportunities in machine learning for healthcare and digital psychiatry [33]. From a user
interaction standpoint, users are only required to provide a few (on the order of ten) labeled
examples of the adverse event of interest.

Through the use of a limited number of labeled examples for the targeted adverse
event, this methodology effectively reduces the user labeling burden while simultaneously
facilitating the development of more-tailored and -precise models. This approach not only
improves the overall user experience, but also amplifies the probability of user engagement
and adherence to digital therapies due to the improved user experience required to achieve
a high-performing personalized mobile sensing model.

Personalization through SSL is likely to work in other domains as well. There are
numerous digital healthcare research efforts that are attempting to build machine learning
models for recurring conditions and events that are traditionally infeasible for machine
learning due to the subjectivity of the classes. For example, some digital therapies for
pediatric autism use computer vision models to predict facial expressions evoked by
conversational partners [34]. Often, such digital therapeutic systems involve the curation
of user-centric data [35]. Such systems provide a clear opportunity for self-supervised
personalization, as described here. Personalizing the emotion-recognition model powering
such digital therapies towards frequent conversational partners by the child is possible
with the methods described here.

The interaction paradigm demonstrated here is similar to how Apple’s Face ID works.
Once the face recognition system is set up with only a few examples provided by the end
users, it can be used repeatedly to unlock the device. Our primary goal is to demonstrate
that this user interaction workflow can be adapted to mobile and wearable health settings.

In terms of implementation platforms, the HCI paradigm demonstrated here can
be applied to a wide range of systems, such as smartphone apps, wearable devices, and
laptops. For example, a smartphone app could use our technique to provide real-time
stress monitoring and personalized tips for dealing with stress, while a wearable device
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could use the model to identify stress levels during physical activities or to monitor stress
levels throughout the day.

The choice of platform depends on a number of factors, such as the specific use case,
user preferences, and the desired amount of user activity. For example, a smartphone app
might be preferred by individuals who want to actively track their stress levels and receive
feedback, while a wearable device might be preferred by people who want to passively
track their stress levels and have less contact.

5.2. Limitations and Future Work

While this work demonstrated promise for personalized learning for mobile sensing,
our evaluation involved only a single dataset (WESAD) and a single modality (EDA). In
future work, we would like to see our evaluation expanded to numerous biosignal datasets
and health outcomes. Moving forward, an important direction for further investigation is
to examine the integration of multiple signals within a single model, potentially enhancing
its predictive capabilities and overall performance. Additionally, the importance of explain-
ability in the medical informatics domain cannot be overstated. In future research, there is
considerable potential to extend this study by exploring how different features influence
our personalized model, thus enhancing its interpretability and applicability throughout
the field. It is unclear whether the personalized SSL we presented will generalize to other
health events that are not as strongly correlated as EDA and stress. If the method does
generalize, then this work has the potential to become widely adopted in several HCI fields
including wearable computing, affective computing, and mobile sensing.

There are inherent limitations to the WESAD dataset that we used for the evaluation.
The WESAD dataset provides data from controlled experimental situations where realistic
emotional engagement is a challenge. As the participants were required to assess their
emotional state after each condition (i.e., baseline, amusement, stress, meditation), there
is no continuous annotation of the participant’s emotional state in this dataset. Therefore,
there is the possibility of not obtaining the participant’s actual affective state after each
task. During data collection, some variables, such as a participant’s proficiency in spoken
English and familiarity with the provided subject under the stress condition, may introduce
bias. Also, the participants” ages ranged from 25 to 30, which may have introduced bias
into the findings.

In future work, we recommend testing the system using real-time, unimodal data
obtained from participants in a more-comprehensive and -unconstrained experimental
setup. This approach could potentially lead to a better understanding of the system’s per-
formance and generalizability in real-world scenarios, further strengthening the practical
applicability of our findings. Nevertheless, the WESAD dataset is a frequently used dataset
in the field of affective computing using wearable data [36].

6. Conclusions

We presented a novel method for personalizing deep learning models for the predic-
tion of subjective outcomes such as stress using continuous biosignals. We demonstrated
the low labeling requirement for fine-tuning the model after self-supervised pre-training.
This method can enable high-performance personalized modeling with minimal manual
annotation effort from end users. This technique enables deep learning models to be
tailored to an individual’s specific physiological reactions, resulting in more-precise and
-personalized stress prediction. This has the potential to significantly increase the efficacy
of stress management and preventive digital interventions while also reducing the load of
the human annotation that is generally necessary for tailored models. Overall, our find-
ings showed that self-supervised learning can enable increasingly individualized mobile
sensing solutions.
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Abstract: This study aims to establish a greater reliability compared to conventional speech emotion
recognition (SER) studies. This is achieved through preprocessing techniques that reduce uncertainty
elements, models that combine the structural features of each model, and the application of various
explanatory techniques. The ability to interpret can be made more accurate by reducing uncertain
learning data, applying data in different environments, and applying techniques that explain the
reasoning behind the results. We designed a generalized model using three different datasets, and
each speech was converted into a spectrogram image through STFT preprocessing. The spectrogram
was divided into the time domain with overlapping to match the input size of the model. Each
divided section is expressed as a Gaussian distribution, and the quality of the data is investigated by
the correlation coefficient between distributions. As a result, the scale of the data is reduced, and
uncertainty is minimized. VGGish and YAMNet are the most representative pretrained deep learning
networks frequently used in conjunction with speech processing. In dealing with speech signal
processing, it is frequently advantageous to use these pretrained models synergistically rather than
exclusively, resulting in the construction of ensemble deep networks. And finally, various explainable
models (Grad CAM, LIME, occlusion sensitivity) are used in analyzing classified results. The model
exhibits adaptability to voices in various environments, yielding a classification accuracy of 87%,
surpassing that of individual models. Additionally, output results are confirmed by an explainable
model to extract essential emotional areas, converted into audio files for auditory analysis using Grad
CAM in the time domain. Through this study, we enhance the uncertainty of activation areas that
are generated by Grad CAM. We achieve this by applying the interpretable ability from previous
studies, along with effective preprocessing and fusion models. We can analyze it from a more diverse
perspective through other explainable techniques.

Keywords: speech emotion recognition; explainable model; deep learning; YAMNet; VGGish; audi-
ble feature

1. Introduction

In modern society, speech is used in various fields, including human—computer in-
teraction, emotion analysis, and voice-based services. Speech is a representative way for
users to express information, emotions, and thoughts. Therefore, it has become important
to accurately receive and analyze speech data acquired from computers, smartphones,
smartwatches [1], and smart homes to understand the emotions and thoughts of users.
The information obtained from speech data is used to improve the quality of products
and services. It is analyzed in various fields, such as mental state recognition, emotion
classification, emotional analysis, the Internet of Things, and speech recognition systems [2].
It is also used for decision-making and health-status monitoring by understanding the
emotional states of individuals or groups [3]. Unnecessary elements, such as environ-
mental noise, breakage, and errors in speech classification add uncertainty to the inferred
results. This leads to distrust in the model in terms of the correctness of the area focused on
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and the performed classification. Applying appropriate preprocessing can remove these
unnecessary elements while increasing the quality of voice data [4].

Additionally, appropriate feature extraction methods are required for analyzing speech
complexity and diversity [5]. A spectrogram shows the shape of the extracted features,
which allows visual inspection of the frequency component changes over time. Moreover,
it can be analyzed by viewing it as an image and then applying a computer vision tech-
nique [6]. In a spectrogram study, an explainable model can be applied to determine the
relationship between the input and output data to identify which time—frequency domain
influences the results of the classification model. When the results of a classification model
are analyzed using an explainable model, the reliability of the former is increased, and its
performance can be improved by additional research and analysis [7].

This study converted acquired speech signals into spectrogram images for analysis
in the time—frequency domain. Unnecessary elements (such as noise, silence, and dis-
connection, etc.) that could lead to an incorrect decision-making process through the
classification model were processed. Such elements are inevitably created in the process of
acquiring speech. Instead of manual removal, an algorithm using Gaussian distribution
and correlation coefficients was applied to exclude unnecessary divisions, which reduced
the learning time and computational resource consumption. Three datasets were used for
emotion classification to ensure that the classification model could be generalized. To im-
prove classification performance, a visual geometry group-like audio classification model
(VGGish) and yet another mobile network (YAMNet) model were combined to effectively
extract emotion-related features from data acquired in diverse environments and lines.
The combined model collected more information and extracted more features than the
independent models. In the combined model, a late-fusion method was used to classify
emotions by learning the same training data independently and then sharing information
in the layer before classification. Additionally, by applying three explainable models to the
classified results, the emotional feature section in the input time—frequency domain images
was confirmed in various ways. The activation region extracted with gradient-weighted
class activation mapping (Grad CAM) was analyzed in the time domain, and an algorithm
was designed to convert it into a speech file. The converted voice section contained features
related to each emotion in the recorded speech. These features can be directly checked by a
user to increase the model’s reliability and serve as data for further research.

The remainder of this paper is structured as follows: Section 2 presents the related
research on spectrogram image analysis using deep learning and interpretable techniques.
Section 3 describes the spectrogram transformation methods and Gaussian data selection
(GDS) mechanism used in the data preprocessing in this study. Section 4 presents the
features of VGGish and YAMNet and the structure and characteristics of the fusion model
designed using these models. Section 5 describes the interpretable techniques (Grad
CAM, LIME, and occlusion sensitivity) that were used for identifying the activation area.
Section 6 explains the three datasets employed for designing a generalized model applicable
to various environments and contexts. Section 7 discusses the analysis of the experimental
setup and the results, and Section 8 concludes the study.

2. Related Work
2.1. Studies Applying Deep Learning to Spectrogram Images

This section presents studies conducted on spectrograms in which a one-dimensional
(1D) signal was converted into two-dimensional (2D) data by applying deep learning to
obtain more information and applications. Each study used preprocessing methods and
network designs for speech research.

Xi [8] added specific values to insufficient areas to reduce confusion in training and
classification when dividing speech data containing imbalanced time. This was achieved by
using the IEMOCAP dataset. Padded data were trained and classified by a model that used
a convolutional neural network (CNN) and long short-term memory (LSTM). The model
was evaluated by weighted accuracy (WA), which assigns weights according to the number
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of samples when data are imbalanced. It was also evaluated using unweighted accuracy
(UA), which reflects equally regardless of the number of samples. The evaluation of the
accuracy of the emotion classification model by WA and UA showed that WA was evaluated
at 71.45%, and UA was evaluated at 64.22% when specific values were padded. When the
length of speech data was imbalanced, WA reached 68.86%, and UA was at 57.45%, showing
slight variations. Badshah [9] constructed a model using a CNN and a fully connected
layer. The model’s performance was compared with that of the fine-tuned, pretrained
AlexNet using seven-emotion data contained in the Berlin dataset for effective speech
emotion recognition (SER). AlexNet showed an imbalance in that the accuracy was high in
certain classes but low in others; therefore, the mean accuracy was 56.19%. The proposed
model was confirmed to be even more effective than AlexNet, with a mean accuracy of
56.38%. Zhang [10] used speech data containing MUOC classroom atmosphere information
to check and observe the atmospheric and environmental characteristics of a classroom
containing many people. Filter bank, Mel-frequency Cepstral Coefficients (MFCC), and
spectrogram features were collected to improve performance and reduce loss. Each feature
was processed using an independently trained hybrid neural network combining CNN and
LSTM models. The information collected from each feature map, independently processed
by the network, was classified into six types of classroom atmospheres. When all the
collected features were combined and classified, the lowest loss rate was 24.64%. Raja [11]
conducted a study to confirm an effective data type when recognizing emotions using the
Berlin dataset speech data. Speech data in 1D audio type was converted to a 2D image type
by MFCC and used for training support vector machine (SVM), 1D-CNN, and 2D-CNN
models. Each model classified seven emotions for each gender: SVM, using 1D audio-type
data had the lowest performance, whereas the 2D-CNN model using 2D image-type data
from the MFCC showed the highest performance, achieving 92.5% accuracy in all classes.
Thus, transforming speech data into 2D image-type data is effective when classifying speech
data. Zheng [12] proposed training NAO robots to respond according to a recognized
user’s emotion using CNN and random forest (RF) models with the CASIA emotion dataset
from China. The data that the robots collected in everyday environments were mixed with
noise and had lower purity than the data used for training. Therefore, to improve the
generalization performance compared to those of existing methods, features of the speech
data were extracted using the CNN model and the extracted feature map was classified
using the RF classifier for six emotions. When classified through CNN, a performance
of 81.43% was achieved, and when using RF together with CNN, the performance was
increased to 84.68%, confirming that using CNN and RF together was effective in the
learning process for NAO robots. Heng [13] converted speech data to spectrograms to
extract time—frequency features from the IEMOCAP dataset and divided each spectrogram
into certain sizes. Emotion-related features were extracted using a CNN, and temporal
features were learned and extracted using an LSTM. The extracted features were classified
into six classes and evaluated using the WA and UA methods. WA achieved 64%, while
UA achieved 56%.

Classification studies applying deep learning to spectrogram images show high per-
formance when the amount of data is small, but most studies using a lot of other data show
low accuracy. It can be confirmed that emotional features were not properly extracted in a
lot of data.

2.2. Studies Applying Deep Learning and Explainable Methods to Spectrograms

This section presents various studies in which deep learning was applied to 2D
spectrogram images, using explainable models. The model’s decision-making process was
verified by applying explainable techniques to increase its reliability, and activation areas
were also used as data.

Yuanyuan [14] converted speech data in the IEMOCAP dataset into spectrogram
images and extracted feature maps using AlexNet. The feature maps processed attention
using the tanh and softmax activation functions to highlight the essential feature channels
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in the attention layer. They identified that the model, applied by CNN and LSTM, achieved
a WA of 68.8% and UA of 59.4%; however, the accuracy was effectively improved to a
WA of 70.4% and a UA of 63.9% when attention was applied. The focus area of the model
was visually confirmed using Grad CAM. Carofilis [15] proposed recognizing a speaker’s
place of local origin using the VCTK dataset. Speech data were converted into spectrogram
images and trained using CNN models. The essential areas created using Grad CAM were
combined with a spectrogram to create new feature vectors. These feature vectors were
applied to various machine learning algorithms (MLAs) to classify a speaker’s place of local
origin. The model performances were evaluated using the unweighted average recall (UAR)
and macro average accuracy (MAA) and compared with those of other methods, such as
the speech wave input and other MLA methods. SVM was measured as 0.348 in MAA
and 0.340 in UAR, GaussianNB was measured as 0.262 in MAA and 0.262 in UAR, and
passive aggressive was measured as 0.351 in MAA and 0.356 in UAR. Bicer [16] conducted
a study on acoustic scene classification, in which sound signals were analyzed to identify
the environment and scene to manage and analyze the surroundings. This study used the
dataset employed in the DCASE 2016 challenge. Spectrogram images converted into speech
signals were trained using ResNet to classify three different environments and identify the
areas that influenced the classification decision. The classification achieved an accuracy
of 91.82% and the time—frequency area related to the classified class is highlighted using
Grad CAM. This highlighted area is then converted into a sound signal for confirmation.
Cesarelli [17] used PCG signal data from Kaggle to train phonocardiogram signals with
various hyperparameter values and 2D-CNN models and to classify normal and abnormal
sounds. That model was evaluated with an accuracy of 86%, and the decision of the model
to classify normal and abnormal sounds in the time domain of the heartbeat was confirmed
using Grad CAM for the results. Lee [18] conducted a study to predict the recovery of
patients who underwent thyroid cancer surgery by converting their speech sounds before
and after surgery into spectrograms. The training involved the use of EfficientNet and
LSTM, with patients and vocal data provided by DIRAMS. The results showed that the
trained model achieved an evaluation score of 0.822 by AUROC. Additionally, Grad CAM
was used to confirm the area affected in the time-frequency domain corresponding to
the classification.

In a study that applied deep learning and explanatory techniques to the spectrogram,
the decision-making process of the model was mainly confirmed using only Grad CAM.
However, since the information that can be obtained with a heat map is limited, it is
advantageous to use more diverse models and aspects.

3. Materials and Methods

This section describes the method for treating unnecessary data by preprocessing
speech data. It also introduces a constructed network that can accurately classify and apply
speech data across various contexts. Subsequently, explainable techniques and the method
for their use to analyze the output of a model from various aspects are discussed. Figure 1
shows the common architecture of various proposed analyses that apply explainable
models for emotion recognition.

In this study, speech data were converted using short-time Fourier transform (STFT),
used as input for a CNN-based network, and then divided in time based on the network
input size. Data selection was performed for each segmented region using a Gaussian
distribution and correlation coefficients to treat the unnecessary data. This process resulted
in a reduction of data scale, training time, and memory consumption. The network design
independently extracted various features from the selected data, synthesizing them for
training and classification. Three explainable models were applied to analyze the classified
results. Based on these analyses, the decision-making process was examined, and the
activation time—frequency area corresponding to emotions was identified. Subsequently,
the activation area identified through Grad CAM was applied to the speech data to directly
identify linguistic and phonetic characteristics.
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tion mapping (Grad CAM) and local interpretable model-agnostic explanations (LIME).

3.1. Convert Speech Data to Spectrogram Images

Speech contains a large amount of information in the time and frequency areas. Us-
ing raw speech data is inadequate for capturing all speech information. Therefore, this
information can be converted to a spectrogram for study and analysis because it can
confirm the change in the time—frequency area, allowing direct visualization. This study
converted a speech signal to a spectrogram image using STFT, a frequently used method
for conversion, using the parameters listed in Table 1. Figure 2 shows the progressing of
STFT, a representative technology for converting speech signals into the time—frequency
domain. It divides time into window sizes and applies a fast Fourier transform (FFT) to
each section to obtain the frequency information. To obtain the desired frequency range,
the filter parameters listed in Tables 2 and 3 were used when converting a spectrogram.
The spectrogram was then divided according to the model input size, with an overlap of a
certain size incorporated into the time domain.

Table 1. Summary of the related literature.

Author Purpose Dataset Model Performance
] . B WA: 71.45,
Xi Speech emotion classification IEMOCAP CNN+LSTM UA: 64.22
Badshah Speech emotion recognition Berlin CNN, AlexNet 56.19%, 56.38%
Zhang Classroorr.l f:ltm.osp here MUOC Cl.assroom. CNN+LSTM Error rate: 24.64%
classification atmosphere information
Raja Speech emotion classification Berlin dataset (EMO-DB) SVM, 1D-CNN, 2D-CNN 92.5%
Zheng Speech emotion classification CASIA emotion dataset CNN + random forest (RF) 75.57%
Heng Speech emotion classification IEMOCAP CNN+LSTM V[_\;i gg'
. L. AlexNet, WA: 704,
Yuanyuan  Speech emotion recognition IEMOCAP CNN+LSTM/Grad CAM UA: 63.9
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Table 1. Cont.

Author Purpose Dataset Model Performance
- ; o MAA: 0.351,
Carofilis Speaker’s place recognition VCTK CNN/Grad CAM UAR: 0.356
Bicer Acoustic scene classification DCASE ;gtlfsglallenge ResNet/Grad CAM 91.82%
Cesarelli Heartbeat sound Heart sound database 2D-CNN/Grad CAM 86%
classification in Kaggle
. Patients and vocal data EfficientNet + )
Lee Predict sound recovery by DIRAMS LSTM/Grad CAM AUROC: 0.822
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Figure 2. Speech-data-to-spectrogram conversion process.

Table 2. Short-time Fourier transform (STFT) parameters to convert log-Mel spectrogram.

Window Size Overl.al PpIng Window Type Range of
Size Frequency
STFT parameter 1200 720 Hann “periodic” One-way
Table 3. Audio filter parameters involving the fast Fourier transform (FFT).
Number Sampling Rate  Frequency Scale  FFT Length
of Frequency Band ping 9 y &
Audio filter 64 channels 48,000 Mel 1200

3.2. Gaussian Data Selection Mechanisms

When acquiring speech data, matching the length of the data is difficult, even if the
same lines are used. The data length varies depending on the speaker’s pronunciation
speed, interruptions, and noise. The consumption of computing resources increases with
the increase in the data scale, which leads to inclusion of unnecessary sections, unrelated
to emotions. Various data preprocessing methods are being studied to select and exclude
unnecessary sections.

Figure 3 illustrates the application of a Gaussian distribution and correlation coeffi-
cients to select unnecessary sections in the acquired data. The selection process excludes
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heterogeneous data based on the correlation coefficients in the divided data section rather
than simply removing sections with low or high data values by Algorithm 1. After calculat-
ing the mean and variance of the divided section, expressed as a Gaussian distribution, the
correlation coefficients between all distributions are calculated, normalized, and selected
based on the set threshold. Using the above method, sections having a low correlation
with the data containing emotional features (i.e., sections that are heterogeneous from the
Gaussian distribution of the emotional feature section) are excluded from learning. Accord-
ingly, the data scale and computing resource consumption are reduced while maintaining
classification accuracy.

Algorithm 1. Pseudocode of Gaussian data selection algorithm.

Gaussian Data Selection Algorithm

Audiodata = {x1,x,...,xN}, N = number of data
Sy =STFT(x1),5n ={S51,52,...,5n}
S;i ={Si1,Sin,...,Sip}, D = number of divided for each data
}41’]' = mean (Sl]>,(7’1] = std <S,]>
Gjj = Gaussian (Sij}ﬂij/ a,-]->
C; = Sum(Correlation Coef ficient(Gj1, Gip, ..., Gip), Dim = 1)
C; =[Cq,...,Cp], Score; = normalize(C;)
Selected data = {S,-]-‘Scorei]- > T}, T = Threshold

__ SpectrogramX Gaussian distributions
I | 1 _i corresponding to intervals X, ~ X,,
ke |
i |
b £ |
N \ |
. ‘ Probability
Std, Std,
//

Probability Variables . . . .
Probability Variables in S

Figure 3. Applying Gaussian data selection to a speech spectrogram.

4. Late-Fusion Model Design with VGGish and YAMNet
4.1. Features of VGGish and YAMNet Models

Figure 4 shows the structure of the VGGish model developed by Google that is
used for speech recognition and classification in this study. It is designed as a CNN by
modifying an existing visual geometry group (VGG) network for image classification in
speech data processing.

The model above, designed to extract features from 2D data rather than 1D data in
the time domain, uses a convolutional layer that learns the spatial patterns and features
of an input image through weights and batch normalization. An activation function layer,
which allows learning highly complex patterns by applying nonlinear features, is used
to output the spatial feature vectors of the audio images for analysis and classification.
A global pooling layer is not applied to preserve the spatial feature information in the
time—frequency domain of the input spectrogram. The number of channels in the fully
connected layer is designed to be large enough to generate a feature map larger than the
input data. The output information is synthesized and used for classification, utilizing
the location characteristics of the time-frequency domain that can be obtained for each
pooling layer.
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Figure 4. VGGish network structure for video game genre identification using spectrograms and
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headphones (VGGish), incorporating rectified linear unit (ReLU).

In VGGish, feature maps were extracted for each pooling layer, except for the first
pooling layer. The size of the feature map extracted from the network is [24 x 16 x 128/12
x 8 x 256/6 x 4 x 512], respectively. Each feature map aggregates information that can be
obtained from each layer by adjusting and fusing the number of channels.

Similar to VGGish, YAMNet, as shown in Figure 5, is an audio classification model
developed by Google. It is a transfer learning model that learns from a large-scale dataset
to perform 512 different speech recognition tasks, including animal sounds, cars, music,
nature, and human conversations. This model is based on a CNN and consists of a
convolution layer that can extract spatial patterns and features of multiple images. It also
contains a pooling layer, which increases computational efficiency by reducing the spatial
dimensions, as well as an activation function layer. Using a global pooling layer before the
classification layer, the model focuses on the channel characteristics of the extracted feature
map rather than the time—frequency positional characteristics of the feature map input from
the previous layer. It is designed to identify the overall features of the input spectrogram
image and does not rely on the positional features. Figure 6 shows the classification process
of combining the feature maps obtained from each transfer learning model. Here, feature
maps in VGGish were obtained by each pooling layer except for the first pooling layer.

o :
[

\4
Convolution Layer

v
v Fully Connected Layer
\ 4

\4

RelLU Layer
’ -

Figure 5. Diagram illustrating the network structure of YAMNet (yet another mobile network) and
its integration with the genetic algorithm (GA).
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Figure 6. Feature extraction and combination in the fusion transfer learning model.

4.2. Introduction to the Late-Fusion Model

The fusion method combines the information extracted from different data sources
or models to achieve a better performance than independent models. More cases can be
learned by combining information from models with information from feature extraction
methods, which are also used to integrate information from multiple sensor data.

This study selected a late-fusion method to input the same data into YAMNet and
VGGish, learn in parallel, and appropriately combine the obtained information to im-
prove the classification results. Figure 7 shows the area activated using Grad CAM in
the layer before classification, when the same spectrogram image is input to each model.
Owing to the structural differences between the models, VGGish achieves a high location
resolution by extracting locational features in the time—frequency domain of the image.
Conversely, YAMNet is designed to identify overall features of an image and does not
rely on locational features to analyze information. Consequently, there is a difference in
analyzing information.

Activation image in YAMNet layer

Input spectrogram

10 20 30 40 50 60 70 80 90

Activation image in VGGish layer

Ground truth
[ Happy1]

10 20 30 40 50 60 70 80 90

Figure 7. Feature extraction resolution comparison: YAMNet vs. VGGish.

Figure 8 shows the designed model that extracts patterns and features for emotion
classification from preprocessed data and integrates information to classify the emotion
classes. New feature information is generated by adding the information obtained from
each layer of VGGish. Three types of data are synthesized, and a network that synthesizes
the feature information and classifies the emotions in the final classification layer is de-
signed. When combining features in a fusion model, the addition or multiplication method
is mainly used. However, in the above network, to reduce the influence between the feature
channels, a depth-combining method is used to combine the features extracted using the
two models. This method not only maintains the information but also classifies it through
the interaction of various information in the fully connected layer.
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Figure 8. Late-fusion networks of YAMNet and VGGish.

5. Explainable Artificial Intelligence Model

For artificial intelligence (Al) to assist user judgment and be used in activities such as
production, confirming the basis and validity of the results is necessary. Figure 9 shows an
explainable model (explainable Al) that uses data and labels in conjunction with machine
and deep learning models to understand and interpret the factors and areas that affect
the input data. This technology can improve the performance of the machine and deep
learning modules by confirming incorrect classifications and predictions. It also improves
reliability by making it easier for users to understand. A decision tree or linear regression
model is simple. Therefore, the decision-making process can be confirmed using the model
itself. Other complex models require additional processing, such as Grad CAM, activation,
occlusion sensitivity, and LIME.

OO

Bl =[] =

Figure 9. Explanation of explainable Al
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5.1. Grad CAM Technique

Grad CAM creates a focus area that uses the gradient of the classification class, which
uses a backpropagation gradient to describe the class classification of a model [19]. An
input image is passed through a CNN to generate a feature vector, and the class is classified
using this feature vector. As the score of the classified class, the gradient collected for each
channel in the previous layer is used as a weight to determine how much each channel
influences the class score. The spatial area related to the class is obtained from the feature
map, restored to the original size, and expressed visually. As can be seen in Figure 10, Grad
CAM uses a spectrogram that is converted to examine the changes in both the time and
frequency domains. Subsequently, the spectrogram passes through a CNN, and the results
demonstrate which time and frequency section are essential for the classification class by
restoring them to the size of the original.

Input images
[ n N I :'I

Grad CAM
PR o[ﬁ: .Qo «——— Sum, RelLU

I

Figure 10. Creation process of Grad CAM.

S = class score
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5.2. LIME Technique

LIME is an explainable technique that determines how small areas, such as pixels of
the input data, affect model classification [20]. As shown in Figure 11, the above method
transforms a specific area of the input image by adding noise, inputs the transformed areas
into the model, and measures the prediction results of the model. A vector is created from
the measured feature values for each pixel or specific area, and training is performed using
a simple model, such as linear regression, based on the prediction results of the images
corresponding to the feature vector.

Input Images Perturbed \
Instance ~ Score
m - 0.2 Fi.tting Us?ng
B » o8 Welgm:gelimear
B » 04
)

Define Instance Importance

Importance high Importance low

Figure 11. Creation process of LIME.

The trained model calculates the influence of each pixel or specific area of the original
image in the image class classification and visualizes it as a heatmap. The predicted results
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are measured by transforming various time-frequency pixel areas in the spectrogram
image, and the model learns to determine which areas influenced the classification.

5.3. Occlusion Sensitivity Technique

Figure 12 shows how occlusion sensitivity can be achieved by blocking a specific area
of the image inputted into the model. The impacted areas were determined by checking
the results based on occlusion sensitivity. Continuously altering the position of the blocked
area visually illustrates the extent of influence of each position on the model predictions.
The above method examines the influence of the area by repeatedly covering the image
and a specific part of the voice or text, filling the area with random or average values, and
entering them into the model to check for changes in accuracy.

Classification

M Occlusion Sensitivity
¥
=

Figure 12. Occlusion sensitivity creation process.

6. Speech Emotion Datasets and Data Selection Method

To evaluate the performance of the proposed model, we use three datasets (CSU
2021, CSU2022, and AI-Hub), acquired from different environments. These datasets were
constructed by Korean speech. The entire data from these datasets are combined and used
for both training and validation.

6.1. CSU 2021 Speech Emotion Dataset

The above dataset was obtained from 100 people in 2021 at Chosun University, com-
prising the general public, theater actors, and Al characters. A total of 40 lines, with 10 lines
related to each of the four distinct emotions from dramas or movies, were collected. As
shown in Figure 13, the speeches were recorded by the participants in a quiet space to miti-
gate noise, using a Sony stereo lavalier microphone (ECM-LV1). This microphone is used
to record ten voices for each of the four emotions from both theater actors and the general
public, resulting in 40 voices. The Al character uses Typecast, an Al voice actor service,
and the Prosody program to create ten basic voices and ten voices with adjusted speed
and tone. All Al voices are produced by a single Al character in the same environment.
Consequently, 80 voice data points, 20 for each emotion, were generated. The voices were
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recorded through a microphone and configured, as shown in Figure 14. Data samples are
as shown in Figure 15.

— Happy line: 10

» ~ Neutral line : 10 » EE

— Angry line: 10
— Sad line: 10

0051 152253 354455

Figure 13. Data acquisition process.

(A) (B) (C) (D)

Day1 Day2 Day1 Day2 Day1 Day2 Day1 Day2
T.wav T.wav T.wav T.wav 1.wav T.wav T.wav 1.wav
2.wav 2.wav 2.wav 2.wav 2.wav 2.wav 2.wav 2.wav
3.wav 3.wav 3.wav 3.wav 3.wav 3.wav 3.wav 3.wav

998.wav 998.wav 998.wav 998.wav 998.wav 998.wav 998.wav 998.wav

999.wav 999.wav 999.wav 999.wav 999.wav 999.wav 999.wav 999.wav
1000.wav 1000.wav 1000.wav 1000.wav 1000.wav 1000.wav 1000.wav 1000.wav

Figure 14. CSU 2021 speech emotion dataset—general public: (A) angry, (B) happy, (C) neutral, and

(D) sad.
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0.08 01
0.06
0.04 0.05
0.02 ‘
of—- 0 ﬂ
882 -0.05 ‘
0.06 -0.1
-0.08
201 -0.15
2 4 6 8 10 12 14 16 1 2 3 4 56 7 8 9 10 11
(CQ) (D)
0.05 0.05
0.04 0.04
003F | ‘ ] 0.03
002 | 1 g-gf |
0,0(1)' B 0,»+ i ¢ N
-0.01 | -0.01
o0 -0.02
56 ! -0.03
o ] -0.04
-0.05
5 10 15 20 25 2 4 6 8 10 12 14 16

Figure 15. CSU 2021 data samples: (A) angry, (B) happy, (C) neutral, and (D) sad.
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6.2. CSU 2022 Speech Emotion Dataset

The dataset above, created by Chosun University in 2022, comprises data from
200 members of the general public. It was acquired for classification into eight emotional
states: happy, neutral, angry, sad, chagrin, disgust, fear, and surprise. For each emotion,
ten situations and ten short lines suitable for it were selected to prompt participants to act
with the intended emotions. A Sony stereo lavalier microphone (ECM-LV1) was used as
the acquisition equipment to record signals at 48 kHz. They were recorded alone in a quiet
space to minimize noise as much as possible. The data were organized in the WAV format,
with each participant contributing ten files per emotion, a total of 80 files per person. The
overall dataset, consisting of 16,000 files, was configured as shown in Figure 16. Data
samples are as shown in Figure 17.

(A) (B) (C) (D) (E) (F) (G) (H)

Day 1 Day2 || Day1 Day2 || Day1 Day2 || Day1 Day2 || Day1 Day2 || Day1 Day2 || Day 1 Day2 || Day 1 Day 2

1wav 1l.wav || l.wav l.wav || l.wav l.wav || l.wav l.wav || l.wav l.wav || l.wav l.wav || T.wav l.wav || l.wav 1l.wav
2.wav 2.wav || 2wav 2.wav || 2wav 2.wav || 2.wav 2.wav || 2.wav 2.wav || 2.wav 2.wav || 2.wav 2.wav || 2.wav 2.wav
3.wav 3.wav || 3.wav 3.wav || 3.wav 3.wav || 3.wav 3.wav || 3.wav 3.wav || 3.wav 3.wav || 3.wav 3.wav || 3.wav 3.wav

998 998 998 998 998 998 998 998 998 998 998 | 998 998 998 998 998

wav  .wav wav  .wav || .wav .wav .wav .wav || .wav .wav .wav  .wav || .wav .wav wav  .wav
999 999 999 999 999 999 999 999 999 999 999 999 999 999 999 999
wav  .wav wav  .wav || .wav .wav .wav .wav || .wav .wav .wav  .wav .wav  .wav wav  .wav
1000 1000 || 1000 1000 || 1000 1000 || 1000 1000 || 1000 1000 || 1000 1000 || 1000 1000 || 1000 1000
wav  .wav .wav .wav || .wav .wav .wav .wav || .wav .wav .wav  .wav .wav  .wav .wav  .wav

Figure 16. CSU 2022 speech emotion dataset—general public: (A) happy, (B) neutral, (C) angry,
(D) sad, (E) chagrin, (F) disgust, (G) fear, and (H) surprised.
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Figure 17. CSU 2022 data samples: (A) angry, (B) happy, (C) neutral, and (D) sad.

6.3. AI-Hub Dataset for Emotion Classification

The above data are from the AI-Hub’s public data [21]. AI-Hub is an Al-integrated
platform that anyone can utilize and participate in by supporting the Al infrastructure (Al
data, AI SW API, computing resources) necessary for developing Al technology, products,
and services. Among the existing public data, FER 2013 shows a large difference in the
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amount of data for each emotion, and the facial emotion data are acquired in low quality.
The SFEW data were high-quality data but small in size, with approximately 2000 cases.
In the case of CMU-MOSI, the speech domain was limited to movie reviews and the
emotion classification was limited to positive and negative; thus, AI-Hub’s public data
were compiled. The dataset was gathered from among 100 aspiring actors and acting
experts, acquiring seven emotional classes: happy, surprised, neutral, fearful, disgusted,
angry, and sad. A total of 10,351 videos and voices were included by performing speech
and acting, 100 times per emotion. The speech files were configured as shown in Figure 18.
Data samples are as shown in Figure 19.

(A) (B) (C) (D) (E) (F) (G)
T.wav l.wav T.wav T.wav l.wav l.wav T.wav
2.wav 2.wav 2.wav 2.wav 2.wav 2.wav 2.wav
3.wav 3.wav 3.wav 3.wav 3.wav 3.wav 3.wav
1495.wav 1498.wav 1481.wav 1477.wav 1438.wav 1451.wav 1497.wav
1496.wav 1499.wav 1482.wav 1478.wav 1439.wav 1452.wav 1498.wav
1497.wav 1500.wav 1483.wav 1479.wav 1440.wav 1453.wav 1499.wav

Figure 18. AI-Hub dataset for emotion classification: (A) happy, (B) neutral, (C) angry, (D) sad,
(E) disgust, (F) fear, and (G) surprised.
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Figure 19. AI-Hub emotion classification dataset samples: (A) angry, (B) happy, (C) neutral, and
(D) sad.

6.4. Gaussian Data Selection

When speech is divided into time domains according to the model input size, unnec-
essary sections unrelated to the features to be classified and predicted are generated. To
effectively select and exclude this section, GDS preprocessing using a Gaussian distribution
and correlation coefficients was performed. Figure 20 shows the number of sequence
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segmentations for each file in the training data before applying the GDS and the number of
sequence segmentations for each file in the training data after the application. The data
before application are divided, consisting of 165,240 data points. After the application,
unnecessary sections are reduced to 140,885, a total of 24,385 data points are excluded, and
the data are reduced by 15%. These results confirm that the learning time and the time
consumed computing resources can be saved.

— Training data divisions —
Total number of divided data : 165,240

»
Number of «

divisions «

o\ 2000 4000 6000 8000 10000 12000 14000 16000 7
Number of files
— Data divisions with GDS —
Total number of divided data : 140,885

Number of ©

divisions

o\ 2000 4000 6000 8000 10000 12000 14000 16000 _/

Number of files

Figure 20. Change in the number of sequence segmentations after Gaussian data selection (GDS).

7. Experimental Findings and Results
7.1. Training Environment and Parameters

The hardware used for the experiments was NVIDIA GeForce GTX TITAN X, 32G
RAM, and Intel(R) Xeon(R) CPU E5-1650 v3. The parameters of the audio filter and
STEFT for conversion to a log-Mel spectrogram were adjusted considering the hardware
performance and experimental time. Table 4 lists the hyperparameters used to learn the
designed network after data preprocessing. The optimization function uses adaptive
moment estimation (Adam), which is frequently implemented in deep learning.

Table 4. Training hyper-parameter.

Solver Training Rate Epoch Batch Size

Training hyper-parameter Adam 0.01 20 128

7.2. Accuracy Analysis per Class

Classification was performed on the sequence segmentation sections using the above
model. The accuracy values of the sections corresponding to the original data were synthe-
sized, and the average value was used to define the class. Learning and validation data
were conducted by mixing data from the entire dataset and dividing it into 85:15 ratios.
Figure 21 shows the accuracy of the developed fusion model, demonstrating high accuracy
in classifying the four core emotions. As shown in Figure 22, the GDS is applied to remove
data that do not affect learning. Its accuracy was analyzed using test data in which the
same data selection was applied. The total number of data points was not affected, and as
the number of sequence segmentation sections corresponding to each data point decreased
by 15%, the learning time decreased, while the accuracy remained similar.
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Figure 21. Custom YAMNet-VGGish late-fusion network—classification accuracy.
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Figure 22. Classification accuracy with Gaussian data selection.
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Table 5 shows the evaluation of the classification performance before and after apply-
ing the GDS. The results indicate a similar classification accuracy with and without GDS.
However, the training time demonstrates a reduction from approximately 90 min to 70 min,
resulting in a 22% decrease in time and memory consumption. Following the classification,
various explainable models were applied to the network to analyze the focused areas. This
analysis aimed to identify the sections used for correct classification and those leading to
incorrect classifications. Such insights allow model users to understand the model behavior
and facilitate efforts to improve its performance in the future.

Table 5. Comparison of performance before and after Gaussian data selection (GDS).

Accuracy Recall F1 Score Training Time
Before GDS 86.54% 0.8681 0.8653 89.87 (min)
Results
After GDS 85.82% 0.8614 0.8583 70.62 (min)
Results

Figure 23 compares the performances before and after applying the GDS to the de-
signed fusion model and existing transfer learning models, VGGish and YAMNet, in terms
of accuracy, recall, and F1 score. Recall is an evaluation indicator representing the ratio
of what the model predicts as positive to actual positives. The F1 score is the harmonic
average of the model precision and recall and is an indicator of the evaluation by consider-
ing the two. YAMNet shows the lowest performance, and VGGish outperforms YAMNet.
The designed model shows improved performance in terms of all evaluation indicators
compared to the existing transfer learning model. There is only a small difference before
and after applying the GDS.

88
86.54 86.81 86.53

B VGGish . 85.82 sl 85.83
84.56
® YAMnet 83.68 83.72
# Fusion model 81.12
(without GDS) 80.33 80.3
Fusion model
(with GDS)
7
76

Accuracy Recall F1 Score

2

o
~

®
S

®

Figure 23. Performance comparison with existing models (accuracy, recall, and F1 score).

7.3. Focus Area Analysis with Explainable Model

Various preprocessing and training were performed to train the time—frequency char-
acteristics related to emotion in the input data. Explainable techniques were subsequently
used to confirm the features” components used for classifying the emotions in the model.
Figure 24 shows the characteristics of the frequency domain. The activation for each emo-
tion can be determined based on the statistics of the entire dataset. In the case of anger and
happiness, relatively high-frequency regions are commonly activated, whereas in the case
of neutrals and sadness, lower-frequency regions are activated.
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Figure 24. Emotional activation frequency region: (A) angry, (B) happy, (C) neutral, and (D) sad.

Figure 25 shows the activated area when the speech obtained using lines related to
anger is converted into a spectrogram. The focused area is analyzed using the trained model
and Grad CAM. The above method can be seen in the red area, where the time-frequency
region influences the decision-making of the model. It is confirmed that the model focuses
on areas with large values and combines areas with various values to classify emotions.

Angry emotion spectrogram

Frequency 40
Channel

@

50 100 150 200 250

. : Grad CAM activation area

WWO 150 ZOW

Time domain

Figure 25. Anger emotion spectrogram and Grad CAM focus area.

Figures 26-29 show images that verify the model’s decision-making process by apply-
ing Grad CAM, LIME, and occlusion sensitivity to the speech spectrograms. In images in
which the explainable technique is applied, areas of the input spectrogram that influence
the model’s decision-making can be identified. Grad CAM uses gradient information
through class scores in the model. Therefore, it has a high level of interpretation regarding
which areas are important. In the case of LIME and occlusion sensitivity, by checking
the extent to which a certain area influences the model classification, the areas that affect
classification differently from Grad CAM can be determined.
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Figure 26. Anger emotion spectrogram (raw signal, Grad CAM, LIME, and occlusion sensitivity).
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Figure 27. Sad emotion spectrogram (raw signal, Grad CAM, LIME, and occlusion sensitivity).
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Figure 28. Neutral emotion spectrogram (raw signal, Grad CAM, LIME, and occlusion sensitivity).

Happy spectrogram Speech focused area Grad CAM LIME Occlusion Sensitivity
P 1
Speechdata— 1 '

Speech data — 2

Speechdata -3

50 100 150 200 250 E 50 100 150 200 250

Figure 29. Happy emotion spectrogram (raw signal, Grad CAM, LIME, and occlusion sensitivity).

7.4. Applying the Focus Areas of the Explainable Models to Audio

Figure 30 shows that the influence of the frequency, obtained from Grad CAM, is
added to the time domain to examine time features rather than frequency features in
the input image. Many frequency areas are considered to be concentrated in specific
periods, indicating that words or intonation during these times play an important role
in classification. When the parameters used for spectrogram conversion are reversed to
restore the size of the original speech signal, it becomes difficult to perceive it audibly due
to noise. Therefore, convolution with a filter value of one is applied to a rapidly vibrating
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part and postprocessed to stabilize it, ensuring it sounds natural when heard. Speech from
areas with positive activation values are then extracted to determine which words, phrases,
and intonations influence the classification decision.

Grad CAM

Frequency
Activation value

|'\/ |‘\/‘ / .- \J v "l\—-“
¥ —//

Original speech time

Figure 30. Restoration of audio signal using Grad CAM with a focus on specific areas in the image.

Figure 31 shows, among the happy emotion lines, the line “Call for sure, I love skiing
so much.” The line is analyzed by restoring the audio resolution to the area that the model
focused on when classifying the emotion. When analyzing the visually expressed activation
area by applying it to speech, the model focuses on the sections “for sure” and “so much”.
Therefore, it is confirmed that the focus is on the emotional characteristics that appear in
each emotion’s intonation or word elements during speech. In the case of a neutral emotion,
we identified the focus on uniform distribution throughout the dialogue.

Spectrogram Activation area Audio activation area
5 o 'Acti1vatior;|'
e * B A R | value
— _——
”Cal(or suB, Ilove skiinﬁo much)
T — —

Key word

- “for sure”
Original line: “Call for sure, | love skiing so much” “so much”

Figure 31. Applying the happy emotion Grad CAM focus area to speech data.

8. Conclusions

In this study, we conducted a study to learn the emotion classification model through
various Korean-based data and to increase the reliability of the classification results. In
order to enhance the accuracy of model decision-making, uncertain factors must be mini-
mized during the learning process, and generalization capabilities must be achieved by
extracting a lot of information from input data. To do this, we created refined data through
a Gaussian data selection algorithm that selects the data needed as a correlation coeffi-
cient by representing data from three datasets converted into spectrograms with STFTs
as Gaussian distributions for each segmented interval. Through this algorithm, unnec-
essary elements were reduced to make learning clearer, and the required learning time
and computing resources could be reduced. In order to learn accurate features from the
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Abstract: (1) Background: Considering the increasing workload of pathologists, computer-assisted
methods have the potential to come to their aid. Considering the prognostic role of myocardial fibrosis,
its precise quantification is essential. Currently, the evaluation is performed semi-quantitatively
by the pathologist, a method exposed to the issues of subjectivity. The present research proposes
validating a semi-automatic algorithm that aims to quantify myocardial fibrosis on microscopic
images. (2) Methods: Forty digital images were selected from the slide collection of The Iowa Virtual
Slidebox, from which the collagen volume fraction (CVF) was calculated using two semi-automatic
methods: CIELAB-MATLAB® and CIELAB-Python. These involve the use of color difference analysis,
using Delta E, in a rectangular region for CIELAB-Python and a region with a random geometric
shape, determined by the user’s cursor movement, for CIELAB-MATLAB®. The comparison was
made between the stereological evaluation and Image]. (3) Results: A total of 36 images were included
in the study (n = 36), demonstrating a high, statistically significant correlation between stereology
and Image] on the one hand, and the proposed methods on the other (p < 0.001). The mean CVF
determined by the two methods shows a mean bias of 1.5% compared with stereology and 0.9%
compared with Image]. Conclusions: The combined algorithm has a superior performance compared
to the proposed methods, considered individually. Despite the relatively small mean bias, the limits
of agreement are quite wide, reflecting the variability of the images included in the study.

Keywords: machine learning; myocardial fibrosis; semi-automatic quantification

1. Introduction

Heart failure is a condition with a strong negative impact on the survival of patients,
as well as having a high financial burden due to its increased incidence, with a lifetime
risk of occurrence of 20% [1]. The mechanism behind it is the cardiac remodeling process,
which includes cardiomyocyte injury (hypertrophy, apoptosis and necrosis) and fibrosis [2].
In myocardial fibrosis, type I collagen predominantly accumulates (to the detriment of
type III collagen), which is more stable and rigid; the consequences of this are increased
myocardial stiffness, decreased contractility, diastolic dysfunction, decreased myocardial
perfusion, and increased risk of arrhythmia [3]. Considering the prognostic role of fibrosis,
its identification is essential [4]. Current assessment options include serum markers,
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magnetic resonance imaging, and endomyocardial biopsy [5]. The histological evaluation
of fibrosis is still the gold standard, with the significant disadvantage that it may miss
a focal process due to spatial heterogeneity and the fact that extensive sampling is not
feasible [5].

In both endomyocardial biopsies and autopsy specimens, the assessment of fibrosis
is part of the pathologist’s routine activities. Myocardial fibrosis is of two types: diffuse
and replacement [6]. Replacement fibrosis involves the necrosis of cardiomyocytes and
their replacement with scar tissue, thus leading to thick collagen fibers that form confluent
areas of more than 2 mm, uninterrupted by the interposition of cardiomyocytes [7]. Dif-
fuse fibrosis includes interstitial and perivascular fibrosis, resulting in the accumulation
of fine collagen fibers (of approximately 10-500 pm) surrounding groups of cardiomy-
ocytes or individual cells, without forming confluent areas [7]. Diffuse fibrosis comprises
three patterns, which most often coexist: microscars (small areas of replacement fibrosis
arising in the context of isolated cardiomyocyte death), perivascular deposits (around
arterioles and intramyocardial vascular branches), and deposits around the perimysium
and endomysium [8].

The extent of fibrosis can be quantified by measuring the collagen volume fraction
(CVE), which represents the ratio of the proportion of collagen and the totality of the
examined myocardial tissue, being reported to have a prognostic role in patients with hy-
pertrophic cardiomyopathy [9]. The assessment can also be performed semi-quantitatively,
although the threshold values for defining severe fibrosis are highly variable from one
study to another [5], without a consensus at the moment. Although special stains for
collagen fibers are used to evaluate fibrosis, the hematoxylin—eosin (H&E) stain is routinely
performed in laboratories, being inexpensive and rapid. It allows fibrosis visualization,
although it provides low contrast compared to other stains [10].

As a result of digitization, numerous computational methods have been developed
to assist physicians and, at the same time, to encourage standardization [11-14]. Several
methods to quantify fibrosis on microscopic images have been reported, but most are
focused on the liver [15,16] and kidney [17]. Additionally, the technical details available
in the literature are few, and the validation is frequently performed via semi-quantitative
comparison performed by the pathologist, which is influenced by subjectivity and brings
an additional volume of work [18]. As a result of the significant development of omic
technologies, the quantitative information generated based on the analyzed biological
processes requires the integration and modeling of the data, an area where machine learn-
ing strategies can have an impact [19,20]. In cardiovascular pathology, a computational
sequencing method was applied for the spatial transcriptomics of the aorta dissection,
succeeding in the spatial localization of different cell subpopulations [21]. Employing
a technique based on graph contrastive learning and multi-task learning can enhance
spatial localization in transcriptomics [22]. Single-cell RNA sequencing is the preferred
method for highlighting distinct, unknown cells and might also be performed to evaluate
intercellular communication and the mechanisms of fibrogenesis in the heart [23]. Still, the
performance of studies in this field is limited by the missing values arising from biological
considerations [24]. Machine learning methods [25] or deep learning models are proposed
to tackle this challenge [26].

The present paper proposes the validation of a machine learning algorithm developed
on digital images, which aims to quantify collagen deposition in the myocardium using
the usual H&E staining. This will facilitate the work of the pathologist by providing
a fast, easy-to-use tool that creates the premises of reproducibility in the quantification
of fibrosis. The method is based on the CIELAB color space color variation analysis
algorithm implemented in MATLAB® version R2024a and Python version 3.11.7. The
implementation in MATLAB® started from results available in [27] and has been improved
to work efficiently on histopathologic images, while the implementation in Python belongs
to the authors of this paper. The proposed method will be tested by stereology; the preferred
method will be used when it is desired to obtain quantitative data from microscopic
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sections [28], and the quantification will be performed by Image], the most widely used
software in this field [29].

2. Materials and Methods
2.1. Database Creation and Image Analysis

Forty digital images of myocardial fibrosis were extracted from the histopathology
collection of the digital slide collection of The Iowa Virtual Slidebox [30] using Biolucida
Cloud Viewer (version 2024.2.0; MBF Bioscience-MicroBrightField, Inc., Williston, VT, USA).
Those considered relevant were selected by the pathologist, excluding the subendocar-
dial and subepicardial areas, or the region close to the heart valves. For the qualitative
evaluation of the performance of the algorithm, the images obtained immediately after
the application of the algorithm were also acquired, later being visually compared by
the pathologist with the original ones. Two pathologists manually outlined the areas of
myocardial fibrosis to serve as a model for the selection of the region of interest by the
researchers who developed and implemented the algorithm.

2.2. Stereology Analysis

Regarding Stereology Analyzer (version 4.3.4; ADCIS, Saint Contest, France), the
software superimposes a grid over the image to be analyzed, whose pattern and spacing
can be changed. For the present work, we used a sampling interval of 30 pixels and a
pattern size of 7 pixels, resulting in a minimum of 599 test points for the evaluated images.
Each test point was manually evaluated by the pathologist and classified as having fibrosis
or not. In the end, the program automatically generates stereology volume fraction (%), in
this case CVE, which was calculated as the ratio between the number of test points with
fibrosis and the total number of control points.

2.3. Image] Analysis

CVF determination by Image], version 1.54g (Wayne Rasband and contributors, National
Institutes of Health, Bethesda, MD, USA; http:/ /imagej.org (accessed on 1 August 2024)) was
performed manually as follows: after opening the image, converting to grayscale and
adjusting contrast and brightness, thresholding values were set to select only areas with
fibrosis. Thresholding was performed manually for each image, selecting the “Default”
option from the Image] menu. The threshold adjustment was performed visually, so the
region of interest could be properly highlighted.

For segmentation and measurements, the binary conversion of the image was per-
formed, and through the “Analyze Particles” option, the CVF value was obtained.

Stereology and Image] evaluation were performed by the same pathologist 3 months
apart, blinded to the results obtained by the other methods.

2.4. Algorithm Description

The developed algorithm is based on the implementation in two programming lan-
guages, Python and MATLAB®, of the color analysis method based on the CIELAB
spectrum [31]. The multi-language implementation, together with the differentiation
of the fibrosis mini-region selection mode, ensures robustness in terms of testing the
capabilities of the CIELAB color spectrum in semi-automated fibrosis detection from
histopathology images.

In both cases, the first step is to select a histopathological image that the user wishes
to analyze. The next step appeals to the user’s knowledge of histopathologic analysis and
involves the manual selection of a small part of the histopathologic image that contains
fibrosis based on the user’s knowledge. In the MATLAB® implementation, the region has
an irregular geometric shape and is determined by the cursor movement, while in Python,
the region will always have a rectangular shape.

The next step is performed automatically and involves the color analysis of the region
selected by the user. Starting from this color, the developed algorithm analyzes the whole
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histopathologic image at the pixel level and marks as fibrosis any pixel that has the specific
color of the region selected by the user, taking into account the Delta E metric in the CIELAB
color space. If the user does not have the necessary skills and selects a mini-region that
does not contain fibrosis tissue, the algorithm will generate inappropriate results, detecting
tissues in the whole image with a chromaticity similar to the one selected by the user.

The final result is represented as a new image in which the fibrosis tissue is marked
using a different color from the original histopathological image. In addition, the perfor-
mance metrics related to the number of fibrotic pixels, the original image size and the
percentage of fibrotic tissue in the entire image are returned to the user in numerical form.

The flow diagram of the system is presented in Figure 1.

System starts

hould the selected
region be a regular
shape?

Use Python Use MATLAB®
implementation to implementation to
select the mini-region select the mini-region

No Finish No
selection?

Impose the threshold
value for Delta E

variation

Finish value
imposing?

Automatically detect
fibrosis based on color

variation

inish fibrosis
detection?

DiResults representation]

Figure 1. The flow diagram of the system.

2.5. Statistical Analysis

Data were analyzed with the Kolmogorov-Smirnov test to assess the distribution of
the variables. Normally distributed results are presented as mean =+ standard deviation
(SD) or as 95% confidence interval (CI), or as median (25-75% interquartile range [IQR])
if non-normally distributed. The Pearson coefficient (r) was performed to evaluate the
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correlation between groups, being interpreted as follows: >0.7, very high correlation;
0.5-0.7, high correlation; 0.3-0.5, moderate correlation; 0.1-0.3, weak correlation; and <0.1,
no correlation. Differences between groups were measured using the t-test for paired
samples. For multiple comparisons, the Analysis of Variance (ANOVA) was used followed
by the Bonferroni post hoc test to assess differences between each pair.

The Bland—-Altman analysis was performed to test the concordance between methods.
p < 0.05 was considered statistically significant. Online Statistics Calculator (DATAtab
e.U. Graz, Austria. URL https://datatab.net (accessed on 1 August 2024)) and MedCalc
Statistical Software version 22.032 (MedCalc Software Ltd., Ostend, Belgium; https://www.
medcalc.org (accessed on 1 August 2024)) were used for the statistical analysis.

3. Results

Of the 40 images manually extracted from The Iowa Virtual Slidebox [30] with my-
ocardial fibrosis, 1 was excluded because the stereological evaluation was difficult (pale
colors, imprecise demarcation between cardiomyocytes and collagen fibers), and another
3 were excluded because the evaluation in Image] raised difficulties (poor contrast between
fibrosis area and normal cardiomyocytes), resulting in a database of 36 images (n = 36). The
means and SDs of CVF obtained by the four methods are shown in Table 1. All data were
normally distributed.

Table 1. Descriptive parameters of the percentages of fibrosis assessed by different methods.

Image]J (%) Stereology (%) CIELAB-Python (%)  CIELAB-MATLAB® (%)
n 36 36 36 36
Mean + SD 29.76 + 7.25 30.33 & 10.56 36.46 + 8.11 21.29 4 5.01

SD standard deviation.

When comparing CVF determined using Image] with that determined by stereology, a
mean difference of 0.57% (95% CI: 1.26-2.4) was observed, with no significant difference
between the two groups (p = 0.532). The Pearson correlation coefficient showed that there
is a very high, statistically significant correlation between the two (r = 0.88, p < 0.001).

3.1. Performance Evaluation of the Algorithm Implemented in CIELAB-Python

CVF determined by running CIELAB-Python shows a high, positive, and statistically
significant correlation, both with stereology (r = 0.51, p = 0.001) and Image]J (r = 0.56, p < 0.001).
Statistically significant differences were observed between CVE determined on the one hand
by CIELAB-Python, and on the other by stereology (p < 0.001) and Image] (p < 0.001). The
mean differences were 6.13% (95% CI: 2.98-9.34) and 6.7% (95% CI: 4.24-9.17). In Figure 2, the
images processed by Image] (A) and CIELAB-Python (B) are presented.

43 T =784

Figure 2. Cont.
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©

Figure 2. (A) Binary image after processing in Image] (fibrosis is represented in white). (B) CIELAB-
MATLAB® (fibrosis is represented in pink). (C) CIELAB-Python (fibrosis is represented in black).
Original image: The Iowa Virtual Slidebox [30].

3.2. Performance Evaluation of the Algorithm Implemented in CIELAB-MATLAB®

CVF determined by running CIELAB-MATLAB® showed a high, positive, and sta-
tistically significant correlation with both stereology (r = 0.64, p < 0.001) and Image]
(r=0.6, p <0.001). Statistically significant differences were observed between CVF, deter-
mined on the one hand by CIELAB-MATLAB®, and on the other by stereology (p < 0.001)
and Image] (p < 0.001). The mean differences were 9.04 (95% CI: 6.22-11.86) and 8.47%
(95% CI: 6.49-10.49). Figure 2B highlights the generated layout. The pixels colored in black
were those quantified by the algorithm.

3.3. Performance Evaluation of the Combined Algorithm

For further evaluations, the mean CVF between CIELAB-MATLAB® and CIELAB-
Python (mean MATLAB®-Python) was calculated for each image.

The differences between the percentages determined by Image], stereology and mean
MATLAB®—Python were evaluated with the ANOVA test, which revealed no statistically
significant difference between groups (p = 0.45). The results of Bonferroni post hoc tests are
shown in Table 2.

The Pearson correlation coefficient showed that there is a high, positive, and statisti-
cally significant correlation between mean MATLAB®-Python and Image] and stereology
(r=0.59, p <0.001 and r = 0.58, p < 0.001, respectively), with no significant differences
between the two groups (p = 0.39). The results of the Bland—Altman analysis are shown in
Table 3 and Figure 3A.

The Pearson correlation coefficient showed that there is a high, positive, and statisti-
cally significant correlation between stereology and mean MATLAB®-Python (r = 0.58, p <
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0.001), with no significant differences between the two groups (p = 0.318). The results of
the Bland-Altman analysis are shown in Figure 3B and Table 4.

Table 2. Bonferroni post hoc tests.

. 95% CI 95% CI
Mean Diff. Std. Error t Lower Limit  Upper Limit
Stereology (%) Image] (%) 0.57 0.901 0.631 1 —1.26 24
Stereology (%) Mean MATLAB®-Python 1.45 1.434 1.013  0.954 —1.46 4.37
Image] (%) Mean MATLAB®-Python 0.88 1.031 0.858 1 —-1.21 2.98

CI confidence interval.

Table 3. Summary of Bland-Altman analysis of the percentages of fibrosis returned by the mean
MATLAB®-Python and Tmage].

Summary of Bland-Altman

Arithmetic mean
95% Confidence interval
P (Hp: Mean = 0)
Lower limit
95% Confidence interval
Upper limit
95% Confidence interval

0.8847
—1.2087 to 2.9782
0.3968
—11.2423
—14.8535 to —7.6310
13.0117
9.4005 to 16.6230

§ 20| g 25

ey =

a © 20} +1,96 5D

g oisp T +196SD & 1 e

5 . 183

s 1 B0 =

e 10F § 10}

s &

& 5 - 3 T Mean

c T Mean = o T

§ o T 09 = 2

= . = 5

= 5 F -0t

£ = sl -1.96 SD

o -OF | 19650 8 T STy

g qiz 8 f

E .i5( . _ 5 .25 . .
15 20 25 30 35 40 45 50 @ 10 20 30 40 50 80
Mean of Image J (%) and Mean Python/Matlab (%) Mean of Stereology (%) and Mean Python/Matlab {%)

(A)

(B)

Figure 3. Bland—Altman plot based on the percentages of fibrosis returned by the mean MATLAB®-
Python and Image] (A) or stereology (B). The differences between the two paired methods are plotted
against the mean of the measurements. Mean bias (solid blue line) with 95% CI (illustrated in green)
and 95% limits of agreement (dashed red lines) with their CI are marked.

Table 4. Summary of Bland—Altman analysis of percentages of fibrosis returned by mean MATLAB®-

Python and stereology.

Summary of Bland-Altman

Arithmetic mean
95% Confidence interval
P (Hy: Mean = 0)
Lower limit
95% Confidence interval
Upper limit
95% Confidence interval

1.4531
—1.4582 to 4.3643
0.3179
—15.4111
—20.4330 to —10.3892
18.3172
23.3391
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4. Discussion

Remarkable advances have been made in the field of medical imaging in recent years
thanks to the use of digitalized methods and, more recently, artificial intelligence [32,33].

The problem of validating the existing models is that comparisons are made with the
visual assessment performed by the pathologist, which is subject to variability [18]. Stereol-
ogy allows for the three-dimensional quantitative evaluation of two-dimensional micro-
scopic sections, based on a mathematical principle derived from stochastic geometry [34].
Although a time-consuming method requiring manual analysis of each test point, it re-
mains the gold standard for obtaining quantitative data [28]. Although it was observed
that the CVF determined by stereology shows a high correlation with the CVF determined
by CIELAB-MATLAB® and with that determined by CIELAB-Python, statistically signifi-
cant differences were observed between the groups, which is why the performance of the
combined algorithm was further tested. The CVF, calculated as the average of the values
generated by the two algorithms, was not significantly different from the CVF calculated by
stereology. Considering that any quantitative assessment involves error, the Bland—-Altman
analysis aims to establish the degree of agreement between two quantitative methods,
allowing comparability [35]. Besides the quantification of mean bias, the method involves
the expression of the limits of agreement (LoA), an interval in which 95% of the measured
differences are included [35]. The Bland—Altman analysis revealed a relatively small mean
of the differences between the two methods (1.5%), which was not significant, considering
that the line of equality was included in the 95% CI of the mean difference. However, the
LoA were relatively large (95% LoA—15.4-18.3).

Many image analysis programs have been developed over time, but Image] remains
the most widely used [36], which is the reason why it was chosen as a second method for
the validation of the results. A disadvantage of Image] is that low-contrast tissues can
be difficult to assess [29], therefore three of the images were excluded from the study. A
high correlation was also observed between the CVF determined by Image] and CIELAB-
MATLAB® and CIELAB-Python, respectively, but still with significant differences between
groups. The combined algorithm, however, showed a superior performance, with a mean
bias of 0.9%, which was not significant (95% CI—1.2-2.9), and a narrower LoA than in the
case of the comparison with stereology (95% LoA—11.2-13). Although the two proposed
methods (MATLAB®, Python) quantify the same parameter, they offer different results
because they are based on different approaches. The fibrosis mini-region is manually
selected by the user, which induces randomness based on expertise. Furthermore, in
MATLAB®: the selected region can have any shape, while in Python the selected region
will always be a rectangle. In addition to the different working principles of the evaluated
methods, the significant differences observed between the groups can also be caused by
the management of the artifacts. In stereology, each test point is approached individually
by the pathologist, while the algorithms implemented in Python or MATLAB® decide if a
pixel represents fibrosis or not, depending on the color analysis.

Computer-assisted quantification of myocardial fibrosis is not a new idea, but it is an
under-investigated field. A semi-automatic method implemented in Image], also based
on the CIELAB system reported by Hadi AM et al. [37], shows a very high correlation
with stereology. The method was tested on post-mortem myocardial tissue stained with
picrosirius red. The researchers reported a significant reduction in the time needed for
evaluation (22% of the time needed for stereology). Stereology was also used as a reference
in the study performed by Daunoravicius D et al. [18], which tested the assessment of
fibrosis on endomyocardial biopsies. The authors proposed two different algorithms, based
on colocalization and pattern recognition, both with high correlation with stereology, but
with a minimal underestimation of the second one. The mean bias reported was close
to zero, with the LoA was around +10%. In the study by Vasiljevi¢ JD et al. [38], the
commercially available software tested, which identifies fibrosis based on color analysis,
overestimated CVF by 3 =+ 6.7%, with LoA of up to 16.3%. The LoA identified in the present
study for the combined method, compared to stereology, is in line with those mentioned
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in the previous studies. Another method proposed by Zimmermann E et al. [39] for the
quantification of myocardial fibrosis assumed infrared spectroscopic imaging combined
with machine learning algorithms, and was able to generate virtual images stained with
picrosirius red. Multiphoton microscopy has also proven its valuable contribution in this
field, being able to visualize the microscopic structure of the myocardium on unstained
sections [40].

The aim of this study was to validate a facile, semi-automatic method to quantify
myocardial fibrosis and to compare it with stereological and Image] evaluation. In the
case of this paper, the manual identification of fibrosis using histopathologic images was
performed by two pathologists, and the user of the software application selected the mini-
region, taking into account the manual markings. Moderate performances were observed
for the proposed methods; however, performance was superior in the case of the combined
method. Another limitation was caused by the examination of digital images, and not of the
slide as a whole, which is why the calculated percentages cannot refer to the entire tissue
fragment [41]. In a real-world scenario, there is a possibility of over- or underestimation of
fibrosis [42,43]. The semi-automatic character of the algorithm is also subjected to intra-
and inter-observer variability, as the ROI must be selected by an expert in the field that
can distinguish between normality and abnormality. Thereby, the algorithm can be an
aid to the pathologist, not a substitute. In a real-world scenario, the pathologist will only
need to identify a mini-region with fibrosis in a histopathological image, and the algorithm
will automatically identify fibrosis in the whole image, calculate the percentage of fibrosis
tissue in the whole image and represent this fibrosis tissue with a different color. All these
features reduce the time needed for pathologists to manually evaluate histopathological
images to detect fibrosis in real life.

The differences observed between the methods can also be caused by the fact that a
special stain for collagen was not used, a fact that predisposes results to poor contrast [37].
Among the variety of staining methods for collagen emphasis, it appears that the most suit-
able is picrosirius red, combined with subsequent examination in polarized light [44]. It also
has an affinity for the fine collagen type III fibers, unlike Van Gieson or Masson trichrome
stainings [44]. Therefore, the results presented may be underestimated. Regardless of the
stain chosen, color variation is a problem in digital pathology methods, being attributed
to the staining (different staining conditions, different reagents) and scanning slides of
under different conditions [45]. Significant qualitative differences have been reported, even
among slides stained in the same laboratory [16]. An advantage of the methods analyzed
in the present study is that they showed a strong correlation with Image] quantification
and stereology, although the database included diverse images in terms of color variability,
contrast and artifacts encountered. New deep learning methods can generate virtual images
with certain special stains, starting from H&E [10], with the potential to generate more
comparable images. It is also important to consider the thickness of the sections because
the area of collagen deposition is proportional to it [42].

The very high correlation observed between CVF determined by stereology and
that assessed by Image] shows us that, in the conditions of exposed variability, judicious
examination by the pathologist is the one that receives and provides reproducible results,
an observation that was also reported by Astbury et al. [16]. In the present paper, the
thresholding in Image] was performed manually because it was reported to be more
accurate compared to automatic or semi-automatic segmentation, even though is more
time-consuming [46]. Even so, considering the manual nature of this stage, it is a source
of error due to subjectivity [47]. Multiple automatic methods have been reported, but
choosing one is still a personal decision [48].

The authors of the present paper are, however, aware of this study’s limitations. The
presented data represent a preliminary pilot study on the accuracy of CIELAB-Python and
CIELAB-MATLAB®. In order to achieve a power of 80% and a level of significance of 5%
(two-sided), for detecting a true difference in means between the test and the standard
reference group, the authors calculated a required sample size of 97 images.
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5. Conclusions

The combination of the two proposed methods (CIELAB-Python and CIELAB-MATLAB®)
has the potential to provide pathologists with a semi-automated method for quantifying
myocardial fibrosis on H&E-stained slides. The algorithm was compared with Stereology
and Image], being superior due to its ability to reduce the time dedicated to analysis.
Although the differences between the methods were small, the limits of agreement were
relatively large, reflecting the variability of the images included in the database. Even
though the obtained results are encouraging, a retest of the method should be taken into
consideration to eliminate variable factors, especially those caused by the stain, on a larger
data set, including the algorithm’s performance across multiple users or with different
stains. Moreover, regarding future directions, considering the generality of the proposed
method in this paper for color analysis and marking pixels having a color close to a
selected mini-region, the algorithm may be tested on images with fibrosis with a different
localization (liver, kidney) or even on different lesions involving chromaticity differences
(calcifications, amyloid deposits), requiring only the change of the region selected by
the user.
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Abstract: This paper presents a technique that can potentially help to determine the receptivity
stage of the endometrium from histology images by automatically measuring the stromal nuclear
changes. The presented technique is composed of an image segmentation model and the statistical
evolution of segmented areas in hematoxylin and eosin (HE)-stained histology images. Three
different endometrium receptivity stages, namely pre-receptive, post-receptive, and receptive, were
compared. An ensemble-based Al model was proposed for histology image segmentation, which is
based on individual UNet++, UNet, and ResNet34-UNet segmentation models. The performance
of the ensemble-based technique was assessed using the Dice score and intersection over unit (IoU)
values. In comparison to alternative segmentation architectures that were applied singly, the current
ensemble-based method obtained higher Dice score (0.95) and IoU (0.90) values. The statistical
comparison highlighted a noticeable difference in the number of nuclei and the size of the stroma
tissue. The proposed technique demonstrated the positive potential for practical implementation for

automatic endometrial tissue analysis.

Keywords: image segmentation; endometrial biopsy; histology image

1. Introduction

Infertility is the inability of a mature organism to produce offspring. The inability to
become pregnant after 12 months or more of frequent, unprotected sexual activity defines
this condition of the male or female reproductive system [1]. It is estimated that millions
of people and couples worldwide struggle with infertility. According to estimates, one
in six persons who are of reproductive age are impacted [1]. The prevalence of infertility
accounts for 17.5% of the worldwide population [2]. Medically assisted reproduction
(MAR), or in vitro fertilization (IVF), was developed to overcome the problem of infertility
and was introduced into clinical practice more than 40 years ago. MAR technologies
enable the fertilization of human oocytes and the creation of human embryos in vitro.
Viable embryos can then be transferred into the woman's uterus, and the development
of intrauterine pregnancy begins upon successful implantation. Since the beginning of
successfully applying IVF in humans, these treatments have resulted in the birth of over 10
million children already. Several countries now see more than 3% of all births as a result of
MAR [3]. However, the success of MAR remains limited despite the rapid development of
related technologies [4-6].
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Changes in the cellular or molecular composition of the innermost lining of the uterus,
known as the endometrium, are critical for IVF success; its unique structure and receptivity
allow the embryo to be implanted [7,8]. The highest receptivity of the endometrial tissue
occurs during the so-called “window of implantation” (WOI) when optimal conditions
for embryo implantation are established. Prior to the WOI or past this time, the chance
of embryo implantation is scarce. Therefore, an endometrial receptivity assessment has
proven to be advantageous for the success of IVFE. Transcriptomic biomarkers are most
commonly used to assess endometrial receptivity, as the expression levels of these biomark-
ers depend upon the receptivity status of the uterine tissue [9,10]. Hence, endometrial
tissue transcriptome testing allows an optimal time for the personalized embryo transfer
to be chosen [11,12]. In parallel, endometrial microbiota changes have also been shown to
affect embryo implantation, which can be evaluated by tissue profiling during IVF [13,14].
However, the most common and widely used endometrial tissue evaluation is performed
according to the Noyes dating criteria for histological sections [15]. These criteria are valid
to date and are used in clinical pathology: when assessing the endometrial phase, both
the glandular and stromal parameters must be evaluated [16,17]. Evaluating stromal cell
changes, such as the extent of edema, is subjective, and very small-sized stromal cell nuclei
cause further difficulties in their evaluation under standard light microscopy.

The clinical value of histological endometrial dating, which defines the individual
WO], has recently been shown to benefit patients with recurrent pregnancy loss [18]. Never-
theless, implementation of the latest technical breakthroughs in deep learning to establish
Al-powered technologies to optimize histopathology assessments of endometrial tissue
for IVF is still clearly lacking. Therefore, Al-driven clinical decision support tools for
endometrial tissue assessments may offer efficient, metric-driven, objective, and accurate
diagnoses for endometrial receptivity evaluation. The main aim of this research is to pro-
pose a computer-aided system for the evaluation of endometrial tissues from endometrial
histological slides, which can be used as an automatic algorithm for endometrial receptivity
assessments and predictions. This research paper is organized into seven main sections.
The state-of-the-art in the current research topic is provided in the second section. Informa-
tion about the research object, the proposed Al model, and its validation are given in the
third, fourth, and fifth sections accordingly. The experimental setup and results are shown
in the seventh section. The discussion, conclusions, and references are provided at the end
of the research paper.

2. State-of-the-Art Review

Endometrial histologic dating criteria, such as thickness, glandular density, and mat-
uration, are important in IVF, being crucial for the successful implantation of an embryo.
These criteria are important predictors of the pregnancy outcome in IVF cycles. The
endometrium is the innermost layer of the uterus and is the site of implantation of the fer-
tilized egg during pregnancy. For the development of automated segmentation techniques
for histologic images, several approaches merging computer vision and machine learning
technologies have been put forth over the years. The automatic evaluation of histology
images mainly depends on the target objects that have to be evaluated, such as cells, nuclei,
glands, or tissue type. An automated segmentation algorithm based on morphology is first
applied to light microscopy images stained with Hematoxylin and Eosin [19].

Image segmentation is the process of locating certain objects in an image or splitting
it into several areas, each of which represents a different object or portion of the image.
For the purpose of segmenting or dividing up images, deep learning techniques such
as autoencoders like UNet are utilized. Segmentation is based on the transformation of
a high-dimensional space to a lower-dimensional space [20]. Usually, two-dimensional
data are down-sampled to a one-dimensional vector and again decoded to its original
appearance. Researchers proposed several types of autoencoders, which are applied for
image segmentation tasks, including plain fully convolutional autoencoders, multi-loss au-
toencoders, fully convolutional variational autoencoders, and repeated fully convolutional
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autoencoders. Different autoencoders distinguish themselves with their own strengths
and weaknesses. Therefore, the selection of a specific structure of the segmentation model
depends on the task and image characteristics. Gondim, with a group of researchers,
proposed an assisting analysis tool that is used to examine the vascular network of bone
histologic images. The proposed automatic method is based on a convolutional neural
network (CNN) and random forest classifier (RFC) [21]. Novel segmentation methods are
applied in the detection of individual nuclei in stained breast histopathology images [22]
and segment whole biopsy slides [23]. The latter method employs a U-Net-like neural
structure that was trained on a large annotated dataset. Ali et al. proposed a multiscale
attention learning network (MSAL-Net) to segment individual nuclei in histopathology
images [24]. The proposed methods include mathematical morphology, convolutional
neural networks, random forest classifiers, and multiscale attention learning networks.
These methods have shown promising results in the automatic segmentation of histology
images. Several variants of U-Net have been proposed, each with its own strengths and
weaknesses. Many limitations can be overcome by combining different variants of U-Net
models and their strengths.

Our research investigates the potential of applying automatic histology image analysis
for differentiating between receptive and nonreceptive endometrial samples using a metric-
driven approach. Traditional assessment methods rely on a subjective evaluation by
pathologists, introducing potential inconsistencies. Automatic image analysis offers an
objective and quantitative alternative. This approach involves extracting the relevant
metrics from histological images, which can then be used to distinguish between receptive
and nonreceptive samples. This work explores the feasibility of this approach and paves the
way for developing a reliable and automated system for endometrial receptivity assessment.

3. Research Object and Dataset

In this work, custom datasets of endometrial biopsy (these were stained with HE
(Hematoxylin and Eosin)) histologic pictures in color were used. This dataset was produced
as part of the ReadUteru initiative, an international effort that includes medical facilities in
Lithuania and Estonia. The dataset included 150 whole-slide photos in color of endometrial
biopsies (see example in Figure 1), together with manually segmented images (ground
truth annotations). The endometrial samples from women receiving IVF therapy were
divided into pre-receptive, receptive, and post-receptive groups using molecular profiling
with the commercial beREADY test. Additionally, the majority of these biopsies were taken
during the hormonal replacement treatment (HRT) IVF cycles.

Segmentation models are employed in order to divide the histological images into
three different areas, such as endometrial glands, stroma, and other parts of the endometrial
sample. The latter one is segmented based on the color, which is usually almost completely
white. Areas with endometrial glands are detected using an Al model, and everything that
is not glands or background is segmented as stroma. The endometrial glands’ locations
are indicated by the dark (grayish) regions (Figure 1 right). A team of pathologists from
two countries created ground truth images (annotated photos). At various magnification
settings, experts examined and annotated each whole-slide image. The original color
whole-slide pictures are the same size as the ground truth segmentation maps. When using
a 20 x magnification, the size of a gland is typically not greater than 350 pixels. This region
is much smaller than the total image—more than 100 times smaller.

The whole-slide images of endometrial biopsy cannot be used as training inputs be-
cause of the limited computational resources. The appropriate image size is 576 x 576 pixels
when taking into account the available computing power and segmentation accuracy. The
choice of image size is influenced by the computational resources that are available for
image processing. Smaller image sizes can be processed quicker and require less mem-
ory, making them more suitable for resource-constrained environments. Additionally, the
selection of such size is influenced by the desired balance between the image resolution
and the processing speed. Larger image sizes can provide higher resolution inputs but
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at the cost of increased processing time and computational resources. The image parts
that correlate with the gland position are also reduced up to 30 times due to the direct
size reduction of the original whole-slide image to 576 x 576 pixels. It is challenging to
segment such a small area because textural and structural information about the glands
will be lost. We suggest using cropped regions of interest (Rol) of the whole-slide image
instead of shrinking it, with each Rol being selected using an overlapping sliding window
of size (576 x 576 pixels).

whole-slide image

Ground truth annotation

ins N O

Input image Ground truth annotation

Figure 1. An example of a color, HE-stained whole-slide image of endometrial biopsy captured at
different magnification levels 1, 10, and 20.

The sliding window overlapping technique is a data augmentation method often
used in image processing. This technique involves creating overlapping windows of the
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original data to generate additional training samples for machine learning models. The
overlapping windows help to capture more diverse patterns and variations in the data,
thereby enhancing the model’s ability to generate accurate segmentation predictions and
partly solve overfitting problems. The sliding window with the overlap data augmentation
technique involves using a fixed window length to extract samples from the original
histology image with a certain degree of overlap with the consecutive window. We defined
the 30% overlap between Rols in our study. There are various benefits of using Rols rather
than whole-slide histology pictures. First, up to 15,000 pictures (Rols with only black
pixels are eliminated) are generated for training and testing, which is a 100 times increase
compared to the required number of samples (from 150 whole-slide images). Second,
there is a decrease in the demand for computing resources. Third, the endometrial glands
retain their original size and shape. Overall, this technique contributes to improving the
robustness and performance of machine learning models by enriching the training dataset
with diverse samples.

The evaluation of the endometrium tissue is accomplished by estimating the size
and density of the nuclei displacement. Firstly, we estimate the density of the nuclei next
to the detected endometrium glands and, secondly, in the whole endometrium tissue
(see Figure 2). Detection is conducted using an ensemble-based segmentation model
that aggregates the outputs of three individual models (more info in Section 4). The
resulting output is a segmentation map where the endometrium glands and all other
tissues are segmented.

Metric-driven analysis is performed based on a segmentation map, which highlights
the positions of the endometrium glands. The nucleus density is calculated using two grids
of different densities, such as 30 and 50 um (see Figure 3). Nuclei in the endometrium
image are HE stained; therefore, they appear as blueish areas in the image, therefore, we
estimate the size of a nucleus as a detected bluish area in the histologic image.

Statistical output
P

Number of cells
next to glands

Ensemble-hased model

—m Al model 1 \

@ —p Al model 2 —p\—p

— @ Al model 3 /

Input

Output

Metric-driven_ﬂ Number of cells
analysis in all tissue

| Size of nucleus

Segmentation map

[1- areas outside endometrium tissue
- areas next to glands
Bl - areas between endometrium glands

Figure 3. Grid-based estimation of nuclei density in the endometrial image.
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4. Endometrial Tissue Segmentation Model

In the following section, the proposed gland detection method is described. The
application of deep encoder-decoder CNN architectures of different depths and complexity
was inspired by the complex appearance of the target object. The uterus endometrium
has glands that highly vary in size, shape, and structure. These glands are tubular in
shape and have ciliated columnar epithelium lining them. Due to the estrogen release and
depending on the menstrual cycle, the appearance of the glands is changing. In this study,
the ensemble-based detection model is investigated and built using segmentation model
variants such as U-Net, U-Net++, and Residual U-Net. These models are selected due to
their ability to capture intricate features and patterns within medical images, making them
suitable for segmentation tasks. When used on various histology images, each segmentation
model has a certain level of accuracy that it can achieve. These restrictions may manifest as
slices of endometrial biopsies that are not of the same thickness, are not evenly lit, have
varied image noise that may obscure key imaging findings or are simply taken at different
times of the menstrual cycle. To increase accuracy and produce results that are reliable,
all models that were trained on the same dataset are combined into one ensemble. The
risk of complex model overfitting is managed through the size of the training dataset and
the employment of regularization techniques. To mitigate overfitting, techniques such as
dropout, batch normalization, and data augmentation were used. The resulting output,
i.e., the predicted segmentation map of endometrial glands, is acquired using a weighted
sum of all three individual segmentation maps. The weights are calculated by minimizing
the criterion using the pseudo code given in Figure 4. The inverse of the intersection over
unit (IoU) value is used as an optimization criterion in our work (1-IoU). The optimization
starts from generating « and 3 values in the range from 0 to 1. The gamma (y) weight is
estimated as the difference between 1 and the sum of the o and {3 values. The weighted
model output or prediction P is calculated in step 4, where Pynets++ is the prediction map
given by the UNet++ model, Presnet34-UNet 1S the prediction map given by the residual
model, and Pynet is the predictions of the UNet segmentation model. The intersection over
unit value is estimated between manually annotated mask M and weighted prediction
P. Optimized weights are estimated when the criterion meets the condition given in step
5. Final weights «*, 3*, and y* are given in step 6. The final prediction map is calculated
using the given weights: « = 0.346, 3 = 0.250, and y = 0.404.

1. Generate weights in range from @ to 1: a = [0..1],5 = [0..1]
2. For i, j in range(a, B)

3 Vij = 1—(ai;+Bij)

4. P;; = PyNets+ " @;j + Presnetza—unNet " Bij + Punet " ¥ij

5 If A > nilJifn(l—IoU(M,Pl-J)) Then

6

A= nilil_n(l _IOU(MrPi,j)): a'=ap;, BP=PFij, ¥ =Vij

Figure 4. Pseudo code for calculating impact weights of each segmentation model in ensemble-
based approach.

Figure 5 displays the proposed ensemble’s functional diagram. The ensemble com-
prises the three deep neural network models ResNet34-UNet, UNet, and UNet++. The
segmentation model processes the input image, and as a result, an output segmented
image of the same as the input size is produced [25], called a segmentation map. The
deep neural network encodes input data (color image) through the down-sampling path,
decodes a segmentation map through the up-sampling path, and skips connections. A
max-pooling layer and a sequence of convolutional layers with decreased size are used to
build the down-sampling route. The down-sampling route effectively reduces the high-
resolution image to low-resolution. The contextual information is extracted in the left
part of the network (down-sampling path), and the spatial information is reconstructed
in the right part of the network (up-sampling path). The output map, or segmentation
map of the endometrial glands, is produced using the U-Net network’s up-sampling route
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and is the same size as the input picture. A high-resolution picture was created in the
up-sampling step by decoding the low-resolution image (or features). The color images of
size 576 x 576 pixels are used as inputs. The size of the input images is gradually reduced;
depth is gradually increased until the size of the features reaches 18 x 18 x 512 pixels. The
middle convolutional layer is used as a bottleneck, and it is positioned between the encoder
and decoder paths. The “bottleneck” consists of convolutional and batch-normalization
layers. Through the concatenation of feature maps from the down-sampling side to the
up-sampling side, skip connections are employed to transmit local features. The final
output layer consists of a convolutional layer with a softmax activation function and a con-
volutional filter size of 1 x 1. The resulting output segmentation map consists of grayish
blobs on a white background, which correspond to the area of the endometrial glands in a
colored, HE-stained histology image. Adam optimizer and binary cross-entropy (BCE) loss
function were used to train a U-Net network with 7.7 trainable parameters.
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Figure 5. An illustration of the proposed ensemble-based segmentation model’s functionality.

A U-Net++ type network serves as the second deep neural network in the ensemble of
models. Nested and thick linkages serve as the model’s foundation. It has skip connections
that incorporate convolutional layers for passing semantic information from the encoder
(down-sampling) to the decoder (up-sampling) paths. The dense skip connections are
used to improve the gradient flow, i.e., training [26]. The U-Net++ model is efficient at
collecting the fine features of 2D pictures used to define endometrial glands. The number of
convolutional blocks is controlled by deep supervision. It prunes and adjusts the complexity
of the network, keeping high performance (segmentation accuracy) and inference time.
A segmentation map with a resolution of 576 x 576 pixels is the output of the U-Net++
model. This model was trained using the Adam optimizer with the loss function BCE and
has around 9.1 million trainable parameters. The third pretrained ResNet34-Unet network
is used as a part of the ensemble-based method. The ResNet34-based network is used
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as the semantic features encoding part of the segmentation model (the down-sampling
path). A residual network is built from serially connected residual blocks that have skip
connections. The enhanced attention module and a decoder block (the up-sampling route)
make up the network’s decoding section. There are two connections from the input for each
residual block. Convolutional layers, batch normalization, and linear functions are applied
to the initial input. The second input omits the further addition of the convolutions and
functions. In order to preserve segmentation accuracy and resilience, residual networks
assist in resolving the vanishing gradient problem that is typical in big and complicated
networks. The residual U-Net model’s up-sampling path resembles that of U-Net from the
preceding description. Through skip connections, the up-sampling component receives the
local data and concatenating features. This model was trained using the Adam optimizer
with the loss function BCE and has around 21.6 million trainable parameters.

All mentioned models and ensemble-based segmentation methods segment only a
small portion of the whole biopsy image. In order to reconstruct all the segmentation
maps that correspond to the whole biopsy image, several processing steps have to be
undertaken. There are three basic processes in this reconstruction flow: Each patch is
stitched back onto the canvas in the same way that it was cropped from the original picture,
and average prediction values are generated in the areas where patches overlap. The
predictions are obtained from each image patch using the proposed segmentation model.
Finally, a threshold value is used to determine the segmentation map of the expected glands.
For purposes of paper representation, white was used to designate the pixels for which
predictions were higher than 0.5; otherwise, white was used to mark the pixels.

5. Validation Metrics of Tissue Segmentation Model

The proposed segmentation model is evaluated using intersection over union (IoU)
and Dice coefficient criteria. IoU is a performance metric often used in object detection
and image segmentation applications to measure the accuracy of predicted bounding
boxes. IoU estimates the intersection rate between predicted areas (segmentation maps
produced by neural networks) and ground truth (provided by manual labeling). The range
of intersection over union values is 0 to 1, with 0 denoting no overlap and 1 denoting a
perfect overlap. In the case when comparative pixel-by-pixel analysis is performed, IoU is
the first metric in the list, and it is defined using Formula (1).

TP
ol = rp T PP+ EN) @

where TP is a true positive, FP is a false positive, and FN is a false negative (see Table 1 for
a deeper explanation). The TP, FP, and FN terms are used to evaluate the object detection
results because these values correspond to image areas (or the number of pixels).

Table 1. Model performance metrics.

It is a region of intersection between the manually labeled ground truth picture

True Positive (TP) TP =GTAS (GT) and the predicted segmentation map (S), which is the model output.

False positive refers to the anticipated area in the final segmentation map that is

False Positive (FP) FP=(GTVS$)-GT outside of the experts’” provided ground truth areas.

False negative refers to the quantity of pixels in the segmentation model’s

False Negative (FN) FN =(GTVS) -85 unpredicted area of the ground truth.

The Dice coefficient (DC) is a metric used in image segmentation and object detection
tasks that measure the similarity between predicted and ground truth maps (the output of
the models). The DC value ranges between 0 and 1, where 0 indicates the overlap between
GT and S, and 1 indicates a perfect overlap (100% similarity). The Dice scores can be
expressed through definitions of precision and recall (see Table 2).
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Table 2. Description precision and recall terms.

precision % Precision in object detection is the fraction of true positive detection among all positive detections.
recall Recall refers to the fraction of relevant instances that were successfully retrieved by the object
TP+FN detection system.

A high degree of accuracy means that the detection model produces fewer false
positive detections than real positive detections. Recall gauges how well the endometrial
glands were all properly identified in the histology picture using the glands identification
model. Using Formula (2), the Dice coefficient is calculated. As recall and accuracy are
averaged, DC reveals the model’s overall performance or its capacity to identify and
accurately categorize items in an image.

2
DC = Ay — @)

recal precision

6. Experimental Setup and Results

In total, 15,000 annotated image sections were created by cropping whole-slide images
with fixed-size sliding windows (see Section 4). All image samples of whole-slide histology
images were taken from different menstrual cycle phases. The prepared training dataset
is used to train the model to segment endometrial glands, irrespective of the menstrual
cycle. The whole-slide picture parts from the custom dataset were split into the following
groups at random: 70% of the data were provided for model training, 10% for model
validation, and the remaining 20% were utilized for model testing. An Intel i7 CPU and an
Nvidia RTX4090 GPU graphics card were used in a desktop PC for all computing, training,
and testing. The segmentation results of the endometrial glands are shown in Figure 6.
Several random image regions are shown that are taken from the test dataset. Additionally,
from left to right, color image regions of a real histology image, ground truth annotation,
and the model outputs are given (the U-Net, ResNet34-UNet, U-Net++, and ensemble-
based methods) accordingly. In the given figure, endometrial glands are highlighted with
dark-color pixels and the surrounding tissues with white-color pixels.

6.1. Histology Image Segmentation Results

The experimental findings show that various segmentation models provide various
prediction outcomes or anticipated segmentation maps. In some instances, endometrial
glands are appropriately and reliably segmented; however, in other instances, studied
models were unable to detect fuzzy endometrial gland borders. On the other hand, com-
bining the weighted predictions from three independent models produces outcomes that
are superior to those of the individual models (see Figure 6).

The average IoU was 0.90 according to the ensemble-based technique. Among the
three segmentation networks, this result is the best. When all three separate models are
unable to reliably identify the endometrial glands from surrounding tissues, the IoU value
of the ensemble-based model plummets dramatically. A Dice score of 0.95 on average was
shown by the ensemble-based model. Comparing the ensemble-based approach to the
other three deep neural networks, the given Dice score of the ensemble-based technique
is the best (Table 3). When none of the three models successfully separate endometrial
glands from their surroundings, such as other tissues, the Dice score of the ensemble-based
technique suffers significantly. Table 3’s bolded text highlights the examined approaches’
best segmentation performance. The suggested ensemble-based strategy produced the
best segmentation results, with IoU and Dice scores of 0.90 and 0.95, respectively. On
the customized dataset, the U-Net deep neural network had the lowest accuracy, with
IoU = 0.77 and Dice = 0.85 as a result.
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Figure 6. (From left to right): Original image section, corresponding ground truth annotation,
endometrial glands segmentation results using the U-Net model, endometrial glands segmentation
results using the residual U-Net model, endometrial glands segmentation results using the U-Net++
model, and endometrial glands results using the ensemble-based method.

Table 3. The ensemble-based model and its average output from three neural networks.

Performance Metric U-Net RestNet34-UNet U-Net++ Ensemble
ToU 0.77 0.79 0.85 0.90
Dice Score 0.85 0.88 0.89 0.95

Figure 7 shows the detected positions of endometrial glands on whole-slide images
obtained using the ensemble-based technique (the histology image is zoomed in for clarity).
Above a colored, HE-stained histology picture, blue contour color patches indicate the
probable sites of the endometrial glands.

Figure 7. Example of histology image with detected endometrial glands.
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6.2. Metric-Based Evaluation Results of Endometrial Sample

The size, density of the nucleus, and histograms of these measurements in the en-
dometrial sample were chosen as objective metrics, which can be applied for the receptivity
assessment. The size of the nucleus in the stroma tissue is equal to the blueish area of
the HE-stained image. Squared pixel values are translated to squared micro-meters. Our
investigation has shown that the stromal cell nucleus in the endometrial sample is of a size
ranging from 0.005 to 0.68 um? in the post-receptive stage. The nucleus size from the pre-
receptive stage varies from 0.005-0.90 um?, and in the receptive stage, from 0.005-0.67 um?.
The histogram of the nucleus size is shown in Figure 8, where the rational number of nuclei
is given on the vertical axis, and the size of the nucleus is set aside on the horizontal axis.
The black color curve represents the receptive stage, the red dashed line represents the
pre-receptive values, and the post-receptive stage values are presented with the blue curve.
The histogram suggests that the nucleus is bigger in the post-receptive stage when they are
compared with the nuclei from other stages.

Figure 9 represents the rational histograms of the stromal cell’s nucleus derived using
(a) a30 um grid, (c) a 50 um grid, (b) at the 30 pm range from endometrial glands, and (d) at
the 50 um range from endometrial glands. The number of grid cells is given on the vertical
axis, and the number of stromal nuclei is shown on the horizontal axis. The histograms
show that the highest nucleus density is higher in the receptive samples. Moreover, more
nuclei can be detected next to the endometrial glands (these being the nuclei of stromal
cells): for instance, on average, up to 12 nuclei can be detected next to the glands and, on
average, 4 in all tissue areas.
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Figure 8. Histogram of the stromal cell nucleus size.
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Figure 9. The rational histograms of the stromal cell’s nucleus are derived using (a) a 30 um grid,
(c) a 50 um grid, (b) at the 30 pm range from endometrial glands, and (d) at the 50 pm range from
endometrial glands, where the black color curve represents the receptive stage, the red dashed line
represents pre-receptive values, and the post-receptive stage values are presented with the blue curve.

7. Discussion

For the purpose of the assessment of receptive and nonreceptive endometrial stages,
we proposed a metric-driven approach, which is based on an image segmentation model
and evaluation of nucleus size and density. Utilizing a customized dataset obtained
through collaboration with Tartu University and the Lithuanian University of Health
Sciences, the proposed technique and three additional deep architectures were tested.
There are several issues that can induce misdetection and misclassification. The quality
of the image collection used to segment the endometrial glands has a direct influence on
the accuracy of the segmentation. It should be noted that various specialists may annotate
the identical whole-slide picture of an endometrial biopsy differently due to differences in
opinion on the borders of the glands. The accurate segmentation of endometrial tissue is a
difficult task that requires several years of practice to master if it is conducted manually.
Furthermore, histological image aberrations, uneven biopsy slide lighting, and image noise
can all contribute to erroneous segmentation of endometrial glands.

The minimum DPI (dots per inch) for input images is important for our endometrium
segmentation model’s accuracy. Higher resolution generally leads to better results. How-
ever, the computational resources should be considered. The selection of image size is
influenced by the desired balance between image resolution and processing speed. In
our research, we selected an image resolution of 4 pixels per 1 um. The ensemble-based
method’s attained detection accuracy comes at the expense of processing time. Since the
ensemble technique is based on three deep neural networks, it takes three times longer to
provide predictions. On a GPU graphics card, three separate segmentation models were
trained and tested. The Nvidia RTX4090 with 24 GB of internal RAM was utilized. The
identical custom training dataset and hyperparameters were used to train all three neural
networks. To train the U-Net autoencoder that consists of 7.7 trainable parameters, less than
22 his needed. The training of residual U-Net (21.6 trainable parameters) required up to 50
h. On average, 29 h are needed to train the U-Net++ (9.1 trainable parameters) segmentation
network. In total, it took 105 h (less than 5 days) to train all ensemble-based segmentation
models. Several strategies can be employed to potentially improve the overall performance
when all three models demonstrate poor outcomes. The proposed endometrial assessment
method can be used for a deeper analysis of images. By using the metric-driven approach,
we could objectively demonstrate that the receptive endometrium had a higher density of
stromal cell nuclei next to the endometrial glands compared to the pre- or post-receptive
phases. This is in accordance with the generally applied pathohistological dating criteria
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that describe increasing stromal edema in the post-receptive endometrium as the fluids
push the stromal cells further apart. An interesting additional finding is the smaller stromal
cell size in the receptive stage compared to the pre- and post-receptive stages. The pathohis-
tologist is normally incapable of routinely measuring the stromal cell sizes, which are very
small. Ensemble methods enhance histology image segmentation by combining predictions
from multiple models. This combination leads to higher accuracy, capturing intricate tissue
details. It also boosts robustness, making segmentation more reliable despite image noise
or staining variations. The ensemble further controls overfitting to specific training data,
enhancing its ability to handle new histology images. These advantages make ensemble
segmentation a positive choice for digital pathology tasks like cell classification, tumor
analysis, and tissue composition studies. The next step would be the application of an
automatic algorithm that is capable of evaluating the differences between endometrial
samples that are in the receptive stage and not. The endometrial gland’s structure and size
changes during the menstrual cycle and glands from post-receptive samples are different
from pre-receptive glands. A computer-aided receptiveness forecasting method should be
developed for further use in this practical application.

8. Conclusions

For computer vision and Al researchers, the automated segmentation, recognition, and
assessment of endometrial tissues remains a difficult task. In this work, we suggest using
a metric-driven approach based on ensembles to automatically differentiate endometrial
glands using group predictions. In order to create a training and testing dataset that is
more statistically significant and to lower the computing resource needs, we also suggest
an image processing phase. We used a dataset amassed during actual clinical practice to
construct our experimental research. The suggested ensemble-based technique showed
comparatively high endometrial gland identification accuracy. The ensemble-based model
outperformed other designs, including U-Net, ResNet34-UNet, and U-Net++, with higher
Dice score (0.95) and IoU (0.90) values. The metric-driven approach highlighted that the
nuclei density is higher in the receptive samples. Endometrial stromal cell nuclear size
and cell-to-cell distance are potential candidate criteria for the metric-driven automated
evaluation of the endometrial phase. Moreover, more nuclei can be detected next to
endometrial glands than in other parts of the tissue. Future studies will focus on the
segmentation of more endometrial cells and/or structures, such as stroma and blood
vessels. The current dataset will also be augmented with new whole-slide images of
endometrial biopsies and expert-based annotations in order to build a better and more
precise segmentation algorithm.
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Abstract: Cell and gene therapies represent promising new treatment options for many diseases, but
also face challenges for clinical translation and delivery. Hospital-based GMP facilities enable rapid
bench-to-bedside development and patient access but require significant adaptation to implement
pharmaceutical manufacturing in healthcare infrastructures constrained by space, regulations, and
resources. This article reviews key considerations, constraints, and solutions for establishing hospital
facilities for advanced therapy medicinal products (ATMPs). Technologies like process analytical
technology (PAT), continuous manufacturing, and artificial intelligence (AI) can aid these facilities
through enhanced process monitoring, control, and automation. However, quality systems tailored
for product quality rather than just compliance, and substantial investment in infrastructure, equip-
ment, personnel, and multi-departmental coordination, remain crucial for successful hospital ATMP
facilities and to drive new therapies from research to clinical impact.

Keywords: bioprocess; advanced therapy medicinal products (ATMPs); artificial intelligence (AI); cell
and gene therapies; bench-to-bedside delivery; personalized medicine; GMP facilities; quality systems

1. Introduction

Advanced therapy medicinal products (ATMPs) like cell and gene therapies are inno-
vative treatment approaches that modify patients” genes, cells, or tissues to treat disease.
‘Academic advanced therapy” in the context of ATMPs refers to those developed within
academic institutions, including medical centers and hospital environments. This approach
contrasts with industrial ATMP development, focusing on pioneering innovative treat-
ments and bridging the gap between basic research and clinical application. Academic
institutions play a crucial role in the translational process, emphasizing a blend of scientific
discovery and practical healthcare outcomes. These centers convert laboratory discoveries
into viable therapies, integrating innovative treatment development within academic re-
search frameworks, distinct from commercial pharmaceutical manufacturing [1]. However,
ATMPs remain experimental, requiring an initial translation from laboratories to clinical
trials to demonstrate safety and efficacy. The personalized nature of many ATMPs, using au-
tologous or allogenic patient cells, adds manufacturing complexity compared to traditional
pharmaceuticals. Each patient-specific batch must be rapidly produced in small quantities
and under stringent aseptic conditions. Strict guidelines like good manufacturing practices
(GMPs) are essential for ensuring quality. The implementation of GMPs is mandatory to
secure approval from regulatory agencies for the production and use of ATMPs.

Traditionally, pharmaceutical companies have possessed the infrastructure and exper-
tise to manufacture therapies for clinical trials under GMPs. However, the personalized
nature of most autologous/allogenic ATMPs has required academic medical centers to
develop their own in-house GMP facilities, to enable bench-to-bedside translation and
patient access within the same institution. However, constructing GMP facilities within
hospitals faces considerable constraints. Here, we review the key challenges academic
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medical centers must address in establishing ATMP manufacturing, as well as emerging
solutions to facilitate the clinical translation of innovative new therapies.

This article aims to explore the multifaceted role of artificial intelligence techniques
such as machine learning and computer vision in the ATMP manufacturing revolution. It
seeks to provide a global view of the current state of Al integration, specifically the applica-
tion of subfields such as natural language processing and predictive modelling, carrying
out a detailed search for information on the benefits that these technologies provide and the
challenges entailed, particularly in relation to GMP compliance and optimization of hospital
ATMP facilities. Through this exploration, this paper will illuminate the dynamic interplay
between specialized Al applications and ATMP manufacturing, highlighting how this
integration of specific capabilities such as automated image analysis and adaptive control
can advance the field, while ensuring safety, effectiveness, and regulatory compliance.

2. Advantages of On-Site Hospital Facilities

Having GMP facilities located directly within academic hospitals provides major
advantages for producing autologous/allogenic ATMPs. Proximity allows cell-based
therapies to be rapidly manufactured on-site and delivered directly to patients. This
avoids risks associated with transporting fragile cell products long distances between
external manufacturing sites and hospitals [2]. This closeness not only preserves the
integrity of cellular products but also simplifies logistics, reducing both the costs and risks
associated with transporting products over long distances. Furthermore, the alignment of
manufacturing with clinical schedules allows for flexible batch planning, accommodating
rapid changes due to production dynamics or patient needs [3,4]. On-site facilities also
enable the smooth translation of therapies from laboratory discovery to clinical trials. Once
safety has been established in early phase studies, hospital facilities can continue providing
patient access through expanded access programs.

One of the major disadvantages faced by hospital facilities is limited space. Hospitals
must integrate cleanrooms and manufacturing equipment into existing infrastructure not
designed for production. Facilities must be strategically designed to make optimal use
of available space. The use of isolators and closed systems can limit the need for larger
cleanrooms [5,6]. Careful planning allows the creation of multi-product facilities that
segregate therapies like viral vectors or gene-modified cells. Despite space restrictions,
on-site locations remain ideal for the frequent manufacturing of personalized cell therapies
requiring rapid delivery in small batches [3].

2.1. Implementing GMPs in Hospitals

While proximity provides clear advantages, implementing pharmaceutical manu-
facturing and GMPs within healthcare settings also poses challenges. Hospital staff are
generally unfamiliar with the extensive GMP documentation, training in bioprocesses, and
oversight required for clinical cell and gene therapy production [7]. Quality systems within
healthcare focus on ensuring optimal medical services, whereas pharmaceutical GMPs
aim to guarantee consistent product quality and safety [8]. Extensive GMP training and
ongoing specialized personnel education are essential to bridge this gap.

The manufacturing of autologous/allogenic ATMPs integrates key hospital units, as
depicted in Figure 1, to streamline the entire production and administration process. A
clinical research and clinical trials unit spearheads the development of clinical research
projects, ensuring meticulous research support and data integrity. Close to this is the
hematology department, which is crucial for patient management in cell-based therapies,
covering diagnosis, pre-treatment assessments, and collaboration for ATMP application.
Notably, the transplantation unit within this department specializes in the preparatory
and follow-up care for stem cell therapy [9]. Research areas like translational research and
process development bridge the gap between laboratory research and clinical application,
facilitated by innovative research fields such as biomarker identification cell therapy and
genetic engineering. The apheresis unit plays a vital role in the initial collection of cellular
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materials, ensuring expert handling of apheresis and patient care. In the sphere of product
preparation, the pharmacy department is pivotal for the final formulation and storage of
ATMPs, maintaining optimal conditions until clinical use. At the heart of manufacturing is
the GMP facility, encompassing a comprehensive spectrum from manufacturing to quality
assurance, as well as adhering to strict documentation and compliance standards. The
synergy among these units, as visualized in Figure 1, is essential for the construction,
qualification, validation, and maintenance of GMP facilities. This coordinated approach
ensures that hospital activities, including the handling of biological samples and adherence
to GMP requirements, maintain product quality throughout all manufacturing phases.
Continuous communication across these units fosters an awareness of GMP regulations,
which is crucial for staff members not typically versed in pharmaceutical standards [3,10].
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Figure 1. Presents a cohesive overview of the operational framework surrounding advanced therapy
medicinal products (ATMPs). At the core of the illustration is the "ATMP’, with surrounding nodes
representing various specialized units. Each hospital unit is integral to the ATMP development and
application process, highlighting the collaborative nature of this advanced medicinal ecosystem.

Quality system adaptation in hospitals, specifically focusing on product quality, safety,
and efficacy, is key to implementing GMPs in hospitals. Excessive procedures solely for
regulatory compliance can impede operations. A risk-based approach (RBA) in hospitals
can concentrate quality efforts on critical factors affecting products and patients [8]. This
method facilitates translating ATMPs to clinical practice, while ensuring compliance with
pharmaceutical manufacturing standards within complex hospital environments [3,11,12].
This approach helps to identify priority areas where the quality system can be optimized
without compromising product quality or patient safety in any case. This enables hospitals
to avoid unnecessary regulatory procedures that are solely for the sake of regulatory
compliance and that do not contribute to operational efficiency or patient care. This
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balanced approach ensures that, while regulatory standards are fully met, the primary
emphasis remains on safeguarding patient health and ensuring the efficacy of ATMPs.
In essence, adapting a quality system using RBA perspectives is not only about meeting
regulatory requirements but also about enhancing the quality of healthcare delivery in the
challenging and dynamic environment of hospitals [13].

2.2. Investment in Infrastructure and Personnel

Significant investment in infrastructure, equipment, and personnel is essential when
establishing in-house GMP facilities [14]. Constructing, qualifying, and maintaining phar-
maceutical cleanrooms requires extensive capital. Specialized manufacturing and moni-
toring equipment suited for cell processing must be purchased and qualified. The costs
of infrastructure, alongside expenses for consumables and testing, highlight the value of
efficient facility designs that maximize productivity.

Recruiting personnel with appropriate backgrounds in cell therapy process develop-
ment, GMP manufacturing, quality control, quality assurance, and regulatory experience
is crucial but challenging given this field’s novelty. Finding personnel with experience
in clinical cell bioprocessing is not always simple. Staff availability can limit capacity,
so manufacturing strategies maximizing operator productivity can enable hospitals to
meet clinical demand within personnel constraints [5]. Extensive planning and financial
investment are critical for establishing the necessary infrastructure, staff, training, and
multi-departmental coordination for hospital ATMP facilities, to effectively transition new
therapies from research to clinical application. This transition is especially pertinent when
integrating emerging technologies like Al, where financial considerations are paramount.
The study by Harrison et al. underscored the importance of economical scalability in cell
therapy manufacturing, highlighting the potential of small-scale microfactories as a cost-
effective approach before progressing to larger-scale macrofactories [15,16]. This model
calls for careful economic assessment, particularly in automating processes to enhance
efficiency and reduce costs, while maintaining quality control and managing the variability
in donor cell characteristics. This strategy of balancing innovation with sustainability
can serve as a template for Al integration in ATMP manufacturing, and it may even pro-
mote and facilitate clinical integration [17,18]. Infrastructure, equipment, and personnel
training represent substantial investments, especially for smaller-scale academic facilities
involved in the production of CAR-T cells, a type of ATMP. These upfront investments
are pivotal due to the high costs associated with CAR-T cell manufacturing, which can
reach approximately USD 400,000 per therapy production. However, integrating Al in this
process offers a promising opportunity to reduce these costs. Al’s ability to analyze and
interpret data can significantly improve the efficiency and cost-effectiveness of CAR-T cell
production by automating the multi-step manufacturing process, allowing comprehensive
data collection. Such automation not only directly lowers high manufacturing costs but also
aids in optimizing logistics and scaling production. Moreover, Al technologies could assist
in identifying suitable patients for therapy, monitoring therapy progression, and predicting
treatment responses. However, creating an Al-based CAR-T cell therapy system also raises
challenges such as data privacy, data security, and the requirement to integrate Al systems
into existing workflows. Ultimately, reducing contamination incidents and batch failures
through Al can boost usable outputs, with forecasts suggesting that the total cost of goods
may decrease by up to 18%, thus enhancing process sustainability. These benefits cannot be
realized until there are verifiable use cases, combined with increased maturity in major ca-
pabilities such as blockchain technology and digitalization, highlighting the clear economic
incentives and reduction in barriers to Al adoption of ATMP manufacturing [19,20].

Additionally, it is a fact that decentralized manufacturing has emerged as a crucial
strategy in the cell and gene therapy arena, not just revolutionizing production landscapes
but also addressing staffing and training challenges. Thus, a decentralized model refers to
distributing production across multiple hospital nodes, while on-site facilities refer to the
presence of manufacturing capabilities within each individual hospital. This decentralized
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paradigm complements on-site facilities by enabling production to occur in smaller, dis-
persed facilities across locations, rather than consolidated in one large, centralized facility.
The decentralized network model allows hospitals to reap the benefits of on-site produc-
tion, while distributing resources and sharing expertise across nodes. Through dispersing
production across multiple locations, this inherently meets the demand for personalized
treatments. The pivotal role of automation in this new paradigm complements the in-
dispensable expertise of trained human operators, ensuring the management of process
variability and adherence to stringent quality standards within ‘smart cell factories’. This
approach synergizes with the need for highly skilled personnel in cell therapy process
development, GMP manufacturing, and regulatory compliance. It also aligns with the
integration of Al and other emerging technologies, which are essential for economical
scalability, as discussed in the study by Harrison et al. Decentralized manufacturing not
only enhances operator productivity but also democratizes the value chain, generating so-
cioeconomic benefits through job creation. Additionally, it offers a strategic framework for
academic facilities involved in CAR-T cell production, addressing the substantial upfront
investments in infrastructure and training. Incorporating Al into decentralized systems
promises to reduce manufacturing costs, optimize logistics, and scale production, while
ensuring data privacy and security. This model presents a sustainable solution, balancing
innovation with efficiency, as well as setting a template for future advancements in ATMP
manufacturing [21].

3. Enhancing Hospital Facilities with New Technologies

Emerging technologies present opportunities to enhance the capabilities of hospital
ATMP facilities within ever-present space, time, cost, and personnel constraints. Pro-
cess analytical technology (PAT) is a pivotal advancement employing advanced in-line
monitoring and process control to optimize manufacturing [22]. By continuously analyz-
ing physicochemical parameters like pH, dissolved oxygen, and temperature—as well as
metabolites and nutrient concentrations, such as glucose and glutamine, and byproduct
concentrations, such as lactate and ammonia—Dbioreactors can be automatically controlled,
decreasing manual operations [23,24]. This approach is complemented by the application
of advanced sensory technologies, particularly fluorescent optical sensors, as highlighted
in recent research [25]. These sensors are instrumental for real-time monitoring, enabling
the quantification of analytes of interest during bioprocessing. This capability for early
detection is crucial for identifying deviations from method parameters, facilitating timely
countermeasures and ensuring consistency in individualized batches. The integration of
PAT with state-of-the-art sensory technologies underscores the increase in biomanufac-
turing efficiency for enhanced control methods in the complex cellular manufacturing
environments of cell and gene therapy. Automated cell counting and viability analysis
and product concentration reduces delays when waiting for quality control results before
proceeding to the next manufacturing step. PAT enables real-time process adjustments
and consistency between individualized batches [26]. Building upon the principles of PAT,
a recent study [27] made significant strides toward enhancing the capabilities of in-line
monitoring and process optimization in biomanufacturing. This research introduced a
pioneering automated method for creating Raman spectroscopy models using Python and
Bayes optimization. This innovation represents a significant leap in the field, dramati-
cally improving the accuracy of models and simplifying the complexities associated with
monitoring a diverse range of compounds. The study’s approach notably broadened the
scope of detectable compounds in cell cultures. It successfully constructed models for
almost every amino acid and extended this capability to components traditionally elusive
to Raman spectroscopy, such as metal ions, oxygen, and carbon dioxide. This expansion
in the range of detectable compounds is pivotal, as it enhances our understanding of cell
culture environments and allows for more precise control over the manufacturing process.
Highlighting the precision of this method, the study’s models, particularly for glucose
concentration, demonstrated remarkable accuracy, with a correlation coefficient (R?) of
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0.93 and a root mean square error of 0.23. Such precision in monitoring is critical in the
biomanufacturing sector, where the maintenance of optimal culture conditions directly
influences product quality and yield. Moreover, the method’s ability to model various
compounds, including those indicative of stress markers like BiP and oxidative glutathione,
opens up new possibilities for monitoring a wide array of culture characteristics. This
capability is instrumental for real-time monitoring and feedback control, ensuring the
continuous adaptation and optimization of culture conditions. It aligns directly with the
objectives of PAT, whose fundamental focus is to maintain consistency and quality across
batches through real-time process adjustments. The integration of this method with ad-
vanced Al technologies further underscores its potential. Exploiting the power of Al, this
approach can create more comprehensive and precise models for a broad spectrum of
parameters, extending beyond traditional medium components and metabolites. This syn-
ergy between Raman spectroscopy modelling and Al technologies provides sophisticated
and efficient monitoring and control mechanisms in biopharmaceutical manufacturing,
aligning with the industry’s move towards more automated, precise, and intelligent process
management systems.

Continuous manufacturing, producing therapies in an uninterrupted flow rather than
individual batches, shows promise for integration into hospital facilities. One example that
has been demonstrated is interrupted cell culture production of viral vectors [28,29], as well
as perfusion systems that enable constant harvesting of cellular products [30]. Ongoing
downstream processing steps are also being integrated, to develop end-to-end production.
Compared to batch manufacturing, continuous processes require smaller equipment foot-
prints, allowing hospitals to increase productivity within the given space constraints. The
verification and validation methods enabled by PAT support can ensure quality control
in real time. The research by Williams et al. [31] exemplified the profound impact of PAT
in biopharmaceutical manufacturing, particularly in the optimization of cell and gene
therapy processes. Their study employed the Ranger system, a novel refractometry-based
PAT, which demonstrated its efficacy in real-time monitoring of metabolic activity within
HEK293T cell cultures during the production of lentiviral vectors. This system'’s ability to
rapidly discern the relationship between bioreactor pH and culture metabolic activity, and
to adjust the pH accordingly, resulted in a notable 1.8-fold increase in metabolic activity
compared to an unoptimized process. However, it also revealed a particular aspect of cellu-
lar response: increased metabolic activity did not correspond to increased lentiviral vector
production, highlighting the complexity of these biological systems and the importance of
sophisticated process control. Furthermore, through metabolic flux modelling, Williams
et al. uncovered how low-pH environments caused a significant metabolic shift in cells,
redirecting cellular resources from growth towards managing environmental stress and
adverse conditions. These insights underscore the capacity of PAT, not only in enhancing
process efficiency, but also for enriching our understanding of the underlying biological
mechanisms, thus contributing to a continuous improvement in quality control and process
optimization in real time [31].

Artificial intelligence (Al) and machine learning (ML) have the potential to facilitate
and enhance the analysis of the vast amount of data generated during PAT monitoring and
throughout manufacturing steps [20,32]. By detecting patterns and correlations, Al models
can identify critical bioprocess parameters, predict deviations, and determine potential
actions, aiding biotechnologist personnel. Intelligent algorithms can also support the
automation of elements of batch record reviewing, equipment maintenance, prevention
campaigns, and contamination risk analysis. Al-based automation of cell and gene therapy
manufacturing, sample tracking, and environmental monitoring of the cleanroom will
increase hospital facilities” consistency and oversight. Recent research has exemplified Al’s
aptitude for tackling personalized medicine’s intricacies. Schmitt et al.’s study described
predictive machine learning algorithms that can anticipate individual patient-specific
therapy response rates based on biomarker and genomic data analysis [19]. Meanwhile,
Lietal, [33] discussed an Al digital platform that automates cell therapy production
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tracking and shows enhanced consistency between autologous batches. This concept
is in line with advanced Al-powered microfluidic technology, which has significantly
enhanced both fundamental biological research and translational clinical diagnosis. The
implementation of Al in microfluidic technology, as highlighted in a recent study, enables
the processing of the large-scale data obtained in high-throughput assays. These Al
models can analyze multimodal datasets including images, videos, electric signals, and
sequences from microfluidic devices. They offer the capability not only to collect data, but to
understand and interpret it, ultimately facilitating fundamental and translational research
in fields like single-cell genomics, cell signaling, and cell type discovery. Beyond mere
planning, real-time learning systems, as demonstrated in microfluidics, can dynamically
optimize continuous bioreactor parameters, adjusting to variability between patient cell
samples. This capability is especially crucial in single-cell biology, where Al models
extract cellular features from various modalities and use deep learning algorithms for
more intuitive data processing and uncovering hidden connections among data. These
advancements in Al model development tailored for single-cell biology signify a new
era, where Al not only enhances data processing and feature extraction, but also aids in
interpreting the underlying structure of big data in cell analysis, including cell counting,
sorting, and classification. The integration of Al into cell therapy manufacturing, as
explored by Li et al., [33] has led to the creation of an automated high-throughput genome
editing platform that revolutionizes the consistency and efficiency of producing autologous
batches. This cutting-edge platform leverages Al to streamline the gene editing process
in mammalian cells, radically transforming the traditional labor-intensive methods into
a rapid, high-throughput, and error-minimized operation. The pivotal achievement of
this innovation is the chromatin accessibility enabled learning model (CAELM), an Al
learning model that accurately predicts the efficiency of cytosine base editors (CBEs).
By integrating both chromatin accessibility and sequence information, CAELM offers a
profound enhancement in predicting in situ base editing outcomes [33].

This advanced model stands out for its precision and reliability, surpassing existing
predictive tools like BE-Hive in its correlation with actual base editing efficiencies. The
strength of CAELM is evident in its Pearson’s correlation values, which range from 0.42
to 0.87, demonstrating a high level of predictive accuracy critical for the development of
genome editing-based therapeutics. This transformative approach not only accelerates the
scientific research in base editing, but also permits more accurate and efficient therapeutic
applications, marking a significant step in the intersection of Al and biomedicine [33,34].

4. Scaling Gene and Cell Therapy ATMPs from Research to the Clinic with Al

Gene and cell therapies show immense potential as advanced medicinal therapies,
but scaling initial proof-of-concepts into robust clinical processes poses difficulties and
limitations. The sensitivity of living systems means research protocols often fail when
directly applied at the larger volumes required for patient treatments. Healthcare centers
developing gene therapy ATMPs must optimize this scale-up, to progress from early studies
to clinical manufacturing. Al and real-time metabolomics analysis can allow enhanced
process understanding, to bridge the research-to-clinic scale-up gap.

During initial studies, gene delivery mechanisms and editing efficiency are evaluated
at laboratory scale. However, small-scale conditions rarely translate directly to the larger
volumes required for patient doses. Cell growth kinetics, vector productivity, and other crit-
ical quality attributes commonly diverge during scale-up. Extensive empirical optimization
trials have traditionally been needed to adapt processes to clinical scale. Al technologies
offer tools to accelerate scale-up by revealing key biological factors affected by production
volume. ML algorithms integrating multivariate data can identify patterns linking process
parameters to cell health across scales [35]. This model-driven approach rapidly highlights
stress factors impairing growth or productivity when scaling up batches. Al control sys-
tems can then automatically optimize dynamic feeding, pH, dissolved oxygen, and other
bioreactor parameters based on continuous metabolite monitoring.
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Cellular metabolism provides integral indicators of the biological effects of gene engi-
neering and culture environment. High-throughput metabolomics profiling coupled with
Al analysis elucidates metabolic phenotypes and clarifies discrepancies between research
and clinical protocols. Tracking key metabolites and pathways disrupted during scale-up
highlights target areas for process improvements. For instance, glutamine limitation or
build-up of lactate may only occur above certain volumes. Al modelling can integrate
multi-omics datasets with process data to reveal the metabolic shifts responsible for reduced
clinical-scale productivity. This understanding enables tailored nutrient supplementation
or gene modifications, to restore a favorable metabolism. Additionally, real-time biosen-
sors monitoring metabolites allow adaptive Al control systems to dynamically optimize
nutrients and parameters throughout production. Maintaining cultures in ideal metabolic
regimes enhances process robustness during scale-up.

5. Analysis of the Role and Potential Impact of Al in Academic ATMP Manufacturing,
with Additional Details on the Key Advantages AI Can Provide

5.1. Process Monitoring

The personalized nature of autologous ATMPs results in inherent variability between
patient cell samples used for manufacturing. This variability in starting material can propa-
gate through the process, making achieving consistency between individualized batches
challenging. Conventional bioprocess monitoring typically relies on manual and periodic
offline sample analysis. Al enables improved real-time process oversight through advanced
sensor instrumentation coupled with intelligent algorithms continuously analyzing data
for patterns predictive of critical quality attributes.

Multivariate AI models imply that machine learning algorithms can integrate data
streams from arrays of in-line sensors and bioreactors probe analyzers, to identify inter-
relationships between bio-parameters and product quality. This higher-resolution view
allows slight process deviations to be detected earlier and corrections to be made through
automated feedback control, rather than periodic and manual sampling. Thus, Al process
monitoring provides complete tracking and mapping of the multidimensional course of
cell bioproduction. ML techniques can also incorporate spectroscopic [36], imaging, and
other process data, to build predictive models of final product critical quality attributes
such as identity, purity, and potency [37]. This real-time predictive capability facilitates
standardized quality and reduced variability within and between batches, as well as
reduced batch failures.

In the exploration of Al’s impact on ATMP production, we can observe distinct ad-
vantages and challenges, as outlined in Table 1. Enhanced process monitoring and the
automation of manufacturing tasks are among the key benefits, leading to increased effi-
ciency and reduced workload for biotechnologists. Moreover, Al's dynamic control and
adaptability allow fine-tuning cell culture conditions, thus ensuring batch consistency,
which is critical for patient-specific treatments. On the other hand, issues such as data secu-
rity concerns and the requirement for specialized personnel present noteworthy obstacles,
potentially hindering Al’s integration.

A further analysis is presented in Table 2 of the ATMP production process with and
without Al integration. It is evident that Al integration significantly enhances process
monitoring and manufacturing efficiency, offering a more sophisticated approach to data
management, which traditional methods lack. The enhanced quality and consistency
afforded by Al contribute to better control of product integrity; nonetheless, there are
higher investment and costs required for implementing such advanced technologies. The
need for personnel training and expertise remains an essential consideration to fully realize
the potential of Al in this field.
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Table 1. Advantages and disadvantages of Al in ATMP production.

Enhanced Process Monitoring

Data Security Concerns

Real-time oversight and data analysis for
maintaining consistency and quality.

Risks associated with patient data privacy and
data integrity in Al systems.

Automation of Manufacturing Tasks

High Initial Investment

Increases efficiency, precision, and scalability,
reducing the workload of biotechnologists.

Significant upfront costs for Al integration and
infrastructure development.

Dynamic Control and Adaptability

Limited Data in Early Development

Al systems can adjust to the variability in
patient cell samples, optimizing
batch consistency.

Al models may lack accuracy in early stages
due to insufficient data for machine learning.

Improved Data Management

Requirement for Specialized Personnel

Effective handling of large datasets, enhancing
process comprehension and decision-making.

Need for staff with expertise in Al and
bioprocessing, who can be scarce.

Systems Biology Integration

Regulatory Challenges

Al aids in understanding complex biological
relationships, enhancing predictive medicine.

Ambiguity in regulatory compliance for
emerging Al applications in healthcare.

Table 2. Comparison of ATMP production with and without Al integration.

Process Monitoring

Enhanced real-time monitoring and
analysis using Al algorithms.

Relies on manual and periodic
offline sample analysis.

Manufacturing Efficiency

Higher efficiency and scalability due to
automation and dynamic control.

Less efficient, often limited by manual
operations and static processes.

Advanced handling of large and
complex datasets, facilitating
better decision-making.

Data Management

Traditional data management, potentially
leading to slower and
less informed decisions.

Improved product quality and batch
consistency through predictive models
and real-time adjustments.

Quality and Consistency

Potential variability and quality issues due to
lack of real-time monitoring and control.

Higher initial investment but potential
long-term cost savings through efficiency
and reduced error rates.

Investment and Costs

Lower initial costs but potentially higher
long-term operational expenses.

Personnel Training and Expertise

Requires staff trained in
Al and data science.

Relies more on
traditional bioprocessing skills.

5.2. Automation

The manufacturing of ATMPs involves numerous supplementary operations beside

the bioprocess itself, including supply chain management, sample tracking, the changeover
between batches, contamination control, equipment maintenance, regulatory compliance
adherence, quality control, batch record reviewing, and data management. Al enables
automation of many tasks, to enhance precision and consistency, increase efficiency, al-
low scalability according to production demands, improve cost-effectiveness, and reduce
biotechnology personnel workloads. Robotic process automation can replicate and mimic
administrative and repetitive activities like data entry, basic data manipulation, and re-
port generation. ML algorithms can schedule planned equipment calibration, preventive
maintenance, and cleaning procedures based on the runtime. Cleanroom environmental
monitoring data analyzed by Al models can provide alerts on contamination risks and
suggest corrective actions, to avoid batch losses or disruptions to production.

Automated microscopy employing computer vision techniques permits precise char-
acterization of cells. The searching of batch records by an Al makes use of natural language
processing and provides appropriate results related to valuable data. Augmented reality
helps operators carry out critical manual operations, in order to minimize mistakes. Multi-
faceted Al-driven automation can be used to address the spatial and staffing limitations
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that academic ATMP facilities often experience. Flexible cell-factories able to manufacture
multiple individualized therapies in accordance with the specific requirements of a health-
care center can also be encompassed within ML methods, instead of following large-scale
production. With intelligent automation, workforces can become more productive using
limited staffing, while facilities can be made more efficient.

5.3. Dynamic Control

Adaptive bioprocess control systems are critical for ATMP manufacturing, given the
inevitable variability between patient cell samples. Traditional bioreactors rely on feedback
and control loops tracking setpoint values [38,39]. However, the optimal parameters and
tolerances may differ for each autologous batch’s unique biologic characteristics. Al allows
more advanced control schemes that continuously recalculate in real time the ideal setpoint
based on multivariate analysis. ML algorithms can discover relationships between sensor
data, bioprocess parameters, and critical quality attributes of the products in bioreactors.
Through this approach, a prediction model of the final product’s quality can guide dynamic
adjustments of process variables in real time, leading to maximized batch consistency
and robustness.

Hybrid Al strategies combine mechanistic first-principles models of cell growth and
metabolism with data-driven ML models that capture the existing variability in the data.
These models are commonly used for research and learning purposes, to gain insights
into the intrinsic behavior of biological systems. Thus, adaptive model predictive control
integrates these models to continuously re-optimize process parameters based on current
state measurements of the process. Thus, as more batches are produced, semi-supervised
ML can improve the controller model. Al control systems are particularly well-suited for
handling the high variability and lack of expertise that are frequently experienced during
early ATMP process development and technology transfer, because of their capacity for
self-learning. The capability of Als in handling complexity allows flexible and sophisticated
adaptive control, especially when dealing with the specific needs of tailored batches [40].

5.4. Data Management

ATMP manufacturing fundamentally relies on synthesizing various databases, starting
from the clinical status of the incoming patient sample and ending with the final product
testing results. The correlation between clinical indicators and production factors can have
an impact on product quality and treatment outcomes. Traditional data infrastructure faces
challenges due to the vast amount of data produced. This data comes from various sources:
sensors in process arrays, omics analyses, and electronic records. Additionally, the need to
track and trace this data adds to the complexity, creating stress and pressure on existing
systems. In this regard, Al can provide tools suited for managing and handling heteroge-
neous structured, unstructured, and semi-structured data. ML is efficient for identifying
imperceptible patterns and correlations within massive datasets. Al can integrate electronic
batch records, processing data, laboratory results, clinical data, and other sources into con-
textualized knowledge that enhances process comprehension. Well-known techniques such
as natural language processing permit mining unstructured textual records. Al can enhance
data management through dimensionality reduction, noise filtering, missing data impu-
tation, and real-time data cleansing, to consolidate relevant information from discordant
sources and that is apparently unrelated into usable and applicable models, guiding deci-
sion making and controlling adjustments to optimize each personalized batch. Thus, the
integration of Al's multifaceted capabilities, including knowledge contextualization, data
mining, dimensionality reduction, and real-time data management, highlights its strengths
for advancing process understanding and facilitating optimal real-time decision-making
for the production of personalized gene therapy ATMPs.
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5.5. Systems Biology and Al

The aim of systems biology is developing complex models that integrate data from
multiple disciplines, in order to explain complex biologic relationships or transactions.
This is contrary to the reductionist approach of the twentieth century that gave insight into
some areas but not in full regarding the comprehension of complexities and interpretation
of non-structured elements. In addition to other methods, systems and network biology
offer a unique approach to analyze multi-omics data. This method integrates various data
types to uncover new patterns and behaviors in complex molecular and cellular networks.
It does this by utilizing machine learning (ML) algorithms, which helps in understanding
these complex biological systems more effectively. Network biology empowered by Al is
important for describing the associations within normal and dysfunctional phenotypes. It
aspires to clearer, explicit, and deterministic models, in order to further predictive, preven-
tive, and personalized medicine. The large volume of multi-omics data makes functional
integration impracticable manually, necessitating advanced analytics like network analysis,
Bayesian methods, and multivariate techniques—now powered by AL

5.6. Advanced Control Systems Leveraging Al

Recently, bioreactors have employed automatic proportional-integral-derivative (PID)
control for parameters like temperature, while others require manual regulation [41]. The
progress in control strategies, optimization algorithms, and software systems has been
significant. Contemporary bioreactors often incorporate SCADA systems requiring a
human-machine interface [42,43]. Newer systems are starting to implement adaptive
model-based controllers, providing two key advantages: (i) optimizing constraints and
control signal ranges; (ii) dynamically adjusting actions based on control outcomes and sys-
tem changes. Their strength is in continuously recalculating the optimal next steps during
operation. The development of distributed control systems in communication protocols is
gradually progressing. The combination of increased computing power and a wider array
of algorithms now allows the implementation of iterative control techniques. This employs
an extensive pool of data obtained during monitoring and a deeper understanding of cell
culture behavior, facilitating the creation of more precise and sensitive Al-driven models
using systems that integrate ML algorithms, computer vision, and the other Al techniques
described above. Basically, Al plays a central role in managing the variability and complex-
ity within the ambit of ATMP manufacturing. It is undeniable that Al can greatly benefit
academic ATMP production, but previously it required proficient control over different
facets. As previously discussed, Al can enhance process monitoring, automation, control,
and data integration for personalized therapies. However, implementing Al in this sector
clearly demands rigorous oversight of technology capabilities, data accuracy, personnel
competencies, and regulatory adherence.

A cross-functional understanding of AI maturity is crucial. Models like the Artificial
Intelligence Optimization Team’s [40,44,45] Al maturity level characterization model allow
an organization to evaluate its current Al proficiencies across manufacturing categories,
identifying gaps [46]. This assessment enables strategic roadmaps for developing capabili-
ties required for Al tools. Rather than algorithm development, the focus is on integrating Al
into operational functions. Structured maturity evaluation also tracks progress over time.

Al depends on quality data [47] and data integrity, which are critical for patient infor-
mation. Systems that ensuring privacy and effective data governance are essential before
launching any Al initiatives. Data security vulnerabilities require specific and exhaustive
risk analysis, as well as controls for AI/ML applications. For instance, the authentication
of data provenance, quality, and security as just as important a qualifier for infrastructure.
Al models continue to stay in line with changing processes by constantly curating and
maintaining data. High-quality data and its integrity are crucial in Al implementation
in a clinical environment as this entails sensitive patients” information. As the basis of
any health Al-driven initiative, it is essential to establish strong systems, which will also
guarantee privacy safety and management procedures. Al and machine learning apps that
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deal with medical data contain a high level of data security vulnerabilities, which require
comprehensive risk assessment and customized controls specific for AI/ML in medicine.

However, within the scope of processes controlled by Al, especially the initial steps
such as academic ATMP process development, this may be considered a disadvantage
of applying ML techniques. The batches of data mined and collected from industries
such as pharmaceuticals manufacturing can train and improve numerous ML models.
Nevertheless, when the number of batches is limited, such as in academic production, the
quality of training a better model becomes limited.

Therefore, in this scenario, ML algorithms may not be able to take all possible scenarios
into consideration, resulting in inaccuracies in application. Under such circumstances,
predictions become inaccurate, there is less adaptability to changing conditions, adaptabil-
ity is low, and the insight into underlining processes is minimal, since this depends on
insufficient data. Consequently, in order to improve the effectiveness of ML applications, it
is imperative to increase the quantity of manufacturing batches or find alternative means
to increase data collection. One available alternative is consolidation of a Healthcare center
network established to, not only to improve health outcomes among patients, but also en-
hance ATMP quality. Within this network of hospitals, various nodes would collaborate by
exchanging information and sharing expertise, to advance ATMP manufacturing without
compromising on quality and safety.

Focusing on data sharing between the nodes in a network via the implementation and
usage of blockchain technology for secure data sharing can enable an encrypted system for
data distribution, which can be a tool for information exchange that is suitable for being
validated by regulatory agencies. This immutable and private process would ensure that
both raw or processed data are available for ML analysis and enhanced cell processing.
This innovative application of blockchain’s immutable and private framework could not
only enhance data security but also update the process of data sharing, ensuring accuracy
and integrity in the handling of sensitive data across the network [48-50].

Reskilling biotechnologist staff to implement augmented intelligence, while managing
additional risks, is critical. Al success requires personnel fluent in its applications and
limitations, especially for regulated manufacturing. Cross-functional collaboration between
biotechnologists and Al experts can promote effective adoption of Al and ML. Thus, institu-
tional cybersecurity defense requires a deep bench of talent specialized in AI/ML data risks.
Specialized personnel combining computational proficiency with bioprocessing expertise
remain scarce yet essential for overseeing responsible Al adoption. Most researchers lack
formal data science training, while data analysts are often detached from manufacturing
realities. Fostering collaborative groups between bioengineers, computer scientists, and
clinicians could promote the development of truly tailored systems. Academic curriculums
must also evolve, integrating statistics and bioinformatics skills with traditional knowl-
edge. Some leading educational institutions have already implemented introductory data
science courses into cell and gene therapy majors. For current personnel, institutions could
offer continuing education programs through partnerships with technical universities
(https:/ /www.theattcnetwork.co.uk, accessed on 14 January 2024). Proactive reskilling
builds the competencies needed to securely apply Al towards enhancing ATMP translation,
rather than simply reducing costs. Therefore, investment in people and expertise is crucial,
along with cutting-edge technology.

Regulatory authorities encourage AI when the benefits are demonstrated with proper
GMP governance. However, ambiguity exists around emerging applications. Continuous
communication, documented risk management, and a focus on enhancing quality help
ensure compliance. Ultimately, Al for ATMPs requires synchronized integration across
technology, data, people, regulation, and health care objectives—comprehensive manage-
ment of this convergence would allow a controlled evolution toward more intelligent
manufacturing [51].

Furthermore, a focus on product quality improvement must be a priority in Al inte-
gration. However, if appropriately designed and adjusted, Al systems can make processes
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more efficient, less prone to error, and consistent, thus improving product quality and safety.
This is a proactive approach that guarantees compliance, while ensuring the healthcare
system provides safe and quality services to patients.

Achieving the successful implementation of Al in relation to the manufacturing of
ATMPs relies on the synchronous integration of various spheres. These areas include the
implementation of cutting-edge technological solutions in healthcare, responsible data
management, health practitioner cooperation, strict regulation compliance, and the align-
ment of Al strategies with other academic and public health players. Proper management
of this diverse convergence is a challenge, as each requires explicit leadership, operational
procedures, and well-defined roles and responsibilities that are coherent in a complex
academic-hospital ecosystem [52].

In synthesizing the critical factors for the successful implementation of Al within
the domain of ATMP manufacturing, we must acknowledge the intricate network of
interdisciplinary collaboration. This involves the integration of advanced technological
solutions, meticulous data management, healthcare professionals’ engagement, adherence
to rigorous regulatory frameworks, and strategic alignment with academic and public
health initiatives. Managing this multifaceted convergence demands clear management,
precise operational protocols, and well-articulated roles within the complex academic—
hospital ecosystem. Furthermore, in the advanced control systems section, we elaborated on
how these systems build upon previously described Al capabilities like process monitoring,
automation, and dynamic control, to implement more sophisticated control algorithms.
While those previous Al applications provided valuable data analysis, adjustments, and
modelling, advanced control systems leverage that foundation to continuously recalculate
optimal parameters using hybrid mechanistic and machine learning models. This enables a
higher level of adaptive and model predictive control that goes beyond basic feedback loops
to provide fully customized bioreactor optimization tailored to the unique characteristics
of each individual batch in real time. Thus, the distinguishing features of advanced Al
control were clarified compared to the other previous functionalities of Al discussed in the
paper. Figure 2, ‘Al in ATMP production’, provides a structured visual overview of these
interdependencies and outlines the dynamic roles of Al throughout the ATMP production
cycle. It is presented here as a precursor to our concluding thoughts, reaffirming the
transformative impact and the multifarious challenges of Al integration in advancing the
field of ATMPs.

SCHEMATIC OVERVIEW

Al IN ATMP PRODUCTION
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Figure 2. Visual overview of the integration of Al in ATMP production, detailing its roles, benefits,
and challenges, and concluding with the potential enhancements in hospital-based ATMP efficiency
and patient outcomes.
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6. Conclusions

The emerging field of advanced therapy medicinal products represents a new frontier
in personalized and innovative treatments, with enormous therapeutic potential. However,
manufacturing customized cellular and gene therapies poses profound challenges, requir-
ing extensive adaptation of conventional biopharmaceutical production paradigms. The
intrinsic constraints of hospital-based facilities further intensify the difficulties in clinically
translating these novel ATMPs. Constructing on-site modular GMP infrastructure can
enable bench-to-bedside delivery but demands substantial optimization of design, quality
systems, staffing, and coordination across hospital departments. While a monumental
undertaking, the integration of academic research, pharmaceutical manufacturing, and
clinical medicine made possible by hospital ATMP facilities can drive scientific discoveries
toward direct patient impact.

Emerging technologies like process analytical monitoring, continuous production,
and Al can further enhance process control, automation, and oversight, to overcome
limitations. In this regard Al holds tremendous promise for allowing academic ATMP
facilities to overcome constraints of limited space, staffing, patient-specific variability, and
decentralized manufacturing. Intelligent algorithms can monitor processes in real time,
automate ancillary tasks, enact sophisticated adaptive control, and synthesize the breadth
of data involved in patient-specific production.

Early applications have demonstrated Al’s utility for automated analysis and en-
hanced productivity. Visionary initiatives will make Al a transformational technology,
ensuring these innovative personalized medicines realize their full therapeutic potential.
However, fully realizing the clinical promise of personalized ATMPs ultimately relies on
synergistic partnerships across disciplines, to pioneer new treatments while maintaining
demanding quality standards. Improving patient outcomes should motivate explorations
into Al-driven automation. Beyond operational metrics, focusing innovation on maximiz-
ing therapeutic safety and efficacy requires integrating manufacturing data with clinical
databases through processes that maintain privacy safeguards.

Real-world evidence can help us understand how the quality of a cellular product im-
pacts how it works. Using advanced analysis, connections can be made between treatment
procedures and side effects, or how changes in cellular phenotype during production can
affect their survival after being transplanted. By contextualizing technical data into patient
impacts, development can shift from simply engineering robotic bio-factories toward pur-
poseful design tailored for healing. Focusing on clinical outcomes can continually re-center
personalized medicine innovations on whole persons rather than products. The accelerat-
ing advancement in novel biotherapeutics in hospital-based manufacturing facilities can
allow continued progress in providing patients access to transformative medicines tailored
to their unique needs.
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Abstract: In the rapidly evolving field of multi-omics data analysis, understanding the stability of
feature selection is critical for reliable biomarker discovery and clinical applications. This study inves-
tigates the stability of feature-selection methods across various cancer types by utilizing 15 datasets
from The Cancer Genome Atlas (TCGA). We employed classifiers with embedded feature selection,
including Support Vector Machines (SVM), Logistic Regression (LR), and Lasso regression, each in-
corporating L1 regularization. Through a comprehensive evaluation using five-fold cross-validation,
we measured feature-selection stability and assessed the accuracy of predictions regarding TP53
mutations, a known indicator of poor clinical outcomes in cancer patients. All three classifiers
demonstrated optimal feature-selection stability, measured by the Nogueira metric, with higher
regularization (fewer selected features), while lower regularization generally resulted in decreased
stability across all omics layers. Our findings indicate differences in feature stability across the various
omics layers; mirna consistently exhibited the highest stability across classifiers, while the mutation
and rna layers were generally less stable, particularly with lower regularization. This work highlights
the importance of careful feature selection and validation in high-dimensional datasets to enhance
the robustness and reliability of multi-omics analyses.

Keywords: multi-omics; high-dimensional data; cancer genomics; feature selection; stability;
L1 regularization

1. Introduction

Multi-omics is the approach whereby datasets contain multiple layers of data, which
can be referred to as different “omes”. Informally, names of science branches end in the
suffix “-omics” (e.g., genomics in biology), which is related to the “-ome” suffix, which
is used to address the objects of study of such fields (e.g., genome). Combining different
“omes” (different layers of data) creates complex data that can be integrated and then
analyzed to find novel associations. We can understand systems better through various
omics layers that reveal supplementary sources of variability [1].

Transition to multi-omics data has opened new directions of research concerning
integrated system-level approaches [2]. Multi-omics data allow the derivation of insights
from highly interrelated data and facilitate multi-scale depiction of systems, including
biological ones [1]. We can see such applications, among others, in the following domains:
disease subtyping, biomarker prediction, treatment optimization, disease prognosis, food
safety/microbial risk assessment, toxicology [3], and many more. Even culture is affected,
e.g., in terms of quantitative analysis and exploration of cultural trends, which is based on
news records, digitized books, social media contributions, etc. [4-6].

We also observe an increasing number of multi-omics data repositories from the fol-
lowing initiatives: The Cancer Genome Atlas repository, a joint effort between the National
Cancer Institute and the National Human Genome Research Institute, which generated
over 2.5 petabytes of genomic, epigenomic, transcriptomic, and proteomic data [7,8]; and
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the International Cancer Genomics Consortium repository, a global initiative to build a
comprehensive catalog of mutational abnormalities in the major tumor types [9,10]. Due
to the dispersion of dataset publishing spaces, indexing services have been developed,
e.g., the Omics Discovery Index, that participate in the discovery and linking of public
omics datasets [11,12]. Security policies have gained importance as well [13].

Multi-omics data have put new force into biomedical research, especially by allowing
systematic modeling and a comprehensive understanding of mechanisms behind disease
progression and associated risk management [14-16]. Naturally, we cannot imagine these
applications without machine-learning (ML) and artificial-intelligence (Al) support, as
deriving conclusions from these data is one of the most demanding tasks [17,18]. Recently,
deep learning (DL) has gained high interest due to its performance and the capability of
capturing nonlinear and hierarchical features [14,19-21].

In the field of machine learning, classification tasks, data mining, and exploration often
require effective feature extraction and selection to improve model performance. Feature
selection becomes particularly important in multi-omics data analysis, where the number of
features (e.g., genes, proteins, metabolites) far exceeds the number of observations (samples
or instances). This imbalance between the dimensionality of the data and the available
observations necessitates a careful selection of features, as using all available features can
lead to overfitting and reduce the model’s ability to generalize.

In classification tasks, especially when dealing with datasets where the number of
features exceeds the number of observations, it is not feasible for the model to make
decisions based on all features; instead, it relies on a subset of features that are selected
during the learning process. This subset is selected to maximize predictive power while
minimizing complexity and overfitting, representing a trade-off between model accuracy
and the risk of overfitting. By selecting a smaller set of relevant features, the model is better
able to generalize to unseen data, but this comes at the cost of potentially losing some
predictive power if too many features are excluded.

The process of selecting features as part of the model training is known as embedded
feature selection and is often referred to as an “intrinsic” or “embedded” method [22].
Among the embedded methods, feature selection is most commonly performed by tech-
niques based on the L1 norm (such as Lasso regression) and decision tree-based methods
(such as Random Forest), both of which incorporate feature selection into the model-fitting
process [23]. In contrast, feature selection can also be done as a separate step (prior to model
training), but such an approach still often requires building a classifier on the selected
features to evaluate its performance, ultimately linking the quality of feature selection with
the classifier’s performance.

The importance of feature selection in multi-omics data has been well recognized,
and several studies have benchmarked various feature-selection methods. For instance,
Li et al. [24] conducted a large-scale benchmark experiment comparing different feature-
selection methods, providing valuable insights into the effectiveness of various approaches.
The benchmark was based on 15 cancer datasets from TCGA [8]. According to the authors,
no such benchmark was performed before their work. After literature inquiry, includ-
ing [25,26], they chose the following 8 feature-selection methods (the most frequently used
in context of cancer classification): T-test [27], Information gain (infor) [28], ReliefF [29],
Minimum Redundancy Maximum Relevance (mRMR) [30], Recursive Feature Elimination
(RFE) [31], Genetic Algorithm (GA) [32], Least Absolute Shrinkage and Selection Operator
(Lasso) [33], and permutation importance of Random Forest (RF-VI) [34]. In order to assess
the predictive performance, accuracy, and the AUC, the Brier test was used. Friedman’s
test was applied to test for differences between the dataset-specific performance measure
values obtained with different methods.

Li et al. [24] concluded that feature selection is an especially important topic, as
the proper selection of data features may improve prediction accuracy and reduce the
complexity of machine-learning models. Based on the benchmark results, the following
main statements were made: (1) RF-VI (method of embedded type [34]) and mRMR
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(method of filter type [30]) can be used, where it is sufficient to use only small numbers of
best features; (2) Lasso (method of embedded type [33]) provides comparable or slightly
better predictive performance when compared to the previously mentioned methods,
although models have a noticeably bigger number of features; (3) the mRMR method is
computationally expensive.

Unfortunately, the authors focused on predictive accuracy, missing another important
aspect, that of stability of feature selection, which creates another gap in the research.
Specifically, it remains unclear how consistent and reliable the selected features are across
various classification models and datasets. To sum things up, the importance lies in the
better reproducibility of findings derived from multi-omics analyses and better resiliency
to minor changes in the training dataset.

The stability of feature selection is an emerging topic. Khaire and Dhanalakshmi [35]
provided a review of works concerning feature-selection techniques, keeping in mind
different sources of instability and the high dimensionality of data. They noted that a
high correlation of features may frequently produce multiple equally optimal signatures,
reducing the confidence of selected features. Up-to-date analysis and comparison of feature-
selection methods were provided by Barbieri et al. [36]. They focused on comparing
different stability metrics, claiming their work to be an extensive and complete review
of feature-selection algorithms and their evaluation. They mention challenges like high-
dimensional data, small samples, noisy and redundant features, and biased data. Metrics
for selection accuracy, selection redundancy, prediction performance, algorithmic stability,
selection reliability, and computational time were employed. Furthermore, Lazebnik and
Rosenfeld [37] showed the shortcomings of existing stability metrics, unable to properly
address data drift or non-uniformly distributed missing values. A new solution inspired
by Lyapunov stability in dynamic systems was proposed. Finally, tightly targeted works
also exist, such as COVID-19-oriented ones [38,39].

As we can see, much work has been devoted either to feature-selection algorithms for
medical data or to the general stability of feature selection. Nevertheless, to the authors’
best knowledge, no one has tried to address the stability of feature selection in the case of
cancer multi-omics TCAG datasets. These aim to enrich the original work by Li et al. [24]
by extending their findings to stability aspects, which seems to be valuable for the machine-
learning community.

To summarize, in this paper:

*  we emphasize the importance of testing feature-selection stability when assessing the
quality of a classification model applied to multi-omic data;

e  we empirically study the accuracy and feature-selection stability in high-dimension
multi-omics data and analyze 15 datasets and 3 classification methods with embedded
feature selection;

®  we propose to combine accuracy with feature-selection stability for classifier evaluation.

The rest of the paper is organized as follows: in Section 2, we describe the classifiers
used, feature-stability measures, in particular the measure defined by Nogueira, the datasets
used, and the experimental setup, and offer a few words on the evaluation of classification
models. In Section 3, we present the results of the experiments. In Section 4, we discuss the
outcome we achieved, particularly within the context of the most recent literature. Finally,
we conclude in Section 5.

2. Materials and Methods
2.1. Classifiers with Embedded Feature Selection

In this study, we employed classifiers with embedded feature-selection mechanisms
based on the L1 norm. The L1 norm, or Lasso regularization, is particularly effective in high-
dimensional settings where the number of features exceeds the number of observations,
as it encourages sparsity in the feature space. The classifiers used in our analysis include
Support Vector Machine (SVM), Logistic Regression (LR), and Lasso regression, each of
which integrates feature selection directly within the model-training process.
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Let the dataset consist of m observations O; (j = 1, ...,m). Each observation O; is de-
scribed by n features and represented as an n-dimensional feature vector x; = [xj1, ..., Xj] T,
The components xj; of the vectors x; are referred to as features. Each feature vector x; is
associated with a binary label (or class) y;. The positive class, indicating the presence of a
disease, is typically denoted by 1, while the negative class can be represented as either 0
(as used in logistic and linear regression) or —1 (as is common in Support Vector Machine
models). Consequently, we can express the general-criterion function as follows:

Y lwil, ¢))
iz

Ol =

s

D (w,0) = error(y;, §(x;, w,0)) +

1
m

j=1

where w = [wy, ..., wn]T € R” represents the weight vector, and 6 € R! denotes the thresh-
old of the hyperplane H(w, 0). These parameters are determined during the minimization
of the criterion function ®¢(w, 6).

The criterion function in Equation (1) consists of two parts. The first term represents the
loss function, which measures the difference between the true values y; and the predicted
values §(x;, w,8). The second term is the regularization term, which penalizes the values
of the model weights w.

While the entire function needs to be minimized during training, the regularization
term ensures that the model weights remain small. The hyperparameter C controls the rela-
tive importance of the two terms: a smaller value of C gives more weight to regularization
(encouraging smaller weights), while a larger value of C emphasizes minimizing the loss
function, allowing for higher weights. The value of C must be set prior to optimization and
determines the trade-off between model fit and complexity.

Using the absolute values (the L1 norm) of the coefficients |w;| in the second regu-
larization term has the property that during optimization, the weights not only become
smaller but actually tend to become exactly zero, thus performing feature selection. In the
case of the L2 norm, where squared weights are used in the regularization term w?, the
weights tend to go towards zero but not exactly zero. This property of L1 regularization
makes it useful for high-dimensional datasets.

A lower value of C reduces the weight assigned to model errors while increasing
the strength of regularization. This results in more weights being driven to zero, leading
to a sparser model with fewer features. Conversely, a higher value of C increases model
complexity by allowing the inclusion of more features, enabling the model to fit the training
data more closely. This close fit is generally undesirable in the context of multi-omics data,
where the number of features n significantly exceeds the number of observations .

2.1.1. Support Vector Machines (SVM)

Support Vector Machines [40] are powerful supervised-learning models utilized for
classification tasks. By incorporating L1 regularization, SVMs can effectively perform
feature selection while constructing a hyperplane that maximizes the margin between
different classes. In our experiments, we employed the linear version of the kernel. An
observation x; is classified as belonging to the positive class y = 1 if it is located on the
positive side of the hyperplane H(w, ); otherwise, it is assigned to the negative class.

¥ = sgn(w'x; +0) @)

Assuming y; € {—1,1}, the error function can be expressed as a hinge loss func-
tion [41]:
error; = max(0,1 — y;(wix; +6)) 3)

The error, or loss, is equal to 0 if the observation x; lies on the correct side of the
hyperplane according to its true label y;.
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2.1.2. Logistic Regression (LR)

Logistic Regression [42] is a widely used classifier that models the probability of a
binary outcome based on one or more predictor variables. By applying L1 regularization,
logistic regression can effectively perform feature selection by shrinking less informative
coefficients to zero, therefore eliminating them from the model. The model prediction # is
given by a logistic function, with values in the range (0, 1) interpreted as the probability
that x; belongs to the positive class y; = 1, while 1-probability represents the likelihood of
belonging to the negative class. The negative class, in the case of LR, is usually labeled as 0.

1
1+ e— (WTIx;+6)

vi= )

error; = —log(y;) if y;i = 1else —log(1—1;) 5)

2.1.3. Lasso Regression

Lasso (Least Absolute Shrinkage and Selection Operator) regression [43] is a linear
regression method that incorporates L1 regularization to prevent overfitting and enhance
feature selection.

i =wix; +0 (6)

error; = y; — ;i ()

In our binary classification problem, where y; € {O, 1}, we use a threshold of 0.5 to
assign the class y; = 1if §; > 0.5 and the class y; = 0 otherwise.

2.2. Feature-Selection Stability Measure

One of the first measures used to assess stability was based on the intersection of
feature sets, such as the Jaccard Index [44]. These measures allow for the evaluation of
similarity between feature sets with different cardinalities, but they do not account for
the total number of features and, therefore, lack a correction for chance. This correction
was first introduced by Kuncheva [45], but it applied only to sets with the same cardi-
nality. Lustgarten later extended this approach [46] to accommodate sets with different
cardinalities. More recently, Nogueira and Brown [47] proposed a new feature-selection
stability measure based on the frequency of selected features, which is calculated based on
the Z matrix.

211 212 213 --- Zln
z z z .. Z

7 — |21 2 2n ®)
Zk1 Z2k2  Zk3 -+ Zkn

Each row Z; of Z corresponds to a feature-selection subset, while the columns repre-
sent individual features. The selection frequency of a feature f is calculated as

1 k
pr =g Lz
i=1
and the unbiased sample variance of the selection of the f-th feature is given by:

k
szf = mpf(l - Pf)'

The average number of selected features over k feature sets, denoted by 1, is:
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Additionally, we define the normalized average number of selected features p, as:

Pn =

S

Finally, the Nogueira feature-stability measure ¢(Z) is defined as follows:

% Z;I‘:l szf

pn(1— pn) ®

¢(2) =1-

As demonstrated by Nogueira and Brown [47], this measure satisfies all five desired

properties, while other measures fail to meet some of them. For this reason, we chose to
utilize this measure in our research.

1. Fully defined. It should also measure stability for subsets with different cardinalities.

2. Correction for chance. Subsets of features can share some of the features even if
selected randomly.

3. Bounds. The stability ¢(Z) (9) should be upper/lower bounded by constants not
dependent on the overall number of features or the number of features selected.

4. Maximum stability. A measure should achieve its maximum if and only if all feature
sets in Z are identical.

5. Strict monotonicity. The stability estimator ¢(Z) (9) should be a strictly decreasing
function of the sample variances sjz, of the variables Z (column in the matrix Z).

2.3. Datasets

In our study, we utilized the same datasets as those described in the benchmark study
of feature selection by Li et al. [24], as we aimed to enhance their results by measuring
feature-selection stability. Specifically, we selected the same 15 cancer datasets from The
Cancer Genome Atlas (TCGA, http://cancergenome.nih.gov, accessed on 30 October
2024) [8]. The selection criteria stipulated that datasets must contain at least 100 samples,
have no missing observations, include the outcome variable for TP53 mutations, and not
have more than 90% of observations in a single class. From these datasets, we included
four omics layers: cnv (CNV, copy number variation), mirna (miRNA, micro ribonucleic
acid), mutation, and rna (RNA, ribonucleic acid). The methylation block was excluded due to
its substantial size, which would have resulted in excessive computational times.

These datasets were also previously studied by Herrmann et al. [48], who selected
18 datasets and considered the outcome variable to be the (censored) survival time. Various
prediction methods from both machine-learning and statistical approaches demonstrated
the limited utility of multi-omics data for this task.

An overview of the 15 included datasets is provided in Table 1. Following Li et al.
[24], we predict the presence of TP53 mutations, which have been associated with poor
clinical outcomes in cancer patients [49].

2.4. Experimental Setup

For each dataset, we conducted experiments separately on individual omics features
(cnv, mirna, mutation, and rna) as well as on the combined feature set. Each experiment was
conducted using 5-fold cross-validation, repeated 3 times with different random seeds. For
each data subset (omics layers or the combined feature set) and each classifier type (LR,
SVM, Lasso), we selected the regularization parameter C prior to the cross-validation loops.
This parameter was adjusted to obtain feature subsets of low, medium, and high cardinality,
corresponding to approximately 7%, 30%, and 55% of the total number of observations
in the datasets, respectively. Details about the algorithm for choosing the C value are
described in the next paragraph. Using classifiers with fixed values for the regularization
parameters C, we fitted classification models to the training data and extracted the selected
features from the fitted models (those with weights w; # 0). The selected features were
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saved for each split, resulting in a total of 15 subsets of features (5 folds x 3 repetitions)
for each classifier and each C value across all omics in the dataset. These subsets were
then utilized to calculate feature-selection stability. Additionally, for each of these runs, we
computed the accuracy on the test set, as shown in Figure 1.

Table 1. Summary of the datasets used in the experiments. The “Split” column indicates the number
of objects without TP53 mutations and those with the mutation, respectively. The “__ALL__” column
represents the total number of available features, while the columns on the right display the number
of features for each omics layer.

Name Objects  Split0/1 __ALL__ cnv mirna mutation rna
BLCA 382 196/186 100,451 57,964 825 18,576 23,081
BRCA 735 480/255 99,475 57,964 835 17,974 22,694
COAD 191 85/106 99,520 57,964 802 18,537 22,210
ESCA 106 23/83 96,854 57,964 763 12,627 25,494
HNSC 443 136/307 97,535 57,964 793 17,247 21,520
LGG 419 224/195 90,150 57,964 645 9234 22,297
LIHC 159 115/44 91,565 57,964 776 11,820 20,994
LUAD 426 214/212 100,840 57,964 799 18,387 23,681
LUSC 418 72/346 100,891 57,964 895 18,499 23,524
PAAD 124 46/78 93,325 57,964 612 12,391 22,348
PRAD 407 359/48 91,984 57,925 585 11,701 21,769
SARC 126 78/48 91,595 57,964 778 10,000 22,842
SKCM 249 210/39 99,815 57,964 1002 18,592 22,248
STAD 295 156/139 103,365 57,964 787 18,580 26,027
UCEC 405 261/144 103,354 57,447 866 21,052 23,978

Classifier type (SVM,LR or LASSO) ‘

l

Choose hyperparameter C to select low, A
‘ medium and high number of features Dataset one of 15 and all or one of 4 omics

C
C‘,;,':d Stratified 5-folds lterate 3 times with different
Crigh cross-validation random seed
v
Train set 1 Test set 1 Train set 2 Test set 4 Train set 5 | | Test set 5

Classifiers are fit for each Fit classifiers

split (1..5) in each iteration
(1..3).

Fit classifiers

average

accuracy

e average number
of features

s feature selection

stability

Features subset Features subset

Figure 1. Experimental setup. For each omics layer and all omics, 5-fold stratified cross-validation
was repeated 3 times. Each of 3 classifiers was trained using three different C values (Cj,y,, Cppjeq and
Chign)- For each classifier, both feature selection stability and accuracy were calculated.

The experiments were conducted in the Python 3.9 programming environment. In most
cases, including procedures for generating training and test dataset splits as well as the
classification methods, implementations from the scikit-learn [50] library were uti-
lized. Detailed implementation information is provided in the source code available in the
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GitHub repository (https://github.com/tlukaszuk/feature-selection-stability-on-multi-
omics-data (accessed on 26 November)).

An important part of our computational procedure was selecting the value of parame-
ter C to ensure that the classifier utilizes the desired number of features. It should be noted,
however, that in practice, it is not possible to select C to produce a classifier model that
uses exactly the desired number of features. The number of features used by the classifier
is influenced by the subset of data on which it is fitted. Nonetheless, it can be expected
that classifier models fitted on similarly large subsets of the same dataset, with the same C
value, will use a comparable number of features. In practice, we may find that these feature
counts do not vary by more than 5%.

Based on the above, the determination of parameter C is achieved by taking as input
the type of classifier (LR, SVM, or Lasso), the desired number of features nf for the fitted
classifier model, and the dataset D = {xj,y;} (or its omics layer). The computational
procedure employs a gradual narrowing of the range of C values, training successive
classifier models and checking the resulting feature subset size. This process continues until
a classifier model is obtained that, for the tested parameter C = C,, uses approximately
the desired number of features nf (within a tolerance of 5%). The value C,; is then returned
as the determined C value, ensuring that classifier models fitted on similarly large subsets
of the same dataset D will use approximately #f features.

In our computational procedure, the determination of C-parameter values is per-
formed separately for each dataset and its subsets containing features from a single omics
layer. For each dataset, we first define the desired numbers of features #f},y, #f;0s and
1 fhign that the classification models should utilize. These feature counts correspond to
approximately 7%, 30%, and 55% of the 80% of the total number of observations (to match
the size of the training split used during 5-fold cross-validation).

The C-parameter selection is carried out independently for each classifier type (SVM,
LR, Lasso), and each desired feature count 7 fio, 1 fyed, 1 fpign- Additionally, a random 80%
split of the observation set is used during the C-parameter determination procedure to
reflect the training set size employed in the main computational workflow.

As a result, different sets of C-parameter values (low, med, and high) are used for each
classifier and each dataset or its omics subsets.

2.5. Evaluation of the Classification Models

Classification accuracy is a metric that measures how often a model correctly classifies
instances in a dataset. It is calculated as the ratio of correctly predicted instances to the total
number of instances. High accuracy indicates that the model’s predictions closely match
the actual labels, which is generally desirable.

Classification accuracy is a widely used evaluation metric. However, for unbalanced
datasets, where one class has significantly more observations than the other, classification
accuracy can be misleading. High accuracy values may not reflect good model quality, as
the model might only perform well for the majority class. In our study, several datasets are
unbalanced. To address this, we use balanced classification accuracy, which accounts for the
number of observations in each class in the evaluated sample. Throughout this paper, any
reference to classification accuracy refers specifically to balanced classification accuracy.

In the computational procedure, we used 5-fold cross-validation, where 4/5 of the
observations were used to fit the classifier model, and the remaining 1/5 were used for
evaluation. The training and evaluation process was repeated multiple times, each with a
different split between training and testing, following cross-validation guidelines. From our
perspective, when evaluating a classifier, it is more important to consider the classification
accuracy on the test subset as an unbiased estimate, reflecting the expected performance on
new observations when the models are applied in practice.

The second parameter we present from our experiments is the stability of feature
selection, expressed using the Nogueira measure (Equation (9)). This stability was eval-
uated based on the compositions of feature subsets selected by classifier models trained
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on 15 dataset splits (using 3 repetitions of 5-fold cross-validation) as shown in Figure 1. A
higher stability value indicates greater reproducibility of the feature subset compositions
and stronger independence of the classifier model from variations in the training set, which
is beneficial in practical applications.

Recognizing that both feature-selection stability and classification accuracy are crucial
for assessing the quality of a predictive model, we propose combining these two parameters
into a single metric using a weighted harmonic mean F.

1+

F pr—
B
aic + fés

(10)

where acc denotes the classification accuracy value, and fss denotes the feature-selection
stability value obtained for the tested classifier model. The parameter f§ is a weighting factor
that determines the contribution of feature-selection stability to the Fg metric. The relative
impact of the two evaluation metrics, feature-selection stability, and classification accuracy,
on the calculation of Fg is controlled by the value of . A B value of 1 indicates an equal
contribution from both metrics. Values of p > 1 increase the weight of feature-selection
stability in assessing model quality, while values of 0 < B < 1 place greater emphasis on
classification accuracy. The appropriate choice of  depends on the specific problem and
the relative importance of each evaluation metric.

3. Results

This section presents and discusses the results obtained from our experiments. The
focus of this presentation will be on the three aspects investigated: classification accuracy,
feature-selection stability, and our proposed metric, which combines classification accuracy
and feature-selection stability into a single parameter.

Given the large number of datasets used in this study, we will not present the results for
each dataset individually. Instead, we will report averaged values and standard deviations
for each type and kind of classifier studied, with a breakdown by omics layer. This approach
will allow for more general conclusions to be drawn.

The classification accuracy values for the examined methods across different omics
layers are detailed in Table 2 and Figure 2. The results are categorized by three ranges of
the regularization parameter C (low, med, high).

It can be observed that for virtually every omics layer, the highest classification
accuracy is achieved with classifiers of med-complexity. This suggests that moderate model
complexity, defined by the number of features used, is optimal for achieving accuracy.
Increasing or decreasing the number of features leads to a decline in classification accuracy.

Regarding the classification accuracy values, the highest results were seen with the
__ALL__ (0.721-0.745) and rna (0.723-0.744) layers, while the lowest results were observed
with the mutation layer (0.605-0.617).
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Table 2. Classification accuracy values (means and standard deviations) on the test part of the dataset
achieved for the examined classification methods in the three ranges of C parameter values (low, med, high).

Omics Layer

Classifier __ALL__ cnv mirna mutation rna
SVM_low 0.724 +0.061  0.663 4+ 0.070 0.686 = 0.065 0.612 £ 0.063  0.729 + 0.059
SVM_ med 0743 E006L 78 1 0064 0685+ 0063 0.616+0056 0.740 + 0.062
SVM_high 0.721 £ 0.066  0.661 4+ 0.069  0.655 4 0.061  0.605 = 0.062  0.723 £ 0.064
LR_low 0.723 £ 0.062 0.661 +0.070 0.685 4+ 0.066  0.612 = 0.065 0.728 =+ 0.060
LR_med 0.739 4 0.064 0.677 £ 0.066  0.685 £+ 0.063 0.615 + 0.058  0.738 4 0.065
LR_high 0.728 = 0.063  0.668 4+ 0.065 0.661 +0.060 0.606 = 0.058  0.728 + 0.065
Lasso_low 0.727 +0.057  0.684 +0.070 0.684 +0.064 0.608 = 0.063  0.732 + 0.056
Lasso_med 0.745 4+ 0.062  0.690 £ 0.059 0.696 + 0.059 0.617 £ 0.058  0.743 + 0.060
Lasso_high 0.742 +0.061  0.681 +0.069 0.678 +0.064  0.606 = 0.058  0.744 + 0.059

The best results are highlighted in green, while the weakest results are highlighted in red.
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Figure 2. Classification accuracy values on the test part of the dataset achieved for the examined
classification methods in the three ranges of C parameter values. The central dots represent the mean
values calculated from the results across 15 datasets and 15 spits of each dataset. The vertical lines
represent the standard deviation values.

Among the classifiers evaluated, the SVM model exhibited the highest overall accuracy
at the med range of C with an accuracy of 0.743, while the weakest performance was
observed for the mutation layer in the high range, with an accuracy of 0.605. The LR
model exhibited slightly lower accuracy compared to SVM. However, similar to SVM,
its best performances (0.739 and 0.738) were achieved in the med range. The achieved
peak accuracies of 0.745 in the med range for the overall dataset and 0.743 for the rna
omics layer, highlighting its effectiveness in this configuration. It is also worth noting
that the differences in classification accuracy across classifier types (SVM, LR, Lasso) in
corresponding configurations are minimal.

The stability of feature selection values, as measured by the Nogueira metric, is
summarized in Table 3 and Figure 3 for the examined classification methods across different
ranges of the regularization parameter C (low, med, high).
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Table 3. The values of feature-selection stability (means and standard deviations), as measured by the
Nogueira metric, obtained for the classification methods across three ranges of C parameter values
(low, med, high).

Omics Layer

Classifier __ALL__ cnv mirna mutation rna
SVM_low 0.482 +0.086  0.449 £ 0.079 0.597 +0.091 0.420 +0.093  0.470 4 0.085
SVM_med 0.396 +0.035 0.381 +-0.039 0.470 4 0.047 0.398 = 0.045 0.387 £ 0.035
SVM_high 0.353 = 0.033 0.364 £ 0.030 0.372 +£0.046 0.363 = 0.036  0.345 4 0.033
LR_low 0.479 +0.082  0.453 £0.080 0.590 + 0.087 0.419 +0.093  0.464 4+ 0.089
LR_med 0.397 +£0.035 0.385 4+ 0.041 0.472 +0.045 0.401 =0.050 0.390 £ 0.034
LR_high 0.384 +0.033 0.372 +0.031 0.394 +0.041 0.383 £0.028 0.376 £ 0.037
Lasso_low 0.470 +0.089 0.447 +0.080 0.589 4+ 0.080 0.424 +0.093  0.462 £ 0.091
Lasso_med 0.401 +0.044 0.376 +=0.042 0.488 +0.033  0.399 £ 0.050  0.395 =+ 0.037
Lasso_high 0.376 = 0.033  0.368 +0.030 0.409 4+ 0.041 0.374 £0.036  0.366 £ 0.030

The best results are highlighted in green, while the weakest results are highlighted in red.

Among the classifiers evaluated, the SVM demonstrated varying stability, with the
highest stability for the mirna layer at the low C range, achieving a value of 0.597. However,
stability decreased significantly in the high C range, with an overall stability score of
only 0.353, indicating reduced reliability in feature selection. The LR exhibited consistent
performance, particularly at the low C range, where the stability for the mirna layer reached
0.590. Stability values for LR were generally lower in the med and high ranges, reflecting
a consistent but less robust feature selection across the parameter spectrum. The Lasso
regression also showed strong stability at the low C range, with the highest value of 0.589
for the mirna layer. However, similar to the other methods, stability diminished in the
higher parameter ranges, especially noted with a score of 0.366 for the rna layer in the
high range. Overall, the low C range consistently yielded better feature-selection stability
across all classifiers, highlighting the trade-off between model complexity and stability in
multi-omics data analysis.
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Figure 3. The values of feature-selection stability, according to the Nogueira measure, obtained
for the tested classification methods across three ranges of C parameter values. The central dots
represent the mean values calculated from the results across 15 datasets. The vertical lines represent
the standard deviation values.

The weighted harmonic mean Fg of classification accuracy and feature-selection stabil-
ity values, achieved for the examined classification methods across different ranges of the
regularization parameter C (low, med, high), is summarized in Table 4. This measure pro-
vides a balanced assessment of both performance metrics, with equal weighting assigned

(B=1).
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Table 4. Values (means and standard deviations) of the weighted harmonic mean Fg of classification
accuracy and feature-selection stability achieved for the examined classification methods in the three
ranges of C parameter values (low, med, and high). The values presented in the table were determined

for B = 1, indicating equal weighting of classification accuracy and feature-selection stability.

Classifier

Omics Layer

_ALL__ cnv mirna mutation rna
SVM_low 0.578 +0.096 0.528 +-0.062  0.637 4+ 0.093  0.495 £ 0.092  0.570 £ 0.094
SVM_med 0.515+0.049 04854+ 0.049 0553 +0.043 0.482 +£0.054 0.507 £+ 0.048
SVM_high 0.473 +0.044 0.466 +0.036 0.471 +0.040 0.452 £+ 0.044  0.465 -+ 0.044
LR_low 0.575 +0.093  0.530 + 0.063  0.632 4+ 0.090  0.494 £+ 0.093  0.565 =+ 0.097
LR_med 0.515+0.050 0.488 +0.050 0.555 4+ 0.041 0.483 +£0.059  0.509 + 0.049
LR_high 0.502 +0.051 0.475 4+ 0.039 0.490 4+ 0.037 0.468 4+ 0.043  0.495 £ 0.051
Lasso_low 0.570 0.099 0.535 +0.065 0.632 +0.091  0.496 £+ 0.093  0.565 + 0.099
Lasso_med 0.520 +0.059 0.484 +0.048 0.572 +0.046 0.482 £ 0.057 0.515 £ 0.052
Lasso_high 0.498 +0.046 0.475 4+ 0.037 0.507 +0.039  0.461 = 0.046  0.489 + 0.045

The best results are highlighted in green, while the weakest results are highlighted in red.

Among the classifiers, the LR achieved the highest overall weighted harmonic mean in
the low C range, with a value of 0.575, indicating strong performance in both classification
accuracy and feature-selection stability. The best stability was recorded for the mirna
layer, reaching 0.632, which highlights the robustness of LR in this context. The SVM also
performed well in the low C range, with a weighted harmonic mean of 0.578, demonstrating
solid classification accuracy, particularly for the mirna layer at 0.637. However, performance
decreased in the med and high ranges, suggesting that increasing model complexity
adversely affects the balance between accuracy and stability. The Lasso regression exhibited
similar trends, with the best overall performance in the low C range at 0.570 and notable
stability for the mirna layer at 0.632. As with the other methods, a decline in performance
was observed as C increased, particularly evident in the high C range, where Lasso achieved
the lowest score of 0.498. Overall, the results indicate that lower values of C tend to yield
better balances between classification accuracy and feature selection stability across all
classifiers, emphasizing the importance of model tuning in multi-omics analyses.

Figure 4 presents a summary of the Fg values obtained for the three different f-weight
values. In each case, the less-complex models (low, using fewer features) exhibit higher Fg
values, even when the contribution of classification accuracy is weighted five times higher
than feature-selection stability.
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Figure 4. Values of the weighted harmonic mean [y of classification accuracy and feature selection
stability achieved for the tested classification methods in the three ranges of C parameter values.
The central dots represent the mean values calculated from the results across 15 datasets. The
vertical lines represent the standard deviation values. In the first graph, classification accuracy and
feature-selection stability have equal contributions to the harmonic mean (8 = 1). In the second
graph, stability is weighted 5 times more than classification accuracy (8 = 5). In the third graph,
classification accuracy is weighted 5 times more than feature-selection stability (8 = 0.2).

4. Discussion

The aim of our work was not to precisely replicate the experiments presented in Li
et al. [24] but to extend the evaluation metrics they used, focused on classification accuracy
and related metrics, to include feature selection stability, which is increasingly recognized
as an important evaluation parameter [22,36,51]. In our analysis, we used different feature-
selection and classification methods than Li et al. [24] but applied them to the same datasets.
We achieved similar classification accuracy values. Additionally, we demonstrated that
when considering both classification accuracy and feature-selection stability, a model
with different parameters can be identified as the best. Classification accuracy (or its
derivative) remains a crucial parameter for evaluating the quality of a classification model,
but incorporating feature-selection stability provides a more comprehensive assessment.
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In our analysis, the classification accuracy across individual omic layers and the
combined feature set did not exhibit significant variations. This stability in accuracy may be
attributed to the inherent biological nature of cancer, which manifests across multiple omics
layers. The consistent representation of cancer-related pathways and processes in genomic,
transcriptomic, proteomic, and metabolomic data suggests that key signals for classification
are preserved across these diverse data types. This highlights the interconnectedness of
biological systems in cancer pathology and reinforces the notion that integrating multi-
omics data can offer a more comprehensive understanding of the disease.

Furthermore, the robust performance across different omics layers underscores the
potential of comprehensive multi-omics approaches for effective biomarker discovery. It
also suggests that cancer characteristics are sufficiently prominent across all omics layers,
resulting in similar predictive power. However, this consistency warrants further inves-
tigation into whether certain omics layers contribute disproportionately to classification
outcomes. Such insights could inform future studies on optimal feature selection and
model training in multi-omics research.

Our future work could focus on extending the validation of the presented method
to high-dimensional datasets beyond the medical domain, such as those found in fields
like finance, social sciences, or environmental studies. This would help to evaluate the
generalizability and robustness of the method in various contexts. Additionally, developing
a comprehensive framework for the automated assessment of feature-selection stability in
multi-omics data is another promising direction. This framework could integrate multi-
ple stability metrics, incorporate machine-learning algorithms tailored to different omics
types, and provide visualization tools to aid in interpreting stability outcomes. Such
advancements would enhance the usability and effectiveness of stability assessments in
complex, high-dimensional datasets, ultimately contributing to more reliable and repro-
ducible feature-selection processes across diverse scientific disciplines.

In concluding the discussion, it is essential to acknowledge the limitations of the
presented research. We take into consideration only four omic layers, which may not
capture the full complexity of biological systems. In reality, there are additional omic layers,
such as methylation, which can provide valuable insights. By excluding these layers, the
analysis may overlook critical interactions and regulatory mechanisms that could influence
the results. Future studies should aim to include a broader range of omic layers to provide
a more holistic understanding and to better reflect the intricacies of multi-omics datasets.

5. Conclusions

In conclusion, this study underscores the importance of evaluating both classification
accuracy and feature-selection stability in multi-omics data analysis. By employing a range
of classifiers, including Support Vector Machine, Logistic Regression, and Lasso regression,
we demonstrated that the choice of regularization parameter C significantly impacts both
performance metrics. Our findings indicate that lower values of C consistently yield a
better balance between classification accuracy and feature selection stability, particularly
for Logistic Regression and Lasso regression.

The integration of the Nogueira feature-stability measure and the weighted harmonic
mean of accuracy and stability offers a comprehensive approach to assess the reliability
of feature selection in multi-omics contexts. The insights gained from our analysis high-
light the necessity for careful model tuning and validation to improve the robustness of
biomarker discovery processes in cancer research.

Overall, this work not only contributes to the understanding of feature-selection
stability but also sets the stage for future investigations aimed at enhancing predictive
modeling in multi-omics studies. By prioritizing stability alongside accuracy, researchers
can develop more reliable models that facilitate advancements in precision medicine and
the effective treatment of complex diseases.
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Abstract: Ferroptosis is a regulated form of cell death that involves iron-dependent lipid peroxidation.
Ferroptosis-related genes (FRGs) play an essential role in the tumorigenesis of gastric cancer (GC),
which is one of the most common and lethal cancers worldwide. Understanding the prognostic
significance of FRGs in GC can shed light on GC treatment and diagnosis. In this study, we proposed a
new gene co-expression network analysis method, namely EP-WGCNA. This method used Euclidean
and Pearson weighted distance (EP_dis) to construct a weighted gene co-expression network instead
of the Pearson’s correlation coefficient used in the original WGCNA method. The aim was to better
capture the interactions and functional associations among genes. We used EP-WGCNA to identify
the FRGs related to GC phenotype and applied bioinformatics methods to select the FRGs associated
with the prognosis (P-FRGs) of GC patients. Firstly, we screened the FRGs that were differentially
expressed based on the TCGA and GTEx databases. Then, we selected the P-FRGs using EP-WGCNA,
Cox regression, and Kaplan-Meier analysis. The prognostic model based on P-FRGs-Cox (ALB,
BNIP3, DPEP1, GLS2, MEG3, PDK4, TF, and TSC22D3) was constructed on the TCGA-GTEx dataset.
According to the median risk score, all patients in the TCGA training dataset and GSE84426 testing
dataset were classified into a high- or low-risk group. GC patients in the low-risk group showed
higher survival probability than those in the high-risk group. The time-dependent receiver operating
characteristic (timeROC) showed that EP-WGCNA-Cox predicted 0.77 in the training set and 0.64 in
the testing set for the 5-year survival rate of GC patients, which was better than traditional WGCNA-
Cox (P-WGCNA-Cox). In addition, we validated that the P-FRGs were significantly differentially
expressed in the adjacent non-tumor gastric tissues and tumor tissues by immunohistochemical
staining from the Human Protein Atlas (HPA) database. We also found that the P-FRGs were enriched
in tumorigenic pathways by enrichment analysis. In conclusion, our study demonstrated that EP-
WGCNA can mine the key FRGs related to the phenotype of GC and is superior to the P-WGCNA.
The EP-WGCNA-Cox model based on P-FRGs is reliable in predicting the survival rate of GC patients
and can provide potential biomarkers and therapeutic targets for GC.

Keywords: gastric cancer; prognosis; ferroptosis; EP-WGCNA

1. Introduction

Gastric cancer (GC) is a prevalent and deadly malignancy worldwide. According
to the recent statistics from the GLOBOCAN database, it ranks fifth in incidence and
fourth in mortality in the world [1]. Surgery is the primary and most effective treatment
for GC patients, which can significantly improve their survival rate [2]. However, the
survival rate remains constrained by low early diagnosis rate [3] and poor postoperative
recovery [4]. Therefore, there is an urgent need to identify novel biomarkers for GC
screening, diagnosis, prognosis, and therapy. Biomarkers are molecules that can facilitate
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disease screening, diagnosis, characterization, and monitoring [5], and they are more
convenient and economical than the direct measurement of the final clinical endpoint
in clinic [6]. Effective biomarkers can assist in finding optimal individualized treatment
approaches for GC patients.

Ferroptosis is a novel form of programmed cell death that depends on iron and
involves free lipid peroxidation and plasma membrane rupture. Unlike apoptosis, cell
necrosis, and autophagy, ferroptosis has distinct features and mechanisms [7]. Its main
characteristics are shown in two aspects: cell morphology and cellular component. Ferrop-
tosis leads to smaller mitochondria, increased membrane density, and a ridge reduction in
cells. Ferroptosis also increases lipid peroxidation and reactive oxygen species (ROS) in
cells. The main mechanism of ferroptosis is to catalyze the highly expressed unsaturated
fatty acids on the cell membrane under the action of ferric or ester oxygenase. This results
in lipid peroxidation, thus inducing cell death. In addition, ferroptosis decreases the expres-
sion of the antioxidant system (glutathione GSH and glutathione peroxidase 4-GPX4) [7].
Many studies have revealed that ferroptosis-related genes (FRGs) are potential prognostic
biomarkers for cancer. For example, Sun et al. [8] constructed a ferroptosis-related risk
score (FRRS) using random forest and principal component analysis on 1328 samples and
36 FRGs. They validated the FRRS in three independent datasets and showed that it could
predict the prognosis and immunotherapy response of lung adenocarcinoma patients.
Similarly, Mou et al. [9] identified 25 FRGs and methylation genes that correlated with the
survival of renal clear cell carcinoma patients using bioinformatics methods. Moreover, Zhu
et al. [10] reported that a low expression of two FRGs was associated with poor outcomes
of adrenocortical carcinoma patients. However, the role of these FRGs in GC prognosis
remains unclear.

Weighted gene co-expression network analysis (WGCNA) is a widely used and power-
ful network analysis method for identifying key genes in tumor datasets. It organizes genes
with similar functions and regulatory mechanisms into common modules and explores the
relationship between these modules and biological processes. WGCNA analysis is based
on two assumptions: (1) Genes with similar expression patterns may have co-regulation,
functional relevance or be in the same pathway; (2) Gene networks follow a scale-free dis-
tribution. Based on these two points, we can divide gene networks into different modules
according to expression similarity and then identify hub genes [11]. WGCNA has been
widely used in the predicting research of cancer prognosis-related genes. However, the
classical WGCNA methods usually measure linear similarity between genes based on the
Pearson correlation coefficient (denoted as P-WGCNA). This measure can only capture
the local variable trends between two gene expression levels and may lose some neces-
sary information for complex structured datasets. Therefore, Ning et al. [12] proposed a
new similarity measure method—EP_dis—that combined Euclidean distance and Pearson
distance by a weighted method. EP_dis captures both global spatial correlation and local
variation trend between data points. Based on this, we consider using EP_dis as a method
to measure gene similarity and construct a gene co-expression network (EP-WGCNA) to
capture more intrinsic relationships between gene expression levels. A smaller EP_dis
represents a stronger similarity between the two genes.

In summary, we focused on the GC dataset as the research object and utilized the
EP-WGCNA-Cox to predicted prognosis-related ferroptosis genes (P-FRGs). We com-
prehensively analyzed the function and biological significance of P-FRGs from multiple
perspectives. We used timeROC [13] to assess the predictive performance of the prognostic
model, GO functional enrichment analysis [14] to analyze gene function enrichment, lit-
erature report to validate the findings, and immunohistochemical staining in the Human
Protein Atlas (HPA) database to confirm the gene expression.
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2. Materials and Methods
2.1. Data Source and Preprocessing

We downloaded RNA sequencing data (HTSeq-Counts) of 407 GC samples (adjacent
non-tumor: 32, tumor: 375) and corresponding clinical data from the TCGA database
(TCGA-STAD, https:/ /xenabrowser.net/datapages (accessed on 25 April 2022)). To balance
the number of tumor and non-tumor tissue samples, we also downloaded gene expression
data of 174 normal gastric tissue samples from the GTEx database (https:/ /xenabrowser.
net/datapages (accessed on 30 April 2022)) and combined them with the adjacent non-
tumor tissue samples [15]. We used this combined dataset of TCGA-GTEXx as the training
set (all data were generated by Illumina platform). For validation, we used the GSE84426
dataset from the GEO database. On 12 August 2022, we downloaded 564 FRGs from the
FerrDB database [16]. We extracted probe information from the annotation file to annotate
the genes for both TCGA and GTEx data. Then, we classified the tumor and non-tumor
tissues based on clinical information. We merged the tumor, non-tumor, and normal tissues
by gene names. We normalized the sequencing depth and removed batch effects. This
resulted in a new dataset, with sample name as row name and gene name as column name,
including 581 GC samples (normal: 206, tumor: 375) and 57,793 genes. Table 1 shows the
clinical pathological features of patients in TCGA-STAD and GSE84426. Some patients had
incomplete clinical data, so not all information is shown in Table 1.

Table 1. Clinical characteristics of the GC patients included in this study.

Characteristics TCGA-STAD (n = 375) GSES84426 (n = 76)
Ace <65 164 (43.73%) 22 (28.95%)
& >65 208 (55.47%) 54 (71.05%)
Gend Male 239 (63.73%) 54 (71.05%)
ender Female 136 (36.27%) 22 (28.95%)
I 36 (9.60%) _
I 69 (18.40%) _
Stage I 95 (25.33%) B
v 22 (5.87%) B
T1 14 (3.73%) 0
T stace T2 51 (13.60%) 3 (3.95%)
8 T3 109 (29.07%) 25 (32.90%)
T4 59 (15.73%) 48 (63.15%)
NO 67 (17.87%) 9 (11.84%)
N stase N1 65 (17.33%) 33 (43.42%)
8 N2 50 (13.33%) 33 (43.42%)
N3 45 (12.00%) 1 (1.32%)
MO 213 (56.80%) _
M stage M1 12 (3.20%) _
Survival Alive 230 (61.33%) 41 (53.95%)
urvival status Dead 145 (38.67%) 34 (44.74%)

Some patients had incomplete clinical data, so the table did not show information for all patients.

We used R (version 4.2.1) language to filter out genes with low expression in the
TCGA-GTEXx dataset (quantitative analysis was performed by count-per-million first, and
then those whose gene value was less than 1 were filtered out) and conducted a Trimmed
Mean of M-values (TMM) normalization of the data. Next, we screened the differentially
expressed genes (DEGs) in the dataset using empirical Bayesian estimation and exact test
based on the negative binomial model, with |1ogFC| > 1 and padj < 0.05 as screening
criteria. We obtained the padj using the Benjamini—-Hochberg (BH) method. Finally, we
took the genes shared by DEGs and FRGs and noted them as DE-FRGs.
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2.2. Co-Expression Network Analysis—P-WGCNA and EP-WGCNA

In this study, the classical P-WGCNA construction was implemented directly using a
series of functions provided by the WGCNA package in R language, while the improved EP-
WGCNA was implemented by self-coding based on the related functions in the WGCNA
package. The main implementation steps of the two are as follows:

(1) Calculate the similarity matrix S;;. Based on the P-WGCNA method, the elements in
the similarity matrix are composed of Pearson linear correlation coefficients between
gene i and gene j, that is, (Sij)umgmd = cor(i,j); and based on the EP-WGCNA
method, the elements are composed of EP_dis between gene i and gene j, that is,
Si]’ = EP_dis(i,j).

(2) Define the adjacency matrix A;; = |Sl-j|ﬂ , that is, perform power law operation on the
similarity. In order to make the connection between genes in the network follow a
scale-free distribution, select the soft threshold 3 according to the scale-free network
model index R?; f is represented in code by softPower. The code implemented by the
two methods in this step:

#P-WGCNA

Adjacency = adjacency (datExpr, power=softPower);
#calculate the adjacencies, datExpr represents gene expression matrix

#EP-WGCNA
Adjacency = adjacency.fromSimilarity (EP_dis, power=softPower)
#calculate the adjacencies based on EP_dis

(3) Construct a topological overlap matrix TOM;;.

(4) Calculate the distance matrix disTOM = 1 — TOM;;, construct a hierarchical clus-
tering tree, and use the dynamic pruning algorithm to obtain gene modules. The
minimum number of genes in the module is set to 30. Then, merge similar modules
with a merge threshold of 0.2.

(5) Calculate the correlation coefficient between gene module feature genes and pheno-
types (denoted as ME) to identify significant modules. The P-WGCNA used Pearson
correlation coefficients, and the EP-WGCNA used EP_dis [12]. The larger the ME
value of a module, the more related it is to the phenotype. This study selected modules
with [ME| > 0.8 as significant modules.

2.3. Prognostic Model Construction and Validation

We used univariate and multivariate Cox regression analyses [17] to identify the P-
FRGs. Based on the P-FRGs, we constructed a Cox regression model of prognostic hazard
ratios on the training set. The expression values of the P-FRGs were the expressions of
corresponding genes in TCGA-GTEx. We used the overall survival time and status of
GC patients in TCGA as our response variables. To quantify the risk for each patient, we
calculated the risk score based on the standardized expression level (g;) as follows:

N
Risk Score = ) " ¢; x 4; (1)
i=1

where N is the number of genes and g; is the coefficient from Cox regression analysis. We
dichotomized the patients into high- and low-risk groups based on whether their risk score
was above or below the median value. Subsequently, we conducted Kaplan-Meier (KM)
analysis [17] to assess the survival outcomes between the two groups. We also used timeROC
to evaluate the predictive ability of the prognostic model for the 5-year survival rate of patients.
In addition, we validated the prognostic model in an external dataset, GSE84426.

2.4. GO Enrichment Analysis

Gene ontology (GO) enrichment analysis was used to analyze the gene function of P-
FRGs, including biological process (BP), cellular component (CC), and molecular function
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(MF). The GO pathway with a p-value and false discovery rate (FDR) below 0.05 was
selected and recorded for further analysis.

2.5. Immunohistochemical Staining from the HPA Database

The Human Protein Atlas (HPA, https:/ /www.proteinatlas.org/ (accessed on 15 February
2023)) database examined the expression of each protein in detail in 64 cell lines, 48 normal hu-
man tissues, and 20 tumor tissues using highly specific antibodies and immunoassay techniques
(Western blotting, immunofluorescence, and immunohistochemistry). It provides information
on the tissue and cellular distribution of 26,000 human proteins. In this study, we used the HPA
database to explore the expression of P-FRGs in GC.

2.6. Statistical Analysis

Fisher’s exact test with p-values adjusted by the BH method was used to compare gene
expression between tumor tissues and non-tumorous tissues. Univariate and multivariate
Cox regression analyses were conducted to identify the independent factors related to
survival time and survival status. The overall survival between different groups was
compared by Kaplan-Meier analysis with the Log-rank test. If not specified above, a
p-value below 0.05 was considered statistically significant. All statistical analyses were
performed with R software (version 4.2.1).

3. Results
3.1. Phenotypic Related Genes Were Identified by P-WGCNA and EP-WGCNA

Following the differential expression analysis, total number of 11,606 DEGs were
identified. To reduce the computational complexity of gene co-expression network analysis,
we selected the top 30% of genes based on their absolute median deviation. Subsequently,
we organized the data into a data matrix with rows as samples (581) and columns as genes
(3000) and used it as the input matrix for both the P-WGCNA and EP-WGCNA.

As shown in Figure 1A,B, when performing weighted gene co-expression network analy-
sis based on P-WGCNA, 13 gene modules were obtained by dynamic cutting, and 8 modules
were obtained after merging; when performing network analysis based on EP-WGCNA,
7 gene modules were obtained by dynamic cutting, and 5 modules were obtained after merg-
ing. The correlation between each module and GC phenotype is shown in Figure 1C,D, where
different colors on the y-axis represent different modules, and two phenotypes of normal
people and GC patients are listed on the x-axis. Modules with a correlation greater than
0.8 with the phenotype were selected as significant modules. The significant modules and the
number of genes in each module identified based on P-WGCNA were blue (1233) and pink
(481), with a total of 1714 genes. However, the genes identified based on EP-WGCNA were
brown (865), blue (575), and grey (613), with a total of 2053 genes. To find out the DE-FRGs
in the significant modules identified by both algorithms, we intersected each module with
564 FRGs. As shown in Figure 1E,F, there were 39 DE-FRGs identified by P-WGCNA, and
44 DE-FRGs were identified by EP-WGCNA.

3.2. Selection of Ferroptosis-Related Genes Associated with Patient Prognosis

We performed univariate and multivariate Cox regression analysis to evaluate the associa-
tion between the DE-FRGs identified by P-WGCNA and EP-WGCNA and the prognosis of GC
patients, using their survival time and status as dependent variables. We used a p-value < 0.1
for univariate analysis and a p-value < 0.05 for multivariate analysis as the screening criteria.
Among the DE-FRGs identified by P-WGCNA, nine P-FRGs were identified, including ALB,
AR, BNIP3, CBS, CDC25A, FABP4, MEG3, MYB and PDK4 (Supplementary Materials Table S1),
while among the DE-FRGs identified by EP-WGCNA, eight P-FRGs were identified, including
ALB, BNIP3, DPEP1, GLS2, MEG3, PDK4, TF and TSC22D3, as shown in Table 2. The complete
results of Cox regression analysis based on P-WGCNA and EP-WGCNA screened genes
are presented in Supplementary Materials Tables S2 and S3. Then, we used Log-rank test
(with Log-rank p < 0.05 as the screening criterion) and Kaplan-Meier (KM) curve analysis to
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examine the correlation between these P-FRGs and the overall survival of GC patients. We
found that all of them were significantly associated with the overall survival. In Figure 2 are
the KM curves of the eight P-FRGs screened by EP-WGCNA-Cox. Among these genes, ALB,
BNIP3, DPEP1, FABP4, MEG3, PDK4, TF and TSC22D3 demonstrated significantly higher
survival time in the low expression group than in the high expression group, while GLS2 had
significantly higher survival time in the high expression group than in the low expression
group. The KM curves of the nine P-FRGs screened by P-WGCNA-Cox are presented in
Supplementary Materials Figure S1.
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Figure 1. (A,B): Gene clustering tree and module division based on P-WGCNA and EP-WGCNA
methods, respectively. The dynamic tree cut represents the module divided by the original calculation
and the merged dynamic represents the merged result; (C,D): The correlation between each module
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and GC phenotype based on P-WGCNA and EP-WGCNA methods, respectively. Red indicates
that the module is positively correlated with GC phenotypes, and blue indicates that the module

is negatively correlated with GC phenotypes. The greater the absolute value of the number, the

stronger the correlation; (E,F): The number of DE-FRGs contained in significant modules identified
based on P-WGCNA and EP-WGCNA methods, respectively. Green represents the ferroptosis-related
genes, other colors represent the module colors selected, and numbers represent the number of genes

contained in each module.

Table 2. Univariate and multivariate regression analysis of the correlation between overall survival
of GC patients and DE-FRGs identified by EP-WGCNA (p-value < 0.05).

Univariate Analysis

Multivariate Analysis

Characteristics

Hazard Ratio (95% CI) p Value Hazard Ratio (95% CI) p Value

ALB 1.464 (1.051-2.041) 0.024 1.413 (1.005-1.987) 0.047

BNIP3 1.363 (0.979-1.899) 0.047 1.049 (0.737-1.492) 0.022

DPEP1 1.296 (0.933-1.800) 0.012 1.568 (1.076-2.284) 0.019

GLS2 0.821 (0.591-1.140) 0.039 1.286 (0.908-1.823) 0.012

MEG3 1.454 (1.045-2.023) 0.026 1.573 (1.095-2.259) 0.026

PDK4 1.825 (1.302-2.559) <0.001 1.505 (1.077-2.102) 0.014

TF 1.530 (1.098-2.131) 0.012 1.300 (0.919-1.837) 0.038

TSC22D3 1.407 (1.011-1.959) 0.043 1.017 (0.695-1.487) 0.023
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Figure 2. Relationship between P-FRGs identified by EP-WGCNA-Cox and overall survival of GC
patients. Blue represents the low expression group and red represents the high expression group.
(A) ALB. (B) BNIP3. (C) DPEP1. (D) GLS2. (E) MEG3. (F) PDK4. (G) TF. (H) TSC22D3.
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3.3. Prognostic Model Construction and Validation

Using P-WGCNA-Cox and EP-WGCNA-Cox, nine P-FRGs and eight P-FRGs were
identified, respectively. Then, risk score models were established on the training set TCGA-

STAD using the following formulas:
P-WGCNA-Cox:

RiskScore = g(ALB) x 0.07 4+ g(AR) x 0.03 + g(CBS) x 0.07
+g(CDC25A) x 0.03 + g(BNIP3) x 0.06 )
+g(FABP4) x 0.05 + g(MEG3) x 0.11 + g(MYB) x (—0.07)
+g(PDK4) x 0.02

EP-WGCNA-Cox:

RiskScore = g(ALB) x 0.05+ g(BNIP3) x 0.05+ g(DPEP1) x 0.01
+g(GLS2) x (—0.18) + g(MEG3) x 0.08 3)
+g(PDK4) x 0.04 + g(TF) x 0.08 + g(TSC22D3) x 0.01

Based on the median risk score of P-WGCNA-Cox and EP-WGCNA-Cox models,
375 GC cases were classified into a high-risk group (n = 187) and a low-risk group (n = 188),
as depicted in Figure 3A,B. The KM curves showed that the overall survival rate of the
low-risk group was significantly higher compared to that of the high-risk group (p < 0.05)
for both methods. The timeROC curve showed that for the 5-year survival rate of GC
patients, the prognostic model constructed by P-WGCNA-Cox predicted 0.69 (Figure 3C),
while the prognostic model constructed by EP-WGCNA-Cox predicted 0.77 (Figure 3D),
indicating that the EP-WGCNA-Cox model had a better performance in predicting the
survival rate of GC patients.
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Figure 3. P-WGCNA-Cox and EP-WGCNA-Cox prognostic models were constructed on TCGA-STAD.
(A,B): KM curves of overall survival of GC patients in the P-WGCNA-Cox and EP-WGCNA-Cox prognostic
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models in the high and low risk groups; (C,D): timeROC curve of 5-year survival in GC patients
predicted by P-WGCNA-Cox and EP-WGCNA-Cox prognostic models.

To assess the robustness of the prognostic model, the risk score for each patient in the
validation set GSE84426 was calculated using the same formulas employed in the training
set. Similar to the classification in the training set, the patients in the validation set were
divided into a high-risk group (n = 37) and a low-risk group (1 = 38), and the KM curve
showed that the overall survival rate of the GC low-risk group was also significantly higher
than that of the high-risk group (p < 0.05) (Figure 4A,B). The timeROC analysis showed
that the AUC of the P-WGCNA-Cox was 0.59 at 5 years (Figure 4C). On the other hand, the
AUC of the EP-WGCNA-Cox was 0.64 at 5 years (Figure 4D). This results indicate that the
prognostic model constructed by EP-WGCNA-Cox had a good reliability.
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Figure 4. P-WGCNA-Cox and EP-WGCNA-Cox prognostic models were constructed on GSE84426.
(A,B): KM curves of overall survival of GC patients in the P-WGCNA-Cox and EP-WGCNA-Cox
prognostic models in the high and low risk groups; (C,D): timeROC curve of 5-year survival in GC
patients predicted by P-WGCNA-Cox and EP-WGCNA-Cox prognostic models.

3.4. GO Enrichment Analysis

We performed GO enrichment analysis on the eight P-FRGs identified by EP-WGCNA-
Cox to explore their gene function; the specific enrichment results are shown in Table 3.
In terms of BP, the significantly enriched pathways included reactive oxygen species
metabolic process (GO:0072593), cellular response to metal ion (GO:0071248), cellular
response to inorganic substance (GO:0071241), cellular response to iron ion (GO:0071281),
transferrin transport (GO:0033572), ferric iron transport (GO:0015682) and cellular iron
ion homeostasis (GO:0006879). In terms of CC, these genes were significantly enriched in
blood microparticle (GO:0072562), integral component of mitochondrial outer membrane
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(GO:0031307), intrinsic component of mitochondrial outer membrane (GO:0031306), platelet
alpha granule lumen (GO:0031093) and platelet alpha granule (GO:0031091). In terms of
MF, the significantly enriched pathways were ferric iron binding (GO:0008199), oxygen
binding (GO:0019825), antioxidant activity (GO:0016209), hydrolase activity, acting on
carbon-nitrogen bonds (GO:0016810) and iron ion binding (GO:0050662).

Table 3. Partial results of GO enrichment analysis of P-FRGs.

Ontology ID Description p-Value FDR
BP GO:0072593 reactive oxygen species metabolic process 6.73 x 10° 0.009
BP GO:0071248 cellular response to metal ion 0.002 0.041
BP GO:0071241 cellular response to inorganic substance 0.002 0.046
BP GO:0071281 cellular response to iron ion 0.003 0.046
BP GO:0033572 transferrin transport 0.011 0.050
BP GO:0015682 ferric iron transport 0.012 0.050
BP GO:0006879 cellular iron ion homeostasis 0.019 0.022
CcC GO:0072562 blood microparticle 8.12 x 104 0.034
CcC GO:0031307 integral component of mitochondrial outer membrane 0.006 0.038
CcC GO:0031306 intrinsic component of mitochondrial outer membrane 0.006 0.038
CcC GO:0031093 platelet alpha granule lumen 0.020 0.043
CcC GO:0031091 platelet alpha granule 0.027 0.048
MF GO:0008199 ferric iron binding 0.003 0.033
MF GO:0019825 oxygen binding 0.010 0.034
MF GO:0016209 antioxidant activity 0.024 0.039
MF GO:0016810 hydrolase activity, acting on carbon-nitrogen bonds 0.034 0.048

3.5. Immunohistochemical Staining

We searched the immunohistochemical images of P-FRGs from the HPA database. In
the HPA database, the quantity of cells stained is greater than 75%, indicating significant
differential expression. In accordance with the degree of staining and the quantity of
stained cells, it was found that ALB, BNIP3, DPEP1, GLS2, PDK4, TF, and TSC22D3 were
significantly differentially expressed in the adjacent non-tumor gastric tissues and tumor
tissues (Figure 5). According to the information provided by the database, immunostaining
was performed with following antibodies: ALB (HPA031025), BNIP3 (CAB011676), DPEP1
(HPA009426), GLS2 (HPA038608), PDK4 (HPA056731), TF (HPA001527) and TSC22D3
(CAB034364). No immunohistochemical images of MEG3 were found.

Figure 5. Cont.
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Figure 5. The expression characteristics of 7 P-FRGs in GC. (A) ALB. (B) BNIP3. (C) DPEP1. (D) GLS2.
(E) PDK4. (F) TF. (G) TSC22D3.

4. Discussion

The current incidence and mortality rates of gastric cancer (GC) are on the rise, with
a concerning trend of increasing proportions and younger age of onset [18]. Researchers
have found that iron metabolism is altered in GC cells, making iron vital for their growth
and survival [19]. This finding offers a new perspectives for GC prevention and treatment,
as well as opportunities for studying FRGs in GC. However, GC datasets usually have
large samples and high dimensions, making it challenging to identify FRGs that directly
impact patient outcomes from these datasets. Therefore, the selection of relevant and
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informative genes becomes crucial. Eliminating irrelevant, redundant, and noisy genes can
reduce the computational burden of the classifier and enhance their accuracy. Additionally,
this gene selection process facilitates the validation of selected genes in molecular biology
experiments [20].

In this study, we used P-WGCNA and EP-WGCNA to select genes that are closely
related to phenotype. Then, we further used univariate and multivariate Cox regression
analyses and KM curves to calculate the correlation between these genes and GC prognosis.
Then, we identified nine P-FRGs (ALB, AR, BNIP3, CBS, CDC25A, FABP4, MEG3, MYB
and PDK4) based on P-WGCNA-Cox. Eight P-FRGs (ALB, BNIP3, DPEP1, GLS2, MEG3,
PDK4, TF, and TSC22D3) were identified based on EP-WGCNA-Cox. Risk scoring models
based on nine and eight P-FRGs were constructed, respectively. The KM curve showed
that the survival rate of the low-risk group divided based on the median risk score was
significantly higher than that of the high-risk group. TimeROC showed that the prognostic
model constructed by P-FRGs based on the EP-WGCNA-Cox method was reliable and
superior to P-WGCNA-Cox in predicting the 5-year survival of patients, which was also
verified in the validation set GSE84426. In addition, we used GO functional enrichment
analysis and the HPA database to further study the eight P-FRGs. It was found that
eight P-FRGs were significantly enriched in ferric iron binding (GO: 0008199), blood
microparticle (GO: 0072562), reactive oxygen species metabolic process (GO: 0072593) and
so on. Relevant studies have shown that these pathways are important factors in the
occurrence and development of GC and the occurrence of ferroptosis [21-23]. According
to the degree of immunohistochemical staining and the quantity of stained cells staining
from HPA, seven P-FRGs (ALB, BNIP3, DPEP1, GLS2, PDK4, TF, and TSC22D3) were
significantly differentially expressed in the adjacent non-tumor gastric tissues and tumor
tissues.

In the past, clinical characteristics such as age, TNM stages, and some serum markers
were commonly used to predict the prognosis of GC patients. However, due to individual
differences, these single factors may not provide sufficient accuracy or effectiveness in im-
proving treatment options [24]. With the development of molecular biology and genomics,
researchers have found that cancer is a genetic disease and have proposed therapies target-
ing specific genes [25]. Ferroptosis has been proven to be closely related to the proliferation,
invasion, metastasis, and drug resistance of GC [26], but its connections to the prognosis
of GC patients remains unclear. In this context, we constructed a new prognostic model
(EP-WGCNA-Cox) based on eight FRGs and found it is more reliable in predicting the
survival rate of GC patients than P-WGCNA-Cox. In addition, compared with other studies,
the EP-WGCNA-Cox model also has some advantages. For example, Huang et al. [27]
and Zhang et al. [28] found the 5-year survival rate of GC patients was 0.668 and 0.713,
respectively, using LASSO-Cox. Wang et al. [29] constructed a three-FRG risk score to
predict the survival rate of GC patients by P-WGCNA-Cox and the AUC was 0.611, which
is lower than our P-WGCNA-Cox result. This is likely due to the additional dataset, GTEX,
included in our training process. Mao et al. [30] used P-WGCNA-LASSO-Cox to construct
an 18-gene signature and it predicted that the 5-year survival rate was 0.726, while our
EP-WGCNA-Cox result was 0.77. This indicates that EP-WGCNA can be mined for key
genes and EP-WGCNA-Cox is reliable in predicting the survival rate of GC patients.

Referring to the literature reports, among the eight P-FRGs screened based on EP-
WGCNA, ALB (Albumin) has a variety of important physiological functions, including
maintaining blood colloid osmotic pressure between blood vessels and tissues, binding
and participating in the transport of various small molecule substances, detoxification
and reprocessing of metabolic products, inhibiting platelet aggregation and anticoagula-
tion, etc., which are of great significance in the life process. Recent studies have shown that
postoperative ALB expression is an effective prognostic factor for elderly GC patients [31],
and the ratio of C-reactive protein to ALB can predict poor local prognosis for late-stage
GC patients [32]. In addition, ALB expression is also closely related to the occurrence and
development of endometrial cancer [33], liver cancer [34] and osteosarcoma [35]. BNIP3
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(BCL2 Interacting Protein 3) polymorphism is highly correlated with GC patients” disease
susceptibility and clinicopathological characteristics [36], and histidine deficiency promotes
GC mitochondrial autophagy by mediating BNIP3 promoter demethylation via IncRNA
PVT1, thereby inhibiting GC cell proliferation [37]. GLS2 (Glutaminase 2) overexpression
can significantly inhibit GC cell proliferation and migration and enhance GC cell apop-
tosis by upregulating cystathionine gamma-lyase 3 expression [38]. MEG3 (Maternally
Expressed 3, non-coding protein) has been proven to be related to the primary tumor site
of GC [39] and may be a susceptibility factor for the development of lung cancer, colorectal
cancer, and GC [40]. Studies have shown that PDK4 (Pyruvate Dehydrogenase Kinase 4)
has been identified as a potential candidate diagnostic biomarker and therapeutic target
for GC patients [41], TF (Transferrin) has been shown to be highly expressed in GC and
associated with poor prognosis of GC patients [42], and TSC22D3 (TSC22 Domain Family
Member 3) is considered to be involved in the GC iron death-related key competitive
endogenous RNA network [43]. DPEP1 (Dipeptidase 1) has been shown to be an important
regulator of single-pathway iron death and to cause kidney disease development by alter-
ing cellular iron transport [44], and it is also related to leukemia [45], hepatoblastoma [46],
osteoarthritis [47] and colon cancer resistance [48]; however, DPEP1’s relationship with GC
patient prognosis is less studied. Based on this chapter’s research, DPEP1 may be a new
research direction for GC.

This study has several limitations that need to be acknowledged. Firstly, datasets are
all from public databases, and as such the results should be validated through in vitro and
vivo experiments. Secondly, we relied on the HPA database to explore the expression of
P-FRGs. Furthermore, the immunohistochemical image of MEG3 is not available, and this
should be validated via alternative experiments, such as RT-PCR and Western blot.

5. Conclusions

In conclusion, the EP-WGCNA proposed in this paper can mine the key FRGs related
to the prognosis of GC patients and is superior to the P-WGCNA. The EP-WGCNA-Cox
model, based on ALB, BNIP3, DPEP1, GLS2, MEG3, PDK4, TF and TSC22D3, is reliable for
predicting the 5-year survival rate of GC patients. For clinical use, P-FRGs can be measured
to monitor the development of GC. In the follow-up research process, the EP-WGCNA
proposed in this paper can be extended to the prognostic gene prediction of other types of
cancers. By utilizing gene expression from various cancer types, it is possible to explore the
differences and commonalities between different cancers. In addition, the research results
of this paper can be further explored using techniques such as RT-PCR and Western blot.

Supplementary Materials: The following supporting information can be downloaded at: https:/ /www.
mdpi.com/article/10.3390/app13127108/s1, Figure S1: Relationship between P-FRGs identified by
P-WGCNA-Cox and overall survival of GC patients, blue represents the low expression group
and red represents the high expression group. (A) ALB. (B) AR. (C) BNIP3. (D) CBS. (E) CDC25A.
(F) EABP4. (G) MEG3. (H) MYB. (I) PDK4.; Table S1: Univariate and multivariate regression analysis
of the correlation between overall survival of GC patients and DE-FRGs identified by P-WGCNA
(p-value < 0.05); Table S2: Univariate and multivariate regression analysis of the correlation between
overall survival of GC patients and DE-FRGs identified by P-WGCNA; Table S3: Univariate and
multivariate regression analysis of the correlation between overall survival of GC patients and
DE-FRGs identified by EP-WGCNA; Ref. [20].
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Abbreviations

The following abbreviations are used in this manuscript:

FRGs Ferroptosis-related genes
GC Gastric Cancer
WGCNA/P-WGCNA  Weighted gene co-expression network analysis based on Pearson
EP_dis Euclidean and Pearson weighted distance
EP-WGCNA Construction of weighted gene co-expression network based on EP_dis
P-FRGs Ferroptosis-related Genes associated with the prognosis of patients
TCGA The Cancer Genome Atlas
GTEx Genotype-Tissue Expression
GEO Gene Expression Omnibus
timeROC Time-dependent Receiver Operating Characteristic
HPA Human Protein Atlas
DEGs Differentially expressed genes
DE-FRGs Differentially expressed ferroptosis-related genes
TMM Trimmed Mean of M-values
ME The correlation coefficient between gene module feature genes
and phenotypes
KM Kaplan-Meier
GO Gene ontology
BP Biological process
CcC Cellular component
MF Molecular function
FDR False discovery rate
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