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Preface

Wearable sensor systems have rapidly evolved from laboratory prototypes into practical
platforms capable of continuously capturing human position, attitude, and motion in real-world
environments. This Reprint is devoted to the design, implementation, and application of such
systems, bringing together contributions that reflect both technological maturity and emerging
innovation in this dynamic field.

The subject of this Reprint centers on sensing architectures and computational frameworks
that enable reliable human motion tracking. Its scope spans hardware design, including soft
and textile-based sensors, inertial measurement units, and microelectromechanical devices, as
well as algorithmic approaches such as sensor fusion, recurrent neural networks, clustering-based
personalization, and physics-informed modeling. Beyond individual components, many of the
collected works emphasize full system integration, addressing calibration, robustness, energy
efficiency, and real-time performance.

The aim of this Reprint is twofold. First, it seeks to document current progress in
wearable motion-tracking technologies, highlighting advances that move beyond proof-of-concept
demonstrations toward deployable solutions. Second, it aims to provide a structured overview of
methodological trends, practical challenges, and interdisciplinary opportunities that are shaping the
next generation of wearable systems. By presenting diverse yet interconnected contributions, this
collection illustrates how materials science, embedded electronics, signal processing, and machine
learning are converging to support accurate and unobtrusive human motion analysis.

The motivation for this Reprint arises from the growing demand for reliable motion tracking
across multiple domains. Applications in rehabilitation, sports biomechanics, driver monitoring,
elderly care, human-robot interaction, and distributed health monitoring require systems that are
not only precise but also comfortable, scalable, and adaptive to user variability. Addressing these
requirements demands coordinated progress at the levels of sensor design, modeling, and system
validation, a theme that runs consistently throughout the contributions included here.

This Reprint is addressed to researchers and engineers working in wearable computing, human
sensing, robotics, biomedical engineering, and intelligent systems. It is also intended for graduate
students and interdisciplinary practitioners seeking an informed perspective on the state of the art in
wearable motion tracking. By consolidating recent advances and identifying ongoing challenges,
this collection aims to support continued innovation and critical discussion within the research

community.

Lei Jing
Guest Editor
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Article
Integrating Inverse Kinematics and the Facial Action Coding
System for Physically Grounded Facial Expression Synthesis

Binghao Wang, Lei Jing, Jungpil Shin and Xiang Li *

Graduate School of Computer Science and Engineering, University of Aizu, Aizu-Wakamatsu 965-8580, Japan
* Correspondence: xiangli@u-aizu.ac.jp

Abstract

Synthesizing anatomically plausible facial expressions for embodied avatars requires bridg-
ing the gap between high-level semantic intent and low-level physical constraints. This
study presents a unified architecture that establishes a “Semantic-Kinematic Loop,” ex-
plicitly coupling FACS-based control with biomechanical regularization. Unlike black-box
neural renderers or purely geometric BlendShape systems, our framework employs a
multi-stage pipeline: semantic intent is first mapped to Action Units (AUs), which then
drive a coarse linear deformation, followed by a fine grained refinement stage using a
topology-aware Inverse Kinematics (IK) solver. This solver enforces segment length con-
straints and inter-region coupling, effectively translating abstract affective signals into
physically grounded surface deformations. Furthermore, the framework exploits this kine-
matic structure to enable controlled perturbation strategies, facilitating the generation of
diverse, anatomically valid synthetic training data. The experimental results indicate that
this hybrid approach effectively eliminates surface tearing artifacts and achieves superior
anatomical fidelity in reproducing complex emotional states.

Keywords: facial expression synthesis; inverse kinematics; embodied Al; data augmentation

1. Introduction
1.1. Motivation

In recent years, Embodied Artificial Intelligence (EAI) has emerged as a pivotal paradigm,
shifting the focus of intelligent systems from disembodied reasoning to physically grounded
interaction within human-centric environments [1]. Within this domain, digital human
avatars capable of high-fidelity affective communication have become central to applications
ranging from immersive virtual reality to human-robot interaction. Unlike static image
analysis, embodied avatars must synthesize facial expressions that are not only semantically
recognizable but also geometrically continuous and anatomically plausible [2].

Despite significant advancements in deep learning-based visual perception and motion
synthesis [3,4], current approaches to facial expression modeling face a critical dichotomy
between semantic controllability and physical realism.

On one hand, data driven approaches leveraging deep neural networks have achieved
remarkable success in capturing high-frequency details from video data [5]. However,
these models often function as “black boxes” that reproduce captured motion distributions
without an underlying understanding of facial biomechanics. Consequently, they frequently
suffer from limited generalization when adapting to unseen identities or extreme affective
states, as they lack the structural constraints to extrapolate beyond the training manifold [6].
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On the other hand, parameter based approaches, such as those grounded in the Facial
Action Coding System (FACS) [7,8] and BlendShape (BS) animation [9,10], offer excellent
semantic interpretability. These systems decompose complex expressions into discrete
Action Units (AUs), allowing for precise semantic control. However, traditional BlendShape
models typically rely on linear interpolation of morph targets. This linearity fails to model
the non-linear coupling and tissue dynamics inherent in human facial muscles [11]. As
a result, synthesized expressions often exhibit geometric discontinuities or “mask-like”
artifacts, particularly in regions requiring complex muscle co-articulation, such as the
nasolabial folds during a smile or the brow-eye interface during frowning [12].

While Inverse Kinematics (IK) has been widely adopted to enforce anatomical con-
straints in full-body and hand gesture reconstruction [13], its application to facial micro-
expressions remains underexplored. Existing research has begun to integrate biomechanics
with facial analysis, yet a unified framework that bridges high-level semantic intent with
low-level kinematic constraints is still lacking.

This research addresses this gap by proposing a Semantic-Kinematic Loop. We hypoth-
esize that expressive human embodiment requires a hybrid architecture where semantic
intent (driven by FACS) is realized through physical constraints (enforced by IK). By mod-
eling key facial regions as constrained kinematic chains, we aim to correct the geometric
artifacts inherent in linear BlendShape systems, thereby achieving facial synthesis that is
both semantically editable and anatomically coherent.

1.2. Contributions

This study proposes a novel framework for physically grounded facial expression syn-
thesis. To the best of our knowledge, this work represents the first attempt to explicitly inte-
grate Inverse Kinematics as a geometric regularizer within the standard FACS-BlendShape
pipeline. The main contributions are summarized as follows:

* A Unified Semantic-Kinematic Framework: We propose a novel architecture that
establishes a “Semantic-Kinematic Loop,” bridging the long-standing gap between
high-level FACS interpretability and low-level anatomical fidelity. By embedding
biomechanical constraints directly into the semantic control loop, this framework offers
a real-time, mathematically grounded solution that reconciles semantic editability with
structural realism, proving its feasibility for high-fidelity embodied avatar systems.

*  Localized Facial IK Solver: We introduce a topology-aware IK solver that functions
as a non-linear geometric regularizer. Unlike generic solvers, it models key facial
regions (e.g., lips, eyelids) as coupled kinematic chains constrained by physiological
limits. This approach effectively eliminates the rigid “mask-like” artifacts inherent
in linear BlendShapes and ensures organic boundary transitions, achieving physical
plausibility at a computational cost suitable for interactive applications.

e Kinematic-based Data Augmentation: We demonstrate the generative capacity of
our framework through a physics-aware augmentation strategy. By systematically
perturbing the solver’s kinematic parameters (e.g., damping, stiffness) within anatom-
ically valid bounds, we generate a continuous manifold of expressive variations. This
provides a scalable, feasible pathway for synthesizing diverse, labeled training data,
overcoming the dependency on limited static capture datasets.

2. Related Work
2.1. Semantic Facial Representation: FACS and BlendShapes

Facial expression modeling has long relied on the Facial Action Coding System
(FACS) [7], which decomposes complex emotional states into anatomically grounded
Action Units (AUs). This semantic structure serves as the foundation for BlendShape

https://doi.org/10.3390/ electronics15030558



Electronics 2026, 15, 558

animation, the industry standard for digital avatars [9]. While high-fidelity databases such
as FaceWarehouse [10] and FLAME [14] have enabled the creation of diverse expression
manifolds, a fundamental limitation of these linear models is their inability to capture
the non-linear skin deformation and muscle coupling inherent in real faces. As noted in
recent rigging studies [15], purely parameter-based interpolation often results in geometric
inconsistencies and lacks temporal smoothness, motivating the need for post-processing
layers that can enforce anatomical constraints without the computational overhead of dense
physics simulation.

2.2. Data-Driven Synthesis and Neural Rendering

In recent years, deep generative models have revolutionized facial synthesis. Tech-
niques ranging from 3D Morphable Models (3DMM) to recent Neural Radiance Fields
(NeRFs) allow for photorealistic reconstruction from monocular video [16]. State-of-the-art
frameworks like EMOCA [6] leverage affective loss functions to capture high-frequency
emotional details. However, while approaches such as SDMM-RF [17] attempt to combine
the controllability of parametric models with the fidelity of neural fields, they often function
as “black boxes” lacking explicit structural control. Unlike our proposed framework, which
maintains a clear separation between semantic intent and physical realization, neural ren-
dering methods often struggle with explicit editing tasks—such as adjusting the intensity
of a specific muscle group without altering global identity features [12].

2.3. Inverse Kinematics and Biomechanical Constraints

Inverse Kinematics (IK) is a cornerstone of skeletal animation, widely used to recon-
struct physically valid full-body poses from sparse signals [13]. However, its application to
the soft deformable tissue of the face remains limited compared to skeletal domains. While
physically based simulation methods, such as Finite Element Analysis (FEA), offer high
accuracy, they are computationally prohibitive for real-time interaction [18]. Recent work
by Cui et al. [11] introduced biomechanics-guided AU detection using force modeling,
demonstrating the value of physical priors in expression analysis. Our work extends
this philosophy by proposing a lightweight Kinematic-based approach. Instead of sim-
ulating dense tissue dynamics, we model facial regions as constrained kinematic chains.
This strikes a balance between the computational efficiency of geometric blendshapes
and the anatomical plausibility of physical simulation, filling a critical gap in real-time
embodied avatars.

2.4. Facial Retargeting and Deformation Transfer

Beyond reconstruction, a critical challenge in embodied avatars is facial retarget-
ing—transferring expressions from a source actor to a target character with different
geometry. Traditional geometric methods rely on deformation transfer [19] or optimiz-
ing personalized BlendShapes [20] to maintain semantic correspondence. More recent
approaches, such as the FLAME model [14] and DECA [21], separate shape, pose, and
expression parameters to achieve robust coarse-to-fine control. However, these methods
primarily focus on surface fitting. When retargeting expressions to stylized characters or
widely varying topologies, geometric constraints often fail, leading to unnatural shearing
or volume loss. While neural approaches like Deep Video Portraits [22] and Face2Face [23]
achieve photorealism through image-to-image translation, they often neglect the underly-
ing skeletal logic. Our IK-driven framework addresses this by introducing a “kinematic
skeleton” layer that enforces structural integrity during the retargeting process, ensuring
that the transferred motion respects the biomechanical limits of the target avatar.

https://doi.org/10.3390/ electronics15030558
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2.5. Synthetic Data Generation for Affective Computing

The scarcity of labeled 3D facial expression data has driven interest in synthetic data
generation. Works like Fakelt [24] and SynFace [25] demonstrate that models trained on
high-quality synthetic renders can generalize well to real-world tasks. However, most
existing synthetic pipelines rely on “replaying” captured motion capture data [26], which
limits the diversity of the dataset to the acting range of the original performers. Generative
augmentation, as explored in semantic editing [27], offers a path to expand this diversity.
Our work aligns with this trend but introduces a physics-aware perturbation mechanism.
Instead of merely interpolating semantic vectors, we perturb the kinematic solver’s sensi-
tivity, generating physically valid variations of expression intensity and micro-timing that
are crucial for robust emotion recognition training [28,29].

3. Facial Expression Augmentation via Facial IK and FACS
3.1. Overview of the Semantic—Kinematic Facial Loop

To bridge the gap between semantic controllability and physical realism in facial
animation, this component establishes a hierarchical framework connecting semantic repre-
sentation and kinematic synthesis. Unlike traditional pipelines that rely solely on linear
interpolation, our system employs a multi-stage architecture, as visualized in Figure 1. The
framework converts perceptual features extracted from facial video into semantically inter-
pretable Action Unit (AU) activations, and subsequently reconstructs physically consistent
motion through a coupled BlendShape and Inverse Kinematics (IK) refinement process.

Proposed Semantic-Kinematic Loop

""""""" \ i ; ; | peeserescnsce
i Input Video | EXtoction | 1. Semantic Layer | PP 2. Linear Layer Tereeting | 3 Kinematic Layer | Corection ! E::;‘g::li:lt !
{ (Landmarks) | (AU Activation) (BlendShape) (IK Refinement) ! Mesh) !
_____________ 1 Il 1

,,,,,,,,,,,,,

Figure 1. The processing pipeline of the Facial IK-AUG framework. The system transforms input

landmarks into interpretable Action Units (AUs), drives a linear BlendShape model, and finally refines
the geometry using Inverse Kinematics (IK) to ensure anatomical plausibility before rendering.

At the front-end, the input facial video is processed using the MediaPipe FaceMesh
model, producing dense 3D landmarks and temporal confidence signals. These landmarks
are normalized by head pose and inter-ocular scale and passed through an AU regression
module. This layer outputs an activation vector that encodes interpretable expression
semantics such as smiling, frowning, or brow raising serving as a compact interface between
data-driven recognition and procedural animation.

To ensure geometric continuity, the AU signals first drive a standard BlendShape layer
(Linear Layer) to generate a base deformation. However, to correct the rigid artifacts often
observed in pure linear systems, a specialized Kinematic Layer follows. This layer refines
the deformation over key regions mouth, jaw, eyes, brow, cheek, and nose—by modeling
them as kinematic chains constrained by segment lengths. In this context, the facial IK
acts as a non-linear geometric regularizer, translating sparse activations into anatomically
coherent surface deformations.

The output of this pipeline consists of synchronized rendered frames and metadata:
AU trajectories, BlendShape weights, and solver diagnostics. These artifacts form a phys-
ically grounded representation, facilitating the exploration of generative augmentation
while aligning semantic intent with biomechanical realism.

https://doi.org/10.3390/ electronics15030558
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3.2. Facial IK-AUG Implementation Principle

The Facial IK-AUG module provides a unified computational pathway that transforms
perceptual Action Unit (AU) estimates into physically constrained facial motion. The
process begins with landmark extraction and normalization, continues with AU regression
and BlendShape activation, and concludes with an inverse-kinematics refinement that
enforces geometric continuity across facial regions. Mathematical notation is defined
specifically for the facial topology to ensure self-contained rigor.

Landmark Acquisition and FACS Mapping. For each frame ¢, the MediaPipe FaceMesh
model extracts a set of 3D facial keypoints,

L) ={p(i,t) eR®|i=1,...,468},

where p(i, t) denotes the 3D coordinates of the i-th landmark. The set £(t) represents the
complete facial geometry at time ¢.

To obtain subject-invariant geometry, each point is normalized in a head-centered
coordinate frame:

pli,t) =s(t)'R()" (p(i,t) —t(t)),

where s(t) is the inter-ocular scale, R(t) the head-rotation matrix, and t(f) the head-
translation vector.
The normalized point set is passed into an AU-regression operator Fay,

a(t) = Fau(L(t)),

yielding the AU-intensity vector a(t) € [0, 1]M.
To prevent dominance in mutually exclusive AUs, a competitive normalization is applied:

% _ am(t)
wn(t) = Y e an(t) +¢’

where (), denotes the conflict group associated with AU m, and & > 0 ensures numerical
stability.

AU-to-BlendShape Mapping. Each AU contributes to BlendShape activation via a linear
mixing model:
M
be(t) = ) Wik §m (1),
m=1
where W € RM*K jg the AU-BS mapping matrix and g € RM contains AU-specific
gain factors.
To reduce jitter between consecutive frames, a temporal smoothing filter is applied:

~

bi(t) = aby(t) + (1 - a) b(t = 1),

where the scalar « € [0.4,0.6] controls the responsiveness—stability trade-off. These
smoothed BS weights b(t) serve as high-level semantic controllers for facial deformation.

Inverse-Kinematics Refinement. While BS-based deformation provides semantic expres-
siveness, it may introduce discontinuities at boundaries between adjacent regions such
as the cheek, brow, and eyelids. To maintain anatomical coherence, a lightweight inverse-
kinematics refinement is applied.

The face is partitioned into a set of regions,

R = {mouth, jaw, eyes, brow, cheek, nose},

https://doi.org/10.3390/ electronics15030558
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and each region r € R is modeled as a short kinematic chain,

Cr = {10(7)111(7’)/ s /Jn(r) (7’)},

where Ji(r) € R3 is the k-th joint position in region 7.
For each region, the IK solver estimates the joint-parameter vector u(r) and aligns the
chain’s end-effector with a target treg(7) derived from AU and BS signals.

min Y [pena(r5007) — tig)[ 4 A X () —u(]* + Ay X glur)us).

{u(r)} reR reR (rs)eN

This equation contains three terms. The first term drives the end-effector of each region
toward its AU-based target. The second term enforces temporal smoothness between the
current parameter vector u(r) and the previous one u~ (r). The third term introduces
cross-region coupling to prevent discontinuities between neighboring regions (r,s) € N.

Differential IK Update. The update for u(r) follows a damped least-squares rule,

M) =0T +uD) e,

where J; is the Jacobian of region r and e, the positional residual. This expression gives the
smallest-norm joint update that reduces end-effector error while damping unstable directions.
Alternatively, CCD can be used:

u(r) < CCD(u(r), treg(r)),

where the operator iteratively rotates each joint in the chain to minimize end-effector error.

Target Synthesis and Coupling. The target te () for each region is generated by combin-
ing AU activation and BS displacement. For example, eyelid controllers follow circular
arcs anchored at the canthi, while lip-corner controllers blend AU12 (smile) and AU20 (lip
stretcher), modulated by jaw-opening AUs.

Cross-region coupling ensures that adjacent areas such as cheek-mouth and brow-eye
evolve coherently, preventing surface tearing common in linear models.

Numerical Safeguards and Stability. Joint angles are constrained to physiological limits,
and temporal changes in the parameter vectors u(r) are capped to prevent sudden motion.
Coupling weights are scaled by geodesic distance so that only spatially relevant neighbors
influence one another.

Output and Integration. Facial IK-AUG produces synchronized AU sequences, Blend-
Shape weight curves, and region-level bone rotations. These outputs form a coherent,
anatomically valid representation of facial dynamics that integrates seamlessly with down-
stream affective computing and animation tasks, ensuring a unified facial embodiment
framework.

Based on the theoretical framework and mathematical formulations discussed above,
the complete computational process is formalized in Algorithm 1. The procedure accepts
the AU vector a(t) and smoothed BlendShape weights b(t) as inputs to define per-region
targets. It then iteratively executes the differential IK update loop (Lines 5-12), applying
the damped least-squares optimization to update the joint parameters u(r) while strictly
enforcing physiological limits and cross-region coupling (r,s) € N. This ensures that the
final region rotations {R(r)} achieve both geometric accuracy and anatomical coherence.

https://doi.org/10.3390/ electronics15030558
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Algorithm 1 Facial IK-AUG Refinement Procedure

Require: AU vector a(t), smoothed BS weights b(t), region chains {C,}
Ensure: Refined region rotations {R(r)}

1: for each regionr € R do

2 treg(r) ¢ Frarger(a(t), b(t),7)

3: Initialize u(r) < u™ (r)

4: end for

5: repeat

6 for each region r do

7: Compute Jacobian J, and residual e,

8 Bu(r) < (07 +00) T e

9 Apply joint limits and maintain segment lengths

10: end for

11: Apply coupling across all neighboring pairs (r,s) € N/
12: until global residual norm < ¢ or iteration limit reached
13: Update R(r) through forward kinematics

3.3. Expression Diversity Enhancement via Semantic—Kinematic Perturbation

To bridge the gap between deterministic reconstruction and realistic behavioral vari-
ability, the Facial IK-AUG framework is extended with a semantic-kinematic perturbation
strategy. As illustrated in Figure 2, this module systematically diversifies the generated
facial motion sequences, ensuring that synthesized expressions capture the fluidity and
heterogeneity inherent in natural human communication.

Facial Action Unit-Driven Expression Reproduction
Reproduce X
AU Value Json File Expressions Into a P
Virtual Enviroment Y

More Natural and
Generalized

Facial Action
Coding System
Mapping

Real facial Virtual

pictures Character Expressions in
Virtual Characters
Facial Muscle
Patterns
Facial Inverse Fine-tuning the Control
Kinematic of Virtual Character
BlendShape Facial Expressions
Structure

IK-Based Expression Refinement

Figure 2. Overview of the Facial IK-AUG reproduction framework. The upper pipeline illustrates
the facial reconstruction process driven by AU mapping and IK refinement. The lower pathway
depicts the perturbation stage, where muscle patterns and kinematic sensitivity are modulated to
yield generalized, expressive variants.

The framework operates across three tightly coupled domains to form a coherent
perturbation manifold:

Semantic Perturbation. Perturbations are applied directly to the Action Unit (AU) acti-
vation trajectories that encode the expressive intent. These controlled variations emulate
interpersonal differences in muscular activation intensity—for example, the distinction
between a subtle smirk and an exaggerated smile. Crucially, these perturbations preserve
the topological relationships among co-activated AUs, maintaining the integrity of the
underlying emotional semantics while enriching the distributional diversity of the data.
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Kinematic Sensitivity Modulation. Variability is induced within the IK refinement layer
(the lower pathway in Figure 2) by modulating solver-level hyperparameters, such as damp-
ing factors (p1), constraint stiffness, and inter-regional coupling weights (A¢p). These adjust-
ments produce subtle yet meaningful changes in motion timing, amplitude, and synchro-
nization between adjacent facial regions (e.g., jaw-mouth or brow—-eye coupling). This func-
tions as a low-level dynamical modulation, akin to simulating diverse biomechanical tissue
responses across different virtual subjects. Unlike random deformation noise, these kine-
matic deviations remain bounded by anatomical priors, preserving geometric consistency.

Visual Variation. Minor perturbations are introduced post-synthesis to simulate natural
variations in observation conditions. Controlled deviations in camera angle, focal depth,
and illumination are applied to replicate the perceptual noise typically encountered in
facial video acquisition. This augments the system’s robustness to downstream recog-
nition models by exposing them to photometric and geometric diversity aligned with
real-world distributions.

By strictly adhering to the causal hierarchy from semantic intent (AU layer) to biome-
chanical articulation (IK layer) to observable appearance (visual layer), the system avoids
generating stochastic distortions.

Through this generative extension, the framework transitions from a pure recon-
struction pipeline into a generative modeling paradigm. Theoretically, this facilitates the
controlled exploration of the expression space, offering a potential pathway for down-
stream applications such as cross-subject expression synthesis and domain adaptation for
emotion recognition. However, it is important to note that while this framework technically
enables the generation of physically valid expression manifolds, the quantitative impact
of this augmentation strategy on downstream task performance (e.g., classification accu-
racy) remains to be empirically verified. The current study focuses on establishing the
kinematic validity of the generated samples rather than their statistical efficacy in machine
learning pipelines.

4. Facial Expression Experiments
4.1. Overview of Facial Expression Experiments

This section evaluates the proposed Facial IKAUG framework in the domain of facial
expression reconstruction. It begins by introducing the japanese female facial expression
dataset (JAFFE) [30-32], a controlled benchmark containing canonical emotional expres-
sions captured under uniform lighting and frontal head pose conditions. The experimental
setup then details the extraction of facial landmarks, Action Unit regression, and the map-
ping from AU activations to BlendShape and bone controllers, followed by the integration
of inverse kinematics to refine region-wise deformation.

The subsequent visual analyses compare original JAFFE samples with FACS-only
and FACS + IK reconstructions across multiple emotion categories. Additional intra-class
evaluations further examine the system’s ability to reproduce fine-grained variations in
muscle activation and expression intensity. Collectively, these experiments demonstrate that
coupling semantic AU control with kinematic constraints significantly improves anatomical
continuity, muscle coordination, and expressive realism, validating the applicability of
IKAUG to facial embodiment.

4.2. Dataset

For facial expression experiments, the JAFFE dataset [30-32] is employed as a standard
benchmark. The dataset comprises grayscale images of ten Japanese female subjects, each
displaying seven canonical emotions (happiness, anger, sadness, surprise, fear, disgust,
and neutral). Owing to its controlled acquisition and comprehensive coverage of primary
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affective states, the dataset provides an appropriate platform for evaluating the proposed
FACS-driven and IK-refined facial reconstruction framework under standardized and
reproducible conditions.

4.3. Experimental Setup

For the facial experiments, the JAFFE dataset was employed as the benchmark for
evaluating the proposed FACS-IK-AUG reconstruction framework. The dataset contains
213 grayscale facial images from 10 Japanese female subjects, each displaying seven canon-
ical emotions: happiness, sadness, surprise, anger, disgust, fear, and neutral. All images
were captured under controlled lighting and frontal head poses, providing a standardized
basis for reproducible facial expression analysis.

Each image was resized to 224 x 224 pixels and normalized to zero mean and unit
variance before processing. Facial landmarks and corresponding Action Units (AUs)
were extracted using the MediaPipe FaceMesh and AU regression modules. The detected
AUs were mapped to BlendShape (BS) controllers and regional bone targets in Unity
to drive localized motion of the mouth, jaw, eyes, brows, cheeks, and nose. During
reconstruction, an inverse kinematics (IK) solver refined the AU-driven deformations to
ensure anatomically coherent motion, smooth boundary transitions, and realistic muscle
coupling across facial regions. The configuration used for Facial IKAUG reconstruction is
summarized in Table 1.

Through this configuration, the proposed system accurately reconstructed dynamic
and anatomically consistent facial expressions from static JAFFE samples. Each AU activa-
tion corresponded to a specific muscle group and was further refined by IK constraints to
maintain continuity between adjacent regions, producing realistic expressions that align
with the semantic intent of the original dataset.

Table 1. Configuration of Kinematic-Coupled Regions in the Facial IK-AUG Framework. Each region
lists representative Action Units (AUs) and mapped BlendShape or bone controllers.

Region Representative AUs BS/Bone Controllers
Mouth and Jaw AU12 (smile), AU20,
AU26/27 mouthSmile_L/R,
mouthStretch, jawRotate
Brow AUTI (inner raise),
AU2 (outer raise), AU4 (lower) browInnerUp,
browOuterUp, browDown
Eyes/Lids AUS5 (wide), AU7 (squint), eyeWide, eyeSquint,

AU41-46 (Blinks/Winks)
lid_up/down

Cheek AUG6 (cheek raiser) cheekRaise, cheekPuff
Nose AU9 (wrinkler) noseWrinkle, nostrilFlare
Lips Shape AU10 (upper raiser),
AU14 (dimpler), AU15 (depressor) lipUpperRaise,
lipDimple, lipDepress

4.4. Facial Expression Visualization and Evaluation

To evaluate the facial semantic reconstruction capability of the proposed system,
the FACS component was first tested on the JAFFE dataset, which contains canonical
expressions of Japanese female subjects under controlled conditions. As shown in Figure 3,
the left image represents the original smiling sample from JAFFE, the middle depicts the
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neutral baseline state of the virtual character before any deformation, and the right presents
the result after applying the FACS-driven control layer.

The results demonstrate that the FACS-based mapping successfully transfers the
semantic structure of the smile expression from the real facial image to the virtual avatar.
Without relying on texture-based imitation, the expression is reconstructed purely from
parametric activations of Action Units (AUs), particularly AU6 (cheek raiser) and AU12 (lip
corner puller). These activations produce the characteristic upward motion of the mouth
corners and subtle lifting of the lower eyelids, yielding a perceptually convincing “smile”
in the synthesized model.

From a structural perspective, the FACS-only reconstruction preserves high-level
affective semantics while remaining computationally interpretable. The AU-to-BlendShape
translation enables fine-grained modulation of individual muscle groups, ensuring that
each deformation corresponds to a distinct anatomical action. However, as observed in the
rendered output, the resulting facial surface still exhibits minor geometric inconsistencies
near the nasolabial and eyelid regions. This limitation stems from the independent linear
blending of morph targets, which lacks dynamic coupling between adjacent regions such
as the cheek-mouth and brow-eye interfaces.

Despite these localized artifacts, the overall performance of the FACS-driven recon-
struction validates its ability to capture the semantic essence of human expressions within
a physically interpretable control space. It establishes a crucial foundation for subsequent
integration with the inverse kinematics (IK) refinement layer, which further enhances
anatomical coherence and expressive realism.

Figure 3. FACS-driven reconstruction on the JAFFE dataset. The left image shows the original smiling
subject from JAFFE, the middle represents the neutral virtual avatar before deformation, and the
right depicts the FACS-based expression reconstruction. The synthesized expression successfully
preserves the semantic intent of a smile while highlighting the baseline capability of the FACS-only
control layer.

To evaluate the effectiveness of integrating inverse kinematics (IK) into the FACS-
driven facial control pipeline, four emotion categories—anger, happiness, sadness, and
surprise—were selected from the JAFFE database. These fundamental affective dimensions
serve as benchmarks for assessing semantic consistency and geometric realism. Figure 4
compares the original JAFFE images (top row), FACS-only reconstructions (middle row),
and the proposed FACS + IK results (bottom row).

The comparison reveals that the FACS-only model reproduces the overall semantic
intent of each emotion through activation of representative Action Units (AUs), such as
AU6 and AU12 for happiness or AU1 and AU15 for sadness. However, it lacks geometric
continuity, showing visible discontinuities around the mouth corners, nasolabial folds, and
eyelids. These artifacts create rigidity and surface separation between facial regions, giving
a “mask-like” appearance.
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Across all emotion types, IK refinement yields smoother curvature and realistic com-
pression around key regions. In happiness, cheek and eyelid movements appear more
cohesive; in anger, brow contraction is anatomically plausible; in sadness, lip and eyelid
motion become synchronized; and in surprise, the jaw-chain constraint produces a natural
open-mouth shape rather than excessive elongation.

Original images from
the JAFFE database

FACS-only
reconstruction

FACS+IK
reconstruction

Figure 4. Comparison of original JAFFE images (top), FACS-only reconstructions (middle), and FACS
+ IK reconstructions (bottom) for four emotion categories—anger, happiness, sadness, and surprise.
The IK refinement improves anatomical continuity and inter-region coherence while maintaining
semantic fidelity across all expressions.

The FACS + IK framework thus forms a bidirectional link between semantic intent and
physical realization. While FACS provides interpretable high-level control, the IK solver
translates these activations into dynamically consistent deformations. Crucially, the IK
layer acts as a non-linear regularizer, correcting the linear interpolation artifacts inherent in
BlendShape systems. The result is an expressive model that maintains semantic fidelity
and anatomical plausibility, overcoming the limitations of traditional geometric systems.

In summary, incorporating IK into the FACS control hierarchy transforms static pa-
rameterized expression modeling into physically grounded, dynamically coherent facial
synthesis. The improved realism and local muscle coordination demonstrate that the
IKAUG framework effectively bridges the gap between semantic control and biomechani-
cal plausibility, offering a scalable foundation for high-fidelity digital human embodiment.

To assess the expressive precision of the proposed Facial IKAUG framework, an intra-
class analysis was performed on the anger category from the JAFFE dataset. Anger is suitable
for fine-grained evaluation because it involves multiple interacting muscle groups and subtle
variations in intensity and symmetry. Figure 5 shows four anger samples (top), their FACS-
only reconstructions (middle), and results from the proposed FACS + IK method (bottom).

The FACS-only model captures the overall semantic intent of anger through key
Action Units such as brow lowering and lip tightening. However, its linear blending
mechanism produces rigid and simplified deformations that fail to reflect minor intensity
differences among samples. The results show uniform stiffness in the upper face and
weak coordination between the brow, cheek, and mouth, leading to visually flat or slightly
misaligned expressions.

The improved results show smooth transitions between adjacent regions and realistic
muscle coupling. Variations in frown depth, eye aperture, and lip curvature are consis-
tently reproduced, maintaining semantic identity while expressing individual intensity
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differences. The framework thus ensures local dynamic consistency and global structural
balance, bridging the gap between parametric expressivity and physical realism.

Computationally, the improvement arises from the hierarchical linkage between FACS
semantics and IK-based motion synthesis. FACS defines the emotion intent, and IK trans-
forms it into a spatially coherent deformation field. The constraint mechanism preserves
local coherence, reduces motion discontinuity, and provides temporal stability for continu-
ous sequences.

In summary, the intra-class evaluation confirms that the proposed method enables
accurate, interpretable, and physically grounded emotion synthesis. It reproduces the
target emotion with high fidelity while preserving realistic intra-class variation, demon-
strating that the Facial IKAUG system extends beyond static symbolic modeling toward a
computational embodiment of human affect that is robust to subject-specific diversity.

Original images from
the JAFFE database

FACS-only
reconstruction

FACS+IK
reconstruction

Figure 5. Intra-class expression reconstruction results for the anger category in the JAFFE dataset.
The (top) row shows the original JAFFE samples exhibiting subtle intensity differences, the (middle)
row depicts FACS-only reconstructions, and the (bottom) row presents FACS + IK reconstructions.
The proposed method accurately preserves the emotional semantics while reproducing fine-grained
variations in muscle activation and geometric tension across samples.

To objectively assess the quality of the synthesized mesh surfaces, we first analyzed
the geometric smoothness across different expression categories. Mesh smoothness was
calculated using the discrete Laplacian operator, which quantifies the local curvature
consistency of the surface vertices. As shown in the left chart of Figure 6, the proposed
FACS + IK method demonstrates a significant improvement in smoothness compared to the
baseline, particularly for high-intensity expressions like “Angry”. This quantitative increase
confirms that the IK solver effectively functions as a geometric regularizer, smoothing
out the jagged discontinuities and high-frequency artifacts that typically arise from the
independent linear interpolation of conflicting BlendShapes in the FACS-only approach.

Subsequently, we evaluated the reconstruction fidelity to ensure that the imposition of
kinematic constraints does not compromise semantic accuracy. We employed Vertex Error
(RMSE) and Structural Similarity Index (§5IM) as key metrics, as illustrated in the center
and right charts of Figure 6. The data reveals that the FACS-only baseline already achieves
high fidelity, providing a strong semantic foundation. Crucially, the FACS + IK method
maintains comparable performance metrics across all categories. It is worth noting that in
the “Sad” category, the IK refinement actually reduces the geometric error by constraining
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the mouth deformation to anatomically valid ranges, while in other categories, it introduces
only negligible deviations. This indicates that our framework successfully balances the
trade-off between geometric correction and semantic fidelity, preserving the intended
emotional content while correcting anatomical implausibilities.

Objective Evaluation: FACS-only vs FACS+IK

Mesh Smoothness (1) Vertex Error RMSE (1) SSIM Similarity (1)

- FACS-only - FACS.only. - FACS.only
0.05 1 mem FACS+IK 0.08 m PACS+HK | 0.200 —FACS+IK.

0.07 0.175
0.06 0.150

0.03 0.05 0.125

Score

0.04 0.100

0.03 0.075

0.02 0.050

0.01 0.025

0.00 0.00 0.000
Angry Happy Sad Surprise Angry Happy sad Surprise Angry Happy sad Surprise

Figure 6. Objective evaluation metrics comparing the baseline (FACS-only) and the proposed method
(FACS + IK). Arrows in parentheses indicate the direction of better performance (1: higher is better;
1+ lower is better). (Left) Mesh Smoothness scores calculated via discrete Laplacian operator; the
FACS + IK method significantly improves surface continuity, particularly in high-intensity expressions
like “Angry”. (Center) Vertex Error (RMSE) demonstrates that the proposed method maintains high
geometric accuracy, notably correcting large deformation errors in the “Sad” category while showing
only negligible deviations in others. (Right) SSIM Similarity scores confirm that the kinematic constraints
preserve or slightly enhance the visual fidelity relative to the ground truth.

We examined the physical validity of the deformations by analyzing the structural stress
distribution on the facial mesh. Structural stress was approximated by measuring the local
deformation variance of mesh edges relative to the rest pose, serving as a proxy for the strain
energy density on the facial tissue. As visualized in the top panel of Figure 7, the FACS-
only method exhibits high-intensity stress concentrations around the canthi and nasolabial
folds, corresponding to the “tearing” artifacts observed visually. In contrast, the FACS + IK
approach produces a significantly more uniform strain field, eliminating these singularities.
The quantitative analysis presented in the bottom chart confirms that the IK refinement
reduces unnatural structural stress by an average of 24.8% across the test set. This reduction is
particularly pronounced in antagonistic expressions, objectively validating that the proposed
semantic-kinematic loop effectively eliminates physically impossible surface distortions.

4.5. Validation on Downstream Emotion Recognition Tasks

To address the effectiveness of our framework in downstream applications, the syn-
thesized images from both FACS-only and FACS + IK pipelines were fed into a standard
CNN classifier to evaluate how recognizable the generated expressions are to machine
perception algorithms.

We analyzed the classifier’s confidence scores across the generated samples. As
illustrated in Figure 8, the FACS + IK method achieved a higher average confidence score
compared to the baseline, yielding a substantial overall improvement of 19.1%. While
the linear FACS-only model occasionally produces exaggerated deformations that may
confuse feature extractors, the IK refinement ensures that key expressive features (such as
the curvature of the mouth in “Happy” or the jaw opening in “Surprise”) are geometrically
precise. This geometric regularization aligns the synthesized expressions more continuously
with the canonical feature spaces learned by the CNN, thereby enhancing the algorithm’s
certainty in its predictions.

Furthermore, we examined the detailed probability distributions for specific emotion
categories to assess class separability. Figure 9 displays the softmax probability outputs
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for four representative expressions. A comparative analysis reveals that the FACS + IK
approach consistently produces sharper probability peaks for the ground-truth emotion
categories (blue bars) compared to the FACS-only baseline (red bars). For instance, in the
“Happy” and “Surprise” categories, the IK constraints effectively suppress the probability
leakage into non-target classes. This indicates that by eliminating physical artifacts—such
as unnatural shearing or inconsistent muscle coupling—the proposed framework reduces
semantic ambiguity, generating expressions that are not only anatomically valid but also
semantically distinct and robust for automated analysis.

Physiological Structural Consistency Analysis
(Proposed IK Reduces Unnatural Stress by 24.8%)

FACS-only: High Local Stress (Tearing) FACS+IK: Smooth Strain Field (Natural) 05

Deformation Stress Intensity

Global Structural Stability Comparison (Lower is More Natural)

= FACS-only (Unconstrained)
= FACS+IK (Kinematic Constrained)

Structural Stress Variance (1)

Angry Happy sad Surprise

Figure 7. Physiological Structural Consistency Analysis. Arrows in parentheses indicate the direction
of better performance ({: lower is better). (Top) Visualization of deformation stress intensity on
the facial mesh. The FACS-only baseline (left) exhibits high-frequency stress concentrations around
the eyes and mouth (bright yellow regions), indicating non-physical surface tearing. The proposed
FACS + IK method (right) distributes tension evenly, resulting in a smooth, anatomically valid
strain field. (Bottom) Quantitative comparison of Structural Stress Variance. The IK refinement
significantly reduces unnatural stress peaks, particularly in high-deformation categories like “Angry”
and “Surprise”, contributing to an overall 24.8% reduction in non-physical deformation artifacts.

Emotion Recognition Confidence (FACS vs IK)

mmm FACS-onl;
AVG Confidence: - FACS+le
1.0 1 |FACS-only: 49.8%
FACS+IK: 59.2%
Improvement: +19.1%

Confidence Score

Angry Happy Sad Surprise
Expression

Figure 8. Comparison of real-world emotion recognition confidence. The proposed FACS + IK
framework improves the classifier’s average confidence score by 19.1% compared to the baseline.
This demonstrates that the physically grounded constraints help generate more distinctive features
that align better with the canonical expression manifold learned by the CNN.
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Emotion Probability Distribution per Expression
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Figure 9. Emotion probability distributions output by the CNN classifier. The FACS + IK method (blue
bars) consistently yields higher probability peaks for the ground-truth emotion compared to FACS-
only (red bars). The IK refinement effectively suppresses probability leakage into incorrect classes
(e.g., reducing the confusion between Surprise and Fear), indicating clearer semantic separation.

4.6. Comparison with Established Methods

To situate our contribution within the broader landscape of facial synthesis, we per-
formed a quantitative comparison against two widely used baselines: FLAME (a standard
parametric head model) [14] and DECA (a detailed expression capture framework) [21].
We evaluated the reconstruction performance on the dataset using three metrics: Geometry
Error (RMSE), Visual Similarity (SSIM), and Mesh Smoothness.

As presented in the left and center charts of Figure 10, our proposed method demon-
strates competitive performance relative to the baselines. In terms of Geometry Error
(RMSE). This suggests that while statistical models like FLAME rely on global shape spaces
that generalize well across identities, our direct AU-driven kinematic chain approach can
be particularly effective for fitting local landmark deformations in expression reconstruc-
tion tasks. Similarly, regarding Visual Similarity (SSIM), our method shows results that
compare favorably (blue bars), notably in the “Surprise” category. This indicates that
the semantic-kinematic loop is capable of preserving the structural essence of the input
images, offering a viable alternative to coarse-to-fine deformation strategies, especially
when handling distinct structural changes.

A notable characteristic of the IK-based solver is its focus on maintaining mesh coher-
ence. The right chart in Figure 10 illustrates the Mesh Smoothness scores. The proposed
method exhibits improved smoothness scores compared to the baselines in this evaluation.
While detailed capture frameworks like DECA utilize displacement maps to enhance high-
frequency details, this can sometimes result in surface noise depending on the input quality.
In contrast, our topology-aware IK solver explicitly enforces segment-length constraints.
This functions as a geometric regularizer that helps prevent the regularization artifacts
often associated with purely data-driven deformation, ensuring the synthesized mesh
remains topologically consistent.
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Benchmarking Against SOTA (FLAME & DECA)
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Figure 10. Quantitative comparison with established parametric models (FLAME and DECA).
Arrows in parentheses indicate the direction of better performance (1: higher is better; |: lower
is better). (Left) Geometry Error (RMSE): The proposed method (blue) shows reduced landmark
alignment error in this dataset compared to statistical baselines. (Center) Visual Similarity (SSIM): The
structural preservation scores are competitive, particularly in expressions with large deformations
like “Surprise”. (Right) Mesh Smoothness: The higher smoothness scores suggest that the IK-based
geometric regularization effectively mitigates high-frequency surface noise relative to displacement-
based approaches.

4.7. Discussion

The experimental validation on the JAFFE dataset elucidates a fundamental dichotomy
in facial modeling: the tension between semantic editability and biomechanical fidelity.
To explicitly contextualize our contribution within this landscape, Table 2 contrasts the
proposed framework with established paradigms. While traditional FACS-based control
successfully isolates high-level affective intents (e.g., specific AU activations), relying
solely on linear BlendShape interpolation inherently fails to capture the non-linear tissue
dynamics of the human face. Conversely, physics-based simulations offer realism but lack
real-time capability. Our Semantic-Kinematic approach effectively bridges this gap.

To substantiate the comparative ratings presented in Table 2, we define the evaluation
criteria as follows:

®  Physical Plausibility is evaluated based on the adherence to anatomical laws. Physics-
based methods (e.g., FEA) achieve a “Very High” rating by modeling tissue mass,
elasticity, and fluid dynamics. Our kinematic approach warrants a “High” rating
because, unlike “Low” plausibility linear models that ignore structure entirely, it
enforces strict geometric constraints, specifically, segment lengths and joint limits
effectively eliminating surface tearing artifacts without the computational overhead
of dense tissue simulation.

e  Editability is measured by the semantic disentanglement of the control space. Our
framework achieves “High” editability through explicit, localized Action Unit pa-
rameterization, allowing users to precisely modulate specific muscles. This contrasts
with “Low” editability in neural renderers, which often rely on entangled latent
representations (“black boxes”) where targeted anatomical corrections are difficult.

Geometric Regularization via Inverse Kinematics. Our results indicate that the intro-
duction of the Inverse Kinematics (IK) layer functions effectively as a non-linear geometric
regularizer. By imposing segment-length constraints and inter-regional coupling on the
mesh deformation, the IK solver restricts the solution space to anatomically plausible mani-
folds. This mitigates the “mask-like” discontinuities typical of vertex-level interpolation,
particularly in high-curvature regions like the nasolabial folds and the brow-eye interface.

Complementarity to Data-Driven Approaches. Crucially, our framework is not posi-
tioned to replace modern neural rendering pipelines, but rather to provide a physically
grounded “anatomical skeleton” that data-driven methods often lack. While end-to-end
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neural models excel at photorealism, they frequently operate as “black boxes.” Our com-
parative experiments further empiricalize this distinction. Unlike statistical models such
as FLAME or DECA, which are constrained by the variance of their training data (often
leading to higher RMSE in outlier expressions), our IK-driven approach dynamically adapts
to the target geometry. By explicitly parameterizing facial biomechanics, Facial IK-AUG
offers a transparent control layer. This structure ensures that synthesized expressions
remain structurally valid even when extrapolating beyond the training data, addressing
the robustness issues common in pure learning-based approaches.

Limitations and Future Work. While our framework demonstrates improved geomet-
ric coherence, we acknowledge certain limitations. First, our evaluation primarily relies on
the JAFFE dataset, which consists of static imagery. While sufficient for validating geometric
constraints and topological consistency, it does not fully capture high-frequency temporal
dynamics found in continuous video. Second, the current quantitative evaluation is con-
strained by the lack of ground-truth kinematic data for facial micro-expressions. Future
work will focus on integrating this kinematic rig with dynamic 3D datasets (e.g., BU-4DFE)
and exploring learnable parameters for the IK solver to automate the calibration process.

Table 2. Comparative positioning of Facial IK-AUG against standard facial synthesis paradigms.
Our method offers a balanced solution for embodied Al, ensuring both interpretability and physical
plausibility at low computational cost.

Method Interpretability Physical Plausibility Comp. Cost Editability
Pure FACS/BlendShape  High (Semantic) Low (Linear Interpolation) Very Low High
Physics-based (FEA) High Very High ( Tissue Dynamics) Very High Low
Neural /Black-box Low (Latent) Variable High (GPU) Low

Ours (Facial IK-AUG) High High (Kinematic Constraints) Low High

5. Conclusions

This study addresses the structural limitations of traditional parametric facial models
by proposing the Facial IK-AUG framework, a unified architecture that embeds biome-
chanical constraints directly into the semantic control loop. The core premise of this work
is that expressive realism in digital avatars requires more than just accurate texture or
shape matching; it demands a synthesis pipeline that respects the anatomical connectivity
of facial features. By integrating a specialized Inverse Kinematics solver with standard
FACS-driven BlendShapes, the proposed “Semantic-Kinematic Loop” effectively bridges
the gap between abstract affective intent and physical surface realization.

The experimental results confirm that modeling facial regions as coupled kinematic
chains significantly enhances geometric continuity compared to standard linear interpo-
lation methods. The IK refinement process automatically corrects surface tearing and
volume loss artifacts in complex expressions—such as the antagonistic muscle actions
found in anger or surprise—without requiring computationally prohibitive physics simula-
tions. This approach ensures that the synthesized mesh deformations remain anatomically
plausible while strictly adhering to the input Action Unit parameters. Furthermore, the
framework extends beyond mere reconstruction by enabling physically grounded data
augmentation. Through the systematic perturbation of solver parameters, such as damping
factors and chain stiffness, the system generates a manifold of valid expression variants,
thereby providing a robust mechanism for enriching training datasets used in downstream
affective computing tasks.

Ultimately, this work establishes a scalable methodology for “physically grounded
embodiment.” By shifting the focus from purely visual reproduction to structurally con-
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strained synthesis, the Facial IK-AUG framework offers a resilient foundation for the
next generation of embodied agents, capable of delivering high-fidelity, interpretable, and
adaptable facial interactions in diverse virtual environments.
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Abstract

In the dynamic and complex environment of highly automated vehicles, ensuring driver
safety is the most critical task. While automation promises to reduce human error, the
driver’s role is shifting to that of a teammate who must remain vigilant and ready to inter-
vene, making it essential to monitor their attention level. However, a significant challenge
in this domain is the considerable inter-individual variability in how people physiologically
respond to cognitive states, such as distraction. This study addresses this by developing
a methodology that first groups drivers into distinct physiology-based clusters before
training a predictive model. The study was conducted in a high-fidelity driving simulator,
where multimodal data streams, including heart rate variability and electrodermal activity,
were collected from 30 participants during conditional-automated driving experiments.
Using a time-series k-means clustering algorithm, the researchers successfully partitioned
the drivers into clusters based on their physiological and behavioral patterns, which did not
correlate with demographic factors. Then, a Long Short-Term Memory model was trained
for each cluster, which achieved similar predictive performance compared to a single, gen-
eralized model. This finding demonstrates that a personalized, cluster-based approach is
feasible for physiology-based driver monitoring, providing a robust and replicable solution
for developing accurate and reliable attention estimation systems.

Keywords: autonomous driving; attention level; time series clustering; k-means; LSTM

1. Introduction

Safety in autonomous driving scenarios has become a constantly growing field of
research in recent years [1,2], reflecting a growing interest in understanding the human
factors that influence this activity. An important element is the reaction time of the drivers,
which largely depends on maintaining an adequate level of attention [1,3-5]. This rela-
tionship between attention and reaction time is particularly relevant in situations where
drivers temporarily divert their attention from driving [6], since a reduction in attention
increases response time and increases the risk of incidents when regaining control of the
vehicle [6,7], making it essential to have methods that allow monitoring and anticipating
the driver’s attention level [1,7-9].

Methods proposed in the literature for determining attention levels still pose key
challenges. Image-based approaches struggle to interpret data when dynamic conditions,
such as weather, lighting, or ambient motion, are present. In contrast, physiological
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data allow direct assessment of the driver’s internal state without relying on external
factors. However, these types of signals present high individual variability [1,9-11], since
the human body’s reactions to mental stress are highly subjective and depend on the
characteristics of each person [8,9]. This variability makes it challenging to build universal
models and raises the need for approaches capable of handling such heterogeneity.

1.1. Similar Studies

The use of recurrent neural networks, particularly Long Short-Term Memory (LSTM),
has established itself as a robust method for analyzing and predicting time series in driver
monitoring. Several studies have used LSTM-based models to estimate driver states such
as distraction or attentional engagement from physiological data [12]. For example, ref. [13]
evaluated distraction and drowsiness in a simulator with 45 participants, using pulse blood
volume, breathing, conductance, and cutaneous temperature signals. They compared tradi-
tional classifiers with an LSTM network and found that deep spacetime representations
outperformed classical methods. Likewise, ref. [14] proposed an architecture with attention
and Bidirectional LSTM (BILSTM) to predict performance in takeover situations during au-
tomated driving; this approach, which integrated indicators of the driver’s state, the traffic
environment, and personal attributes, surpassed other comparative algorithms, showing
the effectiveness of explicitly modeling the temporal dependence on these predictions.
However, these works demonstrate the potential of LSTM-based architectures, but they
generally train a single model on grouped data from all participants, implicitly assuming
homogeneity across subjects.

Physiological sensing in driving and related human-machine interaction scenarios
increasingly relies on sequential models to capture the dynamics of the subject’s electro-
cardiogram (ECG) and electrodermal activity (EDA). LSTM architectures are a natural
fit for these data due to their ability to model long-range temporal dependencies and
nonstationarity in autonomic responses. Recent studies show that Bayesian optimization
can efficiently tune LSTM hyperparameters and thereby improve accuracy and robustness
on physiological tasks; for example, Bayesian optimization has been used to adjust BILSTM
learning rates and hidden sizes for ECG classification, and to optimize LSTM-based lead
transformation models intended for wearable or reduced-lead settings [15,16]. Bayesian
optimization has also proven valuable in other fields beyond biosignals, where spatiotem-
poral LSTM variants optimized by BO have advanced driver-state and control prediction
problems such as steering-angle estimation, further underscoring the interplay between
sequence models and sample-efficient hyperparameter search [17].

There are reported studies that have emphasized not only the usefulness of physiolog-
ical data, but also their substantial variability between subjects, as individuals may react
differently to the same stimulus [1,9-11]. In the context of driving, ref. [1] developed a
multisensor system that simultaneously recorded EEG, ECG, and EDA-SPR signals during
manual and autonomous driving scenarios in a simulator device. From these signals,
they extracted blink frequency and beta-band power from EEG, heart rate from ECG,
and RMS measures from EDA-SPR. Their results showed that manual driving elicited
greater attentional engagement than autonomous driving, demonstrating that these physi-
ological indicators reliably reflect the driver’s perceived level of attention. In addition to
physiological signals, behavioral indicators such as the hands on wheel (HOW) can be a
valuable indicator of the driver’s level of attention and willingness to regain control of the
vehicle [18,19]. Research on partial collaborative systems has shown that keeping hands
on the wheel improves monitoring behavior and recovery performance during automated
command transitions [19].
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In other application domains, hybrid approaches combining clustering techniques
with LSTMs have been explored to improve model efficiency and accuracy. For example, in
ref. [20], k-means clustering was applied to air quality time series to predict the average
daily concentration of particles with a diameter less than 10 um in Malaysia, reducing the
number of models and the total training time. Similarly, ref. [21] proposed a scheme based
on time-series clustering and sequence-to-sequence LSTM models for forecasting electrical
load in homes, achieving notable improvements in efficiency and accuracy.

1.1.1. Research Gap and Contributions

While recent advanced data-driven methods have shown promising results in pro-
cessing complex physiological time series for driver-state estimation, a challenge persists:
inter-individual variability in physiological responses to cognitive states. Drivers exhibit
unique patterns in their heart rate, electrodermal activity, and other physiological signals
even under similar levels of distraction or vigilance. Most deep-learning-based studies
train these models on aggregated data from diverse participants, often overlooking explicit
segmentation or adaptation to individual differences. This typically results in either per-
person model training (which is sometimes impractical due to a lack of enough data and
cold-start problems [22]) or reliance on demographic factors that may not truly capture
underlying psychophysiological similarities. Consequently, a significant gap remains in de-
veloping scalable, effective methodologies that explicitly account for inherent physiological
differences among drivers to group them. This approach would enable the training of more
specialized, accurate predictive models. Specifically, the literature lacks a comprehensive
strategy that systematically integrates physiological time-series clustering as a preliminary,
adaptive step before training deep learning models for personalized, precise attention level
prediction in autonomous driving contexts.

The main contribution of this study is the introduction of a novel methodology that
systematically groups drivers into different clusters based on their physiological and behav-
ioral time-series patterns, moving beyond generic or demographically driven classifications.
By aggregating data from multiple individuals who exhibit similar underlying psychophys-
iological response patterns, the trained models can learn more generalizable and robust
representations of attention within each cluster. This approach mitigates data scarcity for
any individual, reduces the computational burden of managing countless unique mod-
els, and provides a scalable solution for adding new drivers by assigning them to an
appropriate pre-trained cluster. Furthermore, we empirically discuss the capabilities of
customized models applied to the identified physiological clusters, representing a notable
advancement over conventional global models. This work provides practical evidence that
intrinsic physiological patterns, rather than broad demographic factors, are more relevant
for determining how individuals exhibit and process varying levels of attention, offering
insight for the design of adaptive and personalized driver-monitoring systems.

1.1.2. Approach

Our approach integrates two key steps: (i) using a time-series k-means algorithm
to group participants according to their unique physiological and behavioral patterns;
and (ii) training cluster-specific LSTM models to capture more representative dynamics
of attention. This alternative methodology, which uses signals such as ECG, EDA, and
hands-on-wheel data as features, effectively complements global and personalized ap-
proaches by providing a practical, replicable solution that accounts for inter-individual
variability. To evaluate the strategy’s effectiveness, its performance was compared with
three alternative scenarios: a global model trained on all participants, models trained on
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principal component analysis (PCA)-based clusters, and models trained on clusters defined
by demographic characteristics.

1.1.3. Research Questions and Hypotheses

Having analyzed the methods used for monitoring a driver’s attention level, it was
observed that the grouping of physiological signals has rarely been considered a prepara-
tory step for predictive attention models. Therefore, this study is based on the following
research questions:

*  R1: Does clustering of physiological time series using time-series k-means offer an ad-
vantage in predicting the level of attention compared to global or random clustering?

e R2: Canitbe shown that membership in the obtained clusters does not directly depend
on demographic variables such as age, gender, or years of experience, but instead on
the observed physiological and behavioral dynamics?

To answer these questions, this study proposes an experimental design in which
physiological signals (ECG and EDA) are collected, a clustering scheme is employed, and
cluster-specific LSTM models are trained. The results are then compared against two
reference conditions: (i) a global model trained on all participants and (ii) models trained
on randomly generated clusters.

Consequently, this study investigates the following hypotheses:

e H1I: Cluster-specialized models, defined using time-series k-means, achieve higher pre-
dictive performance than global models and models trained with random clustering.

e  H2: Participant assignment to clusters is not explained by demographic characteristics,
but by physiological and behavioral patterns.

The structure of this work is organized as follows: Section 2 describes in detail the
implemented methods used in this study, including a description of the driving simulation
experimental environment and the different scenarios designed, as well as the structure of
the testing protocol, the technologies and equipment used, and the characterization of the
participants. Next, Section 3 details the preprocessing methodology, which covers the initial
data processing, the preprocessing of physiological characteristics, attention levels, and the
hands-on-wheel metric, as well as the application of time-series k-means clustering, the
design of the LSTM architecture, and Bayesian hyperparameter optimization. The results
are presented in Section 4, including the findings from the clustering process, Bayesian
optimization, and LSTM models. Subsequently, Section 5 discusses the performance of
the LSTM models and the identified clusters. Finally, Section 6 summarizes the main
findings and proposes future directions to strengthen the applicability of physiology-based
clustering in real-life driving scenarios.

2. Methodology

The experimental study was conducted in a controlled driving simulation environment
that allowed the incorporation of various scenarios, enabling engagement with different
automated modes and attention levels. The aim was to simulate realistic urban and semi-
urban driving scenarios with sudden events that required the driver to regain control,
while systematically capturing multimodal data to assess reaction time, distraction level,
and behavioral performance.

Throughout the test sessions, a structured experimental protocol was applied to a
group of 30 participants, with their physiological signals and attentional states continuously
recorded as they engaged in various driving situations. During the experiment, unexpected
events were introduced to trigger takeover requests (TORs), including unsafe pedestrian
crossings, traffic-impeding vehicles, and the sudden appearance of lane-blocking obstacles,
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enabling real-time evaluation of drivers’ reactions and physiological responses. To capture
individual variability, the collected physiological data were used to generate participant
clusters through unsupervised learning techniques. Based on these clusters, two machine
learning training strategies were implemented and compared: (i) a global model, trained
on the entire dataset as if the population were homogeneous, and (ii) segmented models,
trained independently for each cluster.

Subsequently, the clusters were analyzed based on similarities in physiological pa-
rameter patterns to identify distinct behavioral trends and improve the interpretability
of driver responses. Finally, the performance of both modeling strategies was compared
based on their classification accuracy and their ability to adapt to the participants’ physio-
logical diversity.

The remainder of this section outlines the test protocol’s structure, the experimental
setup, the technologies and equipment employed, the data collected, and the characteristics
of the participant group involved in the study:.

2.1. Structure of the Test Protocol

To guarantee the quality and integrity of the physiological and attentional data col-
lected during simulated driving tests, a structured experimental protocol was implemented.
A total of Ng = 30 participants were subjected to this procedure, which was organized into
four distinct phases, as shown in Figure 1.

Set up equipment

+ Installation and verification of equipment
*  Sensors fully charged

|
Reception and introduction

Informed Consent
Explain Procedure

|
Calibration

Instructions and sensor placement
Activation and calibration of sensors

DRIVING EXPERIMENTS
PROTOCOL

Figure 1. General diagram of the driving experiment protocol.

In the first phase, the functionality and connectivity of all critical systems were verified.
This includes the devices listed in Section 2.2, which are responsible for data acquisition
and logging.

The second phase focused on introducing the participants to the experiments. Indi-
viduals were presented with the informed consent form and received detailed instructions
regarding the experiment. After consent was granted, the research team proceeded with
the calibration and placement of physiological sensors.

The fourth phase of the protocol was dedicated to executing the main experiment.
This phase begins with 5 min of rest to establish baseline data for each subject, followed by
a 5 min experimental stage of manual driving practice in the environment. The primary ob-
jective of this practice is to allow participants to familiarize themselves with the sensitivity
of the simulator’s controls—brake, accelerator, and steering wheel—and to understand the
interaction with the human-machine interface.

Following this familiarization period, participants undertook experimental tests to
perform takeover requests during autonomous driving segments. When a takeover maneu-
ver was required, an audible and visible alert on a tablet positioned next to the steering
wheel prompted the participant to assume control. Once the critical situation was avoided,
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the human had to return the vehicle to autonomous driving mode. The experiments are
comprehensively detailed in Table 1, which summarizes the experimental setup used in
the study and provides an overview of the key characteristics of each evaluated scenario.
The experiments were conducted on two different maps in the CARLA (Car Learning to
Act) version 0.9.15 simulator to analyze participant behavior under increasingly complex
conditions. The table includes information on the urgency levels of TORs (low, medium,
and critical) and the concentration levels evaluated for each. The scenarios included sudden
lane changes, pedestrian crossings, road obstructions, traffic accidents, and dynamic mov-
ing obstacles, designed to induce varying degrees of cognitive load and attention demands.
Some of these scenarios are illustrated in Figure 2. The hazardous objects in the scenes
are highlighted with green boxes: a sudden lane change, a fire truck in the middle of the
road, and a sudden pedestrian crossing. Additionally, the table provides the approximate
time of each TOR activation and the total duration of each experimental session, offering a
comprehensive overview of the test design, sequence, and complexity.

Table 1. Summary of experiments by topology.

Exp. CARLA Town  Environment TOR Urgency Level  Concentration Level ~ Scenarios TOR Time EXP. Time
Abrupt lane change, pedes-

1 4 Semi-urban Low /high Focused/distracted trian crossing, obstacle in the  1'21” 328" 4/37" 516"
road/stopped vehicle

2 5 Urban Low/high/critical  Focused/distracted ~ Opstructionby stopped vehicle, traf- 3 31400 grogr 71147

ficaccident, dynamic obstacle in lane

Abrupt lane change,

Figure 2. Examples of adverse driving events used to trigger takeover requests (TORs).

To systematically evaluate the participants” attention levels during driving exper-
iments, a dual-task experimental paradigm was implemented, combining the primary
driving simulation with secondary tasks. To induce varying levels of cognitive load, par-
ticipants interacted with a mobile word search application at predefined stages of the
experiment. This task simulated realistic driver distraction and provided a richer dataset
for characterizing fluctuations in attention levels, complementing the primary performance
metrics collected.

In parallel, a visual attention assessment was integrated into the driving environment.
Geometric figures—circles, squares, triangles, and stars—were projected onto the side
screens in distinct colors (red, green, blue, yellow, violet, and cyan) at 20 s intervals, each
displayed for 2.5 s. Participants were instructed to respond by manipulating a switch
lever to indicate whether the star stimulus appeared on the upper (Figure 3a) or lower
region (Figure 3b) of the respective screen. This action evaluated their level of attention and
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generated a detailed record in the Attention Logs, which will be described in Section 3.4.
This procedure allowed for continuous, time-resolved assessment of visual detection perfor-
mance and attentional engagement. Similar approaches have been successfully applied in
driver workload studies, where secondary visual tasks combined with psychophysiological
markers provide reliable indicators of attention allocation and cognitive state [23].

Shifter down 4

\ f = /

@) (b)

Figure 3. Attention level assessment through stimulus detection and gear-shift response. (a) Shifter
up. (b) Shifter down.

Additionally, takeover requests were introduced to evaluate participants’ readiness to
regain control during automation disengagement events. TORs were triggered seven sec-
onds before a critical scenario, communicated via a tablet-based human-machine interface
(HMI). Participants were required to press the “Take Control” button on the touchscreen
to manually navigate around the obstacle and subsequently reactivate autonomous mode
after clearing the hazard. These TOR events, combined with concurrent visual and mobile
tasks, generated a multimodal dataset that linked attentional performance and physiologi-
cal indicators.

2.2. Technologies and Equipment Used

This section describes the complete experimental setup used in this work, integrating
software, wearable sensors, and computational systems. Figure 4 provides an overview of
the entire architecture, illustrating the interaction between simulation tools, physiological
monitoring devices, and computing platforms, and summarizes the multi-stage experi-
mental framework designed to capture the complexity of the interaction between humans
and vehicles in autonomous driving. Each module, from vehicle control to physiological
detection, was developed to interact systematically, enabling analysis of the user’s attention
dynamics and interaction with the experiment.

(i N,
'
£ % H Clustering
'
= 1 LSTM-based
4 attention for
' each cluster
'
HOwW 1 [ PC1 (Windows)
[ ]PC2 (Ubuntu)
N ( | Ms Surface (Windows)
' 1 [ Tablet (Android)
i P e
Human driver : — | [ Software modules
1 Attention level E - Hardware modules
1 baseline ]
9 .
<> e
Autonomous driving
CARLA system
N —" —
L
Y
HMI <
~

Figure 4. Simulation setup general diagram.
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The experiments were conducted using the SimXperience Stage 5 simulation plat-
form (SimXperience, Akron, OH, USA), which incorporates a multi-axis motion system,
surround sound, and feedback from the steering wheel and seat. This setup aims to in-
crease drivers’ immersion in the physical sensations of real-life driving, allowing them
to experience acceleration, braking, and cornering with high fidelity. Using an environ-
ment with these characteristics is essential for ensuring that the physiological responses
recorded in the ECG and EDA accurately reflect driving conditions similar to those in a
real-life environment [24,25]. Figure 5 illustrates the whole experimental setup, including
the driving simulator, the human-machine interface for control interaction, the MetaWear
IMU sensors for motion tracking, and the Biopac Bionomadix system (BIOPAC Systems,
Inc., Goleta, CA, USA) for physiological signal acquisition (a demonstration video of the
system is available at https:/ /www.youtube.com/watch?v=Xa7oBMYvrkg (accessed on
19 October 2025).). This integrated platform enabled synchronized collection of multimodal
data streams necessary for evaluating driver behavior and physiological responses under
semi-automated driving conditions.

’ SimXperience Stage 5 l
\

E / MetaWear IMU sensors ’

~—

/ HMI /7[;ata logging ’
Figure 5. Simulation platform and data acquisition setup used in the experiments.

The experiments were conducted in CARLA, an open-source simulator designed
to support the development, training, and validation of autonomous systems in highly
configurable virtual environments. CARLA is powered by the Unreal Engine 4.26.2 graphics
engine, which enables high-fidelity rendering and realistic physics. It supports a wide range
of sensor modalities (e.g., cameras, LIDAR, IMU, GPS) and environmental conditions (e.g.,
lighting, weather), making it a widely adopted tool in the autonomous vehicle research
community. More details about CARLA and its documentation can be found in [26].

The experimental environment was built using CARLA towns 4 and 5, which pro-
vide diverse urban and semi-urban settings. These maps were digitized in the lanelet2
format [27], allowing the autonomous driving system to navigate them with precise defini-
tions of lane geometries, regulatory elements, and routing logic.

While the combination of the SimXperience Stage 5 motion platform and the CARLA
simulator provides a high-fidelity, immersive, and highly controllable environment, es-
sential for the safe and repeatable investigation of human-automation teaming scenarios,
it is important to acknowledge certain limitations that may impact the validity of our
findings. The simulated environment cannot fully replicate the unpredictable complexities
of real-world traffic, the detailed sensory input from genuine vehicle dynamics, or the
full spectrum of environmental conditions (e.g., unexpected glare, complex weather) that
influence a driver’s behavior and physiological state. Moreover, participants” conscious
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awareness of being in a simulation, however realistic, might subtly alter their risk per-
ception, engagement levels, or propensity to intervene compared to real-world driving.
Nevertheless, the ability of our setup to precisely and safely induce hazardous conditions,
along with its capacity for multimodal physiological data collection in a controlled setting,
provides a valuable, ethically sound platform for systematically exploring the fundamental
dynamics of human—Al interaction under critical scenarios.

Physiological monitoring was conducted using the Biopac BioNomadix system (Goleta,
CA, USA), a wireless wearable device capable of capturing physiological signals at a
sampling rate of 2000 Hz, enabling high-resolution continuous data acquisition. This
setup included:

e  Electrocardiogram (ECG): Data were acquired using Biopac Bionomadix wireless
device RSP&ECG (Model BN-RSPEC-TGED-T) sensors, placed on the chest in a Lead I
configuration. These sensors were connected via BN-EL45-LEAD3 cables to electrodes
pre-gelled with conductive gel. The red, black, and white electrodes corresponded
to the positive (E™), negative (E™), and ground (GND) inputs, respectively (Figure 6
chest placement).

e  Electrodermal Activity (EDA): Measurements were taken using a Bionomadix
PPG&EDA (Model BN-PPGED-T) sensor. This sensor, connected via a BN-EDA25-
LEAD2 cable, utilized electrodes affixed to the index and middle fingers of the left
hand (Figure 6 hand placement).

To detect if the driver has their hands on the steering wheel, two inertial motion track-
ing MetaWear IMU sensors were positioned on both wrists to collect 3-axis accelerometer
data, 3-axis gyroscope data, and Quaternion orientation values (Figure 6 hand placement).

Figure 6. Location of devices on the user’s body.

2.3. Description of Data Acquisition and Computational Equipment

A Microsoft Surface tablet was used to acquire physiological data using AcqKnowl-
edge (v6.0), a BIOPAC data acquisition and visualization software. To replicate realistic
self-driving behavior during the experiment, CARLA was integrated with a state-of-the-art
autonomous driving system [28], which controlled the vehicle’s trajectory, speed, and
reaction to traffic scenarios in the virtual environment. This autonomous driving system
was executed on a 15.6” Dell Precision 5570 mobile (Dell Technologies Inc., Round Rock, TX,
USA) workstation equipped with an Intel Core i7-12800H vPro processor, 32 GB DDR5 4800
MHz RAM, and an NVIDIA RTX A1000 GPU with 4 GB GDDR6 dedicated memory. On
the other hand, the CARLA simulator was running on an Alienware Aurora R16 desktop
computer (Dell Technologies Inc., Round Rock, TX, USA) with an Intel Core i9-14900F
processor (24 cores, 32 threads, base 2.0 GHz), 32 GB DDR5 RAM, 2 TB SSD storage, and an
NVIDIA GeForce RTX 4070 SUPER GPU with 12 GB GDDR6 dedicated memory. Addition-
ally, a separate touchscreen Google Pixel tablet (Google LLC, Mountain View, CA, USA)
(10.95” LCD, 2560 x 1600 resolution, 267 ppi) served as the HMI device.
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A multimodal dataset was collected during each experimental session to comprehen-

sively assess driver behavior, physiological state, and attentional performance during TOR

scenarios. The data acquisition system was designed to synchronize and log high-resolution

information from various sources, enabling robust training and evaluation of machine

learning models.

The core data streams include the following:

Physiological Signals (ECG and EDA): The signals were acquired in real time. Data
were streamed continuously during the experiment and stored in raw .csv format for
offline analysis. A custom-designed graphical interface was used for live monitoring,
buffering, and data export.

Signal processing and feature extraction were performed using NeuroKit2 (v0.2.11)
(Python) and supplementary MATLAB (R2020b, Update 7) routines. The prepro-
cessing pipeline included noise reduction, signal normalization, and event detec-
tion—specifically R-peak identification for ECG and skin conductance response (SCR)
peak detection for EDA. Signals were segmented into fixed-length windows (1 min),
and features were extracted to quantify physiological states associated with stress,
arousal, and cognitive workload.

The extracted features include widely used psychophysiological metrics. For example,
RMSSD (Root Mean Square of Successive Differences) and SDNN (Standard Deviation
of NN intervals) are time-domain indicators of heart rate variability (HRV), commonly
associated with parasympathetic nervous system activity and emotional regulation.
Similarly, the LF/HF ratio (Low-Frequency to High-Frequency power ratio) is a
frequency-domain HRV metric frequently used as a marker of sympathetic—vagal
balance. In electrodermal activity, SCL (skin conductance level) reflects tonic arousal,
while SCR (skin conductance response) quantifies phasic responses to discrete stimuli
or cognitive shifts. These features serve as core inputs for downstream modeling
of driver attention and state classification. For a more detailed overview of the
physiological metrics and their interpretation, see [29-31].

Inertial Motion Data (IMU): MetaWear sensors (MbientLab Inc., San Jose, CA, USA)
on both wrists recorded accelerometer, gyroscope, and quaternion values from both
wrists at 10 Hz. This data enabled hands-on-wheel detection, processed via LSTM-
based deep learning models. The IMU logs were labeled with binary contact states
and exported as structured CSV files. More details on this model can be found in [32].
Attention Logs: As illustrated in Figure 3, participants responded to visual stimuli
through a gear-shift lever, with each interaction automatically recorded in .json files
including both response time and accuracy. Each recorded response was subsequently
scored and categorized into discrete attention levels—focused, semi-distracted, or dis-
tracted. These attention labels were then resampled and temporally synchronized with
the physiological signals at 1s intervals to facilitate data fusion and training processes.
Simulator and Vehicle State Logs: The simulator environment recorded continuous
data on vehicle trajectory, speed, TOR events, traffic objects, and user control inputs.
These logs were structured via a Lightweight Communications and Marshaling (LCM)
framework and timestamped for alignment.

All data files were time-synchronized using UNIX timestamps and exported in stan-

dardized CSV and JSON formats. The final dataset comprises both raw and processed

versions of each modality, enabling flexible downstream analysis and integration. This

rich

dataset supports supervised model training, attention-state classification, and the

development of a real-time driver-monitoring system. Table 2 details the characteristics

extracted from each process.
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Table 2. Features extracted by signal type.

Signal Type Feature Category Extracted Features
. . MeanNN, SDNN, RMSSD, MedianNN,
ECG HRV-Time Domain MadNN, MinNN, MaxNN, pNN50
HRV-Frequency Domain LF, HF, LF/HF ratio
HRV-Nonlinear SD1, SD2, SD1/SD2 ratio, Approximate En-
tropy (ApEn)

Mean SCL, Max SCL, Min SCL, SCL Slope,
SCL Std, Variance, Energy

SCR Count, SCR Rate, Mean Amplitude, Max
Amplitude, Amplitude Std

Mean Diff, Max Diff between successive val-

EDA Tonic (SCL)

Phasic (SCR)

Statistical
ues
. Linear Acceleration (X, Y, Z), Angular Velocity
IMU (MetaWear) Raw Motion Data (X, Y, Z), Quaternion (W, X, Y, Z)
Behavioral State Label Hands-on-Wheel binary label (1 = contact,
0 = no contact)
Coded values based on visual stimulus
Attention Logs Attentional Score (0 = distracted, [0.6-1.0] = semi-distracted,
2 = focused)
Simulator Logs Vehicle and Scenario State Speed, Control Mode, Planner State, Obstacle

Proximity, TOR trigger timestamps

2.4. Participants

The experimental protocol was conducted with Ng = 30 volunteer participants,
following a public call for participation distributed among the university community.
Interested individuals contacted the research team and completed the informed consent
process in accordance with institutional ethical protocols. The sample consisted of a
balanced mix of individuals, representing a diverse range of ages, genders, and driving
experiences. Specifically, 63.3% of participants identified as male and 36.7% as female.
Their ages ranged from 22 to 71 years, with a mean of 36 and a standard deviation of 12.7,
reflecting a diverse adult population.

Driving experience varied considerably across participants, ranging from 0.6 to
55 years, with a mean of 14.95 years and a median of 8.5 years. This variability en-
abled the analysis to capture the behavioral and physiological responses of both less- and
more-experienced drivers. Only 13.3% of participants reported prior experience with
autonomous vehicle systems, making the findings particularly relevant for those facing
real-time takeover situations for the first time.

Participants were divided equally into two experimental groups (GR1 and GR2),
each comprising 50% of the total sample. Both groups presented similar demographic
characteristics, ensuring a balanced distribution of variables such as gender, age, driving
experience, and prior experience with autonomous vehicles. Table 3 provides detailed
descriptive statistics.

Each group was exposed to a different attention level configuration, as described in
Table 4. This attention-state configuration was chosen for each group and experiment to
simulate realistic and varied situations that could arise in conditioned autonomous driving.
This configuration enables analysis of how changes in attention level, whether gradual
or sudden, affect the driver’s physiological response to critical events, such as a traffic
accident. This intentional variability in the data helps assess the physiological responses of
different profiles to cognitive changes.
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Table 3. Demographic summary statistics by group (General, GR1, GR2).

Variable Category General (100%) GR1 GR2
FR# % Stats FR# % Stats FR# % Stats
Male (M) 19 633 - 10 66.7 - 9 60 -
Gender
Female (F) 11 36.7 - 5 333 - 6 40 -
Min - - 22 - - 23 - - 22
Max - - 71 - - 71 - - 70
Age (years) Mean - - 36 - - 36.33 - - 35.87
Median - - 33.5 - - 33 - - 34
SD - - 12.7 - - 1273 - - 12.62
Min - - 0.6 - - 1 - - 0.6
Driving Max - - 55 - - 50 - - 55
Experience Mean - - 1495 - - 1413 - - 15.77
(Years) Median - - 85 - - 7 - - 13
SD - - 1433 - - 13.81 - - 14.78
Previous Yes (Y) 4 133 - 2 133 - 2 133 -
Autonomous
Driving
Experience No (N) 26 86.7 — 13 86.7 — 13 86.7 -

FR# = frequency count; Stats = statistical measures (mean, median, min, max, SD).

Table 4. Distribution of attention configuration by group and experiment.

Group  Experiment Attention Configuration

1 1 FOCUSED — DISTRACTED — DISTRACTED (FDD)
2 DISTRACTED — FOCUSED — FOCUSED (DFF)
) DISTRACTED — DISTRACTED — FOCUSED (DDF)

2 FOCUSED — FOCUSED — DISTRACTED (FFD)

3. Data Processing and Modeling Framework

This section details the end-to-end modeling pipeline. First, the dataset is organized
and standardized by curating features and applying global min—-max normalization to
the physiological channels (HOW remains binary). Second, this section explains how
the attention target was defined for participants during the experiment. Third, subject
grouping is derived with time-series k-means based on physiological parameters to form
coherent clusters. Finally, an LSTM sequence-to-label architecture is specified and its
hyperparameters are tuned via Bayesian optimization.

3.1. Physiological Feature Preprocessing

A multimodal dataset was created combining peripheral physiological features ex-
tracted from raw electrocardiogram and electrodermal activity with a binary driver interac-
tion signal indicating hands on wheel. For each subjects; € S, i = {1,..., N;}, continuous
ECG and EDA streams were segmented into non-overlapping windows of 1s to derive a
set of 29 physiological features in a time interval t = [0, T;], with T; being the duration of all
the driving experiments for subject i combined. In parallel, the HOW channel was sampled
at 1Hz and encoded as h; € {0,1} (0: no hands on the wheel; 1: hands on the wheel). Let
Nr = 30 be the feature dimensionality (29 physiological features plus HOW). Each row at
time t is therefore an Np-dimensional feature vector

Zip = |:Xit hit:|/ Xt € Rlng, hit S {0,1}, Zjy € RlXNF.

where x;; € R? are the physiological features and /;; the HOW indicator for the subjects s;.
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To mitigate inter-subject amplitude variability while keeping feature scales compa-
rable, a global min—-max normalization was applied to the 29 physiological features and
mapped them to [—1,1]:

xj — min(x;)

-1 j={1,...,2 1
max(xj) — min(xj) o J=11.. 29, ™
leaving the binary HOW feature unscaled. This [—1, 1] scaling is standard in physiological

affect/stress modeling because it bounds the dynamic range and speeds up optimiza-
tion [33,34].

3.2. ANOVA

To identify the physiological features most strongly associated with variations in
driver attention, a one-way ANOVA was conducted between the two attention classes. This
statistical test quantifies the extent to which each feature exhibits significant differences
between the two conditions, providing an interpretable measure of discriminative power.
Features with lower p-values indicate greater statistical relevance to the classification task,
guiding subsequent comparisons and the selection of machine learning models. The ranked
features according to their p-values are summarized in Table 5.

Table 5. ANOVA results showing the most discriminative physiological features ranked by p-value.

Feature p-Value
prediction 1.88 x 10~%
eda_energy 9.39 x 10~92

ecg HRV_MinNN 2.60 x 10761
eda_min_scl 412 x 10752
eda_max_diff 1.00 x 10751
eda_mean_scl 741 x 1074

ecg HRV_MedianNN 1.54 x 1074
eda_max_scl 5.63 x 10732

ecg_ HRV_RMSSD 5.75 x 10723
ecg HRV_SD1 9.79 x 10~
ecg_HRV_HF 2,67 x 1072

ecg_HRV_SD1SD2 8.28 x 1072

ecg HRV_SDNN 1.17 x 107

eda_mean_diff 294 x 10718
ecg_HRV_SD2 6.26 x 1017

eda_scr_rate 220 x 10°1°
eda_scr_count 220 x 1071

ecg_HRV_MeanNN 7.06 x 10715

ecg_ HRV_MaxNN 481 x 10713
ecg_HRV_LF 2.80 x 10712
eda_scl_slope 1.09 x 10~

ecg_HRV_ApEn 6.18 x 107°
eda_scl_std 3.46 x 107°
eda_scr_amplitude_mean 3.97 x 102
eda_variance 518 x 102

ecg HRV_MadNN 1.18 x 107!
ecg HRV_LFHF 2.11 x 107!
eda_scr_amplitude_max 228 x 1071
eda_scr_amplitude_std 4.34 x 1071
ecg_HRV_pNN50 8.54 x 1071
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3.3. Feature Selection

In the dataset selection stage, feature dimensionality was determined through the clus-
tering strategy described in Section 3.5 and by training the models detailed in Section 3.6.2.
Based on the comparative performance across different configurations, it was concluded
that using 30 features yields the most consistent and robust results, as summarized in
Table 6.

Table 6. Accuracy (%) by feature count.

LSTM 24 Features 27 Features 30 Features
Global 95.34% 94.50% 95.15%
Cluster 1 75.58% 78.47% 94.08%
Cluster 2 68.17% 75.05% 89.22%

3.4. Attention Level Preprocessing

A data preprocessing pipeline was designed using the responses recorded to each
attention stimulus during the experiments. It should be noted that each stimulus was
presented at 20-s intervals, giving the participant a maximum of 4 s to select the correct
option. The results obtained for Subject 6 are shown in Figure 7, where the red dots
reflect the stimuli without response or incorrect responses, and the green dots represent
correct responses. Additionally, the average correct response time for this subject was
2.26s. According to this group and the experiment (Group 1, experiment 2), the suggested
attention setting for this driver corresponded to distracted—focused—focused (see Table 4).

4.0 -
35 o
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3 \ . 2
225 %
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g >
g20 5 e v o o A
= 1.5 - ) . !
g0 s
< .
Zos - - p --- Avg. r (correct): 2.26s.
- —— Computed score
0.0 0

0 5 10 ) 15 20
Event Iteration

Figure 7. Driver S reaction times per event and average response of experiment 2.

To transform the raw responses into labels suitable for the model, a preprocessing
pipeline was designed with four main steps: (1) calculate the characteristic reaction time of
each subject from the correct responses, (2) determine, in each trial, if the response occurred
within the individual reference time, (3) apply a penalty when the selection was incorrect,
or there was a late response with respect to its individual reference, and (4) define the final
attention labels at two levels: focused and distracted.

First, each reaction time r,; (bounded to the interval [O, RTmaX] seconds, with
RTmax = 4) is normalized with respect to the individual average 7, ensuring that the score
reflects the relative performance of the driver rather than the overall speed of the group, as
detailed in Equation (2):

RTmax — 7pi

Fi=— i score(ry;, 7) = RT e
max — '

@)
where N4 is the number of attention level evaluations requested during the experiment.

Once the individual yield is calculated, each attempt is labeled by a variable Yj,,, where
i denotes the subject and 7 denotes the attempt. This variable can take three values: correct
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where the star was selected in adequate time, incorrect where a different figure was chosen,
or failed where no response was recorded within 4 s, as shown in Equation (3).

0 = missed,
Yin = { score(r,, ) = correct, (3)
« - score(r;,, 7) = incorrect,

where a = 0.5 is a weighting coefficient introduced to penalize incorrect responses. This
choice ensures that errors, even if produced with fast reaction times, contribute less to
the overall score than correct answers, but are not entirely disregarded; this computed
score can be seen reflected in Figure 7 , where each response is compared with its score for
each stimulus.

From y;;,, two attention levels are defined in Equation (4):

Yin < T = distracted,
Aip = 4)
Yin > T = focused,

where the threshold T = 0.6 was established by analyzing the distribution of scores obtained
only from correct answers, which is illustrated in Figure 8. This distribution is visualized
by the light blue histogram bars, which indicate the frequency of each score. Fitting a
Gaussian function (orange line with y = 0.91 ¢ = 0.20) to showed that 93.5% of the values
were above the threshold, which is represented by the dashed blue vertical line at T = 0.6
and highlighted by the orange shaded area. This value enabled distinguishing between
correct answers associated with high concentration (higher scores) and those slower than
the average response time, which could indicate a lower level of sustained attention. It
also balanced the proportions of instances labeled as focused and distracted to avoid bias
towards a single class.

600 -

— Normal fit 1=0.91 a=0.20|
---Umbral = 0.6

93.5% > 0.6

100 A

|

OTO 012 0.4 0.6 0.8 1.0
Score

Figure 8. Attention score distribution.

In this way, each attempt is categorized at one of two levels of attention: focused
when the answer was correct and in adequate time, or distracted when the answer was late,
incorrect, or nonexistent. This scheme ensures that the data are consistent, equivalent, and
aligned with the cognitive relevance of each moment, as illustrated in Figure 9.
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Figure 9. Driver S¢ reaction times per event and average response of experiment 2.

Hands-on-Wheel Prediction Feature Preprocessing

The hands-on-wheel (HOW) signal was incorporated as an auxiliary feature derived
from a previously developed LSTM-based detector [32].
Letb =0,1,2,...index samples with t;, = b-0.1s. Define the HOW label i1, € {0,1} as

1, if hands are on the wheel at ¢,
hy =
0, otherwise.

Due to the LSTM’s 10 Hz output rate, the HOW stream was downsampled to 1 Hz
to match the 1 s resolution of the physiological dataset: each 1 s window averages its
ten samples and thresholds the mean at 0.5 to yield a binary label (1 = hands on wheel,
0 = otherwise).

The resulting data was aligned by timestamp, and the HOW series was appended as
an additional column to the feature matrix used for model training.

3.5. Time-Series k-Means Clustering

To analyze each driver’s behavior, a time-series clustering strategy was employed, as
it leverages the sequential structure of the data and yields more representative groupings
than strategies based on single values, such as classic k-means [35]. In particular, the
time-series k-means algorithm was used, which transforms the sequences into a set of
clusters defined by centroids that represent similar temporal patterns [20].

Before applying the clustering algorithm, each series was normalized to the range
[—1, 1]. Then, the data from experiments 1 and 2 for each subject were combined to form a
time series, as shown in Equation (5).

Xtix — mi?(xtix)
IS _ 1 (5)

B = 2 max (¥rix) — min (xiir)
where x4, is the value of the feature (x) for subject (i) at time (¢), and £4;, represents the
normalized value. The operators min(x;;,) and max(x;;,) represent the global minimum
and maximum found for the feature, respectively. These were calculated considering
all subjects i € S and all times t. Comparability between characteristics with different
magnitude ranges is ensured this way.

In this study, drivers completed the experiments at different time intervals, generating
sequences of varying lengths. For this reason, instead of using a Euclidean distance metric,
dynamic time warping (DTW) was chosen, a measure that allows aligning time series of
different durations or with possible distortions on the time axis, although its computational
cost is higher.

The k-means clustering algorithm seeks to assign data to clusters and position cen-
troids such that the sum of all squared distances is as small as possible [36], as shown in its
objective equation:
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Ns Np—1 Ng

Ji=min|Y Y Y uy ||9?tix—Cth||2 , (6)

unt |1 33 x=1 =1

where %4, is the normalized value of the physiological parameter x for subject i at time t,
Ciky 1S the corresponding value of the centroid of cluster ¢ € I, with K denoting the set of
N clusters. Finally, uj, is the membership indicator, which takes the value 1 if subject i
belongs to cluster ¢x , k € [1, e, Nk] and 0 otherwise. In this context, the objective function
measures the total cost of clustering. It is obtained by minimizing the sum of the squared
distances between the subjects’ series and the centroids of their respective clusters.

One of the most commonly used strategies for determining the optimal number of
clusters is the elbow plot, which identifies the point at which the inertia (the sum of squared
intra-cluster distances) stops decreasing significantly. On the other hand, the silhouette
score, which measures how compact and separated the clusters are, reaches higher values
when the data are well grouped and differentiated. In this work, both metrics are employed
in a complementary manner: the elbow plot is used to determine the number of clusters,
and the maximum value of the silhouette index confirms the final choice.

To validate this choice of N, a strategy was implemented that simultaneously evalu-
ates stability and silhouette in time-series clustering. The analysis is based on the clustering
stability principle, which states that a partition is stable if it produces consistent results
in the face of slight data perturbations [37]. This principle, widely demonstrated for
the K-means algorithm, can be extended to TimeSeriesKMeans, given that both share a
centroid-based nature [37]. Unlike supervised classification methods, where there is a
“ground truth” that guides the evaluation, in unsupervised clustering, stability is con-
sidered a meta-principle that allows estimating the reliability and reproducibility of the
structure found.

To generate perturbed versions of the original dataset Ng, the bootstrap method is
used, taking 80% (A = 0.80) of the data in B = 50 replicates. In each replicate b, a cluster
Cyp, is obtained.

The observed stability is calculated as the average distance between all pairs of
obtained clusters, using the Adjusted Rand Index (ARI) based on the intersection of
the data points that coincide in the two subsamples. The observed average instability is
theoretically defined in Equation (7) [37].

1 bmax
2= L d(CyCy), @)

max pb'=1

Instab(k, n) =

where a higher ARI value indicates greater stability and reproducibility between the
obtained clusters. It is essential to normalize stability, as instability tends to increase
systematically with the number of clusters (k). To correct this bias, a null baseline was
used, obtained by repeating the stability calculation, comparing partitions with randomly
shuffled labels but preserving the original cluster size.

From this adjustment, the final selection of K is based on two key metrics that assess
the significance of the observed stability compared to this null model: the Stability Gap
and the Z-score Stability. Thus, the Stability Gap is defined as the difference between the
observed stability and the expected stability under the null model, as seen in Equation (8),
while the Z-score Stability evaluates whether the actual stability is significantly greater
than the null Equation (9). Finally, the value of K that produces the highest Z-score Stability
is considered to be the most statistically significant number of clusters [37].

Stability Gap = mean,pg — meany,,;, 8)
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(meanobs — meannull)
SlL'Clnull

Z-score Stability = )

In this way, to define whether a new subject belongs to one of the defined clusters, the
same processing flow applied during training is followed. First, physiological and behav-
ioral signals are recorded during the experiments. Subsequently, the series are preprocessed
and normalized to the range [—1, 1] to ensure compatibility with the original model’s scale.
Finally, the normalized sequences are evaluated using the pre-trained TimeSeriesKMeans
model, assigning each subject to the cluster whose centroid has the lowest dynamic time
warping (DTW) distance. This procedure allows new individuals to be classified without
retraining the model, preserving consistency with the original segmentation.

In addition to the time-series k-means-based strategy, an alternative approach com-
bining principal component analysis and K-means was implemented. In this case, the
physiological datasets were transformed using principal components analysis. This mul-
tivariate technique seeks to reduce the dimensionality of the data by identifying a set of
uncorrelated components that account for most of the original variance [38]. This trans-
formation allows the data to be represented in a lower-dimensional space, facilitating
comparisons between subjects and the detection of overall similarity patterns. K-means
was applied to this data reduction to perform clustering, using the principal components
rather than the entire sequences. However, this strategy provides a general view of the
data structure.

3.6. Model Architecture and Hyperparameter Optimization

This section describes the Long Short-Term Memory (LSTM) model architecture and
the Bayesian optimization implemented in this study.

3.6.1. Random Forest and Support Vector Machine

Two classical machine learning models were evaluated for attention level classification:
Random Forest (RF) and Support Vector Machine (SVM). The best configuration for the
RF model was Splits = 25, Cycles = 150, and Learning rate = 0.01, which provided a stable
balance between model complexity and performance. For the SVM model, the optimal
configuration used a Radial Basis Function (RBF) kernel with BoxConstraint = 0.10 and
KernelScale = 0.10, achieving consistent results across subjects.

3.6.2. Long Short-Term Memory Architecture

The attention level was modeled from physiological time series using an LSTM net-
work, a recurrent architecture designed to capture short- and mid-term temporal dependen-
cies in sequential data [39]. The suitability of LSTM-based pipelines for driver vigilance and
drowsiness using peripheral physiology (e.g., ECG/respiration) has been demonstrated in
recent work, supporting the choice of a temporal model for this task [40].

Figure 10 summarizes the end-to-end model. First, the physiological features are
min—-max normalized to [—1, 1] as detailed in Section 3.1. The normalized sequences are
then processed by an LSTM-based sequence-to-label classifier with a last-step readout and
a compact feedforward head, as depicted in the figure.

Neural network Architecture
Optimizer: Adam
Loss: Cross Entropy

Input LS Fully Connected
Data P _ Batch Layer Dropout Layer y Dropout Layer Fully Connected Classification Layer
.. —>» sequence= 30 N Layer (64)
Normalization Normalization (output 0.3 0.3 2 p>0.51:0
features, 1 sec size:64) RelLu

Figure 10. LSTM architecture model.

Physiological
features +
HOW
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Windows were built at 1 Hz according to Welch PSD analysis, which showed that over
96% of the physiological features’ spectral power lies below 0.1 Hz, confirming that 1 Hz
sampling effectively captures the relevant dynamics without oversampling. Accordingly,
sequences of length L = 5 s with a stride of r = 1 s were used to capture short-term
temporal dependencies while preserving sufficient temporal resolution.

For each subject (s;) with (t = 1,...,T;) one-second samples and feature vectors
z;; € RNF, the set of valid window start indices is

Q; = {1,14r,142r,..., T —L+1}. (10)

Given any g € Q;, the length-L window is defined as the concatenation of L consecu-
tive time steps,

Wi, = [Ziq r Zi(g1) 7 - s zi(q+L71)] € RNrxL, (11)

Windows are constructed for the combined experiments of each subject (s;) (two
experiments per subject), so no window crosses subject or experiment boundaries.

The resulting sequences are processed by a unidirectional , causal LSTM with a last-
step readout (Figure 10). A compact feedforward head then maps the sequence summary to
two logits, which are converted to posterior class probabilities via a softmax. Batch normal-
ization is applied at the network input to stabilize feature scales across subjects and sessions,
and dropout is used around the recurrent and dense blocks to mitigate overfitting without
inflating model size. Optimization was performed using categorical cross-entropy and the
Adam algorithm over 30 epochs, with mini-batches of 64 and shuffling at every epoch.

To assess subject-independent performance, i.e., generalization across individuals,
Leave-One-Subject-Out (LOSO) cross-validation was employed. This protocol is widely
recommended in physiology-based affect and stress recognition because it mitigates opti-
mistic bias associated with subject overlap and better reflects deployment to unseen users.
Recent studies explicitly advocate for LOSO for fair evaluation in wearable physiology and
emotion/stress modeling [34,41,42]. In particular, [43] demonstrated the necessity of LOSO
for EEG-based disease diagnosis using a dataset of approximately 30 participants, show-
ing that conventional k-fold cross-validation can substantially overestimate performance
due to data leakage across subjects. Similarly, [44] employed a multi-input CNN-LSTM
architecture for fear-level classification from EEG and peripheral physiological signals
using a dataset of comparable size, emphasizing the importance of LOSO evaluation to
ensure realistic cross-subject generalization. Following these recommendations, LOSO
validation was applied in the present study to maximize the use of the available data while
strictly preventing overlap between training and testing subjects. Accordingly, the reported
results were aggregated to the arithmetic mean across all LOSO folds, with one fold per
held-out subject.

After evaluating the three supervised models (Random Forest, SVM, and LSTM) with
accuracies of 84.93%, 62.25%, and 95.12%, respectively, the LSTM model was selected for
further analysis. Its superior performance indicates a better alignment with the temporal
characteristics of the physiological data, making it the most appropriate approach for
this study.

3.6.3. Bayesian Optimization

Deep learning models for time series, including LSTM architectures, are sensitive
to hyperparameter choices (e.g., sequence length, hidden width, learning rate, dropout
rate, and optimizer). Manual trial-and-error tuning across a large, multidimensional space
is laborious and error-prone, and it often fails to identify strong configurations under
realistic compute budgets. Evidence from time-series forecasting, as well as from driving
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and driver-state monitoring, indicates that automated hyperparameter search enhances
performance and efficiency compared to manual heuristics, thereby mitigating degradation
due to suboptimal settings [17,45,46].

In advanced driving assistance and autonomous driving contexts, training deep tem-
poral models is computationally expensive. Prior studies report that Bayesian optimization
can improve spatiotemporal LSTM models for steering prediction and driver monitoring
by locating better hyperparameters with fewer trials than manual search [17,46]. These
characteristics motivate a sample-efficient optimizer capable of handling noisy, non-convex
objectives under limited evaluation budgets.

Building on this rationale, the end-to-end pipeline (windowing, normalization, and
subject-aware validation) is formalized as a black-box objective. Bayesian optimization with
an expected improvement family acquisition guides the selection of each costly training
run, and the resulting hyperparameters are reported both at the global level and per cluster.
This procedure replaces ad hoc heuristics with a reproducible search designed to target
cross-subject generalization in physiological driver-state modeling [17,45-48].

Bayesian optimization was used to automatically select the hyperparameters of the
LSTM classifier shown in Figure 10. The set of hyperparameters is

6 = {window size, LSTM layer units, fully connected units, dropout, learning rate}.

Window size defines the temporal length of each input sequence, LSTM layer units deter-
mine the number of hidden units in the recurrent layer, fully connected units specify the
width of the projection layer, dropout controls the fraction of activations dropped during
training, and learning rate sets the step size of the Adam optimizer.

The training and validation pipeline is treated as a black-box function O(0). For each
candidate 0, the model is trained with reduced epochs and validated using subject-wise
K-fold cross-validation. Let Accy, (6) be the accuracy on fold m = [1, ..., M]. The objective
is defined as the negative of the average accuracy across folds:

1 M
0(6) = U ZlAccm(B).

A Gaussian process surrogate is fitted to past evaluations {(68;,0(6;))}. Based on this
surrogate, the expected improvement plus acquisition function selects the next hyperpa-
rameter configuration by balancing exploration and exploitation. This iterative process
continues until the evaluation budget is exhausted. The best observed configuration 6*
is then retrained with an enlarged epoch budget, and its accuracy is reported as the final
result. Once the optimal configuration is found, the model is retrained with a larger epoch
budget for reporting purposes. Random seed initialization was fixed when assigning
subjects to folds to enhance reproducibility.

This protocol aligns with standard practice in physiological modeling and driver-state
monitoring, where inter-subject variability is substantial [48,49].

4. Results

First, several machine learning models, RF, SVM, and LSTM, were compared to
determine the most suitable architecture for the classification task. Once the optimal model
was selected, the set of subjects was clustered based on their physiological profiles using the
strategy described in Section 3.5 to obtain the optimal number of clusters and analyze the
features of each of them. Then, the LSTM model is applied to each cluster. The performance
of these cluster-specific models is evaluated by comparing them with that of a global model
that includes all drivers in the dataset. First, the global model was trained using the original
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hyperparameters; second, Bayesian optimization was applied to the global model to obtain
the global reference. Finally, the physiology-based clusters are also compared against
non-physiological partitions; four additional cluster pairs were defined: sex (female, male),
driving experience (experienced, novice), and two random pairs.

4.1. Clustering

Once the dataset with the normalized series was prepared, the optimal number of
clusters was determined. To accomplish this, the inertia obtained by varying the number
of clusters from Ny = 1 to N = 9 was evaluated, as illustrated in Figure 11a. This upper
bound was chosen because the dataset comprised 30 participants, and allowing more than
9 clusters would result in very small groups with limited representativeness. The objective
of this analysis was to identify the point at which the inertia stops decreasing significantly,
thus avoiding excessive oversegmentation of the data and ensuring an appropriate balance
between simplicity and representativeness of the clustering model.

Figure 11a shows that, for Ny = 2 and Ny = 3, the inertia reaches relatively low
values, while from Ny > 3, the reduction is no longer significant. For its part, the silhouette
score (Figure 11b) shows a pronounced drop between Ny = 2 and N; = 3, remaining at
considerably lower values for Ny > 3. However, the most determining criterion comes
from the stability analysis in Table 7, which shows that Ny = 2 presents the greatest
consistency between executions (Figure 11c¢), indicating that the clustering structure is
robust against perturbations of the dataset. Considering stability, silhouette, and inertia
together, it is concluded that the optimal number of clusters for this dataset is Ny = 2,
where the best balance between separation, compactness, and clustering reproducibility is
achieved. Similarly, for the stability tests used for the dataset with noise in the physiological
signals, an average stability was obtained for k = 2 of 0.88, for k = 3 of 0.504, and for k = 4

of 0.529.
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Figure 11. Evaluation of metrics to determine the optimal number of clusters. (a) Inertia for different
values of Ni. (b) Silhouette score for different values of Ni. (c) Stability-based evaluation.

Table 7. Clustering stability and internal validation metrics for different values of K.

K Silhouette Inertia Mean ARI Null Mean Gap Z-Score

2 0.193 1023.26 0.697 0.0049 0.692 8.66
3 0.123 917.55 0.488 0.0004 0.488 6.62
4 0.117 836.34 0.435 0.0042 0.431 5.52

Once the optimal number of clusters was determined, the time-series k-means al-
gorithm with DTW distance was applied, configured to divide the set into two groups
(N = 2). The model described in Section 3.5 was trained for a maximum of 50 iterations,
with a random state of 42 points to ensure stable, reproducible results. This procedure
allowed each time series to be assigned a cluster label and, at the same time, to calculate
the representative centroids of each group, from which Table 8 was obtained.
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The clustering results identified two physiological parameter (PP) clusters (Cluster
PP1 and Cluster PP2), allowing recognition of specific patterns associated with each group.
An example of the physiological differences among clusters is depicted in Figure 12a. It
shows how Cluster PP1 included subjects who, for the most part, presented negative mean
heart rate variability values and low electrodermal conductance levels. This may indicate
lower autonomic activation during the driving task for most of the subjects. In contrast, in
Figure 12b, Cluster PP2 (orange line group) included participants with greater heterogeneity
in their ECG values, some with elevated positive averages, and consistently higher EDA
levels, reflecting a profile of greater physiological activation. Regarding demographic
characteristics, both clusters included a mix of young men and women, indicating that
age and driving experience were not directly associated with cluster membership. This
suggests that the observed physiological dynamics primarily explain the cluster separation.

Table 8. Demographic and physiological experiment 1 and experiment 2 mean summary by cluster.

Cluster Subjects Demographic ecg_ HRV_MeanNN eda_mean_scl
Age Gender  Exp Mean Std Mean Std
S03 44 M 4 —51.61 +41.51 0.14 +0.27
505 35 F 20 —20.05 +25.29 1.99 +0.3
S07 42 M 24 —87.08 +30.49 0.63 +0.25
S10 30 M 4 —136.74  +24.98 1.15 +0.15
S12 24 M 7 —38.74 +13.67 0.14 +0.17
S13 33 M —17.34 +27.96 1.52 +0.24
Cluster PP1  S15 31 F 3 —91.11 +37.76 3.04 +0.36
S16 36 M 19 —63.42 +44.58 0.69 +0.13
S18 22 M 0.6 31.16 +29.16 0.71 +0.67
520 40 M 15 0.62 +26.97 0.39 +0.03
525 70 M 55 —36.85 +59.78 0.08 +0.19
S19 23 M —9.24 +28.52 1.03 +0.29
529 24 M 24.79 +29.37 0.73 +0.26
S01 24 M —9.75 +27.6 4.0 +0.64
502 23 M —20.24 +28.5 3.57 +0.2
S04 49 F 33 77.95 +15.42 431 +0.31
S06 25 F 1 1.44 +31.64 3.84 +0.5
S08 31 M 11 —58.55 +18.56 2.45 +0.25
S11 35 M 5 —67.06 +23.52 424 +0.11
S14 29 M 13 16.04 +44.02 3.02 +0.21
517 25 M 9 —13.65 +23.63 3.3 +0.3
Cluster PP2  S21 35 F 15 106.31 +74.8 3.29 +0.28
522 56 M 40 20.45 +12.05 3.16 +0.47
523 28 M 7 —100.08  +36.36 1.89 +0.25
S24 30 F 3 —109.87  +65.33 1.23 +0.26
S26 39 F 23 -84 +27.52 2.09 +0.28
527 34 F 1 —2.96 +20.54 3.32 +0.21
528 71 F 50 —149.21  +29.44 3.18 +0.9
529 51 F 30 1.85 +14.07 2.75 +0.99
S30 44 F 26 111.02 +292.66 453 +0.56
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Figure 12. Comparison of physiological responses between clusters. (a) Distribution of
ecg_HRV_MeanNN by cluster. (b) Evolution of eda_mean_scl along the cluster path.

4.2. Results of Bayesian Optimization

The Bayesian optimization described in Section 3.6.3 was applied consistently at
both the global and cluster levels. For all cases, the hyperparameters shown in Figure 10
served as the base configuration, and the procedure refined these settings to accommodate
between-subject and subpopulation variability.

The hyperparameters are tuned as depicted in Table 9: (i) Window size (sequence
length /temporal receptive field), (ii) LSTM units (recurrent hidden width), (iii) Dropout,
(iv) Fully Connected Layers (projection width), and (v) Learning rate (searched on a logarithmic
scale due to multiplicative effects). This design keeps the search expressive yet tractable for
expensive sequence models.

Table 9. Hyperparameter configurations per model.

Parameter Global  Global BO Cluster PP1 Cluster PP 2 Young O1d Male Female PCA11 PCA 1.2 Novice  Experienced
Window size 5 15 13 11 10 14 5 9 11 10 5 14
LSTM units 64 80 117 127 120 48 102 114 37 120 101 115
Dropout 03 0.31278 0.33888 0.22343 0.49752 0.3815 0.22298 0.23995 0.20032 0.49752 0.28891 0.38473
Fully Connected Layers 64 114 84 24 99 123 116 33 93 99 49 86
Learning rate 1.0x107% 53x107° 10x102 93x10% 42x107° 98x10% 93x103 96x103 91x10° 42x10% 81x103 65x1073

4.3. LSTM Results

This subsection reports the LSTM results for the global model and for the cluster-
specific models under a standard LOSO evaluation protocol. For each cluster, a separate
Bayesian optimization was conducted within the same search space (LSTM layer units,
fully connected units, dropout, learning rate) and with the same training protocol (Table 9).

Results are presented at two levels. First, the confusion matrices and derived metrics
for the global model are given, as well as clusters PP1 and PP2. Secondly, the percentage
differences relative to the global baseline are described to quantify subject-wise changes
attributable to cluster specialization.

Figure 13a shows the confusion matrix of the global LSTM before Bayesian optimiza-
tion, yielding an overall accuracy of 88.83%. From these counts, the per-class F; scores
are 90.93% for Attention (class 1) and 85.46% for No-attention (class 0), with a macro
F; of 88.20%. Qualitatively, the model is stronger on class 1, with some class 0 samples
misclassified as class 1.

Figure 13b shows the confusion matrix of the LSTM after Bayesian optimization.
The pooled accuracy is 94.00%. From these counts, the per-class F; scores are 95.8% for
Attention (class 1) and 85.7% for No-attention (class 0), yielding a macro F; of 90.8%.
Compared with the pre-optimization model (accuracy 88.83%, macro F; = 88.20%), both
overall accuracy and macro F; show clear improvements, while the total misclassifications
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(FP + FN) slightly decrease from 1076 to 1015, confirming that the Bayesian-optimized
configuration enhances class discrimination and overall generalization.

Figure 13c reports PP1 under pooled LOSO aggregation. The model achieves a global
accuracy of 94.17%. Class-wise F; scores are 92.72% for class 0 (No-attention) and 95.14% for
class 1 (Attention), yielding a macro F; of 93.93%. The small gap between classes suggests
a well-balanced behavior.

Figure 13d summarizes PP2 in the same pooled setting. The model attains 89.53%
global accuracy and records Fj scores of 85.97% for class 0 and 91.64% for class 1, for a
macro F; of 88.81%. Performance remains solid, with a clearer advantage on the Attention
class relative to No-attention.

Figure 14 presents the mean subject-wise accuracy with 95% confidence intervals
obtained under the LOSO validation scheme for the global model and the two cluster-
specific models, together with the subject-matched comparison of each cluster relative to the
global configuration. The global model (blue) reached an overall accuracy of 93.33% with a
narrow confidence interval of +2.08 percentage points, showing stable performance across
all subjects. Cluster 1 (green) achieved 94.08% with a confidence interval of +2.40 percentage
points, while Cluster 2 (orange) reached 89.22% with a wider interval of +4.44 percentage
points. Although the global model exhibits the most stable average behavior, the cluster-
based configurations capture subject-specific dynamics that can enhance performance
within more homogeneous participant groups.

Confusion Matrix - LSTM Global Confusion Matrix BO

0 3042 425
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True Class

Predicted Class Predicted Class
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Figure 13. Confusion matrix. (a) LSTM global before Bayesian optimization. (b) LSTM global after
Bayesian optimization. (c¢) Cluster PP 1 LSTM. (d) Cluster PP 2 LSTM.
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Figure 15 presents an analysis that compares each cluster against a subject-matched
global reference. Each bar shows the difference in average LOSO accuracy for the subjects
in that cluster when evaluated with their cluster model versus the same subjects evaluated
with the global model. Positive values indicate that the cluster outperforms the subject-
matched global reference; negative values indicate the opposite.

Colors denote partition families: blue corresponds to physiology-driven clusters,
yellow to gender-based clusters, green to driving-experience clusters, purple to PCA-based
clusters, and red to age partitions. Within each color, the two bars represent the two clusters
that form the pair. The dashed blue rectangle highlights the physiology-driven pair, which
achieves the best performance among the other partition families shown. The blue dashed
square highlights the pair of clusters identified using the TimeSeriesKMeans method.
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Figure 15. Cluster-based model performance vs. subject-matched global model performance.

To evaluate the robustness of the LSTM model to signal noise, Additive White Gaus-
sian Noise (AWGN) was systematically introduced to the ECG and EDA signals in the
dataset. Based on the literature, a fixed Signal-to-Noise Ratio (SNR) of 12 dB was applied
to the ECG signals. For the EDA signals, a fixed SNR of 15 dB was used, which falls
within the range of low- to high-SNR conditions explored in previous studies [50-52]. After
augmenting the dataset with this controlled noise, the performance of the LSTM model was
evaluated using the same architecture as with the original, clean signals. The evaluation
yielded nearly identical results as is shown in Figure 16, with accuracies of 93.24% for
Cluster 1, 85.51% for Cluster 2, and a global accuracy of 91.36%.

Table 10 shows that the cluster-specific models present a lower computational load
per physiological window compared with the global configuration. Cluster 1 and Cluster 2
reduce the total number of operations by approximately 25-27%, mainly in the recurrent
(LSTM) component, which accounts for more than 98% of the total FLOPs in all models.
Despite this reduction, both clusters maintain sub-millisecond inference times (0.10 ms
per sample) and comparable throughput (~9.6-9.7k samples/s) to the global model while
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preserving an almost identical memory footprint (~0.3 MB). These results indicate that
the cluster architectures provide a more compact and computationally efficient repre-
sentation of physiological dynamics within groups of subjects sharing similar ECG and

EDA characteristics.
110 T
I without Noise
105 I with Noise (SNR ECG: 12dB, EDA: 15dB)||
~ 100’ 7
95~ 94.0893 54 93.33 1

Accuracy (%

Cluster 1 Cluster 2 Global
Evaluation Cluster

Figure 16. Model performance comparison with a higher noise level.

Table 10. Computational performance comparison between global and cluster-specific LSTM models.

Metric Global Cluster 1 Cluster 2
Total parameters 83,446 79,406 83,446
Model size (KB) 325.96 310.18 325.96
FLOPs per sample 2,415,012 1,821,636 1,772,660
Avg. inference time per sample (ms) 0.099 0.104 0.103
Throughput (samples/s) 10,148.1 9621.5 9703.3

5. Discussion

The decision to retain two clusters for the analysis was based on a balance between
validating internal metrics and ensuring the stability of the clustering model. Joint analysis
of the elbow graph (Figure 11a) and the silhouette index (Figure 11b) showed that Nx = 2
simultaneously achieved a significant reduction in inertia and the maximum silhouette
value, demonstrating a well-defined structure and a clear separation between physiological
groups. This consistency is complemented by statistical criteria that ensure the stability and
generalization capacity of the predictive model. In this configuration, the clusters maintain
sufficient size and adequate internal variability.

Furthermore, the stability observed for k = 2 was maintained even when the phys-
iological ensembles were generated with different levels of random noise. This result
indicates that the separation between groups is not due to minor signal fluctuations or
instrumental perturbations, but rather, it reflects a consistent physiological organization.
In theoretical terms, this resistance to noise suggests that the centroids of both groups are
sufficiently distant in feature space to maintain their statistical identity, even in the face
of local variations in signal amplitude or temporal dynamics. Additionally, this stability
analysis was repeated on the same dataset after introducing a controlled level of noise into
the physiological signals.

It is important to analyze whether the dataset size also influenced the definition of
the number of clusters. With a sample of this size, increasing k results in groups that are
too small, with few subjects per category, reducing internal diversity and the likelihood of
identifying consistent physiological patterns. Conversely, maintaining two clusters allows
for a balance between group separation and the representativeness of the signals within
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each cluster. In the future, as the dataset expands and a more diverse sample becomes
available, it will be necessary to re-evaluate the clustering structure. A larger number of
participants could reveal additional physiological subgroups, allowing for a more detailed
characterization of attentional responses and increasing the predictive capacity of the
models. However, in the current context, empirical and statistical evidence clearly supports
that K = 2 represents the most coherent, robust, and generalizable solution.

It is essential to highlight that the groups obtained do not match the demographic
variables considered in the experiments, such as age, sex, or driving experience. This
reinforces the idea that the separation is primarily due to physiological patterns. In this
sense, the two clusters show apparent differences in stimulus reception; Cluster PP1 shows
negative values for feature ecg_HRV_MeanNN and low levels of eda_mean_scl, suggesting
a more stable profile but lower electrodermal activation. On the other hand, Cluster PP2
exhibits greater dispersion in ecg_HRV_MeanNN, with subjects reaching very high or very
low values, accompanied by consistently higher eda_mean_sc1 levels. This pattern could
indicate that participants in Cluster PP2 were more receptive to the experimental stimuli or
experienced greater physiological activation, an aspect worth exploring in future studies.
On the other hand, applying dimensionality reduction using PCA before clustering resulted
in more clusters, but with lower physiological coherence. This is explained because PCA
summarizes the signal information into values that represent its overall variance, without
fully preserving the temporal structure or dynamic transitions.

The global LSTM optimized model establishes a firm reference, and the clustering
experiments indicate that specialization yields selective benefits. One cluster consistently
attains the highest subject-wise performance among the partitions considered. In contrast,
its companion cluster averages below the global baseline, mainly because a small subset of
participants within that group performs poorly. Demographic splits and random pairs do
not match the best cluster.

The Bayesian optimization stages further indicate that each cluster benefits from dif-
ferent regions of the hyperparameter space, suggesting that model capacity, regularization,
and sequence length interact with the temporal statistics of the cluster. This interaction
helps explain why a single global setting cannot be optimal for all subjects and why
cluster-specific tuning attains selective gains without relying on cluster size. The Bayesian
optimization budget can be deepened by expanding the hyperparameter search space
and increasing the iteration count, enabling a more thorough exploration of sequence
length, hidden width, depth, dropout, learning rate, and fusion choices while keeping the
evaluation procedure unchanged.

A limitation of this study is the number of participants, which may constrain the
full representation of physiological diversity in the dataset. While the current results
demonstrate consistent performance and meaningful clustering behavior, a larger sample
size could further enhance cluster robustness and model generalization. Increasing the
participant pool in future studies would allow a broader range of physiological variability,
leading to more stable and representative clusters. In parallel, exploring architectures
tailored to each cluster and conducting more extensive hyperparameter searches across
sequence length, network depth and width, regularization, and fusion strategies may
further enhance cluster performance without altering the evaluation protocol.

6. Conclusions

With respect to H1 (cluster models can optimize and improve the global baseline), the
evidence supports the use of cluster specialization to raise subject-wise performance when
the partition captures consistent physiological structure. Gains are not universal across all
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clusters, indicating that improvement is conditional on the quality of the grouping rather
than guaranteed by mere partitioning.

Regarding H2 (physiology-based grouping can be superior to demographic or random
partitions), the results favor clusters derived from physiological features over demographic
or random splits. The advantage appears to arise from the structure in the ECG/EDA
dynamics and the hands-on-wheel signal, rather than from group size or coverage, which
explains why non-physiological partitions tend to reproduce the global behavior.

As a practical takeaway, clustering is a viable approach to improving attention esti-
mation when subjects share compatible physiological dynamics, while the global model
remains a safe fallback in other cases.
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Abbreviations

The following abbreviations are used in this manuscript:

BILSTM  Bidirectional LSTM

BO Bayesian optimization
CARLA  Car Learning to Act
DTW Dynamic time warping

ECG Electrocardiogram

EDA Electrodermal activity

FR Frequency

HF High frequency

HMI Human-machine interface

HOW Hands on wheel
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HRV Heart rate variability

IMU Inertial motion data

LCM Lightweight Communications and Marshaling
LF Low frequency

LSTM Long Short-Term Memory

LOSO Leave-One-Subject-Out

PCA Principal component analysis

pp Physiological parameter

RMSSD  Root Mean Square of Successive Differences
SCL Skin conductance level

SCR Skin conductance response

SDNN  Standard deviation of NN intervals

TOR Takeover requests
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Abstract

This study presents the development and validation of an unobtrusive automatic sleep
quality assessment index (ASQI) designed for elderly individuals. The proposed method
utilizes features such as sleep duration, sleep latency, and sleep efficiency, calculated
from physiological data—heart rate, respiratory rate, body movements, and bed-exit
behavior—captured by a non-contact bed sensor system installed in home environments.
Based on these parameters, a six-component sleep quality index was constructed to objec-
tively evaluate nightly sleep. To assess the reliability and validity of ASQI, sleep data were
collected from eleven elderly participants over a one-year period. Results showed strong
test-retest reliability (r = 0.91, p < 0.001) and moderate correlation with the widely used
Pittsburgh Sleep Quality Index (PSQI) (r = 0.52, p < 0.05). Furthermore, ASQI successfully
differentiated between self-reported good and poor sleepers, achieving a classification
accuracy of 85.7%, with a sensitivity of 66.7% and specificity of 93.3%. These findings
demonstrate that the ASQI system is a practical and scalable tool for continuous, home-
based sleep monitoring in older populations. Its non-intrusive design and objective scoring
make it well-suited for personalized sleep management and early detection of sleep-related
issues. This work contributes to the growing field of unobtrusive health monitoring and
highlights the potential of sensor-based systems in elderly care.

Keywords: sleep quality assessment; elderly; unobtrusive monitoring; heart rate;
respiratory rate; body movement; ubiquitous healthcare system; Pittsburgh sleep quality
index

1. Introduction

Insufficient sleep has been linked to a range of chronic diseases and conditions, includ-
ing diabetes, cardiovascular disease, obesity, and depression, all of which pose significant
threats to public health. According to a survey [1], approximately 21.3% of the adult
population in Japan reported difficulties such as trouble initiating sleep, maintaining sleep,
or experiencing early morning awakenings. Advances in methods for assessing sleep
quality and treating sleep disorders offer hope to the millions of individuals affected by
insufficient sleep. Sleep quality is a critical component of overall health and well-being,
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influencing cognitive function, emotional stability, and physical health. While sleep quan-
tity (total sleep time) is often emphasized [1,2], sleep quality—defined by factors such as
sleep continuity, depth, and restorative value—has gained increasing attention in both
clinical and research settings. The development of reliable and valid tools to assess sleep
quality has become a focal point in sleep research. Sleep quality assessment can be broadly
categorized into subjective and objective methods [3,4]. Subjective measures, such as self-
reported questionnaires and sleep diaries, provide insights into an individual’s perceived
sleep experience [5]. These tools are valuable because they capture the psychological and
emotional aspects of sleep, which are often not fully reflected in objective measures. For
example, the Pittsburgh Sleep Quality Index (PSQI) [6] is a widely used subjective tool
that evaluates sleep quality over a one-month period, assessing components such as sleep
latency, duration, and disturbances [7]. However, subjective measures have limitations,
including recall bias and the inability to capture detailed physiological data. Objective
measures, such as polysomnography (PSG) and Actigraphy, provide quantifiable data on
sleep architecture and patterns. PSG, often considered the gold standard, records brain
activity, eye movements, and muscle tone during sleep [8-10]. However, PSG is expensive,
intrusive, and impractical for long-term monitoring. Actigraphy, which uses wrist-worn
devices to measure movement and infer sleep—wake patterns, offers a more practical al-
ternative [11]. Despite their advantages, objective measures may not always align with
subjective perceptions of sleep quality, underscoring the need for a multimodal approach
to sleep assessment [9,11,12].

The rapid development of wearable technology has revolutionized sleep monitor-
ing, enabling continuous, unobtrusive, and real-time assessment of sleep quality [13,14].
Wearable devices, such as smartwatches and fitness trackers, leverage sensors like ac-
celerometers, heart rate monitors, and photoplethysmography (PPG) to collect data on
sleep stages, heart rate variability, and respiratory rate [13,14]. These devices provide a
convenient and cost-effective alternative to traditional methods, making sleep monitoring
accessible to a broader population [13,14]. One of the key features of wearable sleep moni-
toring systems is their ability to integrate subjective and objective data. For instance, some
devices allow users to input their perceived sleep quality, which can then be compared
with physiological data to identify discrepancies and provide personalized feedback [15].
Additionally, advancements in machine learning and artificial intelligence have enhanced
the accuracy of wearable devices in detecting sleep disorders, such as insomnia and sleep
apnea [13].

Unobtrusive sleep monitoring systems, such as bed sensors and ambient devices, rep-
resent another significant advancement [16]. These systems use non-contact methods, such
as ballistocardiography (BCG) and radar technology, to monitor sleep without requiring
the user to wear any devices [16]. For example, bed sensors can detect subtle movements
and respiratory patterns, providing detailed insights into sleep architecture [17]. Ambient
devices, which use environmental sensors to monitor factors like room temperature and
light levels, further contribute to a comprehensive understanding of sleep quality [18,19].
Recently, many kinds of sleep monitoring system have been developed to track various vital
signs during sleeping [20,21]. Zhu et al. developed a sleep sensor using a piezoelectricity
(PZT) sensor [22,23] to monitor heart rate (HR) and respiratory rate (RR), but the ease of
use still needs to be improved. Widasari et al. developed an automatic and non-intrusive
method of evaluation of sleep quality for patients with obtrusive sleep apnea using only an
easy to conduct and record ECG signal [24]. Kalintha et al. propose SleepAge, a method
that assesses sleep quality by analyzing nocturnal sounds recorded in a home environment,
using machine learning to estimate a person’s “sleep age” as an indicator of sleep health [25].
Nakajima et al. used video recordings to detect respiratory movements and movement of
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the body position to aid in the diagnosis of sleep disturbances or to assist in the evaluation
of sleep quality [26]. Liao et al. proposed a video-based sleep monitoring system that uses
texture-based background modeling for real bedroom environments [27]. However, video
recording raises privacy concerns that limit its broad applicability. Another challenge in
using video images for sleep assessment is the large data capacity required. Meanwhile, the
proliferation of smartphones and high-speed internet has enabled alternative approaches.
For instance, some methods [28] leverage smartphone-embedded accelerometers to detect
physiological activities caused by heartbeat, respiration, and body motion, thereby esti-
mating HR, RR, and sleep quality without intrusive monitoring. However, such methods
are not very suitable for the elderly because it is cumbersome and difficult to use [29,30].
In addition, sheet-type and under-mattress non-wearable devices have gained increasing
attention for unobtrusive sleep monitoring. For example, Beddit uses BCG to estimate heart
rate, respiration, and sleep parameters without requiring body contact [31], while Nemuri
SCAN, an under-mattress pressure sensor, detects sleep, wakefulness, and out-of-bed states
with high temporal resolution [32]. Owing to their non-contact and user-friendly nature,
these devices are particularly suitable for elderly individuals, offering promising potential
for long-term home-based sleep assessment [31,32].

In this work, we proposed a novel method for assessing sleep quality using character-
istics and patterns of sleep obtained from an unobtrusive sleep monitoring system. The
purpose of this study was to design and evaluate an objective sleep quality index using an
unobtrusive sleep monitoring system as an aid to the conventional subjective Pittsburgh
sleep quality index to facilitate a comprehensive and subjective assessment of long-term
sleep quality. This method analyzes data on heart rate, respiratory rate, body movement
(BW), and leaving-bed activities recorded during sleep, and evaluates sleep quality using
a predefined scale. Eleven elderly participants were recruited to collect nocturnal sleep
data and to assess the consistency and validity of the proposed method. The standard
PSQI questionnaire was administered to the participants as a reference measure. Exper-
imental results demonstrate that the sleep quality scores obtained using the proposed
method exhibit high consistency with the reference PSQI scores. This preliminary study
demonstrates the promise of the proposed method for automated sleep assessment and
user health management.

2. Materials and Methods
2.1. System Design

An unobtrusive sleep monitoring system was developed to record sleep-related
physiological signals using a non-contact sleep sensor (Safety Sheep Sensor «, NJI Co.,
Ltd., Koriyama, Japan) [33]. A schematic diagram of the system is shown in Figure 1.
The monitoring device consists primarily of twelve piezoelectric sensors and a con-
trol circuit equipped with LAN communication capability. The piezoelectric sensors
were assembled into a matrix and housed within a soft, durable plastic case measur-
ing 800 mm x 150 mm x 17 mm. When placed beneath the mattress, the sensor monitors
HR, RR, and BW by detecting voltage fluctuations from the piezoelectric elements. It also
determines whether the user is on or off the bed based on these signals. According to [34],
the sensor achieves a high measurement accuracy, reported as 96.9 + 0.1% for HR and
90.5 £ 0.7% for RR.

The unobtrusive sleep monitoring system consists of hardware that collects vital sign
signals during sleep and a software client that processes the collected data in real time,
which is deployed on a remote AWS (Amazon Web Services (AWS) is a cloud platform that
provides online services for computing, storage, and databases.) server using Node-RED
(Verison 0.13) (Node-RED is a tool for connecting and controlling devices using a simple
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flow-based interface.) (See Figure 1). The obtained results is composed of four kinds of
data, such as heart rate, respiration rate, body movement, state whether lying on the bed or
leaving. Data is stored into PostgresSQL database. In the every morning, the four kinds of
data is further processed to generate six kinds of indices that are used to score the sleep in
terms of the pre-defined scale and for assessing sleep quality.
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Figure 1. The schematic diagram of the unconstrained sleep health monitoring system on which the

proposed automatic sleep quality index relies (reproduced from [34], with permission).

2.2. Scale Design of Sleep Quality Index

The proposed automatic sleep quality index (ASQI) was derived from two sources:
a review of previous sleep quality assessment methods and data analysis with the data
collected from the sleep monitoring system. The index includes six components and each
component is set 0 to 3 in terms of corresponding pre-defined scale. The total score for
all components ranges from 0 to 18. A total score of greater than “5” is defined as poor
sleep quality. In fact, the three evaluation criteria presented in Table 1—sleep latency, sleep
duration, and sleep efficiency—are derived from PSQI. We adopted the original scoring
standards of these three PSQI components in this study. Regarding sleep start time, previous
research has shown that a late bedtime is associated with poor sleep and adverse health
outcomes, and that irregular sleep timing also leads to unfavorable effects [35,36]. Although
most of these reviews did not specify precise hourly thresholds for example, defining
19:00-21:00 as “good” and >24:00 as “poor”, considering that the present participants were
older adults with a mean age of 77 years, and based on the actual distribution of their
bedtimes, we established the evaluation criteria shown in Table 1. As for nighttime leaving
of bed, previous studies have demonstrated that frequent nighttime bed-leaving in older
adults-particularly those with dementia or cognitive impairment-is associated with sleep
deprivation, increased risk of falls, and worse health outcomes [37,38], thus, such behavior
has been identified as an indicator of poor sleep quality. Furthermore, studies examining
body movements during sleep have reported that the number of movements is closely
related to sleep depth and awakenings, sleep disturbances such as difficulty initiating sleep
and frequent awakenings often result in increased turning and body movements [29,39,40].
Based on these prior findings, we summarized the criteria for evaluating sleep quality as
presented in Table 1. Regarding the weighting strategy employed in the construction of
the six ASQI components, we adopted the same methodology as that used in the PSQI,
whereby each component is assigned equal weight.
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Table 1. Assessment criteria of components judging sleep quality (reproduced from [34],
with permission).

Assessment Criteria

Levels Good Fair Poor Very Poor
Sleep start time 19:00-21:00  21:00-22:30  22:30-24:00 >24:00
Sleep latency (minutes) <15 16-30 31-60 >60
Sleep duration (hours) >7 6-7 5-6 <5
Sleep efficiency (%) >85% 75-84% 65-74% <65%
Body movement times <1000 1000-3000 3001-6000 >6000
Leaving times <1 2 34 >5

2.3. Signal Processing and Data Analysis

The overnight sleep data of each participant were processed in batches on the server
to extract multiple sleep-related parameters, including sleep start time, sleep latency, sleep
duration, sleep efficiency, body movement times during sleeping, and times of leaving
bed during sleep. The sleep monitoring sensor detects pressure changes through PZT
sensors and outputs a flag signal to determine whether the subject is on the bed or has
left it. When the subject lies quietly on the bed without noticeable body movements, the
sensor continuously outputs a signal of “0”. When body movements occur, such as turning
over or leg twitches, the sensor continuously outputs a signal of “1”. When the subject
leaves the bed, the sensor continuously outputs a signal of “2”. Based on this flag signal,
four parameters can be conveniently calculated: sleep start time, sleep duration, body
movement times, and leaving times. Furthermore, the entire sleep data are segmented into
1-min epoches. According to the Actigraph method [41], the weighted body movement
times for each epoch is calculated as follows,

S5 =0.04c_» +0.2c_1 +co + 0.2¢1 4 0.04c, 1)

where ¢; is the body movement times in the ith epoch relative to the current epoch. The
epoch is judged as sleep or wake according to the following criteria,

sleep, S < threshold
wake, S > threshold

result = where threshold = 5

where the threshold was set to 5 due to differences in the method for calculating body
movements between this sleep sensor and the Actigraph [41]. Based on the above algorithm,
the first epoch classified as sleep is identified, and the sleep start time is determined
accordingly. The sleep latency is then derived by calculating the time difference between
this point and the recorded sleep start time. Furthermore, the total wake time can be
calculated based on the state of each epoch. Finally, sleep efficiency can be readily computed
using the following equation,

sleep duration - wake time
sleep duration

sleep efficiency = x 100 (2)

At this stage, all six parameters can be obtained. Based on these parameters and
Table 1, sleep quality of each participant for each night was scored.

2.4. Participants

Eleven local elder volunteers (7 males and 4 females; mean age: 77.0 £ 7.2 years)
were recruited for this study. Because the number of participants was limited, no strict
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inclusion or exclusion criteria were applied, and data from all volunteers were included in
the analysis. The participants were divided into two groups based on their self-reported
sleep survey results (See Table 2). Group 1 consisted of “good” sleepers (8 participants:
5 males and 3 females; mean age: 80.6 + 4.3 years), and Group 2 consisted of “poor”
sleepers (3 participants: 2 males and 1 female; mean age: 67.3 £ 0.6 years). The study was
conducted in accordance with the Declaration of Helsinki, and approved by the Ethics
Committee of Southern TOHOKU Hospital, Fukushima, Japan.

Table 2. A summary of participant characteristics.

Select Factor Number Sex Age (Year)
Good sleeper group 8 M:5; F:3 80.6 4.3
Poor sleeper group 3 M:2;F: 1 67.3 +0.6

Total 11 M:7;F: 4 77.0+£72

2.5. Study Protocol

Following a detailed explanation of the investigation objective, all participants pro-
vided written informed consent before enrollment. After that, we visited each participant’s
house one by one to deploy the devices for sleep data collection. The sleep monitoring
sensors (see Figure 2) were set under the mattress of every participants. Home gateway for
data communication were also set up to the household of each participant. Physiological
data, including HR, RR, body movements, and bed-exit events, were continuously mon-
itored during sleep. As a reference for validation, the PSQI [42] was administered three
times to each participant at staggered intervals. (The three measurement dates were as
follows: 12 November 2016; 23 March 2017; and 17 November 2017). In addition, to ensure
prompt monitoring of the participants’ daily status, a dedicated coordinator was assigned
to regularly check each participant’s sleep and water usage data through a web-based GUI
(see Figure 1). Whenever abnormal data or suspected device issues arose, the coordinator
would promptly contact the participant or their family members.

Figure 2. The sleep monitoring sensor used in this proposed unobtrusive sleep monitoring system.

2.6. Statistics

The results analyzed from the proposed ASQI were compared with the reference PSQI.
Test-retest reliability (consistency) was assessed with paired ¢ tests and Pearson product-
moment correlations for the proposed ASQI global score between any two adjacent months
(e.g., July and August). This analysis was conducted across all participants. In addition, the
intraclass correlation coefficient (ICC) was calculated to assess the reliability of the ASQI
global score between consecutive months, and the results were interpreted according to the
ICC classification [43]. To evaluate the validity of the proposed ASQI, we assessed its ability
to discriminate between groups known to differ in sleep quality. To this end, we compared
the component and global scores of “good” sleepers against those of “poor” sleepers.
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3. Results

In this study, data collection was conducted over approximately 16 months, beginning
in April 2016. In total, around 400 million records were accumulated on the data server.
Figure 3 presents an example of an entire night’s sleep data from one participant, illustrating
variations in HR, RR, and BW, as well as instances of leaving the bed, which together reflect
the participant’s sleep rhythm throughout the night.
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Figure 3. Representative sleep data obtained from one participant are shown, including variations
in HR, RR, and BW. The red, blue, and orange lines represent HR, RR, and the states of lying on
the bed or leaving the bed, respectively. The state, which includes body movement and leaving, is
dimensionless. In this case, 0 represents lying, 1 represents body movement, and 2 represents leaving.
(adapted from [34]).

3.1. Performance Consistency (Test—Retest Reliability)

All participants completed the analysis of automatic sleep quality assessment for one
year. To analysis the performance of test-retest reliability, we convert the data to 144 pairs
of sleep quality assessment results by tieing data of any two adjacent months. Paired ¢
tests for the global ASQI score showed no significant differences between any two adjacent
months. Pearson product-moment correlations demonstrated the stability of the proposed
ASQI global scores, as shown in Figure 4, where the solid line represents perfect estimation
(y = x). The corresponding correlation coefficient between the global ASQI scores of any
two adjacent months was 0.91 (p < 0.001). The ICC analysis also revealed test-retest
reliability for the proposed index scores. The test-retest reliability was assessed using
ICC (3,1), which showed excellent reliability (ICC = 0.95) with a 95% confidence interval
ranging from 0.93 to 0.96 (p < 0.001) according to the classification by Koo and Li [43].
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Figure 4. The pearson product-moment correlations between the monthly ASQI Score and the next
month ASQI score are 0.91 (p < 0.001) (reproduced from [34], with permission).
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3.2. Validity

The primary analysis of validity involved a comparison of global scores between the
PSQI and the ASQI. Data from three PSQI surveys yielded 21 matched pairs of results. A
visual comparison of the histograms in Figure 5 shows substantial agreement between the
ASQI and PSQI outcomes; the red horizontal line denotes the sleep quality threshold. This
convergent validity was further supported by a significant Pearson correlation coefficient
of r = 0.52 (p < 0.05) for the global scores, presented in Figure 6.

As a secondary analysis of validity, the comparison between the two contrast groups
revealed distinct component and global score profiles, as shown in Figure 7. We can see
in Figure 7 that the most components and global scores of ASQI differed significantly
between two contrast groups except the component of leaving times. The distribution
of global ASQI scores also differed significantly between the two groups (Figure 7, right
side). The application of a post hoc cutoff score of 5 for ASQI yielded an overall correct
classification rate of 85.7% (18/21), corresponding to a sensitivity of 66.7% and a specificity
of 93.3%, respectively.

Figure 8 illustrates the two-month trends in sleep quality for two participants, as
evaluated by the proposed ASQI. The upper subfigure in Figure 8 indicates a generally
better sleep quality compared with that shown in the lower subfigure.
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Figure 5. Comparison of the analysis results of the reference PSQI and the proposed ASQI from 11
participants (totaling 21 data entries) (reproduced from [34], with permission).
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Figure 6. Correlation comparison between the reference PSQI and the proposed ASQI for 21 paired
data (r = 0.52, p < 0.05) (reproduced from [34], with permission).
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Figure 8. Daily trend of the proposed ASQI of a “good” sleeper and a “poor” sleeper for two months.
The red dotted lines denote threshold (5) judging sleep quality to be good or poor.

4. Discussion

The precision of the estimation of sleep quality for this method is a crucial factor.
Whether estimated sleep quality is accurate depends mainly on several main factors, in-
cluding measurement of clear and accurate biological signals and the effective combination
of components related to sleep features. Because three components of ASQI were inherited
directly from PSQ], the results of ASQI were quite close to those of PSQIL.

In this study, we proposed an unobtrusive ASQI specifically designed for elderly
individuals, and validated it using long-term sleep data collected over one year. The results
demonstrated that ASQI shows high consistency with the well-established PSQI, with a
Pearson correlation coefficient of 0.52 (p < 0.05), and excellent test—retest reliability » = 0.91
(p < 0.001).

Compared to traditional objective methods such as PSG and Actigraphy, the proposed
system offers significant advantages in terms of cost effectiveness, ease of use, and minimal
burden on users. Although PSG remains the gold standard, its intrusiveness and complexity
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limit its suitability for continuous long-term home monitoring. In contrast, the proposed
bed sensor system is fully non-contact and suitable for elderly individuals who may have
difficulty using wearable or smartphone-based systems. This makes it highly applicable
for daily health management in home environments.

The ASQI index includes six components—bedtime, sleep latency, sleep duration,
sleep efficiency, body movement count, and number of times leaving bed—all of which
are objectively derived from physiological data. Incorporating parameters such as body
movement and bed-exit events is particularly relevant to the elderly population, who often
experience fragmented sleep due to nocturia and other age-related issues.

Validity analysis revealed that ASQI could effectively distinguish between good and
poor sleepers, with statistically significant differences observed in all components except
the “leaving times” category. The classification accuracy of ASQI was also promising, with
a sensitivity of 66.7% and a specificity of 93.3%, correctly identifying 85.7% of participants
based on a threshold score of 5. These findings indicate that the ASQI has potential not
only for continuous sleep monitoring but also as a screening tool for sleep disturbances in
the elderly.

Nevertheless, the proposed sleep quality index has certain limitations that present
opportunities for further refinement in future studies. First, a key limitation of our work
is the lack of a prospective sample size calculation. The cohort was constituted from
elderly residents in a designated region, which fixed the number of participants. Therefore,
while our analyses revealed statistically significant findings for the primary outcome, the
precision of our estimates for secondary outcomes may be limited. We acknowledge that
this affects the generalizability of our conclusions. Nonetheless, our findings provide a
foundational platform for future research that employs a hypothesis-driven design with pre-
specified power. To rigorously evaluate the validity of the proposed method, future studies
should enroll larger and more diverse cohorts from wider populations. Moreover, while
PSQI was used as a reference, it is a subjective measure, and some discrepancies between
subjective and objective data are inevitable [12]. Future studies should involve larger, more
diverse populations, and possibly include PSG as a clinical benchmark. Third, the proposed
sleep quality index did not incorporate heart rate or respiration rate, even though these
parameters can be measured by the sensor used in this study. Consequently, a key direction
for future work is to integrate these features, or their derivatives, into the index. Fourth, the
maximum score of our index (18) is lower than that of the PSQI (21), as it currently lacks one
comparative component. This structural difference can lead to discrepancies between the
two scores. To address this limitation and enhance comparability, we plan to add another
component, such as one including the cardiorespiratory metrics mentioned above. Fifth,
the bedside sensors employed in this project successfully passed a one-year long-term field
test. While the majority of sensors performed reliably, a small number of units experienced
failures—such as broken wiring due to poor soldering or sensor detachment—requiring
replacement during the testing period. Some participants slept on traditional tatami mats,
which necessitated repositioning the sensors each night. This repeated setup and removal
likely contributed to internal wear and eventual malfunction. Additionally, the sensors
required wired power and LAN connections, which posed usability challenges for tatami
users. Replacing wired LAN with wireless communication in future versions could improve
both convenience and system robustness.

Despite these limitations, our findings highlight the potential of noncontact, sensor-
based sleep monitoring systems for elderly care. The proposed ASQI provides a practical
and scalable solution for long-term sleep quality assessment, with implications for per-
sonalized health monitoring, early detection of sleep-related disorders, and better overall
well-being among the aging population.
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5. Conclusions

In conclusion, the proposed ASQI framework offers a viable and scalable solution for
continuous sleep quality assessment, representing a meaningful advancement in unobtru-
sive health monitoring for the aging population.
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Abstract

This study presents a model-driven approach to the design, calibration, and application
of frequency-output pressure sensors integrated within an intelligent system for real-time
monitoring of rowing performance. The proposed system captures biomechanical parame-
ters of the “boat-rower” complex across 50 parallel channels with a temporal resolution
of 8-12 ms. At the core of the sensing architecture are parametric pressure transducers
incorporating strain-gauge primary elements and microelectronic auto-generator circuits
featuring negative differential resistance (NDR). These oscillating circuits convert mechani-
cal stress into high-frequency output signals in the 1749.9-1751.9 MHz range, with pressure
sensitivities from 0.365 kHz/kPa to 1.370 kHz/kPa. The sensor models are derived using
physical energy conversion principles, enabling the formulation of analytical expressions
for transformation and sensitivity functions. These models simplify sensitivity tuning and
allow clear interpretation of how structural and electronic parameters influence output
frequency. The system architecture eliminates the need for analog-to-digital converters and
signal amplifiers, reducing cost and power consumption, while enabling wireless ultra high
frequency (UHF) transmission of sensor data. Integrated algorithms analyze the influence
of biomechanical variables on athlete performance, enabling real-time diagnostics. The
proposed model-based methodology offers a scalable and accurate solution for intelligent
sports instrumentation and beyond.

Keywords: negative differential resistance; frequency-output pressure sensor; self-oscillating
circuits; sensitivity; measurement system; real-time biomechanical monitoring

1. Introduction
1.1. Background

The popularization of rowing, the possibility of good earnings, commercialization,
increasing media attention to rowing, the development of training methods, and many
other factors have led to the emergence of strong crews in many countries that until recently
could not reach the C final. The wide variety of boat and oar manufacturers has eliminated
the limiting factor of equipment quality. The increase in the number of strong and technical
athletes, together with the lack of differences in equipment, has led to increased competition
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at international competitions. The consequence of increased competition was a reduction in
the gap between the outsiders and the race leaders (both in the final and qualifying races),
respectively, which led to an increase in the speed of overcoming the distance [1-5].

The long-term training planning of successful rowing athletes is based on the princi-
ples of perspective, phased training, results programming, and an individual approach to
training for each athlete. Successful performance in international competitions is mainly
due to the effectiveness of the training process, which depends to a large extent on an
individual approach to the selection of work modes. When training highly skilled athletes,
the individualization of work modes is of particular importance. Multifactorial training in-
volves the division of the load by the main direction and the distribution of multidirectional
cycles, which is due to the individual residual training effects of each athlete [6-13].

Therefore, one of the most promising areas is the development of a radio-measuring
system designed to improve the athlete’s movements during the stroke and the entire
distance in general in order to bring them to automaticity and further control them at the
subconscious level.

Capacitive, piezoresistive, magnetoelastic, inductive, piezoelectric, and acoustoelectric
sensors are used to measure pressure. Capacitive sensors have high accuracy and sensitivity
and thermal stability, but their disadvantages are that they are not suitable for high pres-
sures and are also expensive. Inductive sensors are characterized by temperature instability
and high sensitivity to shock and vibration. Piezoelectric sensors have low output signals,
low accuracy and sensitivity, and insufficient stability. Piezoresistive pressure sensors have
low output signals and are sensitive to temperature changes, but they have high strength,
low hysteresis, and a wide temperature range [14-16].

As can be seen from the analysis of the literature [14-18], one of the main disadvantages
of existing pressure sensors is the low output signal, except for inductive pressure sensors,
whose manufacture is incompatible with integrated microelectronic technology. This leads
to significant measurement errors due to information losses in the channel between the
sensor output and the input of the amplifier and converting equipment, which causes their
low accuracy and sensitivity and low noise immunity and speed. It is possible to eliminate
the above shortcomings on the basis of parametric self-oscillating sensors operating in the
pressure—frequency conversion mode, which makes it possible to significantly improve
their metrological performance [19-21]. The advantages and disadvantages of parametric
oscillator sensors, taking into account their limits of applicability, are shown in Table 1.

Despite these advantages, sensor devices also have certain disadvantages that affect
their practical application. These include sensitivity to external noise and interference,
limited power resources, especially in portable or autonomous systems, and limited sensing
capabilities [22,23]. In addition, sensors are often characterized by low computing and
storage resources, making it difficult to process and store large amounts of data. All
this can reduce the reliability and accuracy of the measurements and create difficulties in
analyzing and comparing the data [22,23]. Thus, in addition to the advantages of sensor
technologies, their limitations must also be taken into account, especially under difficult
operating conditions.

1.2. Research Gap

Although frequency output pressure sensors have been explored in various engi-
neering and industrial applications, their use in high-speed multichannel sports instru-
mentation, particularly for the real-time monitoring of rowing performance, remains
underdeveloped. Existing studies on rowing biomechanics often employ analog output
sensors combined with analog to digital converters (ADC) and amplifiers, which increase
the cost, latency, and system complexity. Moreover, sensitivity calibration in such systems
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is usually empirical and lacking robust analytical models that explicitly relate structural

and electronic parameters to output characteristics.

Table 1. Advantages and drawbacks of parametric self-oscillating sensors with boundaries of

applicability.

Criterion

Advantages

Drawbacks

Boundaries of Applicability

Principles of operation

Sensitivity

Measurement range

Temperature stability

Power consumption

Durability

Resistance to environmental
influence

Cost and simplicity

Simple construction;
possibility of contactless
measurement

Very high (can detect very
small changes in
inductance/capacitance)
Suitable for small deviations
(where high sensitivity is
required)

Compensation by circuit
techniques is possible

Active excitation enables a
stable output signal path

No mechanical contact (no
wear of contacts)

Possibility of hermetically
sealing the sensitive element

Relatively inexpensive, easy
to implement

Dependence on parasitic
parameters and on the
environment

Strong susceptibility to
external interference

Narrow operating range

Often exhibits significant
temperature drift

Power consumption higher
than in passive sensors

Sensitive to aging of generator
elements and material
stability

Susceptible to electromagnetic
interference, humidity, and
contamination

Requires calibration,
compensation, and
stabilization

Used when permissible errors
are not critical

Not suitable for precise
measurements in high-noise
environments

Used within a narrow range
of physical quantities

Not suitable under large
temperature variations
Limited in
autonomous/battery-
powered systems with strict
energy budgets

Not suitable for long-term
stable measurements without
recalibration

Not suitable in aggressive or
unstable environmental
conditions

Effective where low cost and
simplicity are priorities,
provided accuracy and
sensitivity are met

In the domain of frequency-output sensing, research has focused primarily on general-

purpose transducers without addressing the integration of strain gauge primary elements
into active self-oscillating circuits with negative differential resistance (NDR). The absence
of such integration limits opportunities for compact low-power designs and real-time
wireless data transmission. In addition, there is a lack of model-based methodologies
that simultaneously address the sensor design, transformation function derivation, and
sensitivity optimization in the context of intelligent sports systems.

This gap underscores the need for a unified physically grounded design approach that
not only predicts the sensor performance but also simplifies the hardware architecture for
scalable, high-resolution, and low-latency biomechanical monitoring.

1.3. Problem Statement

Recent trends in rowing show a significant increase in competition at both the inter-
national and national levels. According to BioRow, the average speed of the winners of
the World Championships from 1992 to 2018 increased by about 0.4% annually, and at
the Paris 2024 Olympic Games, the victory was decided by increases within tenths of a
percent of relative speed [24,25]. Even the difference in technique can account for up to 2%
of the result deviation (~7-8 s at a distance of 2000 m), which is critical at the level of the
final races [26]. At the same time, national rowing competitions, the results of which are
systematically published on the rowing.su platform, demonstrate increased competition at
the regional level: the participation of a large number of athletes in different age groups
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confirms the narrowing of time gaps between participants [27]. It is important to note that
academic rowing (water discipline) and rowing indoors (competition on ergometers) are
different sports, but both areas reflect the same tendency to minimize the difference in
results. This makes the development of real-time monitoring systems especially relevant,
as even the slightest deviation in technique or power can determine the final placement of
an athlete.

Accurate and rapid monitoring of biomechanical parameters in rowing is crucial
to optimize technique and increase the efficiency of force transfer to boat motion. Key
indicators include force curves, stroke and finish angles, length and power of the pulling
stroke, as well as speed and acceleration of the boat, handles, and seat [28]. It is also
important to analyze the coordination of leg, trunk, and arm movements, which determines
the consistency of the stroke [28]. Assessment of these parameters allows for the timely
detection of technical errors and adjustment of the training process.

Accurate and high-speed monitoring of biomechanical parameters in rowing is critical
for evaluating athlete performance and optimizing training processes. Conventional pres-
sure sensing solutions in sports instrumentation often rely on analog output signals, which
require analog-to-digital conversion and amplification before processing. This increases the
system cost, complexity, and power consumption while introducing latency and potential
signal degradation.

Furthermore, the sensitivity of such systems to structural and environmental variations
is often not adequately modeled in the design stage, limiting the accuracy and scalability
of the calibration. Existing designs rarely integrate model-based methodologies for pre-
dicting and optimizing the sensitivity of frequency output pressure sensors, especially in
multichannel real-time monitoring environments, such as intelligent rowing systems.

1.4. Objective

The primary objective of this research is to develop a model-based design and a
sensitivity optimization methodology for pressure sensors with frequency output intended
for integration into an intelligent rowing monitoring system. Specifically, the work aims to

1. Establish analytical models of parametric pressure transducers that incorporate pri-
mary strain gauge elements and microelectronic self-oscillating circuits with negative
differential resistance.

2. Derive transformation and sensitivity functions based on physical energy conversion
principles to enable straightforward sensitivity tuning and performance prediction.

3. Implement and validate a multichannel (50-channel) real-time monitoring system
capable of acquiring biomechanical data from the “boat-rower” complex at a temporal
resolution of 8-12 ms.

4. Minimize hardware complexity and cost by eliminating traditional ADCs and ampli-
fiers while enabling wireless UHF data transmission for real-time analysis.

1.5. Main Contribution

This study advances the state of intelligent sports instrumentation by introducing
the following.

¢ A unified model-driven framework for the design and calibration of frequency-output
pressure sensors, allowing precise prediction of sensitivity and the influence of struc-
tural/electronic parameters;

¢ Novel integration of strain-gauge primary transducers as active elements within
NDR-based auto-generator circuits, reducing the component count and enhancing the
signal stability;
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e Derivation of parametric transformation functions that explicitly relate mechan-
ical pressure changes to equivalent capacitance and negative differential resis-
tance variations in the oscillating system, enabling accurate frequency-domain
performance optimization;

e A fully implemented 50-channel real-time monitoring system for rowing, with
demonstrated sensor sensitivity ranging from 0.365 kHz/kPa to 1.370 kHz/kPa
over a 0-2050 kPa pressure range and output frequencies between 1749.9 MHz and
1751.9 MHz;

e  System-level benefits, including elimination of ADCs/amplifiers, reduced cost and
power consumption, and seamless wireless data transmission, making the approach
scalable for broader applications in sports analytics and industrial sensing.

1.6. Novelty Statement

The novelty of this work lies in the integration of primary strain gauge transducers
directly as active elements within microelectronic self-oscillating circuits featuring negative
differential resistance, enabling the development of a compact pressure sensor with a low
output that does not require analog-to-digital converters or signal amplifiers. Unlike con-
ventional designs, the proposed sensors are modeled from the ground up using the energy
conversion method, allowing the analytical derivation of transformation and sensitivity
functions that explicitly link changes in mechanical pressure with oscillator parameters
and output frequency.

This approach enables

1.  High-speed multi-channel (50-channel) real-time monitoring of rowing biomechanics
with a temporal resolution of 8-12 ms.

2. Scalable sensitivity optimization through direct parametric adjustment informed by
analytical models, rather than purely empirical calibration.

3. Seamless wireless UHF data transmission without bias, reducing the cost, size, and
power consumption while maintaining measurement accuracy in the 1749.9-1751.9 MHz
range.

To our knowledge, this is the first reported application of such model-based fre-
quency output pressure sensors in intelligent rowing systems and one of the few in
sports instrumentation to completely eliminate ADC while maintaining subkHz/kPa
sensitivity resolution.

2. Materials and Methods

A self-oscillating pressure transducer with a frequency output signal for computer and
information measurement systems and networks is based on a microelectronic transistor
structure with negative differential resistance, in which a strain-sensitive element is a strain
resistor. Figure 1 shows the electrical diagram of a microelectronic pressure transducer.

It is an integrated microelectronic circuit consisting of bipolar and field-effect transis-
tors VT1 and VT2 with different types of conductivity, leading to the appearance of negative
differential resistance at the collector-emitter of the transistors, which significantly reduces
the hardware costs in computer and information and measurement systems (Figure 1).
The self-oscillating system has three dynamic variables, two of which are voltages on the
equivalent capacitances of the transistor structure with negative differential resistance
(respectively, on the drain electrodes of the field-effect transistor VT2 and the collector
of the bipolar transistor VT1), and the third is the inductance current L1. The dynamic
processes occurring in the self-oscillator are determined by the reactive properties of the
bipolar field-effect transistor structure with negative differential resistance and are similar
in nature to quasi-sinusoidal processes, as in a generator based on an inductive triac circuit.
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To change the dynamics of oscillations and expand the working volume of the phase space,
a circuit R5C3 was added to the inductive branch of the basic generator circuit based on
a bipolar field-effect transistor structure with negative differential resistance. A C1R3
circuit has been introduced to thermally stabilize the generator [29]. The ratings of the
radioelectronic components were selected based on the following considerations: (1) to
ensure the maximum length of the falling section of the static VAC; (2) to ensure a wide
change in the equivalent capacitance of the transistor structure and, accordingly, the range
of frequency change under the influence of pressure.

+U1

SN S Y o)

Uout Ca R4 VT2
| |
-

]Rl |

Figure 1. Electrical diagram of a self-oscillating pressure transducer based on a bipolar and field-effect
transistor structure.

The strain-sensitive resistor R5 of the Interlink Electronics FSR-400 type is included in
the positive feedback loop. There is total resistance in the collector drain electrodes VT1
and VT2, the active component of which has a negative value, and the reactive component
has a capacitive character. Connecting the inductor L1 to the collector VT1 and to the upper
terminal of the capacitance C4 creates an oscillating counter, the energy losses of which
are compensated by the energy of the negative differential resistance. The capacitance
C4 prevents the passage of alternating high-frequency current through the DC voltage
source U1, which supplies the device circuit. The resonant frequency of the oscillating
circuit depends on the pressure on the strain-sensitive resistor R5, since its current changes,
which leads to a change in the equivalent capacitance and negative differential resistance
in the oscillating system of the device’s oscillator. The generated voltage is removed
from the drain of the transistor VT2 (the main output of the oscillator). In this case, the
selection of the initial generation frequency without pressure is controlled by changing
the voltage of the power supplies V1 and V2. When connecting the load resistance, it is
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necessary to take into account the active and reactive resistance introduced by it to the
oscillating circuit of the generator. In this case, the generator operates in idle mode on the
main output, which allows it to be widely used in measurement control and automation
devices circuits. A mathematical model was developed to analyze the characteristics of the
generated frequency as a function of pressure, and further calculations were performed in
MATLAB R2018a (MathWorks, Natick, MA, USA).

In the course of analyzing the optimal design of the self-oscillating pressure trans-
ducer, it was concluded that it is advisable to use the frequency method of information
conversion, which will increase the output power of the self-oscillating and expand the
frequency range of the generated signal. In principle, oscillator transistor structures with
negative differential resistance are a transistor analog of a negatron, whose waveform has a
downward section corresponding to a negative differential resistance, which is provided
by internal feedback and serves to compensate for energy losses on the active resistances of
the circuit. The complex resistance of such a structure is capacitive, and its value depends
on the voltage applied to its input. When such a structure is connected to an inductor, a
resonant oscillating circuit is formed.

Figure 2 shows a diagram of a self-oscillating pressure transducer based on a bipolar-
field-effect transistor structure with the introduction of a control voltage source for devel-
oping a mathematical model of this oscillator.

i L
. Y YY)
' X\ RS; |
! {1 - i:j VT2 Ul
®
U2 Rl | C2 Ugyt

R2

Figure 2. Electrical diagram of a self-oscillator pressure transmitter with two sources of constant
voltage: supply voltage and control voltage.

Finding the optimal operating point of the power supply of such a circuit is carried
out using two sources of constant voltage: the supply voltage and the control voltage
(Figure 2).

The equivalent capacitance is part of the total capacitance of a transistor structure
with a negative differential resistance arising at the electrodes of the drain of a double-gate
MOSFET—collector of a bipolar transistor, which, together with the inductance L1, form a
resonant oscillating circuit, which, in view of the above, has a resonant oscillation frequency
dependent on the control voltage. To create a mathematical model of the self-oscillating
pressure transducer, Figure 3 shows a nonlinear equivalent circuit.

70



Electronics 2025, 14, 4049

L1

de Csd

e T [] "

-

Figure 3. Nonlinear equivalent circuit of a self-oscillating pressure transducer based on a bipolar
field-effect transistor structure.

The elements of the equivalent circuit are described as follows: Ll—inductance;
Ry—internal inductance resistance; R;, Ry, and Rz—load resistances of drain—drain
and base-collector transistors; Rs(P)—resistance of the strain-sensitive resistor; Rys, Ry,
and Rs—channel, drain, and leakage resistances of a double-gate MOSFET; R,, R., and
Rp—emitter, collector, and base resistances of a bipolar transistor; C, and C.—capacitances
of the emitter and collector junctions of a bipolar transistor; Cs and C;—gate-drain and gate-
emitter capacitances; Cs;—capacitance of the MOSFET channel; I r and I,—forward and
reverse currents of a bipolar transistor; I, and I;—currents of the internal base-collector
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and base-emitter junctions; I;—channel current of a double-gate MOSFET; U;—power
supply voltage source; U—control voltage source.

To build a mathematical model of a self-oscillating pressure transducer based on a
bipolar-field-effect transistor structure, we apply the state variable method, which allows
us to determine the values of voltages and currents of circuit elements at each moment of
time and changes in pressure on a pressure-sensitive strain gauge. Therefore, using the
state variable method, we present a transformed equivalent circuit (Figure 4), in which all
capacitances are represented as independent voltage sources, and inductance is a current
source. To consider the properties of the proposed circuit and create its mathematical
model, we created a transformed equivalent DC circuit shown in Figure 4. The following

simplification was made in the equivalent circuit: I;; = %, where QB is the coefficient
of the imperfection of the junction of the bipolar transistor [30].

@
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Figure 4. Transformed nonlinear equivalent circuit of a self-oscillating pressure transducer.
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Having chosen the directions of the circuit bypass and designated the corresponding

currents, we write down a system of equations according to Kirchhoff’s laws (its variant,

the method of circuit currents). The resulting system of equations will be used to analyze

the circuit using the state variable method.

Up = Uy — (ir,(R1 + Ree) +irgRo — i Ry),

iRg = le - iR5/

. _ 7UC5D
"Riz = RdB ’

i o ucs - UCS[) - uCa

Cqg — 7

a Rt

S Ugy,
le4 - Rd4 4

iRz = ica + iRd4 + I,

. —Ucc—irRc —igyR3

1R5 - Rb 7

- —Rs(P)(ie, +ic,) —ir, (Re + Rs) — (Up + Ue, + U + Ue,)
lRC = R

¢

iR] = icd + ng/

ics = _Ipt - iRd3 =+ ic,l =+ iR5/

ic,, = iRd4 + Ipt - icd + iRd3/
iCd = iRl + Iy, — Id'y/
iRy = iR, + Ipt — L,

iRy = IRy — IRs

)

7

Assuming the corresponding values of the voltages across the capacitors and the

current through the inductor, we solve the system of Equation (1) with respect to the

following values: Uy, ic,, ic,, icss, Lc., ic,, by making the following substitutions:

where

icd = A4/
P Ao+ A11R3Aq7
C A9 Rc 7
. A+ AAry
s = T6 +Ibt_1d'y}
. Ayt AeAry U,
S NS LR VAT SR P
le As + Ipt 4T R,
icd = A4/
Up = Up — (A1p +ir(R1 + Ry + Ry)) + Ay,
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A = —Uc,;, + Uc, — Ug, IprI»&* Ucyp, :
Ry Rd Rds
A2:Ibt+1d'y; A3:u2+UCS+UCC+UCE}
Ucsp

Ay=ic,;  As=—Rs(P)Ag+Ip — Ay —

— Az; A6:R8+R5+R5(P>}
ds

Ay = ZUCSD + qu + Ucy + Uout ;
Ag = (UCS — Ucy — U
Ry

u
d +Cd+z’L)(Rz+R3);
Ry
A
Ag:l—A6—R—6(ZR2+R3);
b

AgUcc (2R + Ry) |

Arg = As + AgAy + AgAg + ; A= —————=;
Rb Rb
A = (A4 +Uc,/Ry)(R2 + R3); Aqz = Uc, Ag + Aqp;
qu
Ay = —A7A9 — Ajg + AyAg — R7dA9;

A5 = Ag(2Rs + R,) ; A1g = A11R3 + A9Rg3;

—UceAg — A1g — 2A14Ry — A1sRy (Ips + Ipt) + AsA1Ry + A15Rp Iy + R,
S

A7 = 2A16Rp + A11R3 + A9gR3

Since the voltages and currents of the circuit of an oscillator pressure transducer based
on a bipolar-field-effect transistor structure vary over time, the capacitance current and
inductance voltage are described by the expressions: ic = C %, Uy = L%L. If we take
into account that each instantaneous value of voltage and current in the equivalent circuit
is a function of time, then we can write the left-hand sides of the equations in the form of

first-order differential equations, and system (2) can be rewritten as follows:

c dqu (t) _ LICS (f) — UCSD(t) — qu(t)
T R '
e - = Tay,
dUc (t
Ce%() = A+ Iy — Iy,
3)
dqu(t) B uCSD(t)
Cs i ——Ipt—Rid?"i‘A&
dip (t) . Uc, (t) + Uc, (t) + Uc, (t)
LEEE — Uy — i (t)Ry Rk :
duCSD(t) o qu (t) ucs(t) - UCSD(t) - ucd(t) UCSD(t)
Csp(t) It =R, + Ipt + R, + Ry

Given that the system of Equation (3) contains terms that describe nonlinear elements
(current sources), the system is nonlinear. Nonlinear circuit elements describe the currents
of nonlinear internal sources of circuit elements. The forward and reverse junction currents
of a bipolar transistor are described by equations:

Upp Upg
If = Is(e“TNF — 1> ; I, = Is(e“TNR — 1>. 4)
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The currents of the internal junctions of the base-emitter and base-collector bipolar
transistors are described by equations:

I f I,
Ipr == Ipr = =, 5
DF = B, DR = g ©)
where Br and By are the maximum current transfer coefficients in the common emitter
switching scheme.
The channel current of a double-gate MOSFET is represented as a nonlinear piecewise
approximation:

0, Ugs — Uyto <0,
It = { B (Ugs — Uyro)%, Ugs — Uyto < Ups, (6)
BUps [2 (Ugs — Uyro) — Ups], Ugs — Uyro > Ups,

where NF and NR are the MOSFET imperfection coefficients in the forward and in-
verse modes of operation; BF and BR—maximum current transfer coefficient; Uyro—
threshold voltage; B = 3S¢ W,L—slope of the double-gate MOSFET characteristic, where
Sc is the specific slope of the characteristic; W, —ratio of channel width to its length;
Ugs = Ug — Ug—voltage at the internal gate-drain point; Ups = Up — Us—voltage at the
internal drain-drain point.

Any capacitance of a bipolar transistor has diffusion and barrier components in
the linear mode of operation. The capacitance of the collector junction is described by
the equation:

Ce= Cceq + Ces,

c _(+I)TR @)
ceq — 7UT "NR ’
where
C

#M’ uBC < 0,
o= (1-Hee) " 8
cs — V]C ( )

Cre, Upc > 0,

where Uy is the temperature potential of the p-n junction.
The capacitance of the emitter junction is described by the following expressions:

Ce = Ceeq + Ces;

Ceeq = (I" + IS) Tin (9)
UT Thom
where
LM’ uBE < 0/
om ] (- t)™ a0
CiE, Ugg > 0,

where C, Jifr Cey Cyi r and C, are the differential and barrier capacitances of the emitter
and collector junctions of the bipolar transistor; T, and Thor—the time of charge transfer
through the base region in the inverted and normal operating modes; U;r and Ujc—contact
potential difference of the emitter and collector junctions of a bipolar transistor; C;g and
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Cjc—capacitance of the emitter and collector junctions of a bipolar transistor; Mg and
Cjc—smoothness coefficients of the emitter and collector junctions of a bipolar transistor.

The dynamic model of the self-oscillating pressure transducer (system of Equation (3))
allows us to determine the value of the output signal frequency depending on the control
voltage, power supply, and pressure action, as well as the parameters of the main elements
of the self-oscillator at any given time. Using the MATLAB (MathWorks, Natick, MA, USA)
software package, a computer circuit study of the parameters and characteristics of the
generated electrical oscillations was performed.

The conversion function is described by the expression

N[—

1 (Rg(P) Cexv(P) 1) , (11)

F p—
27t Rs(P) Cekv (P) Ly

where Rg(P) is the dynamic differential negative impedance of the generator; Crxy (P) is
the equivalent capacitance of the transducer; L1 is the inductance of the oscillating circuit.

The sensitivity of the pressure transducer is determined on the basis of expression (11)
and is described by the following formula:

Rs(P) Cgxr(P) dRs(P) | R2(P) dCgky(P)

SP _ L1 dP Ll dP
F=
2
47 Rs(P) Cexv(P) \/RS(P) EEKV(P) -1
! (12)
R3(P) Cexv(P) 1 R3(P) Cexv(P) 1
B Ly dRs(P) Ly dCgxv (P)
2m R(P) Cexv(P)  dP 27 Rs(P) Cy (P) T
Approximate Conversion Function
a+c-In(x)+e-(In(x))? (13)

YT 150 In(x) +d- (In(x))2 + - (In(x))?
where y is the specified parameter (pressure); x is the generation frequency; 4, b, ¢, d, e, and
f are the coefficients.

The experimental studies were carried out using an Arinst SSA TG-LC spectrum
analyzer (Arinst, Saint Petersburg, Russia).

The frequency range of autogenerated parametric pressure devices based on transistor
microelectronic structures with negative differential resistance with primary strain-sensitive
elements such as strain gauge and strain gauge is selected in the Long Term Evolution (LTE)
Band 3 (DCS-1800) uplink: 1710-1785 MHz. The standard uses the 1800 MHz frequency
band, which coincides with the range of Global System for Mobile Communications (GSM)
networks. When creating a 4G network on the basis of an already built 2G infrastructure,
operators usually retain the original network and allocate part of the band for the new 4G
network. LTE Band 3 is found in both urban and rural areas [31]. This type of commu-
nication operates in Frequency Division Duplex (FDD) mode with frequency separation
of the downlink and uplink. The Internet of Things (IoT) will redefine the way people
interact with each other and with the objects around them, with the goal of creating a global
network that connects everyone and everything. The IoT is expected to enable the use of
mass machine-to-machine communication (mMTC), by which devices transmit and receive
small amounts of data, to improve industrial and measurement processes [32]. Low power
radio communication (LPWA) technologies have emerged as a solution to developing
mMTC that meets the requirements of low power consumption, low data rate, scalability,
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and long range. The use of Narrowband Internet of Things (NB-IoT), as a completely new
cellular technology, will allow a step forward in the realization of 5G-based IoT, and NB-IoT
will be compatible with the 4G LTE system and with the 2G GSM [31-33]. This advantage,
coupled with a higher spectrum utilization efficiency, puts the technology in a privileged
position for the implementation of LPWA networks [32].

The radiomeasuring information system (RIS) for monitoring the parameters of an
athlete rower in academic rowing is designed to analyze and determine the main character-
istics of the “boat-rower” system in real time. Figures 5-8 show the structural blocks of the
RIS system.

Measurements are made every 8-12 ms in parallel on 50 channels. The developed
system consists of measuring units on the right and left oars, a measuring unit on the sliding
seat, and the main measuring unit with a transmitter on the boat. All units are connected via
a radio channel, and the main unit, which collects and processes the measured information,
is connected to a personal computer located on the shore with a more powerful transmitter
in duplex mode.

Measuring unit
for the right oar

Main unit Microprocessor Transmitter
for the boat for data preprocessing| |radio module

f

Measuring unit
for the left oar

&

i

U

Measurement information

& Receiver |Micro- USB._, o
Measuring unit radio module| |controller[~ i

on the sliding seat

!

Figure 5. Block diagram of the VLSI for monitoring the parameters of an athlete-rower in rowing.
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Figure 6. Block diagram of the main unit of the VLSL
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Figure 7. Block diagram of the oar block of the RVIS.
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Figure 8. Block diagram of the RVIS sliding seat unit.

3. Results

The dynamic model of the self-generating pressure transducer (system of Equation (3))

allows determining the value of the output signal frequency depending on the control
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voltage, power supply, and pressure action, as well as the parameters of the main elements
of the self-generator at any time. Using the MATLAB (MathWorks, Natick, MA, USA)
software package, a computer circuit design study of the parameters and characteristics of

the generated electrical oscillations was performed. Figure 9 shows the simulated output

signal of the self-generating pressure transducer, and Figure 10 shows the simulated output

signal of the self-oscillating pressure transducer under pressure 18 kg/cm?.
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Fres =5.4741 kHz, Tres = 15.6257 ms
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Figure 9. Simulated output signal of an autogenic pressure transducer.

Fres = 164.08 kHz, Tres = 6.0856 us
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Figure 10. Simulated output signal of an autogenous pressure transducer under pressure (18 kg/cm?).

The conversion function graph is shown in Figure 11, and the sensitivity graph is
shown in Figure 12. As can be seen from Figure 12, the sensitivity of the transducer varies
from 42.5 Hz/g/cm? to 78.0 Hz/g/cm? in the range of 0 to 26 kg/cm?.
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Figure 11. Theoretical and experimental dependences of generation frequency on pressure changes.

Sf, Hz/g/cm?2

80

75 -

70 -

B5

—a—n-u— EXPET.

theor.

5 10 15 20 25 30
P, kg/cm?2

Figure 12. Dependence of transducer sensitivity on pressure changes.

As can be seen in the graph in Figure 11, the highest sensitivity of the device lies in the
range of 15 kg/cm? to 25 kg/cm? and is 62.5-79.5 Hz/g/cm?. The discrepancy between
the theoretical and experimental studies is £0.5%.

In Figure 13, the approximated transformation function is shown.

y=(a+cinx+e(Inx)*2)/(1+binx+d(Inx)*2+f(Inx)*3)
r2=0.99952092 DF Adj r*2=0.99911028 FitStdErr=0.1483641 Fstat=3338.1316

2 2=0.20165063 b=—0.22368302 c=—0.061998275
P, I;%/ £m d=0.016658439 e=0.0038107399 f=—0.00041161432
25 1 P v |
20| S an ul i
o
15 1 / I §
10 — — -
0 500 1000 1500 2000 2500
F, kHz

Figure 13. Approximate transformation function.

In Figure 13, the experimental dependence of pressure P (kg-cm~2) on excitation
frequency F (kHz) for the sensor is shown, together with a rational-logarithmic fit
y=(a+clnx+e(lnx)?)/(1+blnx+d(Inx)?+ f(Inx)3). The response is monotonic
and sublinear: P increases rapidly to ~0.5-1.0 MHz and then gradually approaches
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a quasi-saturation above ~1.5-2.0 MHz. The fitted parameters are a = 0.20165603,
b = —0.22368302, ¢ = —0.061998275, d = 0.016685439, ¢ = 0.0038107399, and
f = —0.00041161432. The quality of fit metrics indicate an excellent agreement with
the data (R? = 0.99952092, adjusted R% = 0.99911028, standard fit error = 0.1483641,
F = 3338.1316).

Figure 14 shows the signal spectrum of a self-oscillating parametric pressure device
based on a transistor microelectronic structure in the DCS-1800 uplink band; the transmis-
sion frequency is 1750.0 MHz.

W Arinst o

1750.00 +58.60 ~70.20/
=59.2

=25, 5.7

b i

Figure 14. Signal spectrum of a self-oscillated parametric pressure device based on a transistor
microelectronic structure.

Figures 15 and 16 present photos of the device. Figure 16 shows a view of the system
with the data display, and Figure 17 shows the interface of the data processing program.
The developed system provides data packet transmission at the level of 60-70 FPS. The
data received from each sensor are displayed in digital form and in the form of graphs.

Figure 15. Exterior view of the RIS.
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Figure 16. System view with data display on a personal computer.

The general data of the RVIS monitoring the parameters of an athlete-rower in rowing
are as follows:

e Weight of the entire system mounted on the boat—0.75 kg;

e Water resistance—IP65 protection standard;

e Working hours—up to 24 h;

e  Operation in the temperature range——10°C ... + 60°C;

e Installation without compromising the integrity of the rowing equipment;

¢ High-speed telemetry data transmission in real time to the PC—data packet transmis-
sion at the level of 60-70 FPS;

e  Transmission range without an additional amplifie—up to 2500 m (with an additional
amplifier—up to 15 km);

e  Real-time data recording to a PC in a .txt file, which ensures minimal file size and
maximum possibility of further data processing;

e Data packet recording resolution up to 100 Hz;

e  Visualization of large amounts of data in real time.

In Figure 17, the LabVIEW-based acquisition/visualization interface used for on-water
rowing experiments is presented. The left panel shows two synchronized time series of
force F (N) versus time: the upper plot displays the forces of the right/left shoulder (color
coded traces), and the lower plot shows the forces of the bench/footrests. Periodic stroke
cycles with peaks approaching ~800 N and near-zero recovery phases are evident. The
right panel provides real-time telemetry and controls the following: serial port status and
time/date, channel selectors, and instrument clusters for the boat, bench, and each oar.
For each module, raw IMU channels (AX, AY, AZ accelerations, and GX, GY, GZ angular
rates) are displayed alongside gauge indicators of yaw /roll/pitch; a dial reports the boat
speed in m/s. Together, the interface enables the synchronous monitoring of propulsive
forces and 6-DOF kinematics for the boat, bench, and both oars during rowing trials. The
quantitative parameters and calculated characteristics obtained from these measurements
are summarized in Table 2.
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Figure 17. Interface of the data processing and visualization program. Non-English terms cor-
respond to: Cuia = Force; Jlogka = Boat; Banka = Bench; IIpasoe Becio = Right oar; Jle-
Boe Becso = Left oar; IlpaBas momgmoxkka = Right footrest; JleBast mommoxkka = Left footrest;
Peickanne/Kpen/ Inddepent = Yaw / Roll/Pitch; Ckopocrs moaxu, M/ c = Boat speed, m/s.

Table 2. Parameters and characteristics of the biomechanical system “boat-rower” measured and
calculated by the RVIS.

Ne Measured Parameter Measured  Value = Measurement Error Real-Time Calculation from the
Range Measurement Database

1x Coordinates in space—latitude 49.233903 2m +

2x Coordinates in space—longitude 28.415983 2m +

3x Boat speed (instantaneous) per 100 ms 0-25m/s 0.05m/s +

4x Footrest pressure is instantaneous, for the right foot ~ 0-1500 H 0.5H +

5x Pressure on the footrest is instantaneous, for the left 0-1500 H 0.5H +
foot

6Xx Yaw, boat heading (Yaw) 360° 0.1° +

7X Boat roll (Roll) 90° 0.1° +

8x Boat differential (Pitch) 90° 0.1° +
Boat speed (average per stroke resultingin (x,1,z))  0-25m/s 0.05m/s +
Boat movement (average per stroke and for thesup- ~ 0-25m 0.01m +
ported and unsupported part of the stroke (x, 1, 2))
Pulse of pressure force on the right footrest 0-1500N-s IN-s +
Pulse of pressure force on the left footrest 0-1500N-s 1N-s +
Pressure gradient on the footrest for the right foot 0-70,000 N /s 1N/s +
Pressure gradient on the footrest for the left foot 0-70,000 N /s 1N/s +

9x Angular acceleration of the boat along the x-axis —500...+ 500 m/s’ 0.01 m/s’ +

10x Angular acceleration of the boat along the y-axis —500. ..+ 500 m/s’ 0.01 m/s’ +

11x  Angular acceleration of the boat along the z-axis —500...4500m/s’ 0.0 m/s +

12x Boat angular velocity x-axis 0-300°/s 0.5°/s +

13x Boat angular velocity y-axis 0-300°/s 0.5°/s +

14x  Boatangular speed z-axis 0-300°/s 05°/s +

15x Linear acceleration of the boat along the x-axis —250...+250m/s’ 0.01 m/s’ +

16x Linear acceleration of the boat along the y-axis —250...+ 250 m/s’ 0.01 m/s’ +

17x_ Linear acceleration of the boat along the z-axis —250...4250m/s’ 0.01 m/s +

18x  Pressure on the right oar blade 0-1500 H 0.5H +
Force impulse on the right oar blade 0-1500 N-s 0.5N-s +
Force gradient on the right oar blade 0-50,000 N /s 1N/s +
Work of the right oar blade per stroke 0-5000 J 1] +
Power of the right oar blade per stroke 0-10,000 W 1w i

19x  Angular movement of the right oar along the x-axis ~ 0-360° 0.1° +

20x_ Angular movement of the right oar along the y-axis  0-180° 0.1°

21x_ Angular movement of the right oar along the z-axis  0-180° 0.1°

22x  Angular acceleration of the right oar along the x-axis ~ —500. .. +500m/s 0.01m/s +

23x  Angular acceleration of the right oar along the y-axis ~ —500... +500m/s>  0.01m/s? +

24x_ Angular acceleration of the right oar along the z-axis  —500...4500m/s*> 0.0l m/s? +

25X Angular velocity of the right oar x-axis 0-300°/s 05°/s +

26x__ Angular velocity of the right oar y-axis 0-300°/s 0.5°/s +

27x___ Angular velocity of the right oar z-axis 0-300°/s 05°/s +

28x  Linear acceleration of the right oar along the x-axis ~ —250...+250m/s 0.01m/s +

29x _ Linear acceleration of the right oar along the y-axis ~ —250...+250m/s 0.01m/s +

30x  Linear acceleration of the right oar along the z-axis —250...4+250m/s?>  0.01m/s? +
Movement and length of the trajectory of theright ~ 0..5m 0.01m +
oar blade
Angular movement of the right oar around thelon- ~ 0-180° 0.1° +
gitudinal axis
Linear speed of the right oar 0-50m/s 0.05m/s +
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Table 2. Cont.

Ne Measured Parameter Measured  Value  Measurement Error Real-Time Calculation from the
Range Measurement  Database

31x__ Pressure on the left oar blade 0-1500 H 05H +
Force impulse on the left oar blade 0-1500N-s 0.5N-s +
Force gradient on the left oar blade 0-50,000 N/s 1N/s +
Work of the left oar blade per stroke 0-5000 J 1] +
Power of the left oar blade per stroke 0-10,000 W 1w +

32x  Angular movement of the left oar along the x-axis 0-360° 0.1° +

33x  Angular movement of the left oar along the y-axis 0-180° 0.1° +

34x_ Angular movement of the left oar along the z-axis 0-180° 0.1° i

35x  Angular acceleration of the left oar along the x-axis —500...+500m/s’ 0.0 m/s +

36x  Angular acceleration of the left oar along the y-axis ~ —500...+ 500 m/s 0.0 m/s +

37x  Angular acceleration of the left oar along the z-axis —500...+ 500 m/s’ 0.01 m/s’ +

38x  Left oar angular velocity x-axis 0-300°/s 0.5°/s +

39x  Angular velocity of the left oar y-axis 0-300° /s 05°/s +

40x  Angular velocity of the left oar z-axis 0-300°/s 05°/s +

41x  Linear acceleration of the left oar along x —250...+250m/s’ 0.0 m/s +

42x  Linear acceleration of the left oar along y —250...+250m/s’ 0.0 m/s +

43x Linear acceleration of the left oar along z —250...+250m/s’ 0.01 m/s’ +
Displacement and length of the trajectory of theleft ~ 0..5m 0.01m +
oar blade (resultant and in two planes)
Angular movement of the left oar around the longi- ~ 0-180° 0.1° +
tudinal axis
Linear velocity of the left oar (average and instanta- ~ 0-50m/s 0.05m/s +
neous in two planes)
Left oar angular velocity around the longitudinal ~ 0-300°/s 0.5°/s +
axis (average and instantaneous)
Duration of the whole stroke and the supportedand ~ 0-20's 0.01s a
unsupported parts of the stroke
Rowing pace 0-60 g/min 0.1 g/min +
The rhythm of rowing +

44x_ Pressure on the sliding seat 0-1500 H 0.5H +

45x  Angular acceleration of the sliding seat along the —500...+ 500 m/s’ 0.01 m/s’ +
x-axis

46x  Angular acceleration of the sliding seat in the y-axis ~ —500...+ 500 m/s’ 0.01m/s +

47x Angular velocity of the sliding seat along the x-axis ~ 0-300°/s 05°/s +

48x_ Angular velocity of the left oar y-axis 0-300°/s 0.5°/s +

49x  Moving the sliding seat 0-0.9cm 0.001 m +
The speed of the sliding seat 0-50m/s 0.05m/s +
Impulse of pressure force on the sliding seat 0-1500N-s IN-s +
Pressure gradient on the sliding seat 0-50,000 N/s 5N/s +

Note: The “+” symbol indicates parameters included in real-time measurement or derived from the database.

4. Discussion

The high speed of the course imposes special requirements on the rowing power

supply mechanisms. Maximum efficiency was found to be achieved when the power supply
mechanism reaches steady state (uniform fuel consumption for uniformly high power
output), that is, speed fluctuations of no more than 2%. Thus, a successful performance in
international competitions involves reaching a “cruising” speed, maintaining it throughout
the race, and maximizing mobilization in the finish zone [8-11].

The tactic of evenly covering the distance requires a high level of development of the
aerobic and glycolytic mechanisms of energy supply. However, these mechanisms cannot
develop synchronously, only sequentially [8-13].

It is reliable that all components of sportsmanship (power and capacity of energy
processes, level of strength abilities, speed of movements and locomotion, technical skills,
special endurance and performance) are highly developed in top-class athletes. To create a
developmental training environment for such athletes, high-intensity specific influences are
necessary on each of the components of their special training. At the same time, adaptive
reactions of the organism can prevent the high efficiency of such loads. In case of exceeding
the physiological bar of its capabilities, the body levels the special character of loads that
belong to high intensity. In this case, one should not expect a high training effect; the
training will have the character of general physical training, with low efficiency and large
unbalanced energy expenditures [2,4,11]. In order to eliminate these contradictions or
minimize them, the following methodological foundations for organizing the training
process were formulated when developing the block system [1,2,4]:

- advanced use of special physical training loads in relation to other areas of training;

- concentration of special physical training loads at the beginning of a large adaptation
cycle as a condition that ensures the creation of a functional and energy basis for the
intensification of subsequent loads;
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- time separation of training loads of different predominant orientation and their in-
clusion in training in accordance with the objective logic of the development of the
process of long-term adaptation;

- utilization of the long-term delayed training effect of concentrated loads of special
physical training.

Due to the increased level of the body’s functional state, favorable conditions are
created for the performance of subsequent high-intensity loads.

A radio-measuring information system for monitoring the parameters of an academic
rowing athlete has been developed, which is designed to improve the athlete’s movements
during the stroke and, in general, the entire distance in order to bring them to automaticity
and further control them at the subconscious level. One of the promising scientific directions
in the development of radio-measuring microelectronic transducers proposed in this work
is the use of the dependence of the reactive properties and negative differential resistance
of semiconductor devices on the influence of external physical quantities and the creation
of a new class of microelectronic frequency transducers for pressure, angular position,
and acceleration on this basis. In devices of this type, the above external influences are
converted into a frequency signal, which allows increased accuracy, sensitivity, speed,
and stability.

Measurements were made at intervals of 8-12 ms (x~80-120 measurements/s) and
averaged over 1-second windows (n ~ 100), ensuring a statistically reliable estimate of the
mean and standard error. Switching to a shorter interval (e.g., 5 ms — 200 measurements/s)
would theoretically reduce the standard error of the mean by approximately 1/2 (1.41 times)
under the condition of independent samples, but the actual benefit depends on the sensor
bandwidth and correlation between samples. In addition, shorter time intervals require
more power consumption and microcontroller and storage load and may introduce more
high-frequency interference. Therefore, the chosen interval of 8-12 ms is a compromise
between the temporal resolution, statistical reliability, and the practical limitations of the
equipment. The question of the feasibility of switching to shorter time intervals (e.g.,
5 ms) requires additional tests to determine the sensor bandwidth and assess the overall
system performance.

The authors found that the discrepancy between the theoretical and experimental
results was no more than +0.5%. The experimental measurements were performed at a
frequency of 80-120 samples/s, with a sample of more than 10° values for each point,
followed by averaging. The total reduced error, which takes into account the instrumental
error, reproducibility, and error of the reference measuring instrument, did not exceed
+0.5% of the upper limit of the range. The average experimental values obtained are
consistent with the results of numerical modeling within this error.

To evaluate the quality and compare various physical quantity transducers, we will
use the concept of efficiency, which means the suitability of a device to perform a task.
When conducting such an analysis, it is necessary to have a measure that is suitable for this
purpose, i.e., the efficiency and quality criteria. Efficiency and quality criteria characterize
certain aspects of the operation of physical quantity transducers. A device that is optimal for
one of the individual criteria may not be optimal for the other. Therefore, when designing
and optimizing physical quantity transducers, one strives not for the extremum of any
single characteristic but for the overall optimality of the device, the measure of which is
the generalized efficiency criterion. The basis for the formation of generalized criteria are
individual criteria. They can be divided into three groups: metrological, informational, and
economic. Individual metrological criteria coincide with the main normalized metrological
characteristics of measuring devices, which are determined by state standards, and allow
evaluating certain properties of measuring devices that affect the measurement results.
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When evaluating self-oscillating transducers of physical quantities, it is necessary to
start with the selection of a performance evaluation criterion. In this case, it is necessary to
choose a criterion that would allow the synthesis of optimal devices taking into account
the most important performance indicators. These indicators include

¢ Indicators of constructive perfection;

° Indicators of technical characteristics;
¢ Indicators of device complexity;

e Indicators of reliability and durability;
* Indicators of manufacturability.

Calculations of the complex technical level indicator are performed using dimension-
less relative indicators. The normalization of the indicators by, that is, the calculations of
their relative values Qjj, are performed using the indicators of the base product P; ;). The
“ideal” device is used as the base device, which contains a set of the highest achievements
in all indicators analyzed for the studied group of devices without exception. Calculations
of normalized indicators for devices are performed by the following expressions:

b;

Qi=5—— (P < Ppasic
l Pi(basic) ( 1 ® ))

e (14)
or Q= @ (lf P > Pi(basic))/

where the index i= 1...6 is the column number of the type of strain gauge (Table 3).
For homogeneous devices, the complex index is determined based on the expression

n
KFj = 2 18(Qi). (15)
1=
where 7 is the number of informative indicators, and j=1...11 is the line number of Table 3

of the technical data from the pressure transmitter.
For heterogeneous devices, the complex index is determined based on the expression

(16)

The calculation of the normalized indicators of the devices is carried out according to
the expression Q;;, according to which the growth of the normalized indicator corresponds
to the growth of the quality of the device. In this case, the smaller the absolute value of the
complex indicator KP;, the higher the level of the j-number of the device.

Table 3. Pressure transducers.

N Indicators of Pressure Transducers Types of Pressure Transducers
L L @ @
g B o g T o 93 8 T 2 ez 3 =22 e _ @ ¥
€E= 222 SEEZ %pgi3 aze GEEZ 333
3 = 5 5P E SE T S z= I g s g2
= b £ B A g 3 F s £
N N % 2] = ] =
1 Supply voltage, V 5 3.3-9 0.8-5 3.3-12 3.3-5 0.8-5 0.8-5
2 Sensitivity, mV /bar 9 12 15 17 22 50 50
3 Nonlinearity of conversion func- 0.15 0.3 0.5 0.55 0.45 03 0.25
tion, %
4 Repeatability of measurement re- 0.25 0.5 0.3 0.3 0.4 0.25 0.25
sults, =%
5 Temperature sensitivity coeffi- 0.20 0.3 0.5 0.5 03 0.4 0.2
cient, % /K
6 Power consumption, mW 1.5 0.5 15 5 3 2 15
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Table 3. Cont.

N Indicators of Pressure Transducers Types of Pressure Transducers
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7  Operating frequency range, Hz 500 10° 106 100 10° 10° 10°
8 Output signal level, V 0.3 0.1 0.3 0.3 0.4 5 5
9  Manufacturability 1 1 1 1 1 1 1
10 Temperature range, °C —40to +85 —40to +100 —40to+80 —40to+80 —40to+100 —40to+100 —40 to +100
11 Operating pressure range, bar 0-100 0-100 0-100 0-100 0-100 0-100 0-100

Summary M1 =1.35 M2 =176 M3 =155 M4 =1.68 M5 =1.53 Mé6 =0.78

5. Conclusions

The principle of the operation, design, and block diagram of a radio-measuring
information system for monitoring the parameters of an athlete-rower in academic rowing,
which is designed to analyze and determine the main characteristics of the “boat-rower”
system in real time, have been developed. Measurements are made every 8-12 milliseconds
in parallel on 50 channels. Based on multivariate analysis, data processing determines the
significance of the influence of each factor on the athlete’s physical fitness.

Parametric pressure devices are proposed for self-oscillators based on transistor mi-
croelectronic structures with negative differential resistance with a primary strain gauge
element based on strain gauge, and the primary strain gauge transducers are active ele-
ments of self-oscillating circuits, which simplifies the design of pressure devices.

Based on the consideration of physical processes in primary strain gauges and self-
oscillators based on the energy conversion method, mathematical models of pressure
devices are developed, on the basis of which parametric dependencies of the conversion
and sensitivity functions are obtained. The main contribution to the variables of the
transformation function is shown to be the change in pressure. This causes a change in the
equivalent capacitance and negative differential resistance of the oscillating system of the
sensor oscillators, which in turn changes the output frequency of the devices.

The parametric dependences obtained from the transformation functions of pres-
sure devices show the possibility of calculating the main characteristics of sensors more
easily and clearly show the influence of each parameter of the primary transducers and
the parameters of the oscillators on the output frequency of devices in comparison with
the calculations of transformation functions from equivalent device circuits based on
Kirchhoff equations.

Pressure sensors with frequency output do not require analog-to-digital converters
and amplifiers for further processing of information signals, which reduces the cost of
information and measuring equipment, and it is possible to transmit information over a
distance when the devices operate at ultrahigh frequencies.

The use of frequency as an output signal provides a number of advantages: high noise
immunity, nonzero drift problem, and the ability to transmit a signal over long distances
without losing accuracy. For microcontrollers, frequency is a convenient digital parameter
that can be measured by counters and timers without additional conversions. Thus, the im-
plementation of pressure—frequency sensors is optimal for modern measurement systems.

6. Patents
The following Ukrainian patents are associated with the work reported in this pa-
per [34,35].
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Abstract

Human Activity Recognition (HAR) using wearable sensors plays a critical role in appli-
cations such as healthcare, sports monitoring, and rehabilitation. Traditional approaches
typically rely on centralized models that aggregate and process data from multiple sensors
simultaneously. However, such architecture often suffers from high latency, increased com-
munication overhead, limited scalability, and reduced robustness, particularly in dynamic
environments where wearable systems operate under resource constraints. This paper
proposes a distributed neural network framework for HAR, where each wearable sensor
independently processes its data using a lightweight neural model and transmits high-level
features or predictions to a central neural network for final classification. This strategy
alleviates the computational load on the central node, reduces data transmission across the
network, and enhances user privacy. We evaluated the proposed distributed framework
using our publicly available multi-sensor HAR dataset and compared its performance
against a centralized neural network trained on the same data. The results demonstrate
that the distributed approach achieves comparable or superior classification accuracy
while significantly lowering inference latency and energy consumption. These findings
underscore the promise of distributed intelligence in wearable systems for real-time and
energy-efficient human activity monitoring.

Keywords: decentralized activity classification; deep learning; distributed neural networks;
edge computing; human activity recognition (HAR); multi-sensor systems; wearable sensors

1. Introduction

Human Activity Recognition (HAR) plays a pivotal role in a wide range of applica-
tions, including healthcare, assisted living, sports performance analysis, and rehabilitation
monitoring. Fundamentally, HAR entails classifying physical activities, such as walking,
running, sitting, or more complex movements, based on sensor data collected from the
human body. The growing availability and miniaturization of wearable sensors, including
accelerometers, gyroscopes, magnetometers, and physiological monitors, have significantly
improved the feasibility and granularity of HAR systems. These technological advance-
ments have made it possible to perform continuous, real-time monitoring in naturalistic
environments, thereby enabling personalized and proactive interventions [1].

Despite significant advancements in sensing technologies, achieving accurate and
robust HAR under real-world conditions remains a considerable challenge. Traditional

Electronics 2025, 14, 3203 https://doi.org/10.3390/ electronics14163203
90



Electronics 2025, 14, 3203

HAR systems often employ a centralized architecture, where raw or pre-processed data
from multiple wearable devices is transmitted to a central processor, typically a smart-
phone, cloud service, or edge hub, for classification. However, this centralized design
introduces several technical limitations, particularly in dynamic, resource-constrained en-
vironments. These limitations include increased communication overhead, elevated energy
consumption, data synchronization complexities, vulnerability to node disconnections, and
concerns related to user data privacy [2]. Furthermore, centralized inference requires the
central node to possess substantial processing power to handle multi-sensor data streams,
which may be impractical for low-power, real-time applications such as continuous patient
monitoring or remote fitness tracking.

1.1. Wearable Systems and Their Challenges

The adoption of wearable technologies in healthcare and activity monitoring has sky-
rocketed, particularly with the emergence of smartwatches, fitness trackers, and wearable
medical devices. However, these systems are often limited by their hardware capabilities,
especially in terms of computation, storage, and power [3]. This makes it impractical to run
complex machine learning models locally on each device, pushing most processing tasks to
the central node. Furthermore, wearable systems often operate under variable conditions:
sensors may lose contact, network availability may fluctuate, and the physical placement
of the device may introduce variability in signal quality. These challenges make robustness
and fault tolerance essential design goals in modern HAR systems.

From a system architecture perspective, current wearable HAR solutions primarily
focus on data capture and transmission, with minimal onboard processing [4,5]. The
captured data is typically streamed to a mobile phone or cloud service, where inference
is conducted using centralized neural network models. These models, while powerful,
depend heavily on uninterrupted data flow and fail gracefully only in rare circumstances.
A disconnection or failure in any part of the sensor network can significantly degrade
performance or halt monitoring altogether [6].

1.2. Neural Networks in HAR and Edge Constraints

Recent advances in deep learning have dramatically improved HAR accuracy. Convo-
lutional Neural Networks (CNNs), Recurrent Neural Networks (RNNs), and Transformer-
based models have been applied successfully to multi-modal sensor data [4,5]. These
models are capable of learning complex temporal and spatial features directly from raw
signals, reducing the need for handcrafted features. However, their deployment remains
challenging in wearable contexts due to computational and memory limitations.

Most deep learning-based HAR frameworks are still implemented in centralized
architectures where data from all sensors is required simultaneously [1]. Edge deployment,
which runs models directly on wearable devices, offers potential benefits in terms of latency
reduction and data privacy, but is constrained by the limited processing capabilities of
individual devices. Moreover, scaling such systems to accommodate multiple sensors
or users exacerbates these limitations. Edge—cloud hybrid solutions have been proposed,
but they still rely heavily on constant connectivity and central control, which may not be
sustainable in all use cases.

1.3. Problem Statement: The Limits of Centralized and Distributed HAR

As shown in Figure 1a, a centralized Machine Learning (ML) model computes all
measurements and extracted features together to obtain a series of outputs, which may
be classifications or regressions. In a distributed sequential ML approach (Figure 1b), the
model is partitioned by layers such that all measurements and features are received by
the first core, which contains the first layer. The subsequent cores contain one layer at
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Figure 1. ML model distribution using sequential and parallel approaches: (a) example of a regular
ML model running in a single mathematical core; (b) distributed model using a sequential approach.
The arrows with the same color between layers indicate that they represent the same signal communi-
cated between layers, and they are separated for illustrative purposes; (c) distributed parallel model.
Each sensor signal is computed by its core, which is isolated from the cores of other sensors.

The fundamental problem with centralized HAR models lies in their structural de-
pendency on full-sensor data integration at a single location. This dependency introduces
significant bottlenecks in terms of latency, scalability, and fault tolerance. In scenarios
where multiple sensors are deployed across the body, maintaining synchronization and
uninterrupted data streams becomes increasingly difficult. Centralized systems are also
more vulnerable to performance degradation due to packet loss, sensor dropout, or delayed
data transmission.

In addition to these technical limitations, centralized systems pose privacy risks.
Raw sensor data often contains sensitive information about users” behaviors and routines.
Transmitting this data across networks increases the risk of potential security breaches.
Similarly, energy consumption becomes a critical concern when high volumes of data must
be wirelessly transmitted, particularly in battery-constrained devices like smartwatches or
wearable patches [7].

1.4. Proposal: A Distributed Framework for HAR

To address these challenges, we propose a distributed neural network architecture for
human activity classification using wearable sensors. In this architecture, each wearable
device processes its local data stream using a lightweight neural model trained to produce
high-level feature representations or preliminary predictions. These outputs, rather than
the raw data, are transmitted to a central classifier, which integrates information from all
devices to perform final activity recognition. This distributed framework offers several
compelling advantages:

e Reduced Communication Overhead: only concise representations are transmitted,
minimizing bandwidth use and energy consumption.
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e Improved Fault Tolerance: the system remains functional even if one or more devices
disconnect or fail temporarily.

e Enhanced Scalability: new sensors can be added with minimal impact on the central
node’s computational load.

e  Greater Privacy: since raw data is not transmitted, the system inherently protects
sensitive user information.

This architectural shift allows us to reimagine HAR systems not as monolithic, centrally
controlled pipelines but as collaborative, adaptive, and modular networks of intelligent
agents. Each sensor node contributes to the overall classification task without requiring
complete access to all data, thereby enabling deployment in real-time, low-power, and
privacy-sensitive scenarios.

1.5. Related Work

Recent research in HAR has increasingly shifted from traditional centralized process-
ing toward edge-based and distributed approaches that better accommodate real-world
deployment constraints. Centralized models such as those employing deep convolutional
and recurrent networks have demonstrated strong performance across various benchmark
datasets [8,9]. These models often aggregate raw multi-sensor data to a cloud or local
server for classification, achieving high accuracy but suffering from high communication
costs, latency, and vulnerability to sensor failures or dropouts [10]. To address these issues,
edge intelligence techniques have been developed, allowing devices to perform localized
inference. For example, Haque et al. introduced LightHART, a transformer-based HAR
model optimized for execution on mobile processors without sacrificing accuracy [11].
Similarly, the work of Agarwal and Alam proposed an ultra-lightweight deep learning
model tailored to wearable hardware constraints [7].

Federated learning (FL) has emerged as a promising solution to reduce data trans-
mission and enhance privacy. Frameworks such as FedHAR [12], FedHealth [13], and
FedOpenHAR [14] enable multiple wearable devices to collaboratively train models while
retaining data locally. These approaches mitigate privacy risks but still depend on stable
connectivity and frequent model synchronization. Spiking neural networks (SNNs), like
those explored in [15], offer biologically inspired, event-driven computation with low
energy consumption, making them suitable for on-body deployment, though training
remains challenging. Meanwhile, hybrid distributed architectures such as ad ARC [16] and
Sannara et al.’s distributed sensor fusion scheme [17] combine local lightweight inference
with central aggregation of intermediate representations or decisions, offering robustness
to disconnections and improved scalability.

In addition to these frameworks, recent studies have explored enhancements to tradi-
tional FL through communication-efficient and heterogeneous model approaches. Sozinov
et al. [18] evaluated FL for HAR using both softmax regression and deep neural networks,
showing that although FL achieves slightly lower accuracy than centralized models, it
significantly reduces privacy risks and data transmission costs. Gad et al. [19] proposed
FedAKD, an FL strategy based on augmented knowledge distillation, which supports het-
erogeneous client models and improves communication efficiency by exchanging soft labels
rather than gradients. Their results show superior performance under non-IID conditions,
addressing one of the key limitations of traditional FL algorithms.

Beyond FL, split learning (SL) and federated split learning (FSL) have been introduced
to reduce the computational load on wearable devices further while preserving privacy.
Ndeko et al. [20] presented an FSL framework with differential privacy that partitions
the model between the client and the server. Their method achieved improved accuracy,
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reduced latency, and better privacy preservation compared to conventional FL, particularly
in edge computing scenarios.

Building on these advancements in FL and SL, recent studies have emphasized the
importance of energy awareness and heterogeneous device capabilities in real-world HAR
deployments. Nguyen et al. proposed an energy-aware FL framework that dynamically
selects participating clients based on energy status and data quality, achieving a better
trade-off between accuracy, fairness, and device longevity [21]. Similarly, Thakur et al.
introduced FedMeta, a meta-learning-based approach that enhances personalization and
adaptation to non-iid data distributions commonly encountered in wearable HAR [22].
Saylam and Incel [23] provided a comprehensive review of FL techniques for edge devices,
highlighting the challenges posed by device heterogeneity, communication bottlenecks,
and the need for lightweight aggregation methods tailored to wearable systems.

In parallel, research has also focused on distributed training and inference paradigms
that relax the server-centric assumptions of traditional FL. Khan et al. developed a multi-
frequency federated learning (MFFL) algorithm for HAR using head-worn sensors, enabling
asynchronous updates from devices operating at different sampling and computation rates
while maintaining both accuracy and energy efficiency [24]. Furthermore, decentralized
training approaches, such as ring-based and peer-to-peer topologies, have been explored to
eliminate single points of failure, allowing HAR systems to maintain progress even under
intermittent connectivity. These emerging strategies emphasize adaptability, privacy preser-
vation, and scalability, making them particularly relevant for next-generation distributed
HAR frameworks.

Complementary to learning strategies, energy efficiency remains a central concern
for wearable HAR systems. Ding et al. [25] proposed dynamic inference schemes and
sensor sampling strategies to reduce power consumption without sacrificing performance.
Similarly, Rezaie et al. [26] introduced an adaptive activity-aware algorithm that adjusts
sensing and computation rates based on user context, achieving substantial energy savings.
These techniques focus on prolonging battery life, though they often assume single-device
processing without inter-sensor coordination.

Despite these advances, many existing solutions either compromise accuracy for
efficiency or require architectural assumptions (e.g., synchronized updates or homoge-
neous sensors) that are difficult to maintain in real-world deployments. In contrast, the
framework proposed in this work adopts a modular, distributed architecture in which
each sensor node runs an independent neural model to generate compact, informative
outputs for fusion. This reduces communication overhead, enhances fault tolerance, and
supports asynchronous operation, making it well-suited for scalable, privacy-conscious,
and resource-constrained HAR deployments.

1.6. Contributions and Structure of the Paper
In this work, we attempt the following:

e  Propose a novel distributed neural network framework for multi-sensor HAR using
wearable devices, as shown in Figure 2.

e Implement and optimize lightweight local models for individual sensor nodes and a
central fusion model for final classification.

e Validate our approach on a publicly available multi-sensor HAR dataset that we
created and compare its performance against a centralized model.

e  Demonstrate that our distributed model achieves comparable or even better accuracy
while significantly reducing communication overhead and improving robustness to
sensor disconnections.
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Figure 2. General scheme of the proposed distributed computing wearable sensor network to be
used as an application case. As shown, the Individual Classification stage is characterized by low
accuracy, as each limb processes limited data. However, this accuracy is increased in the central core
when all the outputs from each limb are integrated into a single classification verdict.

The remainder of the paper is organized as follows: Section 2 presents the dataset,
experimental setup, and implementation details. Section 3 outlines the proposed distributed
framework, detailing the design of both local and central neural network components.
Section 4 reports the results, including accuracy comparisons, robust analysis, and energy
consumption metrics. Finally, Section 5 discusses implications, limitations, and directions
for future research.

2. Materials and Methods
2.1. Participants

A total of 67 participants (40 males and 27 females), aged between 20 and 60 years,
were recruited for this study from the local university population and the surrounding
community. All individuals voluntarily agreed to participate and provided informed
consent before data collection. Participants self-reported being in good general health and
physical condition at the time of the study.

The primary inclusion criterion was the absence of any known cardiovascular con-
ditions or medical history that could compromise the participant’s ability to perform the
physical activities safely as outlined in the experimental protocol. Individuals with mobility
impairments, recent injuries, or conditions affecting balance or coordination were excluded
to ensure consistency and safety during data acquisition.

This study was approved by the University of Puerto Rico’s Institutional Review
Board (IRB) in compliance with the ethical standards established by the Collaborative
Institutional Training Initiative (CITI Program) for research involving human subjects. All
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procedures were reviewed and authorized before data collection. Before participating, all
individuals received a detailed explanation of the study’s objectives and methods and
provided written informed consent.

2.2. Dataset

We collected a dataset using wearable sensors strategically placed on the human body.
The dataset comprises multiple sessions of physical activity performed by 67 participants,
with each session consisting of several repetitions of predefined activities. These activities
were recorded using three types of signals: quaternion, linear acceleration, and angular
velocity. These signals provide a rich representation of body movement and orientation,
which is essential for robust classification.

Each session was recorded at a fixed sampling rate of 50 Hz, meaning that one
sample corresponds to one timestamp of recorded data. On average, each session lasted
approximately 37 min, resulting in thousands of individual data samples per session.
The “Duration per session” column in Table 1 indicates the length of each activity per
participant.

Table 1. List of classified activities with their corresponding label, description, and duration per
session used in the training and evaluation of the model.

Activities Label Description Duration per Session (s)
Sitting 0 Participant remains seated and mostly still 600
Folding Clothes 1 Participant simulates folding garments by hand 300
Sweeping 2 Participant mimics a sweeping motion with arms 300
Walking 3 Participant walks at a regular pace 300
Moving Boxes 4 Participant lifts and moves small to medium boxes 300
Riding a Bike 5 Participant performs a cycling motion while seated 300

Table 1 summarizes the list of activities selected for classification, their correspond-
ing labels, and the average duration per subject for each activity. This provides a de-
tailed overview of how the dataset was constructed for training and evaluating the
classification models.

Many studies in the literature rely primarily on acceleration and gyroscope signals
for activity recognition, as these modalities capture translational and rotational motion
effectively [27]. However, in this work, we also incorporated quaternions because they
represent the sensor’s orientation in 3D space without suffering from the singularities
and ambiguities [28]. By incorporating quaternions, the system achieves a more stable
and comprehensive understanding of body posture and joint movement, which is particu-
larly valuable when classifying activities that involve complex or continuous changes in
orientation and speed.

To capture the full-body dynamics during the selected activities, wearable sensors
were strategically placed on key locations of the body. In this study, five sensors were used
and positioned as follows: on the chest to provide a reference for torso orientation and
posture; on the right and left wrists to monitor upper limb movements; and on the left and
right knees to capture lower limb dynamics. This sensor configuration enables the model
to learn both global and local motion patterns across different body segments, improving
its ability to distinguish between similar activities. A visual representation of the sensor
placement is shown in Figure 3. The dataset collected is available in the resource [29].
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(a) S

Figure 3. Body sensor placement configuration: (a) wearable sensing prototype; (b) human subject
walking while instrumented with the proposed sensor setup.

Anatomical considerations guided the placement strategy and aligned with established
practices in the human activity recognition literature. Sensors located on the chest and
limbs offer a suitable trade-off between capturing relevant motion features and ensuring
wearability. While this configuration proved effective for the activities included in this
study, it is essential to note that no experiments were conducted to assess alternative sensor
placements. Classification performance may vary with different sensor configurations,
particularly when motion sensitivity or signal discriminability is reduced due to location-
specific factors.

2.3. Experimental Design

To evaluate the proposed distributed framework for human activity recognition, a
controlled experiment was conducted using five MetaMotionRL wearable sensors (version
r0.5) from Mbientlab Inc. (San Jose, CA, USA). Each sensor was configured to stream
specific inertial data types at a frequency of 50 Hz, utilizing Bluetooth Low Energy (BLE)
for wireless communication with a MetaBase app running on an iOS device.

The chest sensor captured quaternions, 3-axis linear acceleration, and 3-axis angular
velocity. The sensors placed on the right hand and left knee streamed only acceleration and
gyroscope data, while the sensors on the left hand and right knee transmitted quaternion
data exclusively. All data streams were timestamped at the source and subsequently
synchronized offline using a standard reference clock. Synchronization was achieved
through linear extrapolation based on timestamps to ensure temporal alignment across all
sensor inputs.

Each of the 67 participants underwent a structured experimental session with a total
duration of approximately 37 min. The session consisted of six predefined activities listed
in Table 1: folding clothes, sweeping, walking, moving boxes, riding a bike, and sitting.
The first five activities were performed continuously for 5 min each, while the remaining
time was allocated to the sitting activity.

All sessions were conducted under supervised conditions in a controlled indoor
environment, following a strict and consistent timeline across participants to ensure stan-
dardization and reproducibility of the dataset. Each session began immediately after sensor
initialization and synchronization, and data acquisition was conducted in real-time over
approximately 37 min. per participant. However, model training and classification were
performed offline after data collection. The sensor signals remained stable throughout each
session, with no noticeable drift or degradation in data quality. This ensured consistent
labeling and reliable input for offline model development and evaluation. Future work
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will investigate longer-term deployments to assess the impact of continuous use, including
possible effects of sensor drift or synchronization loss on classification performance.

Transitions between activities were excluded from the final dataset to avoid introduc-
ing ambiguity in the activity labels. The sitting activity occurred at the beginning of the
session and after every two subsequent activities, resulting in a total of four sitting periods.
The short intervals during which the participant transitioned from one activity to another
were automatically identified by software using the predefined time intervals for each
task and systematically discarded, ensuring that each data segment corresponded strictly
to a single, well-defined activity. While this design decision promotes label consistency
and simplifies the learning process, it does not account for the transitional or overlapping
motions that often occur in real-world deployments. Therefore, in future work, we aim to
extend the framework toward real-time implementation, where detecting and classifying
transitions will be critical for enabling continuous and adaptive activity recognition in
dynamic environments.

2.4. Data Processing

To ensure temporal consistency, all recordings were synchronized post hoc using
the timestamp information provided by the sensors. A linear extrapolation method was
applied to align the signals across devices with a uniform sampling grid. Each recording
session consisted of multiple predefined activities, performed in a controlled environment.
Activity labels were assigned based on the sequence and timing of each task, which were
recorded during acquisition.

To ensure the validity of the labeling process, all data acquisition sessions were
supervised in real time by a member of the research team, who followed a predefined
script indicating the sequence and duration of each activity. The timing of each task
was logged concurrently with the sensor data to provide accurate alignment between
activity execution and label assignment. After acquisition, the recorded sensor signals
were visually inspected using custom plotting tools to verify that signal transitions (e.g.,
changes in acceleration or orientation) were consistent with the expected activity changes.
Sessions where inconsistencies or ambiguities in timing or execution were detected were
either repeated or excluded from the dataset. Although inter-observer agreement was not
employed, this manual supervision and verification process served to ensure the reliability
of the assigned labels and mitigate the effects of possible temporal drift or misalignment.

During preprocessing, any data entries with invalid or missing labels were excluded.
In addition, samples containing missing values in any of the sensor features were removed
to ensure the integrity of the dataset. Feature values were then normalized using z-score
normalization (zero mean and unit variance), computed based on the training set statistics.
This normalization was applied using the utilities from the scikit-learn library and saved
for consistent scaling of future data.

The resulting normalized time series were segmented into overlapping windows of
50 samples (equivalent to 1 s) using a sliding window approach with a stride of 25 samples
(50% overlap). Each window was assigned the most representative label from the segment
to generate the final dataset used for model training and evaluation.

3. Proposed Distributed Framework

To address the limitations of centralized architectures in wearable human activity
recognition systems, we propose a distributed neural network framework designed for
deployment across multiple edge devices. Unlike conventional models that rely on aggre-
gating all sensor data at a central processing unit, our approach distributes the inference
workload by assigning individual neural networks to each sensor node. These local models
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extract relevant motion features independently and transmit only compact, high-level
representations to a central model, which is responsible for final decision-making.

This distributed architecture is designed to minimize communication overhead and
energy consumption while enhancing scalability and robustness against common issues,
such as sensor dropout or data transmission delays. In this initial stage, the framework
was evaluated offline, simulating the behavior of distributed inference by independently
processing each sensor’s data through local models and aggregating their outputs in a
central model. This approach allows for the validation of the distributed logic and its
effectiveness in multi-sensor fusion before deploying the system on actual edge devices.
The real-time deployment of this framework is outside the scope of this paper.

3.1. Centralized Model

As an initial approach to human activity recognition, a centralized model was devel-
oped and trained using the complete set of synchronized sensor data. This model served
as a baseline to evaluate the classification performance when a single neural network
processes all information. A centralized architecture receives as input a concatenated vector
that integrates the signals from all five sensors, combining features such as quaternions,
linear acceleration, and angular velocity. This design assumes full availability of the data
streams during inference, representing an ideal scenario without communication delays
or disconnections. The purpose of this centralized model is twofold: to establish a perfor-
mance benchmark under optimal conditions and to provide a direct comparison point for
the subsequent implementation of a distributed architecture.

Figure 4 illustrates the structure of the input data and the operation of a single 1D
convolutional layer applied to the raw sensor window. Each input sample consists of
a sliding window of 50 timesteps and 30 features, where the 30 features correspond to
the concatenation of sensor measurements (acceleration, angular velocity, and the four
orientation components) collected from five body-worn devices. The vertical axis represents
the feature dimension, while the horizontal axis spans the temporal sequence. The figure
also shows how 1D convolutional filters with a kernel size of 3 operate along the time axis,
integrating information across all 30 features at each step. This setup enables the network
to extract local spatial-temporal patterns by sliding the filters across the sequence and
generating feature maps that encode short-term dependencies. Although the figure depicts
the first convolutional layer, the subsequent convolutional layers process the output of the
preceding ones, similarly building progressively deeper hierarchical representations of the
input signal.
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Figure 4. Illustration of the input tensor structure and the operation of a 1D convolutional layer in
the centralized model.
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Figure 5 presents the architecture of the centralized model. The first part of the network
consists of three consecutive 1D convolutional layers with a kernel size of 3 and appropriate
padding to preserve the temporal resolution. Each convolutional layer is followed by batch
normalization and a ReLU activation function. A max pooling layer with a kernel size
of 2 is applied afterward to reduce the sequence length and emphasize the most relevant
features. This is followed by a two-layer LSTM (Long-Short Term Memory) with a hidden
size of 256, which encodes the temporal evolution of the signal across the reduced time
dimension. The LSTM output is then passed through a series of three fully connected layers.
The first two linear layers include ReLU activation and dropout for regularization, while
the final layer applies a SoftMax function to generate the activity class prediction. This
architecture was designed to strike a balance between expressiveness and generalization in
a centralized setting, serving as a strong baseline for comparison against the distributed

framework.
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Figure 5. Implemented architecture for the Centralized Model.
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To ensure a robust architecture for the centralized model, several configurations of
the CNN-LSTM (Convolutional Neural Network and Long-Short Term Memory) structure
were explored, varying the number of convolutional layers and LSTM units. These configu-
rations were evaluated on a held-out test set to assess generalization. A detailed comparison
of these configurations and their corresponding performance is presented in Section 4. The
best-performing configuration identified was selected for a more in-depth evaluation. To
better understand its behavior, a confusion matrix was computed using validation data,
along with precision, recall, and F1-score for each activity class. These metrics provide a
detailed view of the model’s performance on activities observed during training, helping
to identify both well-classified categories and classes that may be confused due to similar
motion patterns.

3.2. Distributed Model

To address the challenges of scalability, latency, and robustness in real-world deploy-
ments, a distributed neural network framework was implemented. Unlike the centralized
model, which processes all sensor data jointly, the distributed approach decouples com-
putation across multiple local models, each associated with a specific sensor and a central
model that integrates their outputs. This design enables independent inference at the sen-
sor level while allowing fusion at a higher level, reducing the computational burden on a
single node and enhancing fault tolerance in case of sensor disconnections or transmission
delays, an aspect that was addressed in a previous study focused on mitigating sensor
disconnections [6].

3.2.1. Local Model

Each local model is designed to operate independently on the data collected from
a single wearable sensor. These models process sensor-specific signals (such as quater-
nions, accelerometer, and gyroscope data) and output a probability distribution over the
predefined set of activity classes. Figure 6 illustrates the structure of the input data and the
operation of a single 1D convolutional layer applied to the raw sensor window.
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Figure 6. Input tensor structure and the operation of a 1D convolutional layer in the local model.

Each model receives input windows of 50 timesteps and either six features (for sensors
with accelerometer and gyroscope data) or four features (for sensors with quaternion
data), resulting in tensors of shape 50 x 6 or 50 x 4. The first stage consists of two 1D
convolutional layers with a kernel size of 3 and increasing output channels (from 16 to 32),
both of which are followed by ReLU activations. A max pooling layer with a kernel size of
1is applied to preserve the temporal resolution. This is followed by a single-layer LSTM
with a hidden size of 32, which captures temporal dynamics in the sensor data. The final
representation is passed through two fully connected layers: the first with ReLU activation,
and the second with a SoftMax output to produce class probabilities.

The architecture follows a lightweight CNN-LSTM structure optimized for execution
on embedded devices, as illustrated in Figure 7.

MaxPooling1D .

ConvlD kernel <3x16x32> kernel <32x64> bias <6>
Kernel <3x6x16> bias <32> bias <64> Softmax

=

Figure 7. Implemented architecture for the local core on each sensor for the Distributed Model.

Linear

The lightweight design of each local model was intentionally chosen to facilitate
real-time deployment on embedded platforms with limited computational resources. By
minimizing the number of parameters and reducing architectural complexity, the models
achieve low latency and energy efficiency while maintaining competitive classification
performance. This design choice enables distributed inference directly at the sensor level,
eliminating the need for constant communication with a centralized processor.

3.2.2. Central Model of the Distributed Network

The central model receives as input a single concatenated output vector formed by
stacking the class probability distributions generated by each local model. Each local model,
corresponding to a different body-worn sensor placed explicitly on the chest, left and right
wrists, and left and right knees, outputs a probability vector of length C, where C is the
number of activity classes. These vectors are concatenated vertically to form a unified
input vector of dimension N-C, where N is the number of sensors. Figure 8 illustrates how
this representation encapsulates the local decisions of all sensors and enables the central
multi-layer perceptron (MLP) to integrate them into a global activity classification.
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Figure 8. Overview of the centralized decision fusion process in the proposed distributed framework.
Each local model processes sensor-specific data and outputs a probability vector over the set of
activity classes.

The architecture consists of an MLP composed of two fully connected layers, as shown
in Figure 9. The first layer maps the 30-dimensional input to a 64-dimensional hidden
representation, followed by a ReLU activation and dropout to promote generalization. The
second layer applies a SoftMax activation over the final 6-dimensional output, producing
the global activity prediction. This architecture enables the integration of individual local
inferences while maintaining a compact and efficient structure, making it suitable for
real-time decision fusion.

kernel <30x64> kernel <64x6>
bias <64> bias <6>

ReLU+Dropout Softmax Global
Prediction

Figure 9. Implemented architecture for the central core on the Distributed Model.

This central model plays a key role in the distributed framework by acting as a
decision-level fusion layer. While each local model is capable of performing standalone
inference based on its respective sensor data, the central model enhances overall system
performance by leveraging complementary information across sensors. This hierarchical
design offers both robustness, allowing for partial predictions in the event of sensor failures,
and scalability, as additional local models can be integrated seamlessly without requiring
retraining of the entire system.

To assess the computational suitability of the proposed architecture for embedded
and resource-constrained environments, we analyzed the complexity of both the local
CNN-LSTM models and the central MLP. Table 2 presents the number of trainable pa-
rameters, floating point operations (FLOPs), and estimated memory usage for each model.
These results demonstrate that the local models remain lightweight enough for on-device
inference. At the same time, the central node incurs minimal computational overhead,
making the entire framework suitable for deployment on wearable systems and low-power
edge devices.
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Table 2. Number of parameters, computational complexity (in FLOPs), and memory usage of the
local CNN-LSTM models and the central MLP, highlighting the feasibility of real-time execution in

embedded systems.
Parameters
Model FLOPs Memory Usage (MB)
Layer Trainable Parameters
Input Layer 0
ConvlD (1 x 3) 304
Activation (ReLU) 0
ConvlD (1 x 3) 784
Activation (ReLU) 0
Local Node MaxPooling (1 x 2) 0 229.83 KFLOPs 0.06
LSTM (1 layer, hidden = 32) 6400
Dense (64) 2112
Activation (ReLU) 0
Predictions (Dense) 390
Total Trainable Parameters 9990
Input Layer 0
Dense (64) 1984
Central Node ACUVS;f;‘O(uRfLU) 8 2.5 KFLOPs 0.01
Predictions (Dense) 390
Total Trainable Parameters 2374

3.3. Training Configuration and Reproducibility

The local models, each based on a CNN-LSTM architecture, were trained indepen-
dently for each sensor. Each model received as input only the data from its corresponding
sensor and was trained as a standalone classifier. The central model, a lightweight MLP,
was trained separately using the SoftMax outputs from the already trained local models as
input features.

All models were trained using the categorical cross-entropy loss function, standard for
multi-class classification problems. The Adam optimizer was selected due to its adaptive
learning rate capabilities and efficient convergence, which have proven effective in human
activity recognition (HAR) tasks [30]. A fixed learning rate of 0.001 was used, a value
commonly adopted for stable convergence without excessive oscillations [31]. The batch
size was set to 64, offering a good balance between generalization and training speed while
remaining compatible with the memory constraints of embedded devices [32].

Training was limited to a maximum of 50 epochs. Early stopping was applied by
monitoring validation loss, halting training if no improvement was observed for 10 con-
secutive epochs (patience = 10). While no additional regularization techniques such as
dropout or L2 penalties were applied, the CNN-LSTM architecture incorporates max-
pooling and ReLU activations, which naturally contribute to overfitting mitigation and
feature sparsity [33].

The best-performing model on the validation set was saved and used for final evalua-
tion. All training experiments were implemented in PyTorch v2.5.1 with CUDA 12.1 accel-
eration. Random seeds were fixed across all training and evaluation steps to ensure full
reproducibility.

4. Results

This section presents a comprehensive evaluation of both the centralized and dis-
tributed models using a test set composed of unseen data. The results include accuracy,
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confusion matrices, and class-wise performance metrics, enabling a comparative analysis
of the two approaches.

4.1. Centralized Model Performance

To optimize the classification performance and assess the robustness of the centralized
model, multiple architectural configurations were tested. Each configuration varied the
number of convolutional and LSTM units, while maintaining the overall CNN-LSTM
structure. The evaluation was conducted using a test set composed of data that was not
used during training or validation, ensuring an unbiased assessment of generalization
capability.

Figure 10 presents the accuracy obtained for each configuration. The models are
grouped into three categories: C2L1, C3L2, and C4L3, where C denotes the number of
convolutional layers and L the number of LSTM layers. Each configuration also varies in
terms of convolutional filters (F) and the number of hidden units in the LSTM layers (N).
Among all tested variants, the configuration with 256 convolutional filters and a two-layer
LSTM with 256 hidden units (F = 256, N = 256, C = 3, L = 2) achieved the highest accuracy
(93.68%), demonstrating the benefit of deeper representations when processing complex
multi-sensor data.
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Figure 10. Accuracy obtained during training under various architectural configurations of the
centralized model. Each configuration explores a different combination of the number of filters (F),
fully connected neurons (N), convolutional layers (C), and LSTM layers (L), aiming to identify the
most effective setup for maximizing classification performance.

These results establish a robust and well-performing centralized baseline, which serves
as a strong reference point for evaluating the distributed framework. The effectiveness of
this configuration not only validates the design choices of the centralized approach but
also provides a meaningful benchmark for subsequent comparisons.

4.2. Distributed Model Performance

Building upon the centralized baseline, the distributed framework was evaluated un-
der the same test conditions to enable a direct comparison. In this approach, each wearable
sensor is associated with an independent local model responsible for processing its own
data stream. These local models were trained separately using their respective sensor modal-
ities and produce intermediate predictions in the form of SoftMax probability vectors.

To integrate the outputs from the local models, a lightweight central model based on
an MLP was employed. This central node aggregates the class scores output by each sensor
to generate the final activity classification.
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Figure 11 presents the accuracy obtained for each configuration of the distributed
framework. The models are grouped under the category C2L1, representing a lightweight
and straightforward architecture tailored for embedded deployment. Among all tested
variants, the configuration with 16 convolutional filters and a single-layer LSTM with
32 hidden units (F =16, N =32, C =2, L = 1) achieved the highest accuracy (95.99%).
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Figure 11. Accuracy achieved during training for various architectural configurations of the local
models within the distributed framework. Each configuration represents a different combination
of convolutional layers (C) and LSTM layers (L), aiming to identify the most effective structure for
maximizing classification performance while maintaining a lightweight design.

These results confirm that the distributed framework, despite relying on simpler and
independently trained local models, can achieve competitive and better classification per-
formance. The lightweight configuration with minimal computational complexity proved
sufficient for capturing discriminative features when combined across sensors. This balance
between efficiency and accuracy highlights the potential of distributed processing in wear-
able systems. A comparative analysis between the centralized and distributed approaches
is presented in the following subsection.

4.3. Comparison

To enable a direct evaluation of both approaches, the centralized and distributed
models were tested under identical conditions using the same dataset. Figure 12 provides
a detailed comparison of the class-wise performance for both approaches. It includes con-
fusion matrices and the per-class precision, recall, and F1-scores. It can be appreciated that
the distributed model achieved higher precision than the centralized approach, indicating
a reduced rate of false positives in its predictions. In terms of overall accuracy and recall,
both models performed comparably, with slight variations depending on the activity class.
These results highlight the effectiveness of the distributed strategy, particularly considering
its modularity and scalability, and set the stage for a more in-depth discussion on the
trade-offs between the two approaches.

The comparative evaluation between the centralized and distributed models reveals
clear and consistent performance differences in favor of the distributed approach. As shown
in Figure 12, which presents the normalized confusion matrix, each value from the cen-
tralized model is accompanied by its distributed counterpart in parentheses. This format
enables a direct, class-by-class comparison. Notably, the distributed model demonstrates
improved classification accuracy in several key activities. For instance, the class Sitting
shows an increase in true positive rate from 0.90 to 0.96, while Walking improves from 0.96
to 0.98. In more complex activities such as Sweeping and Moving Boxes, the distributed
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Actual

model also shows notable gains, increasing from 0.88 to 0.91 and from 0.91 to 0.94, respec-
tively, while simultaneously reducing off-diagonal misclassifications. These improvements
suggest that sensor-level processing enables better preservation of temporal patterns and
motion nuances that may be lost during early fusion in centralized architectures.
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Figure 12. Comparison of classification performance between the centralized and distributed models
on the test set: (a) normalized confusion matrix of the centralized model, where each centralized
value is accompanied by its corresponding value in parentheses representing the distributed model.
This enables direct comparison of prediction accuracy per class across both approaches; (b) class-wise
bar plots of precision, recall, and F1-score for both models. Lighter bars represent the centralized
model, while darker bars represent the distributed model, grouped by metric for each activity class.

Figure 12 further reinforces these findings by displaying per-class precision, recall, and
F1-score for both models. The distributed model, represented by darker bars, consistently
achieves higher recall across all classes. This trend is particularly evident in Sweeping,
Walking, and Moving Boxes, where the recall gains are substantial. Since recall is critical
in activity recognition systems to avoid missing actual events, these results highlight
the distributed model’s strength in capturing true positives. In terms of Fl-score, which
balances both precision and recall, the distributed model outperforms the centralized one
in nearly every class, confirming its superior classification reliability.

While the centralized model performs slightly better in precision for a few activities,
such as Sitting and Folding Clothes, the overall advantage shifts toward the distributed
model due to its balanced improvement in both recall and Fl1-score. This trade-off is
acceptable, especially in real-time systems where false negatives (missed detections) are
more detrimental than occasional false positives.

In summary, the distributed model not only matches but often surpasses the cen-
tralized model in key evaluation metrics. Its superior performance in complex, dynamic
activities demonstrates that localized processing with late fusion enhances robustness and
generalization. These results support the design of distributed architectures in wearable
activity recognition systems, where sensor-specific information and reduced latency are
crucial for reliable real-time performance.

4.4. Simulation of BLE Packet Loss and Sensor Disconnection

To evaluate the resilience of the proposed distributed framework under BLE commu-
nication failures, we conducted a series of experiments simulating sensor disconnections
and packet loss during inference. These tests were designed to reflect real-world challenges
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in wearable systems, including dropped connections, sensor malfunctions, and partial data
loss.

The distributed system includes five unique sensor sources: the Chest, Left Knee,
Right Hand, Left Hand, and Right Knee. The local models associated with each sensor were
independently trained and fixed during evaluation. A centralized MLP model receives a
30-dimensional concatenated input vector formed by the class probability distributions
of all five sensors. To simulate sensor failures or transmission loss, we manipulated the
input vectors at inference time without retraining the central model, reflecting deployment
conditions where real-time adaptation is not feasible.

We evaluated the following fault scenarios:

e Baseline (No loss): all sensors are active and transmitting valid data. This serves as
the reference for maximum expected performance.

e  BLE packet loss (10%): randomly zeroes out 10% of the predicted outputs for each
sensor to simulate moderate transmission dropouts. The central model continues to
receive data from all sensors.

e  BLE packet loss (30%): a more severe version, where 30% of each sensor’s outputs are
zeroed out, simulating high BLE packet loss or interference.

e  Single-sensor disconnection: Each sensor is individually removed by replacing its full
output vector with zeros. This represents a total communication failure or power loss
in one node.

e  Two-sensor disconnection: All 10 possible combinations of two sensors being discon-
nected simultaneously were tested. This simulates more critical failures or simultane-
ous signal dropout in two channels, allowing for the analysis of sensor pair importance
in global inference.

Each scenario was evaluated using identical test subjects and consistent inference
parameters to ensure reproducibility and comparability across conditions. Table 3 summa-
rizes the impact of BLE packet loss and specific disconnection scenarios on classification
performance, measured as accuracy and Fl-score averaged across 10 held-out test subjects.

Table 3. Performance of the distributed model under BLE packet loss and critical sensor discon-
nections. (Sensor disconnection was modeled by zeroing out the corresponding probability vectors
without retraining the central model.)

Scenario Accuracy Mean (%)  F1-Score Mean (%)
Baseline (No loss) 95.924 95.83
BLE Packet Loss 10% 95.023 94.92
BLE Packet Loss 30% 91.913 91.78
1 Sensor Disconnected (Chest) 92.907 92.78
2 Sensors Disconnected (Chest and Left Hand) 84.772 84.43

While all disconnection scenarios negatively impacted performance, results show that
the distributed model remained robust under moderate packet loss (10%) and some single-
sensor disconnections. However, removing the Chest sensor or combinations involving the
Chest and Left Hand caused significant degradation, suggesting these sensors contribute
highly informative features.

To further analyze this, we conducted a complete evaluation of all one-sensor and two-
sensor disconnection combinations, shown in Table 4. The values represent average metrics
across the 10 test subjects. Results show a clear trend where accuracy and F1-score vary
depending on which specific sensors are dropped, confirming their relative importance to
the central model.
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Table 4. Classification performance of the distributed model under all combinations of one or two
sensor disconnections. Highlighted rows indicate the worst-performing scenarios per group.

Scenario Sensor Accuracy Mean (%) F1-Score Mean (%)
Chest 92.907 92.78
Left Knee 94.386 94.11
One-Sensor Disconnection Right Hand 94.835 94.68
Left Hand 92.554 92.36
Right Knee 95.908 95.87
Chest and Left Knee 88.339 88.02
Chest and Right Hand 90.751 90.35
Chest and Left Hand 84.772 84.43
Chest and Right Knee 92.487 92.37
Two-Sensor Disconnection Right Hand and Left Knee 93.327 92.97
Right Hand and Left Hand 89.764 89.48
Right Hand and Right Knee 95.165 95.12
Left Hand and Left Knee 90.188 89.86
Left Hand and Right Knee 93.148 93.08
Right Knee and Left Knee 92.654 92.51

As can be observed, the Chest and Left-Hand combination yields the lowest overall
performance, underscoring the collective influence of these two elements. In contrast, dis-
connections involving only peripheral joints (e.g., Right Knee or Left Knee) have a minimal
effect on the central model’s prediction, demonstrating fault tolerance in those cases.

These experiments were designed to be fully reproducible and can be replicated. The
robust results emphasize the advantage of the distributed architecture in maintaining
reliable inference even in the presence of communication failures.

4.5. Latency and Energy Estimation

Beyond accuracy, latency and energy consumption are critical factors when evaluating
the feasibility of activity recognition systems in real-time wearable scenarios. In this subsec-
tion, we report and compare the inference latency, energy consumption, power usage, and
estimated battery life of both the centralized and distributed approaches.

All measurements were performed on an NVIDIA Jetson AGX Xavier (NVIDIA Cor-
poration, Santa Clara, CA, USA) using TensorRT for model optimization and deployment.
The Jetson platform was selected as a high-performance embedded system capable of
profiling inference workloads, allowing relative comparison between centralized and dis-
tributed architectures. However, these results serve as a proxy and do not directly represent
the on-device performance of ultra-low-power sensor nodes such as the MetaMotionRL
(MbientLab Inc., San Jose, CA, USA).

Inference latency was recorded as the average time required to process a single input
window and generate a prediction. For the centralized model, latency includes the entire
processing pipeline of the fused multi-sensor input. In contrast, the distributed model
performs independent local inferences at each node, followed by a lightweight aggregation
step at the central unit. This modular and parallel structure led to significantly lower
latency in the distributed setup.

Energy consumption per inference was estimated using TensorRT profiling tools,
which account for both computational operations (FLOPs) and memory access patterns.
The centralized model, due to its more complex architecture and multi-sensor integration,
exhibited substantially higher energy consumption. The distributed framework, composed
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of lightweight CNN-LSTM local models and a compact MLP fusion module, consumed
considerably less energy per inference, a key advantage for deployment on low-power
embedded platforms.

To further quantify performance, we computed the power consumption (W) of each
model using the following expression:

Power = Energy per inference (J) x Inference rate (Hz) 1)

Assuming an inference rate of 50 predictions per second, consistent with the 50 Hz
sampling rate commonly used in human activity recognition. This assumption enables
extrapolation of average power usage. It is essential to note that the energy consumption
of BLE communication was not included in this estimation, as accurate BLE transmission
profiling requires direct measurement at the hardware level, which was beyond the scope
of this study.

To estimate battery life, we used the specifications of the MetaMotionRL sensor
(MbientLab Inc., San Jose, CA, USA), which includes a 190 mAh battery operating at
3.7V, yielding a total energy capacity of:

Epattery = 190 mAh x 3.7 V = 703 mWh = 2530.8 ] ()

Using this energy capacity and the estimated power consumption for each model, the
expected battery life was computed as:

Battery Life(s) = Ebattery o
Y ~ Power consumption

For the distributed model, the total energy per inference was computed as the sum
of the energy usage from all five local models (processing quaternion, accelerometer, and
gyroscope data), plus the energy usage of the central model. Total latency was calculated
assuming parallel local inference, using:

Latency_total = max(Latencylocalmodels) + Latency .. tralmodel (4)

Table 5 provides a comprehensive summary of these performance efficiency metrics.
The distributed model achieved a total inference time of 0.643 ms and energy usage of 3.91
m]J, compared to 3.184 ms and 9.219 m] for the centralized model. These improvements
are primarily attributed to the distributed execution of lightweight local models and the
minimal overhead of the central fusion module.

Table 5. Comparison of latency, energy consumption, power usage, and estimated battery life
between the centralized and distributed models.

. ) Distributed
Attribute Centralized Local Node Central Node
Total Latency [ms] 3.184 0.6065 0.0366
Energy Per Inference [m]] 9.219 0.6472 0.0279
Power Consumption [W] 0.46095 0.19555 (Total)
Battery Life [approx.] 1.52h 3.59h

This efficiency translates directly into extended operational autonomy. While the
centralized model supports approximately 1.52 h of continuous operation per full battery
charge, the distributed framework enables an estimated runtime of roughly 3.6 h per
sensor. These values represent theoretical estimates based on Jetson-level profiling and
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battery specifications and should be interpreted as relative indicators rather than absolute
performance guarantees.

These results highlight the practical advantages of the distributed architecture in
scenarios where energy efficiency, low-latency inference, and prolonged operation are
critical. By distributing the computational load across local nodes and reducing the com-
plexity at each sensor, the system enables extended usage while maintaining competitive
classification performance.

The experimental evaluation confirms that the distributed approach consistently
outperformed the centralized model across all evaluated metrics, including accuracy,
precision, recall, and Fl-score. While the centralized model benefits from fused multi-
sensor input, the distributed framework demonstrated superior performance, particularly
in activities involving subtle or overlapping motion patterns. This suggests that local
models, when coordinated adequately through an efficient fusion strategy, can effectively
capture discriminative features while also offering additional advantages in modularity
and scalability.

Beyond predictive performance, the efficiency gains achieved by the distributed model
are substantial. As shown in Table 5, total inference latency decreased from 3.18 ms in the
centralized model to just 0.64 ms in the distributed setup. Similarly, energy per inference
was reduced from 9.22 m] to 0.68 mJ] when combining local and central components. These
reductions led to a significantly lower power consumption (0.195 W vs. 0.461 W), which in
turn resulted in a more than twofold increase in estimated battery life, from approximately
1.5 h in the centralized model to nearly 3.6 h in the distributed case.

These findings confirm that the distributed architecture is better suited for real-time,
embedded deployments where energy autonomy and responsiveness are critical constraints.
The balance between performance and efficiency offered by this framework lays a solid
foundation for future work on scalable, robust, and context-aware activity recognition
systems in real-world wearable applications.

Finally, we acknowledge that the current energy and latency estimates are derived
from a high-performance embedded proxy (Jetson AGX Xavier), and do not include the
energy overhead of BLE communication. Future work will focus on empirical energy
profiling directly on ultra-low-power sensor nodes, incorporating BLE transmission cost
and inference latency at the microcontroller level for full-system evaluation.

4.6. Implementation Challenges on Embedded Platforms

While this study focused on evaluating the proposed framework through offline sim-
ulations, transitioning the system to real-time embedded platforms introduces several
practical challenges. First, BLE communication latency and packet loss must be carefully
considered, as real-world transmission delays and asynchronous sensor updates can lead to
temporary misalignments between sensor inputs. In our framework, such effects were sim-
ulated using zero-vector substitution during the inference process. Still, real-time handling
may require buffering strategies, synchronization protocols, or lightweight extrapolation
methods to maintain consistency across sensor nodes.

Second, the computational capabilities of embedded processors, such as microcon-
troller units (MCUs) or edge Al devices (e.g., Jetson Nano), can limit the complexity of local
neural networks. While our CNN-LSTM models are designed to be lightweight, optimizing
them further via model quantization, pruning, or hardware-specific inference engines (e.g.,
TensorRT, ONNX Runtime) would be necessary to meet real-time constraints.

Additionally, power consumption trade-offs must be managed carefully. Frequent
wireless communication and local processing increase energy usage, which is critical in
wearable applications. Efficient scheduling of inference and transmission tasks, possibly
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driven by event-based triggering or adaptive sampling, will be essential for long-term
operation.

Finally, synchronization among sensors becomes a non-trivial issue in multi-node
systems. Without centralized clocking, drift can occur between nodes, resulting in temporal
alignment issues. Implementing timestamp correction or leveraging protocols such as BLE
time synchronization would be required.

Although real-time deployment was outside the scope of this work, future research
will address these aspects through implementation on embedded prototypes with actual
BLE communication links.

5. Discussion

The results presented in the previous section highlight the strengths and trade-offs
between the centralized and distributed approaches for activity recognition using wearable
sensors. This discussion builds on those findings by examining their practical implications,
acknowledging limitations, and outlining directions for future research.

We acknowledge that no external motion capture system was used to validate the
absolute accuracy of the Inertial Measurement Unit (IMU) orientation estimates. Instead,
we relied on the onboard sensor fusion algorithms provided by the MetaMotionRL sensors,
which integrate accelerometer, gyroscope, and magnetometer readings to produce stable
orientation outputs in short recording windows. Since the activities were performed under
controlled conditions and were of limited duration (~5 min per activity), the accumulated
drift was negligible for activity classification. Furthermore, the model’s generalization
capability was evaluated across a diverse group of 67 participants, yielding consistent
performance results. While validation with an external motion capture system would
provide higher-fidelity ground truth for biomechanical analysis, it was not required for
the goals of this study, which focus on robust and efficient activity recognition in practical
wearable settings.

The centralized model, which processes fused data from all sensors simultaneously,
achieved strong classification results. This aligns with previous findings, which show that
centralized architectures benefit from access to multi-sensor input, enabling the capture of
inter-sensor dependencies. However, the distributed model exhibited consistently higher
precision across all activity classes, reflecting a more conservative prediction strategy
with fewer false positives. This behavior is particularly advantageous in contexts where
misclassifications could lead to undesired actions or safety risks.

Beyond classification performance, the distributed framework offers significant ad-
vantages in computational efficiency. By assigning local models to individual sensors and
transmitting only their SoftMax outputs, the architecture reduces per-node processing
requirements and enables parallel inference with lower latency. When deployed on the
NVIDIA Jetson AGX Xavier using TensorRT, the distributed model achieved an order-of-
magnitude improvement in both inference time and energy consumption compared to the
centralized configuration. These gains translate into extended operational autonomy, with
an estimated runtime increase from just over 1.52 h in the centralized case to approximately
3.6 h per sensor in the distributed configuration. This improvement makes the system more
suitable for continuous applications such as physical therapy monitoring, occupational
safety, and long-term activity tracking.

Although battery life was estimated and compared between configurations, we did
not conduct experiments to assess how sensor performance or data quality may degrade
as battery levels drop. Recording sessions in this study lasted approximately 37 min,
well within the sensors’ full runtime, and no perceptible degradation in signal quality,
stability, or transmission was observed during that period. However, we acknowledge that
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low battery conditions in extended deployments could potentially impact sampling rates,
sensor accuracy, or communication reliability. Future work will investigate these aspects in
the context of long-term, real-time operation.

It is essential to note that the distributed inference framework was evaluated using
offline simulations, where data were collected and synchronized in advance under con-
trolled conditions. This decision allowed us to focus on validating the inference architecture
itself, specifically, the ability to classify activities based on partial, independently processed
sensor inputs, without introducing variability from wireless communication or real-time
processing constraints.

Nonetheless, we recognize that real-time implementation aspects such as BLE trans-
mission delays, packet loss, and power consumption are critical for practical deployment
and were not evaluated in this study. To address this, we have outlined a concrete plan for
real-time implementation. Specifically, we intend to integrate BLE communication between
each wearable sensor (MCU) and a central embedded hub (e.g., NVIDIA Jetson Nano or
Xavier), using concurrent Bluetooth interfaces to emulate realistic operating conditions.
During this phase, we will measure key transmission parameters, including:

e  Total system delay, from sensing to central decision output (end-to-end latency);

e  Packet loss rate, both random and due to temporary disconnections;

e Transmission power and energy consumption, measured per sensor over extended
sessions.

Additionally, we aim to characterize the temporal behavior of the system as battery
levels decrease, to analyze possible degradation in sampling rate, latency, or BLE stability
over time. This implementation phase will also include the integration of error-handling
mechanisms, predictive smoothing, and dropout-tolerant inference to mitigate the effects
of intermittent data streams.

We also aim to characterize system behavior as battery levels decline, and imple-
ment error-handling mechanisms, predictive smoothing, and dropout-tolerant inference to
mitigate instability in the data stream. This phase will involve a new round of data collec-
tion with an expanded participant cohort under dynamic and unconstrained conditions.
Together, these efforts will bridge the gap between offline validation and real-time deploy-
ment, enabling a more comprehensive assessment of the system’s viability in embedded
and mobile contexts.

The distributed design additionally provides flexibility and robustness. Each local
model can operate independently, allowing for partial inference even when one or more
sensors become disconnected. This capability improves fault tolerance and supports modu-
lar scalability, critical features in real-world environments with unpredictable conditions.
These aspects, along with reduced communication overhead, further reinforce the suitabil-
ity of distributed learning systems for wearable applications with resource constraints.

Despite these advantages, the distributed framework presents certain limitations.
Local models may lack the global context available in centralized architectures, which
can impact classification performance in activities that involve inter-limb coordination.
Furthermore, managing asynchronous data streams and synchronizing predictions across
multiple nodes introduces architectural complexity, particularly in lossy or bandwidth-
limited communication environments.

Another important consideration is the absence of explicit spatial calibration between
sensors. In this study, each local model leveraged only its motion data, which was sufficient
for the selected activities. However, tasks that require precise relative positioning, such as
gait symmetry analysis, sign language interpretation, or specific rehabilitation protocols,
may benefit from sensor alignment in a standard spatial frame. As the focus here was to
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demonstrate a minimally coordinated distributed system, alternative spatial configurations
and calibration strategies were not explored.

Lastly, it is essential to distinguish the proposed HAR framework from full-body
biomechanical systems such as Xsens. These systems aim to reconstruct body pose using
anatomically anchored sensor placements and high-precision inertial data, typically requir-
ing extensive spatial calibration and personalized models. In contrast, our system focuses
on activity classification using independently captured local motion features, without
reconstructing global posture. This design supports computational efficiency, modular
deployment, and ease of use in practical applications where full pose estimation is unnec-
essary or impractical.

In summary, while the centralized model offers high overall accuracy and more
straightforward integration, the distributed approach provides superior precision, energy
efficiency, and robustness. These qualities make it a strong candidate for real-time embed-
ded activity recognition. Table 6 summarizes the key trade-offs discussed in this section
and supports informed system design decisions based on specific deployment constraints.

Table 6. Summary of trade-offs between centralized and distributed.

Criterion Centralized Model Distributed Model
Overall Accuracy High Higher
Precision Lower (more false positives) Higher across all classes
Recall High Higher in some classes
Latency (Inference) High (sequential processing) Low (parallel local inference)
Energy Consumption High Low
Estimated Battery Life 1.52h 3.6h
Computational Load Centralized, resource-intensive Distributed across nodes, lightweight
Scalability Limited (single point of processing) High (modular, sensor-level models)
Fault Tolerance Low (dependent on all sensor streams) High (can tolerate partial sensor loss)
Implementation Simpler to manage globally More complex synchronization, but modular

Future work will focus on exploring architectures that adaptively combine centralized
and distributed inference based on contextual factors and energy constraints. Promising
research directions include developing methods to dynamically weight sensor contribu-
tions, incorporating attention mechanisms at the fusion stage, and enabling online learning
directly at the edge. While the current evaluation was conducted in a controlled environ-
ment with a predefined activity protocol to ensure synchronization and label consistency,
one of the primary motivations behind the proposed distributed framework is its potential
scalability to real-world, dynamic scenarios. Accordingly, future efforts will include val-
idating the model under unscripted, noisy conditions and free-form activity sessions to
assess its robustness and generalizability. Moreover, extending evaluation to multi-user
scenarios, outdoor environments, and intermittent connectivity will be crucial for advanc-
ing the deployment readiness of these systems. Finally, implementing and validating the
proposed framework in real-world, real-time conditions beyond offline simulation remains
an essential step toward practical application.
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The following abbreviations are used in this manuscript:

CNN Convolutional Neural Network
RINN Recurrent Neural Network

ML Machine Learning

FL Federated Learning

FSL Federated Split Learning
SL Split Learning

MFFL  Multi-Frequency Federated Learning
SNN Spiking Neural Network

BLE Bluetooth Low Energy

LSTM  Long-Short Term Memory

MLP Multi-Layer Perceptron

FLOPs  Floating Point Operations

MCUs  Microcontroller Units

IMU Inertial Measurement Unit
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Abstract

Cardiorespiratory fitness is a predictor of long-term health, traditionally assessed through
structured exercise protocols that require maximal effort and controlled laboratory condi-
tions. These protocols, while clinically validated, are often inaccessible, physically demand-
ing, and unsuitable for unsupervised monitoring. This study proposes a non-invasive,
unsupervised alternative—predicting the heart rate a person would reach after completing
the step test, using wearable data collected during natural daily activities. Ground truth
post-exercise heart rate was obtained through the Queens College Step Test, which is a
submaximal protocol widely used in fitness settings. Separately, wearable sensors recorded
heart rate (HR), blood oxygen saturation, and motion data during a protocol of lifestyle
tasks spanning a range of intensities. Two machine learning models were developed—a
Human Activity Recognition (HAR) model that classified daily activities from inertial
data with 96.93% accuracy, and a regression model that estimated post step test HR using
motion features, physiological trends, and demographic context. The regression model
achieved an average root mean squared error (RMSE) of 5.13 beats per minute (bpm) and
a mean absolute error (MAE) of 4.37 bpm. These findings demonstrate the potential of
test-free methods to estimate standardized test outcomes from daily activity data, offering
an accessible pathway to infer cardiorespiratory fitness.

Keywords: deep learning; health monitoring; human activity recognition; wearable sensors

1. Introduction

Modern society confronts an increasing burden of chronic, lifestyle-related conditions:
hypertension affects approximately 1.28 billion adults aged 30-79 and causes around
10 million deaths annually [1]. Type 2 diabetes now impacts nearly 589 million adults,
with this figure expected to rise to 853 million by 2050; alarmingly, about 40% of those
affected remain undiagnosed [2]. These largely preventable conditions require ongoing
monitoring, something episodic, clinic-based care often fails to provide. The COVID-19
pandemic further underscored the urgency for scalable, remote, and non-invasive health
tools that empower individuals to manage their own health from home.

Cardiorespiratory Fitness (CRF) is widely recognized as one of the most powerful
predictors of long-term health outcomes. A higher CRF level is strongly associated with
reduced risk of cardiovascular disease, metabolic disorders, and all-cause mortality [3].
The gold standard for assessing CRF is maximal oxygen uptake (VO;max); however, its

Electronics 2025, 14, 3081 https://doi.org/10.3390/ electronics14153081
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assessment typically requires a cardiopulmonary exercise test (CPET), involving lab-grade
equipment (shown in Figure 1, e.g., metabolic gas analyzers, ergometers, electrocardio-
gram), trained personnel, and maximal exertion from the participant.

Image from Wikimedia Commons contributed by COSMED and shared under a license permitting reuse, verified through
Wikimedia’s VRT system (Ticket #2013073010007597).
Figure 1. Standard CPET equipment: Blood pressure monitor, mask (volume sensor and gas analyzer
tubing), electrocardiogram (ECG), ergometer, pulse oximeter, gas analyzer, display of breath-by-
breath data and exercise ECG.

Submaximal alternatives such as the Queens College Step Test [4] offer practical
alternatives. This standardized protocol involves stepping at a prescribed cadence for three
minutes and then measuring the participant’s heart rate during recovery. The resulting post-
test heart rate is used in validated equations to estimate VO,max with reasonable accuracy.
As a lower-burden alternative to CPET, the step test maintains clinical relevance while
being simpler to administer, making it a practical bridge between wearable measurements
and established fitness indicators. In this study, the heart rate predicted as if the participant
had completed a step test serves as an intermediate variable, enabling VO,max estimation
from unconstrained, daily activity data.

While CPET is highly accurate, its complexity, cost, and physical demand limit its use
in preventive care and for populations such as older adults or high-risk patients.

Wearable technologies offer a promising opportunity to improve CRF assessment by
continuously collecting heart rate, SpO,, and motion data in a non-invasive, user-friendly
way. Beyond capturing raw biomarkers, they also support real-time activity recognition,
providing essential context for interpreting physiological changes. For example, an elevated
heart rate during walking is expected, but the same value at rest may indicate a problem.
By integrating this contextual layer, wearables enable more personalized and meaningful
health insights.

Despite its clinical importance, CRF remains difficult to assess in real-world conditions,
as traditional protocols require structured effort and specialized equipment, while passive
monitoring often lacks the context needed to interpret physiological signals. This study
investigates whether it is possible to estimate an individual’s cardiorespiratory capacity
(specifically, their post step test heart rate) based on physiological behavior during natural,
unconstrained activities. By analyzing responses to everyday tasks such as walking or
folding clothes, our approach aims to bypass formal exercise protocols and support more
scalable, user-centered fitness assessment in free-living environments.
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1.1. Related Work
1.1.1. Protocol-Guided or Submaximal Exercise-Based Estimation

Several studies have estimated VO,max using structured submaximal protocols such
as step tests, cycling, or treadmill walks, aiming to reduce the burden of maximal car-
diopulmonary testing while preserving predictive accuracy. For instance, Sheridan et al. [5]
used team sport simulations to estimate oxygen uptake from inertial and heart rate data,
and Wiecha et al. [6] predicted VO,max using submaximal effort and body composition
in athletes. Akay and Abut [7] reviewed machine learning and statistical models ap-
plied to VO;max prediction in structured environments. Though more accessible than
maximal tests, these methods still require supervised physical effort and synchronization
with protocols, often targeting specific populations, limiting their applicability in broader,
unsupervised real-world settings.

1.1.2. Wearable-Based Estimation of Cardiorespiratory Fitness

Recent studies have used consumer-grade wearables to estimate CRF in semi-
controlled or free-living environments, typically using heart rate, step count, or pho-
toplethysmography (PPG) data. Neshitov et al. [8], for example, estimated CRF from heart
rate and step count collected during free-living activity, but their method required at least
200 min of active data, limiting its use for real-time or short-duration assessments.

Similarly, Spathis et al. [9] introduced a longitudinal approach to VO,max prediction
using wearable data, emphasizing the value of repeated measures over time. While promis-
ing, this approach requires prolonged usage and assumes consistent device adherence,
as the window size is one week of data. In a more controlled setting, Hsiao et al. [10]
developed a custom wearable system incorporating multichannel PPG to estimate VO,
during treadmill exercise, showcasing real-time estimation capabilities but still requiring
structured physical effort and specialized hardware.

While wearable-based CRF models have advanced non-invasive fitness assessments,
many still depend on long-term tracking, structured effort, or device-specific setups, limit-
ing their use for rapid or flexible deployment. In contrast, our two-model framework pro-
vides a faster, context-aware estimation from just a few minutes of wearable data collected
during natural activities, making it well suited for opportunistic use in real-world settings.

1.1.3. Modeling CRF with Indirect or Non-Exercise Features

Recent approaches have explored estimating CRF without requiring structured phys-
ical exertion. Instead of relying on exercise protocols, these models infer fitness from
demographic data, short physiological snapshots, or latent health indicators. For instance,
Lee and Park [11] proposed a deep learning model that predicts health status from ordered
questionnaire responses, demonstrating the feasibility of low-effort CRF estimation.

A promising alternative involves two-step strategies that first predict an intermediate
value, like post-exercise heart rate, then estimate CRF using validated formulas. This
preserves alignment with VO,max while avoiding maximal or submaximal testing, offering
a practical balance between accuracy and accessibility in settings where traditional protocols
are impractical.

1.1.4. Human Activity Recognition Using Inertial Sensors

HAR is a core application of wearable sensing, especially with inertial measurement
units (IMUs) that capture motion in free-living conditions. Deep learning models such
as Convolutional Neural Networks (CNNs) and Long-Short Term-Memory LSTMs have
improved classification accuracy, moving from handcrafted features to end-to-end learn-
ing [12]. Qureshi et al. [13] reviewed HAR challenges, including sensor variability, class
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imbalance, and real-time demands. While HAR is mainly used for context inference, its
integration into health analytics is expanding. Recognizing physical activity enriches phys-
iological signal interpretation and supports context-aware modeling, yet few HAR systems
connect activity context with individualized physiological responses in CRF estimation.

1.2. Study Proposal: Context-Aware Step Test HR Estimation from Wearable Data

This study introduces a novel two-model framework for indirectly estimating car-
diorespiratory fitness from wearable sensor data collected during daily life, eliminating
the need for structured exercise testing or prolonged tracking. The key innovation lies in
combining context-aware activity recognition with physiological modeling to approximate
a step test-equivalent heart rate.

The first model employs a HAR model to classify physical activities based on inertial
sensor data. In the second model, the classified activity, combined with physiological
signals (heart rate and oxygen saturation), motion features, and demographic information,
is used to predict the heart rate the individual would exhibit after completing a standardized
step test.

Figure 2 illustrates the full pipeline of the proposed method. Wearable devices capture
accelerations, angular velocities, quaternions, heart rate, and SpO, during daily activi-
ties, while demographic variables such as age, sex, and body composition are collected
separately. Model 1 uses motion features to infer the current activity. Model 2 then uses
the corresponding activity label, collected independently during the protocol, alongside
physiological signals and user metadata to estimate the step test-equivalent heart rate.
Although both models use activity context, they are trained independently.

Model 1: HAR
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Output: Activity Label
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Figure 2. Overview of the proposed two-model framework for cardiorespiratory fitness estimation.
Model 1 classifies physical activity using motion data from wearable sensors. Model 2 indepen-
dently uses the ground-truth activity label along with physiological signals, movement features, and
demographic metadata to estimate the heart rate a person would reach after a standardized step test.

By modeling natural physiological responses during free-living activities, this ap-
proach introduces a new path toward unsupervised, low-burden fitness assessment. Un-
like prior CRF estimation methods that require structured exertion, dedicated testing, or
long-term data aggregation, this framework allows opportunistic CRF estimation from
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just a few minutes of wearable data, supporting real-world deployment in remote and
preventive care.

1.3. Contributions and Paper Organization

The main contributions of this work include: (1) a unified framework that integrates
activity recognition and physiological modeling to estimate step test-equivalent heart rate
from daily wearable data, and (2) an indirect method for VO,max estimation that does
not require participants to follow formal exercise protocols. Future directions include
expanding the dataset to incorporate broader demographic and health diversity, replacing
activity classification with effort-based regression for more generalized modeling, and
validating predicted fitness indicators against direct VO,max measurements obtained via
gas exchange analysis in clinical settings.

The rest of the paper is structured as follows: Section 2 details the study protocol,
wearable setup, data processing, and models. Section 3 presents evaluation results for
activity classification and heart rate prediction. Section 4 discusses the implications, limita-
tions, and future directions. Section 5 concludes with a summary of contributions and the
significance of this approach for health monitoring.

2. Materials and Methods

This section describes the experimental protocol, data collection procedures, wearable
setup, preprocessing steps, and deep learning architectures used in the study. It outlines
how participants were recruited and monitored using wearables during a structured
protocol involving real-world physical activities. Two separate pipelines were established:
one for HAR and another for estimating post-exercise heart rate through regression.

2.1. Participants and Protocol

This study received ethical approval from the Institutional Review Board (IRB) of the
University of Puerto Rico. All research procedures complied with the ethical standards set
by the Collaborative Institutional Training Initiative (CITI Program) for research involving
human participants. Approval was granted prior to the start of data collection. Before par-
ticipating, each subject received a full explanation of the study’s objectives and procedures
and provided written informed consent. To ensure participant’s safety, all individuals
completed the Physical Activity Readiness Questionnaire (PAR-Q) and disclosed basic
health information prior to participation.

Data collection took place in a controlled indoor environment that adhered to
ANSI/CTA recommendations for real-world testing [14]. The room was private, free from
distractions, and maintained under consistent conditions, including a constant temperature
of 21 °C, with lighting and humidity levels set within comfortable indoor ranges. These
measures were intended to minimize external influences on physiological measurements
and promote participant comfort throughout the experimental protocol.

A total of 67 participants were initially enrolled in the study. However, data from
7 participants were excluded from the final analysis due to issues affecting the quality or
completeness of the recorded data. The resulting dataset includes 60 participants, consisting
of 36 males and 24 females, with ages ranging from 19 to 64 years. For each participant,
key demographic variables were collected, including age, sex, height, weight, body fat
percentage, and body mass index (BMI). These variables were used to characterize the
study population and were also included as features in the heart rate regression model.

Figure 3 illustrates the demographic distribution of the final participant pool, including
sex proportions, age ranges, body fat percentage, and BMI categories. This visual summary
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highlights the diversity in body composition and physical profiles across the sample,
supporting the robustness of the physiological modeling approach.
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Figure 3. Demographic distribution of study participants. (a) Distribution of participants based on
age and gender; (b) distribution of participants by gender and fat percentage ranges; (c) distribution
of participants based on BMI ranges.

Each participant began the session by performing the Queens College Step Test [4],
a standardized submaximal exercise protocol used to assess cardiorespiratory recovery.
The test involves stepping up and down on a platform at a fixed cadence of 24 steps
per minute for men and 22 steps per minute for women, over a period of three minutes.
Maintaining this cadence is essential for producing consistent post-exercise heart rate
responses, which are later used to estimate cardiorespiratory fitness. Participants were
given verbal instructions, and a metronome was used to help them keep the correct
rhythm. At the end of the test, the heart rate was measured manually at the wrist by a
trained researcher.

Following the step test, wearable sensors were placed on the participants to monitor
physiological and motion data during a sequence of activities. Details about the sensor
setup, body placement, and signal types are provided in Section 2.2.

After the step test and sensor setup, each participant completed a structured activity
protocol designed according to the ANSI/CTA-2108 Framework for Validation of Health
Technology Derived Metrics under Naturalistic or Unconstrained Conditions [15] and
the ANSI/CTA-2065.1 Standard for Physical Activity Monitoring for Heart Rate—Real
World Analysis [14]. Activity intensity levels were categorized following CTA-2074 guide-
lines [16], which define physical effort using Metabolic Equivalent of Task (MET) val-
ues and real-world examples. The protocol included alternating periods of rest, light,
moderate, and vigorous activity, simulating common daily tasks while eliciting varied
cardiovascular responses.
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The full activity protocol lasted 37 min and was consistent with all participants.
Activities were selected to cover a representative spectrum of daily movements with
increasing physiological demand. Table 1 summarizes the activity types, their assigned
MET values, and their corresponding activity codes from the 2024 Adult Compendium of
Physical Activities [17].

Table 1. Structured activity protocol with MET values.

Time [min] Activity Activity Code MET

0-3 Sit 07021 1.0

3-8 Fold clothes while seated 05091 2.0
8-13 Sweep, light effort 05011 2.3
13-16 Sit 07021 1.0
16-21 Walk at 5.6 km/h, treadmill surface 17190 3.8
21-26 Move a 4.5 kg box from the table to the floor and vice versa 11615 4.5
26-29 Sit 07021 1.0
29-34 Static bike, 101-125 watts 01224 6.8
34-37 Sit 07021 1.0

This sequence allowed for the capture of wearable data across a realistic range of
physical intensities, while incorporating recovery periods to observe heart rate dynamics.
To ensure consistent task execution, an automated timer system provided visual and
auditory cues to the participants at each activity transition, indicating the start and end of
every segment.

2.2. Wearable Setup

To capture detailed biomechanical and physiological signals, participants were instru-
mented with a combination of motion sensors and wearable biomarker devices. The motion
capture setup was designed to ensure symmetry and provide coverage of both the upper
and lower limbs, as well as the torso. A total of five Inertial Measurement Units (IMUs)
MetaMotionRL from MbientLab Inc. were used, positioned on the chest, left hand, right
hand, left knee, and right knee. These IMUs operated in streaming mode during the activity
protocol and transmitted their data via Bluetooth after each session for synchronization
and storage. Each IMU captured a specific subset of motion features:

Chest: Quaternions, tri-axial acceleration, and gyroscope (50 Hz);
Left hand: Quaternions only (50 Hz);

Right hand: Acceleration and gyroscope (50 Hz);

Left knee: Acceleration and gyroscope (50 Hz);

Right knee: Quaternions only (50 Hz).

The asymmetrical configuration resulted from hardware limitations: the MetaMo-
tionRL sensors could not record quaternions and raw acceleration/gyroscope data si-
multaneously. To balance signal diversity while minimizing device count, we adopted
a complementary layout, assigning quaternions to one limb and acceleration/gyroscope
to the opposite. This strategy leveraged the symmetric nature of the protocol’s activities
(e.g., walking, sweeping), allowing mirrored motion patterns to be inferred. Moreover,
prior findings [18] showed that quaternion-based representations improve classification
performance, and that full-body instrumentation can be reduced without significant loss of
accuracy, supporting the idea that a reduced, strategically distributed configuration can
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still capture the essential features for activity recognition. The chest sensor was assigned
the most comprehensive sensing role, serving as a central anchor point to contextualize
upper and lower limb movements with respect to the trunk.

IMU calibration was performed immediately following sensor placement on each
participant. After all devices were secured, participants were instructed to sit upright with
their hands resting on their knees and remain still. During this neutral and reproducible
posture, the IMUs were initialized and calibrated to establish a reference frame for mo-
tion tracking. Since individual posture and body geometry vary across participants, the
resulting orientation references naturally differed between subjects. This strategy promotes
robustness and real-world applicability, enabling the model to tolerate small deviations in
sensor alignment or anatomical differences, conditions that are common in everyday use.

To track orientation, quaternions were used instead of Euler angles, as they prevent the
gimbal lock effect and support smooth, multi-axis rotational representation; as validated
in our previous work [19]. This combination of data quality and minimal sensor burden
supports both modeling accuracy and future real-world deployment.

For physiological monitoring, two wrist-worn devices were used, each capturing
HR and SpO, at a sampling rate of 0.5 Hz. A Garmin Venu 3 smartwatch, worn on
the right wrist, and a CheckMe™ oximeter, worn on the left wrist, provided redundant
measurements for cross-validation and robustness during motion. During data review,
the Garmin watch occasionally returned zero values for SpO, during movement periods,
indicating signal dropout, in contrast, the CheckMe™ oximeter provided more stable and
complete recordings. As a result, SpO, data from the CheckMe™ was prioritized during
preprocessing to ensure signal continuity. Figure 4 provides a schematic overview of
sensor placement, indicating the precise body locations and signal types associated with
each device.

Quaternion >
Acceleration IMU Sensors
Angular Velocity
. Garmin Venu 3

‘ CheckMe Oximeter

Acceleration
¥ Angular Velocity

(a) (b)

Figure 4. Wearable sensor placement overview. (a) Wearable sensing prototype; (b) human subject
instrumented with the proposed sensor setup.

To ensure temporal alignment across all sensor inputs, including IMUs and physiolog-
ical devices, linear extrapolation based on timestamps was used for synchronization. This
step enabled frame-level integration of biomechanical and cardiorespiratory data, resulting
in a rich, unified dataset suitable for downstream analysis in both activity classification
and physiological modeling. The collected dataset is available in the resource [20].
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2.3. Data Processing
2.3.1. Preprocessing for Human Activity Recognition

Raw IMU data collected at 50 Hz, including acceleration, gyroscope, and quaternion
signals, underwent a multi-step preprocessing pipeline prior to activity classification.

First, signals were smoothed using a fifth-order Butterworth low-pass filter with a
cutoff frequency of 5 Hz, which preserves human movement frequencies while eliminating
high-frequency noise. The filtered signals were then Z-score normalized feature-wise,
with the mean and standard deviation computed per feature channel and per participant,
to account for inter-individual differences in baseline physiology and motion patterns,
ensuring that the model focuses on relative changes over time rather than being biased by
absolute values that vary naturally across individuals.

To assign activity labels, each sample was timestamp-aligned and segmented into
predefined time intervals according to the standardized activity protocol. A 5 s mar-
gin was trimmed after each activity transition to reduce transitional noise and avoid
label ambiguity.

After labeling, the continuous signal was segmented into overlapping sliding windows
to create fixed-length samples for input to the neural network. Figure 5 illustrates the
segmentation and input structure used for HAR model training. Each input sample consists
of a sliding window of 20 frames (0.4 s) and is defined by a set of individual features derived
from the wearable sensors. These features include quaternions, linear accelerations, and
angular velocities collected from the chest, knees, and hands, based on the specific sensor
configuration described in Section 2.2. Each signal component (e.g., X, y, z of acceleration or
W, X, ¥, z of quaternions) is treated as a separate input feature in the model. The windowing
process uses a stride of 6 frames, resulting in a 70% overlap between windows. This
approach maximizes the temporal resolution of the input while preserving the sequential
structure of the movement data.

Stride for window size = 6 frames
I 1

| :I (1 din%e]z%sion)
|

Window Size = 20 frames

Figure 5. Input features and segmentation for the HAR model.

2.3.2. Preprocessing for Heart Rate Regression

For the HR regression task, the pipeline integrated synchronized physiological, biome-
chanical, and demographic data into a unified input structure suitable for deep learning.
The goal was to model how each individual’s body responded to natural activities to
predict their step test-equivalent heart rate.

For the sequential data, time-series signals were collected at 0.5 Hz and formed the
basis of the sequential input branch. These included:
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e HRand SpO, recorded at 0.5 Hz;

e  Acceleration magnitudes computed from tri-axial accelerometer data at the chest, left
knee, and right hand. Each signal was first filtered with a 5th-order Butterworth
low-pass filter (cutoff = 5 Hz) and then downsampled to match the 0.5 Hz sampling
rate of the biomarkers.

This set of five features per time step formed the sequential portion of the input matrix,
capturing the moment-to-moment physiological and motion response of the participant
during the activity protocol.

To capture temporal patterns in physiological response, the sequential data was
segmented into sliding windows of 30 frames, corresponding to 60 s of continuous activity.
This window size was selected to reflect a typical adaptation timescale of HR and SpO,
to physical effort. A stride of 8 frames was used between windows, enabling significant
overlap and increasing the number of training samples. Additionally, the segmentation
process was repeated using three different offsets (0, 4, and 8 frames), producing multiple
views of the same signal and improving robustness against alignment variability.

In parallel with the sequential input, each window was enriched with a vector of
contextual data and participant-specific variables, appended once per window:

e  Demographic data: age, sex, height, weight, BMI, and body fat percentage;

e  Baseline values: resting HR and SpO;, computed from the initial resting segment of
the protocol;

e  Activity context: current activity label, previous activity label, duration (in seconds)
of the current activity up to that point, and MET value representing the estimated
physical intensity.

These metadata features provided the model with static context and physiological
background for each subject, enabling more personalized and accurate predictions. The
resulting multimodal input is illustrated in Figure 6, which shows the segmentation of
the sequential features and the alignment of the contextual data with each window. The
final input to the model consisted of a pair, i.e., a (30, 5) matrix representing the sequential
features and a single 12-dimensional context data vector per window.
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S
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Heart Rate Weight (kg)
Fat Percentage (%)
| | Acc Chest | | BMI (kg/mz)
Resting HR (bpm)
| | Acc Hand| | Resting spo2 (%)
Current Activity [One-hot] Q
I Acc Kneel | Previous Activity [One-hot] 4 Z. (}/(
Duration of Current Activity (s) Y ©
MET value of the activity 2.
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|

Offsets

Window Size = 30 frames
Figure 6. Structure of input data used for the heart rate regression model.

2.4. Model Architecture
2.4.1. Human Activity Recognition Classification Model

To classify physical activities from wearable motion data, we implemented a deep
learning model that combines a one-dimensional CNN with an LSTM layer. The model
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receives as input a time-series tensor of shape (batch size, time steps, features), where each
frame contains multichannel IMU features.

Figure 7 illustrates the architecture of the model; it begins with a 1D convolutional
layer that extracts short-term temporal patterns across input features using a kernel size
of 3. This is followed by batch normalization and a ReLU activation function to stabilize
training and introduce non-linearity. The resulting feature maps are then permuted and
passed into an LSTM layer, which captures long-range temporal dependencies across the
windowed sequence. A final fully connected layer maps the LSTM outputs to per-time-step
activity class probabilities.

[ Data |

: :
QemiAlD) | [LSTM | [Linear |
Kernel <3x31x64> {Kemel <B3x31x64> ‘ Kernel <3x31x64> ’
bias <64> bias <64> bias <64>
BatchNorm + ReLU ¢
[ Classification ]

Figure 7. Architecture of the HAR model.

Hyperparameter tuning was conducted using Optuna [21], an open-source framework
for automatic hyperparameter optimization based on Bayesian search strategies. Key
parameters, including CNN output channels, LSTM hidden size, learning rate, and batch
size were explored across predefined ranges. Trials were evaluated on validation accuracy
after a few training epochs to identify optimal configurations.

2.4.2. Heart Rate Regression Model

To estimate the heart rate a participant would reach after completing a standardized
step test, we developed a deep learning model that integrates sequential time-series data
with contextual metadata. The model aims to learn cardiorespiratory responses to daily
activities using fused physiological and biomechanical signals.

The first branch of the model processes sequential data: five time-series channels
sampled at 0.5 Hz, including HR, SpO,, and acceleration magnitudes from the chest, right
hand, and left knee. These signals are passed through two stacked 1D convolutional layers
with batch normalization, ReLU activation, max pooling, and dropout. The resulting
temporal features are encoded by an LSTM layer into a fixed-length hidden representation.

In parallel, the context data branch encodes a 12-dimensional vector consisting of
participant-specific features (age, sex, height, weight, BMI, body fat %), resting physio-
logical baselines (HR, SpO,), and contextual activity features (current/previous activity,
duration, MET). This vector is processed through a fully connected layer with ReLU and
dropout to produce a compact contextual embedding.

The two branches are concatenated and passed to a fusion module, a two-layer
Multilayer Perceptron (MLP) that outputs a scalar prediction of the post-exercise heart rate.
Figure 8 gives a visual representation of the architecture description.
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Figure 8. Architecture of the HR regression model.

3. Results

This section presents the performance outcomes of the two proposed models: the HAR
classifier and the post step test HR regression model. Evaluation focused on their accuracy,
generalizability across participants, and ability to capture both movement patterns and
physiological responses. Metrics such as accuracy, F1-score, RMSE, and NRMSE were used
to assess model effectiveness under real-world conditions.

3.1. Human Activity Recognition Classification Model’s Performance

The final HAR model was evaluated on a held-out test set using the hyperparameters
selected through Optuna tuning. The model showed strong performance in recognizing
physical activities from wearable IMU data, with a weighted accuracy of 96.93% across all
activity types.

To further assess model performance, we calculated precision, recall, and F1-score
using a weighted average to account for potential class imbalance. All three metrics
consistently exceeded 95%, suggesting both high sensitivity and precision in detecting
a variety of everyday tasks. Figure 9 presents the confusion matrix of the HAR model,
summarizing its classification performance across all six activity types.
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Figure 9. Confusion matrix for the HAR model predictions on the test set.
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The matrix reveals high accuracy overall, with most predictions correctly aligned
along the diagonal. This indicates that the model was highly effective at distinguishing
between different physical activities based on wearable motion data.

While most samples were correctly classified, some minor misclassifications were
observed. Interestingly, the greatest confusion occurred between the bike and rest activities,
two tasks with clearly distinct physical intensities. This misclassification may be attributed
to the similarity in upper body movement, as the hands remain relatively still in both
activities. Additionally, the transition period at the beginning of the biking segment (when
participants were seated and adjusting their position before pedaling) may have contributed
to the overlap in motion patterns captured by the sensors. Despite these challenges, all
activity classes maintained high recognition rates, indicating that the model generalizes
effectively across the diverse set of movements in the protocol.

3.2. Heart Rate Regression Model’s Performance

The heart rate regression model was evaluated using Leave-One-Subject-Out (LOSO) [22]
cross-validation, ensuring generalizability by testing on each participant while training
on all others. This approach was repeated for all 60 participants, ensuring robust and
personalized performance evaluation across the population.

To identify the optimal model architecture, a grid search was performed over key
hyperparameters: the number of output channels in the convolutional layers, the hidden
size of the LSTM, and the dimensionality of the context branch. The context branch
is a Multi-Layer Perceptron (MLP) responsible for processing non-sequential metadata,
including demographic variables, resting biomarkers, and activity context. These features
are projected into a compact representation and fused with the output of the sequential
layers. Figure 10 displays the RMSE results across hyperparameter combinations: panel (a)
shows results for models with 32 convolutional channels, and panel (b) for 64. Each line
corresponds to a different number of neurons in the context MLP layer, while the x-axis
indicates the LSTM hidden layer size.
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Figure 10. Grid search results show RMSE performance across LSTM, and context hidden sizes.
(a) Results for CNN hidden size 32 and (b) Results for CNN hidden size 64. Each line represents a
different context MLP layer size, illustrating how LSTM hidden layer size affects the results.

While Figure 10 highlights the best-performing configurations for clarity, the full
hyperparameter search included additional LSTM sizes (up to 1024), as well as variations
in dropout rates and learning rates. These extended configurations revealed that model
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performance generally saturates at an LSTM hidden size of 768, with no consistent im-
provements beyond that point. In some cases, larger configurations led to slightly higher
RMSE or training instability, particularly when the LSTM and context layers were both
large. A consistent trend emerges across configurations: models perform better when the
LSTM hidden layer size exceeds the context MLP layer size. This suggests that allocating
more capacity to temporal modeling of physiological and motion signals is critical for
accurate heart rate prediction, while a smaller context representation is sufficient to encode
static metadata.

The best results were obtained with a model that used 64 convolutional output chan-
nels, an LSTM hidden layer size of 768, and 384 units in the context MLP branch. This con-
figuration achieved an average RMSE of 5.13 beats per minute (bpm), a MAE of 4.37 bpm,
and a NRMSE of 0.174. These results indicate that the model can accurately estimate the
heart rate a participant would reach after performing the Queens College Step Test, based
solely on their physiological and motion responses to free-living activities.

To assess the agreement between predicted and actual values, a Bland-Altman anal-
ysis [23] was performed. Figure 11 shows the mean bias between predicted and ground
truth post-test heart rate values, which was just 0.13 bpm. Most differences fell within the
95% limits of agreement, suggesting strong alignment and minimal systematic bias in the
model’s predictions.
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Figure 11. Bland-Altman plot comparing predicted and true HR values. Each point represents a
participant’s prediction. The solid black line shows the mean bias (0.13 bpm), while the dashed red
lines indicate the 95% limits of agreement (£1.96 SD). Color intensity has no additional meaning,
and all points reflect individual HR predictions.

Finally, model performance was also analyzed by activity type. As shown in Figure 12,
the NRMSE was computed separately for each task.
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Figure 12. Normalized root mean squared error (NRMSE) of heart rate prediction across activity types.
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Activities such as sweeping, walking, and moving a box led to the lowest prediction
errors, with NRMSE values around 0.036-0.037. These activities typically elicit consistent
physiological responses, making it easier to model across participants. On the other hand,
resting periods showed the highest error (NRMSE = 0.046), likely due to higher inter-
individual variability in baseline heart rate. These results reinforce the model’s ability to
learn exertion-driven trends from natural activity, while also highlighting the challenges of
modeling personalized rest-state physiology.

4, Discussion and Future Work

This study presents a framework for estimating an individual’s post step test heart
rate using wearable data collected during natural daily activities. By integrating move-
ment and physiological signals from wearable sensors, the proposed model enables an
indirect estimation of VO,max, the gold-standard indicator of CRE, without requiring
structured exercise protocols. Unlike traditional assessments involving treadmills or cycle
ergometers under supervision, our method allows users to be passively monitored through
everyday movement.

The results demonstrate that this indirect VO,max estimation is feasible, with the
model achieving an average error of just 5.13 bpm across participants. The HAR model
further reinforces this framework by providing reliable activity context information, with
classification metrics consistently exceeding 96%. These components support the feasibility
of context-aware, at-home monitoring of cardiorespiratory health, opening the door to
more accessible and user-friendly fitness evaluation systems beyond clinical environments.

A key advantage of this approach lies in its efficiency. Unlike many existing methods in
the literature, which rely on long-term data aggregation, ranging from hours to entire weeks
of wearable recordings, our framework produces a fitness estimate from just a few minutes
of daily activity. This substantial reduction in data requirements not only lowers the burden
on users but also makes the method more compatible with opportunistic and on-demand
assessment. It eliminates the need for continuous tracking or strict protocol adherence,
offering greater flexibility for real-world deployment and broader population use.

Our approach emphasizes generalizability, as demonstrated through LOSO cross-
validation, which confirmed the model’s robustness across unseen individuals despite
the moderate dataset size. While the activity protocol was structured, it was carefully
designed to reflect free-living conditions by incorporating a variety of realistic daily tasks
rather than isolated or treadmill-based exercises. Notably, the HAR model sustained high
classification performance despite inter-individual differences in how movements were
executed, suggesting that it reliably captures activity-specific patterns across diverse users.
This design helps bridge the gap between controlled clinical protocols and real-world,
unsupervised monitoring.

While the dataset used in this study includes participants with a range of ages and
body compositions, it primarily represents individuals in average health. For safety reasons
defined in the consent protocol, participants with known cardiovascular, pulmonary, or
frailty-related conditions were excluded. As a result, the model has not yet been validated
in clinical or high-risk populations, and its current findings should be interpreted within
this context.

This model serves as a first step toward broader applications. Looking ahead, several
improvements can be made to strengthen this framework. Future work should focus on
expanding the dataset with a greater number of participants across a broader range of
health conditions, ages, and fitness levels. Clinical validation in controlled environments
(particularly with high-risk populations) will be essential to ensure safety and extend
applicability to those who would benefit most from fitness monitoring. In these settings,
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future studies should compare predicted values against gold-standard VO,max measure-
ments (e.g., via metabolic gas analysis) to formally establish the clinical accuracy of the
proposed framework. Integrating additional biomarkers, such as respiration rate, ECG, or
skin temperature, could enhance the model’s understanding of internal physiological states,
and it is also recommended to explore higher sampling rates for these signals to improve
temporal resolution and capture finer physiological variations. In addition, analyzing
performance across demographic groups could help ensure fairness and generalizability.

Validation under real-world free-living conditions is necessary to evaluate the model’s
robustness in practical, uncontrolled environments. Introducing variable intensity levels
within the same activity class would support the development of more nuanced models
capable of distinguishing effort gradients. Moreover, rather than relying on predefined
activity classes, future models could benefit from regressing MET values directly, providing
a continuous and more generalized representation of physical effort.

Finally, a key long-term goal is to move beyond offline estimation toward real-time
feedback systems. With further refinement, this approach could power wearable-based
fitness and recovery trackers that provide personalized health insights on the go, enabling
early detection of decline, optimizing rehabilitation, and empowering users to engage
in proactive health management from the comfort of their home. Future work should
also consider optimizing model size and efficiency for on-device deployment, minimizing
impact on battery life and processing.

5. Conclusions

This work presents a novel, data-driven approach to estimating cardiorespiratory
fitness using wearable sensors in natural, unsupervised settings. By combining a deep
learning-based HAR model with an HR regression model that integrates motion, physiolog-
ical biomarkers, and contextual metadata, we demonstrate the feasibility of predicting the
heart rate a person would reach after a standardized step test, without requiring them to
perform the test. This predicted heart rate can then be used to estimate a cardiorespiratory
fitness indicator.

A key strength of this framework lies in its ability to operate with just a few minutes
of daily activity data, in contrast to many existing methods that require prolonged mon-
itoring periods. This enables more opportunistic, user-friendly assessments compatible
with real-world deployment. The model also showed strong generalizability across partici-
pants, achieving high accuracy in both activity classification and heart rate prediction, as
demonstrated through LOSO cross-validation.

The ability to infer a CRF indicator from free-living activity data, without requiring
treadmills, structured protocols, invasive equipment, or clinical supervision, represents a
significant breakthrough. It bridges the gap between controlled laboratory assessments
and real-world conditions, paving the way for more accessible, scalable, and personalized
tools for cardiorespiratory fitness monitoring beyond clinical settings.
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Abbreviations

The following abbreviations are used in this manuscript:

HR Heart Rate

HAR Human Activity Recognition

RMSE Root Mean Squared Error

bpm beats per minute

MAE Mean Absolute Value

CRF Cardiorespiratory Fitness

VO,;max Maximal Oxygen Uptake

CPET Cardiopulmonary Exercise Test

ECG Electrocardiogram

SpO, Blood Oxygen Saturation

PPG Photoplethysmography

IMU Inertial Measurement Unit

CNN Convolutional Neural Network

LSTM Long-Short Term-Memory

PAR-Q Physical Activity Readiness Questionnaire
ANSI/CTA  American National Standards Institute/Consumer Technology Association
BMI Body Mass Index

MET Metabolic Equivalent of Task

LOSO Leave-One-Subject-Out

MLP Multi-Layer Perceptron
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Abstract

Accurate estimation of upper-limb joint angles is essential in biomechanics, rehabilitation,
and wearable robotics. While inertial measurement units (IMUs) offer portability and
flexibility, systems requiring multiple inertial sensors can be intrusive and complex to
deploy. In contrast, optical motion capture (MoCap) systems provide precise tracking
but are constrained to controlled laboratory environments. This study presents a deep
learning-based approach for estimating shoulder and elbow joint angles using only three
IMU sensors positioned on the chest and both wrists, validated against reference angles
obtained from a MoCap system. The input data includes Euler angles, accelerometer,
and gyroscope data, synchronized and segmented into sliding windows. Two recurrent
neural network architectures, Convolutional Neural Network with Long-short Term Mem-
ory (CNN-LSTM) and Bidirectional LSTM (BLSTM), were trained and evaluated using
identical conditions. The CNN component enabled the LSTM to extract spatial features
that enhance sequential pattern learning, improving angle reconstruction. Both models
achieved accurate estimation performance: CNN-LSTM yielded lower Mean Absolute
Error (MAE) in smooth trajectories, while BLSTM provided smoother predictions but
underestimated some peak movements, especially in the primary axes of rotation. These
findings support the development of scalable, deep learning-based wearable systems and
contribute to future applications in clinical assessment, sports performance analysis, and
human motion research.

Keywords: deep learning; human motion analysis; inertial measurement units; joint
angle estimation

1. Introduction

Human motion analysis is central to various fields, including physical rehabilitation,
human-robot interaction, biomechanical research, and health monitoring [1-4]. The ability
to quantify movement patterns and joint kinematics provides essential information for
designing adaptive systems, assessing recovery, and developing personalized interven-
tions [5]. In particular, the estimation of upper limb joint angles is a key metric in evaluating
motor function in clinical and real-world environments [6]. These measurements support
the development of robotic assistance, prosthetic control, and rehabilitation tools that rely
on biomechanical feedback to function effectively. At the same time, wearable technologies
have enabled real-time tracking of physiological and kinematic variables in naturalistic
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settings. Recent developments include smart textiles for respiration monitoring [7], open-
source smartwatches for physical activity and heart rate tracking [8], and medical health
patches that provide continuous cardiorespiratory data using dry electrodes [9], illustrating
the growing potential of wearable systems in integrated health assessment.

Traditionally, optical motion capture systems (e.g., Vicon®, OptiTrack®) have been
used as the gold standard for obtaining ground-truth joint angles due to their sub-millimeter
spatial accuracy [10]. However, these systems require fixed infrastructures, extensive
camera calibration, and controlled laboratory conditions, making them impractical for
deployment in everyday environments. Their spatial requirements and sensitivity to
marker occlusion further limit accessibility outside research facilities [11].

In response to these limitations, IMUs have gained popularity as wearable alternatives
for motion capture [12]. These low-power sensors infer segment orientation and joint angles
across diverse conditions. Despite their advantages in portability and ease of integration,
conventional IMU-based approaches often rely on dense sensor configurations (typically
7-10 units), which can present several challenges. These include:

e  Sensor-to-segment misalignment, which can introduce substantial errors in joint angle
estimation. Fan et al. reported errors exceeding 24° in the knee when misalignment
exceeded 15°, highlighting the sensitivity of such systems to mounting orientation
errors [13].

e Inter-sensor drift during prolonged recordings, especially in dynamic movements
such as running, where orientation accuracy deteriorates over time without correction
mechanisms [14].

e  Although IMUs are generally rated as comfortable by users, especially when embed-
ded in clothing or mounted non-invasively, increasing the number of sensors can
complicate setup and maintenance, affecting overall usability in natural environments.

These limitations motivate the development of minimal-sensor configurations, where
a reduced number of strategically placed IMUs can still deliver high-accuracy joint angle
estimates through robust modeling techniques [15].

1.1. Deep Learning and Reduced Sensor Approaches

The integration of deep learning into motion estimation enables direct mapping from
raw IMU data to joint kinematics. Recurrent neural networks (RNNs), particularly LSTM
and CNN-LSTM hybrids, capture temporal dependencies critical for dynamic joint angle
estimation. These models compensate for sparse inputs by learning latent biomechanical
relationships [16,17].

Recent studies confirm that minimal IMU configurations can achieve accuracy com-
parable to optical systems when combined with optimized deep learning architectures.
For example:

e Kim et al. introduced the Activity-in-the-loop Kinematics Estimator (AIL-KE), an
end-to-end CNN-LSTM model using only two IMUs (wrist and chest). By integrating
activity classification into the pipeline, they achieved shoulder joint angle errors under
6.5°—a 17 % improvement over a baseline without behavioral context [18]. However,
this approach is primarily aimed at analyzing activities with periodic behaviors.

e  Alemayoh et al. showed that a single IMU placed on the shank or thigh can estimate
lower-limb joint angles with a mean absolute error of 3.65° using a BLSTM, demon-
strating feasibility for sagittal-plane kinematics during walking [15]. No upper limbs
were analyzed in this study.

e Airaksinen et al. systematically assessed trade-offs in IMU configurations and con-
cluded that the minimal configuration with acceptable classifier performance includes
at least a combination of one upper and one lower extremity sensor [19].
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1.2. Problem Statement: Toward Practical and Scalable Joint Angle Estimation

Despite the growing interest in IMU-based motion tracking, achieving accurate upper
limb joint angle estimation under real-world constraints remains an open challenge. Optical
motion capture systems offer exceptional precision but are limited by their dependence on
controlled environments. In contrast, wearable IMU solutions enable free-living monitoring
but often rely on dense sensor networks that compromise usability [20].

The need for scalable and user-friendly solutions calls for approaches that maintain
high accuracy while minimizing hardware complexity. Reducing the number of IMUs
requires robust neural learning frameworks capable of extracting informative represen-
tations from partial data streams. This trade-off between model complexity, number of
sensors, and system deployability remains a challenge. Reducing sensor count reduces
observability, but intelligent modeling strategies can compensate for this loss. Evaluating
different neural architectures under constrained input conditions is essential to identify
scalable and efficient solutions [21].

1.3. Proposed Framework

To address these challenges, this work proposes a deep learning framework that
estimates upper limb joint angles using only three IMUs located at the chest and wrists.
This configuration ensures biomechanical relevance while minimizing invasiveness. We
assessed the effectiveness of two different model architectures: a CNN-LSTM, which uses
convolutional layers to extract spatial features followed by temporal modeling, and a
Bidirectional LSTM (BLSTM), which processes sequences in both forward and backward
directions to enhance context awareness. An overview of the proposed sensor placement
and model pipeline is illustrated in Figure 1.

Feature Neural
Data Capture Extraction Network Estimated Joint Angles
=N O Mocap Reflective
o Markers Mocap System:
IMU Sensors Eulendnglss CNN + LSTM
¥ 0205 1| IMU Sensors:
Euler Angles BLSTM
Accelerations
Angular Velocities
| S|

Figure 1. Proposed framework for upper limb joint angle estimation using a reduced number of IMU
sensors. Both CNN + LSTM and BLSTM were compared using the same dataset.

The models were trained using IMU data synchronized with ground truth MoCap
measurements, allowing the system to learn joint-specific motion patterns. By compar-
ing both architectures, we evaluated the trade-offs between inference, accuracy, and
temporal smoothness.

1.4. Contributions and Paper Organization

This work contributes to the ongoing effort to simplify joint angle estimation systems
for practical deployment in health and rehabilitation contexts. We demonstrate that with a
minimal sensor configuration and proper model selection, it is possible to achieve high-
accuracy estimation of upper limb kinematics.

The rest of the paper is structured as follows: Section 2 describes the dataset acquisition,
sensor placement, and preprocessing steps. Section 3 introduces the model architectures
and training procedure. Section 4 presents quantitative results comparing CNN-LSTM
and BLSTM under specific motion conditions. Section 5 discusses the implications of these
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findings, highlights current limitations, and outlines future research directions toward
scalable, real-world biomechanical monitoring systems.

2. Materials and Methods
2.1. Instrumentation

This study employed a dual-system configuration comprising an IMU-based wearable
platform and an optical MoCap system to obtain synchronized kinematic datasets. The
IMU system utilized MetaMotionS devices developed by Mbientlab Inc. (San Jose, CA,
USA), capable of capturing raw linear acceleration, angular velocity, and orientation in
quaternion or Euler-angle format. These sensors operate over Bluetooth Low Energy (BLE)
and provide onboard fusion capabilities for orientation estimation.

For ground-truth kinematics, an OptiTrack® motion capture system (OptiTrack, Cor-
vallis, OR, USA) was used in conjunction with Motive software (version 3.3.0.1), which
handled the digitization and recording of all OptiTrack® data. This system computes
segmental joint angles based on 3D marker trajectories and predefined biomechanical mod-
els. All data streams were timestamped and synchronized to ensure alignment between
IMU and MoCap recordings. Although MoCap systems are considered the gold standard,
they are not free from limitations such as marker displacement and soft tissue artifacts.
To address these, a previous study conducted by the authors evaluated the feasibility
of emulating an IMU sensor using a MoCap system by performing specific controlled
movements across and along each coordinate axis, as well as combined motions [22]. The
results demonstrated high consistency between the motion capture output and expected
IMU behavior, supporting the reliability of MoCap-based ground truth for this application.

2.2. Data Acquisition

A single 10 min recording session was performed by a single subject, involving contin-
uous upper limb movements executed at a natural speed and full range of motion. Prior
authorization from the Institutional Review Board (IRB) was obtained to perform this study.
The shoulder joint was evaluated across three degrees of freedom: abduction/adduction,
flexion/extension, and internal/external rotation. The elbow joint was evaluated only
in flexion/extension. No segmentation or repetition scheme was enforced, ensuring a
representative sequence of natural motion.

IMU data were collected at 50 Hz and included tri-axial acceleration, angular velocity,
and quaternion orientation. This sampling rate was selected based on prior studies indi-
cating that 50 Hz is sufficient to capture the natural frequency of human motion without
aliasing, even during fast transitions [23,24]. All quaternion data were converted to Euler
angles using a ZYX intrinsic rotation convention. This conversion was necessary due to the
limitations of directly using quaternions in neural network training.

Euler angles offer scalar orientation values aligned with anatomical axes, making
them more interpretable for both biomechanical analysis and neural network learning.
Unlike quaternions, which are abstract and non-intuitive, Euler angles correspond directly
to clinically meaningful joint motions such as flexion or rotation. This alignment facilitates
better feature learning and promotes faster convergence during model training, as the
network can associate specific signal patterns with anatomically relevant movements. The
dataset is available in the following reference [25].

2.3. Experimental Design

All data collection was conducted by a single subject under consistent environmental
conditions. More subjects will be included for future studies to account for other body
sizes, limbs, and dynamics. The subject wore three IMUs placed on the chest and both
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wrists, along with reflective markers positioned according to the standardized upper-limb
marker set required by the Motive skeletal solver (See Figure 1). The OptiTrack® system
consisted of 7 infrared cameras surrounding the capture volume to provide high-fidelity
3D tracking. Figure 2 illustrates the complete setup used during data collection.

\ i IMU sensors |
)

Figure 2. Overview of the real-world setup used for experiments.

At the beginning of each recording session, the subject adopted a T-pose posture,
with both arms extended horizontally and palms facing downward. This standardized
position served as the initial reference for all subsequent movements and was used to align
the coordinate systems of the IMU and MoCap data. Starting from a well-defined T-pose
ensured consistent orientation across both systems and facilitated the synchronization of
reference frames during post-processing.

Following this posture, the subject performed a series of continuous upper limb
motions at a natural speed and amplitude. These movements included:

e A shoulder rotation around the Z-axis (Yaw), shown in Figure 3.
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Figure 3. Illustration of the shoulder yaw (Z-axis) movement performed during validation.

e A shoulder flexion/extension around the X-axis (Roll), shown in Figure 4.
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Figure 4. Illustration of the shoulder roll (X-axis) movement performed during validation.

e Anelbow flexion/extension primarily around the Z-axis (Yaw), shown in Figure 5.
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Figure 5. Illustration of the elbow yaw (Z-axis) movement performed during validation.

The sequence was designed to reflect a broad range of typical daily activities, ensuring
sufficient variability across all rotational degrees of freedom to support robust model training.

Ground-truth joint angles were obtained from the OptiTrack® motion capture system
using Motive’s embedded biomechanical solver. This software computed shoulder and
elbow joint angles based on the 3D trajectories of the reflective markers. The resulting
time series of joint angles served as the reference targets for training and evaluating the
proposed learning models.

2.4. Data Preprocessing

The raw data acquired from the wearable sensors consisted of acceleration, angular
velocity, and quaternion signals from each IMU. Static angles were initially captured in
quaternion format because the sensor fusion algorithm implemented in the Mbientlab
MetaMotionRL devices (version r0.5) with firmware-enabled 9-axis sensor fusion, yields
more accurate orientation estimates when the data is exported directly in this format.
In contrast, exporting orientation directly as Euler angles from the device introduced
noticeable inaccuracies. Therefore, the data was first collected in quaternion form and
subsequently converted into Euler angles for model training. Preliminary experiments
using quaternions as training targets yielded poor results, since the networks struggled to
preserve the unit norm required for valid quaternions, and their abstract 4D representation
limited the model’s ability to learn meaningful geometric relationships. Euler angles
provided a more interpretable and effective representation for the estimation task.

To prepare this data for use in neural network models, a structured and multi-stage
preprocessing pipeline was developed, encompassing data synchronization, trimming,
subsampling, segmentation into temporal windows, and normalization. This pipeline is
illustrated in Figure 6.
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Figure 6. Data preprocessing pipeline for the proposed framework. (a) Describes the processing
of MoCap data used to generate the target joint angles for the neural networks. (b) Describes the
processing of IMU signals.

2.4.1. Type of Measured Data

Each IMU sensor recorded triaxial accelerometer data (g), gyroscope data (°/s), and
quaternion orientation data (W, X, Y, Z). A separate CSV file was generated for each signal
type and each sensor.

2.4.2. Synchronization and Trimming

Data acquisition was initiated first with the three IMU sensors. After a 5 s delay to
ensure all sensors were actively recording, the MoCap system was started. This approach
ensured that the MoCap system provided a consistent and precise timestamp reference to
align all IMU data streams. During preprocessing, the IMU files were temporally synchro-
nized by aligning their internal timestamps to the MoCap start time. Once synchronization
was achieved, all data streams were trimmed to match the duration recorded by the MoCap
system. Since the OptiTrack® Motive software allows configuration of a fixed trial duration,
this ensured all signals were aligned and had identical length. Notably, IMU recorded a
few extra seconds at the end due to delayed manual stopping; trimming ensured these
were discarded, resulting in consistent frame alignment across all devices.

2.4.3. Subsampling

Mbientlab sensors record quaternions at a fixed sampling rate of 100 Hz, while ac-
celerometer and gyroscope data were configured to operate at 50 Hz. Additionally, the
OptiTrack® motion capture system provided ground-truth joint angles sampled at 50 Hz.
To ensure temporal consistency across all input and target signals, quaternion data were
subsampled to 50 Hz by retaining every other sample.

2.4.4. Filtering

A low-pass Butterworth filter (fifth-order, cutoff frequency = 5 Hz) was applied to
the accelerometer and gyroscope data to attenuate high-frequency noise. This cutoff
frequency was selected to preserve the dominant frequencies associated with voluntary
human limb motion, which typically fall below 6 Hz [26]. In biomechanics, low-pass
filtering is commonly applied to both kinematic and kinetic data to improve signal quality
and reduce noise. Common cutoff frequencies range from 3 to 10 Hz [27], with 6 Hz
often used as a representative value, as seen in tools like OpenSim [27,28]. The filter was

141



Electronics 2025, 14, 3039

implemented using the filtfilt function to achieve zero-phase distortion. Quaternion data
were not filtered.

2.4.5. Tensor Preparation and Normalization

The recordings were loaded and concatenated into a unified dataset. The input
features included yaw, pitch, and roll (transformed Euler angles from quaternions), angular
velocities (wx, wy, wz), and linear accelerations (ax, ay, az) from each IMU sensor, resulting
27 columns across the chest, right wrist, and left wrist sensors. The output (target) variables
were 10 joint angles derived from the MoCap system: 3 degrees of freedom (DOF) at each
shoulder and 2 DOF at each elbow.

Min-max normalization was applied independently to the input and output variables
using the MinMaxScaler from scikit-learn. The scaler was fitted on the training data and
reused to normalize the validation data and later to inverse-transform the model outputs
during evaluation.

2.4.6. Sliding Window Design

The normalized data were segmented into overlapping temporal windows of
50 frames (corresponding to 1 s of data at 50 Hz) using a stride of 5 frames as shown
in Figure 7. This configuration results in a 90% overlap between consecutive windows,
ensuring high temporal continuity across samples. The high overlap also helps preserve
dynamic changes between windows, particularly important in short sequences where
rapid joint movements occur. This decision was especially beneficial given the reduced
number of sensors and the system’s low observability, as it increased the number of training
samples and improved the model’s ability to capture sequential dependencies and postural
transitions. While lower overlaps (e.g., 50% and 25%) were tested and yielded acceptable
and poor results, respectively, 90% consistently led to better performance. Overall, this
setting promoted generalization and mitigated overfitting by exposing the model to more
nuanced motion patterns.
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Figure 7. Input tensor representation used in the CNN-LSTM architecture. The input consists
of a window of 50 and 9 features per sensor, including Euler angles, angular velocities, and

linear accelerations.

Following the windowing step, the output tensors were trimmed to compensate for
the shift introduced by the convolutional operations within the CNN-LSTM architecture.
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This alignment guaranteed consistency between the sequence length of the inputs and the
targets. A detailed explanation of this architectural adjustment is presented in Section 2.5.

2.4.7. Data Split

After preprocessing and tensor construction, the data was divided into training and
validation sets. Five of the six available recordings were used for training, while the other
one was exclusively reserved for validation. This take-independent split ensured that the
validation set contained motion patterns not directly seen during training, allowing for a
more realistic assessment of the model’s generalization ability. The resulting split produced
approximately 30,000 training frames and 6000 validation frames after windowing.

With the dataset structured for training and validation, the next step involved de-
signing and evaluating neural network architectures capable of learning the complex
relationship between the multivariate inertial inputs and the corresponding joint angles.
Two deep learning models were assessed for this task: a CNN-LSTM network and a
BLSTM network.

2.5. Comparative Analysis of Architectures

The CNN-LSTM and BLSTM architectures were assessed to estimate upper limb joint
angles from inertial data; however, they differ in structure, computational complexity, and
learning dynamics, which impact their respective advantages and limitations.

The CNN-LSTM model leverages convolutional layers to extract local spatiotemporal
features from segmented IMU signals before passing them to the LSTM layers. This
hierarchical structure enables effective encoding of short-term dynamics and reduces
the dimensionality of the input prior to sequential modeling. Its use of 2D convolution
allows for localized feature learning across both sensor modalities and time, promoting
generalization while keeping the model relatively lightweight. Moreover, the presence
of a CNN front-end introduces a degree of robustness to noise and spatiality, helping the
model focus on motion-relevant features [29]. However, the choice of kernel size and stride
introduces a shape mismatch between input and output sequences, requiring architectural
adjustments and additional processing steps such as target cropping.

In contrast, the BLSTM model eliminates the need for convolutional preprocessing by
directly operating on a flattened representation of the IMU signals. Its bidirectional nature
allows it to access both past and future motion trends within the input window, enabling
potentially more accurate estimation in temporally ambiguous situations [30]. This ability
to integrate broader temporal context may improve performance in scenarios with delayed
responses or nonlinear movement transitions. However, the absence of a CNN component
also means that the model may be more sensitive to noise or irrelevant features, as it lacks
an explicit mechanism for spatial feature extraction.

Overall, while the CNN-LSTM model offers a more compact and interpretable ar-
chitecture that balances performance with computational efficiency, the BLSTM provides
richer temporal modeling capabilities that may prove advantageous in tasks requiring
higher sensitivity to motion context.

2.6. Neural Network Architectures

The selection of architectural parameters, such as the number of layers, kernel size,
and hidden units, was selected based on related works and optimized through manual
configuration adjustments validated experimentally. Several configurations were tested
iteratively, adjusting hyperparameters such as filter size, dropout rate, and the number of
recurrent layers until stable convergence and low validation error were achieved. These
decisions were also informed by related works in joint angle estimation using IMUs. The
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following subsections describe the final architectures and training strategies adopted for
each model.

2.6.1. Convolutional-Long Short-Term Memory (CNN-LSTM) Architecture

The model input consisted of 50-frame temporal windows. For each sensor, nine
features were included: three Euler angles, three angular velocities, and three linear
accelerations, resulting in a total of 27 features per frame. Each input sample was thus
represented as a tensor of shape (50, 27), which was expanded to (1, 50, 27) to comply with
the input requirements of 2D convolutional layers. The overall structure of the CNN-LSTM
architecture is shown in Figure 8.

Conv2D <128x256x3> kemel <256x10>
kemel <3x9x128> bias<256> bias<10>

ReLU+Dropout ®

Figure 8. Architecture of CNN-LSTM regression model.

The first layer of the network was a 2D convolutional layer with 128 filters and a
kernel size of (3, 10), applied without padding. This kernel spanned three timesteps and ten
feature dimensions, enabling the model to extract spatiotemporal correlations across the
time and all sensors. Due to the convolution operation, the time dimension was reduced
from 50 to 48 frames. To maintain consistency between input and target sequences, the
ground truth joint angle series was trimmed by two frames during preprocessing, as
mentioned in the previous section.

Following the convolutional layer, a dropout layer with a rate of 0.3 was used to
mitigate overfitting by randomly deactivating neurons during training. The output of the
convolutional stage was reshaped from (batch, 64, 48, 1) to (batch, 48, 64), making it suitable
for input to a recurrent layer.

To capture the temporal dynamics of the motion, the network employed a single LSTM
layer with 256 hidden neurons. This layer processed the sequential features extracted by
CNN and learned temporal dependencies across the 48-frame sequence. The output
of the LSTM at each timestep was passed to a fully connected layer that mapped the
256-dimensional hidden state to 10 outputs per frame, representing the joint angles of
interest. The target labels for the neural networks correspond to the joint angles at the final
frame of each shifting window. This strategy is consistent with established practices in the
literature, where the output label is aligned with the last timestep of the input sequence,
ensuring temporal consistency between the observed inertial dynamics and the predicted
joint angles [15].

The target angles correspond to the rotational components (Yaw, Pitch, and Roll) of
the shoulder and (Yaw and Pitch) of the elbow, for both left and right arms. This results
in a total of 10 predicted joint angles per window, representing the angular orientation of
each joint in the anatomical frame with respect to the initial T-pose posture.

The network was trained for 150 epochs using the Adam optimizer with a learning
rate of 1 x 107°. A batch size of 50 was used, matching the temporal length of each input
window. The loss function employed was the Mean Absolute Error (MAE), selected for
its interpretability in degrees and its robustness to outliers compared to squared-error-
based metrics. Its exclusive use in this study ensured a simple and consistent evaluation
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framework across models and joints, prioritizing clarity and interpretability over the
inclusion of multiple statistical indicators.

To prevent overfitting, a dropout rate of 30% was applied between layers, and early
stopping was implemented during training based on the validation loss. This training strat-
egy enabled the model to gradually minimize the angular discrepancy between predicted
and ground-truth joint angles across all degrees of freedom.

2.6.2. Bidirectional Long Short-Term Memory (BLSTM)

To assess the impact of temporal context on angle estimation, an alternative architec-
ture was implemented using a BLSTM network. Unlike the LSTM, which only captures
dependencies in the forward temporal direction, the BLSTM processes the input sequence
in both forward and backward directions simultaneously. This dual traversal allows the
network to access past and future context at each timestep, which can be particularly
beneficial when the prediction depends on motion trends occurring before and after a
given frame.

In contrast to the CNN-LSTM model, the BLSTM architecture does not include con-
volutional layers; thus, the input tensor is not four-dimensional. Instead, the IMU data
are directly reshaped into a three-dimensional tensor of shape (batch, window size, fea-
tures), where the features dimension results from concatenating all sensor channels (i.e.,
acceleration, angular velocity, and Euler angles) across all devices, yielding an input tensor
of shape (batch, 50, 27). This flattened representation preserves the temporal structure of
the signal while providing the network with simultaneous access to all sensor signals. The
overall structure of the CNN-LSTM architecture is shown in Figure 9.

BiLSTM
<5x512x2> kemel <1024x10>
bias<1024> bias<10>

-

Figure 9. Architecture of the BLSTM regression model.

The BLSTM was composed of five stacked bidirectional LSTM layers, each with
512 hidden units per direction. Due to the bidirectional nature of architecture, the resulting
hidden state dimension was 1024 (512 forward + 512 backward). The output of the final
timestep was passed through a dropout layer (p = 0.3) and subsequently to a fully connected
layer that mapped the 1024-dimensional hidden representation to the 10 target joint angles.

This model was trained under the same conditions as the CNN-LSTM architecture:
150 epochs, a batch size of 50, and the Adam optimizer with a learning rate of 1 x 1075,
The Mean Absolute Error (MAE) was also used as the loss function to maintain consis-
tency in evaluation. As with the CNN-LSTM model, a 30% dropout rate was introduced
between layers, and early stopping was employed based on the validation loss to mitigate
overfitting. This consistent training configuration facilitated a fair comparison between
both architectures.

While the BLSTM adds complexity and computational cost compared to its unidirec-
tional counterpart, its ability to incorporate future motion context into each prediction may
enhance generalization in scenarios with temporally ambiguous or noisy input sequences.
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This trade-off between temporal context and model efficiency is further explored in the
discussion section through a comparative analysis of results.

3. Results

To evaluate the performance of both neural network architectures, the validation was
carried out using a sequence not seen during training. As described in Section 2.3, this
recording included three specific upper limb movements:

e A shoulder rotation around the Z-axis (Yaw).
e A shoulder flexion/extension around the X-axis (Roll).
e Anelbow flexion/extension primarily in the Z-axis (Yaw).

3.1. CNN-LSTM

To evaluate the CNN-LSTM model, complete predictions for each of the three selected
movements are shown alongside ground truth angles to illustrate the general behavior of
the network.

Figure 10 shows the model’s predictions for the three movements mentioned pre-
viously for the CNN-LSTM. The presented CNN-LSTM model demonstrates robust per-
formance in predicting joint angles using only wrist and chest sensor data, achieving
consistent prediction accuracy across multiple degrees of freedom. For both upper limbs,
the model exhibits high precision in estimating planar movements, with shoulder Pitch
errors as low as 3.67° (left) and 3.77° (right), and Roll errors measuring 5.08° (left) and 4.88°
(right). These results indicate adequate capability in capturing fundamental movement
patterns with satisfactory accuracy. Rotational (Yaw) predictions show slightly higher but
still adequate performance, with shoulder errors of 8.58° (left) and 9.12° (right), and elbow
errors of 9.90° (left) and 9.98° (right), this is considered satisfactory given the complexity of
rotational kinematics and the minimal sensor configuration. The consistent performance
across both limbs demonstrates the model’s generalization capabilities. The close correspon-
dence between predictions and ground truth throughout most movement phases highlights
the effectiveness of the CNN-LSTM architecture in learning meaningful spatiotemporal
relationships from limited distal sensor data. It is important to note the model’s ability to
accurately reconstruct proximal joint angles without direct measurements from shoulders
or elbows, showcasing advanced pattern recognition capabilities.

3.2. BLSTM

The BLSTM model was evaluated using the same validation sequence as the CNN-
LSTM, allowing direct comparison under identical conditions.

Figure 11 shows the model’s predictions for the three movements mentioned previ-
ously for the BLSTM. The BLSTM network demonstrates effective performance in pre-
dicting joint angles from limited sensor data, with particularly strong results for certain
movement types. For the right shoulder, the model achieves acceptable accuracy in Pitch
estimation (MAE: 5.09°) and maintains good performance for Roll movements (MAE: 5.98°).
The elbow Pitch predictions also show competitive results with an MAE of 6.82°. While
the Yaw predictions for both shoulder (MAE: 17.07°) and elbow (MAE: 19.66°) exhibit
higher error values, these results remain significant given the inherent complexity of rota-
tional kinematics and the minimal sensor configuration. The consistent performance across
different joint angles highlights the model’s ability to capture fundamental movement
patterns, with particularly accurate tracking of planar motions. The prediction curves
closely follow the ground truth, highlighting the BLSTM’s ability to capture temporal
dependencies. Notably, it reconstructs proximal joint angles using only wrist and chest
sensors, demonstrating strong pattern recognition despite the limited sensor setup.
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Figure 10. CNN-LSTM full prediction for the left (L) and right (R) arm. (a.R/L) Shoulder Yaw, (b.R/L)
Shoulder Roll, (¢.R/L) Shoulder Pitch, (d.R/L) Elbow Yaw, (e.R/L) Elbow Pitch. Each sub-figure
shows a zoomed view of the side of the transition and the MAE at the corresponding bottom.
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Figure 11. BLSTM full prediction for the left (L) and right (R) arm. (a.R/L) Shoulder Yaw, (b.R/L)
Shoulder Roll, (¢.R/L) Shoulder Pitch, (d.R/L) Elbow Yaw, (e.R/L) Elbow Pitch. Each sub-figure
shows a zoomed view of the side of the transition and the MAE at the corresponding bottom.
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The CNN-LSTM model demonstrated strong performance in planar motion prediction,
achieving MAEs of 3.67-5.08° for shoulder Pitch/Roll and 4.83-5.07° for elbow Pitch,
while Yaw predictions yielded higher errors (8.58-9.98°). The BLSTM network showed
comparable accuracy in planar movements, with shoulder Pitch/Roll MAEs of 5.09-5.98°
and elbow Pitch at 6.82°, but exhibited increased Yaw prediction errors (17.07-19.66°).
Both models successfully reconstructed joint angles using only wrist and chest data, with
the CNN-LSTM showing slightly better overall precision, particularly in rotational (Yaw)
estimations. The BLSTM maintained robust temporal tracking but displayed marginally
higher deviations in complex rotations, suggesting differences in handling kinematic
dependencies between architectures.

3.3. Architectures Computational Performance
To evaluate and compare the computational performance of the tested architectures,
key metrics such as the number of parameters, model size, average inference time per batch

and per sample, and GPU memory usage were measured. Table 1 presents a side-by-side
comparison between the CNN-LSTM and BLSTM models.

Table 1. Computational performance comparison between CNN-LSTM and BLSTM.

Metric CNN-LSTM BLSTM
Total Parameters 1,461,002 27,424,778
Model Size (MB) 5.58 104.62
Avg. Inference time per batch (ms) 15.894 43.456
Avg. Inference time per sample (ms) 0.318 0.869
Max GPU memory used (MB) 166.21 1122.33

Both models were evaluated under the same conditions using a batch size of 50 and a
window stride of 5 (90% overlap). The results show that the CNN-LSTM model is more
computationally efficient than the BLSTM across all measured aspects. It required fewer
parameters, occupied less storage, had faster inference times, and consumed less memory
during execution.

4. Discussion and Future Work

The results from both the CNN-LSTM and BLSTM architectures demonstrate promis-
ing capabilities for joint angle prediction using minimal sensor configurations, with each
showing distinct strengths. The CNN-LSTM achieved superior performance in planar
movements (Pitch/Roll MAEs: 3.67-5.08°) and notably lower Yaw errors (8.58-9.98°) com-
pared to the BLSTM (Pitch/Roll MAEs: 5.09-5.98°; Yaw: 17.07-19.66°). However, these
higher Yaw errors can be attributed to the nature of sensor placement and the reduced
observability of axial rotations in this configuration, which limits the detectable range and
angular variation in the Yaw axis. Additionally, abrupt motion transitions involving rapid
changes in velocity or acceleration were observed to be more error-prone, as such dynamic
segments are more difficult for the models to capture, especially under reduced sensor
input. Although no explicit segmentation by motion phase was performed, qualitative
inspection of the predicted trajectories supports this observation.

On the other hand, the CNN-LSTM model demonstrated significantly better computa-
tional efficiency compared to the BLSTM. It required fewer parameters, reduced the model
size, and lowered inference time and memory usage by a considerable margin. These
differences reflect the higher complexity and resource demands of the BLSTM architecture.
While BLSTM may offer benefits in modeling temporal dependencies due to its bidirec-
tional structure, the CNN-LSTM achieved a better balance between computational cost
and performance.
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This suggests that the CNN-LSTM’s hybrid spatial-temporal feature extraction may
better handle rotational kinematics. Both models effectively reconstructed proximal joint
angles from distal sensors, validating their potential for wearable applications.

Future work will be focused on integrating lower limbs estimations and optimizing
model architectures to combine the strengths of CNN-LSTM and BLSTM, potentially
through hybrid designs or attention mechanisms, to further reduce errors in rotational
axes. Architectural refinements could integrate CNN-LSTM’s spatial feature extraction
with BLSTM’s bidirectional temporal modeling to further reduce Yaw errors. Targeted data
augmentation, emphasizing rotational movements, could enhance generalization for both
models. Additionally, addressing the current limitation of using a single subject, future
validation will involve multi-subject datasets, including publicly available human activity
recognition (HAR) datasets [31] that capture a broader range of daily movements and
inter-subject variability. Although upper limb motion generally exhibits lower variability
across individuals compared to lower limb movements, techniques such as dropout and
early stopping were applied during training to mitigate overfitting. To further enhance
model robustness, transfer learning strategies could also be explored to adapt a pretrained
model to new subjects, reducing the need for extensive retraining while mitigating subject-
specific biases.

Hybrid approaches incorporating attention mechanisms and biomechanical con-
straints may improve rotational tracking. Attention could allow the model to assign greater
weight to rotational components where errors are typically higher, enhancing its ability to
focus on the most informative features. In parallel, introducing biomechanical constraints
based on typical human joint ranges could guide the network toward more anatomically
plausible predictions, acting as a form of regularization. Together, these strategies would
support more accurate and consistent angle estimation, even under sensor limitations
and diverse motion patterns. Sensor fusion techniques, such as sparse upper-body sen-
sor integration, could be explored to disambiguate complex rotations while preserving
wearability. The models” complementary strengths also suggest potential for ensemble
methods or adaptive switching between architectures based on motion complexity. In po-
tential real-time applications, the CNN-LSTM architecture is more suitable due to its causal
structure and lower computational demands. In contrast, BLSTM relies on future context,
which limits its applicability in online scenarios; however, a short temporal buffer could
be introduced to access limited future frames, enabling near real-time performance with
minimal latency. Finally, validation should expand to diverse populations and real-time
implementations to solidify its clinical and industrial applicability. These advancements
would position such models as leading solutions for accurate, minimal-sensor motion
capture across rehabilitation, sports science, and human—computer interaction.

5. Conclusions

This study demonstrates that deep learning architectures can effectively estimate
upper-limb joint angles using only three IMUs placed on the chest and wrists, offering a
practical alternative to multi-sensor or optical motion capture systems. The CNN-LSTM
and BLSTM models both achieved competitive accuracy, with the CNN-LSTM excelling in
precision for planar movements and complex rotations (Yaw), while the BLSTM provided
smoother temporal predictions but exhibited higher errors in peak rotational estimations.
These results validate the feasibility of minimal-sensor configurations for joint angle recon-
struction, highlighting the CNN-LSTM's superior spatial-temporal feature extraction and
the BLSTM'’s robust sequential modeling. The findings underscore the potential of such ap-
proaches to bridge the gap between laboratory-grade accuracy and real-world wearability,
enabling applications in rehabilitation, sports science, and human-robot interaction.
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Abstract

This article presents a comprehensive modeling and simulation framework for a capacitive
MEMS accelerometer integrated with a sigma-delta analog-to-digital converter (ADC),
with a focus on applications in wearable health and motion monitoring devices. The
accelerometer used in the system is connected to a smartphone equipped with dedicated
software and will be used to assess the risk of falling, which is crucial for patients with
balance disorders. The authors designed the accelerometer with special attention paid to
the specification required in a system, where the acceleration is +2 g and the frequency
is 100 Hz. They investigated the sensor’s behavior in the DC, AC, and time domains,
capturing both the mechanical response of the proof mass and the resulting changes in
output capacitance due to external acceleration. A key component of the simulation is
the implementation of a second-order sigma-delta modulator designed to digitize the
small capacitance variations generated by the sensor. The Simulink model includes the
complete signal path from analog input to quantization, filtering, decimation, and digital-to-
analog reconstruction. By combining MEMS+ modeling with MATLAB-based system-level
simulations, the workflow offers a fast and flexible alternative to traditional finite element
methods and facilitates early-stage design optimization for MEMS sensor systems intended
for real-world deployment.

Keywords: MEMS technology; accelerometer; inertial sensor

1. Introduction

Smart electronic systems are currently one of the most growing branches of electronics.
They are used in smartphones, tablets, drones, etc. They control everyday things such as
lighting, window blinds, garage doors, etc., creating the Internet of Things (IoT) [1]. We can
find them also in specialized equipment such as medical devices that make life easier for
patients with various diseases at home. We can also find them in healthcare applications
used by medical personnel in health centers. They use rapidly developing microelectrome-
chanical systems (MEMSs), especially in activity sensors, biosensors, chemical sensors,
microfluidic diagnostics, drug delivery devices, gene analyzers, etc. [2,3]. Thanks to them,
medical diagnostic is faster and easier compared to previously used devices. The small
medical devices used by patients are usually connected to smartphones that collect data
and send it to health centers, where doctors can monitor the patient’s health in real time
and provide appropriate treatment immediately.

We may find many interesting usages of the MEMS sensors in wearable applications.
In [4] the authors presented a wearable gait recognition system used in clinical medicine

Electronics 2025, 14, 3033

153

https://doi.org/10.3390/ electronics14153033



Electronics 2025, 14, 3033

and other fields. More advanced sensors can be used for monitoring blood pressure and
heart rate [5]. The authors describe here the strain sensor used for continuous monitoring
of blood pressure. In turn, work [6] is related to the wearable system for monitoring human
motion and posture, where the authors presented a review through the mentioned systems.
Another author presented in their work [7] a wearable human attitude tracking and visu-
alization system based on MEMS sensors. Inertial sensors used in medical applications
related to movement monitoring can also be found in [8,9].

In this article, the authors describe the operation of a MEMS sensor that can be
used in a small device called Medipost (Figure 1), which is used for patient movement
monitoring [10,11]. The device is a small autonomous system mounted on the patient’s
belt (fifth lumbar vertebra (L5) of the patient back). It collects data during its operation and
sends it to a smartphone with a dedicated application installed. The main aim of Medipost
is to monitor patients with balance disorders. For this purpose, we can distinguish several
methods. From a medical point of view, the most important is posturography, which can
be performed at medical centers only. The second most important thing is the patient’s fall
risk assessment, which can be conducted at home. This led to the design of the Medipost
system, in which the main part consists of inertial sensors. The MEMS accelerometer used
in the system should have an acceleration range of +2 g and a sampling rate of no more than
100 Hz. It communicates with a smartphone equipped with a dedicated application via
Wi-Fi or Bluetooth. Another important consideration is the power supply, which should be
as small as possible, since the system is powered by a single rechargeable battery, enabling
it to work for at least 2 h) [12].

While development of the device is still in progress, this article presents an analysis
focused on one of the system’s key components—the MEMS accelerometer. For this purpose
we use a model obtained from MEMS+ and simulate it in MATLAB v. R2024a Simulink.
This analysis provides many information regarding the sensor’s operation.

In the following sections, the authors describe the idea of the MEMS accelerome-
ter responsible for measuring acceleration. The simulation results of the MEMS and its
interaction with the analog-to-digital converter (ADC) are discussed further in the text.

-

MEDIPOST

BLUETOOTH

?

.

Figure 1. Block diagram of the Medipost system.

2. Materials and Methods
2.1. Accelerometer Sensor—Principle of Operation

In this section, the authors describe an acceleration sensor designed using MEMS
technology. A three-axis sensor is designed by placed it on a single substrate. During the
analysis, the authors focused on the performance of the single-axis sensor. The sensors
operating in the X and Y planes have the same design. They are placed on a plane of silicon
at 90 degrees to each other to measure the corresponding acceleration. Only the Z-axis
sensor has a different design, as it operates out of plane. Some interesting information
about this sensor can be found in [13].
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Returning to X-axis sensors, their operation is based on differential mode. This means
that the sensors contain two capacitors that operate in different ways. In the equilibrium
state, both capacitances (top and bottom) have the same value. When acceleration in the
X-axis occurs, the value of one capacitance increases and the other decreases (Figure 2).
Therefore, the sensitivity of the sensor is better in comparison to the single capacitance.
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Figure 2. The principle of operation of the capacitive accelerometer acting in the X- and Y-axes (not
to scale) [13].

The sensor works in an open loop, where the response is proportional to the capaci-
tance change (the movement of the seismic mass is proportional to the inertial force). This
results in lower power consumption compared to closed-loop systems, where seismic mass
must be kept in equilibrium.

2.2. Technology Used for Manufacturing the Sensor

To manufacture a MEMS sensor, it is necessary to use dedicated micromachining tech-
nology. In general, the two most commonly used technologies are surface micromachining
and bulk micromachining [14-16]. All of them have some advantages and disadvantages.
In surface micromachining, it is possible to produce sensors and other structures by deposit-
ing thin layers on the top surface of a wafer. Among the others, the sacrificial layers were
deposited, which are eventually removed to obtain the released structures. This produces
some inertial sensors or other structures with moving parts, such as micromotors [17,18].
The second technology is based on the removal of some of the silicon from the silicon
substrate. Here, we may produce sensors that are suspended above the cavity. For example,
we are able to produce pressure sensors, accelerometers, and other structures [19]. On
the other hand, there also exists LIGA (ger. Lithographie, Galvanoformung, Abformung)
technology, in which we can obtain small parts of microsystems using a molding process.
We prepare a stamp mold using, i.e., polymethylmethacrylate (PMMA). After exposure it
to X-rays, we remove the superfluous part of the material, and then deposit a layer of metal
through an electroplating process. Finally, we obtain small fragments of the mechanical
parts of microsystems such as tooth wheels, etc. [20].

In our case, we used X-FAB MEMS technology with a characteristic dimension of
1.0 pm (XMB10 IC process) [21]. This technology allows us to design and manufacture
inertial sensors with seismic mass and combs. We designed a triaxial accelerometer with
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movable seismic mass and fixed combs. However, manufacturing the X- and Y-axis ac-
celerometer was not a very complicated process, compared to the Z-axis accelerometer
which was a really huge challenge. We had to use two types of combs (normal and
reduced-height) in this sensor to correctly detect the change in acceleration.

We chose to combine this technology with the application-specific integrated circuit
(ASIC), which was also manufactured using X-FAB technology (180 nm IC process), Erfurt,
Germany. We used two different technologies (one for the MEMS and one for the ASIC)
that were provided by the same vendor so that they could be easily connected in a single
package. More interesting information about this structure can be found at [13].

2.3. Sensor Model and Design

The design of the accelerometer was conducted in the Coventor MEMS+ v. 6.2 soft-
ware [22]. It is a computer-aided design/electronic design automation (CAD/EDA) software
that allows users to design a prototype using a library of sensor components. It is a very useful
tool that allows us to quickly design a prototype sensor. It contains a library of components
such as combs, beams, anchors, frames, etc. Using these components, it is possible to design a
parametrized structure that can be simulated to find the optimal structure. All components
were prepared using the technology mentioned above and were used in the model. Once
designed, it was possible to simulate the sensor in the same software as well in DC and AC
domains to find the optimal structure. Unfortunately, it is not possible to simulate the model
in the time domain in MEMS+. We could simulate it in MATLAB Simulink [23], where we
imported the sensor model from MEMS+. In order to speed up the simulation, the reduced-
order model (ROM) was imported. This was a huge advantage as it directly influenced the
simulation time. The design automation flow used in the project is shown in Figure 3. The
model of the sensor designed in MEMS+ and the photo of it are presented in Figure 4.

-

Coventor MEMS Design Automation Flow

DEVICE SYSTEM PACKAGE

Analytic MATLAB Finite
Modeling Simulink Element

Analysis
MEMS+ FEA Cadence
Virtuoso

.

Figure 3. Design flow of the MEMS and ASIC.
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1299.0um
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Figure 4. MEMS accelerometer: (a) model in MEMS+ Innovator. (b) Photo under a microscope [13].

156



Electronics 2025, 14, 3033

3. Results

The first simulation models were created in the MEMS+ software [22]. In this software
we used a dedicated process design kit (PDK) provided by the technology’s vendor. It is a
MEMS 1.0 pm micromachining technology.

It was then possible to create a model that can be used in the CADENCE IC Design
environment [24] to prepare the structure layout. This model was created using the Verilog-
A language and could be simulated in an analog environment [24]. After successful
simulation results, a layout mask was generated. The technology uses a small number of
steps to produce the sensor. It is worth emphasizing that such simulations and layouts
were performed, and finally the triaxial accelerometer was fabricated at the X-FAB silicon
foundry [13].

Another method of designing and simulating the sensor was to develop a model that
could be used in MATLAB Simulink [23]. This made it possible to simulate the sensor’s
response to input signals in the time domain. Due to the complexity of the model, a ROM
was used in MATLAB Simulink [25]. This is necessary to reduce the simulation time, as the
simulations of the full-complexity model can take many hours or more. The reduced-order
model was tuned to the first resonant frequency, which reduced the number of internal
components required to reflect the behavior of the sensor in finite time. The results of the
simulation of such a model are presented and discussed in this article.

The accelerometer model imported into the MATLAB Simulink environment (Figure 5)
has three acceleration inputs for each axis. It also has three electrical inputs to which we
applied electrical signals. For VEcapTop and VEcapBottom, we applied the square wave,
but with the phase reversed. For VEcapMass we applied 2.5 volts. This was necessary to
obtain optimal input conditions for the operation of the accelerometer. At the outputs of
the model we have two capacitances (Ctop and Cbottom). Their variation is proportional
to the input signal.

We present a complete analysis in the DC, AC and time domains further in this section.
From the DC analysis we can obtain information about the change in capacitance as a
function of acceleration. This dependence is linear as presented in Figure 6. As we are
using a variant of two capacitances of the sensor’s construction (differential mode), we can
see that for the acceleration in the range between £2 g, the top capacitance value decreases
whereas the bottom capacitance value increases.
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Figure 5. Accelerometer model in MATLAB Simulink.

The next simulation was the modal analysis of the accelerometer. This was necessary to
find the resonant frequency of the seismic mass of the sensor. The results of the simulations
can be found in Table 1. From these results we may conclude that the correct operating
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range for the sensor is below the first resonant frequency, which is equal to 6.087 kHz. The
same information can be obtained from the AC analysis. The results of it are shown in
Figure 7. We can see the resonance for the 6.115 kHz frequency, which is very close to the
modal analysis performed in MEMS+. This confirmed the limit of the operating range of
the sensor to one kHz, which is below 6 kHz.
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Figure 6. Simulation results for 2 g acceleration in MEMS+ for the X-axis accelerometer: (a) seismic
mass displacement. (b) Capacitance change (Cbottom—blue line and Ctop—red line).

Table 1. The eigenfrequencies of the X-axis accelerometer model.

No of Mode Mode Frequency [kHz] Q Factor
1 6.087 10.039
2 52.698 29 803
3 54.052 28328
1e-07 "{155 1.37061e-07
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Figure 7. Frequency response of the X-axis accelerometer in MEMS+.
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The aforementioned simulations can also be performed in MEMS+; however, the
transient simulation must be conducted in MATLAB Simulink. Further in this section we
present the simulations for some different input signals applied to the inputs of the model.

At equilibrium, where all accelerations are zero, the two capacitances are also equal,
and their value is 3.07 pF. If we force the acceleration in the x-axis direction from 0 to 1 g,
we see that the capacitance changes are equal to 3.08 pF and 3.06 pF (Figure 8). This is only
a change of 10 {F for each capacitance. Importantly, we observe an oscillation in the sensor
response of almost 2 ms. After this time, outputs of the sensor settle into equilibrium. These
oscillations are related to the lower pressure inside the sensor, which is 800 Pa, meaning
that it is very sensitive. In a real sensor, we have small differences in the top and bottom
capacitance in the equilibrium state, which have to be trimmed by the ASIC. Only in this
way can the achieved optimal state of the sensor for 0 g acceleration be achieved.

The next simulation results show the response of the sensor to a sinusoidal input
signal representing external acceleration. The amplitude of the signal was equal to £2 g,
and the frequency is equal to 100 Hz. As can be seen in Figure 9, the response of the sensor
is very good. The output capacitance changes along with a sine wave with an amplitude of
40 fFp-p. A total of 2.5 V has been applied to the seismic mass pin to polarize this part of
the structure and eliminate the possibility of oscillations in the sensor response.
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Figure 8. Simulation results of the X-axis accelerometer for input acceleration equal to a pulse of 1 g
in MATLAB Simulink. Capacitance change (Cbottom—red line and Ctop—green line).
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Figure 9. Simulation results of the X-axis accelerometer for sinusoidal acceleration equal to an
amplitude of 2 g and a frequency of 100 Hz in MATLAB Simulink. Capacitance change (Cbottom—
red line and Ctop—green line).
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To test the behavior of the accelerometer in the system, we added an electronic circuit
whose main task is to convert the input signal to digital. We created two models in the
Simulink system. The first one is a delta modulator, and the second one is the demodulator
(Figures 10 and 11).

Figure 12 shows the simulation results of the MEMS accelerometer output and the
reconstructed signal from the delta modulator. The input to the system is a sinusoidal
acceleration signal with an amplitude of 2 g and a frequency of 80 Hz. The vertical
axis represents capacitance in femtofarads and the horizontal axis represents time in
milliseconds. The red curve labeled MEMS represents the actual output of the simulated
MEMS accelerometer which responds to the applied acceleration by producing a changing
capacitance signal. The green curve labeled DAC shows the output of the digital-to-analog
conversion process after the signal has been quantized, processed, and reconstructed. At
the beginning of the plot the DAC signal slightly lags and differs in amplitude compared
to the MEMS output. This initial deviation is likely due to system startup effects or delay
introduced by the delta converter and filtering stages. As time progresses the DAC output
more closely follows the MEMS signal in both amplitude and phase. The overall trend
shows that the system is capable of accurately reconstructing the original analog signal after
processing through the delta modulator and demodulator stages with only minor transient
mismatches. This indicates a high level of fidelity in the signal conversion process and
confirms the effectiveness of the implemented simulation model in capturing the dynamic
behavior of the sensor.

Figure 13 shows the top-level Simulink model of an accelerometer system with a
sigma-delta analog-to-digital converter. At the center is a MEMS accelerometer model
labeled accelerometer.AccelModelRed. mrom which simulates the behavior of a capacitive
sensor using pre-defined reduced-order models. The model receives excitation signals
in the form of voltages applied to the bottom, top, and central sensing electrodes. These
voltages come from a combination of constant values and pulse generators, simulating
dynamic conditions or electrical excitation. A sine wave input labeled tax is used to
simulate acceleration along the X-axis, which serves as the primary mechanical stimulus
for the sensing system.

The accelerometer outputs changing capacitances Ctop and Cbot, corresponding to
the top and bottom sensing electrodes. These capacitances change depending on the
displacement of the proof mass due to the acceleration applied. These two signals are
visualized separately and then subtracted to create a differential capacitance signal that
is more sensitive to motion and less affected by noise or common-mode disturbances.
This differential capacitance signal is then fed into a subsystem representing the sigma-
delta ADC, which is shown in detail in Figure 14. Inside this ADC block the analog
signal is processed through modulation, quantization, filtering, and decimation stages to
produce a digital output. The model also includes a path that delays the analog signal
to align it with the digital output, allowing accurate calculation of the error between the
original and reconstructed signals. Several scope blocks are used throughout the model to
monitor important signals such as the input acceleration, individual capacitance values,
the differential signal, and both the analog and digital outputs of the ADC. The complete
system demonstrates a realistic simulation of a MEMS accelerometer signal chain from
physical excitation through capacitive sensing to digital conversion and error analysis.

160



Electronics 2025, 14, 3033

- 'Scope Bottom Top
Bottor +
2 . EsCapvBatisn Scope Output MEMS
Pulse Cbot _[Scdpe Cbot Ctop
Gener: mmmi \/_E_C.ap_Masﬁjzﬁgg;Mass_Buuﬂm .
n &) V_E_Cap_Topf ¥ h 7 GutQuantizer
G”Z\: Toy A mrom % il 1 s Scope Output Quantizer
Elay tay Cap_Mass_Top|—'2P 3 put System
2] ‘
taz
O JD
@ ) Scope Output Encoder
Sine Wave tax
Scope Cbot Ctop tax Delta modulator
Pulse Scope tax
Generator tax
] Output System
Scope Output
Input
DE: OutDecoder
Scope Output Decoder| =
Demodulator
(=
Scope Output MEMS and DAC
Figure 10. Accelerometer model with a delta modulator and demodulator in MATLAB Simulink.
2
OutDecoder
»(1)
OutQuantizer
+010.2
Output System - Input System
@D g 3 s - 010. @D Gain Out Dniform
Input System -, Xl OutEncoder butter
ero-Order Quantizer Uniform i
Hoid 0.005 Encoder Gain
Gain
Analog
Filter Design
+
kaly
Delay

@)

Figure 11. Accelerometer with the processing part model in MATLAB Simulink: (a) delta modulator;

(b) delta demodulator.

Capacitance [fF]

<\

—MEMS
—DAC

50

Time [ms]

100

150

Figure 12. Simulation results of the input acceleration equal to an amplitude of 2 g and a frequency
of 80 Hz in MATLAB Simulink (MEMS accelerometer output (red line) and and digital-to-analog
converter output (green line)).

161



Electronics 2025, 14, 3033

Yy

=

1
[ o
Scope Bottem Top

Pulse

Generator Bottom

V_E_GCap_Bottom

V_E_Cap_Mass

r
V_E_Cap_Top
Pulse via
Generator Top Ftax
0 > ta
B /
El taz
taz

HEMS™

accelerometer.AccelModelRed.mrom

fap_M ass_Bottom
='m

Cap_Mass_Top

=

Chot | Scppe Chot Clop

—0

Scope Cbot Ctop1

Ctop

)

Sine Wave tax j
EI Scope Cbot Ctop tax
Pulse Scope tax
Generator tax
Output System
Analog Input{Delayed)
ooao >
—@ Input System

Scope Input Output

O

SD Output

Error

Sigma-Delta ADC

Figure 13. Accelerometer model with the sigma-delta ADC in MATLAB Simulink.

ope SD Outputs

Hold

] »D
Multistage CIC Analog Input(Delayed)
Processing Delay1
SD Output
> ) z
\lJ Error
butter butter
D : cic B
pHRAsem Integrator! Relay1 Integrator2 Relay2 Zero-Order utput System

Figure 14. Sigma-delta analog-to-digital converter model in MATLAB Simulink.

In Figure 15, we can see the input and output signals obtained from the sigma-delta

ADC. The top plot shows the input capacitance signal over time. It is a smooth sinusoidal

waveform ranging from —50 nF to 4+-50 nF with a period of about 10 ms, representing an

ideal analog signal. The middle plot shows the output from the sigma-delta converter,

which attempts to reproduce the input signal in a quantized digital form. Although it

follows the general shape of the input, the signal is visibly stepped or quantized, indicating
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limited resolution during digital conversion. The bottom plot represents the error, which
is the difference between the input and output signals. The error signal fluctuates in a
periodic and oscillatory manner, reaching peaks of about 3.5 nF. The largest deviations
appear during the steep slopes of the sine wave where the rate of change is highest. This
behavior is typical of quantization noise and imperfections in the digital conversion process.
In summary, the system reproduces the general behavior of the input signal but introduces
quantization artifacts, resulting in small but noticeable errors, particularly during fast
transitions. Despite this its performance appears acceptable and within expected limits for
a sigma-delta-based system.

Figure 16 shows the input and output signals of the accelerometer connected to the
sigma-delta ADC. The acceleration for this case was equal to 2 g in amplitude and a
frequency equal to 80 Hz. The output signal is the same as the input but with a small delay.
It is related to the usage of the input low-pass filter with the cut-off frequency equal to
400 Hz. It is possible to tune the output signal by using the last filter in the system. The
usage of the second-order sigma-delta ADC allowed us to reduce the noise in the output
signal because it is shifted to higher frequencies. This is the main advantage of using a
sigma-delta ADC.
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Figure 15. Simulation results of the capacitance change as an input signal (top), quantized output
capacitance change (middle), and signal error (bottom).
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Based on the analysis, we determined the main parameters of our ADC. For the second-
order sigma-delta converter, we obtained a signal-to-noise ratio (SNR) of 54.73 dB. We
calculated an effective number of bits (ENOB) of 8.61. Then, the total harmonic distortion
(THD) is equal to —60.04 dB. We chose this type of converter because of the compromise
between its complexity and the obtained parameters. This was influenced, as mentioned
earlier, by the goal of obtaining low power consumption of the circuit and a small size.

As a preliminary measurement of the sensor, a static analysis was performed. A
MEMS accelerometer with an external readout circuit on a moving lever was mounted.
This simple model reflects the patient. Then, static gravitational acceleration was measured.
Measurements were taken at four angles (0, 30, 60, and 90 degrees). The results were
converted to acceleration and are presented in Figure 17. They show that the MEMS
accelerometer is very sensitive to external interference and needs to be connected with a
dedicated ASIC in a single package. The current work focuses on dynamic measurements,
which will be presented in future articles.

Finally, we compared our sensor with other accelerometers available on the market
(Table 2). We can see that our structure has very good linearity. This is satisfactory when we
talk about monitoring patients” movement, where a small range of acceleration is required
(about £2.5 g). Note, that its size is comparable to other accelerometers. Its construction,
based on the separate design of each axis sensor, reduces the sensitivity to acceleration
in other directions. This is crucial when we consider the application our accelerometer to
medical purposes.

Table 2. Parameters of three-axis multiple-seismic-mass accelerometers.

Device Size Range X, Y, Z Sensitivity Nonlinearity
Ref. Year [mm X mm] [£gl] XY Z XY Z
[26] 1999 4 x4 1.9 0.4 fF/bit -
25fF/g
[27] 1999 5x5 - 25fF/g -
100 fF/g
6.8pF/g
[28] 2005 7 %9 1 6.8 pF/g -
29pF/g
2,4,8,16 16,384 LSB/g -
[29] 2012 4 x4 8192 LSB/g
4096 LSB/g
2048 LSB/g
105 mV/g 1%
[30] 2013 1.57 x 1.73 0.01 =2 127mV/g 0.5%
58mV/g 2.4%
10 0.34%
[31] 2015 12x7 10 - 0.28%
+12,-7 0.41%
2,4,8,16 256 LSB/g _
[32] 2022 3x5 128 LSB/g
64 LSB/g
321LSB/g
Thi 2.85 13.15fF/g, 701 mV/g 0.40% (R? = 0.9996) for 41 g range
b 2018 3.95 X 6.55 2.94 0.85 fF/g, 680 mV /g 0.83% (R% = 0.9917) for +1 g range
wor 403 0.31 fF/g, 496 mV /g -
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Figure 17. The measured output voltage of the external readout circuits with the MEMS accelerometer

as a function of acceleration. The measured device was positioned at four angles (0, 30, 60, and
90 degrees). The same measurements were repeated four times [13].

4. Discussion

This article presents the analysis of the MEMS acceleration sensor, which constitutes
the continuation of the analysis written in the article [13], which focused mainly on the
static analysis of the sensor. We have analyzed the behavior of the sensor in the DC, AC,
and time domains.

In the DC and AC domains, we obtained the static sensor behavior and its frequency
response. It should be noted that the sensor used in the Medipost device will operate in
the range of -2 g. Therefore, the analysis presents the behavior of the sensor in this range
of acceleration. The DC response of the sensor is linear in the mentioned range. The first
eigenfrequency in the AC domain is also observed near 6.1 kHz. This is sufficient to meet
our requirements.

The time-domain analysis showed that the sensor was very sensitive to acceleration.
The low pressure inside the sensor caused the seismic mass to oscillate with a time constant
of 3 milliseconds. The size of the sensor gives a small total capacitance of 3.07 pF with a
sensitivity of about 10 fF/g according to MATLAB Simulink simulations. This requires a
dedicated readout circuit to be connected to the sensor.

We tested the behavior of the sensor with the delta modulator and the sigma-delta
ADC. In both cases the system works correctly. However, it is not so simple to setup proper
simulation solver conditions for such a complex system. After many analyses we find the
optimal simulation condition, which is the odel4x Simulink solver with a fixed number
of steps.

The performed analysis showed that the acceleration sensor operates correctly for
the small frequencies of the input signal. For the input signal we assumed that the signal
is equal to 2 g with a frequency of about 100 Hz. Such parameters are interesting for
the Medipost device, which is used for patient movement monitoring. Such a device is
connected to a smartphone with a data analysis system installed. In the future we will
present further simulations and measurements results related to that sensor.

To summarize, we use a model generated in the MEMS+ software and analyze it
in MATLAB Simulink. One of the important advantage of this approach is to design a
scalable model with predefined components in the MEMS+ software. The design is faster
in comparison to the standard approach with the usage of the finite element model (FEM)
in ANSYS 15.0 [33] or COMSOL 5.2a Multiphysics [34] software. Another advantage is that
in MEMS+, the PDK is presented with the design rules checked. These rules have to be
met in the layout of the sensor, which is then sent to the silicon foundry for manufacturing.
The link with another software such MATLAB or CADENCE 6.1.7 is also an advantage of
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the MEMS+ software. Despite many advantages, there are also some disadvantages. One
of them is the lack of the time-domain analysis of the structure. We need to use external
software to perform such an analysis. However, the complex analysis of the structure of
the sensor has to be performed with, e.g.,, MATLAB Simulink, so that we can obtain in a
short time the full analysis of our design.

5. Conclusions

This work presents an extended dynamic analysis of a MEMS capacitive accelerometer,
complementing the static evaluation discussed in earlier studies. While the previous work
focused primarily on static characteristics and the frequency response, this study explores
the time-domain behavior, digital signal processing performance, and system integration
with a sigma-delta analog-to-digital converter (ADC). The accelerometer model was devel-
oped using the MEMS+ software, which enabled rapid system-level modeling with built-in
design rule checking (DRC) and parametric component libraries. The model was then
imported into MATLAB Simulink, where full-system simulations—including mechanical
excitation, capacitive sensing, and analog-to-digital conversion—were performed. DC
and AC analyses confirmed that the sensor operates linearly within the -2 g acceleration
range, which matches the expected operational range for Medipost wearable devices. The
first resonance frequency was observed at approximately 6.1 kHz, indicating sufficient
bandwidth for low-frequency physiological signal acquisition, such as human motion,
gait, or posture. Time-domain simulations show that the sensor is highly responsive to
applied acceleration, with a time constant of about 3 ms due to the low-pressure damping
environment. The resulting signal exhibits relatively low capacitance variation (on the
order of 10 fF/g), which requires highly sensitive and noise-resilient readout circuitry. To
digitize the signal, a second-order sigma-delta ADC was designed in Simulink, as shown
in Figure 14. The ADC was tested using synthetic acceleration signals (£2 g at 80 Hz
and 100 Hz), which are representative of the target application domain. The modulator
and decimator chain within the ADC effectively captured the analog input, and its digital
output was validated against the original signal.

The use of MEMS+ and MATLAB Simulink enabled efficient, multi-domain modeling
of a capacitive MEMS accelerometer with integrated signal processing. The simulations
confirm that the sensor exhibits linear and stable behavior within its operational range and
that the designed sigma-delta ADC can accurately digitize and reconstruct dynamic signals
with high resolution and low noise. This modeling workflow offers several advantages over
conventional FEM approaches, such as faster prototyping, a DRC-compliant design, and
streamlined simulation integration with software environments like MATLAB. While MEMS+
lacks direct time-domain simulation capabilities, coupling it with Simulink allows full behav-
ioral analysis, including signal fidelity and ADC performance. The analysis confirms that
the proposed sensor-ADC system is well-suited for wearable applications involving human
motion monitoring. Future work will involve validation against physical measurements and
further optimization of the readout circuitry for ultra-low-power embedded systems.
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Abstract: Work-related musculoskeletal disorders (WMSDs) are common in the agricultural
industry due to repetitive tasks, like plant transplanting, which involve sustained bending,
squatting, and awkward postures. This study uses wearable sensors to evaluate human
biomechanics during simulated transplanting and assesses the potential of collaborative
robot (cobot) assistance to reduce physical strain. Sixteen participants performed transplant-
ing tasks under manual and cobot-assisted conditions. Kinematic and electromyographic
(EMG) data were collected using Xsens motion capture and Trigno EMG systems. Cobot
assistance significantly reduced the segment velocity and acceleration in key spinal re-
gions (L5/51, L1/T12, T1/C7), indicating lower dynamic spinal loading. It also altered
muscle activation, decreasing biceps brachii use while increasing activation in stabiliz-
ing muscles such as the flexor carpi radialis, brachioradialis, and upper trapezius. Task
duration decreased by 59.46%, suggesting improved efficiency. These findings highlight
cobots’ potential to enhance ergonomic outcomes by encouraging controlled movements
and reducing postural stress. However, the shift in muscle activation underscores the
need for task-specific cobot tuning. This research supports the use of integrated IMU and
EMG systems to inform cobot design and enable real-time biomechanical monitoring in
labor-intensive settings.

Keywords: collaborative robotics; human-robot interaction (HRI); wearable sensors; agri-
cultural ergonomics; biomechanical analysis; musculoskeletal strain reduction

1. Introduction

Work-related musculoskeletal disorders (WMSDs) have become a prevalent issue in
the agricultural industry, particularly due to the physically demanding nature of tasks
that require repetitive bending and prolonged awkward postures. These biomechanical
stressors place workers at a heightened risk of developing low back pain (LBP), one of
the most reported WMSDs in this sector [1]. The physical burden associated with these
tasks is exacerbated by prolonged exposure to high-risk postures, repetitive force exertions,
and external loads, all of which contribute to musculoskeletal fatigue and injury over
time. Kang et al. [2] investigated WMSD prevalence and risk factors among Korean
farmers, finding that over 26% reported back-related WMSDs. Similarly, Shivakumar
et al. [3] found that the 12-month pooled prevalence of LBP among agricultural workers
was 61.96% in Africa, 54.16% in Asia, and 28.52% in South/Central America. These findings
underscore the global nature of this issue and the need for targeted ergonomic interventions
to address the unique demands of agricultural labor, a sector that remains underserved
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by conventional ergonomic solutions [4-6]. Addressing these challenges is particularly
critical as agricultural workers often experience longer-than-average work hours with little
opportunity for physical recovery, further compounding their risk of injury.

In recent years, the human-robot interaction (HRI) has gained increasing attention
as a viable solution to help alleviate physical strain and cognitive workload in labor-
intensive industries [7,8]. Collaborative robots, or cobots, are designed to work alongside
humans, augmenting their capabilities and reducing high-risk postures. Seyyedhasani
et al. [9] developed a simulation model to optimize collaboration between human workers
and robots for high-volume harvesting, demonstrating that cobots can increase efficiency
and reduce physical demands by minimizing non-productive walking times. In terms of
agricultural settings, Adamides et al. [10] presented a semi-autonomous agricultural robotic
sprayer that is designed to work in collaboration with a human teleoperator. Similarly,
Yerebakan et al. [11] investigated the biomechanical and cognitive workload effects of HRIs
in agricultural pollination tasks, highlighting the potential of HRIs to mitigate physical and
mental fatigue. While these studies establish a foundation for integrating robotic systems in
the agricultural sector, further research is needed to explore their impact on the ergonomic
challenges faced in specialized, small-scale farming operations.

While fully automated plant-transplanting systems have become increasingly preva-
lent in large-scale industrial farming, their applicability remains limited in several key
scenarios. Small-scale farming operations, especially those with limited financial resources,
often lack the infrastructure and capital required to implement and maintain fully auto-
mated systems [12]. In these contexts, human labor remains indispensable, yet the physical
demands of manual tasks exacerbate the risk of WMSDs [5]. Cobots provide a middle-
ground solution, combining the adaptability of human labor with the mechanical assistance
of automation. While not a replacement for fully manual or fully automated approaches,
they offer a flexible alternative that can reduce physical demands in certain agricultural
settings with lower investment requirements than large-scale automation [13,14]. To rigor-
ously evaluate such alternatives, especially in the early stages of cobot integration, robust
sensor-based approaches are essential. Advances in wearable sensor systems, particularly
inertial measurement units (IMUs) and surface electromyography (sEMG), now allow
for detailed and quantitative analysis of human movement and muscle activation during
task execution. These technologies provide precision, portability, and real-time feedback
necessary to investigate ergonomic performance in dynamic work environments, including
the agriculture sector.

Plant transplanting presents unique ergonomic challenges due to its repetitive nature
and the need for workers to maintain sustained postural deviations. These challenges place
considerable biomechanical strain on the lower back, particularly in manual transplant-
ing tasks that require prolonged kneeling, squatting, or trunk flexion. Such conditions
contribute to the high prevalence of WMSDs among agricultural workers, especially in
small-scale and traditional farming settings [15,16]. While recent studies have demonstrated
the potential of the human-robot interaction (HRI) in reducing physical burden across
industrial applications [17,18], its application to fine-grained, labor-intensive agricultural
tasks like plant transplanting remains largely unexplored.

To address this gap, our research group is actively developing a generalizable, mobile
agricultural cobot platform, which has shown early success in controlled-environment
pollination tasks [19-21]. However, extending this system to support plant transplanting
requires a nuanced understanding of the biomechanical demands and physical strategies
currently used by human workers. Unlike in prior studies, our approach does not begin
with robotic intervention but rather seeks to characterize plant-transplanting-specific mo-
tion and posture data that can inform future cobot design. Specifically, through this study,
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we aim to (1) collect foundational human-centered data on segment velocities, joint accel-
erations, and muscle activation patterns under normal manual transplanting conditions;
and (2) evaluate whether cobot integration can improve human postures and movement
profiles that reduce physical load while maintaining task efficiency. The findings will not
only guide controller development and adaptive behavior strategies for plant-transplanting
cobots but will also contribute empirical insights to the broader HRI-in-agriculture litera-
ture. By bridging human biomechanics with collaborative robotics, we lay the groundwork
for safer, more efficient cobot-supported farming systems in the future.

2. Materials and Methods
2.1. Apparatus

The experimental setup (Figure 1) was designed to simulate a plant-transplanting task
in a controlled laboratory environment. The apparatus included four pots positioned on the
ground at angles of 0°, 30°, 60°, and 90° relative to the participant’s body to mimic potential
real-world plant-transplanting conditions and postures. Small artificial succulent plants
were used as plant substitutes, which participants placed into the pots during the task.
Participants were instructed to stand with their feet shoulder-width apart, ensuring a stable
base throughout the experiment. Each pot was placed 45 cm away from the participant’s
feet, ensuring a consistent reach distance across all angle variations. Kinematics data
were collected using the Xsens Awinda system (Xsens, Enschede, The Netherlands), which
consisted of 17 inertial measurement unit (IMU) sensors placed on the participant’s body
according to the manufacturer’s guidelines. The system recorded segment velocities and
accelerations at a sampling rate of 60 Hz. Muscle activation was measured using Trigno
EMG sensors (Delsys Inc., Boston, MA, USA), which were placed on the flexor carpi radialis
(FCR), brachioradialis (BR), biceps brachii (BB), and upper trapezius (UT) muscles.

Figure 1. Lab-Based-Simulation Experimental Setup.

This study employed a UR5 robot (Universal Robots, Odense, Denmark) and a Fetch
mobile base (Fetch Robotics, San Jose, CA, USA) as the cobot assistant to support plant-
transplanting tasks (Figure 1). The UR5-based setup was used as the proxy of the Stickbug
robot [21], with comparable dimensions and major design features, and was operated as
the Wizard of Oz method. In this study, the cobot was operated without autonomous
motion planning. While the robot did not execute real-time path planning, its pose and
positioning were selected to reflect plausible ergonomic placements. The biomechanical
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data collected here will inform future control strategies that can adapt robot trajectories to
minimize dynamic spinal loading and maximize human comfort.

2.2. Participants

A total of 16 participants (8 males and 8 females) were recruited for this study from
the local university and community. All participants reported good health and had no
history of musculoskeletal disorders. The inclusion criteria required no dysfunction or
recent injuries that could affect their physical capabilities and task completion. The study
received approval from the University of Florida Institutional Review Board (IRB), and all
participants provided informed consent prior to the experiment. Detailed characteristics of
the subjects are summarized in Table 1.

Table 1. Participant’s Demographic Information (N = 16).

Variables
Age (yrs) 23.1 +2.43
Height (cm) 173.8 +10.2

2.3. Experimental Design

There was a single independent variable in the current study, which was the HRI
mode. HRI modes included manual transplanting, where participants performed tasks in-
dependently. In the robot-assisted transplanting mode, a collaborative robot passively held
the plants at a consistent, ergonomically favorable height. This condition was not intended
to test a finalized robotic control strategy, but rather to allow for the collection of human
biomechanical data across different postures. These data serve both to characterize current
biomechanical demands in manual transplanting and to inform the development of future
cobot motion planning algorithms that optimize ergonomic outcomes based on bending,
twisting, and physical strain during transplanting tasks. Details of the mechanical platform
and planned control framework will be presented in a separate manuscript. Dependent
variables were grouped into two categories: (1) segment velocities and accelerations for
L5/51, T1/C7, and L1/T12, and the pelvis in the x-, y-, and z-axes. The x-axis represents
the anteroposterior direction, with positive values indicating forward movement and nega-
tive values indicating backward movement. The y-axis corresponds to the mediolateral
direction, where positive values represent rightward movement (having the participants
facing forward) and negative values represent leftward movement. The z-axis aligns with
the vertical direction, with positive values indicating upward movement and negative
downward values; (2) muscle activation, measured via EMG from the flexor carpi radialis,
brachioradialis, biceps brachii, and upper trapezius. These metrics were selected to assess
the biomechanical and physiological impacts on participants. The inclusion of four pot
angles (0°, 30°, 60°, and 90°) was intentional to simulate the spatial variability encountered
in real-world transplanting environments. Although the angles used in this study do not
capture the full irregularity of real-world terrain and plant spacing, they offer a controlled
way to simulate variations in the reaching, twisting, and bending required in field trans-
planting. The chosen configurations reflect common planting layouts and introduce lateral
asymmetry that approximates realistic planting conditions while maintaining repeatability.
Limiting the study to a single pot angle would have simplified the protocol but failed to
represent the asymmetrical and dynamic motions typical of actual agricultural work. Train-
ing a controller using biomechanical data derived only from symmetric, forward-reaching
postures would hinder its ability to adapt to diverse field configurations. By incorporating
multiple angles, this study ensures that both the characterization of human movement and
the future cobot behaviors are grounded in realistic and varied transplanting scenarios.
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2.4. Protocol

Upon arrival, participants were briefed on the study’s objectives and procedures before
providing informed consent. Seventeen inertial measurement unit (IMU) sensors were
then positioned on each participant following the manufacturer’s guidelines, as shown in
Figure 2. Anthropometric data were collected, and participants underwent a calibration
process using the Xsens MVN Analyze/Animate software (Version 2021.0.1). Calibration
consisted of a static pose held for five seconds, followed by a brief walking sequence to
ensure precise motion capture alignment. Next, Trigno EMG sensors were attached to the
participants, as shown in Figure 3, to measure muscle activity. The maximum voluntary
contraction (MVC) of each muscle was assessed following established guidelines [22] to
normalize muscle activation data across individuals.

Figure 2. Xsens Sensor Placements.

Figure 3. EMG Sensor Placements.

In the manual plant-transplanting task, participants were required to stoop to place
a small plant into each of the four pots positioned on the ground at angles of 0°, 30°, 60°,
and 90° relative to their body. After placing a plant in each pot, participants returned
to a neutral standing posture before stooping again to reach the next pot. This required
participants to repeatedly stoop, return to neutral, and stoop again until all four pots were
planted, simulating the repetitive bending motions commonly involved in manual plant-
transplanting tasks. In contrast, in the robot-assisted mode, participants were asked to
stoop once to plant all four pots without returning to a neutral posture. The robot held the
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plant container in an ergonomically friendly position, allowing participants to reach each
pot sequentially without the need for repetitive stooping and standing, thereby reducing
the physical demands of the task.

Each plant-transplanting task was repeated twice to ensure data reliability, resulting
in 4 trials per participant (2 HRI modes X 2 repetitions). Each trial lasted for around 20 s,
during which motion and muscle data were recorded. The total duration of the experiment
lasted around 1 h.

2.5. Data Processing and Statistical Analysis

Kinematic data were collected using the Xsens Awinda system and processed through
its built-in software. Participant movements were recorded at a frame rate of 60 Hz,
and the processed data were exported for further analysis. The final kinematic values
for each condition were obtained by computing the mean across the two repeated trials.
The normality of the datasets was assessed prior to statistical testing. EMG signals were
pre-processed using MATLAB R2018b. The DC offset was removed, and the signals
were filtered using a 60 Hz notch filter and a fourth-order Butterworth band-pass filter
(15-450 Hz) to eliminate environmental noise and retain the relevant frequency content.
Full-wave rectification was applied to the signals, followed by smoothing with a fourth-
order Butterworth low-pass filter at a cutoff frequency of 6 Hz to extract the linear envelope.
The signals were then normalized to the maximum value of the maximum voluntary
contraction (MVC) for each participant. Out of the 16 participants, EMG data were recorded
and analyzed for 10 participants due to an unexpected hardware issue. A one-way ANOVA
was then conducted to compare the mean values between conditions, yielding F-statistics
and p-values to determine the significance of differences. A significance threshold of
p < 0.05 was chosen to determine statistical significance.

3. Results
3.1. Segment Velocity and Acceleration

Cobot assistance significantly reduced segment velocities across key spinal regions,
with notable differences observed in the L5/51, L1/T12, and T1/C7 joints (Table 2, Figure 4).
At the L5/51 joint, velocity in the y-axis decreased significantly from 10.1 to 5.5 cm/s
(F = 8.207, p = 0.006), with no significant differences in other axes. L1/T12 exhibited
significant reductions in the y-axis velocity from 12.5 to 6.9 cm/s (F = 7.561, p = 0.01), and
from 11.9 t0 9.7 (F = 5.973, p = 0.017) cm/s in the z-axis, while no significant changes were
noted in the x-axis. At T1/C7, the velocity in the y-axis decreased significantly from 16.1 to
9.4 cm/s (F =6.987, p = 0.011), and the z-axis velocity showed a significant reduction from
18.2 to 14.3 cm/s (F = 14.150, p < 0.001). At the pelvis, the mean velocity in all three axes
decreased but the values showed no significant differences.

Table 2. Segment Velocity of Joints.

Segment Velocity Joints
Pelvis
X y z
Manual Mean + SD (cm/s) 43+04 31+£04 1.5+0.2
Robot Mean + SD (cm/s) 3.0+4.0 2.5+ 3.0 1.1+1.1
F-Statistic 2.949 1.263 1.36
p-value 0.091 0.265 0.248
Power 0.831 0.508 0.5
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Table 2. Cont.

Segment Velocity Joints
L5S1
X y V4
Manual Mean + SD (cm/s) 70£14 10.1 + 1.6 81+14
Robot Mean + SD (cm/s) 5.8 +52 5.5+ 54 6.2+53
F-Statistic 1.48 8.207 2.956
p-value 0.228 0.006 * 0.091
Power 0.607 0.989 0.841
L1T12
X y z
Manual Mean =+ SD (cm/s) 76+ 1.8 1254+ 2 119 £ 1.3
Robot Mean + SD (cm/s) 72 +6.5 6.9+ 7.0 9.7 + 9.8
F-Statistic 0.11 7.561 5.973
p-value 0.742 0.01 * 0.017 *
Power 0.091 0.978 0.992
T1C7
X y z
Manual Mean + SD (cm/s) 11.2+24 16.1 1 2.7 18.2 + 14
Robot Mean =+ SD (cm/s) 10.5 +10.7 9.4 4 10.3 14.3 = 15.7
F-Statistic 0.16 6.987 14.150
p-value 0.691 0.011 * <0.001 *
Power 0.117 0.975 1
The bolded values mean that those are significant (p < 0.05). An * is placed next to values that are statistically
significant (p < 0.05).
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Figure 4. Graph of Segment Velocity for Different Joints. An * means a p-value of <0.05.

The effects of cobot assistance on segment acceleration were similar across spinal
regions (Table 3, Figure 5). At the L5/51 joint, the y-axis showed a significant reduction
from 15.6 to 11.8 cm/s? (F = 6.872, p = 0.005), with no significant changes in the x- and
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z-axes. At L1/T12, acceleration decreased significantly in the y-axis from 26.6 to 20.3 cm/s?
(F=7.143, p = 0.001) and in the z-axis from 32.5 to 24.4 cm/s? (F = 4.752, p = 0.027), while
the x-axis remained unchanged. At T1/C7, significant reductions in acceleration were
observed in the y-axis from 32.7 to 24.0 cm/s? (F = 7.068, p = 0.005) and in the z-axis from
44.5 t0 32.3 cm/s? (F = 12.670, p = 0.001), with no significant changes in the x-axis. At the
pelvis, the mean acceleration in all three axes showed no significant differences.
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Figure 5. Graph of Segment Acceleration for Different Joints. An * means a p-value of <0.05.

Table 3. Segment Acceleration of Joints.

Segment Acceleration Joints
Pelvis
X y z
Manual Mean + SD (cm/s?) 1596 £ 1.7 11.61 +1.27 9.95 + 1.26
Robot Mean + SD (cm/s?) 11.85 + 12.71 10.59 + 10.13 10.22 + 10.34
F-Statistic 1.984 0.176 0.015
p-value 0.164 0.676 0.903
Power 0.685 0.122 0.056
L5S1
X y z
Manual Mean =+ SD (cm/s?) 129+13 15.6 £ 1.7 17+ 1.6
Robot Mean + SD (cm/s?) 119+ 11.6 11.8 + 11.9 128 £12.6
F-Statistic 2.946 6.872 1.805
p-value 0.217 0.005 * 0.109
Power 0.61 0.994 0.811
L1T12
X Y z
Manual Mean =+ SD (cm/s?) 20.8 £2.2 26.6 + 3.1 325+ 3
Robot Mean + SD (cm/s?) 19.9 +18.8 20.3 + 19.8 24.4 4+ 24.5
F-Statistic 0.1 7.143 4.752
p-value 0.712 0.001 * 0.027 *
Power 0.183 1 0.894
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Table 3. Cont.

Segment Acceleration Joints
T1C7
X y z
Manual Mean + SD (cm/s2) 244+ 3.1 327 +43 445442
Robot Mean + SD (cm/s?) 23.6 +21.1 24 4+22.9 32.3 £ 324
F-Statistic 0.1 7.068 12.67
p-value 0.701 0.005 * <0.001 *
Power 0.154 0.96 0.977

The bolded values mean that those are significant (p < 0.05). An * is placed next to values that are statistically

significant (p < 0.05).

3.2. Muscle Activation Patterns

Cobot assistance led to a significant reduction in the activation of the BB muscle
during stooping, decreasing from 12.09 puV (£6.9) to 10.72 puV (£6.5) (F = 6.29, p = 0.018).
Conversely, activation significantly increased with cobot assistance for the FCR muscle
(8.71 to 12.97 uV, F = 7.15, p = 0.012). Similarly, for the BR muscle, activation increased
significantly (9.93 to 13.0 uV, F = 7.4, p = 0.01). For the UT muscle, significant increases

were observed from 46.5 to 59.23 uV (F = 11.233, p = 0.002) (Table 4, Figure 6).

Table 4. iEMG Values for Different Muscles.

Muscle
Manual Robot-Assisted F-Statistic Power
FCR 8.71 (6.7) 12.97 (13.8) 7.15 0.086
BR 9.93 (6.9) 13.0 (9.8) 7.40 0.088
BB 12.09 (6.9) 10.72 (6.5) 6.29 0.079
UT 46.5 (35.6) 59.23 (45.7) 11.233 0.122

An * is placed next to values that are statistically significant (p < 0.05).
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Figure 6. Graph of iEMG Values for Different Muscles. An * means a p-value of <0.05.

3.3. Task Performance Parameters

Task performance analysis revealed that the cobot-assisted condition reduced the
overall task duration by 59.85% decreasing from 74.32 s (£14.09) to 29.84 s (+4.68). In
the manual condition, 54.49% (+13.21%) of movements were classified as low risk (<20°),
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9.28% (£3.32%) as moderate risk (20-45°), and 36.23% (£10.71%) as high risk (>45°). In
the cobot-assisted condition, 16.61% (£5.49%) of movements were classified as low risk,
4.42% (£0.84%) as moderate risk, and 78.97% (£6.08%) as high risk. Based on prior
research, we adopted 20° and 45° as critical cutoffs for evaluating trunk and joint posture
risks in physically demanding tasks [23,24]. This analysis specifically pertains to vertical
pelvis flexion/extension, which is the primary focus of this study as it represents stooping
postures relevant to trunk flexion—extension.

Cobot assistance led to a significant reduction in the time spent in low-risk postures,
decreasing from 39.44 £ 8.70 s in the manual condition to 4.79 £ 1.04 s (F = 140.61, p < 0.001).
Similarly, the time spent in moderate-risk postures significantly decreased from 7.00 + 3.25 s
to 1.30 £ 0.20 s with cobot assistance (F = 27.62, p < 0.001). In contrast, the time spent
in high-risk postures slightly decreased from 27.88 £ 12.37 s in the manual condition to
23.76 £ 5.05 s; however, this difference was not statistically significant (F = 0.86, p = 0.367).
Detailed results are summarized in Table 5.

Table 5. Stooping Time Spent in Various Categories during Manual and HRI modes.

Body Posture

Manual Robot-Assisted

% Time + SD Time (s) + SD % Time Time (s) + SD

Comparison

Pelvis Neutral 54.49% + 13.21% 39.44 + 8.70 16.61% + 5.49% 479 +1.04
Pelvis Moderate 9.28% + 3.32% 7.00 + 3.25 4.42% + 0.84% 1.30 + 0.20
Flexion (>20°)

Pelvis Severe 36.23% =+ 10.71% 27.88 + 12.37 78.97% + 6.08% 23.76 + 5.05

Flexion (>45°)

F-Statistic—140.61
p-value—<0.001 *
Power—1
F-Statistic—27.62
p-value—<0.001 *
Power—1
F-Statistic—0.86
p-value—0.3668
Power—0.2299

An * is placed next to comparisons that are statistically significant (p < 0.05).

4. Discussion

The integration of cobots into agricultural tasks has the potential to mitigate some of
the ergonomic risks associated with repetitive bending, side bending, or twisting, though
their effectiveness depends on task complexity and user adaptability. Our prior research
has demonstrated the potential of cobots to reduce awkward postures and excessive joint
angles during pollination operations, thereby enhancing ergonomics and improving worker
safety and comfort in HRI systems [11]. Building on this foundation, the present study
examines the biomechanical effects of cobot-assisted plant transplanting, with a specific
focus on joint kinematics as well as EMG activity. By reframing the analysis from merely
evaluating cobot utility to exploring movement strategies in repetitive transplanting tasks,
the findings contribute baseline data for developing ergonomically adaptive cobots. This
study uniquely demonstrates how wearable IMU and EMG sensors can capture high-
resolution human biomechanics in agricultural tasks, providing a replicable approach for
evaluating cobot-assisted interventions beyond traditional lab setups.

For segment velocities across the pelvis, and L5/S1, L1/T12, and T1/C7 joints, all
showed decreases across the X, y, and z planes (Table 2), with a portion being statistically
significant. This reduction is particularly relevant from a biomechanical perspective,
as lower segment velocities can potentially minimize dynamic spinal loading, thereby
reducing excessive shear and compression forces that contribute to musculoskeletal strain
and injury. Davis and Marras [25] conducted a comprehensive review of the effects of
trunk motion on musculoskeletal loading and injury risk, demonstrating that increased
movement velocity leads to greater muscle coactivation, higher spinal loads, and reduced
trunk strength—factors known to elevate the risk of LBP. Their findings identified three-
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dimensional trunk velocity as a significant risk factor, as higher velocities were directly
associated with increased spinal compression and shear forces. Similarly, Marras et al. [26]
reported that elevated trunk velocities amplify trunk muscle coactivation and lateral shear
forces, further exacerbating musculoskeletal strain. More recent studies have reinforced
these findings. Allread and Vossenas [27] examined trunk motions and LBP risk among
hotel-room cleaners, demonstrating that an increased speed of work was associated with
higher spinal loading and an increased likelihood of developing LBDs. These findings
reinforce the significance of the present study, where the observed reductions in segment
velocity across spinal regions suggest a potential ergonomic advantage of cobot assistance.
By lowering segment velocity, cobot-assisted interventions may contribute to reduced spinal
loading and mitigate cumulative strain, particularly in highly repetitive agricultural tasks.

Compared to segment velocity, segment acceleration also exhibited variation across
most planes and joints following the introduction of the cobot (Table 3). This suggests
that cobot assistance may help regulate movement, reducing the likelihood of abrupt
changes in acceleration that could contribute to increased mechanical loading on the
spine. Tsang et al. [28] investigated the effects of different bending speeds on lumbo-pelvic
kinematics and found that individuals with LBP exhibited compromised control over
segment acceleration, particularly at slower speeds, leading to less efficient movement
coordination. Their study demonstrated that uncontrolled acceleration changes increased
mechanical demand on the lumbar spine, reinforcing the importance of regulating segment
accelerations to reduce spinal stress. Similarly, in the present study, the reduction in
segment acceleration suggests that cobot assistance maintained controlled and stable
movement patterns, potentially mitigating sudden mechanical stress on the spine and
reducing the risk of cumulative strain during repetitive tasks. The findings align with prior
research emphasizing that higher movement accelerations contribute to increased spinal
loading, leading to potential long-term musculoskeletal strain. By moderating movement
acceleration, cobot assistance may provide an ergonomic advantage in reducing the risk
of low back disorders (LBDs), particularly in physically demanding tasks that require
repetitive trunk flexion.

While reductions in segment velocity and acceleration indicate that cobot assistance
may reduce dynamic spinal loading, EMG analysis revealed increased activation in the
flexor carpi radialis (FCR), brachioradialis (BR), and upper trapezius (UT) muscles, sug-
gesting a redistribution rather than a universal reduction in muscular demands (Table 4).
In contrast, activation of the biceps brachii (BB) decreased significantly from 12.09 (+6.9) to
10.72 (£6.5) (F = 6.29, p = 0.018), suggesting that cobot support may reduce the reliance on
primary movers while shifting muscular demand to the stabilizing and fine-motor-control
muscles. A similar redistribution of muscle activity has been reported in exoskeleton-
assisted tasks, where external support alleviates the load on primary muscles but leads to
increased activation in the stabilizing muscles due to postural adjustments and task-specific
demands [29]. It was demonstrated that exoskeletons reduced trunk muscle activation in
prolonged surgical postures but did not alleviate shoulder and neck muscle strain, high-
lighting the complex neuromuscular adaptations that occur with assistive devices. This
shift may explain why FCR, BR, and UT activation increased despite the reduction in seg-
ment velocity. Notably, the flexion—relaxation phenomenon (FRP), which typically allows
for muscle relaxation during certain movement phases, has been shown to be disrupted by
assistive devices, leading to sustained muscle activation [30]. This redistribution pattern
suggests that while the cobot reduced gross movement demands (e.g., for biceps brachii), it
simultaneously increased the need for fine motor and stabilizer muscle activity to manage
reach coordination and postural control during sequential pot placements. While this
redistribution may alleviate overuse in primary movers, prolonged activation of stabilizers
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like the UT and BR may lead to localized fatigue. Chronic overuse of these muscles could
contribute to discomfort or even overuse injury if not managed with appropriate rest cycles
or cobot control adjustments. Longitudinal studies are needed to determine the cumulative
effects of these activation patterns.

4.1. Impact of Cobot Assistance on Task Dynamics and Efficiency

The robot-assisted approach fundamentally alters task dynamics by allowing par-
ticipants to depend on the robot for assistance, leading to greater variability in segment
velocity and accelerations as they adapt to the robot’s presence. This variability indicates
less-consistent movement patterns, as the robot reduces some of the biomechanical de-
mands. In contrast, manual tasks enforce more uniform motion patterns due to their
repetitive nature and the direct control exerted by participants. Research has shown that
adaptive robotic systems not only modify physical behaviors but also enhance task effi-
ciency by decreasing task completion time and improving team fluency [31]. In our study,
the cobot reduced the total task time by an average of 59.46%, a reduction that signifi-
cantly outweighed the observed increases in iEMG values. Similarly, Liu et al. [32] found
that while cobots enhance efficiency, they may redistribute physical demands rather than
uniformly reduce them. These findings highlight the potential of cobot assistance to not
only balance physical demands but also improve overall task performance in repetitive,
collaborative environments [33,34].

Although the cobot-assisted condition resulted in a higher percentage of movements
classified as high-risk postures, this increase should be interpreted in the context of overall
task efficiency and exposure duration. While participants spent a larger proportion of time
in high-risk postures during the cobot-assisted tasks (78.97% = 6.08%) compared to the
manual tasks (36.23% =+ 10.71%), the shorter task duration plays a crucial role in mitigating
prolonged exposure to these postures. When examining the absolute time spent in each
risk category, participants in the manual condition spent an average of 39.44 + 8.70 s in
low-risk postures, 7.00 & 3.25 s in moderate-risk postures, and 27.88 & 12.37 s in high-risk
postures. In contrast, the cobot-assisted condition significantly reduced time spent in low-
and moderate-risk categories to 4.79 £ 1.04 s (F = 140.61, p < 0.001) and 1.30 + 0.20 s
(F=27.62, p <0.001), respectively. Although the percentage of high-risk postures increased,
the absolute time spent in high-risk postures still decreased to 23.76 £ 5.05 s in the cobot-
assisted condition, albeit not significantly (F = 0.86, p = 0.367). Our results demonstrate that,
while cobot integration alters posture dynamics, it significantly reduces the overall task
duration and moderates segmental motion. These findings support the second objective of
this study, showing that cobot assistance can improve movement efficiency and potentially
reduce long-term physical strain. Taken together with the detailed segmental and muscular
analyses, this study offers foundational biomechanical data on human movement strategies
in plant transplanting, fulfilling our first objective and paving the way for informed cobot
control design and future HRI optimization.

4.2. Limitations

This study provides evidence supporting the potential benefits of cobot assistance in
reducing biomechanical strain during plant-transplanting tasks. However, it is important
to acknowledge that manual labor remains valuable in certain agricultural contexts. The
controlled laboratory environment, while ideal for precise data collection, does not fully
capture the variability of real-world farming conditions. Additionally, participants were
not professional agricultural workers, which may limit the generalizability of our findings.
Experienced workers may demonstrate optimized movement strategies developed over
time. Although recruitment focused on healthy individuals with no musculoskeletal im-
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pairments, the lack of farming experience may underrepresent biomechanical adaptations
acquired through real-world exposure. Future studies should include professional agricul-
tural laborers to better understand how expertise influences biomechanics and to validate
cobot assistance under more ecologically valid conditions. These real-world complexities
may influence the effectiveness of cobot assistance and underscore situations where manual
tasks remain practical or even preferable, particularly in small-scale or highly variable
farming operations.

While the present study focused on controlled simulations to replicate real-world
environments, it is important to recognize the inherent limitations of this approach. Sim-
ulated tasks, although valuable for isolating specific biomechanical and neuromuscular
parameters, cannot fully capture the dynamic and unpredictable nature of agricultural
work. However, the biomechanical components examined here remain relevant to field
applications. For instance, Liiling et al. [35] demonstrated that a robotic planting unit with
Al-based adjustment still required human oversight, underscoring that manual movements
remain integral in real-world settings. This supports the relevance of our simulation for
informing ergonomic design. Moreover, the cobot used in this study was operated under a
Wizard-of-Oz protocol to simulate assistance in a controlled manner. While effective for
initial feasibility evaluation, this method does not reflect adaptive or autonomous cobot
behavior and may introduce experimenter bias. Future studies should integrate real-time
human-aware control strategies to better reflect the intended system performance.

To further address the ecological validity gap, future studies should include paral-
lel data collection under both simulated and real agricultural conditions using the same
wearable sensor configuration. Comparative analyses of biomechanical variability could
quantify how uneven terrain and spatial irregularity influence human motion during trans-
planting tasks. Additionally, sensor performance metrics such as EMG signal noise, IMU
drift, and data dropout rates could serve as indirect indicators of field-related disruptions.
These comparisons would provide a quantitative framework for calibrating lab-based
results and guiding cobot development that is robust to environmental variability. While
this study does not directly quantify the difference between laboratory and real-world
biomechanical responses, its simulated design was intentionally chosen to isolate key
neuromuscular and postural features without the interference of environmental confounds.
This level of control allows for the high-resolution analysis of cobot-human interaction
dynamics and strain-reduction mechanisms that may otherwise be masked in complex field
settings. Importantly, while this study was conducted in a controlled laboratory setting, the
biomechanical patterns observed still reflect meaningful human responses to the physical
demands of transplanting tasks. Prior research has shown that controlled environments are
necessary to isolate key movement features and reduce confounding variables, allowing for
the high-resolution assessment of postural strategies, muscle activation patterns, and joint
dynamics. As is supported by Moore and Clifton [36], laboratory- and field-based studies
should be seen as complementary: findings from simulated conditions provide essential
mechanistic insight that informs and enhances the translational value of future field-based
validations. Therefore, the current findings offer foundational insights into physical strain
and human-robot interactions that can inform future field-validated cobot designs.

Building on these considerations, future research should also explore adjustable robotic
configurations tailored to user-specific ergonomic needs, enhancing the adaptability of
cobots across diverse agricultural settings. Although both IMU and EMG systems used have
been validated in prior studies, variability due to soft tissue movement, sensor placement,
and electrode impedance may affect data consistency. Future studies will incorporate
reliability testing to quantify these potential sources of error and consider multi-sensor
fusion to improve robustness. In addition to traditional motion and muscle activity tracking,
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emerging wearable sensor technologies such as photonic smart wristbands, which enable
real-time cardiorespiratory monitoring and biometric identification, could be integrated
to provide a more comprehensive understanding of user physiology and task demands.
These technologies may offer new insights into human—cobot interactions by capturing
both physical and physiological stressors in field applications. For example, physiological
indicators such as heart rate variability, respiration rate, and electrodermal activity [37]
could help to identify systemic stress responses associated with cobot use, particularly
under prolonged or repetitive tasks. Incorporating these metrics alongside biomechanical
data would enable a holistic assessment of user strain and support the development of
cobot systems that optimize both physical load distribution and physiological recovery.
Additionally, due to hardware instability, EMG data from six participants were excluded
from the final analysis. While this did not affect the kinematic dataset, it reduced the
EMG sample size to 10 participants. Future studies should employ improved sensor
calibration protocols and real-time signal monitoring to mitigate data loss. Expanding
the sample size to include experienced agricultural workers could further improve the
generalizability of the results, as their expertise may reveal subtle yet significant differences
in how manual and cobot-assisted techniques are executed. Furthermore, integrating
real-world task simulations could provide deeper insights into the practical applications of
cobot technology in agriculture. Factors such as uneven terrain, soil softness, and spatial
irregularities, along with fluctuating weather and varying plant heights, were not accounted
for, which may limit the ecological validity of the findings. These environmental factors can
alter user posture, compromise sensor stability, and affect robot navigation, highlighting the
need for future field-based trials to evaluate cobot performance under realistic agricultural
conditions. These efforts will also help to identify scenarios where manual labor may offer
advantages in terms of flexibility, cost-effectiveness, or task adaptability.

5. Conclusions

This study provides foundational biomechanical evidence on human movement strate-
gies during plant transplanting, fulfilling the first objective of characterizing manual task
demands prior to cobot integration. Using wearable sensor systems, including inertial
measurement units (IMUs) and surface electromyography (sEMG), we analyzed segment
velocities, joint accelerations, and muscle activation patterns to identify key contributors
to biomechanical strain in repetitive transplanting tasks. The second objective, assessing
the impact of cobot assistance, was supported by findings that demonstrated significant
reductions in movement velocity and acceleration across spinal segments, along with
improved task efficiency. However, these benefits were accompanied by a redistribution of
muscular demand, particularly in the stabilizing muscle groups. These results underscore
the need to design cobot systems that are biomechanically informed, not simply optimized
for speed or automation, so that they can better support human physical needs. Overall,
this study contributes both empirical insights and practical sensor-derived data to guide
the ergonomic design of collaborative robots, particularly in small-scale, labor-intensive
agricultural environments where manual strategies still prevail. These findings can directly
inform cobot design by identifying optimal arm-reach limits, segment velocity thresholds,
and ergonomic delivery positions. Such sensor-informed design principles can guide
motion planning algorithms that adapt in real time to user kinematics, ensuring that col-
laborative assistance enhances rather than hinders biomechanical efficiency. In doing so,
it establishes a sensor-integrated framework for real-time human monitoring and cobot
adaptation in dynamic field applications.
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Abstract

Wearable device-based Human Activity Recognition (HAR) is widely used in health man-
agement, rehabilitation, and personal safety. While contemporary HAR research effectively
classifies a wide range of discrete activities, there remains a significant gap in organizing
these heterogeneous motions into a structured intensity framework suitable for continuous
risk assessment. Furthermore, many high-performing models rely on computationally
intensive architectures that hinder real-time deployment on resource-constrained wear-
ables. We propose an on-device method for estimating five-level activity intensity in real
time using only accelerometer signals from a commercial smartwatch. To bridge the gap
between simple identification and intensity modeling, 13 dynamic and emergency-like
wrist motions were integrated with 11 daily activities from the PAMAP?2 dataset, yielding
21 activities mapped onto an ordinal five-level intensity scale. A finetuned Multi-Layer
Perceptron (MLP) classifier trained on this integrated dataset achieved 0.939 accuracy and a
quadratic weighted kappa (QWK) of 0.971. The model was deployed on a Galaxy Watch 7,
achieving < 1 ms inference latency and a size < 0.1 MB, confirming real-time feasibility.
This approach demonstrates that organizing diverse activities into a lightweight, intensity-
aware framework provides a robust foundation for safety-aware monitoring systems under
real-world, on-device constraints.

Keywords: wearable devices; accelerometer; Human Activity Recognition (HAR); activity
intensity recognition; risk assessment; on-device inference

1. Introduction

As societal concerns about personal safety grow, the need for real-time monitoring
technology using wearable devices is increasing. Smartwatches incorporate sensors such
as accelerometers, heart rate monitors, and GPS, enabling them to sensitively capture
changes in user activity. They hold significant potential not only for health management
and rehabilitation but also for detecting dangerous situations. Importantly, danger often
manifests not as a single abrupt event but through gradual changes in activity intensity that
serve as early indicators. Therefore, beyond simply classifying activities, a methodology is
needed to represent human behavior along discretized ordinal intensity levels, providing a
foundation for subsequent risk assessment.

Recent safety-oriented HAR research has explored various applications, including fall
detection, personal protection monitoring, and workplace safety management. However,
many existing approaches depend on the offline analysis of data collected in controlled
laboratory environments, with limited validation on actual wearable devices. Moreover,
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for users who are highly likely to be exposed to dangerous situations—such as individuals
under personal protection—technology that detects risks in real time through a worn
smartwatch is crucial for enabling immediate response. These limitations underscore the
need for real-time HAR models capable of recognizing multi-level activity intensity.

To address this, we constructed a new smartwatch accelerometer dataset containing
dynamic and emergency-like wrist motions that are largely absent from existing public
HAR datasets. Designed to capture a wide range of real-world intensity variations, this
dataset complements established activity corpora used to represent lower-intensity daily
and static behaviors. Extending this perspective to the protection of individuals under
wearable-based personal safety monitoring supports the development of situation-specific,
tiered alert systems.

Motivated by these needs, this study proposes an on-device accelerometer-only frame-
work for five-level activity intensity estimation, with the objective of determining its
feasibility under the computational and memory constraints of a commercial smartwatch.
In this framework, the spectrum of activity intensity is presented by five ordinal levels,
where the highest level includes aggressive or emergency-like wrist movements that may
be associated with potentially dangerous situations. This study supports the development
of a hierarchical warning system by aiming to develop threat detection technology for
women in their 20s and 30s, the primary target group of personal protection programs,
as part of public safety R&D efforts.

The main contributions of this study are as follows:

(1) Development of a multi-level activity intensity recognition model: Using only ac-
celerometer signals from a smartwatch, we mapped 21 activities to five intensity levels
and designed a model capable of real-time inference with four features.

(2) Dataset construction for activity intensity recognition: We built the core of our
dataset using 13 Dyn-Intensity activities designed to capture dynamic and emergency-
like wrist motions, and complemented them with 11 low-intensity PAMAP2 ac-
tivities. This integration produced a unified 21-class dataset spanning an activity
intensity spectrum.

(3) On-device real-time verification: The proposed model was deployed on a Galaxy
Watch 7, achieving <1 ms inference latency and a memory footprint of <0.1 MB,
demonstrating real-time feasibility on commercial devices.

The remainder of this paper is organized as follows. First, we provide an overview of
prior research on wearable-based activity recognition and intensity estimation. We then
describe the datasets, feature engineering process, and model design employed in this
study. Next, we outline the experimental setup and evaluation procedures used to validate
the proposed model. The results are subsequently presented and analyzed, including both
model performance and on-device evaluation. We then discuss the main findings and their
broader implications. Finally, we conclude the paper with closing remarks and potential
directions for future research.

2. Related Work

HAR using IMU-based sensing has advanced significantly across healthcare, fitness,
and safety monitoring [1-4]. Early studies primarily focused on classifying fundamental
activities—such as walking, running, and sitting—using accelerometer and IMU time-
series data. Classic reviews, such as Bulling et al. [5], summarized the general HAR
pipeline from pre-processing to classification, while Attal et al. [6] benchmarked machine
learning methods for accelerometer-based activity recognition. More recently, deep learning
architectures such as CNN, DeepConvLSTM, and Transformer-based models, including
Conformer, have demonstrated outstanding performance on datasets containing wearable
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IMU sensor data for HAR [7,8]. These approaches have established a robust research
foundation for reliable nominal multi-class activity recognition, where activity labels are
treated as discrete and unordered categories.

Alongside advances in activity-type classification, increasing attention has been di-
rected toward estimating activity intensity from wrist-worn accelerometers due to its
relevance to health monitoring and behavioral assessment [9,10]. In physical-activity re-
search, intensity is commonly structured using a four-level taxonomy based on Metabolic
Equivalents (METs)—sedentary, light, moderate, and vigorous (SLMV) [11]. Despite the
inherently ordered nature of such scales, many computational approaches formulate in-
tensity estimation as a standard multi-class classification problem. In practice, several
studies further simplify the task into the binary detection of moderate-to-vigorous physical
activity (MVPA) versus non-MVPA [12,13], thereby reducing the granularity of the intensity
spectrum and not explicitly incorporating ordinal relationships into the modeling objective.

To address this limitation, a limited number of studies have explored ordinal modeling
strategies. Hossain et al. [14] applied ordinal random forest and partial proportional odds
models to four-level activity intensity classification from accelerometer data. Similarly,
Bagc1 Das and Birant [15] introduced HAROC, an ordinal classification framework for HAR
based on band-power-derived activity ordering. These works represent meaningful efforts
to incorporate ordered structure into activity modeling. However, most evaluations have
been conducted in controlled laboratory environments using multi-sensor configurations
or offline processing pipelines, and real-time deployment on single wrist-worn devices has
been less extensively investigated.

In parallel, substantial progress has been made in real-time on-device HAR. Lightweight
architectures such as TinierHAR [16] and smartwatch inference pipelines achieving
sub-10 ms latency [17] have demonstrated the feasibility of executing nominal activity
classification under strict computational constraints. Advances in edge-oriented deep learn-
ing design [18] and efficient triggering mechanisms [19] have further enhanced deployment
practicality in wearable systems. Nevertheless, these developments have predominantly
focused on activity-type recognition, while the preservation of ordinal intensity structure
within a single accelerometer-based, real-time inference framework remains compara-
tively underexplored.

Taken together, nominal multi-class activity recognition and lightweight real-time
HAR have achieved considerable maturity. However, the integration of ordinal activity
intensity modeling with single-sensor, wrist-worn, real-time on-device deployment remains
relatively limited. To address this gap, the present study proposes an accelerometer-only
framework for five-level ordinal activity intensity estimation and validates its feasibility
under the computational and memory constraints of a commercial smartwatch platform.

3. Methods
3.1. System Overview

Figure 1 illustrates the overall pipeline of the proposed on-device multi-level activity
intensity recognition framework. The 3-axis accelerometer signals from the smartwatch are
sampled at 50 Hz and processed in four stages:

Pre-processing: Raw signals (ay, ay, a) are segmented into 6 s sliding windows with
50% overlap, providing fixed intervals for analysis.

Extracting features from raw data: Within each window, two derived signals are
computed: the Signal Vector Magnitude (SVM) and its temporal difference (ASVM). The
mean and standard deviation of each are computed, resulting in four lightweight statistical
features (SVM mean, SVM std, ASVM mean, ASVM std).
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Modeling: The extracted features were normalized according to each model’s require-
ments and subsequently fed into two types of predictive models: non-MLP methods (Linear
Regression [20], Logistic Regression [21]) and MLP methods (regression and classification
variants [22]). Each model estimates the activity intensity on a five-level scale.

Post-processing: MLP model implementations employ temporal smoothing, hysteresis
rules, median filtering, and jerk suppression, whereas non-MLP model implementations
apply probability thresholds, margin conditions, and standardized feature gating. This
pipeline is optimized for lightweight, real-time operation on commercial smartwatch
platforms and is validated through on-device evaluation.

Raw Accel (ay,ay,a;)
@ 50 Hz

Pre-processing
Window 6 s/50% overlap

Feature Extraction
SVM mean
SVM std
ASVM mean
ASVM std

.

Model selection
Non-MLP: Linear Regression, Logistic Regres-
sion
MLP: Regression, Classification

.

[ Activity Intensity Level (1-5) ]

.

[ Post-processing ]

Rule-based filtering

Figure 1. Compressed system pipeline for on-device multi-level activity intensity recognition.

3.2. Data Acquisition

This study utilized two complementary datasets: a newly collected smartwatch
accelerometer dataset, Dyn-Intensity, and a publicly available dataset, PAMAP2. Dyn-
Intensity was designed to capture dynamic and emergency-like wrist motions that are
generally absent from existing HAR datasets, while PAMAP2 provides representative
static and low-intensity daily activities. Together, these datasets offer a broad range
of movements needed to model continuous activity intensity. Data can be found at
https:/ / github.com/AILAB-IMU/Dyn-Intensity (accessed on 9 February 2026).

Dyn-Intensity Dataset. Dyn-Intensity was collected from eight female participants
aged 20-23, each wearing a Samsung Galaxy Watch 7 on the dominant wrist. The dataset
contains three static activities (lying, sitting, watching TV), nine dynamic activities (running,
ascending stairs, descending stairs, rope jumping, slalom running, jumping jacks, board
work, palm pushing, dynamic handclap) and several emergency-like movements (sudden
sprints, irregular arm motions, violent whole-body gestures) to represent high-intensity
behaviors. These emergency-like motions were grouped into a single emergency-like
motion category and subsequently mapped to the highest activity intensity level (Level 5).
Participants selected activity labels directly on the watch, and Figure 2 illustrates the
recorded accelerometer log structure. A detailed list of Dyn-Intensity activities is provided
in Table 1. To ensure precise temporal alignment between activity labels and sensor signals,
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the data segments recorded before the actual onset of each activity (after pressing the start

button) and after the completion of the activity (before pressing the stop button) were

manually removed. This trimming process was performed by synchronizing the recorded

accelerometer logs with simultaneously captured video recordings, allowing non-activity

intervals to be accurately identified and excluded from the dataset.

select label

(@)

1 Timestamp X Y z
datidoda 2 12025-07-23-15:17:32.445  -7.39569 6251261 —2.53067
4 3 |2025-07-23-15:17:32456  -7.41245 6215348 —2478
4 2025-07-23-15:17:32465 —7.40287 6.157887 —2.63362
5 |2025-07-23-15:17:32476  -7.41245 6.124368 —2.63123
6 12025-07-23-15:17:32485  —7.3502 6.203377 —2.52109
7 12025-07-23-15:17:32.495  —749146 6241684 —2.45885
8 2025-07-23-15:17:32.505 -7.50343 6270414 —24373
= ID_4 9 |2025-07-23-15:17:32.516  -7.52737 6.339846 —2.44687
10 12025-07-23-15:17:32.525  —7.50822 6227319 —2.50912

(b) (c)

Figure 2. On-watch labeling and logging during data acquisition. (a) On-watch label selection;
(b) start/stop control; (c) sample CSV log (ax, ay, az).

Table 1. Descriptions of activities included in the Dyn-Intensity dataset.

Activity Description

Lying Lying quietly while doing nothing; small posture changes are allowed.
Sitting Sitting in a chair in a comfortable position; posture changes are allowed.
Watching TV Watching television in a relaxed posture (sitting or lying).

Board work

Palm pushing

Dynamic handclap
Jumping jacks

Running

Slalom running

Rope jumping
Ascending stairs
Descending stairs

User_level5

Standing in front of a whiteboard and writing or erasing text; involves moderate for-
ward-backward arm swings.

Pushing forward repeatedly with both palms to simulate resistance or self-defense motion;
involves abrupt upper-body acceleration.

Clapping hands rapidly with large arm movements; produces strong upper-body motion.
Performing full-body jumping movements, spreading and closing arms and legs simultaneously.
Sprinting for short distances at maximum speed; generates intense whole-body acceleration
and impact.

Sprinting in a zig-zag pattern between cones or markers; requires rapid direction changes at
high speed.

Jumping rope using basic or alternate-foot jumps.

Walking upstairs between the ground and top floors (five floors total).

Walking downstairs between the ground and top floors (five floors total).

Performing extreme resistance or escape-like motion under simulated threat; includes rapid arm
swings, pushing, and evasive body movements to represent intense struggle.

PAMAP2 Dataset. To complement Dyn-Intensity with additional static and low-

intensity daily activities, we selected 11 activities from the PAMAP2 dataset [23], including

lying, sitting, standing, walking, cycling, watching TV, computer work, car driving, ironing,

folding laundry, and vacuum cleaning. The rationale for this selection is revisited in

the Activity Intensity-Level Mapping section, where feature distributions are compared

between datasets. Detailed descriptions appear in Table 2. Since the PAMAP2 accelerometer

signals are originally sampled at 100 Hz, an anti-aliasing low-pass FIR filter (cutoff = 22.5 Hz,

below the Nyquist frequency of 25 Hz) was applied prior to decimation, and the signals

were subsequently downsampled to 50 Hz to ensure consistent temporal resolution with

the Dyn-Intensity dataset.
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Table 2. Descriptions of PAMAP?2 activities used in this study.

Activity Description

Lying Lying quietly while doing nothing; small posture changes are allowed.
Sitting Sitting in a chair in a comfortable position; posture changes are allowed.
Standing Standing still or while talking, possibly with gestures.

Watching TV Watching television in a relaxed posture (sitting or lying).

Computer work  Performing normal office-related computer tasks.

Car driving Driving between the office and home.

Ironing Ironing one or two shirts or T-shirts.

Folding laundry  Folding shirts, T-shirts, and bed linens.

Vacuum cleaning Cleaning one or two office rooms, including moving chairs or light furniture.

Cycling Cycling outdoors at a slow to moderate pace, similar to commuting or leisure biking.
Walking Walking outdoors at a moderate to brisk pace (4-6 km/h), comfortable for the subject.

Activity Class Integration. To build a unified dataset, overlapping activities (lying,
sitting, watching TV) were merged after confirming that their feature distributions were
nearly identical across datasets. The final integrated dataset consists of 21 activity classes,
spanning static, daily, dynamic, and emergency-level movements.

3.3. Signal Pre-Processing

The collected acceleration signals were segmented into fixed time intervals for analysis.
Each interval was defined as 6 s (300 samples), with adjacent windows overlapping by 3 s
(150 samples). This sliding-window strategy enables the capture of abrupt short-duration
motions while maintaining stable feature extraction over longer temporal contexts. A
6 s window length was selected to balance responsiveness and statistical stability for
wrist-worn accelerometer signals, as shorter windows are more sensitive to transient
fluctuations, whereas longer windows increase decision latency. This choice is further
supported by a systematic sensitivity analysis reported in study [24], which demonstrated
progressive performance improvement with increasing window duration in wrist-based
accelerometer activity recognition. The 50% overlap further reduces effective latency and
ensures smoother temporal transitions between consecutive predictions without incurring
significant computational overhead, making this configuration suitable for real-time on-
device intensity estimation.

3.4. Feature Extraction

Each segmented window was processed to derive two motion-related signals from
the tri-axial acceleration data (ay, ay, a;):

e  Signal Vector Magnitude (SVM):

SVM; = \/a%, +ay, +aZ,, 1)

representing the overall magnitude of motion at time ¢.
¢ Delta Signal Vector Magnitude (ASVM):

ASVM; = SVM; — SVM;_1, (t> 1) @)

capturing instantaneous changes between consecutive samples.

For both signals, the mean and standard deviation were computed within each win-
dow, yielding four features:
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¢ SVM mean and SVM standard deviation: indicators of overall motion intensity and
stability.

e ASVM mean and ASVM standard deviation: descriptors of rapidity and irregularity
of temporal changes.

These features require only O(L) computation per window, where L is the number of
samples in a window, making them suitable for lightweight on-device processing.

Feature distributions of identical activities across participants in the Dyn-Intensity
dataset showed consistent patterns (Figures 3-15), confirming inter-subject reliability. Based
on this consistency, data corresponding to the same activity were merged into representative
categories. The merged Dyn-Intensity dataset was then integrated with PAMAP2 to
compare average feature characteristics and establish the foundation for intensity-level
mapping. As shown, box colors represent the extracted features in all feature distribution
plots: blue for SVM mean, orange for SVM standard deviation, green for ASVM mean,
and red for ASVM standard deviation.

These comparisons (Figures 16-19) show that static activities exhibit nearly over-
lapping distributions across all four features, supporting their integration into unified
categories. To differentiate Dyn-Intensity activities from PAMAP2 activities in the box-
plot visualizations, Dyn-Intensity activity names include the prefix “c_", although this
naming convention is used solely for figure labeling and does not affect any modeling
procedure. In contrast, high-intensity activities show larger mean values and greater vari-
ability, making them clearly distinguishable from lower-intensity motions. Furthermore,
change-based features such as ASVM standard deviation effectively capture irregular activ-
ities like slalom running and palm pushing. These findings confirm that the four selected
features are robust across data sources and suitable for modeling the five discrete ordinal
levels of activity intensity.
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Figure 3. Feature distribution for lying.
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Figure 9. Feature distribution for rope jumping.
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Figure 10. Feature distribution for palm pushing.
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Figure 11. Feature distribution for dynamic handclap.
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Figure 13. Feature distribution for slalom running.
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Figure 17. Standard deviation of the SVM feature observed across the activities in the Dyn-Intensity

and PAMAP2 datasets.
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Figure 18. Mean ASVM feature values computed for the activities in the Dyn-Intensity and
PAMARP?2 datasets.
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PAMAP?2 datasets.
3.5. Activity Intensity-Level Mapping
In this study, the 21 activities were reorganized into five intensity levels according to
activity intensity. This restructuring enabled activity intensity to be represented using five
ordered levels, ranging from daily behaviors to vigorous and atypical emergency situations,
thereby moving beyond simple activity classification.
As described in the Data Acquisition section, the integrated dataset comprised 21 ac-
tivities. Among these, overlapping static activities were merged into unified representative
categories, supported by feature-level consistency analysis. Figure 20 compares the fea-
ture distributions of a static activity (lying) and a dynamic activity (running) between the
PAMAP2 and Dyn-Intensity datasets.
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Figure 20. Comparison of feature distributions between the PAMAP2 and self-collected datasets.The
static activity (lying) shows nearly identical distributions across all four features, validating its
integration into a unified class. In contrast, the dynamic activity (running) exhibits noticeable
differences, likely reflecting individual variability in movement intensity and sensor placement.
(a) Static activity, lying: Similar distributions across datasets, consolidated into one category. (b) Dy-
namic activity, running: Distinct distributions observed, only self-collected data used.

For the static activity, all four features—SVM mean, SVM standard deviation, ASVM
mean, and ASVM standard deviation—exhibited nearly identical central tendencies and
ranges across the two datasets. This consistency indicates that sensor characteristics and
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signal magnitudes remained stable despite differences in devices and participants, thereby
validating their integration into a single representative class. Therefore, each instance of
lying, sitting, and watching TV was integrated across datasets into a single, consistent
category for subsequent intensity-level mapping and model training.

In contrast, the dynamic activity (running) exhibited noticeable differences primarily
in SVM-based features, both in mean values and distributional variability, whereas the
ASVM-derived features showed relatively consistent patterns between groups. These
discrepancies are likely attributable to variations in running speed, arm swing intensity,
and sensor placement among participants rather than inconsistencies in data collection. In
particular, the Dyn-Intensity running data were designed to emulate an emergency-like
situation, where participants performed rapid, full-speed running to replicate realistic high-
risk movements. Consequently, dynamic activities were retained as independent categories
based solely on the Dyn-Intensity dataset to preserve the individuality of high-intensity
motion patterns.

Ultimately, the 21 activities were mapped into five hierarchical intensity levels—static,
low-intensity daily, moderate-intensity, high-intensity, and vigorous/emergency-like—as
summarized in Table 3. It should be noted that this five-level intensity mapping was
defined as a heuristic structuring approach rather than derived from externally validated
physiological intensity scales, and it was informed by exploratory inspection of the feature
distributions across activities, as illustrated in Figures 16-19. This five-level structure
establishes a unified labeling framework that supports both classification-based (discrete
levels) and regression-based (continuous-scale) modeling in subsequent analysis.

Table 3. Five-level intensity mapping of 21 integrated activities constructed from the PAMAP2 and
Dyn-Intensity datasets.

Level Description Activity Classes

Level 1 Static (P + D) lying, sitting, standing, watching TV, computer work, car driving
walking, ironing, folding laundry, vacuum cleaning, board work, ascending
stairs, descending stairs

Level 3 Moderate intensity (P + D) cycling, rope jumping

Level 4 High intensity (D) palm pushing, dynamic handclap

jumping jacks, running, slalom running, user_level5 (emergency-like
vigorous motions)

Level 2 Low-intensity daily (P + D)

Level 5 Vigorous/emergency-like (D)

P = PAMAP?2 dataset; D = Dyn-Intensity dataset. Overlapping static activities were merged.

3.6. Activity Intensity Estimation Model

The proposed modeling framework was designed to estimate activity intensity levels
in both continuous and discrete forms. To comprehensively evaluate model performance
and on-device applicability, two approaches were employed: regression-based models for
continuous intensity estimation and classification-based models for discrete level prediction.

3.6.1. Motivation for Comparing Non-MLP and MLP Approaches

Wearable devices such as smartwatches operate under strict resource constraints,
including limited computational power, memory capacity, and battery life. Therefore,
activity intensity estimation models must simultaneously achieve high accuracy, real-time
processing capability, and lightweight implementation. To address these requirements,
this study comparatively evaluates two fundamentally different modeling paradigms—the
model-free approach and the MLP-model approach.

The non-MLP models (both Linear Regression and Logistic Regression) offer extremely
low computational complexity and can be implemented using simple mathematical for-
mulations. Conversely, the MLP models (both regression and classification) offer greater
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predictive accuracy by learning nonlinear relationships within the data. However, these
models typically incur higher computational costs, making direct deployment on wearable
devices challenging. To overcome this limitation, the present study applies TensorFlow
Lite (float16) quantization to the MLP models, enabling efficient on-device inference while
maintaining accuracy.

Because the two approaches differ in model complexity, inference cost, memory
requirements, and predictive performance, a systematic comparison is necessary. Moreover,
since activity intensity can be formulated as either a continuous variable (regression)
or a discrete set of levels (classification), each modeling paradigm was implemented in
both forms. This design enables a comprehensive evaluation across predictive accuracy,
computational efficiency, and real-time feasibility on wearable devices.

3.6.2. Non-MLP Approaches

(1) Linear Regression

A second-order polynomial feature transformation (interaction-only) was applied
before training a linear regressor. The model outputs continuous intensity values, reflect-
ing its formulation as an ordinal regression estimator. For evaluation under the unified
five-level framework, these continuous predictions were discretized using a lightweight
validation-based threshold optimization procedure. Because the output of the Linear
Regression model exhibits a smooth and approximately monotonic structure, a simple grid-
based search around median-derived initial thresholds was sufficient to identify a strictly
increasing set of thresholds that maximized the quadratic weighted kappa (QWK) on the
validation set. This optimization is applied only during evaluation and does not affect
model training. The dataset was partitioned into disjoint training, validation, and test sets.
The threshold optimization was performed by conducting a grid search on the validation
set to find the cut-off points that maximize the QWK. The optimized thresholds obtained on
the validation set were fixed prior to final test evaluation, and the test set was not involved
in threshold selection at any stage.

(2) Logistic Regression

A multinomial Logistic Regression model was trained using quadratic interaction-only
polynomial features and StandardScaler normalization. As a pure classification model, it
directly predicts one of five discrete intensity levels without requiring any post-processing.

3.6.3. MLP Approaches
(3) MLP (Regression)

The regression MLP was composed of four hidden layers (256-128-64-16 units) with
ReLU activations, followed by batch normalization and dropout for regularization. The out-
put layer used a linear activation to generate continuous intensity values, and the model
was trained using the Huber loss (0 = 3.0) to enhance robustness to outliers. After training,
the model was quantized to float16 precision and converted into a TFLite format to en-
able real-time on-device inference. To allow direct comparison with classification models,
continuous outputs were discretized into five levels using a validation-driven threshold
optimization procedure. Unlike the linear model, the MLP produced nonlinear and broader
output distributions; therefore, a two-stage coordinate-ascent search (coarse-to-fine) was
employed to efficiently locate a strictly increasing set of thresholds that maximized QWK.
The optimized thresholds were fixed and applied unchanged to the test set. As with the lin-
ear model, this discretization step does not influence training and serves solely to provide
a consistent ordinal mapping for evaluation.
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(4) MLP (Classification)

The classification MLP consisted of three hidden layers (256-128-64 units) with ReLU
activations (tanh in the final hidden layer), combined with batch normalization and a
dropout rate of 0.2 for regularization. The output layer used a softmax activation to
produce one of five discrete intensity levels. Training was performed using categorical
cross-entropy loss with class weights to address class imbalance. After training, the model
was quantized to float16 precision and exported as a TFLite model for efficient real-time
inference on the smartwatch.

3.6.4. Model Efficiency and On-Device Feasibility

All four models balance predictive accuracy and computational efficiency. Linear
Regression and Logistic Regression are implemented as direct mathematical formulae for
reliable execution on the device. MLP models achieve higher predictive performance while
remaining feasible for real-time operation. A summary of the model configurations is
presented in Table 4.

Table 4. Summary of the implemented models and their main configurations.

Approach Model Key Characteristics Scaler Loss/Objective

Non-MLP Approaches

Second-order polynomial features (interaction only); threshold

optimization via validation grid search. RobustScaler MSE/QWK

maximization

Linear Regression

Multinomial Logistic Regression; polynomial features

Iﬁogmtlc. (interaction only). StandardScaler Cross-entropy
egression
MLP Approaches
MLP (Regression) Four hlftldep layers (256-128-64-16); ReLU activation, batch Min-Max Huber
normalization, dropout (0.2-0.3). @ = 3.0)
MLP ;Fhree hidden layers .(25§—128—64); ReLU activation (tanh for last StandardScaler Cross-entropy
P ayer), batch normalization, dropout (0.2); softmax output.
(Classification)

4. Experiments
4.1. Experimental Environment

Offline training was performed on a workstation equipped with an AMD (Advanced
Micro Devices, Inc., Santa Clara, CA, USA) Ryzen 9 9950X CPU and 64 GB RAM. On-device
experiments were conducted on a commercial smartwatch, the Samsung Galaxy Watch 7
(SM-L300, Exynos W1000 CPU, 2 GB RAM, Wear OS 5) (Samsung Electronics Co., Ltd.,
Suwon-si, Republic of Korea).

All on-device experiments were conducted in an indoor sports facility. Participants
wore the smartwatch on their dominant wrist and repeatedly performed activities of
varying intensity (e.g., running, dynamic clapping, and palm pushing). Examples of the
experimental environment and performed activities are shown in Figure 21.

(b)

Figure 21. Examples of the experimental environment and activities performed. (a) Running;

(b) dynamic handclap; (c) palm pushing.
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4.2. Training Configuration

Specifically, the model-free approaches were implemented as formula-based algo-
rithms (direct mathematical expressions), whereas the MLP-model approaches were de-
ployed as quantized TFLite models. Both formula-based and TFLite-based implementations
were executed on the smartwatch to enable consistent performance comparison.

All models were trained using the Adam optimizer (learning rate = 0.0005), with Early
Stopping (patience = 25) and ReduceLROnPlateau (patience = 8) applied to ensure stable
convergence. To account for class imbalance, sample weights were used during the training
of regression-formulated models, whereas class weights were assigned for classification-
formulated models. The continuous outputs of regression models were discretized into five
levels using validation-optimized thresholds, ensuring compatibility with the classification-
based five-level prediction framework.

4.3. Evaluation Protocol

Both non-MLP and MLP approaches were implemented in two prediction formula-
tions: regression and classification. The dataset was split in a stratified manner at a ratio of
64% for training, 16% for validation, and 20% for testing. All scalers were fitted exclusively
to the training set to avoid data leakage.

For regression-based models, MSE, Mean Absolute Error (MAE), and the coefficient of
determination (R?) were used to assess continuous prediction performance. For discretized
regression results, accuracy and the quadratic weighted kappa (QWK) were additionally
calculated. QWK is particularly suitable for ordinal prediction because it reflects the degree
of sequential agreement between predicted and true labels.

The QWK is formally defined as

Lij ijOij

QWK = 1—
L WijEij

®)
where i and j index the true and predicted intensity levels, respectively, and span all
K ordinal classes (in this study, K = 5). Thus, both O;; and E;; form K X K matrices
representing the observed and expected confusion matrices. The weight matrix is defined

as wjj = ((I:ijl))zz, which assigns larger penalties as the ordinal difference between classes
increases, while assigning zero penalty when i = j. This formulation ensures that ordinal
misclassifications are penalized proportionally to their severity.

Classification-based models were evaluated using accuracy, precision, recall, F1-score,
and QWK. This unified evaluation protocol ensured fair and consistent comparison between
regression-based and classification-based approaches, enabling quantitative verification of

prediction tendencies across model types.

5. Results
5.1. Regression Model Performance

Table 5 compares the performance of the two regression models: the non-MLP Linear
Regression and the MLP regressor. As a result, the Linear Regression model achieved a
QWK of 0.933, demonstrating that the model can preserve ordinal relationships between
activity intensity levels. In contrast, the MLP regressor trained with Huber loss (6 = 3.0)
and Min-Max scaling demonstrated superior performance, achieving an MSE of 0.075,
an MAE of 0.151, an R? of 0.95, and a QWK of 0.969. This indicates that while the non-MLP
Linear Regression model can model ordinal continuity efficiently, the MLP regression
model provides more robust and precise estimation across nonlinear transitions between
activity intensity levels.
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Table 5. Performance comparison of regression-based models (non-MLP vs. MLP).

Model MSE MAE R? QWK
Linear Regression 0.189 0.333 0.874 0.933 £ 0.004
MLP Regressor 0.075 0.151 0.95 0.969 4 0.003

5.2. Classification Model Performance

Table 6 compares the performance of the two classification models: the non-MLP
Logistic Regression and the MLP classifier. The Logistic Regression model achieved an
accuracy of 0.931 and a QWK of 0.968. The MLP classifier achieved the best performance
with an accuracy of 0.939, an F1-score of 0.941, and a QWK of 0.971. These results indicate
that although the classification models do not explicitly model sequential dependencies
between intensity levels, the MLP classifier achieved an ordinal consistency comparable to
that of regression-based models. This demonstrates that the proposed MLP classification
model can provide stable multi-level activity intensity recognition while maintaining high
efficiency in resource-constrained on-device environments.

Table 6. Performance comparison of classification-based models (non-MLP vs. MLP).

Model Accuracy Precision Recall F1 QWK
Logistic Regression 0.931 £ 0.007 0.917 0.924 092 0.968+0.004
MLP Classifier 0.939 £ 0.006 0.94 0.943  0.941 0.971 £0.003

To provide further insight into the behavior of the best-performing model, the per-class
precision, recall, and F1-score of the MLP classifier are reported in Table 7.

Table 7. Per-class performance of the MLP classifier across the five activity intensity levels.

Level Precision Recall F1-Score Support
1 0.9599 0.9423 0.9511 763
2 0.9040 0.9253 0.9146 509
3 0.9270 0.9203 0.9236 138
4 0.9551 0.9659 0.9605 176
5 0.9524 0.9615 0.9569 104

5.3. Feature Contribution Analysis

To further examine the behavior of the coefficient-based models, feature contributions
were analyzed for both Linear Regression and Logistic Regression. Feature importance
was estimated based on the absolute magnitude of the learned model coefficients, which
reflects the relative influence of each feature on the model predictions. Because polynomial
feature expansion was applied during pre-processing, additional interaction terms derived
from the original four features were generated. Each expanded feature was mapped
back to its original feature group based on the feature name, and the absolute coefficient
magnitudes were aggregated into two groups: SVM-based features and ASVM-based
features. The contribution ratio was computed as the proportion of the summed absolute
coefficients within each feature group relative to the total coefficient magnitude.

For Linear Regression, ASVM-based features accounted for 0.6447 of the total coef-
ficient magnitude, compared to 0.3553 for SVM-based features. A similar pattern was
observed in Logistic Regression, where ASVM-based features contributed 0.688, whereas
SVM-based features contributed 0.312, as summarized in Table 8.
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Table 8. Feature contribution ratios based on the absolute magnitude of model coefficients.

Feature Group Linear Regression Logistic Regression
SVM-based features 0.3553 0.3120
ASVM-based features 0.6447 0.6880

To further validate these results, permutation importance analysis [25] was conducted
on the test set using classification accuracy as the evaluation metric. This method evaluates
feature importance by measuring the decrease in model performance when the values of a
specific feature are randomly permuted. In the Logistic Regression model, permuting the
mean of ASVM resulted in the largest decrease in accuracy, substantially exceeding that of
representative SVM-based features such as the mean of SVM, as shown in Table 9.

Table 9. Permutation importance of representative features in the Logistic Regression model.

Feature Accuracy Decrease
Mean of ASVM 0.4767
Mean of SVM 0.1312

Overall, these findings indicate that variation-oriented dynamics captured by ASVM
play a more influential role in distinguishing activity intensity levels than magnitude-
oriented SVM statistics.

5.4. Confusion Matrix and Error Analysis

Figure 22 shows the normalized confusion matrix of the MLP classifier on the test
set. Unlike conventional HAR studies that mainly focus on recognizing daily activities,
the evaluation dataset in this study includes customized emergency-like wrist motions
collected for wearable-based personal safety monitoring. This design allows the proposed
model to capture activity intensity patterns relevant to potential risk situations that are
rarely represented in existing public HAR datasets.

- —n 0.06 0.00 0.00 0.00

~- 0.05 0.93 0.02 0.01 0.00

©
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<

<~ - 0.00 0.01 0.00 0.97 0.03

w- 0.00 0.00 0.00 0.04 ﬂ

Predicted

Figure 22. Confusion matrix of the MLP classifier model on the test set (activity intensity
Levels 1-5). The color intensity represents the normalized value, where darker shades indicate
a higher classification frequency.

The matrix exhibits strong concentration along the diagonal, confirming that most
samples were correctly classified into their corresponding activity intensity levels. Misclas-
sifications were primarily observed between adjacent levels (Level 2++3 and Level 4<+5),
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indicating that the model successfully captured the ordinal relationships between inten-
sity levels. Furthermore, the limited confusion observed between adjacent levels can be
interpreted as a reflection of natural boundary transitions that occur within the continuous
spectrum of human motion. While such cases represent ordinal misclassification between
neighboring levels, they are consistent with the gradual transitions that occur between sim-
ilar activity intensities. Notably, confusion was minimal between Level 1 (static activities)
and Level 5 (vigorous or high-intensity activities), demonstrating the model’s ability to
clearly distinguish extreme activity levels.

In conclusion, the proposed MLP classifier consistently distinguished multi-level
activity intensities—from static to highly vigorous activities—while stably learning the
sequential structure between intensity levels. For completeness, additional confusion
matrices for the remaining three models—classification (non-MLP), regression (MLP),
and regression (non-MLP)—are provided in Figures 23-25.
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©
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Figure 23. Confusion matrix of the Logistic Regression model on the test set (activity intensity
Levels 1-5). The color intensity represents the normalized value, where darker shades indicate a
higher classification frequency.
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Figure 24. Confusion matrix of the Linear Regression model on the test set (activity intensity Lev-
els 1-5). The color intensity represents the normalized value, where darker shades indicate a higher
classification frequency.
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Figure 25. Confusion matrix of the MLP regression model on the test set (activity intensity
Levels 1-5). The color intensity represents the normalized value, where darker shades indicate
a higher classification frequency.

5.5. On-Device Evaluation

To verify the real-time applicability of the proposed activity intensity recognition
model, on-device inference experiments were conducted on a Galaxy Watch 7. All exper-
iments focused on real-time processing performance (inference latency, memory usage,
and model size) as well as prediction stability, providing a comprehensive evaluation of
the device-independence and real-time inference capability of the proposed approach.

5.5.1. Evaluation of MLP Classifier

The MLP-model classifier, deployed in its quantized TFLite form, was executed on
the device. After 2000 iterations, the model achieved sub-millisecond inference latency
(p50 = 0.038 ms) with minimal memory overhead, as shown in Table 10. It should be noted
that this value reflects only the neural network computation time per window. The overall
decision latency of the system is primarily determined by the fixed 6 s sliding window used
for feature extraction, whereas the model inference introduces negligible additional delay.
Here, p50, p90, and p99 denote the 50th, 90th, and 99th percentile latencies, respectively,
characterizing both typical and worst-case inference times. Peak memory indicates the
maximum runtime memory consumption during inference, while model size represents
the storage footprint of the quantized TFLite model on the device.

Table 10. On-device inference performance of the MLP classifier deployed in its quantized TFLite
form on the Galaxy Watch 7. The table reports inference latency (p50, p90, p99), peak memory usage,
and model size under the default XNNPACK CPU delegate.

Configuration P50 (ms) P90 (ms) P99 (ms) Peak Memory (MB) Model Size (MB)
XNNPACK (default) 0.038 0.073 0.226 50.38 0.088

The model enabled predictions directly on the watch; however, temporary fluctu-
ations in predicted intensity levels were occasionally observed during wrist shaking or
small stationary motions. To mitigate this issue, post-processing rules were applied. As a
post-processing step, the prediction probabilities from recent windows were smoothed
using a moving average, and a hysteresis condition was introduced so that level transitions
occurred only when consistent predictions were maintained for a certain duration. In addi-
tion, a medjian filter and probability-based constraints were applied to suppress transient
spikes caused by abrupt jerks.
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These post-processing rules consist only of simple arithmetic operations, enhanc-
ing prediction stability without affecting inference latency. Experimental results showed
that erroneous high-intensity predictions during low-intensity activities were effectively
suppressed. The model maintained stable multi-level predictions across various activ-
ity scenarios.

To further evaluate generalization performance under real-world conditions, a real-
time subject-independent validation was conducted using three newly recruited partici-
pants (Subjects 09-11) who were entirely excluded from the training and hyperparameter
tuning processes. The deployed quantized MLP model was executed directly on the
Galaxy Watch without retraining, and predictions were generated in real time while the
participants performed activities corresponding to each intensity level. The unseen partici-
pants performed representative activities for each intensity level, including lying (Level
1), walking (Level 2), dynamic handclap (Level 3), rope jumping (Level 4), and running
(Level 5).

As shown in Table 11, for these unseen users, the model maintained consistent multi-
level intensity recognition without observable performance degradation compared to
the original test results. These findings demonstrate that the proposed MLP classifier
generalizes robustly to new users under fully on-device, real-time operating conditions,
thereby supporting its practical applicability in wearable deployment scenarios.

Table 11. Performance comparison between the original test set and real-time subject-independent
validation (MLP classifier). Unseen participants performed representative activities across all five
intensity levels.

Evaluation Setting Accuracy QWK
Original Test Set 0.939 0.971
Real-Time Unseen Subjects 0.952 0.988

5.5.2. Evaluation of the Non-MLP Classifier

A comparative experiment was conducted by implementing a non-MLP classifier on
the same device. Due to fundamental differences in model architecture and processing
pipelines, the evaluation metrics for the MLP classifier and the non-MLP classifier differ.
While the non-MLP evaluation emphasizes inference latency and resource usage under
optimized CPU delegation, as shown in Table 10, the non-MLP model assessment focuses
on end-to-end latency including the fixed processing window, with detailed measurements
presented in Table 12. This complementary evaluation approach provides a holistic under-
standing of on-device execution feasibility, distinguishing between model computation
time and end-to-end system latency.

This model was implemented using explicit mathematical formulas as its internal
logic, with all computations executed in real-time on the watch CPU. The end-to-end
latency, which includes a single 6 s processing window, was primarily determined by the
fixed window duration rather than computational overhead. This result confirms that
the model can perform efficient on-device inference under smartwatch constraints, with
Table 12 presenting the detailed end-to-end latency measurements. Here, end-to-end (E2E)
latency refers to the total decision delay, including the fixed 6 s processing window and the
subsequent computation time. As in the previous analysis, p50, p90, and p99 correspond to
the 50th, 90th, and 99th percentile E2E latencies, respectively, highlighting both typical and
worst-case decision delays on the device.
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Table 12. End-to-end (decision) latency of the non-MLP classification pipeline on the Galaxy Watch 7.
This table reports the total latency including the fixed 6 s processing window, thus focusing on overall
pipeline delay rather than resource consumption.

Scenario E2E (p50, ms) E2E (p90, ms) E2E (p99, ms)
Real-time monitoring 6014.5 6020.3 6070.0

The post-processing of the non-MLP classifier was designed to apply additional proba-
bility thresholds and margin conditions between classes. This design holds predictions with
low confidence and only allows level transitions when a certain level of cumulative change
is reached. Furthermore, a feature gate was applied to temporarily hold results when
input features deviated from the normal range, preventing unstable judgments. These
rules require negligible computation and were optimized to operate effectively within the
real-time inference cycle. The model maintained prediction trends similar to the MLP while
requiring significantly lower computational cost.

6. Discussion

This study proposed a model capable of multi-level activity intensity recognition,
ranging from low-intensity daily activities to vigorous behaviors associated with higher
physical risk, using only the accelerometer sensor of a smartwatch. The proposed MLP Ap-
proaches successfully learned a five-level continuous intensity structure, showing limited
confusion only between adjacent intensity intervals. Moreover, the ASVM-based feature
sensitively captured instantaneous motion changes, effectively distinguishing atypical or
vigorous movements.

Unlike previous wearable HAR studies that primarily focused on single-purpose
binary classification tasks such as fall detection or exercise intensity estimation, this work
primarily focused on self-collected dynamic behaviors and further incorporated static and
daily activities to extend the dynamic intensity scale into a continuous spectrum. This
approach enabled the recognition of gradual transitions in activity intensity rather than
discrete class distinctions. Furthermore, the same algorithm was implemented in both MLP
and non-MLP approaches, demonstrating real-time operation. These results demonstrate
that the proposed model can support efficient on-device activity intensity recognition on
the Galaxy Watch 7 platform.

Another notable contribution of this study lies in its potential for personalization.
The User_level5 label, representing user-defined vigorous or hazardous situations, can
be re-collected and re-trained to reflect individual movement patterns. The personalized
model can be directly deployed in models, with adjustable thresholds for customized
sensitivity, enabling user-driven risk detection based on activity intensity.

Nevertheless, several limitations should be acknowledged. First, the data collection
was limited to female participants in their 20s, and further validation is required to gen-
eralize the findings to broader populations across different ages, genders, and wearing
positions. In addition, the data were collected in controlled indoor environments; therefore,
robustness against environmental noise and variations in sensor placement in real-world
and industrial settings remains to be evaluated.

7. Conclusions

This study proposed an on-device model capable of real-time recognition of five
activity intensity levels using only three-axis acceleration data from smartwatches. The
MLP classification model, based on four statistical features (SVM mean and standard
deviation, ASVM mean and standard deviation), achieved 0.939 accuracy and a QWK of
0.971. It achieved sub-millisecond inference latency (<1 ms) and a compact model size
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(<0.1 MB), experimentally confirming stable real-time operation even under the limited
computational resources of smartwatch environments.

The proposed framework demonstrated the ability to recognize risk levels across or-
dered activity intensity levels, enabling stepwise interpretation of activity intensity beyond
simple activity classification. This provides a technical foundation for implementing real-
time risk awareness and stepwise alert systems in wearable environments. Furthermore,
by re-collecting and retraining the User_level5 data defined by individual users, the model
can be extended into a personalized risk detection system tailored to each user’s motion
characteristics. In addition, fine-tuning post-processing thresholds allows customization of
alert sensitivity to reflect the user’s personal risk perception or behavioral tendencies.

Future research could consider the (i) validation of generalization across diverse
populations, wear locations, and activity environments; (ii) fusion of multimodal signals
such as heart rate and gyroscope data; (iii) automatic optimization of user-specific retraining
and post-processing thresholds; and (iv) adaptive update techniques to address data drift
during long-term use. Through these directions, the proposed system could evolve into a
personalized risk detection and prediction platform that adapts to real-world conditions.

In conclusion, the proposed approach simultaneously achieved high accuracy and real-
time performance using a single sensor, demonstrating its potential for future development
into wearable-based personal safety management and industrial safety monitoring systems.
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