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Preface

Artificial intelligence is increasingly becoming an integral component of modern engineering

systems, supporting data analysis, prediction, optimization, decision making, and autonomous

operation. At the same time, the complexity of real-world engineering problems often exceeds

the capabilities of isolated computational models and encourages the integration of complementary AI

methods, domain knowledge, optimization techniques, and interpretable decision mechanisms. This

Reprint brings together research contributions that reflect this transition toward hybrid and integrated

intelligence across a broad spectrum of applications. The presented studies demonstrate how machine

learning, deep learning, explainable AI, optimization, and knowledge-driven approaches can be

combined or adapted to address practical challenges in industrial systems, computer vision, biomedical

analysis, behavioral modelling, and intelligent decision support. By bringing together different

methodological perspectives and application domains, this Reprint provides researchers, engineers,

and practitioners with a representative view of current developments in hybrid artificial intelligence

and aims to stimulate further research toward reliable, interpretable, and application-oriented

intelligent systems.

Zbigniew Gomółka, Damian Kordos, and Ewa Dudek-Dyduch

Guest Editors
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Editorial

From Models to Hybrid Intelligence: Emerging AI Approaches
for Engineering Applications

Zbigniew Gomolka 1,*, Damian Kordos 2 and Ewa Dudek-Dyduch 3

1 Faculty of Exact and Technical Sciences, University of Rzeszow, Pigonia St. 1, 35-959 Rzeszow, Poland
2 Faculty of Mechanical Engineering and Aeronautics, Rzeszow University of Technology,

35-959 Rzeszow, Poland; d.kordos@prz.edu.pl
3 Faculty of Electrical Engineering, Automatics, Computer Science, and Biomedical Engineering,

AGH University of Science and Technology in Krakow, 30-059 Krakow, Poland; edd@agh.edu.pl
* Correspondence: zgomolka@ur.edu.pl; Tel.: +48-17-851-8755

1. Introduction

Artificial intelligence has become an important component of contemporary engi-
neering systems, supporting tasks ranging from optimization, prediction, and anomaly
detection to computer vision, medical image analysis, and decision support. Advances
in machine and deep learning have substantially increased the ability of computational
models to extract complex representations from high-dimensional, heterogeneous, and tem-
porally structured data. At the same time, real-world engineering problems increasingly
expose the limitations of isolated data-driven models. Robust operation under uncer-
tainty and noise, limited or imperfect training data, physical and operational constraints,
interpretability, and the incorporation of expert knowledge frequently require capabil-
ities that cannot be provided effectively by a single learning paradigm. Consequently,
current research is increasingly moving toward hybrid artificial intelligence approaches
in which complementary computational mechanisms, knowledge representations, and
learning strategies are integrated within unified models, architectures, or decision-making
pipelines [1–3].

An important direction within this transition is the integration of data-driven learn-
ing with explicit knowledge representations. Knowledge-driven and neuro-symbolic ap-
proaches combine representation learning with structured knowledge, logical constraints,
semantic relationships, and reasoning mechanisms, thereby extending learning beyond
purely statistical inference [3–6]. Recent developments include validated knowledge-graph
completion, rule-enhanced temporal knowledge-graph reasoning, and the integration of
large language models with structured temporal knowledge [7–9]. These approaches il-
lustrate a broader shift toward architectures in which learning and reasoning operate as
complementary components. From an engineering perspective, such integration is particu-
larly relevant when prior knowledge about system structure, admissible states, constraints,
or relationships can be used directly to guide the learning process.

A related direction concerns the incorporation of physical, geometric, and domain-
specific knowledge into machine learning. Physics-informed learning provides a repre-
sentative example by introducing governing equations, structural constraints, or mech-
anistic representations into model training [10]. Recent applications include electrical
impedance tomography, simulation of physical and mechanical processes, learning on geo-
metrically irregular domains, and uncertainty-aware dynamic force identification [11–14].
Physics-informed reinforcement learning extends this principle to sequential learning and
decision-making [15]. These developments reflect a fundamental principle of engineering

Appl. Sci. 2026, 16, 8864 https://doi.org/10.3390/app16178864
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AI: knowledge already available through physical laws, geometric relationships, or opera-
tional constraints can be explicitly incorporated to constrain or complement data-driven
learning rather than being inferred entirely from data.

Hybridization also encompasses combinations of learning models, ensemble strate-
gies, optimization mechanisms, multi-stage processing architectures, and explainability
techniques. Ensemble learning has demonstrated that combining models with different
properties can improve generalization and robustness [16,17], while recent approaches
increasingly integrate predictive models with mechanisms that expose or interpret their
decisions. Examples include explainable fuzzy–machine-learning frameworks, hybrid
architectures for intelligent fault diagnosis, interpretable ensemble-tree models, and ex-
plainable ensemble systems for biomedical classification [18–21]. Explainability is also
becoming an active component of learning workflows, for example by supporting query
selection and human intervention in active learning [22]. Its role therefore extends beyond
post-hoc visualization toward supporting the design and operation of intelligent systems
in which model outputs interact with physical processes or human decision makers.

These methodological developments are accompanied by broader changes in the crite-
ria used to evaluate AI systems. Predictive accuracy remains important, but robustness,
uncertainty handling, computational efficiency, interpretability, traceability, and compati-
bility with operational workflows are increasingly relevant design objectives, particularly
in industrial, biomedical, and other high-stakes applications [23–27]. Knowledge–data
dual-driven systems illustrate this transition by distributing reasoning, retrieval, prediction,
and decision-support functions among complementary intelligent components [28]. In this
broader perspective, hybrid AI can be understood as the purposeful integration of compu-
tational and knowledge-based mechanisms according to the structure and requirements of
the problem being solved. When human expertise, feedback, and decision-making are ad-
ditionally incorporated, this development connects with the concept of hybrid intelligence,
in which human and artificial capabilities constitute complementary resources [1,2].

Against this background, the Special Issue “Engineering Applications of Hybrid
Artificial Intelligence Tools” was conceived to reflect the methodological diversity of
contemporary hybrid AI and its relevance to practical engineering problems. The contri-
butions span evolutionary optimization, feature ranking, supervised and unsupervised
learning, interpretable rule extraction, industrial anomaly detection, explainable computer
vision, multi-stage deep-learning pipelines, medical image analysis, multimodal anatomi-
cal reconstruction, temporal clinical prediction, and data-driven modeling of biomedical
materials. Despite their methodological and application diversity, the studies share a ten-
dency to move beyond isolated models by combining complementary learning strategies,
optimization mechanisms, multi-scale representations, explainability techniques, domain
knowledge, geometric constraints, or experimentally derived information. This spectrum
illustrates that hybridization is not a single architectural principle, but a family of strategies
through which different computational capabilities can be coordinated according to the
requirements of a particular engineering problem.

In curating this Special Issue, our aims were to: highlight approaches that integrate
complementary AI mechanisms, demonstrate how learning, optimization, interpretability,
and domain-specific information can be combined within application-oriented computa-
tional frameworks and finally present practical studies illustrating their use in industrial,
biomedical, and decision-support environments. Across the contributions, recurring themes
include robustness and meaningful representation of heterogeneous data, integration of
complementary models and processing stages, explainability and domain knowledge, and
evaluation under realistic operational or experimental conditions. Taken together, the
studies illustrate a broader progression from individual computational models toward

https://doi.org/10.3390/app161788642
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integrated intelligent systems in which learning, optimization, knowledge, and interpre-
tation operate within a common framework. The remainder of this Editorial provides
an overview of the eleven contributions, emphasizing their methodological innovations,
experimental validation, and relevance to the continuing development of hybrid artificial
intelligence for engineering applications.

2. An Overview of Published Articles

In the study by Charilogis et al. (contribution 1), the authors address reliable con-
tinuous optimization in noisy and rugged search landscapes, where evolutionary algo-
rithms must balance exploration, exploitation, and robustness to misleading fitness eval-
uations [29,30]. Building on recent adaptive approaches to differential evolution [31,32],
they introduce Adaptive RTR with Quarantine (ARQ), a hybrid evolutionary method
combining pbest differential evolution, success-history parameter adaptation, restricted
tournament replacement, outlier quarantine, and targeted micro-restarts. The latter mech-
anisms redirect poorly performing individuals and restore population diversity during
search stagnation. Evaluation on a heterogeneous benchmark suite against established
evolutionary optimizers demonstrated competitive and stable performance, with ARQ
achieving the best overall mean rank across the considered problems.

In the study by Wojtowicz et al. (contribution 2), the authors address reliable feature
selection and ranking in machine learning, where feature-importance estimates may vary
across data subsets, affecting model stability and interpretability [25,33,34]. They investi-
gate the Interval-Valued Weighted Feature Ranking (IVWFR) method, which represents
feature-importance estimates obtained across multiple data folds as intervals and combines
them using weighted interval-valued aggregation functions. The resulting score reflects
both feature relevance and its stability, thereby incorporating uncertainty directly into the
ranking process. Evaluation on ten synthetic and five real-world datasets against estab-
lished feature-selection methods showed that IVWFR achieved the best or among the best
classification results across the considered datasets while maintaining high feature-selection
stability and competitive computational efficiency.

In the study by Atteba et al. (contribution 3), the authors investigate a hybrid machine
learning framework for credit evaluation that integrates supervised classification, unsuper-
vised clustering, and consensus-based decision making [35]. The proposed methodology
combines several classifiers with k-means, Agglomerative, and BIRCH clustering, while a
Self-Organizing Map (SOM) is employed as a consensus mechanism for combining classi-
fier outputs. The authors additionally analyze how cluster quality and stability, evaluated
using the silhouette score and Adjusted Rand Index, relate to subsequent classification
performance. The framework is assessed through five experimental routes on multiple
credit datasets and is further extended to multiclass credit scoring. The results indicate
that the coordinated use of unsupervised structure discovery, supervised learning, and
SOM-based consensus can improve the robustness of credit evaluation. This contribution
demonstrates how complementary learning paradigms can be integrated within a unified
framework to combine data structure discovery with predictive decision making.

In the study by Lasek (contribution 4), interpretable machine learning is applied to
behavioral and sociodemographic health survey data to identify human-readable patterns
associated with diabetes. Rather than prioritizing predictive accuracy alone, the study
emphasizes transparent models whose decision mechanisms can be directly examined,
an important consideration in high-stakes applications of artificial intelligence [24,25]. A
depth-constrained decision tree was trained on data from 16,824 respondents and 38 re-
tained features from the Canadian Community Health Survey, producing 32 explicit IF–
THEN rules. Feature importance and cross-validation analyses identified age, alcohol

https://doi.org/10.3390/app161788643
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consumption patterns, and daily energy expenditure as the dominant and stable factors
associated with diabetes status. Although the model achieved only moderate predictive
performance and did not significantly outperform the majority-class baseline, sensitivity
analyses demonstrated that the principal rules and feature rankings were stable across
data folds and encoding strategies. The contribution therefore illustrates the value of inter-
pretable AI as a knowledge-discovery mechanism, where transparent and reproducible
behavioral patterns can provide useful population-level insights even when predictive
performance is not the primary objective.

In the study by Gomolka et al. (contribution 5), a hybrid deep-learning architecture is
proposed for anomaly detection in a real industrial process involving the production of
fiber-optic cables. Detecting anomalies in multivariate industrial time series remains chal-
lenging because of high-dimensional sensor data, temporal dependencies, process-specific
disturbances, and the limited availability of accurately labelled anomalous samples [36–39].
To address these challenges, the authors combine multi-resolution data preprocessing and
K-means clustering with a three-channel LSTM architecture, where clustering supports the
construction of training data when precise manual labelling of anomalous process segments
is technologically difficult. The resulting representations are processed by three parallel
LSTM predictors and integrated by an aggregation module to classify the monitored pro-
cess into a normal state and four anomaly classes. Evaluation on industrial data collected
from 232 measurement points yielded approximately R2 = 0.89, with the proposed model
outperforming Random Forest, SVM, and conventional RNN benchmarks in the reported
anomaly-detection metrics. The system was also test-integrated into the industrial process
monitoring environment, where its application was associated with a 66.3% reduction in
defective production during the analyzed implementation period. The study demonstrates
the practical integration of unsupervised data structuring, temporal deep learning, and
decision-level aggregation for industrial process monitoring and quality control.

In the study by Sieradzki et al. (contribution 6), the authors investigate explainable ar-
tificial intelligence for automated tool condition monitoring in the machining of melamine-
faced chipboard. Deep learning increasingly supports industrial visual inspection and
quality control [40], while its deployment in decision-support systems creates a corre-
sponding need for transparent and interpretable predictions [25,41]. The authors combine
CNN-based classification with two complementary XAI techniques, Local Interpretable
Model-Agnostic Explanations (LIME) and Gradient-weighted Class Activation Mapping
(Grad-CAM), to examine the visual evidence underlying the classification of drilled holes.
Three pretrained architectures, VGG16, VGG19, and ResNet101, were evaluated on 8526
images representing three drill-condition classes using five-fold cross-validation. VGG19
achieved the highest average accuracy of 67.03% and the lowest critical error rate and
was subsequently selected for explainability analysis. LIME provided localized explana-
tions of individual predictions, whereas Grad-CAM identified broader influential image
regions, with the two methods providing complementary levels of interpretation. The
study thus combines predictive deep learning with post-hoc explainability to support more
transparent AI-assisted industrial quality monitoring.

In the study by Zhong et al. (contribution 7), the authors propose a two-stage deep-
learning framework for automated analysis of complex graphic layouts. An improved
DeepLabv3+ model first segments theme, text, and graphic regions, after which GoogLeNet
classifies their spatial organization into predefined layout categories. The segmentation
architecture incorporates MobileNetV3-small and a modified Atrous Spatial Pyramid
Pooling module to improve efficiency and multi-scale feature extraction. Evaluation on
2300 annotated movie posters yielded an MIoU of 75.60%, outperforming FCN, PSPNet,
DeepLabv3, and the original DeepLabv3+ while reducing training time relative to sev-
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eral of these architectures. The study illustrates how complementary segmentation and
classification stages can connect pixel-level recognition with higher-level interpretation of
complex graphical structures.

In the study by Radočaj et al. (contribution 8), the authors address automated pediatric
pneumonia recognition from chest X-ray images, an area in which deep learning has become
an important tool for computer-assisted radiographic analysis [42–45]. They propose an
adaptive multi-scale feature learning module (IncMB) combining Inception-based multi-
branch feature extraction, Mish activation, and Batch Normalization. IncMB was integrated
with four transfer-learning architectures - InceptionV3, InceptionResNetV2, MobileNetV2,
and DenseNet201 - and evaluated on 5856 pediatric chest X-ray images. Across all four
architectures, the module improved classification performance while reducing the number
of model parameters, with InceptionResNetV2 + IncMB achieving the best results at an
accuracy of 0.9812 and an F1-score of 0.9761. Grad-CAM analysis further indicated that
the enhanced models focused more consistently on clinically relevant pulmonary regions.
The study demonstrates how adaptive multi-scale feature learning can improve both the
diagnostic performance and computational efficiency of deep-learning models for medical
image analysis.

In the study by Les et al. (contribution 9), the authors propose a hybrid two-stage
framework for three-dimensional reconstruction of kidney anatomy from macroscopic
images using CT-derived models as the anatomical reference. The approach combines
deterministic Optimal Cross-section Matching (OCM), which performs constrained global
geometric alignment, with a lightweight deep-learning network that learns residual local
deformations associated with tissue distortion and shrinkage. Hough-transform-based
metric calibration and Bézier-curve contour smoothing further support the physical consis-
tency of the reconstruction. Evaluation on clinical data from 40 patients using patient-level
five-fold cross-validation showed that the hybrid OCM + DL approach outperformed both
OCM-only and DL-only configurations, achieving a Dice coefficient of 0.90 and HD95 of
1.9 mm, with a statistically significant improvement in Dice over DL alone (p < 0.001). The
study provides a clear example of hybrid AI in which explicit geometric knowledge and
deterministic optimization constrain data-driven learning, combining their complementary
strengths in multimodal anatomical reconstruction.

In the study by Szczur et al. (contribution 10), the authors propose a machine-learning
methodology for identifying and predicting changes in behavioral patterns in temporal
data, illustrated using the treatment of respiratory failure in premature neonates [46,47]. A
distinctive feature of the approach is the integration of domain knowledge with data-driven
prediction: medical experts define clinically meaningful behavioral patterns through logical
formulas and threshold values, while machine learning is used to predict transitions be-
tween these patterns from preceding temporal observations. The methodology transforms
patient histories into pairs of adjacent time windows, derives aggregated temporal features,
performs feature selection, and applies classification to predict the behavioral pattern of
the subsequent window. The experiments were conducted using data from 173 neonates,
yielding 7186 temporal-window pairs, with patients separated between training and test
sets to prevent data leakage. Among nine evaluated classifiers, XGBClassifier achieved
the highest macro F1-score of 0.970, increasing to 0.979 after feature selection. Further
analysis showed high sensitivity not only for stable behavioral patterns but also for clini-
cally relevant changes, including deterioration and improvement of the patient’s condition.
This contribution illustrates how expert-defined knowledge representations and machine
learning can be combined to move beyond recognition of current states toward prediction
of behavioral transitions in complex temporal systems.

https://doi.org/10.3390/app161788645
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In the study by Andryszczyk et al. (contribution 11), the authors investigate the inte-
gration of experimental mechanical characterization and machine learning for modeling
non-absorbable surgical meshes within the context of Industry 4.0 and Industry 5.0, where
industrial AI increasingly supports intelligent, adaptive, and human-centric manufacturing
systems [48–50]. Mechanical tests on 156 samples examined the effects of loading direction
and suture integration under monotonic and cyclic tensile loading, showing that sutur-
ing reduces mechanical strength and increases deformation, while cyclic loading reveals
progressive stiffness degradation and direction-dependent fatigue behavior. The resulting
experimental data were used to develop two machine-learning models: one predicting the
strength of the complete mesh–tissue connection and another supporting thread selection
for a required connection strength. The best-performing regression models achieved re-
ported predictive scores of 84.12% and 82.47%, respectively. Although the machine-learning
component is presented as a proof-of-concept requiring broader datasets and further val-
idation, the study demonstrates a pathway from experimental characterization toward
data-driven modeling and future optimization of biomedical materials.

3. Conclusions

The contributions collected in this Special Issue demonstrate that contemporary engi-
neering applications of artificial intelligence increasingly extend beyond the use of isolated
computational models. Across optimization, feature analysis, credit evaluation, industrial
monitoring, computer vision, medical imaging, temporal clinical data analysis, and biomedi-
cal material modeling, the presented studies show different ways in which complementary
computational mechanisms can be combined to address the complexity of real-world prob-
lems. These combinations include adaptive evolutionary strategies, uncertainty-aware feature
evaluation, supervised and unsupervised learning, multi-model aggregation, multi-scale
feature extraction, explainability mechanisms, deterministic optimization coupled with deep
learning, and the integration of expert-defined knowledge with data-driven prediction.

An important observation emerging from these studies is that hybridization does not
represent a single architectural principle. In some contributions, it is implemented directly
at the algorithmic level by combining complementary learning or optimization mechanisms.
In others, hybridization occurs at the level of the processing pipeline, where different
models perform specialized and mutually supporting tasks. Particularly relevant from an
engineering perspective are approaches in which data-driven learning is complemented
by explicit domain knowledge, geometric constraints, interpretable representations, or
experimentally derived physical information. Such solutions indicate that the effectiveness
of artificial intelligence in complex applications may depend not only on increasing model
capacity, but also on determining which elements of a problem should be learned from
data and which can be represented more effectively through prior knowledge, physical
constraints, or expert-defined structures.

The contributions also emphasize that predictive performance alone is not sufficient to
characterize the value of AI-based engineering systems. Interpretability, robustness, com-
putational efficiency, stability under noisy conditions, meaningful feature representation,
and the ability to integrate models with real operational or clinical workflows are becoming
increasingly important design objectives. This is particularly evident in high-stakes and
application-oriented domains, where understanding model behavior and maintaining con-
sistency with domain knowledge may be as important as improvements in conventional
performance metrics. These observations are consistent with the broader development of
explainable, human-centered, and hybrid intelligence paradigms [1,2,23,25].

Taken together, the studies presented in this Special Issue suggest a gradual transi-
tion from individual AI models toward integrated intelligent systems in which learning

https://doi.org/10.3390/app161788646
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algorithms operate alongside optimization methods, interpretable mechanisms, domain
knowledge, physical models, and human expertise. This transition should not be under-
stood as a replacement of established machine learning or deep learning techniques, but
rather as their incorporation into broader computational frameworks designed around the
structure and requirements of specific engineering problems. Future research is therefore
expected to focus increasingly on adaptive integration of heterogeneous AI components,
stronger incorporation of expert and physical knowledge, improved explainability and
reliability, and systematic validation in real-world environments. In this perspective, the
progression from models to hybrid intelligence represents not merely an increase in algo-
rithmic complexity, but a shift toward more coherent, transparent, and application-aware
artificial intelligence systems capable of supporting complex engineering decision-making.
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Abstract: The proposed Adaptive RTR with Quarantine (ARQ) method integrates, within
a single evolutionary scheme for continuous optimization, three mature ideas of pbest
differential evolution with an archive, success-history parameter adaptation, and restricted
tournament replacement (RTR) and extends them with a novel outlier quarantine mecha-
nism. At the heart of ARQ is a combination of the following complementary mechanisms:
(1) an event-driven outlier-quarantine loop that triggers on robustly detected tail behavior,
(2) a robust center from the best half of the population to which quarantined candidates are
gently repaired under feasibility projections, (3) local RTR-based replacement that preserves
spatial diversity and avoids premature collapse, (4) archive-guided trial generation that
blends current and archived differences while steering toward strong exemplars, and (5)
success-history adaptation that self-regulates search from recent successes and reduces
manual fine-tuning. Together, these parts sustain focused progress while periodically
renewing diversity. Search pressure remains focused yet diversity is steadily replenished
through micro-restarts when progress stalls, producing smooth and reliable improvement
on noisy or rugged landscapes. In a comprehensive benchmark campaign spanning separa-
ble, ill-conditioned, multimodal, hybrid, and composition problems, ARQ was compared
against leading state-of-the-art baselines, including top entrants and winners from CEC
competitions under identical evaluation budgets and rigorous protocols. Across these
settings, ARQ delivered competitive peak results while maintaining favorable average
behaviour, thereby narrowing the gap between best and typical outcomes. Overall, this de-
sign positions ARQ as a robust choice for practical performance and consistency, providing
a dependable tool that can meaningfully strengthen the methodological repertoire of the
research community.

Keywords: differential evolution; metaheuristics; regenerative computing; hybridization;
evolutionary algorithms; global optimization; mutation strategies

1. Introduction

We studied continuous minimization over a rectangulardomain

min
x∈Ω

f (x), Ω := [�1, u1]× · · · × [�D, uD] ⊂ R
D, (1)

where f : Ω → R is accessed via point wise evaluations (derivatives may be unavailable).
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Feasible set and constraints. If constraints are present,

F =
{

x ∈ Ω : gi(x) ≤ 0, i = 1, . . . , m, hk(x) = 0, k = 1, . . . , p
}

, (2)

and the task becomes minx∈F f (x). Box feasibility is enforced by the projection(
ΠΩ(z)

)
j = min{uj, max{�j, zj}}, j = 1, . . . , D. (3)

General constraints can be handled with a penalty functional:

ϕρ(x) = f (x) + ρ

(
m

∑
i=1

[gi(x)]
ν
+ +

p

∑
k=1
|hk(x)|ν

)
, [a]+ := max{a, 0}, ρ > 0, ν ≥ 1. (4)

Best-so-far and termination. Given an evaluation budget Nfe, an algorithm produces
iterates {xt}Nfe

t=1 and tracks the best-so-far value

fmin(t) := min
1≤s≤t

f (xs). (5)

Termination occurs when either t = Nfe or a target quality ftarget is reached.

Performance reporting (best and mean). Over R independent runs, let f (r)min := fmin(Nfe)

denote the per-run best-so-far value at budget. We report

Best = min
1≤r≤R

f (r)min, Mean =
1
R

R

∑
r=1

f (r)min, (6)

optionally complemented by average rank across a problem suite.
Following the problem statement, we position our contribution within the main families

of continuous optimization. When smoothness and dependable directional information are
available, Gradient Descent (GD) remains a natural choice and modern momentum or learning
rate schedules extend its reach, although the dependence on differentiability and well behaved
curvature can limit robustness on rugged, high dimensional, or strongly multimodal objectives
[1]. Newton Raphson can achieve rapid local convergence by exploiting curvature provided
stable Hessian information or proper regularization is available [2]. Deterministic derivative
free local search such as the Nelder and Mead Simplex Method offers geometry aware progress
without gradients and is effective in low to moderate dimensions, yet performance typically
degrades as dimensionality and multimodality grow [3]. Stochastic search complements these
tools. Monte Carlo simulation legitimizes randomized proposals and statistical summary to
probe complex landscapes [4], while simulated annealing regulates uphill acceptance via a
temperature schedule to promote principled escapes from local minima [5].

Population based methods expand these ideas with distributed exploration and in-
formation sharing. Genetic algorithms model recombination and selection over evolving
candidate sets [6]. Particle Swarm Optimization coordinates velocity and position updates
to disseminate useful search directions and has inspired stability oriented and diversity ori-
ented refinements, for example CLPSO and modern parallel or optimized variants [7–10].
Ant Colony Optimization and Artificial Bee Colony bias sampling toward historically
promising regions while preserving exploratory motion [11–13].

Within this ecosystem, Differential Evolution (DE) has become a central tool for real pa-
rameter search due to expressive trial generators and strong empirical performance across
heterogeneous test beds [14]. Recent DE progress converges on several effective motifs. Memory
based parameter adaptation as in SHADE reduces manual tuning [15]. Population size schedul-
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ing as in L-SHADE improves efficiency on diverse suites [16]. Updates in the refined success
history as in jSO further stabilize performance under tight evaluation budgets [17]. Multi-
population flows, elite regeneration, and adaptive mutation or selection policies add resilience
[18,19]. Orthogonal advances include coordinate system learning and eigen informed operators
that mitigate ill conditioning and non-separability [20,21], while parallel implementations ex-
tend practicality under limited budgets [22]. Targeted DE modifications and implementation
guidelines also systematize robust choices in scaling, crossover, and selection [23]. Beyond these
families, recent DE advances report improved mutation and parameter control mechanisms [24],
and a multi-operator ensemble L-SHADE with restart and local search for single-objective opti-
mization [25], further broadening the toolkit. Additional ensemble/restart-style enhancements
likewise expand the L-SHADE lineage [16].

ARQ is motivated by two converging lines: multi-strategy/co-evolutionary DE that strength-
ens the exploration-exploitation balance across heterogeneous landscapes [26], and robust-
statistics principles where trimmed/median location and robust scale safeguard estimates under
heavy tails [27]. Adjacent domains (e.g., systems leveraging contextual knowledge to stabilize
signals under domain noise) point to the same practical need: preserve a reliable core while in-
jecting measured diversity [28,29]. Within this perspective, we aim for a lightweight yet effective
mechanism that turns extremes from destabilizing noise into controlled exploration stimuli.

We propose ARQ, a method aimed at dependable best-so-far progress and competitive
mean performance under finite budgets. ARQ integrates pbest DE with an external archive in
the JADE or SHADE lineage of archive assisted search and success history adaptation [15–17,30].
It applies success history updates of the scale and crossover rates through gain weighted
statistics [15,16]. It enforces a neighborhood-aware replacement rule inspired by restricted
tournament reasoning to preserve structured diversity [31]. Our contribution is an explicitly
triggered tail-quarantine coupled with a trimmed center and micro-restarts, so that stabilization
coexists with a steady, low-intensity injection of diversity. The key innovation is an outlier quar-
antine mechanism. Individuals identified in the extreme tail of the fitness distribution relative
to a robust threshold are gently attracted toward a robust population center computed from the
better half of the population, with mild perturbation and box projection x′ = ΠΩ

(
c + ε

)
. When

a repaired candidate improves, it is accepted, and the previous one is archived. By trimming
distribution tails and re-aligning weak individuals with promising regions, quarantine stabilizes
average progress while maintaining the ability to intensify around incumbents. Complementary
micro-restarts refresh a small fraction of the worst solutions around the current elite to provide
targeted escapes without global resets, while mini-batch updates modulate per-step cost and
support scalability [22]. We recommend ARQ in scenarios where one seeks a robust optimizer
that consistently achieves strong best-so-far values and reliable mean performance across in-
dependent runs. By combining selective attraction, self tuning, neighborhood-aware selection,
and principled repair and regeneration, ARQ addresses common failure modes such as prema-
ture convergence, tail accumulation of poor individuals, and inefficient restarts, and offers a
dependable and broadly applicable tool for continuous optimization.

In relation to recent DE variants, multi-strategy and cooperative/co-evolutionary schemes
show that combining complementary operators improves resilience on heterogeneous problems
[26]. Applied strands in consumer and industrial settings also report restart- and scheduling-
oriented enhancements, such as NSGA-III delay-recovery pipelines and AHMQDE-ACO co-
optimization [32,33]. In parallel, micro/partial restarts provide controlled diversity without
dissolving the incumbent core [34]. ARQ differs by making tail isolation event-driven (triggered
only upon tail inflation), defining a practical robust center as the mean of the top-50%, and sys-
tematically coupling quarantine with micro-restarts. The result is a retain-refresh loop that
improves convergence consistency with negligible overhead [27,34]. Evidence from business-
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process control corroborates robustness under operational constraints [35], while e-commerce
pricing studies highlight stability in fast-changing demand environments [36]. In transporta-
tion analytics, arrival-time prediction pipelines benefit from resilient learning components
[37], and distributed privacy-robust learning demonstrates complementary stability in fed-
erated settings [38]. Finally, adjacent optimization tasks including trajectory generation and
macro-analytics illustrate portability beyond canonical benchmarks [39,40].

ARQ introduces an explicitly event-driven outlier-quarantine loop triggered by tail
behavior using a robust cutoff θ = Q3 + α · IQR. Flagged samples are quarantined up to a
proportion ρ and repaired around a robust center (mean of the best 50%), in tandem with a
low-overhead micro-restart. Unlike success-history-only DE variants, this mechanism turns
extremes from destabilizing noise into controlled exploration stimuli, yielding a smaller
best–mean gap without sacrificing peak performance.

Finally, the remainder of this article is organized as follows: Section 2 details the ARQ
method its control flow, parameter-policy with success-history updates, pbest/1/bin trial
construction with archive support, neighborhood-aware RTR selection, and the quarantine and
micro-restart mechanisms linking the pseudo-code routines to their roles in the overall algorithm.
Section 3 describes the experimental setup and real-world benchmarks, the evaluation protocol,
and reporting conventions, it then presents the parameter sensitivity analysis (Section 3.3),
the complexity analysis with respect to dimension (Section 3.4), and a comparative performance
study against strong baselines (Section 3.5). The article concludes with a discussion of findings
and implications for robust black-box optimization (Section 4).

2. The ARQ Method

2.1. The ARQ Method with Its Mechanisms

Scope and references to preliminaries. We adopt the continuous minimization setting
and feasibility operators introduced in Equations (1)–(4), which define the objective over the
box domain, the projection operator onto the box, the optional penalty model for general
constraints, and the base distance or normalization metric used throughout.

State and mini-batch size. At iteration t, the algorithm maintains a population Pt of
size N and an external archive At, together with the incumbent best

xbest(t) ∈ arg min
x∈P0∪···∪Pt

f (x), fbest(t) = f
(

xbest(t)
)
. (7)

A mini-batch size m is used per iteration

m =
⌈

agent f raction · N
⌉

. (8)

Trial generation. For a selected agent x ∈ Pt, the mutant is formed with a pbest/1/bin
scheme with archive support

v = x + F (xpbest − x) + F (r1 − r2), r1 ∈ Pt, r2 ∈ Pt ∪ At, r1 	= r2 	= x. (9)

Then, binomial crossover with index guard produces u

uj =

⎧⎨⎩vj, if rand() < CR or j = jrand,

xj, otherwise,
jrand ∼ Unif{1, . . . , D}, (10)

and the candidate is projected to the box, y = ΠΩ(u), using the projection already defined
in Equation (2).
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Success history parameter adaptation. On sampling calls the control rates are drawn
around running means and clipped to bounds

F ∼ Cauchy(μF, γ) clipped to [Flo, Fhi], CR ∼ N (μCR, σ2) clipped to [0, 1]. (11)

Let S index successful trials within the current iteration, with gains gi = f (parenti) −
f (childi) > 0 and normalized weights wi = gi

/
∑k∈S gk.

The running means are updated by

μF ← ∑i∈S wiF2
i

∑i∈S wiFi
, μCR ← ∑

i∈S
wiCRi, (12)

and remain unchanged if S = ∅.
Local replacement via RTR. Let dBN(·, ·) denote the bounds normalized Euclidean

distance introduced in the preliminaries, cf. Equation (4). The replacement rule is

if f (y) < f (x) : x ← y, Arch← Arch∪ {xold}. (13)

else draw Q ⊂ Pt with |Q| = rtr_pool, qstar ∈ arg min
q∈Q

dBN(y, q). (14)

if f (y) < f (qstar) : qstar ← y, Arch← Arch∪ {qold
star}. (15)

Outlier quarantine. Using the fitness values of the current population, compute
quartiles Q1, Q3 and the interquartile range IQR = Q3 −Q1 as in the preliminaries. Define
the robust threshold

θ = Q3 + α · IQR, O = {x ∈ Pt | f (x) ≥ θ}. (16)

Select a subset Oρ with |Oρ| = �ρ · |O|
 and a robust center c as the mean of the best fifty
percent of Pt. For each x ∈ Oρ propose a repair

x′ = ΠΩ
(
c + ε

)
, ε ∼ small zero-mean perturbation,

accept if f (x′) < f (x), archive the displaced point.
(17)

Targeted micro-restart. Let W be the set containing a fraction w of the worst individuals.
For each x ∈ W propose a restart around the incumbent

x′ = ΠΩ
(

xbest + η
)
, η ∼ N (

0, σ2 · (u− �)2), (18)

and accept if f (x′) < f (x), archiving the displaced point. Activation of this mechanism is
controlled by the dedicated stagnation trigger.

Termination and reporting. The loop continues while iteration < T. Upon exit the
method returns

xbest, fbest = f (xbest), (19)

and, across R independent runs, we summarize the end-of-budget best-so-far via Equation (6).
Building on the preliminaries and problem conventions, we present ARQ from the

overall control flow to its constituent mechanisms. We began with the overall control flow
(Algorithm 1 and Figure 1), detailing initialization, the iterative cycle with mini-batch
agent updates, success-history parameter adaptation, neighborhood-aware RTR selection,
outlier quarantine, and the targeted micro-restart, terminating with the incumbent best.
We then analyzed the four core subroutines that implement ARQ’s key building blocks:
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ParameterPolicy (Algorithm 2 and Figure 2) for sampling and gain-weighted updates of
μF and μCR. TrialGeneration (Algorithm 3 and Figure 3) for pbest/1/bin trial construction
with archive support and box projection. SelectionRTR (Algorithm 4 and Figure 4) for
local replacement via restricted tournament. PopulationMaintenance (Algorithm 5 and
Figure 5), which introduces the outlier-quarantine innovation together with the micro-
restart mechanism. We concluded by mapping pseudo-code parameters to implementation
controls and highlighting how these components interact to ensure stability and strong
performance across diverse search regimes.

Algorithm 1 ARQ main pseudo-code
INPUT
- f : objective function
- Ω: box domain [�1,u1] . . . [�D,uD]
- N: population size
- T: max evaluations
- p: pbest fraction
- agent f raction: fraction updated per step
- μF: mean scale factor
- μCR: mean crossover rate
- α: quarantine threshold coefficient
- ρ: repaired outliers fraction
- w: worst fraction for micro-restart
OUTPUT
- xbest, fbest
INITIALIZATION
- Initialize P with N random solutions in Ω and evaluate f
- Set archive← ∅ and means μF, μCR
- Extract xbest fbest from the best member of P
- Set evals ← N
ARQ main pseudo-code
01 While evals < T do
02 Compute m ← ceil(agent f raction · N)
03 Draw random subset A ⊂ P with |A| = m
04 Clear SF, SCR, Sgain
05 For each x ∈ A do
06 Obtain F, CR from ParameterPolicy in sampling mode with input (μF, μCR)
07 Obtain y from TrialGeneration with input (x, P, archive, p, F, CR, Ω)
08 Set f y ← f (y)
09 Set evals ← evals + 1
10 Obtain xnew, f xnew from SelectionRTR with input (x, y, f y, P)
11 If f xnew < f (x) then
12 Append F to SF
13 Append CR to SCR
14 Append f (x)− f xnew to Sgain
15 Endif
16 If f xnew < fbest then
17 Set xbest ← xnew
18 Set fbest ← f xnew
19 Endif
20 Endfor
21 Update (μF, μCR)← via ParameterPolicy. update (SF, SCR, Sgain, μCR)
22 Apply PopulationMaintenance with input (P, archive, Ω, xbest, α, ρ, w)
23 Endwhile
24 Return xbest, fbest
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Algorithm 1 together with Figure 1 summarizes the control flow of ARQ. The process
starts with population and archive initialization and with current means for F and CR. At
each iteration, the termination condition iteration < T is assessed. If budget remains, a mini-
batch of agents is selected and a compact improvement cycle is executed. This cycle samples
parameters from the success history policy, constructs a pbest/1/bin trial with archive
support and box projection, evaluates the trial, and applies neighborhood-aware RTR
selection. Successful updates are recorded so that they inform the subsequent mean update.
After the mini-batch is processed, the parameter means are updated using gain weighted
statistics, outlier quarantine is applied to robustly handle poor solutions, and a targeted
micro-restart is performed only when needed around the current incumbent. When the
termination condition fails, the algorithm explicitly returns xbest and fbest. This design
couples parameter adaptivity, local selection pressure, and controlled population refresh to
deliver steady progress while avoiding derailment by outliers or premature convergence.

Figure 1. The ARQ method, an accelerated evolutionary optimization method with success-history
adaptation, RTR selection, outlier quarantine, and targeted micro-restart.

Algorithm 2 and Figure 2 define the policy of ARQ’s parameter. The routine has
two clear modes. In sampling mode, it draws F and CR around their current means and
clips them to preset bounds, supplying the improvement cycle with a controlled blend of
exploration and exploitation. In update mode, it gathers the successful trials of the current
cycle, forms gains as weights, and computes new means, using a weighted Lehmer mean
for F and a weighted arithmetic mean for CR. This rewards parameters that delivered sub-
stantive improvement while damping isolated lucky events. If no successes are recorded,
the means are kept unchanged to preserve stability. The result is fast adaptation when prof-
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itable directions are coherent and conservative updates when improvements are scattered,
aligning the learning pace with the search landscape and avoiding excessive oscillations.

Algorithm 2 Subroutine ParameterPolicy sampling and update of F, CR
INPUT (μF, μCR, SF, SCR, Sgain, mode)
OUTPUT sampling → (F, CR) update → (μF, μCR)
01 If mode = sampling then
02 Draw F from Cauchy centered at μF and clip to 0 < F ≤ 1
03 Draw CR from Normal with mean μCR and clip to 0 ≤ CR ≤ 1
04 Return (F, CR)
05 Endif
06 If mode = update then
07 If Sgain empty then
08 Return (μF, μCR)
10 Endif
11 Normalize weights w from Sgain so that sum w = 1
12 Set μF ← (sumw · S2

F) divided by (sum w · SF)
13 Set μCR ← sum w · SCR
14 Return (μF, μCR)
15 Endif

Figure 2. ParameterPolicy: sampling of control rates and success-history update of running means
(fast self-tuning for coherent gains, conservative for scattered ones).

Algorithm 3 and Figure 3 show details of the trial construction pipeline that feeds
ARQ’s local improvement. A guide is first drawn from the top fraction of the population so
that movement is biased toward promising regions. Two additional guides are then selected,
one from the current population and one from either the population or the archive, injecting
diverse directions. On these anchors, a pbest/1/bin style mutation is formed that blends
an attraction toward the elite guide with a difference of two solutions, striking a balance
between exploitation and exploration. Next, component-wise binomial crossover is applied
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with a guarantee that at least one component originates from the mutant, preventing
stagnation. Finally, the candidate is projected back to the box to enforce feasibility, which
stabilizes behavior across variable scales. The archive broadens directional cues when
progress stalls, and the projection keeps the process constraint compliant without sacrificing
trial diversity.

Algorithm 3 Subroutine TrialGeneration pbest/1/bin with archive and projection
INPUT (x, P, archive, p, F, CR, Ω)
OUTPUT (y)
01 Choose xpbest from the top p fraction of P
02 Choose r1 ∈ P with r1 	= x
03 Choose r2 ∈ (P ∪ archive) with r2 	= x and r2 	= r1 if feasible
04 Compute v ← x + F · (xpbest − x) + F · (r1 − r2)
05 Sample jrand uniformly from {1,2,. . . ,D}
06 For each coordinate j do
07 If rand() < CR or j = jrand then
08 set uj ← vj
09 else
10 set uj ← xj
11 Endif
12 Endfor
13 Project u to Ω componentwise to obtain y
14 Return (y)

Figure 3. TrialGeneration: pbest/1/bin trial construction with archive support and box projection
(targeted drift toward strong exemplars).

The selection routine in Algorithm 4 and Figure 4 implements a restricted tournament
to keep replacements local and meaningful. The trial is first tested against its parent and,
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if superior, it directly replaces the parent while the old solution is archived. Otherwise,
a small candidate pool is drawn to maintain computational efficiency. From this pool,
the nearest neighbor under bounds normalized distance is identified, making the locality
metric scale invariant. The trial is compared only to this neighbor and replaces it if
better, with the displaced solution pushed to the archive. If not, the parent is retained.
This mechanism concentrates selection pressure where it yields real gains, preserves the
spatial structure of the population, mitigates premature convergence, and sustains diversity
without incurring substantial overhead.

Algorithm 4 Subroutine SelectionRTR local replacement with restricted tournament
INPUT (x, y, fy, P)
OUTPUT (xout, fxout )
01 If fy < f (x) then
02 Replace x by y in P and archive old x
03 Return (y, fy)
04 Endif
05 Draw fixed size pool Q ⊂ P
06 Find qstar ∈ Q with minimum bounds normalized distance to y
07 If fy < f (qstar) then
08 Replace qstar by y and archive oldqstar

09 Return (y, fy)
10 Else
11 Return (x, f (x))
12 Endif

Figure 4. SelectionRTR: local replacement via restricted tournament with nearest-neighbor check
(archiving displaced solutions for future diversity).

Unlike the previous routines, Algorithm 5 in Figure 5 explicitly shapes the population.
The first phase identifies outliers using the threshold θ ← Q3 + α · IQR and selects a subset
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for repair. Each repair proposes a candidate near a robust center computed from the best
half of the population and is accepted only if it yields a measurable improvement, with the
displaced solution archived. The second phase targets a fraction of the worst individuals for a
micro-restart around the current incumbent, using mild, box-scaled perturbations, replacements
are again conditional and archived. Together, outlier quarantine and micro-restart prevent the
accumulation of toxic points, continually steer the population geometry toward productive
regions, and provide a controlled recovery mechanism when progress slows.

Figure 5. PopulationMaintenance: outlier quarantine and targeted micro-restart (controlled re-
injection/refresh).
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Algorithm 5 Subroutine PopulationMaintenance outlier quarantine and micro-restart
INPUT (P, archive, Ω, xbest, α, ρ, w)
OUTPUT (P, archive)
01 Compute Q1, Q3, IQR from fitness values and set θ ← Q3 + α · IQR
02 Set O ← { x ∈ P with f (x) ≥ θ }
03 Compute center c as mean of the best fifty percent of P
04 Choose random subset Oρ with |Oρ| = f loor(ρ · |O|)
05 For each x ∈ Oρ do
06 Set xnew ← c + ε and project to Ω
07 If f (xnew) < f (x) then
08 replace and archive old one
09 Endif
10 Endfor
11 Choose fraction w of the worst individuals of P
12 For each x in that fraction do
13 Set xnew ← xbest + Normal(0, σ · (u− �)) and project to Ω
14 If f (xnew) < f (x) then
15 replace and archive old one
16 Endif
17 Endfor
18 Return (P, archive)

2.2. Design and Parameterization

The outlier quarantine mechanism is introduced to stabilize the search whenever a
few very distant samples stretch the solution cloud and weaken the convergence signals.
In this situation, standard means and spreads become brittle because the tails dominate.
Quarantine temporarily isolates the most extreme portion of the population so that the core
can update a reliable location reference and then reinsert the isolated points with a mild,
controlled perturbation.

The quarantine proportion ρ is chosen to provide a simple and stable balance between
robustness and diversity. We use a small-to-moderate ρ so that only the far tail is removed
while the effective population remains intact. In practice, ρ adapts to population size and
current dispersion: when the cloud is tight, a very small ρ suffices because outliers are rare,
when tails visibly inflate, a slightly larger ρ removes disruptive noise without drying out
exploration. This mirrors the logic of a trimmed mean, where clipping a small top slice
stabilizes the location estimate.

The perturbation scale qsigma determines how strongly quarantined points are reintro-
duced. We set it relative to the cloud’s current geometry, using robust dispersion measures
such as the median absolute deviation or a bounds-normalized per-coordinate standard
deviation. When the distribution is compact, a small qsigma yields fine local search around
the center. When the distribution is scattered or the search is in early phases, a larger qsigma

helps recapture underrepresented regions. Consequently, x′ = ΠΩ(c + ε) with zero-mean ε

always scales to the landscape and avoids unnecessarily large jumps.
We define the robust center as the simple mean of the top half of individuals by fitness

because this estimate remains sensitive to improvement and resistant to outliers. The top
fifty percent is large enough to reduce random noise and clean enough to exclude low-
quality or extreme points. Since the subset is formed by fitness ranking, it concentrates near
the promising basin, its plain mean becomes a practical, stable location reference without
requiring sophisticated robust estimators.

Synergy with micro-restart is direct and functional. Quarantine suppresses the heavy
tail and protects the center estimate from jitter, allowing exploitative operators to move
steadily toward the active basin. Micro-restart re-injects small but meaningful diversity near
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the robust center or along uncertain directions, without dissolving the core. Alternating
the two makes the search operate in a retain-refresh cycle: first the tail is smoothed, then
the center is updated reliably, and finally exploration resumes with a measured step.

Parameter sensitivity clarifies each effect. Increasing ρ stabilizes references faster but
can reduce diversity unless backed by micro-restart. Increasing qsigma helps rediscover
neighborhoods that would otherwise be missed, but if too large, it weakens local improve-
ment. Using fifty percent to compute the center proved a dependable balance because it
keeps statistical efficiency high while remaining outlier-resistant, small deviations around
this level do not change qualitative behavior, making it a safe and portable default.

Operationally, the mechanism triggers periodically or when tail inflation is detected via
bounds-normalized distances from the center and fitness ranking. Quarantined points are
removed, resampled around the center at scale qsigma, and reinserted under an acceptance
rule that respects the objective while archiving displaced points. In this way we convert
extremes from a source of destabilization into controlled exploration stimuli.

The method’s novelty lies in tying three ideas into a light yet effective loop: it makes tail
isolation explicit and actionable at the moment it harms estimation, it defines a practical robust
center via a simple trimmed average aligned with improvement, and it systematically couples
this stabilization with micro-restarts to maintain a steady trickle of fresh variability. The result is
a retain-refresh process that improves convergence consistency without heavy adaptation or
hyperparameter overhead and that integrates cleanly with existing evolutionary operators. See
Figure 6 for the concise flow of quarantine, repair, and reinsertion.

Figure 6. ARQ flow-detect tail, isolate, resample, and reinsert.

3. Experimental Setup and Benchmark Results

3.1. Setup

The following Tables 1 and 2 summarize all experimental settings and how results are re-
ported.

Table 1. ARQ parameters in the pseudo-code.

Name Value Description

N 100 Population size

T 150,000 Maximum evaluations

p 0.12 Top fraction for pbest

agent f raction 0.60 Agents updated per step

μF 0.6 Mean scale factor

μCR 0.85 Mean crossover rate.
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Table 1. Cont.

Name Value Description

α 1.0 Outlier threshold coeff in θ = Q3 + α · IQR

ρ 0.08 Outliers repaired fraction

w 0.08 Worst frac for micro-restart

shc 0.10 SH learning rate

Flo 0.05 F sample min

Fhi 1.40 F sample max

CRlow 0.0 CR sample min

CRhi 1.0 CR sample max

archiverate 1.5 Archive capacity

rtrk 7 RTR neighborhood size

rtrpool 14 RTR pool size

rtrmin 0.0 RTR min gain

qsigma 0.10 Quarantine perturb scale

stagnationtrigger 24 No-improve trigger

rsigma 0.18 Restart noise stdev

Table 2. Parameters of other methods.

Name Value Description

N 100 Population size for all methods

JSO

NPf actor 18 Initial population size NP0 = NPf actor × Dim

H 20 Memory size for success-history means MF/MCR

pbest 0.11 Fraction for p-best selection (top-p set).

archiverate 1 Archive size as multiple of NP0
(i.e., archiveMax = archive_rate × NP0).

CLPSO

clp 0.3 Comprehensive learning probability

cognitiveweight 1.49445 Cognitive weight

inertiaweight 0.729 Inertia weight

mutationrate 0.01 Mutation rate

socialweight 1.49445 Social weight

CMA-ES

NCMA−ES 4 + �3 · log(dim)
 Population size

EA4Eig

archivesize 100 Archive size for JADE-style mutation

eiginterval 5 Recompute eigenbasis every k iterations

CRmax 1 Upper bound for CR

Fmax 1 Upper bound for F
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Table 2. Cont.

Name Value Description

CRmin 0 Lower bound for CR

Fmin 0.1 Lower bound for F

pbest 0.2 pbest fraction (current-to-pbest/1/bin)

CRtau 0.1 Self-adaptation prob. for CR

Ftau 0.1 Self-adaptation prob. for F

mLSHADE_RL

archivesize 500 Archive size

Memorysize 10 Success-history memory size

Populationmin 4 Minimum population size

pbestmax 0.2 Maximum pbest fraction

pbestmin
0.05 Minimum pbest fraction

SaDE

CRsigma 0.1 Std for CR sampling

Fgamma 0.1 Scale for Cauchy F sampling

CRinit 0.5 Initial CR mean

Finit 0.7 Initial F mean

learningperiod 25 Iterations per adaptation window

UDE3

Populationmin 4 Minimum population size.

Memorysize 10 Success-history memory size

archivesize 100 Archive size

pbestmin
0.05 Minimum pbest fraction

pbestmax 0.2 Maximum pbest fraction.

TRIDENT-DE. The parameters for this method are mentioned in Table in [41].

Protocol and configurations. Table 2 enumerates the hyper-parameters of all com-
peting methods to enable strict reproducibility under a common budget. Population
size is fixed at N = 100. A single termination rule is enforced function evaluations (FEs)
and every solver runs under the same budget T. Method-specific controls (e.g., CLPSO
comprehensive-learning probability, CMA-ES population and coefficients, EA4Eig JADE-
style parameters, mLSHADE_RL and UDE3 [42] success-history memories and pbest
ranges, SaDE adaptation schemes) follow the literature and public reference implementa-
tions. Complete settings appear in Tables 1 and 2.

Implementation and environment. All algorithms including the proposed method
and baselines were implemented in optimized ANSI C++ and integrated into the
open-source OPTIMUS framework [43]. Source code: https://github.com/itsoulos/
GLOBALOPTIMUS (accessed on 15 October 2025). Builds used Debian 12.12 with GCC 13.4.

Hardware. Experiments ran on a high-performance node with an AMD Ryzen 9 5950X
(16 cores, 32 threads) and 128 GB DDR4 memory, under Debian Linux.

Evaluation protocol. Each benchmark function was executed 30 independent runs
with distinct random seeds to capture stochastic variability. With a fixed FE budget,
comparisons are made at the same for all solvers.
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Metrics and reporting. The primary outcomes are the best and mean objective values
at T across 30 runs per test function. In the ranking tables, 1st place entries are highlighted
green and 2nd place entries blue. Parameter choices exactly follow Tables 1 and 2.

3.2. Benchmark Functions

Table 3 compiles the real-world optimization problems used in our evaluation.
For each case, we report a brief description, the dimensionality and variable types
(continuous/mixed-integer), the nature and count of constraints (inequalities/equalities),
salient landscape properties (nonconvexity and multi-modality), as well as the evaluation
budget and comparison criteria. The set spans, indicatively, mechanical design, energy
scheduling, process optimization, and parameter estimation with black-box simulators,
ensuring that conclusions extend beyond synthetic test functions. Where applicable, we
also note any normalizations or constraint reformulations adopted for fair comparison.

Table 3. The real world benchmark functions used in the conducted experiments.

Problem Formula Dim Constraints/Bounds

Parameter
Estimation for

Frequency-Modulated
Sound Waves [44–46]

minx∈[−6.4,6.35]6 f (x) = 1
N ∑N

n=1
∣∣y(n; x)− ytarget(n)

∣∣2
y(n; x) = x0 sin(x1n + x2 sin(x3n + x4 sin(x5n)))

6 xi ∈ [−6.4, 6.35]

Lennard-Jones
Potential

(atoms: 10, 13, 38) [47]
minx∈R3N−6 f (x) = 4 ∑N−1

i=1 ∑N
j=i+1

[(
1
rij

)12 −
(

1
rij

)6
]

24,
43,
108

x0 ∈ (0, 0, 0)
x1, x2 ∈ [0, 4]

x3 ∈ [0, π]
x3k−3
x3k−2

xi ∈ [−bk,+bk]

Bifunctional Catalyst
Blend Optimal Control

[48–50]

dx1
dt = −k1x1, dx2

dt = k1x1 − k2x2 + k3x2 + k4x3,
dx3
dt = k2x2, dx4

dt = −k4x4 + k5x5,
dx5
dt = −k3x2 + k6x4 − k5x5 + k7x6 + k8x7 + k9x5 + k10x7

dx6
dt = k8x5 − k7x6, dx7

dt = k9x5 − k10x7

ki(u) = ci1 + ci2u + ci3u2 + ci4u3

1 u ∈ [0.6, 0.9]

Optimal Control of a
Non-Linear Stirred

Tank Reactor
[51–53]

J(u) =
∫ 0.72

0
[
x1(t)2 + x2(t)2 + 0.1u2]dt

dx1
dt = −2x1 + x2 + 1.25u + 0.5 exp

(
x1

x1+2

)
dx2
dt = −x2 + 0.5 exp

(
x1

x1+2

)
x1(0) = 0.9, x2(0) = 0.09, t ∈ [0, 0.72]

1 u ∈ [0, 5]

Tersoff Potential
for Model Si (B)

[54,55]

minx∈Ω f (x) = ∑N
i=1 E(xi)

E(xi) =
1
2 ∑j 	=i fc(rij)

[
VR(rij)− BijVA(rij)

]
where rij = ‖xi − xj‖, VR(r) = A exp(−λ1r)

VA(r) = B exp(−λ2r)
fc(r): cutoff function with fc(r): angle parameter

30

x1 ∈ [0, 4]
x2 ∈ [0, 4]
x3 ∈ [0, π]

xi ∈
[

4(i−3)
4 , 4

]

Tersoff Potential
for model Si (C)

[54,55]

minx V(x) = ∑N
i=1 ∑N

j>i fC(rij)
[

aij fR(rij) + bij fA(rij)
]

fC(r) =

⎧⎪⎪⎨⎪⎪⎩
1, r < R− D
1
2 + 1

2 cos
(

π(r−R+D)
2D

)
, |r− R| ≤ D

0, r > R + D
fR(r) = A exp(−λ1r)

fA(r) = −B exp(−λ2r)

bij =
[
1 + (βn)ζn

ij

]−1/(2n)

∑k 	=i,j fC(rik)g(θijk) exp
[
λ3

3(rij − rik)
3
]

30

x1 ∈ [0, 4]
x2 ∈ [0, 4]
x3 ∈ [0, π]

xi ∈
[

4(i−3)
4 , 4

]

26



Appl. Sci. 2025, 15, 12180

Table 3. Cont.

Problem Formula Dim Constraints/Bounds

Spread
Spectrum Radar

Polyphase
Code Design

[56]

minx∈X f (x) = max{|ϕ1(x)|, |ϕ2(x)|, . . . , |ϕm(x)|}
X = {x ∈ R

n | 0 ≤ xj ≤ 2π, j = 1, . . . , n}m = 2n− 1

ϕj(x) =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
n−j

∑
k=1

cos(xk − xk+j) for j = 1, . . . , n− 1

n for j = n
ϕ2n−j(x) for j = n + 1, . . . , 2n− 1

ϕj(x) = ∑
n−j
k=1 cos(xk − xk+j), j = 1, . . . , n− 1

ϕn(x) = n, ϕn+�(x) = ϕn−�(x), � = 1, . . . , n− 1

20 xj ∈ [0, 2π]

Transmission Network
Expansion Planning

[57]

min ∑l∈Ω clnl + W1 ∑l∈OL | fl − f̄l |+ W2 ∑l∈Ω max(0, nl − n̄l)
S f = g− d

fl = γlnlΔθl , ∀l ∈ Ω
| fl | ≤ f̄lnl , ∀l ∈ Ω

0 ≤ nl ≤ n̄l , nl ∈ Z, ∀l ∈ Ω

7
0 ≤ ni ≤ n̄l

ni ∈ Z

Electricity
Transmission

Pricing
[58]

minx f (x) = ∑
Ng

i=1

(
Cgen

i
Pgen

i
− Rgen

i

)2
+ ∑Nd

j=1

(
Cload

j

Pload
j
− Rload

j

)2

∑j GDi,j + ∑j BTi,j = Pgen
i , ∀i

∑i GDi,j + ∑i BTi,j = Pload
j , ∀j

GDmax
i,j = min(Pgen

i − BTi,j, Pload
j − BTi,j)

126 GDi,j ∈ [0, GDmax
i,j ]

Circular Antenna
Array Design

[59]

minr1,...,r6, ϕ1,...,ϕ6 f (x) = maxθ∈Ω AF(x, θ)

AF(x, θ) =
∣∣∣∑6

k=1 exp
(

j
[
2πrk cos(θ − θk) + ϕk

π
180

])∣∣∣ 12
rk ∈ [0.2, 1]

ϕk ∈ [−180, 180]

Cassini 2:
Spacecraft Trajectory

Optimization Problem
[60]

x =
[
t0, Δt1, . . . , Δt5, p1, . . . , p4

]�,
minx J(x) = Δvlaunch + ∑4

�=1 ΔvDSM
� + Δvarrival,

E → V → E → V → J → S
t0 ∈ [850, 2000], Δt� ∈ [20, 1200], p� ∈ [1.0, 10.0].

10

rp,� ≥ RP�
+ hmin,P�

,
δ� ≤ δmax,P�

,
tmin
0 ≤ t0 ≤ tmax

0 ,
Δtmin

� ≤ Δt� ≤ Δtmax
� .

Wireless Coverage
Antenna Placement

[61,62]

xi, yi ∈ R (position), Pi ∈ R≥0 (transmission power).
Siu(xi, yi, Pi) = G Pi(

(xi−xu)2+(yi−yu)2
)α/2

+ε
,

minx,y,P ∑
u∈U

[
τ − Su(x, P)

]
+︸ ︷︷ ︸

coverage deficiency

+ λP ∑N
i=1 Pi +,

λO ∑u∈U ∑i<j
[
min{Siu, Sju} − κ

]
+

Su(x, P) = maxi=1,...,N Siu(xi, yi, Pi).

30
0 ≤ xi ≤ W,
0 ≤ yi ≤ H,

0 ≤ Pi ≤ Pmax

Dynamic
Economic
Dispatch 1

[63]

minP f (P) = ∑24
t=1 ∑5

i=1

(
aiP2

i,t + biPi,t + ci

)
Pmin

i ≤ Pi,t ≤ Pmax
i , ∀i = 1, . . . , 5, t = 1, . . . , 24

∑5
i=1 Pi,t = Dt, ∀t = 1, . . . , 24

Pmin = [10, 20, 30, 40, 50]
Pmax = [75, 125, 175, 250, 300]

120 Pmin
i ≤ Pi,t ≤ Pmax

i

Dynamic
Economic
Dispatch 2

[63]

minP f (P) = ∑24
t=1 ∑9

i=1

(
aiP2

i,t + biPi,t + ci

)
Pmin

i ≤ Pi,t ≤ Pmax
i , ∀i = 1, . . . , 5, t = 1, . . . , 24

∑5
i=1 Pi,t = Dt, ∀t = 1, . . . , 24

Pmin = [150, 135, 73, 60, 73, 57, 20, 47, 20]
Pmax = [470, 460, 340, 300, 243, 160, 130, 120, 80]

216 Pmin
i ≤ Pi,t ≤ Pmax

i

Static
Economic

Load
Dispatch

(1, 2, 3, 4, 5)
[63]

minP1,...,PNG
F = ∑NG

i=1 fi(Pi)

fi(Pi) = aiP2
i + biPi + ci, i = 1, 2, . . . , NG

fi(Pi) = aiP2
i + biPi + ci + |ei sin( fi(Pmin

i − Pi))|
Pmin

i ≤ Pi ≤ Pmax
i , i = 1, 2, . . . , NG

∑NG
i=1 Pi = PD + PL

PL = ∑NG
i=1 ∑NG

j=1 PiBijPj + ∑NG
i=1 B0iPi + B00

Pi − P0
i ≤ URi P0

i − Pi ≤ DRi

6
13
15
40
140

See
Technical

Report
of

CEC2011
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3.3. Parameter Sensitivity Analysis of ARQ

Following Lee et al.’s [64] parameter-sensitivity methodology, we constructed a struc-
tured analysis to quantify responsiveness to parameter changes and the preservation of
reliability across diverse operating regimes.

For the static economic load dispatch one problem, the dominant finding of the sensi-
tivity analysis is that p exhibits by far the largest main effect on mean best (range ≈ 0.937),
making it the primary regulator of the exploitation–exploration balance, the trend is clearly
decreasing, as increasing p from 0.05 to 0.30 is accompanied by an almost monotonic drop
in mean best, with 0.05 emerging as the best setting, indicating that exploitation pressure
should remain modest to preserve diversity and avoid population alignment that harms the
mean, see Table 4 for the exact main-effect ranges and the per-setting summaries. The main
effects and stability ranges are visualized in Figure 7.

Table 4. Sensitivity analysis of the method parameters for the static economic load dispatch one problem.

Parameter Value Mean Min Max Iters Main Effect Range

α

0.5 2978.9797 2967.2491 3169.5417 9600

0.1594

1 2978.9852 2967.2491 3169.5417 9600

1.5 2979.0918 2967.2491 3169.5417 9600

2 2978.9324 2967.2491 3166.8100 9600

2.5 2978.9569 2967.2491 3166.8100 9600

rtrk

3 2978.9785 2967.2491 3169.5417 9600

0.0748

5 2979.0218 2967.2491 3169.5417 9600

7 2978.9469 2967.2491 3169.5417 9600

10 2979.0129 2967.2491 3169.5417 9600

14 2978.9860 2967.2491 3166.8100 9600

shc

0.1 2979.0735 2967.2491 3169.5417 12,000

0.2084
0.3 2978.8650 2967.2491 3169.5417 12,000

0.5 2979.0562 2967.2491 3169.5417 12,000

0.7 2979.0562 2967.2491 3166.8100 12,000

p

0.05 2979.4978 2967.2491 3169.5417 12,000

0.9368
0.1 2979.0781 2967.2491 3169.5417 12,000

0.2 2978.8201 2967.2491 3167.0430 12,000

0.3 2978.5609 2967.2491 3169.5417 12,000

stagnationtrigger

10 2979.0096 2967.2491 3169.5417 12,000

0.0990
20 2978.9588 2967.2491 3166.8100 12,000

30 2979.0438 2967.2491 3169.5417 12,000

50 2978.9447 2967.2491 3169.5417 12,000

The second most influential factor is the success-history memory rate shc (range ≈ 0.208).
Values 0.1 and 0.5 deliver the strongest averages, whereas 0.3 and 0.7 underperform. This
matches the expected trade-off: too fast forgetting induces oscillations in F/CR, while too
slow memory anchors prematurely in suboptimal ranges. The data suggest two sweet
spots, a more agile setting at 0.1 and a more conservative one at 0.5, implying that problem
attributes likely modulate the preferable regime, an adaptive schedule that moves from 0.5
to 0.1 when progress resumes would be reasonable.
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Figure 7. Sensitivity to selection controllers, main effects, and stability range. Graphical representation
of outlier_alpha (α), rtr_k (rtrk), sh_c (shc), pbest_frac (p) end stagnation_trigger (stagnationtrigger)
for the static economic load dispatch one problem.

The α parameter in quarantine/repair shows a moderate main effect (≈0.159), with a
peak around 1.5 and only minor differences nearby. Values far below 1.0 or above 2.0 do not
improve mean best in this sample. A mid-level aggressiveness for tail definition appears
optimal sufficient to trim sporadic failures without crushing diversity supporting the view
of quarantine as a noise regulator rather than a hard filter.

The RTR geometry parameter rtrk has the smallest main effect in the tested band
(≈0.075), with shallow maxima at 5–10 neighbors. This suggests robustness to modest
neighborhood changes within the examined range, extremes would likely matter more. A
mid-range choice around 5–10 preserves local structure without trapping the population.

The stagnationtrigger exhibits a small-to-moderate effect (≈0.099), with a best value
near 30. Short windows (10–20) do not help mean best, presumably due to premature
micro-restarts that cut off promising paths, while very long windows (50) delay exiting
genuine stagnation. A trigger around 30 strikes the best balance for the present budget.

Putting this together, the effect ranking is unambiguous: p�shc � α > stagnationtrigger

> rtrk. A consolidated view of these effects and recommended settings is reported in Table 4.
The data-driven recommendation is to fix p at a low level around 0.05, set shc to either 0.1
or 0.5 depending on algorithmic phase, place α near 1.5, choose stagnationtrigger around
30 generations, and keep rtrk in a mid-range of 5–10. While the main-effect signals are
clear, confirmatory runs should check for adverse interactions at extreme combinations,
especially between p and shc, and between α and stagnationtrigger.

For dynamic economic dispatch one (ELD1), sensitivity is dominated by p and
outlier_alpha with main-effect ranges of ≈0.311 and ≈0.295, whereas rtrk, shc, and
stagnationtrigger play a much smaller role. See Table 5 for the exact main-effect ranges
and the per-setting summaries. Unlike the static ELD1, increasing p from 0.05 to 0.30
consistently raises the mean best (peaking at 0.30), indicating that this problem bene-
fits from stronger exploitation, the intertemporal coupling and ramp constraints reward
elite-guided moves and reduce the cost of exploratory drift. Higher α values (2.0–2.5)
further improve the mean best, suggesting that a more permissive tail threshold is ad-
vantageous: over-aggressive trimming of outliers can strip away useful diversity needed
for smooth cross-period transitions. Changes in shc are tiny with a slight edge at 0.7,
implying that a heavier memory stabilizes F/CR adaptation without suppressing peaks,
and rtrk is marginally better around k = 3 with negligible differences across the tested band.
stagnationtrigger is essentially neutral with a mild optimum near 30 generations. Overall,
the effect ordering is p � α � rtrk ≈ shc > stagnationtrigger, and the configuration profile
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emerging for the dynamic case favors a higher p (~0.30), elevated α (≈2.0–2.5), slightly
slowershc (~0.7), small rtrk (≈3), and stagnationtrigger around 30 choices that strengthen
guided exploitation while avoiding over-sterilization of diversity across time-coupled.
The corresponding graphical summary is given in Figure 8.

Table 5. Sensitivity analysis of the method parameters for the dynamic economic dispatch one problem.

Parameter Value Mean Min Max Iters Main Effect Range

α

0.5 130,643.6614 130,642.7267 130,668.1727 9600

0.2952

1 130,643.6546 130,642.7276 130,667.1070 9600

1.5 130,643.7393 130,642.7131 130,662.7681 9600

2 130,643.9058 130,642.7216 130,709.2564 9600

2.5 130,643.9498 130,642.7275 130,702.0175 9600

rtrk

3 130,643.7943 130,642.7253 130,709.2564 9600

0.0309

5 130,643.7775 130,642.7275 130,702.0175 9600

7 130,643.7889 130,642.7233 130,684.7783 9600

10 130,643.7634 130,642.7282 130,662.7681 9600

14 130,643.7869 130,642.7131 130,667.5166 9600

shc

0.1 130,643.7862 130,642.7282 130,680.0939 12,000

0.0295
0.3 130,643.7630 130,642.7168 130,680.9305 12,000

0.5 130,643.7870 130,642.7131 130,709.2564 12,000

0.7 130,643.7925 130,642.7253 130,702.0175 12,000

p

0.05 130,643.6902 130,642.7131 130,709.2564 12,000

0.3111
0.1 130,643.6697 130,642.7259 130,702.0175 12,000

0.2 130,643.7879 130,642.7393 130,684.7783 12,000

0.3 130,643.9809 130,642.7459 130,682.8584 12,000

stagnationtrigger

10 130,643.7790 130,642.7233 130,709.2564 12,000

0.0164
20 130,643.7830 130,642.7294 130,684.7783 12,000

30 130,643.7915 130,642.7253 130,702.0175 12,000

50 130,643.7751 130,642.7131 130,680.0939 12,000

Figure 8. Sensitivity to selection controllers, main effects, and stability range. Graphical representation
of outlier_alpha (α), rtr_k (rtrk), sh_c (shc), pbest_frac (p) end stagnation_trigger (stagnationtrigger)
for the dynamic economic dispatch one problem.
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For Lennard-Jones (13 atoms, 43D) the dominant driver of mean best is shc (main-effect
range ≈ 0.991): heavier success-history memory around 0.7 yields more negative (better)
means, improving from −39.33 at 0.1 to −40.32 at 0.7. See Table 6 for the exact main-
effect ranges and the per-setting summaries. This indicates that the highly multimodal,
deceptive LJ-13 landscape benefits from slower, stabilizing adaptation of F, CR, which
dampens oscillations and sustains coherent progress into deeper energy wells. p shows a
moderate effect (≈0.202) with a clear preference for low values, increasing it from 0.05 to
0.30 degrades the mean from −40.02 to −39.82, so restrained exploitation and preserved
exploration are essential to avoid alignment around shallow basins. α exhibits a modest,
favorable trend (≈0.195) as it rises toward 2.0–2.5, a more permissive outlier threshold
makes quarantine gentler, which here helps retain useful diversity in challenging basins.
rtrk and stagnationtrigger have small effects (≈0.040 and≈0.014): performance is marginally
better near k ≈ 10 and trigger ≈ 50, but differences are minor within the tested band.
Overall, LJ-13 favors shc ≈ 0.7, p ≈ 0.05, α ≈ 2.0–2.5, with rtrk mid-range and a slightly
larger stagnationtrigger a configuration that promotes steady, directed exploration without
overly sterilizing the tails. Notably, the min consistently reaches about −44.33 across
settings, suggesting that global-level depths are sporadically discovered regardless, while
the recommended choices compress the best–mean gap and systematically improve average
quality. See Figure 9 for the main-effect curves.

Table 6. Sensitivity analysis of the method parameters for problem entitled Lennard-Jones Potential,
Atoms 13, Dim: 43.

Parameter Value Mean Min Max Iters Main Effect Range

α

0.5 −39.8220 −44.32680 −35.8189 9600

0.1952

1 −39.9118 −44.32680 −35.1252 9600

1.5 −39.9657 −44.32680 −35.3909 9600

2 −39.9857 −44.32680 −36.0638 9600

2.5 −40.0173 −44.32680 −35.3308 9600

rtrk

3 −39.9465 −44.32680 −35.1252 9600

0.0404

5 −39.9392 −44.32680 −35.3909 9600

7 −39.9172 −44.32680 −35.3308 9600

10 −39.9577 −44.32680 −35.4352 9600

14 −39.9419 −44.32680 −35.8104 9600

shc

0.1 −39.3275 −44.32680 −35.3909 12,000

0.9911
0.3 −39.9237 −44.32680 −35.5921 12,000

0.5 −40.1921 −44.32680 −35.1252 12,000

0.7 −40.3186 −44.32680 −36.0487 12,000

p

0.05 −40.0216 −44.32680 −35.1252 12,000

0.2021
0.1 −40.0054 −44.32680 −35.3909 12,000

0.2 −39.9157 −44.32680 −35.3308 12,000

0.3 −39.8194 −44.32680 −35.4769 12,000

stagnationtrigger

10 −39.9334 −44.32680 −35.3308 12,000

0.0141
20 −39.9398 −44.32680 −35.8387 12,000

30 −39.9412 −44.32680 −35.7413 12,000

50 −39.94763 −44.32680 −35.1252 12,000
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Figure 9. Sensitivity to selection controllers, main effects, and stability range. Graphical representation
of outlier_alpha (α), rtr_k (rtrk), sh_c (shc), pbest_frac (p) end stagnation_trigger (stagnationtrigger)
for problem of Lennard-Jones Potential, Atoms 13, Dim: 43.

3.4. Analysis of Complexity of ARQ

Below, we present three real-world problems with brief descriptions shell-and-tube
heat-exchanger design, a Brayton-type gas-cycle surrogate, and the TANDEM multi-gravity-
assist space-trajectory surrogate. In the experiments, we varied only the problem dimension
while keeping all modeling and algorithmic settings fixed, so that the observed effects
reflect purely the impact of dimensionality. This protocol lets us examine how the proposed
optimization method scales as the number of decision variables grows, without confound-
ing changes to constraints, penalties, or hyperparameters. For these measurements, the
termination rule was 500 iterations, which proved sufficient to reach the optimal value and
thus no additional iterations were required.

3.4.1. Shell-And-Tube Heat Exchanger (Surrogate) [65–67]

Vars: x = [Ds, Dt, L, pr, B, cb]
�. Bounds: Ds ∈ [0.30, 1.50] m, Dt ∈ [0.010, 0.050] m,

L ∈ [1, 6] m, pr ∈ [1.25, 2.00], B ∈ [0.10, 0.60] m, cb ∈ [0.15, 0.45].

min
x

J(x) = Carea A + wpumpPpumpty + ΠUA + Πsoft.

Heat transfer: A = πDtLNtκ f , U = (1/hi + Rw + 1/ho + R f )
−1, UA = U A.

hi = at v0.8
t D−0.2

i , ho = as v0.8
s D−0.2

s , Rw = tw/kwall.

Requirement/penalties: UAreq = Qreq/LMTD, ΠUA = λh

[
(UAreq−UA)+

UAreq

]2
, Πsoft =

λs
(
[vt − 3]2+ + 0.5[vs − 5]2+ + [0.2Ds − B]2+

)
.

Hydraulics: Ppump = (ΔPtubeV̇c + ΔPshellV̇h)/ηpump, ΔPtube = ktLv2
t /Di, ΔPshell =

ks(Ds/B)v2
s .

3.4.2. Gas Cycle (Brayton-like Surrogate) [68]

Vars: x = [T1, T3, P1, P3]
�. Bounds: T1 ∈ [300, 1500] K, T3 ∈ [1200, 2000] K,

P1, P3 ∈ [1, 20] bar.

min
x

f (x) = −η(x), η(x) = 1− r−(γ−1)/γ T1

T3
, r =

P3

P1
, γ = 1.4.
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3.4.3. Space Trajectory: TANDEM (MGA-1DSM Surrogate) [69–71]

Vars (D = 18): x = [t0, T1, T2, T3, T4, T5A, T5B, s1, s2, s3, s4, s5A, s5B, rp, kA1, kA2, kB1, kB2]
�.

Bounds: t0 ∈ [7000, 10,000] (MJD2000 d), T1 ∈ [30, 500], T2 ∈ [30, 600], T3 ∈ [30, 1200],
T4 ∈ [30, 1600], T5A, T5B ∈ [30, 2000] d, s•, rp, k• ∈ [0, 1].

min
x

ΔVtot = ΔVlaunch(T1) +
4

∑
i=1

ΔVleg(Ti) + ΔVbranch(T5A, s5A, kA1, kA2)+

ΔVbranch(T5B, s5B, kB1, kB2) +
4

∑
i=1

ΔVDSM(si)−GGA(T1, T2, T3)−GJ(T4)+ΠToF +Πbounds.

Compact component forms (surrogate): ΔVleg(T) = �s/(1+ 2 clip(T/tr, 0.2, 4)), ΔVDSM(s) =
cDSM(0.25+ 0.75s), ΔVbranch(·) adds DSM shaping terms with rp, k·, GGA, GJ are decreasing
functions of leg times, ΠToF = β [(T1+T2+T3+T4+

1
2(T5A+T5B))− Tsoft]+.

Across the three problems, runtime grows smoothly with dimension from 40 to 400
and the trend is very close to linear (Figure 10). Heat exchanger rises from 1.838 s at
40 D to 12.878 s at 400 D, gas cycle from 1.686 s to 11.742 s, and tandem from 2.268 s to
13.116 s. Doubling the dimensionality typically increases runtime by roughly a factor of
1.7–1.9, indicating linear growth with a small fixed overhead at low dimensions. Gas cycle
is consistently the fastest, heat exchanger sits in the middle, and Tandem is the slowest,
largely due to a higher constant setup cost per evaluation even though its growth rate with
dimension is similar to the others. Averaged over the grid, each additional 40 variables
adds about 1.1–1.3 s, which remains stable across the range. Overall, the evidence points to
an approximately linear time complexity in dimension for the proposed method, with dif-
ferences between problems attributable mainly to per-evaluation overhead rather than to
divergent asymptotic behavior.

Figure 10. Runtime vs. dimension (40–400) for ARQ on three real-world problems (500-iteration
budget).

3.5. Comparative Performance Analysis of ARQ

Our comparator suite JSO, TRIDENT-DE, UDE3, EA4Eig, mLSHADE_RL, SaDE, CMA-
ES, jDE, and CLPSO is a deliberate, sharp, and diverse set that enables fair and generalizable
assessment under a common protocol with uniform end-of-budget best-so-far and mean
metrics. It blends state-of-the-art DE variants with canonical non-DE references, prioritizing
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excellence and representativeness (strong CEC and real-world records), so the proposed
method is tested against genuinely formidable opponents.

The suite spans the mechanisms that govern the best vs. mean trade-off: aggressive
exploitation (pbest/1/bin, current-to-best/1/bin, adaptive F/CR), diversity preservation (self-
adaptation, and mutation ensembles), stagnation handling (restarts and re-initialization),
and learning-driven exploration (policy selection). JSO and mLSHADE_RL serve as state-of-the-
art DE with robust adaptation/learning and consistent means, TRIDENT-DE is a practitioner-
grade baseline known for strong best-so-far, UDE3 probes robustness via ensemble strategies,
EA4Eig leverages eigenspace/second-order cues for ill-conditioned landscapes, SaDE tests
whether endogenous strategy learning suffices, CMA-ES is the non-DE gold standard learning
local geometry via covariance, jDE provides a lightweight self-adaptation lower bound, and
CLPSO adds cooperative PSO strength on multimodal/noisy tasks. Together, this mix stresses
the proposed method across peak best-so-far, stable mean, and overall robustness, making any
observed gains substantive and credible.

Table 7 provides a CEC-style descriptive suite-level summary (best/mean). Statistical
tests and significance markers are reported per problem in Tables 8–10.

Table 7 provides the end-of-budget snapshot, reporting for each real-world task the end-of-
budget best-so-far alongside the mean over multiple independent runs. This dual perspective
separates peak-attainment from run-to-run consistency, revealing not only who reaches high
but also who does so reliably. Within this lens, ARQ exhibits the profile it was designed for:
strong best-so-far on rugged or noisy landscapes without sacrificing mean stability. The pattern
is mechanistically grounded rather than accidental. Success-history parameter adaptation
quickly locks F/CR into profitable ranges, curbing wasteful oscillations that typically inflate
variance. Neighborhood-aware RTR replacement focuses selection where it matters while
preserving population geometry and diversity, thus avoiding brittle premature convergence.
The quarantine mechanism, paired with targeted micro-restarts around the incumbent, trims
toxic tails by gently pulling a small fraction of worst individuals toward a robust center and
accepting repairs only when they yield genuine improvement. The net effect is a tighter
best–mean gap high peaks without bleeding the average.

Reading across problem families reinforces the same message. On geometry-sensitive
or ill-conditioned settings, where eigenspace-aware or covariance-adapting methods tradi-
tionally shine, ARQ maintains a competitive mean precisely because tail control suppresses
rare catastrophic runs that would otherwise drag the average down. On energy and
network planning tasks, micro-restarts provide inexpensive, targeted escapes from stag-
nation that accumulate into steady gains in both best and mean. On classic multimodal
benchmarks, the combination of pbest/1/bin with an archive and success-history keeps
exploration directed late into the budget, which shows up as robust best-so-far without a
collapse in mean.

The deltas between best and mean act as a health indicator of the performance dis-
tribution. Where ARQ ties or narrowly trails specialized competitors in best, it often
compensates with a superior mean, signaling run-level resilience. Where it attains the top
best, the mean remains stable, indicating not a solitary spike but a cohesive cloud of good
solutions around it. Because all solvers run under a harmonized protocol, identical budgets,
and multiple independent trials, this advantage cannot be dismissed as a tuning artifact.
Table 7 therefore suggests that ARQ achieves the hard balance between peak best-so-far
and preserved mean through a cohesive TRIDENT-DE: gain-weighted parameter learning,
neighborhood-sensitive replacement that protects geometry and diversity, and tail control
via quarantine and micro-restarts. This sets the stage for the rankings that follow, in which
superior peaks are not purchased at the expense of stability.

34



Appl. Sci. 2025, 15, 12180

T
a

b
le

7
.

C
om

pa
ri

so
n

Ba
se

d
on

Be
st

an
d

M
ea

n
af

te
r

1.
5
×

10
5

FE
s.

P
ro

b
le

m
A

R
Q

B
e
st

M
e
a
n

JS
O

B
e
st

M
e
a
n

T
R

ID
E

N
T

-D
E

B
e
st

M
e
a
n

U
D

E
3

B
e
st

M
e
a
n

E
A

4
E

ig
B

e
st

M
e
a
n

m
L

S
H

A
D

E
_R

L
B

e
st

M
e
a
n

S
a
D

E
B

e
st

M
e
a
n

C
M

A
-E

S
B

e
st

M
e
a
n

jD
E

B
e
st

M
e
a
n

C
L

P
S

O
B

e
st

M
e
a
n

L
e
n

n
a
rd

-J
o

n
e
s

Po
te

nt
ia

l(
10

at
om

s)
−2

8.
42

25
31

89
−2

7.
68

96
54

27
−2

8.
42

25
31

89
−1

7.
60

96
41

15
−2

2.
47

84
25

96
−2

8.
42

25
27

11
−2

2.
86

07
75

44
−2

8.
42

25
31

89
−1

5.
91

36
60

07
−1

6.
59

26
99

21

−2
7.

62
25

98
37

−2
6.

43
98

06
74

−2
7.

19
83

39
72

−1
6.

33
75

86
34

−1
9.

48
66

33
85

−2
3.

77
18

91
04

−2
1.

22
80

67
87

−2
7.

52
75

49
34

−1
3.

75
56

30
15

−1
3.

55
50

36
47

Le
nn

ar
d-

Jo
ne

s
Po

te
nt

ia
l(

13
at

om
s)

−4
4.

12
08

03
11

−3
6.

56
39

14
35

−4
1.

39
22

07
29

−2
1.

90
94

59
22

−2
8.

01
10

15
72

−4
0.

69
92

48
6

−2
9.

31
39

31
14

−4
4.

32
68

01
42

−1
8.

77
07

36
75

−1
8.

00
25

05
14

−3
8.

97
67

30
56

−3
5.

18
15

10
99

−3
9.

14
39

08
41

−1
9.

49
37

20
47

−2
4.

58
81

04
05

−3
0.

67
70

62
46

−2
7.

48
87

42
37

−4
1.

44
24

56
17

−1
5.

42
43

07
2

−1
5.

86
69

19
88

Le
nn

ar
d-

Jo
ne

s
Po

te
nt

ia
l(

38
at

om
s)

−1
57

.3
38

35
08

−7
3.

79
66

35
57

−1
25

.1
88

67
92

−2
.0

15
03

84
65

−5
5.

05
41

54
28

−1
20

.0
68

04
52

−6
8.

91
31

31
07

−1
67

.7
36

90
19

91
86

.2
50

96
33

0.
99

34
84

8

−1
25

.0
26

77
32

−6
7.

48
71

36
18

−1
07

.1
75

14
56

14
0.

22
11

28
4

−3
.3

50
18

19
02

−7
3.

95
11

76
58

−4
5.

80
26

59
94

−1
63

.6
09

16
73

91
86

.2
50

96
10

87
.0

35
29

5

Te
rs

of
fP

ot
en

ti
al

fo
r

m
od

el
Si

(B
)

−2
9.

30
28

92
28

−2
8.

73
37

33
22

−2
8.

93
48

04
67

−2
5.

43
44

73
42

−2
6.

90
74

69
41

−2
8.

12
28

18
67

−2
6.

65
68

78
22

−2
8.

33
04

50
02

−2
4.

75
13

37
72

−2
2.

67
38

70
01

−2
8.

27
90

56
−2

8.
04

08
53

9
−2

7.
70

61
57

63
−2

3.
30

31
89

79
−2

4.
69

05
99

32
−2

5.
49

97
72

06
−2

5.
27

42
26

03
−2

7.
38

99
12

33
−2

2.
94

16
87

66
−2

1.
21

15
04

28

Te
rs

of
fP

ot
en

ti
al

fo
r

m
od

el
Si

(C
)

−3
3.

78
82

54
97

−3
3.

24
19

47
38

−3
3.

88
20

28
3

−2
9.

30
22

74
62

−3
0.

88
86

51
74

−3
1.

70
44

46
84

−3
0.

94
46

93
85

−3
2.

50
96

34
21

−2
9.

44
78

98
82

−2
6.

88
03

95
28

−3
2.

71
05

57
96

−3
2.

47
08

30
22

−3
1.

91
74

93
93

−2
7.

53
89

13
41

−2
9.

01
99

91
8

−2
9.

44
30

32
63

−2
9.

70
02

98
31

−3
1.

53
77

28
45

−2
9.

44
78

98
82

−2
4.

65
36

33

Pa
ra

m
et

er
Es

ti
m

at
io

n
fo

r
Fr

eq
ue

nc
y-

M
od

ul
at

ed
So

un
d

W
av

es

5.
37
×

10
−2

0
2.

40
×

10
−5

0.
11

61
57

53
5

0
0.

15
27

24
53

0.
11

61
57

53
5

0.
14

80
07

60
2

0.
21

01
22

68
7

3.
21
×

10
−2

5
0.

13
14

83
74

8

0.
12

24
36

81
5

0.
11

41
97

35
8

0.
13

43
24

54
4

0.
10

34
06

31
9

0.
21

30
99

69
2

0.
20

82
10

84
6

0.
14

80
07

60
2

0.
26

73
29

91
4

0.
13

25
39

92
3

0.
21

24
98

16
9

C
ir

cu
la

r
A

nt
en

na
A

rr
ay

D
es

ig
n

0.
00

68
09

63
8

0.
00

68
09

63
8

0.
00

68
09

63
8

0.
00

68
09

66
5

0.
00

68
09

63
8

0.
00

68
09

66
2

0.
00

68
14

68
2

0.
00

72
53

73
1

0.
00

68
17

15
0.

00
69

33
40

1

0.
00

68
10

41
7

0.
00

68
19

65
3

0.
00

68
09

68
3

0.
00

68
17

38
5

0.
00

68
09

63
8

0.
00

68
25

33
8

0.
00

79
07

01
0.

00
87

55
35

9
0.

00
68

35
76

4
0.

05
18

15
51

8

Sp
re

ad
Sp

ec
tr

um
R

ad
ar

Po
ly

ph
as

e
C

od
e

D
es

ig
n

0.
00

69
02

21
5

0.
33

10
62

32
1

0.
01

44
26

83
6

0.
95

38
72

70
9

0.
60

15
67

82
4

0.
07

45
52

91
1

0.
55

08
37

01
9

0.
06

25
19

40
9

1.
00

57
39

78
5

0.
86

02
94

37
8

0.
35

18
72

00
2

0.
44

22
45

77
0.

26
25

45
27

1.
20

65
77

38
5

0.
86

92
57

59
9

0.
53

50
28

91
9

0.
80

35
27

60
5

0.
19

77
13

52
2

1.
33

14
16

95
7

1.
27

32
00

43
9

C
as

si
ni

2:
Sp

ac
ec

ra
ft

Tr
aj

ec
to

ry
O

pt
im

iz
at

io
n

Pr
ob

le
m

1.
42
×

10
−1

3
1.

42
×

10
−1

3
4.

54
×

10
−1

0
0.

00
09

26
59

8
1.

42
×

10
−1

3
1.

76
×

10
−1

2
0.

03
92

31
10

5
2.

84
×

10
−1

3
2.

70
×

10
−5

1.
22

63
30

22

2.
90
×

10
−7

1.
42
×

10
−1

3
1.

12
×

10
−5

0.
00

82
06

10
6

5.
96
×

10
−1

4
1.

73
×

10
−5

0.
07

02
30

41
7

5.
92

91
43

72
2

0.
00

02
85

41
1

3.
63

96
87

90
5

W
ir

el
es

s
C

ov
er

ag
e

A
nt

en
na

Pl
ac

em
en

t
0.

94
63

50
73

6
0.

94
63

50
73

6
0.

94
63

50
73

6
0.

94
63

50
73

6
0.

94
66

55
03

2
0.

94
63

50
73

6
0.

94
63

61
98

7
1.

18
93

93
75

0.
94

63
50

73
6

0.
94

63
65

96
9

0.
94

63
71

02
3

0.
94

63
60

88
0.

94
66

21
24

0.
94

65
02

88
4

0.
94

66
59

57
5

0.
94

68
75

10
7

0.
94

66
88

75
7

1.
19

06
99

80
3

0.
94

64
01

45
2

0.
94

67
27

50
2

Tr
an

sm
is

si
on

N
et

w
or

k
Ex

pa
ns

io
n

Pl
an

ni
ng

4.
48

52
92

92
6

4.
48

52
92

92
6

4.
48

52
92

92
6

4.
48

52
95

10
6

4.
48

52
92

92
6

4.
48

52
92

92
6

4.
48

52
99

52
5

4.
48

52
92

92
6

4.
48

52
92

92
6

4.
48

66
99

08
7

4.
48

52
92

92
6

4.
48

52
92

92
6

4.
48

53
04

00
3

4.
48

53
04

00
3

4.
48

52
92

92
6

4.
48

52
92

92
6

4.
48

53
11

92
4

4.
48

52
92

94
8

4.
48

52
92

92
6

4.
49

58
57

33
6

D
yn

am
ic

Ec
on

om
ic

D
is

pa
tc

h
1

13
0,

64
2.

85
65

13
0,

66
1.

11
1

13
0,

85
0.

03
89

13
0,

69
3.

54
23

13
0,

69
4.

29
13

0,
88

2.
06

46
13

1,
01

0.
87

69
13

0,
65

0.
93

54
13

1,
22

5.
24

53
13

1,
83

4.
42

35

13
0,

64
3.

48
25

13
0,

68
1.

92
24

13
0,

93
1.

10
74

13
0,

71
7.

60
52

13
0,

86
2.

98
93

13
0,

95
5.

33
1

13
1,

09
9.

19
59

13
0,

65
4.

27
58

13
1,

22
5.

24
53

13
2,

15
1.

53
97

D
yn

am
ic

Ec
on

om
ic

D
is

pa
tc

h
2

16
5,

30
4.

78
24

17
1,

55
4.

46
78

16
5,

98
0.

95
74

16
4,

94
6.

16
4

17
2,

06
7.

44
26

16
7,

51
9.

32
81

16
7,

90
8.

06
05

16
5,

84
7.

10
92

18
6,

12
1.

28
12

17
7,

12
0.

38
22

16
5,

66
2.

99
4

17
2,

60
0.

33
74

16
6,

47
8.

15
34

16
5,

61
4.

92
56

17
2,

93
1.

69
64

16
8,

27
5.

54
29

16
8,

49
5.

97
31

16
6,

23
3.

69
1

19
0,

79
3.

56
21

17
8,

19
0.

41
98

35



Appl. Sci. 2025, 15, 12180

T
a

b
le

7
.

C
on

t.

P
ro

b
le

m
A

R
Q

B
e
st

M
e
a
n

JS
O

B
e
st

M
e
a
n

T
R

ID
E

N
T

-D
E

B
e
st

M
e
a
n

U
D

E
3

B
e
st

M
e
a
n

E
A

4
E

ig
B

e
st

M
e
a
n

m
L

S
H

A
D

E
_R

L
B

e
st

M
e
a
n

S
a
D

E
B

e
st

M
e
a
n

C
M

A
-E

S
B

e
st

M
e
a
n

jD
E

B
e
st

M
e
a
n

C
L

P
S

O
B

e
st

M
e
a
n

St
at

ic
Ec

on
om

ic
Lo

ad
D

is
pa

tc
h

1
29

67
.2

49
19

6
29

67
.2

49
19

6
29

67
.2

49
19

6
29

67
.2

49
19

6
29

79
.8

03
36

9
29

67
.2

49
19

6
29

67
.2

49
19

6
29

67
.2

49
58

6
29

67
.2

49
19

6
29

67
.2

49
19

7

29
78

.9
66

42
4

29
73

.6
49

52
1

29
75

.7
21

34
3

29
76

.0
57

65
7

29
79

.8
03

36
9

29
76

.9
56

22
1

29
76

.1
39

81
6

31
08

.9
31

91
7

29
67

.6
59

99
2

29
73

.3
30

09

St
at

ic
Ec

on
om

ic
Lo

ad
D

is
pa

tc
h

2
17

,8
66

.8
97

4
17

,8
64

.0
44

28
17

,8
79

.7
36

79
17

,8
64

.6
96

87
18

,0
06

.6
59

76
17

,8
82

.2
83

84
17

,8
92

.3
81

29
17

,9
60

.8
47

34
17

,8
67

.5
74

47
17

,9
10

.4
77

94

17
,9

15
.7

64
63

17
,8

64
.6

50
39

17
,9

28
.6

56
03

17
,8

90
.8

34
13

18
,0

63
.1

20
85

17
,9

50
.1

58
92

17
,9

58
.9

42
04

18
,0

77
.5

80
06

17
,9

92
.0

94
86

18
,0

89
.8

35
26

St
at

ic
Ec

on
om

ic
Lo

ad
D

is
pa

tc
h

3
32

,3
67

.5
77

35
32

,3
67

.5
77

35
32

,3
67

.5
77

35
32

,3
67

.5
77

35
32

,4
15

.8
03

67
32

,3
67

.5
77

65
32

,3
76

.0
21

97
32

,6
45

.3
41

02
32

,3
91

.6
49

81
32

,3
84

.8
54

09

32
,5

39
.3

73
96

32
,3

67
.5

77
35

32
,4

40
.8

77
52

32
,4

00
.8

63
37

32
,5

73
.0

35
72

32
,4

91
.5

72
35

32
,4

91
.2

89
71

32
,8

67
.1

72
9

32
,4

76
.5

84
05

32
,5

32
.1

91
43

St
at

ic
Ec

on
om

ic
Lo

ad
D

is
pa

tc
h

4
12

1,
09

3.
45

05
12

1,
07

8.
72

15
12

1,
07

1.
46

54
12

1,
06

6.
92

47
12

1,
19

7.
24

68
12

1,
08

5.
99

22
12

1,
19

5.
46

56
12

2,
35

0.
10

13
12

1,
23

4.
04

66
12

1,
32

8.
70

06

12
1,

33
1.

46
74

50
8,

80
7.

91
08

12
1,

42
2.

99
08

12
1,

19
7.

24
68

12
1,

54
5.

13
15

12
1,

30
8.

58
01

12
1,

51
7.

49
18

12
2,

95
7.

62
17

12
1,

52
6.

74
14

12
1,

54
1.

41
82

St
at

ic
Ec

on
om

ic
Lo

ad
D

is
pa

tc
h

5
50

8,
61

4.
13

09
50

8,
80

7.
91

08
50

8,
66

3.
81

76
50

8,
66

1.
31

13
50

8,
87

2.
69

08
50

8,
85

1.
66

8
50

8,
98

5.
90

92
50

8,
71

7.
14

67
51

1,
17

4.
53

26
50

9,
02

5.
74

26

50
8,

61
4.

89
64

50
8,

85
8.

07
55

50
8,

70
3.

04
24

50
8,

67
6.

49
38

50
8,

98
6.

60
92

50
8,

98
8.

53
96

50
9,

12
5.

20
79

50
8,

77
0.

16
61

56
2,

01
2.

65
48

50
9,

08
0.

34
39

36



Appl. Sci. 2025, 15, 12180

Table 8. Detailed Ranking of Algorithms Based on Best after 1.5× 105 FEs. (1 = green, 2 = blue).

Problem ARQ JSO TRIDENT-DE UDE3 EA4Eig mLSHADERL SaDE CMA-ES jDE CLPSO

Lennard-Jones Potential (10 atoms) 1 4 3 8 7 5 6 1 9 10

Lennard-Jones Potential (13 atoms) 3 4 2 8 7 5 6 1 10 9

Lennard-Jones Potential (38 atoms) 2 5 3 8 7 4 6 1 10 9

Tersoff Potential for model Si (B) 1 2 3 8 7 5 6 4 9 10

Tersoff Potential for model Si (C) 1 2 3 9 8 7 5 4 6 10

Parameter Estimation for Frequency-
Modulated Sound Waves

3 2 5 1 9 7 6 10 4 8

Circular Antenna Array Design 3 5 2 4 1 6 8 9 7 10

Spread Spectrum Radar Polyphase
Code Design

3 4 2 8 7 5 6 1 10 9

Cassini 2: Spacecraft Trajectory
Optimization Problem

3 1 4 7 1 5 8 10 6 9

Wireless Coverage Antenna Placement 2 1 5 4 6 9 7 10 3 8

Transmission Network Expansion
Planning

1 1 7 7 1 1 9 6 1 10

Dynamic Economic Dispatch 1 1 3 6 4 5 7 8 2 9 10

Dynamic Economic Dispatch 2 2 7 4 1 8 5 6 3 10 9

Static Economic Load Dispatch 1 8 3 4 5 9 7 6 10 1 2

Static Economic Load Dispatch 2 3 1 4 2 8 5 6 9 7 10

Static Economic Load Dispatch 3 8 1 3 2 9 6 5 10 4 7

Static Economic Load Dispatch 4 3 10 4 1 8 2 5 9 6 7

Static Economic Load Dispatch 5 1 5 3 2 6 7 9 4 10 8

Table 8 converts the raw outcomes of Table 7 into per-problem ranks and aggregate
indicators, making it explicit whether a solver wins consistently or only sporadically.
The pattern for ARQ is a high density of top 1/2 finishes across a broad portion of the suite,
accompanied by a low average rank and a tight spread. This indicates breadth and stability
rather than a handful of outlier peaks.

The juxtaposition of best-rank and mean-rank indicates a balanced profile. When ARQ
achieves a top end-of-budget best-so-far, it does not incur a collapse in mean-rank, this
suggests that tail control and micro-restarts keep the population concentrated around the
most promising basin. Conversely, in cases where highly specialized competitors hold a
slight edge in best-rank, ARQ often compensates with a superior mean-rank, evidencing
run-level resilience and an ability to avoid degenerative trajectories.

The geography of ranks across problem families reinforces this reading. On ill-
conditioned or geometry-sensitive tasks, where methods that learn search-space geometry
traditionally excel, ARQ remains near the front with limited variance, consistent with
neighborhood-aware replacement preserving structure and diversity. On multimodal
landscapes, where occasional spectacular hits can inflate best-rank while harming mean
behavior, Table 8 shows a small gap between ARQ’s two ranking columns, in line with
directed exploration sustained late into the budget. On energy and network design ap-
plications, micro-restarts around the incumbent accumulate incremental gains that lower
average rank and increase the frequency of top-2 placements.

Head-to-head comparisons against recognized state-of-the-art references highlight that
ARQ competes not only within the DE family but also against non-DE geometry-learning
approaches, reducing the likelihood that its advantage is a tuning artifact. The overall rank
and the accompanying aggregates distill this behavior into a single index, yielding clear
evidence of generalizability: ARQ does not win only here and there, but stays consistently
near the top across heterogeneous classes of problems.
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In Figure 11, we report one-sided paired Wilcoxon signed-rank tests (hypothesis
ARQ < Other) across all datasets, with Benjamini–Hochberg (FDR) adjustment. ARQ
achieves lower ranks on average and is significantly better than most competitors after
FDR correction specifically, ARQ vs. UDE3, mLSHADE_RL, CMA-ES, EA4Eig, SaDE, jDE,
and CLPSO are significant, whereas ARQ vs. JSO and ARQ vs. TRIDENT-DE remain
non-significant. Overall, ARQ shows consistent improvements in rank relative to most
alternatives, while being statistically indistinguishable from the two strongest baselines
(JSO and TRIDENT-DE). Consistent with the per-problem best outcomes, Figure 12 presents
the aggregate mean ranking, condensing averages. Consistent with the per-problem best
outcomes, Figure 13 highlights ARQ’s frequent top-tier placements.

Figure 11. Statistical comparison of optimization methods by best-so-far over 30 runs (evaluation
budget 150,000 FEs).

Table 9 acts as a distillation of the evidence: per-problem ranks are aggregated into
global indicators that capture overall behavior. ARQ’s position on these summary measures
reflects a solver that excels not by isolated flashes, but by maintaining persistently strong
showings across the board. Totals and average ranks remain low, with a tight dispersion
around the central tendency, in practice, this means frequent proximity to the top with
limited variability from task to task.

The alignment between summary metrics derived from best and from mean confirms
the balance observed previously. When ARQ signals strength at the end-of-budget best-
so-far, the mean-based summary does not erode, indicating that the cloud of solutions is
cohesive rather than driven by rare spikes. Even where narrowly specialized competitors
gain a local edge, the cumulative ranking over the whole suite shifts the advantage back to
ARQ, because small, steady improvements add up.
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What emerges from Table 9 is not merely many first places, but a combination of high
top-2 frequency with a scarcity of poor outcomes. ARQ exhibits a compact performance
profile: the tails of weak runs are curtailed while strong results appear repeatedly, not
accidentally. This distributional shape explains why the global indicators favor the method.
In practical terms, Table 9 certifies that the proposed approach preserves a competitive
margin as problem geometry, conditioning, and multimodality vary. Consistency across
these shifts is precisely what converts scattered victories into an overall lead.

In Figure 14, ARQ secures a clearly lower average rank and leaves most rivals be-
hind even after multiple-comparison control. The strongest pairwise gains are against
UDE3, mLSHADE_RL, CMA-ES, EA4Eig, SaDE, jDE, and CLPSO, whereas its gaps to
JSO and TRIDENT-DE do not rise to statistical significance. In short, ARQ consistently
ranks better than the bulk of competing methods while being on par with the two top
baselines (JSO, TRIDENT-DE). Figure 12 presents the aggregate mean ranking, condensing
averages. Figure 13 highlights ARQ’s frequent top-tier placements.e performance into a
single comparative view.

Figure 12. Aggregate mean ranking across ten algorithms.

Figure 13. Aggregate best ranking across ten algorithms.
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Table 9. Detailed ranking of algorithms based on mean after 1.5× 105 FEs. (1 = green, 2 = blue).

Problem ARQ JSO TRIDENT-DE UDE3 EA4Eig mLSHADERL SaDE CMA-ES jDE CLPSO

Lennard-Jones Potential (10 atoms) 2 5 3 8 7 4 6 1 9 10

Lennard-Jones Potential (13 atoms) 2 5 3 8 7 4 6 1 10 9

Lennard-Jones Potential (38 atoms) 1 3 2 8 6 5 7 4 9 10

Tersoff Potential for model Si (B) 2 3 1 9 7 5 6 4 8 10

Tersoff Potential for model Si (C) 1 4 5 1 9 5 8 10 1 7

Parameter Estimation for Frequency-
Modulated Sound Waves

1 1 1 6 1 5 7 10 8 9

Circular Antenna Array Design 1 5 2 9 7 4 6 3 10 8

Spread Spectrum Radar Polyphase
Code Design

1 1 6 8 1 5 9 1 7 10

Cassini 2: Spacecraft Trajectory
Optimization Problem

1 1 1 1 9 1 7 10 1 8

Wireless Coverage Antenna
Placement

1 1 1 8 1 1 9 1 1 10

Transmission Network Expansion
Planning

1 3 6 4 5 7 8 2 9 10

Dynamic Economic Dispatch 1 2 7 4 1 8 5 6 3 10 9

Dynamic Economic Dispatch 2 1 1 1 1 10 1 1 9 1 8

Static Economic Load Dispatch 1 3 1 5 2 10 6 7 9 4 8

Static Economic Load Dispatch 2 1 1 1 1 9 5 6 10 8 7

Static Economic Load Dispatch 3 5 3 2 1 7 4 6 10 8 9

Static Economic Load Dispatch 4 1 5 3 2 7 6 8 4 10 9

Static Economic Load Dispatch 5 1 2 3 4 5 6 7 8 9 10

Figure 14. Statistical comparison of optimization methods by mean best-so-far over 30 runs (evalua-
tion budget 150,000 FEs).
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Table 10. Comparison of algorithms and final Ranking. (1 = green, 2 = blue).

Algorithm
Best

Total Rank
Mean

Total Rank
Overall

Rank Sum
Average

Rank

ARQ 49 28 77 2.139

JSO 61 52 113 3.139

TRIDENT-DE 67 50 117 3.250

UDE3 89 82 171 4.750

mLSHADE_RL 98 79 177 4.917

CMA-ES 104 100 204 5.666

EA4Eig 114 116 230 6.389

SaDE 118 120 238 6.611

jDE 122 123 245 6.806

CLPSO 155 161 316 8.778

Table 10 consolidates the picture established earlier: ARQ attains the lowest total
rank on both best and mean 49 and 28, respectively for a combined sum of 77, corre-
sponding to an average rank of 2.139. The next best competitor sits noticeably higher (e.g.,
JSO: 61 + 52 = 113), and others trail further behind, indicating that ARQ’s advantage stems
from consistent top placements across the suite rather than isolated spikes. This result is
aligned with the harmonized experimental protocol and the carefully matched competitor
settings, which lends credibility to the comparison.

The pattern strong totals in best without erosion in mean is consistent with ARQ’s
design. Success-history parameter adaptation stabilizes profitable ranges for F and CR
early on, neighborhood-aware RTR preserves structure and diversity via local replacement,
and the outlier-quarantine mechanism with targeted micro-restarts trims tail failures.
Together, these components compress the gap between peak and average performance, a
behavior visible in Table 7 and now distilled by the aggregates in Table 10. In practical
terms, ARQ achieves high end-of-budget best-so-far without paying for it with a degraded
mean, and this translates directly into low overall ranks.

In Figure 15, we compare ten algorithms over 36 problems using average ranks and
assess pairwise differences with the Nemenyi test (α = 0.05). The pattern is clear: ARQ at-
tains the best mean rank and is significantly better than UDE3 (p ≈ 0.0096), mLSHADE_RL
(p ≈ 0.0039), CMA-ES (p ≈ 3.4× 10−5), EA4Eig (p ≈ 1.2× 10−7), SaDE (p ≈ 1.7× 10−8),
jDE (p ≈ 2.8× 10−9) and CLPSO (p ≈ 1.0× 10−13), while its differences with JSO (p ≈ 0.93)
and TRIDENT-DE (p ≈ 0.87) are not significant. JSO and TRIDENT-DE form the next tier:
each is significantly better than CMA-ES (p ≈ 0.015 andp ≈ 4.6× 10−4, respectively) and
markedly better than EA4Eig, SaDE, jDE and CLPSO (p ≤ 10−3), but neither differs from
ARQ and they do not differ from each other. The mid-ranked group (UDE3, mLSHADE_RL,
CMA-ES) shows mostly non-significant pairwise differences, except that CMA-ES is worse
than JSO and TRIDENT-DE as noted above. CLPSO is the worst on average and is signifi-
cantly worse than ARQ, JSO, TRIDENT-DE, UDE3, mLSHADE_RL, CMA-ES and EA4Eig
(p ≤ 0.03), but its gaps to SaDE and jDE are not significant at α = 0.05 (p ≈ 0.073 and
p ≈ 0.15, respectively). Overall, the global ranking differences are strong, with ARQ
leading; JSO and TRIDENT-DE are competitive with ARQ, whereas the remaining methods
particularly CMA-ES, EA4Eig, SaDE, jDE and CLPSO trail with multiple significant deficits.
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Figure 16 reports the combined (best + mean) ranking as a single bar chart, offering a
holistic view that aligns with the consolidated statistics in Table 10.

An additional point is breadth. The per-problem rankings show competitiveness
on geometry-sensitive and ill-conditioned landscapes as well as on multimodal and
application-driven tasks in energy and network planning, where incremental gains must
accumulate reliably. That ARQ remains first overall despite strong specialists CMA-ES
in highly correlated settings or JSO/mLSHADE_RL for mean stability suggests that its
mechanisms address the common failure modes of stochastic optimization: premature
convergence, accumulation of weak individuals in the tails, and coarse-grained restarts.
Given the aligned configurations and transparent implementation, the evidence supports a
substantive rather than accidental advantage.

Figure 15. Per-method significance heatmap: ARQ vs. competitors (Wilcoxon signed-rank with Holm
correction; effect direction encoded by color).

Figure 16. Total ranking combining best and mean across ten algorithms.
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4. Conclusions

This study demonstrates that ARQ achieves the intended balance between strong
end-of-budget best-so-far and preserved mean performance under a strictly harmonized
protocol and a demanding comparator suite. Population size, evaluation budget, and op-
ponent configurations are aligned to minimize confounders and ensure reproducibility.

The comparator set spans state-of-the-art DE variants and canonical non-DE references
with complementary strengths self-adaptation, policy learning, eigenspace/second-order
cues, and swarm strategies so conclusions are not confined to a single operator family.

In terms of metrics, Table 10 consolidates ARQ’s advantage: it attains the lowest total
rank on best and mean (49 and 28, sum 77, average rank 2.139), with the next best solver
noticeably higher, indicating breadth rather than isolated spikes.

Table 9 clarifies the distributional shape behind this outcome a compact profile with
frequent top placements and few poor runs while Table 8 shows that peaks do not come at
the expense of stability, when ARQ narrowly trails in best, it typically compensates with a
superior mean.

Mechanistically, the behavior is consistent with ARQ’s cohesive design. Success-
history adaptation quickly locks F/CR into profitable ranges, neighborhood-aware RTR
preserves geometry and diversity while channeling selection pressure locally, outlier quar-
antine together with targeted micro-restarts trims tail failures and provides controlled
recovery when progress stalls. The net effect is a persistently small best–mean gap that
appears at the per-problem level and crystallizes in the aggregate ranks.

In the present study we targeted α, rtrk, shc, p, and stagnationtrigger because they
map to ARQ’s four core mechanisms (TrialGeneration, ParameterPolicy, SelectionRTR,
and PopulationMaintenance with micro-restart) and they exhibit material, measured main
effects in Tables 4–6 and Figures 7–9, thereby covering the decisive levers for mean and best
performance as well as stability. In a forthcoming updated release of ARQ, we will also
include principled techniques for parameter setting such as fractional–factorial screening
and response–surface tuning together with automated controllers such as success-history
adaptation and auto-tuning of the restart trigger, so that recommended defaults emerge
from data rather than manual selection.

The contribution thus lies not in a single trick but in a principled combination of mature
ideas that interact constructively, explaining why ARQ competes strongly against both DE
and non-DE geometry-learning methods on ill-conditioned or correlated landscapes.

Validity is reinforced by three factors. First, strict resource alignment reduces the
chance of artificial gains.

Second, the heterogeneous set of real-world tasks from physico-chemical potentials
and code design to energy/network planning and interplanetary trajectories supports
generalization.

Third, the explicit exposition of subroutines and controls makes the link between
design choices and observed behavior transparent.

There are limitations. Results are reported for a 1.5 × 105 evaluation budget and a
specific population size, while parameter sensitivity follows a structured methodology,
a deeper map of the interactions among α, ρ, and w, together with the micro-restart trigger,
would clarify edge-case trade-offs.

Moreover, although the benchmark suite is diverse, scenarios with time-varying noise
or large-scale mixed-integer constraints remain under-explored.

These observations motivate several research avenues. Adaptive control of quarantine
intensity via data-driven tuning of θ = Q3+ α × IQR and the repair fraction ρ, informed by
tail statistics and diversity indices, could balance tail-cutting with exploration more finely.
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Policy-learning to orchestrate the handover between RTR replacement and restart
regimes may further compress the best–mean gap on stagnation-prone landscapes.
Geometry-aware differences and archive schemes that periodically estimate principal
directions could improve progress on highly correlated objectives without sacrificing DE’s
simplicity. Asynchronous mini-batch updates and population-fraction scheduling deserve
attention for better hardware utilization. Finally, coupling ARQ with active resampling
on noisy objectives, and profiling per-subroutine complexity relative to f-call costs, would
sharpen guidance for tight-budget or expensive-evaluation settings.

What distinguishes ARQ. The tail-quarantine loop (with α for a robust threshold and ρ

for controlled repair intensity), coupled with the robust center and micro-restarts, acts as a
diversity-stabilizing mechanism that cooperates with success-history parameter adaptation.
In practice, this delivers consistent mean performance together with strong best results,
avoiding the large volatility often observed with adaptation-only DE settings.

Overall, the evidence supports a clear conclusion: a cohesive blend of parameter
self-adaptation, neighborhood-aware selection, tail control, and targeted regeneration
can deliver top-tier best-so-far while keeping the mean stable. Given resource alignment
and implementation transparency, ARQ’s advantage appears substantive and practically
relevant, providing a dependable optimization tool for heterogeneous, challenging real-
world landscapes.
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Abstract: Feature selection is one of the key stages in the process of creating machine
learning models and conducting data analysis. This paper presents the results of research
related to the implementation of a new algorithm for feature selection and ranking based on
weighted interval aggregations. It took into account interval importance values obtained
from dividing the dataset into subsets. The algorithm was highly effective in identifying
relevant features. The results of comparative studies with nine known methods of feature
importance assessment are presented. Ten synthetic datasets and five real datasets were
used for the experiments. The calculations also included tests of the relevance of the results
obtained. In most experiments, the IVWFR algorithm proved to be the best, achieving the
best classification results after identifying subsets of relevant features.

Keywords: feature ranking; feature selection; aggregation; interval-valued aggregation;
machine learning; classification

1. Introduction

Feature selection is one of the key stages in the process of building machine learning
models and conducting data analysis. The appropriate selection of a subset of input vari-
ables not only allows for dimensionality reduction and improved computational efficiency,
but also increases the interpretability of models and reduces the risk of overfitting [1,2].
The literature on this subject describes many approaches to feature selection, including
filtering, wrapper, and embedded methods [3,4]. Each of them differs in the mechanism of
evaluating the usefulness of individual variables, as well as the trade-off between accuracy
and computational costs.

One promising direction for feature selection is methods based on feature relevance
aggregation using intervals. Their basic idea is to analyze the stability and repeatability of
feature ranks by determining relevance measures in multiple repetitions or data divisions,
and then grouping the results in the form of confidence intervals or rank aggregations [5–9].
This makes it possible not only to identify the most important features, but also to estimate
the degree of certainty assigned to their position in the ranking.

The interval aggregation approach is used in situations where individual significance
measures may be unstable, especially when there are a large number of features and a
limited sample size [10]. The use of this type of method increases the resilience of the
selection process to random data fluctuations and provides a more reliable picture of the
significance of individual variables in the model [11,12].
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The aim of this contribution is to carefully examine the method Interval-Valued
Weighted Feature Ranking (IVWFR) proposed in [13]. IVWFR is a feature selection method
that is built upon the feature importance derived from a classification model used in the
method. The proposed algorithm aims to improve the stability and interpretability of
feature selection by incorporating uncertainty (represented by the intervals using the
idea of interval-valued fuzzy sets) and aggregating information across multiple data
folds. In [13], only preliminary results on the new method were provided. Moreover,
the synthetic datasets were the only ones applied in the performed experiments. In this
contribution, thorough analysis of the IVWFR method and its performance on different
datasets is presented. Both synthetic and real datasets are applied in the experiments.
Statistical tests are performed to show the significant differences in the classification metric,
balanced accuracy, in favor of the new IVWFR method. The results of the IVWFR method
are compared with known feature selection methods: RFECV, RFE, ANOVA, Pearson
correlation, Spearman correlation, Mutual Information, Random Forest, and XGBoost. In
the experiments, RF denotes Random Forest trained on all features, while RF_Importance
refers to a two-stage approach: first computing feature importance, then training a new
Random Forest on selected features only. Furthermore, the number of features selected by
each method is compared on each dataset and the Jaccard similarity index is computed. The
results show that the IVWFR method outperforms many of the existing methods. IVWFR
may have comparable results with respect to well-established methods like RFECV or
RFE; however, its computational complexity is very competitive against time-consuming
methods such as RFE or RFECV.

The structure of this paper is as follows: In Section 2, the basic notions connected
with interval-valued calculus are recalled. In Section 3, details of the considered method
are provided. Section 4 describes the datasets applied in the experiments. Finally, in
Sections 5 and 6, the results of the experiments and the discussion are presented.

2. Interval Methods and Aggregation Functions

In the 1970s, Zadeh introduced interval-valued fuzzy sets (IVFSs) to represent ambi-
guity and uncertainty in practical applications [14]. Since then, IVFSs have been applied
in various domains, including decision-making, pattern recognition, and control systems.
Compared to conventional fuzzy sets, the use of interval-valued membership degrees
allows for a more flexible and comprehensive representation of uncertainty and vagueness.
For instance, due to an element’s inherent ambiguity or variability, assigning a single mem-
bership degree may not be appropriate in certain applications. In such cases, an IVFS can
be employed to capture the range of possible values or the degree of uncertainty associated
with an element’s membership.

One of the key advantages of IVFSs is their ability to handle imprecise and uncertain
information more robustly than standard fuzzy sets. In real-world applications, IVFSs
provide a more realistic representation of ambiguous and vague information, which can
lead to more accurate and reliable decision-making. Furthermore, IVFSs can be effectively
used to model complex and multidimensional uncertainty in situations where conventional
fuzzy sets may be insufficient [15].

Interval Calculus is a mathematical framework designed for studying and analyzing
real number intervals. The set LI is the set of all subintervals of the unit interval I = [0, 1],
i.e., LI = {[x, x], x � x, x, x ∈ [0, 1]}, where each interval can be represented by a pair of
numbers [x, x], such that x ≤ x.

An interval-valued fuzzy set F in X is defined as a function F : X → LI ,
F(x) = [F(x), F(x)] ∈ LI for x ∈ X, where F(x), F(x) denote fuzzy sets.
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In our experiments, we represent the data with the use of intervals and we need to
aggregate intervals. As a result, we use interval-valued aggregations.

Let x = [x, x], x = [y, y] ∈ LI . A : (LI)n → LI is called an interval-valued aggregation
function (cf. [16]) in LI if it is increasing, i.e.,

∀
xi ,yi∈LI

xi � yi ⇒ A(x1, . . . , xn) � A(y1, . . . , yn)

and A(0, ..., 0︸ ︷︷ ︸
n×

) = 0, A(1, ..., 1︸ ︷︷ ︸
n×

) = 1, where 0 = [0, 0], 1 = [1, 1]. The classical partial order

for intervals is in the form [x, x] � [y, y]⇔ x � y, x � y; however, other orders (cf. [17]) or
comparability relations for intervals may be used in the above monotonicity condition.

In our experiments, the interval-valued aggregation function based on the weighted
arithmetic mean was used

A(x1, x2, ..., xn) =

[
n

∑
i=1

ŵi · xi,
n

∑
i=1

ŵi · xi

]
(1)

where ŵi denotes weights and ∑n
i=1 ŵi = 1; however, other weighted interval-valued

aggregation functions may also be applied.
Below we present the methods of creating weights for aggregating n intervals, repre-

senting the importance of a feature F (obtained across n folds) denoted as

xi = [xi, xi] for i = 1, 2, . . . , n (2)

where xi and xi represent the lower and upper bounds of the i-th interval, respectively. The
goal is to combine these intervals into a single interval, where narrower intervals carry
greater weight, reflecting their higher certainty. The strategy detailed below was adapted.

3. Algorithm and Experimental Details

3.1. Interval-Valued Weighted Feature Ranking

The Interval-Valued Weighted Feature Ranking (IVWFR) algorithm, proposed in [13],
is a feature selection approach based on feature importance measures obtained from a
classification model. In this study, the Random Forest classifier was employed for this
purpose. The proposed algorithm aims to enhance the stability and interpretability of
feature selection by incorporating uncertainty and aggregating importance information
across multiple data folds. The IVWFR procedure is summarized in Algorithm 1.

This approach prioritizes robust feature selection and emphasizes the stability of
feature importance while mitigating noise across data folds.

IVWFR is especially suitable for high-dimensional datasets. Comparing the compu-
tational efficiency of IVWFR to wrapper-based methods, we see that for a dataset with
f features, n samples, and k cross-validation folds, the complexity of IVWFR is approxi-
mately O(k · TRF(n, f )), where TRF(n, f ) is the training time of a Random Forest classifier.
In contrast, methods like RFE and RFECV perform repeated training on multiple feature
subsets, resulting in a typical complexity of O( f · TRF(n, f )) or higher.
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Algorithm 1: IVWFR: Interval-based Weighted Feature Ranking and Selection

Input:

X Feature matrix (n samples, m features)
y Target vector
k Number of cross-validation splits
Classi f ier Base model for importance estimation (e.g., RF)
aggregation_method Strategy to combine importance intervals
selection_method Strategy to select features
α, β Weights for importance and uncertainty

Output:
Selected feature subset
Trained classifier model on selected features

1 if selection_method is ’contrast’ then

2 Add a random ’contrast’ feature to X;
3 end

4 Create k stratified folds from (X, y);
5 foreach fold f ∈ {1, . . . , k} do

6 Train Classi f ier f on the training data of fold f ;
7 foreach feature j ∈ {1, . . . , m} do

8 Compute importance mean μj, f and std σj, f from Classi f ier f ;
9 Ij, f ← [max(0, μj, f − 1.96σj, f ), μj, f + 1.96σj, f ];

10 end

11 end

12 foreach feature j ∈ {1, . . . , m} do

13 Aggregate intervals {Ij,1, . . . , Ij,k} into a single interval Īj;
14 end

15 Normalize all aggregated intervals Īj;
16 foreach normalized interval Īj do

17 Calculate its center cj and width wj;
18 Compute score Sj ← α · cj + β · (1− wj);
19 end

20 Sort features by scores S in descending order;
21 Select final features Xselected based on the selection_method;
22 if selection_method is ’contrast’ then

23 Remove ’contrast’ feature from Xselected if present;
24 end

25 Train final Classi f ier on (Xselected, y);
26 return Features in Xselected and the final Classi f ier;

3.2. Cross-Validation and Importance Interval Estimation

The input dataset is divided into several folds using stratified k-fold cross-validation,
ensuring that each fold reflects the overall data distribution. The size of each training
fold can be adjusted to a desired proportion of the total dataset. For each training fold, a
Random Forest classifier is trained. Rather than relying on single-point estimates of feature
importance, the algorithm computes confidence intervals for the importance of each feature.
These intervals are derived from the distribution of importance values across individual
trees within the Random Forest, providing a quantitative measure of the uncertainty
associated with each feature’s importance.
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3.3. Interval-Valued Aggregation, Normalization, and Feature Scoring

The importance intervals for each feature obtained from different cross-validation
folds are combined into a single representative interval using interval-valued aggregation
functions. This aggregation process employs an interval version of the weighted arithmetic
mean, where the weights are determined by the width of each interval and a selected
representative point within it (such as the lower bound, upper bound, or midpoint). A
small smoothing factor, denoted as ε, is incorporated to handle intervals with very small or
zero widths. The aggregated intervals are then normalized to a common scale, ensuring
comparability across features.

Based on the normalized intervals, a composite score is calculated for each feature.
This score reflects a combination of the interval’s central tendency (representing the average
importance) and its width (representing the uncertainty). The relative contribution of the
center and the width in the score calculation can be adjusted, and various types of averaging
methods may be employed, such as arithmetic, geometric, or harmonic means. The details
of the proposed procedure are summarized below.

Step 1: Calculate the width of each interval

For each interval xi, the width is calculated as:

widthi = xi − xi (3)

Step 2: Determine the representative value for each interval

A representative value ri is chosen for each interval, which can be one of the following:

• Lower bound: ri = xi;
• Upper bound: ri = xi;

• Midpoint: ri =
xi+xi

2 .

The midpoint is used as the default representative value in the presented method.

Step 3: Calculate the weight for each interval

The weight wi for each interval is defined as the product of the inverse of the interval
width and the representative value. This approach considers both the interval’s precision
and its magnitude:

wi =
ri

widthi + ε
=

ri
xi − xi + ε

(4)

where ε is a small positive constant (e.g., 10−5) added to prevent division by zero when
dealing with zero-width intervals.

Step 4: Normalize the weights

To ensure that the weights sum to 1, they are normalized as follows:

ŵi =
wi

∑n
j=1 wj

(5)

Step 5: Calculate the resulting interval

The final aggregated interval is computed according to Equation (1) as the weighted
arithmetic mean of the xi = [xi, xi] using the normalized weights determined as ex-
plained above.
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3.4. Feature Selection and Final Model Training

Features are ranked in descending order based on their calculated scores. Given a fea-
ture Fk, we assume m intervals of importance yk = [y

k
, yk] for k = 1, 2, . . . , m are available.

The objective is to derive a score that links both the feature’s importance (represented by
the interval’s center) and its stability (represented by the interval’s width). This score will
then be used to rank the features in terms of their overall significance.

Step 1: Interval Center and Width Calculation

For each interval yk,
calculate the centerk as the midpoint of the interval:

centerk =
y

k
+ yk

2
. (6)

Calculate the widthk of interval yk = [y
k
, yk] as the difference between the upper and

lower bounds (see Equation (3)), i.e., widthk = yk − y
k
.

Step 2: Normalization of Center and Width

To ensure comparability across features, we normalize the center and width values to
the range [0, 1]:

Normalize the center:

norm_centerk =
centerk −min(center)

max(center)−min(center)
(7)

where min(center) and max(center) are the minimum and maximum center values across
all intervals and all features, respectively.

Normalize the width:

norm_widthk = 1− widthk −min(width)
max(width)−min(width)

(8)

where min(width) and max(width) are the minimum and maximum width values across
all intervals and all features, respectively. Note that we use 1− normalized width so that
smaller widths result in larger values, reflecting higher stability.

Step 3: Score Calculation

The scorek for each interval is computed as a weighted combination of the normalized
center and the normalized width. The weights α and β dictate the relative influence of these
two components. We investigate several averaging methods to combine these components:

Weighted arithmetic mean

score(A)
k = α · norm_centerk + β · norm_widthk (9)

Weighted geometric mean

score(G)
k = (norm_centerk)

α · (norm_widthk)
β (10)

Weighted harmonic mean

score(H)
k =

α + β
α

norm_centerk+ε +
β

norm_widthk+ε

(11)

where ε is a small positive constant (e.g., 10−5) to prevent division by zero.
These averaging methods offer different sensitivities to the magnitude of the normal-

ized center and width:
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• Arithmetic mean—provides a linear balance between importance and stability.
• Geometric mean—exhibits higher sensitivity to smaller values (a near-zero value in

either component will significantly lower the score).
• Harmonic mean—amplifies the impact of small values even further than the geometric

mean, making it suitable when low stability or importance will drastically reduce
the score.

Step 4: Feature Ranking

Finally, the features are ranked in descending order according to their scorek values.
Features with higher scores are considered more important, as they exhibit both high
relevance (a large central value) and high stability (a small width, resulting in a large
normalized width). A detailed numerical example illustrating the proposed algorithm can
be found in [13].

Subsequently, a subset of features is selected according to a chosen selection strategy.
This strategy may involve choosing features whose scores exceed the average or median
score. The algorithm also ensures that a minimum number of features are retained. Finally, a
new IVWFR model is trained on the entire dataset using only the selected subset of features.
This final model can then be used to perform predictions on previously unseen data.

3.5. Hyperparameters and Their Optimization Using Optuna

The IVWFR algorithm uses the following hyperparameters:
• n_splits—number of folds for stratified k-fold cross-validation.
• fold_size—desired proportion of the dataset used for each training fold.
• random_state—seed for the random number generator, ensuring reproducibility.
• selection_method—method for selecting the features mean and median.
• alpha—weight given to interval’s center in feature score (average importance).
• representative—representative point in interval: left, right or center.
• mean_type—type of mean to combine center and width: arithmetic, geometric or har-

monic.
The performance of the IVWFR algorithm depends on its hyperparameter configura-

tion. To automate the search for optimal settings, the Optuna framework [18] is employed.
At the core of the optimization process lies the objective function, which receives a set of
hyperparameters as input and returns a performance score that Optuna seeks to maximize.

For each set of hyperparameters (a trial), Optuna uses its suggest methods to sample
values for each parameter within predefined ranges. It then performs 3-fold stratified cross-
validation on the input dataset. In each fold, the IVWFR model is trained on the training
portion using the current hyperparameter values, and its feature ranking performance is
evaluated on the test portion using a custom metric.

The custom metric is designed to assess how well the model ranks features according
to their known types. It assigns a higher score when truly relevant features are ranked at
the top, redundant features appear near the top, and irrelevant features are placed lower
in the ranking. Specifically, the metric awards 1 point if a relevant feature appears among
the top-ranked ones, 0.5 points if it is ranked slightly lower but still within the top set of
relevant and redundant features, and 0.5 points if a redundant feature is included among
the top-ranked relevant and redundant features (cf. [13]). The final score is normalized to
the range [0, 1], and the objective function computes the mean score across all three folds.
Optuna then maximizes this average score during the optimization process.

After the optimization is complete, Optuna returns the hyperparameter combina-
tion that achieves the highest average metric value. These optimal hyperparameters are
subsequently used to train the final IVWFR model for feature selection on the entire dataset.
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3.6. Performance Metrics

To evaluate experiments, the following classification metrics are used: accuracy, bal-
anced accuracy, recall, precision, and F1 score.

Accuracy [19] is calculated as the number of accurate predictions divided by the total
amount of predictions and represents the overall accuracy of the model.

Accuracy =
Number of correct predictions

Total number of predictions

Balanced accuracy provides a more informative evaluation of model performance than
conventional accuracy, particularly when dealing with imbalanced class distributions. It is
defined as the arithmetic mean of the recall scores for each class [20]. This metric allows
the performance on each class to be assessed independently while accounting for class
imbalance, making it especially suitable for datasets with unequal class representation.

Let

C—total number of classes,

i—each class’s index,

TPi—true positives for class i,

FNi—false negatives for class i,

FPi—false positives for class i.

The following formula is used for calculating multiclass balanced accuracy:

Balanced Accuracy =
1
C

C

∑
i=1

TPi
TPi + FNi

.

Recall [20] is defined as the ratio of true positive predictions to the total number of
actual positive instances. It represents the proportion of positive cases that the model
correctly identifies. Several variants of this metric exist for multiclass classification, includ-
ing micro, macro, and weighted versions. In this study, we employ the weighted recall,
which calculates the average recall across all classes by weighting each class according to
its relative frequency in the dataset:

Weighted Recall =
C

∑
i=1

(
TPi

TPi + FNi
· Instances of class i

Total instances

)
.

Another metric used in the experiments is weighted precision. It is defined as the
ratio of true positive predictions to the total number of true positive and false positive
predictions. Precision [21] represents the proportion of positive predictions that are truly
correct. The average precision across all classes is computed using weighted averaging,
where the contribution of each class is weighted according to its relative frequency in
the dataset:

Weighted Precision =
C

∑
i=1

(
TPi

TPi + FPi
· Instances of class i

Total instances

)
.

Finally, the F1 score [22] is defined as the harmonic mean of the model’s precision
and recall. Both precision and recall contribute equally to this metric. A model achieving
a perfect F1 score demonstrates both perfect precision and perfect recall, meaning that it
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makes no false positive or false negative predictions. In this study, we use the weighted
F1 score, which accounts for class imbalance by computing the class-wise F1 scores and
averaging them according to the number of samples in each class. The formula for the
weighted F1 score is given below:

Weighted F1 score =
2 ·Weighted Precision ·Weighted Recall
Weighted Precision + Weighted Recall

.

4. Datasets

In the experiments, two types of datasets are used: real datasets and synthetic datasets.
Characteristics of these datasets are presented in Table 1 and Table 2, respectively.

The synthetic datasets used in this study were obtained from the SynthSelect

toolkit [23]. This toolkit provides a collection of ten benchmark datasets, each containing
predefined relevant, redundant, and irrelevant features. These datasets exhibit varying
levels of complexity, making them particularly suitable for evaluating feature selection
algorithms. Among them, the Double Spiral and 5D XOR datasets are considered the most
challenging in terms of correctly identifying feature types (see Table 3 and Figures 11 and 12
in [23]). All datasets provided by the SynthSelect toolkit were used in our experiments,
and to avoid potential overfitting, cross-validation was applied during both feature selec-
tion and performance evaluation phases.

In addition, five real-world datasets were employed: Climate, Estimation of Obesity
Levels, Iranian Churn, and Sonar from the UCI Machine Learning Repository, as well as
the Water Potability dataset from Kaggle. Using both synthetic and real datasets enables a
comprehensive assessment of the proposed method’s effectiveness.

All experiments were conducted in Python 3.13 using open-source libraries, including
NumPy 2.3.3, pandas 2.3.2, SciPy 1.16.2, scikit-learn 1.7.2, XGBoost 3.0.5, Optuna 4.5.0, and
matplotlib 3.10.6.

Table 1. Summary of real datasets.

Dataset Rows Features Classes (Ratios)

Climate 540 18 2 (0.09, 0.91)
Estimation of Obesity 2111 16 7 (0.13, 0.14, 0.17, 0.14, 0.15, 0.14, 0.14)
Iranian Churn 3150 13 2 (0.84, 0.16)
Sonar 208 60 2 (0.53, 0.47)
Water Potability 3276 9 2 (0.61, 0.39)

Table 2. Summary of synthetic datasets. In this case, Rel, Red, and Irr denote the ground truth
number of relevant, redundant, and irrelevant features in the dataset, respectively.

Dataset Rows Features Classes (Ratios) Rel Red Irr

10Class Multicut 500 126 10 (0.09, 0.06, 0.04, 0.04, 0.14, 0.18, 0.14, 0.14, 0.09, 0.09) 6 20 100
4D AND 100 113 2 (0.56, 0.44) 4 9 100
5Class Multicut 500 126 5 (0.03, 0.05, 0.05, 0.17, 0.70) 6 20 100
5D XOR 100 115 2 (0.49, 0.51) 5 10 100
Cone 400 123 2 (0.54, 0.46) 3 20 100
Double Spiral 200 303 2 (0.50, 0.50) 3 37 263
Hypersphere 3D 400 123 2 (0.52, 0.48) 3 20 100
Trig 200 57 2 (0.56, 0.43) 2 5 50
Yinyang 601 62 2 (0.51, 0.49) 2 10 50
y = x 200 122 2 (0.49, 0.51) 2 20 100
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5. Results

This section presents a comparative analysis of the performance of various feature
selection models on both real-world and synthetic datasets. We begin with a visual ex-
amination of the models’ performance, followed by a statistical evaluation assessing the
significance of the obtained results.

5.1. Performance Analysis

Figures A1–A10 present the results for the ten synthetic datasets, which were designed
to evaluate model behavior under controlled conditions. Figure 1 consolidates these results
to illustrate overall performance trends.

Similarly, Figures A11–A15 show the performance of each model on the five real-world
datasets, while Figure 2 summarizes the results obtained on this practical, non-ideal data.

The models are ranked in descending order according to their balanced accuracy. For most
of the real-world datasets, the proposed IVWFR method achieved the best performance. This
observation is further confirmed in Figure 2, which aggregates the results from all real datasets.

Figure 1. Summary of performance on synthetic datasets. This figure provides a consolidated view
of the results across all synthetic datasets.

Figure 2. Summary of performance on real datasets. This figure provides a consolidated view of the
results across all real datasets.

A similar trend is observed in the case of synthetic datasets. The proposed IVWFR
method appears particularly effective for the Double Spiral and 5D XOR datasets, which-as
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previously mentioned-are among the most challenging due to the difficulty of correctly
identifying feature types. For these datasets, the performance differences in favor of IVWFR
are the most pronounced. As shown in Figure 1, which consolidates all synthetic results,
IVWFR consistently outperforms the competing methods.

5.2. Statistical Significance and Discussion

To assess the statistical significance of the performance differences, the Wilcoxon signed-
rank test was conducted separately for the real and synthetic datasets. This non-parametric
test compares pairs of models based on their balanced accuracy scores. The resulting p-values,
corrected for multiple comparisons using the Bonferroni method, are reported in Tables 3 and 4.

For the real-world datasets (Table 4), performance varied across models; however,
IVWFR demonstrated a statistically significant advantage over traditional methods such
as ANOVA, Pearson, and Spearman correlation. Nonetheless, many models—including
RFECV, RFE, and the baseline classifiers—did not differ significantly from one another,
suggesting that for these datasets, the use of more sophisticated feature selection methods
may not be crucial. The lack of significant differences between some methods on real data
may result from reaching a “ceiling” in model quality, while IVWFR stands out with fewer
selected features while maintaining the same effectiveness.

In contrast, the analysis of the synthetic datasets (Table 3) revealed more pronounced
distinctions among the evaluated methods. In this case, the IVWFR model significantly outper-
formed nearly all competing approaches, indicating that the algorithm is particularly effective
at identifying relevant features in datasets with complex and well-defined structures. As ex-
pected, the performance of RFE and RFECV was statistically indistinguishable, since RFE was
configured to select the same number of features that RFECV determined as optimal.

Table 3. p-values for synthetic datasets from the Wilcoxon signed-rank test *.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp.
Mutual

Inf.
RFE RF XGBoost

IVWFR - 0.041 2.2 × 10−7 1.4 × 10−7 1.3 × 10−6 2.3 × 10−4 2.1 × 10−6 0.041 5.9 × 10−8 2.1 × 10−6

RFECV 0.041 - 5.3 × 10−5 1.4 × 10−5 0.008 0.038 6.1 × 10−4 1 2.0 × 10−6 1.6 × 10−4

ANOVA 2.2 × 10−7 5.3 × 10−5 - 0.217 1 0.423 1 5.3 × 10−5 1 1
Pearson 1.4 × 10−7 1.4 × 10−5 0.217 - 0.022 8.3 × 10−5 1 1.4 × 10−5 1 0.259
Spearman 1.3 × 10−6 0.008 1 0.022 - 1 1 0.008 1 1
RF-Imp. 2.3 × 10−4 0.038 0.423 8.3 × 10−5 1 - 0.024 0.038 0.005 0.198
Mutual Inf. 2.1 × 10−6 6.1 × 10−4 1 1 1 0.024 - 6.1 × 10−4 1 1
RFE 0.041 1 5.3 × 10−5 1.4 × 10−5 0.008 0.038 6.1 × 10−4 - 2.0 × 10−6 1.6 × 10−4

RF 5.9 × 10−8 2.0 × 10−6 1 1 1 0.005 1 2.0 × 10−6 - 0.331
XGBoost 2.1 × 10−6 1.6 × 10−4 1 0.259 1 0.198 1 1.6 × 10−4 0.331 -

* RF-Imp.: RF Importance; Mutual Inf.: Mutual Information. The table shows Bonferroni-corrected p-values.
Values in bold indicate statistical significance (p < 0.05).

Table 4. p-values for real datasets from the Wilcoxon signed-rank test *.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp.
Mutual

Inf.
RFE RF XGBoost

IVWFR - 1 0.010 0.010 0.005 1 0.021 1 0.552 1
RFECV 1 - 0.114 0.114 0.292 1 0.321 1 1 1
ANOVA 0.010 0.114 - 1 1 0.008 1 0.114 1 0.064
Pearson 0.010 0.114 1 - 1 0.008 0.834 0.114 1 0.064
Spearman 0.005 0.292 1 1 - 0.029 0.999 0.292 1 0.040
RF-Imp. 1 1 0.008 0.008 0.029 - 0.052 1 1 1
Mutual Inf. 0.021 0.321 1 0.834 0.999 0.052 - 0.321 1 0.097
RFE 1 1 0.114 0.114 0.292 1 0.321 - 1 1
RF 0.552 1 1 1 1 1 1 1 - 1
XGBoost 1 1 0.064 0.064 0.040 1 0.097 1 1 -

* RF-Imp.: RF Importance; Mutual Inf.: Mutual Information. The table shows Bonferroni-corrected p-values.
Values in bold indicate statistical significance (p < 0.05).
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5.3. Number of Features Selected

Before analyzing feature overlap, we first examine the number of features selected
by each method, as this provides essential context for interpreting the Jaccard similarity
scores. Tables 5 and 6 summarize the feature counts for the real-world and synthetic
datasets, respectively.

Several key patterns emerge from these results. By experimental design, most conven-
tional methods (from RFECV to RFE) select the same number of features, as this count is
fixed to the optimum determined by RFECV. In contrast, the IVWFR method frequently
selects a different number of features, reflecting its distinct selection strategy. Finally, the
RF and XGBoost models show the highest feature counts because they serve as baseline
classifiers that utilize all available features. This variation in the number of selected features
is an important factor influencing the subsequent overlap analysis. The number of features
for comparative methods is set at the optimal level determined by RFECV to enable a
reliable comparison with an identical feature space size. In order to assess sensitivity, we
conduct an additional analysis in which the number of selected features is changed and the
quality of the models is measured. The results of this analysis for individual datasets are
presented in the graphs in Figures A16–A30 in Appendix A.

Table 5. Number of features selected for each synthetic dataset and each method. RF-Imp. is an
abbreviation for RF Importance and Mutual Inf. for Mutual Information.

Dataset IVWFR RFECV ANOVA Pearson Spearman RF Imp. Mutual Inf. RFE RF XGBoost

5Class Multicut 8 7 7 7 7 7 7 7 126 126
10Class Multicut 39 11 11 11 11 11 11 11 126 126
Trig 5 5 5 5 5 5 5 5 57 57
Hypersphere 3D 19 95 95 95 95 95 95 95 123 123
4D AND 25 4 4 4 4 4 4 4 113 113
Double Spiral 152 227 227 227 227 227 227 227 303 303
Cone 26 25 25 25 25 25 25 25 123 123
5D XOR 40 35 35 35 35 35 35 35 115 115
y = x 23 14 14 14 14 14 14 14 122 122
Yinyang 11 7 7 7 7 7 7 7 62 62

Table 6. Number of features selected for each real dataset and each method. RF-Imp. is an abbrevia-
tion for RF Importance and Mutual Inf. for Mutual Information.

Dataset IVWFR RFECV ANOVA Pearson Spearman RF Imp. Mutual Inf. RFE RF XGBoost

estimation_of_obesity 5 2 2 2 2 2 2 2 16 16
water_potability 5 4 4 4 4 4 4 4 9 9
iranian_churn 13 11 11 11 11 11 11 11 13 13
sonar 30 47 47 47 47 47 47 47 60 60
climate 5 4 4 4 4 4 4 4 18 18

Simultaneously with the analysis of classification quality, in the case of synthetic
data, an analysis of ground truth feature identification was performed. The TPRel, TPRed
and TPIrr evaluation measures were used for this purpose, which stand for true positive
relevant, true positive redundant, and true positive irrelevant [13]. In addition, the TCC
measure, or total correct classification, also defined in [13], was used, combining TPRel
and TPRed as the quality of identification of all relevant features in the set. The results of
individual measures are presented in Figure 3, and a summary of these results for the six
best feature selection methods is presented in Figure 4.
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Figure 3. Results of ground truth feature identification for synthetic datasets in the context of
the feature selection method used. Individual graphs show the identification of relevant (TPRel),
redundant (TPRed), and irrelevant (TPIrr) features, and total correct classification (TCC), i.e., the
correct identification of relevant and redundant features [13].

5.4. Feature Selection Overlap Analysis

Beyond performance metrics, we also examined the degree of agreement among
feature selection models regarding which features they identified as important. The Jaccard
similarity index was used to quantify the overlap between the feature subsets selected by
each pair of models, where a value of 1.0 indicates identical sets and a value of 0.0 indicates
no shared features.

5.4.1. Overlap on Synthetic Datasets

The analysis of the synthetic datasets (Tables 7–16) makes the algorithmic differences
between the models more apparent. Notably, IVWFR often selects a different number of
features compared to the other methods, which are constrained by the RFECV output.
This confirms that IVWFR relies on a fundamentally different principle for identifying the
optimal feature set. While certain groups of methods (e.g., statistical filters) still show some
degree of agreement, the overall similarity is lower than that observed for the real-world
datasets. Consequently, the complex structures of the synthetic data are more effective in
revealing the distinctive behavior of each feature selection strategy.
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Figure 4. Summary results of ground truth feature identification for synthetic databases in the context
of the six best feature selection methods used. The results for the RFE and RFECV methods are
identical and overlap.

Table 7. Jaccard similarity on the 5Class Multicut dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.667 0.667 0.154 0.667 0.667 0.667 0.667 0.063 0.063
RFECV 0.667 1.000 0.750 0.167 0.750 0.750 0.750 1.000 0.056 0.056
ANOVA 0.667 0.750 1.000 0.167 0.750 0.750 0.750 0.750 0.056 0.056
Pearson 0.154 0.167 0.167 1.000 0.273 0.167 0.167 0.167 0.056 0.056
Spearman 0.667 0.750 0.750 0.273 1.000 0.750 0.750 0.750 0.056 0.056
RF-Imp. 0.667 0.750 0.750 0.167 0.750 1.000 0.750 0.750 0.056 0.056
Mutual Inf. 0.667 0.750 0.750 0.167 0.750 0.750 1.000 0.750 0.056 0.056
RFE 0.667 1.000 0.750 0.167 0.750 0.750 0.750 1.000 0.056 0.056
RF 0.063 0.056 0.056 0.056 0.056 0.056 0.056 0.056 1.000 1.000
XGBoost 0.063 0.056 0.056 0.056 0.056 0.056 0.056 0.056 1.000 1.000
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Table 8. Jaccard similarity on the 10Class Multicut dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.282 0.250 0.250 0.250 0.250 0.220 0.282 0.310 0.310
RFECV 0.282 1.000 0.571 0.294 0.467 0.571 0.467 1.000 0.087 0.087
ANOVA 0.250 0.571 1.000 0.467 0.692 1.000 0.692 0.571 0.087 0.087
Pearson 0.250 0.294 0.467 1.000 0.692 0.467 0.467 0.294 0.087 0.087
Spearman 0.250 0.467 0.692 0.692 1.000 0.692 0.467 0.467 0.087 0.087
RF-Imp. 0.250 0.571 1.000 0.467 0.692 1.000 0.692 0.571 0.087 0.087
Mutual Inf. 0.220 0.467 0.692 0.467 0.467 0.692 1.000 0.467 0.087 0.087
RFE 0.282 1.000 0.571 0.294 0.467 0.571 0.467 1.000 0.087 0.087
RF 0.310 0.087 0.087 0.087 0.087 0.087 0.087 0.087 1.000 1.000
XGBoost 0.310 0.087 0.087 0.087 0.087 0.087 0.087 0.087 1.000 1.000

Table 9. Jaccard similarity on the Trig dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.429 0.250 0.250 0.250 0.429 0.429 0.429 0.088 0.088
RFECV 0.429 1.000 0.429 0.429 0.429 0.667 0.667 1.000 0.088 0.088
ANOVA 0.250 0.429 1.000 1.000 1.000 0.429 0.429 0.429 0.088 0.088
Pearson 0.250 0.429 1.000 1.000 1.000 0.429 0.429 0.429 0.088 0.088
Spearman 0.250 0.429 1.000 1.000 1.000 0.429 0.429 0.429 0.088 0.088
RF-Imp. 0.429 0.667 0.429 0.429 0.429 1.000 0.429 0.667 0.088 0.088
Mutual Inf. 0.429 0.667 0.429 0.429 0.429 0.429 1.000 0.667 0.088 0.088
RFE 0.429 1.000 0.429 0.429 0.429 0.667 0.667 1.000 0.088 0.088
RF 0.088 0.088 0.088 0.088 0.088 0.088 0.088 0.088 1.000 1.000
XGBoost 0.088 0.088 0.088 0.088 0.088 0.088 0.088 0.088 1.000 1.000

Table 10. Jaccard similarity on the Hypersphere 3D dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.188 0.118 0.118 0.200 0.200 0.188 0.188 0.154 0.154
RFECV 0.188 1.000 0.727 0.727 0.727 0.712 0.624 1.000 0.772 0.772
ANOVA 0.118 0.727 1.000 1.000 0.727 0.667 0.652 0.727 0.772 0.772
Pearson 0.118 0.727 1.000 1.000 0.727 0.667 0.652 0.727 0.772 0.772
Spearman 0.200 0.727 0.727 0.727 1.000 0.681 0.638 0.727 0.772 0.772
RF-Imp. 0.200 0.712 0.667 0.667 0.681 1.000 0.681 0.712 0.772 0.772
Mutual Inf. 0.188 0.624 0.652 0.652 0.638 0.681 1.000 0.624 0.772 0.772
RFE 0.188 1.000 0.727 0.727 0.727 0.712 0.624 1.000 0.772 0.772
RF 0.154 0.772 0.772 0.772 0.772 0.772 0.772 0.772 1.000 1.000
XGBoost 0.154 0.772 0.772 0.772 0.772 0.772 0.772 0.772 1.000 1.000

Table 11. Jaccard similarity on the 4D AND dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.160 0.160 0.160 0.160 0.160 0.115 0.160 0.221 0.221
RFECV 0.160 1.000 0.333 0.143 0.333 0.143 0.143 1.000 0.035 0.035
ANOVA 0.160 0.333 1.000 0.143 0.333 0.333 0.143 0.333 0.035 0.035
Pearson 0.160 0.143 0.143 1.000 0.600 0.000 0.143 0.143 0.035 0.035
Spearman 0.160 0.333 0.333 0.600 1.000 0.000 0.143 0.333 0.035 0.035
RF-Imp. 0.160 0.143 0.333 0.000 0.000 1.000 0.000 0.143 0.035 0.035
Mutual Inf. 0.115 0.143 0.143 0.143 0.143 0.000 1.000 0.143 0.035 0.035
RFE 0.160 1.000 0.333 0.143 0.333 0.143 0.143 1.000 0.035 0.035
RF 0.221 0.035 0.035 0.035 0.035 0.035 0.035 0.035 1.000 1.000
XGBoost 0.221 0.035 0.035 0.035 0.035 0.035 0.035 0.035 1.000 1.000
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Table 12. Jaccard similarity on the Double Spiral dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.592 0.522 0.522 0.566 0.560 0.486 0.592 0.502 0.502
RFECV 0.592 1.000 0.739 0.739 0.733 0.733 0.645 1.000 0.749 0.749
ANOVA 0.522 0.739 1.000 1.000 0.823 0.694 0.621 0.739 0.749 0.749
Pearson 0.522 0.739 1.000 1.000 0.823 0.694 0.621 0.739 0.749 0.749
Spearman 0.566 0.733 0.823 0.823 1.000 0.700 0.610 0.733 0.749 0.749
RF-Imp. 0.560 0.733 0.694 0.694 0.700 1.000 0.633 0.733 0.749 0.749
Mutual Inf. 0.486 0.645 0.621 0.621 0.610 0.633 1.000 0.645 0.749 0.749
RFE 0.592 1.000 0.739 0.739 0.733 0.733 0.645 1.000 0.749 0.749
RF 0.502 0.749 0.749 0.749 0.749 0.749 0.749 0.749 1.000 1.000
XGBoost 0.502 0.749 0.749 0.749 0.749 0.749 0.749 0.749 1.000 1.000

Table 13. Jaccard similarity on the Cone dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.821 0.342 0.342 0.378 0.821 0.545 0.821 0.211 0.211
RFECV 0.821 1.000 0.389 0.389 0.389 0.923 0.613 1.000 0.203 0.203
ANOVA 0.342 0.389 1.000 1.000 0.613 0.351 0.351 0.389 0.203 0.203
Pearson 0.342 0.389 1.000 1.000 0.613 0.351 0.351 0.389 0.203 0.203
Spearman 0.378 0.389 0.613 0.613 1.000 0.351 0.220 0.389 0.203 0.203
RF-Imp. 0.821 0.923 0.351 0.351 0.351 1.000 0.613 0.923 0.203 0.203
Mutual Inf. 0.545 0.613 0.351 0.351 0.220 0.613 1.000 0.613 0.203 0.203
RFE 0.821 1.000 0.389 0.389 0.389 0.923 0.613 1.000 0.203 0.203
RF 0.211 0.203 0.203 0.203 0.203 0.203 0.203 0.203 1.000 1.000
XGBoost 0.211 0.203 0.203 0.203 0.203 0.203 0.203 0.203 1.000 1.000

Table 14. Jaccard similarity on the 5D XOR dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.442 0.630 0.630 0.630 0.442 0.172 0.442 0.348 0.348
RFECV 0.442 1.000 0.556 0.556 0.556 0.321 0.167 1.000 0.304 0.304
ANOVA 0.630 0.556 1.000 1.000 1.000 0.429 0.186 0.556 0.304 0.304
Pearson 0.630 0.556 1.000 1.000 1.000 0.429 0.186 0.556 0.304 0.304
Spearman 0.630 0.556 1.000 1.000 1.000 0.429 0.186 0.556 0.304 0.304
RF-Imp. 0.442 0.321 0.429 0.429 0.429 1.000 0.167 0.321 0.304 0.304
Mutual Inf. 0.172 0.167 0.186 0.186 0.186 0.167 1.000 0.167 0.304 0.304
RFE 0.442 1.000 0.556 0.556 0.556 0.321 0.167 1.000 0.304 0.304
RF 0.348 0.304 0.304 0.304 0.304 0.304 0.304 0.304 1.000 1.000
XGBoost 0.348 0.304 0.304 0.304 0.304 0.304 0.304 0.304 1.000 1.000

Table 15. Jaccard similarity on the y = x dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.609 0.609 0.609 0.609 0.609 0.480 0.609 0.189 0.189
RFECV 0.609 1.000 0.647 0.750 0.647 0.647 0.647 1.000 0.115 0.115
ANOVA 0.609 0.647 1.000 0.750 0.867 0.750 0.750 0.647 0.115 0.115
Pearson 0.609 0.750 0.750 1.000 0.867 0.750 0.750 0.750 0.115 0.115
Spearman 0.609 0.647 0.867 0.867 1.000 0.750 0.750 0.647 0.115 0.115
RF-Imp. 0.609 0.647 0.750 0.750 0.750 1.000 0.750 0.647 0.115 0.115
Mutual Inf. 0.480 0.647 0.750 0.750 0.750 0.750 1.000 0.647 0.115 0.115
RFE 0.609 1.000 0.647 0.750 0.647 0.647 0.647 1.000 0.115 0.115
RF 0.189 0.115 0.115 0.115 0.115 0.115 0.115 0.115 1.000 1.000
XGBoost 0.189 0.115 0.115 0.115 0.115 0.115 0.115 0.115 1.000 1.000
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Table 16. Jaccard similarity on the Yinyang dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.500 0.500 0.500 0.500 0.500 0.500 0.500 0.177 0.177
RFECV 0.500 1.000 0.556 0.556 0.400 0.556 0.750 1.000 0.113 0.113
ANOVA 0.500 0.556 1.000 0.750 0.750 0.750 0.556 0.556 0.113 0.113
Pearson 0.500 0.556 0.750 1.000 0.750 1.000 0.750 0.556 0.113 0.113
Spearman 0.500 0.400 0.750 0.750 1.000 0.750 0.556 0.400 0.113 0.113
RF-Imp. 0.500 0.556 0.750 1.000 0.750 1.000 0.750 0.556 0.113 0.113
Mutual Inf. 0.500 0.750 0.556 0.750 0.556 0.750 1.000 0.750 0.113 0.113
RFE 0.500 1.000 0.556 0.556 0.400 0.556 0.750 1.000 0.113 0.113
RF 0.177 0.113 0.113 0.113 0.113 0.113 0.113 0.113 1.000 1.000
XGBoost 0.177 0.113 0.113 0.113 0.113 0.113 0.113 0.113 1.000 1.000

5.4.2. Overlap on Real Datasets

For the real-world datasets, the Jaccard similarity matrices (Tables 17–21) show that
methods based on Random Forest feature importance (RFECV, RF-Imp., and RFE) often
exhibit perfect or near-perfect similarity, as they rely on the same underlying feature
ranking. Similarly, filter-based approaches such as ANOVA and Pearson correlation fre-
quently produce comparable feature subsets. In contrast, the IVWFR model consistently
demonstrates a more distinct selection pattern, underscoring its unique selection strategy.
The lower agreement between the IVWFR and RFE/RFECV methods in feature selection
results from a different selection philosophy—IVWFR focuses on stability and interval
significance, thus selecting a smaller but more relevant set of features, which translates into
classification efficiency.

Table 17. Jaccard similarity on the Climate dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.800 0.800 0.800 0.800 0.800 0.800 0.800 0.278 0.278
RFECV 0.800 1.000 1.000 1.000 1.000 1.000 0.600 1.000 0.222 0.222
ANOVA 0.800 1.000 1.000 1.000 1.000 1.000 0.600 1.000 0.222 0.222
Pearson 0.800 1.000 1.000 1.000 1.000 1.000 0.600 1.000 0.222 0.222
Spearman 0.800 1.000 1.000 1.000 1.000 1.000 0.600 1.000 0.222 0.222
RF-Imp. 0.800 1.000 1.000 1.000 1.000 1.000 0.600 1.000 0.222 0.222
Mutual Inf. 0.800 0.600 0.600 0.600 0.600 0.600 1.000 0.600 0.222 0.222
RFE 0.800 1.000 1.000 1.000 1.000 1.000 0.600 1.000 0.222 0.222
RF 0.278 0.222 0.222 0.222 0.222 0.222 0.222 0.222 1.000 1.000
XGBoost 0.278 0.222 0.222 0.222 0.222 0.222 0.222 0.222 1.000 1.000

Table 18. Jaccard similarity on the Iranian Churn dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.846 0.846 0.846 0.846 0.846 0.846 0.846 1.000 1.000
RFECV 0.846 1.000 0.692 0.692 0.692 1.000 0.833 1.000 0.846 0.846
ANOVA 0.846 0.692 1.000 1.000 0.833 0.692 0.833 0.692 0.846 0.846
Pearson 0.846 0.692 1.000 1.000 0.833 0.692 0.833 0.692 0.846 0.846
Spearman 0.846 0.692 0.833 0.833 1.000 0.692 0.692 0.692 0.846 0.846
RF-Imp. 0.846 1.000 0.692 0.692 0.692 1.000 0.833 1.000 0.846 0.846
Mutual Inf. 0.846 0.833 0.833 0.833 0.692 0.833 1.000 0.833 0.846 0.846
RFE 0.846 1.000 0.692 0.692 0.692 1.000 0.833 1.000 0.846 0.846
RF 1.000 0.846 0.846 0.846 0.846 0.846 0.846 0.846 1.000 1.000
XGBoost 1.000 0.846 0.846 0.846 0.846 0.846 0.846 0.846 1.000 1.000
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Table 19. Jaccard similarity on the Sonar dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.638 0.510 0.510 0.540 0.638 0.426 0.638 0.500 0.500
RFECV 0.638 1.000 0.741 0.741 0.741 0.774 0.621 1.000 0.783 0.783
ANOVA 0.510 0.741 1.000 1.000 0.918 0.709 0.679 0.741 0.783 0.783
Pearson 0.510 0.741 1.000 1.000 0.918 0.709 0.679 0.741 0.783 0.783
Spearman 0.540 0.741 0.918 0.918 1.000 0.741 0.649 0.741 0.783 0.783
RF-Imp. 0.638 0.774 0.709 0.709 0.741 1.000 0.649 0.774 0.783 0.783
Mutual Inf. 0.426 0.621 0.679 0.679 0.649 0.649 1.000 0.621 0.783 0.783
RFE 0.638 1.000 0.741 0.741 0.741 0.774 0.621 1.000 0.783 0.783
RF 0.500 0.783 0.783 0.783 0.783 0.783 0.783 0.783 1.000 1.000
XGBoost 0.500 0.783 0.783 0.783 0.783 0.783 0.783 0.783 1.000 1.000

Table 20. Jaccard similarity on the Water Potability dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.800 0.500 0.500 0.500 0.800 0.500 0.800 0.556 0.556
RFECV 0.800 1.000 0.333 0.333 0.333 1.000 0.600 1.000 0.444 0.444
ANOVA 0.500 0.333 1.000 1.000 1.000 0.333 0.143 0.333 0.444 0.444
Pearson 0.500 0.333 1.000 1.000 1.000 0.333 0.143 0.333 0.444 0.444
Spearman 0.500 0.333 1.000 1.000 1.000 0.333 0.143 0.333 0.444 0.444
RF-Imp. 0.800 1.000 0.333 0.333 0.333 1.000 0.600 1.000 0.444 0.444
Mutual Inf. 0.500 0.600 0.143 0.143 0.143 0.600 1.000 0.600 0.444 0.444
RFE 0.800 1.000 0.333 0.333 0.333 1.000 0.600 1.000 0.444 0.444
RF 0.556 0.444 0.444 0.444 0.444 0.444 0.444 0.444 1.000 1.000
XGBoost 0.556 0.444 0.444 0.444 0.444 0.444 0.444 0.444 1.000 1.000

Table 21. Jaccard similarity on the Estimation of Obesity dataset.

IVWFR RFECV ANOVA Pearson Spearman RF-Imp. Mutual Inf. RFE RF XGBoost

IVWFR 1.000 0.400 0.167 0.167 0.167 0.400 0.400 0.400 0.312 0.312
RFECV 0.400 1.000 0.333 0.333 0.333 1.000 0.333 1.000 0.125 0.125
ANOVA 0.167 0.333 1.000 0.333 0.333 0.333 0.333 0.333 0.125 0.125
Pearson 0.167 0.333 0.333 1.000 1.000 0.333 0.333 0.333 0.125 0.125
Spearman 0.167 0.333 0.333 1.000 1.000 0.333 0.333 0.333 0.125 0.125
RF-Imp. 0.400 1.000 0.333 0.333 0.333 1.000 0.333 1.000 0.125 0.125
Mutual Inf. 0.400 0.333 0.333 0.333 0.333 0.333 1.000 0.333 0.125 0.125
RFE 0.400 1.000 0.333 0.333 0.333 1.000 0.333 1.000 0.125 0.125
RF 0.312 0.125 0.125 0.125 0.125 0.125 0.125 0.125 1.000 1.000
XGBoost 0.312 0.125 0.125 0.125 0.125 0.125 0.125 0.125 1.000 1.000

5.4.3. Feature Importance Stability Analysis

To evaluate the robustness and repeatability of the feature selection process, a stabil-
ity analysis was performed across multiple data splits during 5-fold cross-validation.
For each feature selection method, two complementary stability indices were com-
puted to quantify the consistency of the selected feature subsets across different folds
(see Figures A31 and A32 for synthetic datasets and Figures A33 and A34 for real-
world datasets).

1. Jaccard Similarity Index (J):

J(Ai, Aj) =
|Ai ∩ Aj|
|Ai ∪ Aj| (12)
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where Ai and Aj denote the sets of selected features obtained in two independent
folds. The Jaccard index measures the proportion of common features between
two selections and ranges from 0 (no overlap) to 1 (identical feature subsets).

2. Kuncheva Index (κ):

κ(Ai, Aj) =
|Ai ∩ Aj| · N − d2

d · (N − d)
(13)

where N is the total number of available features and d is the number of features
selected. The Kuncheva index corrects for random overlap between subsets, providing
a more conservative estimate of stability.

Both indices were calculated for all pairs of folds and then averaged to obtain the
overall stability of each feature selection method for synthetic (Figure 5) and real-world
(Figure 6) datasets. Higher values of J and κ indicate greater robustness of the feature
selection process to data perturbations and random partitioning.

Among the real-world datasets used, one set, Water Potability, contains approxi-
mately 4.86% missing data, which affects three of the nine features. Analysis of this issue
(Figure A37) indicates that a 5% missing value rate for this database leads to a loss in classi-
fication quality from approximately 61.9% to only 61.7%, which confirms its applicability.
We use the following strategy for imputing missing values: each missing feature value is
replaced with the mean value of that feature. This strategy is applied before feature scaling
and selection and is consistent across all feature selection methods. The summary results
of the simulation analysis of missing values in the range of 5–20% for all sets are presented
in Figure A37, while detailed values are presented in Tables A1–A5.

Figure 5. Average stability across synthetic datasets.

Figure 6. Average stability across real-world datasets.
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6. Discussion

The research conclusions drawn from the results obtained are very optimistic. Analysis
of synthetic data (Figures A1–A10) shows that the IVWFR algorithm achieves the best
classification results among the selected methods, or ranks among the top results (e.g., Cone
or Trig dataset). The summary classification chart (Figure 1) proves its effectiveness, where
the results obtained by the IVWFR algorithm are significantly better than those of the other
methods. Significant differences in the results achieved are noticeable, for example, for the
10Class Multicut dataset, for which the algorithm achieved the best classification results
and, at the same time, identified 39 significant features compared to 11 features identified
by the RFECV and RFE algorithms (see Table 5), which may indicate its sensitivity to less
significant but important features that improve classification. A similarly sensitive result
was obtained for the synthetic Double Spiral dataset, where the classification results were
much better than those obtained using other methods (Figure A6). At the same time, the
IVWFR algorithm identified only 152 significant features, while other methods identified
between 227 and 303 features (Table 5). This may indicate the sensitivity of the algorithm
in terms of removing irrelevant information noise from the dataset.

The results obtained for five real-world datasets are also very promising. The IVWFR
algorithm achieved the best results or was among the best methods (Figures A11–A15).
The summary results (Figure 2) also show that the IVWFR algorithm achieved the best
classification results. At the same time, for example, for the Sonar dataset, it identified
30 significant features, while the other methods identified between 47 and 60 (Table 6)
out of all 60 features in the dataset (Table 1), and the classification results were clearly
better (Figure A14). Moreover, the p-values obtained for the IVWFR algorithm results also
confirm its effectiveness for both synthetic data (Table 3) and real data (Table 4). The IVWFR
method achieved comparable accuracy with significantly fewer features, confirming its
effectiveness and ability to reduce complexity.

The results in Figures 5 and 6 clearly demonstrate that for the synthetic dataset the
proposed IVWFR method achieves high feature selection stability among all compared
approaches. The average Jaccard index reaches 0.61 and Kuncheva index reaches 0.64 (the
best result) for synthetic datasets and 0.83 (Jaccard) and 0.80 (Kuncheva) for real-world
datasets, indicating that IVWFR consistently selects a subset of most of the same features
across different cross-validation folds.

However, simple statistical filters (ANOVA, Pearson, Spearman correlation) exhibit
similar repeatability, suggesting the same sensitivity to data perturbations. In contrast,
wrapper-based methods achieve moderate (RFE) or the worst (RFECV) stability but at the
cost of considerably higher computational complexity (Figures A35 and A36).

The appropriate stability of IVWFR, both for synthetic and real-world data, can be
attributed to its interval-valued aggregation mechanism, which smooths out the fluctua-
tions in feature importance values obtained from multiple data partitions. By incorporating
uncertainty intervals into the ranking process, the method effectively suppresses random
noise and yields a more reproducible and interpretable feature set.

Future research directions will focus on developing the proposed approach, i.e., the
use of innovative, adaptive methods for aggregating significance intervals; developing new
weighting methods, nonlinear methods that take into account the influence of individual
intervals; developing new methods for scoring significance, incorporating interval stability;
and using optimization to determine feature contributions.
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Appendix A

Figure A1. Performance on 10Class Multicut dataset.

Figure A2. Performance on 4D AND dataset.
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Figure A3. Performance on 5Class Multicut dataset.

Figure A4. Performance on 5D XOR dataset.

Figure A5. Performance on Cone dataset.
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Figure A6. Performance on Double Spiral dataset.

Figure A7. Performance on Hypersphere 3D dataset.

Figure A8. Performance on Trig dataset.
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Figure A9. Performance on Yinyang dataset.

Figure A10. Performance on y = x dataset.

Figure A11. Performance on Climate dataset.
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Figure A12. Performance on Estimation of Obesity Levels dataset.

Figure A13. Performance on Iranian Churn dataset.

Figure A14. Performance on Sonar dataset.
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Figure A15. Performance on Water Potability dataset.

Figure A16. Performance compared to number of features using y = x dataset.

Figure A17. Performance compared to number of features using 10Class Multicut dataset.
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Figure A18. Performance compared to number of features using features_4D AND dataset.

Figure A19. Performance compared to number of features using 5Class Multicut dataset.

Figure A20. Performance compared to number of features using 5D XOR dataset.
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Figure A21. Performance compared to number of features using Cone dataset.

Figure A22. Performance compared to number of features using Double Spiral dataset.

Figure A23. Performance compared to number of features using Hypersphere 3D dataset.
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Figure A24. Performance compared to number of features using Trig dataset.

Figure A25. Performance compared to number of features using Yinyang dataset. The results for
the Pearson, Spearman, RF_Importance and Mutual_Information methods and for the IVWFR and
ANOVA methods are almost identical and overlap.

Figure A26. Performance compared to number of features using Climate dataset. The results for the
ANOVA and IVWFR methods and for the Pearson and Spearman correlation methods are identical
and overlap.
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Figure A27. Performance compared to number of features using Iranian Churn dataset. The results
for the ANOVA and Pearson correlation methods are identical and overlap.

Figure A28. Performance compared to number of features using Estimation of Obesity dataset.

Figure A29. Performance compared to number of features using Sonar dataset. The results for the
ANOVA and Pearson correlation methods are identical and overlap.
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Figure A30. Performance compared to number of features using Water potability dataset. The results
for the RF_Importance and IVWFR methods and for the RFE and RFECV methods are identical
and overlap.

Figure A31. Jaccard stability across synthetic datasets.
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Figure A32. Kuncheva stability across synthetic datasets.

Figure A33. Jaccard stability across real-world datasets.

Table A1. Results of performance with artificial missing data for the Estimation of Obesity dataset.

Missing % Mean Acc Std Dev Degradation Avg Features

5% 0.9178 0.0049 0.0376 (3.9%) 8.0
10% 0.8912 0.0032 0.0643 (6.7%) 8.0
15% 0.8635 0.0032 0.0920 (9.6%) 8.0
20% 0.8352 0.0070 0.1203 (12.6%) 8.0
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Table A2. Results of performance with artificial missing data for the Water Potability dataset.

Missing % Mean Acc Std Dev Degradation Avg Features

5% 0.6172 0.0055 0.0021 (0.3%) 5.0
10% 0.6113 0.0084 0.0080 (1.3%) 5.0
15% 0.5923 0.0087 0.0271 (4.4%) 5.0
20% 0.5948 0.0052 0.0246 (4.0%) 5.0

Table A3. Results of performance with artificial missing data for the Iranian Churn dataset.

Missing % Mean Acc Std Dev Degradation Avg Features

5% 0.8377 0.0156 0.0411 (4.7%) 7.0
10% 0.7991 0.0171 0.0797 (9.1%) 7.0
15% 0.7858 0.0046 0.0930 (10.6%) 7.0
20% 0.7724 0.0166 0.1064 (12.1%) 7.0

Figure A34. Kuncheva stability across real-world datasets.

Figure A35. Average runtime across synthetic datasets.
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Figure A36. Average runtime across real-world datasets.

Figure A37. IVWFR algorithm robustness to missing data.

Table A4. Results of performance with artificial missing data for the Sonar dataset.

Missing % Mean Acc Std Dev Degradation Avg Features

5% 0.8014 0.0123 0.0041 (0.5%) 30.0
10% 0.7891 0.0207 0.0163 (2.0%) 30.0
15% 0.7910 0.0190 0.0144 (1.8%) 30.0
20% 0.7931 0.0219 0.0124 (1.5%) 30.0

Table A5. Results of performance with artificial missing data for the Climate dataset.

Missing % Mean Acc Std Dev Degradation Avg Features

5% 0.6405 0.0181 0.0440 (6.4%) 9.0
10% 0.6386 0.0365 0.0460 (6.7%) 9.0
15% 0.6069 0.0298 0.0777 (11.3%) 9.0
20% 0.5926 0.0232 0.0920 (13.4%) 9.0
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Abstract: In the financial sector, machine learning has become essential for credit risk as-
sessment, often outperforming traditional statistical approaches, such as linear regression,
discriminant analysis, or model-based expert judgment. Although machine learning tech-
nologies are increasingly being used, further research is needed to understand how they
can be effectively combined and how different models interact during credit evaluation.
This study proposes a technique that integrates hierarchical clustering, namely Agglomera-
tive clustering and Balanced Iterative Reducing and Clustering using Hierarchies, along
with individual supervised models and a self organizing map-based consensus model.
This approach helps to better understand how different clustering algorithms influence
model performance. To support this approach, we performed a detailed unsupervised
component analysis using metrics such as the silhouette score and Adjusted Rand Index
to assess cluster quality and its relationship with the classification results. The study was
applied to multiple datasets, including a Taiwanese credit dataset. It was also extended
to a multiclass classification scenario to evaluate its generalization ability. The results
show that the quality metrics of the cluster correlate with the performance, highlighting
the importance of combining unsupervised clustering and self organizing map consensus
methods for improving credit evaluation.

Keywords: hybrid artificial intelligence; AI in engineering; machine learning; optimization
algorithms; predictive modeling; AI-based decision making; ensemble methods; clustering
methods; model integration; credit scoring

1. Introduction

Machine learning develops algorithms to identify and learn data patterns and thus
predict future outcomes or make complex decisions automatically [1]. In lending scenarios,
Machine Learning can be used for two purposes: (1) to use supervised learning techniques
to predict an applicant’s likelihood of defaulting on a loan, and (2) to employ unsupervised
learning to find hidden patterns in the applicant database so that lenders can perform
more thorough risk evaluation of applicants [2], for example, in predicting the probability
of customer defaults, identifying fraudulent transactions, and facilitating other forms of
decision-making [3]. Machine learning is increasingly being considered for integration
into credit rating systems to identify the risk of customer default [4]. Credit risk models
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use characteristics such as the credit history of the customer, level of income, existing
debts, and demographic characteristics such as age, sex, and number of dependents [5].
These models produce a score indicating the probability of default. Numerous examples
show that machine learning models offer superior accuracy and adaptability to previously
used credit risk scoring techniques based on traditional statistical methods such as linear
regressions, discriminant analysis, or expert opinions [6].

Currently, financial institutions heavily rely on automated decision-making tools
to process credit applications. Recent advances in supervised learning have enabled
these systems to classify applicant risks more accurately than traditional methods [7].
Credit scoring models are essential tools for financial institutions, as they enable them to
make more informed decisions when granting loans. Even slight improvements in model
performance can generate substantial benefits [8], including reduced analysis costs, faster
decision-making, better debt collection, and improved risk management [9].

To improve these models, researchers have tested several machine learning techniques,
moving from single models to combinations of models using consensus models. Similarly,
they are investigating how to combine supervised and unsupervised learning to achieve
more robust performance. Among these approaches is the reference study by Bao et al. [10],
which compared several combinations of models: individual supervised models, a Self-
Organizing Map (SOM) [11] as a consensus model, and clustering using k-means.

Although promising, this methodology can be improved for a better analysis. For
example, although SOM was used as a consensus model, the Area Under the Curve (AUC)
metric was not calculated because of the difficulty in extracting the probability scores.
However, it is possible to calculate the AUC using the probabilistic predictions of individual
models as input to the SOM. This approach allows the SOM to organise these predictions in
a lower-dimensional space for meaningful evaluation. Further exploration of the clustering
component is necessary to better understand its influence on performance. Previous studies
have often limited clustering to k-means, which may not represent more complex or non-
linear data structures, thus motivating the exploration of alternative clustering methods.
Clustering methods such as Agglomerative clustering [12] or Balanced Iterative Reducing
and Clustering using Hierarchies (BIRCH) [13] can reveal alternative data structures that
classifiers can exploit, potentially improving model performance. Therefore, it is useful
to assess the clustering step more closely to learn more about the association between the
nature of clustering, classifier learning, and performance.

The general objective of this study was to examine the implications of the clustering step on
model performance. More specifically, it seeks to determine whether classifiers can learn better
from clusters created using alternative methods to k-means clustering, such as Agglomerative
and BIRCH clustering. Cluster quality was evaluated according to the silhouette score [14]
and Adjusted Rand Index (ARI) [15]. This provides a better understanding of how different
clustering structures affect supervised learning and the overall ensemble performance.

Before proceeding with the analysis, it was relevant to explain the methodology de-
scribed by Bao et al. [10] using the same unbalanced datasets (Australian and German), and
an additional dataset (Taiwanese), while also studying the case of multiclass classification
to assess its generalizability. The methodology was implemented through a reproducible
step-by-step pipeline, allowing future replication and offering meaningful contributions to
the development of more robust credit scoring systems.

To summarize, first, we introduced a systematic integration of hierarchical clustering with
SOM-based consensus. This integration offers a deeper understanding of the data structures
relevant to predictive modeling, which may improve model accuracy. We further present a new
robustness analysis that relates both unsupervised metrics (i.e., Silhouette and Adjusted Rand
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Index (ARI)) to classification performance. A third contribution is our multi-route comparative
framework (Routes 1–5), which enables researchers to comparatively evaluate multiple, distinct
approaches (Supervised, clustering-based, clustering-based consensus), thus providing a com-
prehensive understanding of the relative advantages and disadvantages of each approach. Last,
we demonstrated how this technique can be extended to multiclass credit scoring, showing its
generalizability beyond binary classification settings.

The remainder of this paper is organized as follows: In Section 2, a review of related studies
explains the main methodologies and techniques relevant to this study. Sections 3 and 4 describe
the proposed framework and the motivation for its use in robust cluster analysis. Section 5
presents the evaluation metrics, datasets used, data preprocessing steps, feature selection, and
hyperparameter tuning. Section 6 details the experimental process, including the choice of the
number of clusters and the implementation of SOM consensus models based on hierarchical
clustering. In Section 7, the results obtained from binary classification tasks on the German,
Australian, and Taiwanese datasets are discussed. Section 8 presents a robust cluster analysis,
including a comparison of clustering metrics and model performance in relation to these metrics.
Section 9 addresses the case of multiclass classification, describes the dataset used, presents the
experimental results, and compares them with the binary classification findings. Section 10
discusses the significance of the results and presents the limitations of this study. The practical
contributions and implications and their significance to real-life applications are established
in Section 11. Finally, Section 12 concludes the study, reviews the main findings and outlines
possible ideas for future research.

2. Related Work

2.1. Consensus Models

Among machine learning techniques, consensus models are the most widely used and
effective for improving prediction performance. Consensus models take advantage of the
different strengths of multiple classifiers and improve predictions by combining classifiers
to decrease bias and variance and enhance generalization ability. The fundamental concept
is that aggregated predictions of multiple models generally outperform those of a single
model. Common ensemble strategies include Bagging [16], Boosting [17], Stacking, and the
Majority Voting (MV) models.

In MV, several independent models are trained independently, and their final prediction is
made by voting: either a hard vote, where the class predicted by the majority is selected, or a
soft vote, where predictions are made based on aggregated probabilities. This method is widely
used for binary and multiclass classifications. Kuncheva and Whitaker [18] examined the role
of classifying diversity using ensemble methods and demonstrated how diversity improves
the effectiveness of MV strategies. In the context of credit scoring, the MV serves as a robust
consensus strategy, effectively merging predictions from various models to achieve greater
accuracy. Muniappan and Paruvachi Subramanian [19] studied the use of MV to improve the
accuracy of credit scoring and demonstrated that combining model output through majority
voting significantly reduced error rates and improved predictive results compared to individual
classifiers. Thus, consensus models not only improve robustness and performance but also
contribute to more stable and reliable decision-making systems in high-stakes applications such
as credit evaluation.

In this work, we present Kohonen’s Self-Organizing Maps (SOM) as an alternative con-
sensus mechanism that is beneficial compared to standard ensemble techniques. Kohonen [20]
laid the theoretical principles of SOM, applying it to classification and data analysis. SOM is an
unsupervised neural network, which converts high-dimensional data to a lower-dimensional
grid regarding the topological structure of the input space. This property allows SOM to
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effectively group like predictions from ensemble classifiers, even when these classifiers have
different error structures. This is important for the situation of credit scoring, in which a
classifier is likely to make different types of errors. The property of SOM to cluster similar
predictions is also an intuitive advantage for improving the credit score.

A significant advantage of SOM compared to conventional ensemble methods such as
stacking or majority voting is its ability to smooth noise and errors [21]. Before engaging in
majority voting on the resulting predictions, SOM will cluster the prediction vectors in a
way that reduce the effect of any noisy or outlier predictions that would normally bias the
results with a simple ensemble method.

SOM can accommodate the heterogeneity present in model predictions. SOM leads to
a more stable and reliable consensus, particularly in high-variance environments such as
credit rating. It is also beneficial in terms of interpretability, which is important in some
contexts like credit scoring [22,23]. SOM offers a two-dimensional map that interprets how
models agree or disagree, while also providing insight into the underlying relationships
that exist among the classifiers. This explains why analysts can investigate the contribution
each model had in ultimately coming up with the final decision. In this way, SOM acts
as both a performance booster but is also growing in popularity as a means of making
decisions more interpretable.

2.2. Integration of Supervised and Unsupervised Models

Traditional credit scoring mainly relies on a supervised model, such as an Artificial Neural
Network (ANN), Support Vector Machine (SVM), Decision Tree (DT), or Gradient Boosting
Decision Tree (GBDT) trained on labeled datasets to predict the probability of default. However,
there are opportunities to improve these approaches, notably through unsupervised learning
strategies, for complex unlabeled or structured data. Integrating supervised and unsupervised
models has proven to be a promising strategy for improving the predictive accuracy of credit
scoring by exploiting both the explicit patterns found in labeled data and hidden structures
detectable in unlabeled datasets. For example, Hsieh [24] proposed a hybrid approach com-
bining clustering techniques (self-organizing map (SOM) and k-means) with neural networks,
demonstrating improved model performance through the synergy of these methods. Similarly,
Arutjothi and Senthamarai [25] presented an integrated model that merges Logistic Regression
(LR) with k-means, effectively capturing structured credit history and unstructured financial
behaviors for optimized default probability modeling. Yu et al. [26] further introduced a
two-stage hybrid system (TSC-SVM) that combines spectral clustering and a semi-supervised
SVM to address unbalanced data issues in credit risk modeling, showing clear improvements
over standard supervised approaches. Although many studies have focused on hybrid mod-
els involving supervised and unsupervised methods, consensus models involving multiple
unsupervised techniques, such as clustering combined with SOM, remain underexplored.

Despite the established role of clustering in customer segmentation, the impact of these
clusters on classifier performance has rarely been quantified, and comparative analyses of
different clustering algorithms are often absent. This study addresses this gap by exploring the
potential of combining multiple unsupervised methods in a consensus framework and evaluat-
ing their influence on the stability and performance of classifiers. Through this integration, the
research not only evaluates various machine learning strategies but also tests the robustness of
the baseline methodology to improve the accuracy and interpretability of credit scoring models.

2.3. Comparison with Alternative Machine Learning Paradigms

Numerous studies use different machine learning techniques to build credit evaluation
prediction models. The following section compares credit scoring with ensemble-based ma-
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chine learning methods and other Machine Learning paradigms (including reinforcement
learning, rule-based, neuro-symbolic AI and neuromorphic engineering).

2.3.1. Reinforcement Learning

Reinforcement Learning (RL) refers to an approach whereby agents learn to maximize
their cumulative reward based on interactions with the environment. Even though RL has
potential for credit scoring, its application remains limited. This is because credit data is
mainly historical and non-interactive, unlike the dynamic and interactive environments
typical of RL applications. Some studies have used RL to evaluate portfolios and for credit
recommendations, but it is unknown if RL is effective for the credit scoring process, since
credit scoring uses historical data and is more reactive than interactive [27,28]. Dynamic
decision-making environments such as portfolio optimization and trading systems are the
ideal environment for using RL for developing a model due to the way agents will need to
make sequential decisions and repeatedly interact with the environment over time [29]. In
contrast, a static credit classification task does not allow for sequential decision making nor
require an agent to continually interact with the environment. The use of RL in this case is
not practical since credit scoring is performed in batch mode, with a fixed dataset and a
predetermined outcome.

2.3.2. Rule-Based Learning

While traditional expert systems and rule-based learning methods provide strong
model interpretability, they have limitations in terms of their capability to model complex
nonlinear behaviors. For example, rule-based systems are typically used in situations
where the importance of explainability takes precedence (such as credit scoring), so the
models created by these systems are less able to identify and capture the complex nonlinear
relationship of financial variables [30]. The hybrid method outlined in this article is to
combine supervised learning and clustering together to identify nonlinear relationships,
while still providing some level of interpretability because of the clustering structure.

2.3.3. Neuro-Symbolic AI

Neuro-symbolic AI aims to incorporate the statistical strengths of deep learning with
the structured reasoning learned from symbolic techniques to enable complex tasks needing
logic and the ability to analyze patterns. A problem thus far has been that most credit scor-
ing databases are tabular and structured in nature, making it difficult to effectively utilize
symbolic learning techniques. However, Neuro-symbolic AI could be a valuable avenue
for future work since it could potentially utilize the model interpretability associated with
symbolic AI, while providing the predictive capabilities of deep learning [31]. Currently,
although there are several neuro-symbolic methodologies proven to allow companies to
utilize its capabilities, these methodologies are not widely utilized in credit scoring sys-
tems at this time [32]. The methodology presented in this paper takes a different practical
approach as it incorporates an ensemble of models to provide a robust performance.

2.3.4. Neuromorphic Engineering

Neuromorphic engineering techniques focus on creating hardware in a way similar to
the brain and using this hardware to optimize the process of evaluating very complicated
calculations. it remains fundamentally a hardware-oriented approach. As a result, there is
little or no application of neuromorphic techniques in the analysis of credit reports using
tabular, historical and static datasets. This is in large part because most of the applications of
neuromorphic techniques are in the areas of online learning (requiring real-time processing
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of incoming information). In comparison to the potential of neuromorphic engineering with
regards to the application of the Internet of Things (IoT) or autonomous systems, the focus
of this article does not encompass the effects that neuromorphic techniques would have
within this application area [33]. Neuromorphic systems are designed specifically for hard-
ware optimization and energy-efficient computing. They achieve optimized architecture
and performance by emulating the characteristics of biological neural networks [34]. While
relevant for large-scale deployment scenarios, this approach addresses implementation,
and efficiency concerns rather than offering algorithmic improvements for tabular data
classification. Our case focuses on improving prediction capability.

3. Overview of Proposed Framework

This section explains the methodological approach and helps understand the logical
connections between different sections of the paper.

Figure 1 describes the framework process and the link between the C’s five credit
evaluation (Character, Conditions, Capital, Capacity, and Collateral) [35]. The framework
begins with data preparation (Section 5) where three datasets (German, Australian, Taiwan)
are described. The next section (Section 6) describes five experimental routes from the
clustered data to the final model. Each route is a different combination of clustering
methods with supervised classifiers and the use of Self Organizing Map (SOM) method to
generate a consensus model from the classifiers. Route 1 establishes baseline performance
using individual classifiers, while Route 2 introduces SOM consensus. Routes 3–5 also
tested different clustering methods (k-means, Agglomerative, BIRCH) using the same three
datasets. Route 5 introduced hierarchical clustering approach. All routes converge into the
evaluation phase (Sections 7–9). This phase provides a performance analysis of each route
for binary classification, clustering robustness, and multiclass extension. The results are
synthesized to draw conclusions about the effectiveness of integrating unsupervised and
supervised learning for credit evaluation.

Figure 1. Study framework.
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Problem definition: The study addresses the improvement of credit scoring models
by integrating unsupervised clustering with supervised classifiers. It investigated how
clustering quality influences the ability of classifiers to accurately predict creditworthiness
using clusters generated with different clustering techniques (i.e., Agglomerative, BIRCH,
k-means). The clusters were combined with supervised classification methods (e.g., ANN,
SVM, RF) as well as a consensus mechanism based on SOM.

Inputs: The inputs are three publicly available credit datasets:

• German: 1000 samples, 20 features, binary class (70% good, 30% bad).
• Australian: 690 samples, 14 features, binary class (44.5% good, 55.5% bad).
• Taiwanese: 30,000 samples, 23 features, binary class (77.88% good, 22.12% bad).

Outputs: The outputs are classification performance metrics (MCC, AUC, Accuracy,
Recall, Precision, Type I/II errors) for all five experimental routes (R1–R5) and resumed in
Tables 4–9 (for binary classification) and Tables 22 and 23 (for multiclass classification). The
results show the impact of clustering and consensus method on model performance.

4. Methodology

This section is divided into two sections. It presents the framework proposed in the
reference paper, adding a new approach as well as the clustering analysis performed to
evaluate the consistency and impact of different clustering techniques.

4.1. Proposed Framework

Figure 2 illustrates the methodological framework and presents five experimental
Routes focused on quantifying the usefulness of integrating unsupervised learning into
supervised credit scoring models. Route 1–4 were from Bao et al. [10]. The first exper-
imental route establishes a baseline by evaluating each classifier (such as a multi-layer
perceptron (MLP), DT, GBDT, LR, k-Nearest Neighbors (k-NN), Random Forest (RF), and
SVM) before any integration is applied. Route 2 builds on the classifiers by applying a
consensus model based on the SOM, where the predictions of each classifier are aggregated
by majority voting, producing a more robust classification. Route 3 introduced k-means
clustering as a preprocessing step, generating clusters and adding the clusters as a new
variable to the dataset, and then individually training the classifiers to predict the corre-
sponding label. Route 4 extends Route 3 by applying the SOM consensus to k-means-based
models, following the same pattern as Route 2. Finally, Route 5 was added. It combines
hierarchical clustering, individual classifiers, and consensus based on the SOM, allowing
for a comparative examination of different clustering techniques.

Figure 2. Baseline approach 1 and Proposal. 1 Source: [10].
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4.2. Robustness Clustering Analysis

Following the model development and evaluation through the five experimental
pathways, the next part of the methodology focuses on examining the robustness and
influence of clustering on model performance. This evaluation is necessary to determine
the effectiveness of clustering in improving the classification performance.

To determine robustness, we systematically compare the three clustering strategies in
this study (k-means, Agglomerative, and BIRCH) in terms of their impact on subsequent
classification. The quality and stability of the clustering results were assessed using com-
mon metrics such as the silhouette score and Adjusted Rand Index (ARI). These metrics
will help evaluate the stability of the clusters produced in terms of cohesion and separation.
They also provide insights into the qualitative depth and stability of clusters, which are
necessary for the formation of meaningful clusters. We then compared the performance
of the classifiers for each method to identify the cluster with the best synergy. Finally,
we analyze the performance metrics of each route to draw conclusions regarding the
effectiveness of the clustering methods in a hybrid credit scoring system. Overall, this
two-dimensional analysis allows us to go beyond simple clustering directly to information
about clusters or their stability, which allows us to better understand the conditions under
which unsupervised learning can be most effective. This analysis focuses only on routes 4
and 5. The clustering analysis methodology is illustrated in Figure 3.

Figure 3. Proposed clustering analysis methodology.

4.3. Integration of the Five C’s into the Proposed Approach

This section presents the link between our approach and the five C’s of credit eval-
uation: Character, Capacity, Capital, Collateral, and Conditions. We explain how these
concepts are integrated into our methodology (Figure 1).
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The explanatory variables in the three datasets used in this study (German, Australian,
Taiwanese) include the five C’s, though their representation varies across datasets. Below,
we explain how each ’C’ is represented in the dataset characteristics [36]:

• Character (Credit History): This factor includes variables related to payment his-
tory, past defaults, and credit behavior. This information helps assess a borrower’s
reliability by capturing indicators such as late payments and the consistency of
past repayments.

• Capacity (Repayment capacity): The ability to repay a loan is shown through charac-
teristics like income, employment status, and debt-to-income ratios. These variables
help determine if a borrower can handle new debt based on their income and current
financial obligations.

• Capital (Financial reserves): Savings, assets held, and financial reserves are examples
of financial indicators that represent this C. This data reveals a borrower’s financial
stability, which may have an impact on their capacity to repay in the event of problems.

• Collateral : Our datasets contain variables that indicate the existence of collateral,
such as real estate or other property. When evaluating a loan’s security in the event of
borrower default, this information is essential.

• Conditions (Economic context): Factors pertaining to the loan’s purpose, interest
rates, and, if available, macroeconomic indicators are considered. These factors can
have an impact on a borrower’s capacity to repay. For instance, the borrower’s
financial stability and, consequently, their capacity to repay may be impacted by
overall economic conditions.

Our method combines clustering and supervised classification techniques with fea-
tures taken from the datasets to address these five dimensions. We use a SOM (Self-
Organizing Map) consensus mechanism and clustering algorithms (like k-means, Agglom-
erative, and BIRCH) to find groups of borrowers with comparable profiles based on these
five criteria. By incorporating these variables into our model, we can investigate the intri-
cate relationships between these various elements as well as more precisely evaluate credit
risk.

Based on similarity across all features, our clustering techniques (k-means, Agglomer-
ative, and BIRCH) automatically group candidates. Classifiers can learn cluster-specific
decision patterns because this effectively creates natural segments where applicants with
similar combinations of the five C’s are grouped together. While maintaining the topo-
logical connections between various credit profiles, the Self-Organizing Map consensus
mechanism functions as an ensemble credit committee that synthesizes several specialized
opinions (individual classifiers). This is like how human credit analysts combine data from
all five C’s to make a final decision. For instance, there are a total of twenty explanatory
variables in the German dataset. The most pertinent ones for the five C’s framework are
covered in the Table 1 below. Because credit evaluation factors are interconnected, some
variables (such as property and other_parties) contribute to more than one category. Since
they don’t directly fit into the conventional five C’s categories, variables like “telephone”
and “number_people_liable” were left out of this mapping.

Although our methodology is based on machine learning, it remains closely linked to
the fundamental principles of credit evaluation (Figure 1 above), where the five “C’s” are
naturally integrated into the data analysis process. This reinforces the relevance and inter-
pretability of our approach, while allowing us to draw conclusions about the effectiveness
of integrating supervised and unsupervised learning techniques for credit assessment.
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Table 1. Mapping of German credit dataset variables to the five C’s of credit evaluation.

Five C’s Category German Dataset Variables Description & Justification

Character status, credit_history, purpose, per-
sonal_status

status: Status of existing checking account; credit_history: History of
previous payments; purpose: Intended use of loan; personal_status:
Personal status and sex.

Capacity
employment, installment_rate,
other_installment_plans, exist-
ing_credits

employment: Present employment since; installment_rate:
Installment rate as percentage of disposable income;
other_installment_plans: Other installment plans; existing_credits:
Number of existing credits.

Capital savings, property, other_parties savings: Savings accounts/bonds; property: Property ownership;
other_parties: Other debtors/guarantors.

Collateral property, other_parties, housing property: Real estate or other assets; other_parties: Additional guar-
antors; housing: Home ownership status.

Conditions job, foreign_worker, duration, age job: Job type and stability; foreign_worker: Employment conditions;
duration: Loan duration; age: Applicant’s age and life stage.

5. Evaluation Metrics, Data Sources and Preprocessing

5.1. Evaluation Metrics

The test sets were evaluated for predictive performance using seven metrics: the
Matthews Correlation Coefficient (MCC), Area Under the Curve (AUC), accuracy (ACC),
Recall, Precision, Type I error, and Type II error (Table A1 in the Appendix B). MCC is
particularly relevant when studying unbalanced datasets because it integrates four different
classifications (i.e., true positive, false positive, true negative, and false negative). It is more
reliable and balanced assessment of classification performance than accuracy when the
class distribution is unbalanced. MCC measures the consistency between the predicted and
actual results with a range from −1 (perfect disagreement) to 1 (perfect prediction); zero
indicates random classification.

The AUC quantifies the area under the ROC curve and evaluates a classifier’s ability to
produce a ranking. However, the SOM, which is an unsupervised neural network, organizes
data topologically without providing probabilities of class membership. Therefore, the AUC
cannot be calculated directly from the SOM results. SOM is an unsupervised neural network
that organizes instance data topologically, grouping similar instances close together on a
two-dimensional grid. Therefore, SOM does not provide results in terms of probabilities;
the AUC cannot therefore be calculated solely from these results. This limitation has also
been noted in a previous study. That said, the AUC can be estimated indirectly using SOM
in a hybrid or post-processing framework.

For example, in clustering approaches followed by supervised classification, the SOM
is first trained to group similar data. After clustering, classifiers, such as LR or k-NN,
predict class probabilities. Another technique, presented by Halkidi et al. [37], involves
combining SOM with k-means clustering, in which the clusters formed by neurons are
further processed to estimate the probability distributions per sample. This enabled the
calculation of AUC based on the probabilities of the derived class.

In this study, the supervised models generated class probability outputs that were or-
ganized and clustered using SOM. The consensus model uses the predictions of individual
classifiers to accumulate them by majority vote to evaluate the results of the aggregated
predictions. This means that we can calculate the AUC scores, including the probabilistic
output of the base classifiers, even with SOM. Although AUC is computed by feeding
supervised model probabilities into SOM, the SOM itself does not generate probability
distributions or necessarily preserve ranking properties needed for ROC metrics. Thus,
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the AUC values attributed to ’SOM consensus’ reflect the underlying supervised models,
not the SOM. Figure 4 illustrates the complete process of aggregating predictions using
the SOM consensus model, the steps involved in implementing majority voting, and the
process of evaluating the performance of the outputs.

Figure 4. Majority Voting process.

5.2. Datasets

Here are descriptions of the datasets used:

• German dataset

The German bank dataset is available in the UCI repository [38] and contains
1000 observations and 21 variables, including 20 explanatory variables. The target variable
is the credit score, with two classes: good (70%) and bad (30%). The set is unbalanced
between classes with no missing values.

• Australian dataset

The Australian dataset, also available on the UCI repository [39], is linked to credit
card applications and is also referenced as the “Credit Screening Database” and uses
a binary variable to indicate whether a candidate is good or bad. Of the 690 samples
containing 307 were good candidates (44.5%) and 383 were bad candidates (55.5%).

• Taiwan dataset

The Taiwanese dataset comes from the UCI repository and concerns credit card
customer payment defaults in Taiwan, collected in October 2005 by a major credit card and
cash credit issuing bank [40]; it includes a binary variable as a target, representing payment
default (1 for “Yes”, 0 for “No”), and contains 30,000 samples, including 6636 defaults
(bad candidates) and 23,364 non-defaults (good candidates), with defaulting candidates
representing 22.12% of samples and non-defaulters accounting for 77.88%.

The datasets used were class-imbalanced, which affects performance on minority
classes. To overcome this issue, we chose majority voting (MV) as the consensus mechanism.
This method has several advantages in an imbalanced data context, including reduced
risk of overfitting on the majority class and improved robustness. Majority voting has the
potential to increase model robustness while reducing the risk of overfitting to the majority
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class and improving the overall accuracy by combining predictions from multiple models.
Several studies have shown that this method, considered for imbalanced datasets, can help
manage the impact of the minority class on the model performance [41,42]. Table 2 presents
a summary of the dataset information in terms of the sample size and feature dimension.

Table 2. Datasets description.

Dataset Samples Features Good Applicants (%) Bad Applicants (%)

German 1000 20 70 30
Australian 690 14 44.5 55.5
Taiwan 30,000 23 77.88 22.12

5.3. Data Pre-Processing

Data cleaning involves removing some cases and imputing missing values to improve
the quality. This process aims to eliminate errors and correct the inaccuracies that can
affect the results. However, the data used in this study did not contain missing values
or duplicates, making data cleaning unnecessary. We visualized the feature distributions
using box plots to observe the distribution of the variables across different classes. Outliers
are identified during this step. To handle outliers, we applied the interquartile range (IQR)
and then modified the outliers by taking the mean or mode, depending on the type of
variable. However, in the datasets, outliers did not appear to affect model performance.

5.4. Features Selection

Feature selection is an important step in building a machine learning model. This
is the process of selecting the most appropriate and relevant features from a dataset that
are likely to influence the predictive power of the model. To identify the most important
features and eliminate irrelevant features, we applied a selection process based on the RF
model using scikit-learn. We visualized the importance of the features, selected the most
significant features, and analyzed the performance of the model before and after adding
the feature selection to each dataset. The data were split into training (80%) and testing
(20%) sets and saved as .csv files.

The training dataset was first loaded, and the RF model was trained on all features.
The performance of the model was assessed, and the features were ranked according to
their importance. Significant features were selected, and a new model was trained on this
reduced set of features. The performance was re-evaluated and recorded.

- German dataset features selection:

The accuracy before feature selection was 0.7350. After selecting 15 features, it was
increased to 0.7550. The model based on the 15 features outperformed the original dataset
model. Thus, 15 features were selected for the final prediction.

- Australian dataset features selection:

The accuracy before feature selection was 0.8768, whereas after selecting 10 features, it
decreased to 0.8551. A reduced feature set is not used. We used the original dataset for the
final prediction.

- Taiwan dataset features selection:

The accuracy before feature selection was 0.8160. After selecting 15 features, it dropped
to 0.7550, and only after selecting 18 or 20 features did the accuracy return to 0.8148. This
slight variation suggests that most of the features contributed. Hence, we used the original
dataset for the predictions. Table 3 summarizes the feature selection process.
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Table 3. Feature selection summary.

Dataset Original Features Accuracy Before Selection Selected Features Accuracy After Selection Selection Applied

German 20 0.7350 15 0.7550 Yes
Australian 14 0.8768 10 0.8551 No

Taiwan 23 0.8160
15
18
20

0.7550
0.8148
0.8148

No

5.5. Hyperparameter Tuning

To optimize the efficiency of each model, we tuned the hyperparameters using the
GridSearchCV method combined with cross-validation (CV = 5). We used a large grid of
hyperparameters, allowing the model to reach a wide range of possible configurations and
then to find the optimal parameters for optimum performance. In addition, we increased
the number of iterations to provide the models with more time to converge, thereby
increasing the chances of reaching the most efficient solution. Once the best parameters
were identified through a grid search, we re-tuned the final model on the entire training
dataset using these optimal hyperparameters. This final step ensures that the model is
retrained with the most suitable parameters, making the final version as accurate and
robust as possible (see Table A2 in the Appendix B).

For Agglomerative, we chose to set n_clusters = 2 and linkage = ‘average’. This
configuration is commonly used for its ability to produce stable and interpretable results
in hierarchical clustering contexts. The choice of linkage = ‘average’ allows us to consider
the average distance between the points in each cluster, which yielded good results in our
tests. For BIRCH, we used n_clusters = 2. For the other parameters, we used the default
parameters threshold = 0.5, branching_factor = 50, max_iter = 100, compute_labels = True,
copy = True, affinity = ‘euclidean’, random_state = None.

6. Experimental Process

In this section, we focus only on the proposed Route 5. For reference, we referred
to the study by Bao et al. [10] and maintained the same experimental setup to ensure
comparability. All experiments were performed in Python 3.10 in a server environment
equipped with a core memory size of 130 GiB and a CPU AMD Ryzen 9 5950X 16-Core
Processor. The consensus models analyzed followed the approaches detailed in Section 4.1
and a summary of Routes 1–4 is presented in Table 4.

Appendix C presents a general example illustrating the experimental process of Route 5
from a simple dataset, in order to provide a clear overview of the entire experimental process.

Table 4. Summary of Experimental Routes (1–4).

Route Learning Type Description Goal

Route 1 Individual models Individual models (MLP, DT, SVM, LR, k-NN, RF,
GBDT) trained separately on the full dataset.

Establish baseline performance
for each classifier independently.

Route 2 Individual models
+ SOM

Predictions (probabilities) of seven individual
models are passed to a SOM. The SOM clusters
similar outputs and applies majority voting for
final consensus.

Combine strengths of base classi-
fiers through SOM consensus.
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Table 4. Cont.

Route Learning Type Description Goal

Route 3 k-means + individ-
ual models

k-means clustering is applied first to split the
dataset into clusters. Then, individual models are
trained within each cluster. No consensus model
is used.

Capture local patterns in the
data and evaluate performance
within clusters.

Route 4 k-means + individ-
ual models + SOM

Combines Route 3 with SOM. Predictions from
individual models (trained in each k-means clus-
ter) are passed to a SOM, which aggregates them
into a final consensus using majority vote.

Combining cluster-level predic-
tions using SOM.

6.1. Choice of the Number of Clusters k

The k-means method requires the value k to be pre-specified. k is the number of clusters
into which data can be grouped. The elbow method was used to determine the optimal
number of clusters. Visualization of the elbow method for the three datasets showed that
k = 2 or 3 are good values for k (where the graph becomes more linear (Figure 5)). To select
a suitable value for k, we computed the silhouette score [14] for each value of the k number.
The silhouette score indicates separation between clusters. A low silhouette score (0 or
negative) indicates some overlap between clusters, suggesting confusion in classification
due to the lack of distinctiveness in the data points being classified. k = 2 provided the best
possible scores for all the datasets. Principal Component Analysis (PCA) from the sklearn
decomposition library was used to reduce the original dimensionality of the datasets to
two dimensions (2D) for visualization (Figure 6). Visualizations based on the first two
principal components (PCA) are used to illustrate the clusters. It is important to note that
these 2D visualizations, produced by an PCA, are only illustrative and qualitative. They do
not accurately represent the separations between clusters in the original high-dimensional
space. In fact, all clustering decisions were made using the complete set of features in their
original dimension. They allow us to observe general trends and apparent groupings in the
data, but they should not be interpreted as accurate representations of the separation of
clusters in the full feature space.

Figure 5. Elbow method for optimal number of clusters of Taiwan dataset.
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Figure 6. Clusters of Taiwan dataset.

6.2. ROUTE 5: SOM Consensus Model Based on Hierarchical Clustering

Figure 7 illustrates the experimental process for Route 5. This route utilizes a combi-
nation of hierarchical clustering techniques, supervised models, and a consensus model
based on SOM to improve the prediction and generalization.

Figure 7. Route 5: SOM consensus model based on hierarchical clustering + individual models’
experimental process.

97



Appl. Sci. 2025, 15, 13020

First, hierarchical clustering was performed on the data to cluster similar points
before supervision. In this study, we evaluated two hierarchical clustering algorithms:
Agglomerative clustering (with linkage average) and BIRCH clustering. These methods
were selected because they import structures into the data without actively controlling the
shapes and sizes of clusters.

The SOM uses the prediction probabilities from each of the clusters and base models
as inputs and organizes them topologically. The predictions from all individual models
were combined using DataFrame (Figure 8). Each model (e.g., MLP and DT) has separate
columns that represent their predictions. This combination, along with the final DataFrame,
contains a column for each model, allowing for the collective analysis of predictions and
the better application of ensemble methodologies. Consensus predictions are based on the
predictions of individual classifiers. These predictions were scaled and integrated into the
SOM model, which grouped the similar predictions.

Figure 8. Combine predictions dataframe.

The final decision was made by a majority vote on the SOM grid. This additional
SOM model assists in reconciling differences between cluster-based models and provides
a global view of the dataset’s patterns. This route retains the benefits of unsupervised
learning for data structure (by hierarchical clustering), whereas supervised learning is used
for prediction with SOM serving as a consensus mechanism to improve generalization and
overall robustness of the final model.

7. Experimental Results (Binary Classification)

This section presents the detailed results for each dataset and compares the perfor-
mance of this study with that of the reference study.

7.1. German Dataset

The results for the German test set are presented in Tables 5 and 6. A comparative
analysis of the different classification routes (Routes 1 to 5) applied to the German dataset
revealed a clear improvement in the hybrid approaches that integrated unsupervised and
SOM techniques. The individual models (Route 1) showed the weakest performance for all
metrics. In contrast, Route 2 to Route 5 showed significant improvement, particularly in
terms of MCC, AUC, ACC, recall, and precision. Among these, Route 5, which combines
hierarchical clustering (Agglomerative or BIRCH) with SOM, stands out with the best
values for Agglomerative (MCC (0.5708), ACC (0.825), precision (0.8322)) and BIRCH (AUC
(0.7859), recall (0.9420), and the lowest Type II error (0.0579)), illustrating the excellent
ability to detect positive classes without generating too many false negatives. Compared
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with the reference study (MCC (0.490), ACC (0.792)), this model showed a significant
improvement. Aggregating SOM model predictions improved robustness and accuracy.
Although Route 3 (DT) exhibited the best performance in terms of Type I error (0.3548),
Route 5 maintained a good balance between all metrics. These results confirm that the
integration of clustering techniques with SOM enables a more relevant structure of the
data and leads to a general improvement in classification performance. Consequently,
Route 5 appeared to be the most robust and effective for processing this type of data. The
consensus models (Routes 2, 4, and 5) outperformed the individual and cluster-based
models, confirming the advantage of SOM in improving the classification performance.

Table 5. Model performance for All Routes—German Dataset (Part 1).

German Dataset R1: Individual Models R2: SOM Cons.

Metric ANN DT GBDT k-NN LR RF SVM

MCC 0.3454 0.2952 0.3445 0.2677 0.3643 0.3974 0.3894 0.4868
AUC 0.6727 0.6441 0.6517 0.6061 0.6545 0.6847 0.6617 0.7669
ACC 0.72 0.705 0.74 0.72 0.75 0.755 0.76 0.79
Recall 0.72 0.705 0.74 0.72 0.75 0.755 0.76 0.8913
Precision 0.72 0.6987 0.7246 0.6974 0.7363 0.7444 0.7496 0.82
Type I error 0.4516 0.5161 0.5806 0.6935 0.5967 0.5 0.5967 0.4354
Type II error 0.2028 0.1956 0.1159 0.0942 0.0942 0.1304 0.0797 0.1086

Table 6. Model performance for All Routes—German Dataset (Part 2).

German Dataset R3: k-Means Cluster Models R4: k-Means SOM R5: Cluster-Based SOM

Metric ANN DT GBDT k-NN LR RF SVM Agglom. Birch

MCC 0.4094 0.3506 0.3172 0.3050 0.3488 0.4269 0.3894 0.5176 0.5708 0.5568
AUC 0.7802 0.7111 0.7484 0.7435 0.7837 0.7692 0.7796 0.7851 0.7859 0.7822
ACC 0.765 0.7 0.735 0.73 0.745 0.77 0.76 0.805 0.825 0.82
Recall 0.9057 0.7246 0.9057 0.8985 0.9057 0.8985 0.9202 0.9275 0.9347 0.9420
Precision 0.7861 0.8196 0.7575 0.7560 0.7668 0.7948 0.7743 0.8152 0.8322 0.8227
Type I error 0.5483 0.3548 0.6451 0.6451 0.6129 0.5161 0.5967 0.4677 0.4193 0.4516
Type II error 0.2753 0.0942 0.1014 0.0942 0.1014 0.0797 0.0724 0.0652 0.0579 0.0579

7.2. Australian Dataset

The results for the Australian test set are presented in Tables 7 and 8.
An analysis of the results obtained using the Australian dataset revealed significant

differences in the performance between the different approaches. The individual models
(Route 1) performed fairly well, with an MCC of 0.7395 (SVM) and an AUC of 0.8739 (SVM).
The SOM consensus model (Route 2) significantly improved all indicators, achieving an
MCC of 0.8598, an AUC of 0.9042, an ACC of 0.9347, a precision of 0.9565, and a Type I error
rate of 0.0229. Compared to the baseline, this model improved the MCC (0.725), ACC (0.862),
and precision (0.806) values. The models resulting from k-means segmentation (Route 3)
obtained performances comparable to or slightly inferior to those of individual models. In
contrast, the combination of k-means and SOM (Route 4) showed substantial improvement,
particularly for MCC (0.8138) and AUC (0.9118). Finally, the models based on clustering
followed by SOM consensus (Route 5) clearly dominated all routes; in particular, the variant
using the Agglomerative clustering achieved the best scores for almost all metrics: MCC
(0.8765), AUC (0.9107), ACC (0.9420), precision (0.9777), and Type I error rate reduced
to 0.0114. In conclusion, the integration of clustering and SOM provides a particularly
powerful classification framework that offers the best compromise between performance
indicators, clearly outperforming traditional or simple cluster-based approaches.
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Table 7. Model performance for All Routes—Australian Dataset (Part 1).

Australian Dataset R1: Individual Models R2: SOM Cons.

Metric ANN DT GBDT k-NN LR RF SVM

MCC 0.5413 0.6554 0.7331 0.7197 0.7226 0.7163 0.7395 0.8598
AUC 0.7643 0.8248 0.8617 0.8356 0.8640 0.8478 0.8739 0.9042
ACC 0.7898 0.8405 0.8768 0.8695 0.8695 0.8695 0.8768 0.9347
Recall 0.7898 0.8405 0.8768 0.8695 0.8695 0.8695 0.8768 0.8627
Precision 0.7870 0.8395 0.8760 0.8760 0.8709 0.8693 0.8790 0.9565
Type I error 0.1379 0.1149 0.0804 0.0344 0.1149 0.0689 0.1149 0.0229
Type II error 0.3333 0.2352 0.1960 0.2941 0.1568 0.2352 0.1372 0.1372

Table 8. Model performance for All Routes—Australian Dataset (Part 2).

Australian Dataset R3: k-Means Cluster Models R4: k-Means SOM R5: Cluster-Based SOM

Metric ANN DT GBDT k-NN LR RF SVM Agglom. Birch

MCC 0.6701 0.6889 0.6918 0.7197 0.7226 0.7163 0.7395 0.8138 0.8765 0.8291
AUC 0.9145 0.9019 0.8843 0.8928 0.9051 0.9215 0.9229 0.9118 0.9107 0.9118
ACC 0.8478 0.8550 0.8550 0.8695 0.8695 0.8695 0.8768 0.9130 0.9420 0.9202
Recall 0.7647 0.8039 0.8235 0.7058 0.8431 0.7647 0.8627 0.8039 0.8627 0.8235
Precision 0.8125 0.8039 0.7924 0.9230 0.8113 0.8666 0.8148 0.9534 0.9777 0.9545
Type I error 0.1034 0.1149 0.1264 0.0344 0.1149 0.0689 0.1149 0.0229 0.0114 0.0229
Type II error 0.2352 0.1960 0.1764 0.2941 0.1568 0.2352 0.1372 0.1960 0.1372 0.1764

7.3. Taiwan Dataset

The results of the Taiwan test set are presented in Tables 9 and 10, where the performance
analysis on the Taiwanese dataset shows a more modest improvement than in the German and
Australian cases but still highlights interesting differences between the different approaches.
The individual models (Route 1) obtained relatively homogeneous results, with MCCs of
approximately 0.39 for the best (RF and GBDT) and a precision of approximately 0.80. However,
their recall remained high (approximately 0.81), suggesting a good ability to detect positive
cases, but at the cost of a high Type II error rate (often >0.64). The SOM consensus approach
(Route 2) improved the MCC (0.4014) and AUC (0.7710) while maintaining good precision
(0.6807). However, this method had a significantly lower recall (0.3556), indicating a reduction
in the sensitivity in detecting positive cases. The models derived from k-means (Route 3) did
not offer any clear advantage, with MCC and AUC comparable to the individual models and
slightly lower performance in terms of recall and precision. The combined k-means and SOM
model (Route 4) offered a slight gain, with an MCC of 0.4038, an AUC of 0.7606, and an ACC of
0.823. Finally, in Route 5, the consensus methods based on Agglomerative or BIRCH clustering
yielded consistent results: the BIRCH version had the best overall MCC (0.4057), an ACC of
0.8231, and the lowest Type II error rate (0.6359).

Table 9. Model performance for All Routes—Taiwan Dataset (Part 1).

Taiwan dataset R1: Individual Models R2: SOM Cons.

Metric ANN DT GBDT k-NN LR RF SVM

MCC 0.3847 0.3615 0.3919 0.3463 0.3250 0.3936 0.3264 0.4014
AUC 0.6499 0.6440 0.6490 0.6251 0.6033 0.6524 0.6018 0.7710
ACC 0.8175 0.8100 0.8205 0.8110 0.8098 0.8201 0.8105 0.8225
Recall 0.8175 0.8100 0.8205 0.8110 0.8098 0.8201 0.8105 0.3556
Precision 0.7987 0.7890 0.8030 0.7896 0.7914 0.8024 0.7937 0.6807
Type I error 0.0520 0.0608 0.0460 0.0443 0.0294 0.0492 0.0270 0.0462
Type II error 0.6481 0.6511 0.6557 0.7052 0.7638 0.6458 0.7692 0.6443
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Table 10. Model performance for All Routes—Taiwan Dataset (Part 2).

Taiwan Dataset R3: k-Means Cluster Models R4: k-Means SOM R5: Cluster-Based SOM

Metric ANN DT GBDT k-NN LR RF SVM Agglom. Birch

MCC 0.3829 0.3766 0.3774 0.3510 0.3236 0.3832 0.3771 0.4038 0.4011 0.4057
AUC 0.7637 0.7580 0.7626 0.7304 0.7229 0.7734 0.7162 0.7606 0.7605 0.7606
ACC 0.8185 0.8188 0.8193 0.8113 0.8100 0.8183 0.8190 0.8230 0.8226 0.8231
Recall 0.3351 0.3069 0.3031 0.3061 0.2277 0.3381 0.3069 0.3587 0.3526 0.3604
Precision 0.6707 0.6948 0.7019 0.6452 0.7035 0.6776 0.6960 0.6816 0.6838 0.6789
Type I error 0.0460 0.0377 0.0360 0.0471 0.0268 0.0471 0.0375 0.0469 0.0456 0.0482
Type II error 0.6648 0.6930 0.6968 0.6938 0.7722 0.6618 0.6930 0.6412 0.6473 0.6359

Although the improvements are subtler than those for the German and Australian
datasets, the approaches based on consensus and Route 5 once again proved to be the most
robust. They optimized the balance between the key metrics while maintaining better error
rates. Overall, for the Taiwan dataset, all models were closely matched; however, Route 5
with BIRCH performed slightly better.

Analysis of the three datasets allowed us to draw several conclusions. Although the
results differed from those presented in the reference study, they showed a similar overall
trend, leading to a conclusion closely aligned with that of the reference study.

The adoption of the consensus model clearly improves the performance of individual
models. Furthermore, applying dataset clustering not only improves the performance of
each individual model but also enables additional performance gains when combined with
the consensus strategy. In addition, the Matthews correlation coefficient (MCC) values of
the individual supervised models increased significantly when the consensus model and
dataset clustering were used together.

8. Robustness Clustering Analysis (Binary Classification)

This analysis focuses on binary classification and, as such, does not extend to multiclass
data. However, for multiclass classification, the results were mainly analyzed in terms of
overall performance and qualitative comparison.

Clustering plays an essential role in representing and grouping data. Analyzing the
quality of clustering and its ability to accurately represent data is crucial because this step
can have a direct impact on how classifiers interact with data and, consequently, on their
performance. This part of the study examines the clustering process in the model. The
central question addressed was whether the performance of cluster-based models depends
on the quality of the clustering.

Furthermore, this study examines whether there is a correlation between the cluster
quality and the observed performance of the model. To assess this correlation, we compared
the clusters obtained with the original class labels, thus analyzing the distribution of class
instances among the clusters. The silhouette score [14] is used as a measure of cluster
quality, reflecting the degree of separation between clusters. The Adjusted Rand Index
(ARI) [15] was used to measure the similarity between the clustering results and the true
class labels, thus providing information on the alignment of clusters with the classes.

8.1. Clustering Metrics Comparison

We calculated the metrics and performed a comparison between the obtained clusters
and the original class labels after determining the number k of optimal clusters for each
dataset. The results for the Australian training set are presented in Table 11.
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Table 11. Australian training set clustering methods comparison.

Australian Dataset Yes (1) No (0)

Clustering Methods
Number of
Clusters

Silhouette
Score

Adjusted Rand
Score

Nber of Obs. in
Each Class

Nber of Obs. in
Each Cluster

k-means 2 0.9598 0.0024 0: 296
1: 256

0: 548
1: 4

Agglomerative 2 0.8968 0.0012 0: 296
1: 256

0: 550
1: 2

Birch 2 0.5059 0.0024 0: 296
1: 256

0: 548
1: 4

The following are comments on the results obtained for the German and Taiwanese
training sets.

German training set:
The results of the clustering methods for the German training set are listed in Table 12.

Table 12. German training set clustering methods comparison.

German Dataset POSITIVE (1); NEGATIVE (0)

Clustering Methods
Number of
Clusters

Silhouette
Score

Adjusted Rand
Score

Nber of Obs. in
Each Class

Nber of Obs. in
Each Cluster

k-means 2 0.7119 0.0450 0: 238
1: 562

0: 149
1: 651

Agglomerative 2 0.7461 0.0192 0: 238
1: 562

0: 790
1: 10

Birch 2 0.7139 0.0480 0: 238
1: 562

0: 662
1: 138

For k-means , the silhouette score obtained was 0.7119, indicating a good separation
between the clusters. However, the ARI was only 0.0450, indicating a very weak corre-
spondence between the clusters and the true classes. Table 13 shows that the majority of
observations in the two classes are unbalanced within the clusters.

Table 13. Correspondence matrix of German training set for k-means.

↓ Class/Cluster → 0 1 Sum

0 59 179 238
1 90 472 562

Sum 149 651 800

For the Agglomerative (linkage = “average”), the silhouette score was even higher, at
0.7461, showing a very clear separation between clusters. However, the ARI was only 0.0192,
reflecting a very low fidelity to real classes. Table 14 shows that almost all observations
were grouped together in a single cluster, reducing the usefulness of this method to reflect
the real structure of the classes.

Table 14. Correspondence matrix of German training set for Agglomerative.

↓ Class/Cluster → 0 1 Sum

0 231 559 790
1 7 3 10

Sum 238 562 800
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For BIRCH , the silhouette score reached 0.7139, again indicating good separation
between clusters. However, the ARI remains low, at 0.0480, again reflecting poor corre-
spondence with the original classes. Table 15 shows that, although the observations are
distributed slightly more evenly between the clusters than in the previous case, they do not
perfectly map to their actual classes.

Table 15. Correspondence matrix of German training set for BIRCH.

↓ Class/Cluster → 0 1 Sum

0 182 480 662
1 56 82 138

Sum 238 562 800

Although all three showed high silhouette scores, indicating good separation be-
tween clusters, the very low ARI values revealed a poor match with actual classes. This
suggests that the structures identified by the algorithms do not faithfully reflect the
original classification.

In summary, although all three methods produced well-separated clusters according
to the silhouette score, they failed to capture the true structure of the classes (low ARI).
This reveals the limitations of unsupervised clustering in this particular case.

Taiwan training set:
The results of the clustering methods for the Taiwanese dataset are presented in

Table 16. Although each of these clustering methods showed relatively good separation
between clusters, none of them convincingly matched the actual classes, as revealed by the
low ARI scores. The results suggest that the cluster structure does not fully capture the
distribution of classes.

Table 16. Taiwan training set clustering methods comparison.

Taiwan Dataset Yes (1) No (0)

Clustering Methods
Number of
Clusters

Silhouette
Score

Adjusted Rand
Score

Nber of Obs. in
Each Class

Nber of Obs. in
Each Cluster

k-means 2 0.5539 −0.0177 0: 18677
1: 5323

0: 20701
1: 3299

Agglomerative 2 0.8968 −0.0003 0: 18677
1: 5323

0: 23999
1: 1

Birch 2 0.5059 −0.0089 0: 18677
1: 5323

0: 20568
1: 3432

For k-means:
The silhouette score obtained was 0.5539, indicating moderate separation between

the clusters. This means that overall, the points are closer to their assigned cluster than to
neighboring clusters. However, the ARI, which was −0.0177, indicated that the clusters
generated by k-means did not align with the original classes (Table 17).

Table 17. Correspondence matrix of Taiwan training set for k-means.

↓ Class/Cluster → 0 1 Sum

0 15,997 4704 20,701
1 2680 619 3299

Sum 18,677 5323 24,000
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For the Agglomerative (linkage = “average”), the silhouette score was 0.8968, indicating
a very clear separation between the clusters. However, the ARI was−0.0003, indicating once
again that there was no real correspondence with the actual classes. As shown in Table 18,
Cluster 0 contained the majority of Class 0 observations (18,677), and only one observation of
Class 1, whereas Cluster 1 contained 5323 observations of Class 0 and no observation of Class 1.

Table 18. Correspondence matrix of Taiwan training set for Agglomerative.

↓ Class/Cluster → 0 1 Sum

0 18,676 5323 23,999
1 1 0 1

Sum 18,677 5323 24,000

For BIRCH , the silhouette score was 0.5059, indicating lower separation compared
to the other methods. The ARI, which is −0.0089, also shows poor alignment with the
real classes. The obtained clusters contained 18,677 and 5323 observations. As shown
in Table 19, Cluster 0 mainly contained Class 0 observations (15,949) and Class 1 (4619).
Cluster 1 also contains a mixture of the two classes (2728 from Class 0 and 704 from Class
1), although the separation is less marked than that with k-means and Agglomerative.

Table 19. Correspondence matrix of Taiwan training set for BIRCH.

↓ Class/Cluster → 0 1 Sum

0 15,949 4619 20,568
1 2728 704 3432

Sum 18,677 5323 24,000

Although the three clustering methods applied to the three datasets provided reasonable
cluster separations, all of them showed shortcomings in their correspondence with actual classes.

Figure 9 shows the conflicting clusters after the k-means clustering. The clusters are
colored purple and yellow (circles), respectively. Correctly formed clusters correspond
to those groups that have good alignment with the true labels (shown with blue crosses).
By contrast, conflicting clusters contain data points belonging to different true labels
(represented by red crosses within the same cluster), indicating separation errors or conflicts
in the cluster assignment. Conflicting clusters after Agglomerative and BIRCH clustering
of German and Australian datasets are shown in Figures A1 and A2 in the Appendix A.

Figure 9. Conflicting clusters of Taiwan dataset after k-means.
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8.2. Model Performance Regarding Clustering Metrics

The objective was to analyze the evolution of the metrics as a function of the silhouette
scores and ARI for each dataset. We would like to determine whether better clustering
corresponds to better model performance.

The analysis in Table 20 reveals a clear relationship between clustering quality and
performance on other evaluation metrics, such as MCC, AUC, precision, and overall
ACC. The clustering quality improved; noticeable improvements were observed in these
performance metrics for all models across the datasets. The Australian dataset showed an
exceptionally high silhouette score of 0.9598, corresponding to an ARI of 0.0024, indicating
the best overall performance for the evaluation metrics in this study. The Australian dataset
provided the best improvements in MCC, AUC, and ACC. This improvement demonstrates
that the good quality of the clustering is ultimately beneficial for the model’s performance.

Table 20. k-means performance regarding silhouette score and ARI.

k-means

Datasets Silhouette Score ARI MCC AUC ACC Recall Precision Type I Error Type II Error

Taiwan 0.5539 −0.0177 0.4038 0.7606 0.823 0.3587 0.6816 0.0469 0.6412
German 0.7119 0.0450 0.5176 0.7851 0.805 0.9275 0.8152 0.4677 0.0724
Australian 0.9598 0.0024 0.8138 0.9118 0.9130 0.8039 0.9534 0.0229 0.1960

As shown in Table 21, a higher clustering quality of the Agglomerative is associated
with better performance on several different evaluation metrics, including MCC, AUC,
precision, and overall ACC.

Table 21. Agglomerative performance regarding silhouette score and ARI.

Agglomerative

Datasets Silhouette Score ARI MCC AUC ACC Recall Precision Type I Error Type II Error

hlTaiwan 0.4057 −0.0089 0.4057 0.7606 0.8231 0.3604 0.6789 0.0482 0.6359
German 0.7139 0.0480 0.5568 0.7859 0.82 0.9420 0.8227 0.4516 0.0579
Australian 0.9598 0.0024 0.8291 0.9118 0.9202 0.8235 0.9545 0.0229 0.1764

The same trend was observed for the BIRCH clustering, as shown in Table 22, which
indicates that better clustering quality is linked to better predictive performance, as shown
by the results of the k-means and Agglomerative clustering approaches.

Table 22. BIRCH performance regarding silhouette score and ARI.

Birch

Datasets Silhouette Score ARI MCC AUC ACC Recall Precision Type I Error Type II Error

Taiwan 0.8968 −0.0003 0.4011 0.7605 0.8226 0.3526 0.6838 0.0456 0.6473
German 0.7461 0.0192 0.5708 0.7822 0.825 0.9347 0.8322 0.4193 0.0652
Australian 0.9652 0.0012 0.8765 0.9107 0.9420 0.8627 0.9777 0.0114 0.1372

Thus, although the silhouette scores provide an indication of the quality of cluster
separation, they are not sufficient to guarantee that the clustering corresponds to the
structure of the real classes. The improved performance we observe arises not from accurate
class replication (as measured by ARI), but from the ability of clustering to highlight local
data patterns that individual classifiers learn differently.
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9. Case of Multiclass Classification

9.1. Description of Credit Score Multiclass Dataset

The Credit Score Classification dataset [43] used contains 100,000 instances divided
into three classes: poor (0) 28,998 (29%), standard (1) 53,174 (53%), and good (2) 17,828 (18%).
It comprises 28 variables (27 explanatory + 1 target). After selecting the characteristics,
20 variables were retained, with a slight improvement in accuracy (from 0.7872 to 0.7892).
Missing values and outliers are also considered. The dataset was unbalanced, with less
representation of the “good” class. This dataset was used to extend the proposed approach
to multiclass classifications. For the number k of clusters we chose the length of the class (3).

9.2. Experimental Results

The results obtained using the multiclass credit score dataset are presented in
Tables 23 and 24. A comparative analysis of the different classification approaches (Routes 1
to 5) revealed the superiority of hybrid approaches that integrate unsupervised techniques
and SOM. The individual models (Route 1) performed the worst overall on all indicators
(MCC, AUC, ACC, recall, precision, and Type I and II errors), with MCC values below
0.66 for all models except RF and k-NN. Conversely, Routes 2 to 5 show a significant
improvement, particularly Routes 4 and 5, which incorporate both SOM consensus models
and clustering techniques. Route 2 (SOM consensus) stands out for its excellent overall per-
formance (MCC, 0.6674; AUC, 0.9084; ACC, 0.7979), which is often close to or equal to that
obtained with Routes 4 and 5. However, Routes 4 and 5 refine the classification slightly, par-
ticularly for certain sensitive classes (reduction in Type I and II errors). This improvement
remains modest but significant in contexts where class accuracy and robustness against
false negatives are critical. Therefore, although Route 2 is already very powerful, Route 5,
particularly in combination with BIRCH, offers the most complete solution for multiclass
processing of complex data. Route 5 (BIRCH and SOM) achieved the best values for MCC
(0.6702), AUC (0.9067), and ACC (0.7970), while maintaining a good balance between recall
(0.7958) and accuracy (0.7875). In terms of errors, this configuration showed the best results
for Type I errors for Class 2 (0.0534), as well as low Type II errors, particularly for Classes
1 and 2. These results confirm that integrating clustering techniques with SOM enables
more relevant structuring of data, leading to an overall improvement in classification
performance, particularly in the complex context of multiclassing. Although some isolated
models (e.g., GBDT, RF, or k-NN in Route 1 or 3) show good results over time, they struggle
to maintain the overall stability across all classes. Conversely, the SOM-based consensus
models (Routes 2, 4, and 5) delivered robust and balanced performance, confirming the
value of these hybrid approaches for processing complex multiclass data.

Table 23. Model performance for All Routes—Credit Score Multiclass Dataset (Part 1).

Dataset R1: Individual Models R2: SOM Cons.

Metric ANN DT GBDT k-NN LR RF SVM

MCC 0.5138 0.5218 0.6312 0.6535 0.3780 0.6571 0.5443 0.6674
AUC 0.8511 0.8446 0.9001 0.9138 0.7913 0.9172 0.7259 0.9084
ACC 0.7078 0.7103 0.7790 0.7905 0.6402 0.7937 0.7259 0.7979
Recall 0.7078 0.7103 0.7790 0.7905 0.6402 0.7937 0.7259 0.7925
Precision 0.7082 0.7136 0.7786 0.7908 0.6382 0.7935 0.7270 0.7861

Type I error (0) 0.2846 0.2721 0.2232 0.2136 0.3298 0.2125 0.2565 0.0993
Type I error (1) 0.2597 0.2495 0.2085 0.1898 0.3542 0.1894 0.2434 0.1898
Type I error (2) 0.3994 0.4207 0.2568 0.2575 0.4375 0.2475 0.3891 0.0517
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Table 24. Model performance for All Routes—Credit Score Multiclass Dataset (Part 2).

Dataset R3: k-Means Cluster Models R4: k-Means SOM R5: Cluster-Based SOM

Metric ANN DT GBDT k-NN LR RF SVM Agglom. Birch

MCC 0.5074 0.5410 0.6242 0.6525 0.3772 0.6537 0.5446 0.6713 0.6685 0.6702
AUC 0.8509 0.8263 0.8976 0.9136 0.7901 0.9142 0.8594 0.9065 0.9063 0.9067
ACC 0.7017 0.7241 0.7750 0.7898 0.6398 0.7920 0.7259 0.7972 0.7970 0.7997
Recall 0.7017 0.7241 0.7750 0.7898 0.6398 0.7920 0.7270 0.7998 0.7952 0.7958
Precision 0.7071 0.7241 0.7746 0.7901 0.6377 0.7916 0.7259 0.7820 0.7830 0.7875

Type I error (0) 0.2631 0.2661 0.2229 0.1857 0.3302 0.2139 0.2588 0.1117 0.1067 0.0950
Type I error (1) 0.2627 0.2447 0.2121 0.2121 0.3546 0.1921 0.2425 0.1637 0.1757 0.1895
Type I error (2) 0.4328 0.3857 0.2688 0.2571 0.4381 0.2476 0.3876 0.0568 0.0545 0.0534

Type II error (0) 0.3561 0.2745 0.2374 0.1857 0.4657 0.1918 0.2951 0.1312 0.1440 0.1678
Type II error (1) 0.2557 0.2403 0.1956 0.2080 0.2309 0.1910 0.2352 0.2303 0.2198 0.2053
Type II error (2) 0.3297 0.3847 0.2920 0.2571 0.5724 0.2857 0.3555 0.2387 0.2503 0.2392

9.3. Comparison with Binary Classification

Hybrid approaches that integrate clustering techniques with SOM, particularly Route
5, offer the best performance for binary and multiclass classifications. Although the gains
are more pronounced in binary classification (particularly on the German and Australian
datasets), multiclass classification also benefits from a notable improvement, with better
stability and a good balance between metrics.

10. Discussion and Limitations

The results obtained herein confirm the effectiveness of the proposed method and extend
and improve the reference work [10]. Reference restricted the feasible search space through
early classifier restrictions, which reduces the ability of the model to explore potential solutions.
By contrast, our method broadens the search space, providing more flexibility for the model to
identify optimal outcomes (see Table A2 in the Appendix B). Through iterative improvements,
the algorithm has sufficient time to optimize the weights and converge to the best possible
values. In addition, a grid search before re-fitting ensures that the model is retrained on a diverse
dataset with the best hyperparameters to maximize accuracy.

We also grouped all datasets into k = 2 (binary class) clusters based on the elbow
method and confirmed this choice using the silhouette score, a metric that quantifies how
well each data point fits into its assigned cluster. It is worth noting that both the elbow
method and silhouette tend to favor low k, especially in imbalanced datasets. This prefer-
ence for a low k can lead to an oversimplification of the data, where important underlying
patterns may be missed, particularly in more complex datasets. Consequently, the general-
ization ability of the model may be compromised, as the clustering process might fail to
capture the full variability in the data, potentially limiting the robustness of the consensus
model. By contrast, the reference study chose k = 5 for the German and Australian datasets.
However, using a higher number of clusters can result in fragmented and less meaningful
clusters, reducing the overall clustering quality and complicating the analysis. For k = 2,
our model offers a simpler, more interpretable, and more robust structure.

Analysis of the results across different models and configurations for Routes 1, 2, 3,
4, and 5 reveals key insights into the strengths and weaknesses of the classical and cluster-
based approaches. Although each dataset has its own particularities, Route 2, 4 and 5 have
demonstrated the ability to deliver the best performance. This confirmed that the integration
of clustering techniques with SOM represents a particularly robust and effective approach for
processing complex data. SOM provides insights that go beyond noise reduction. SOM does not
simply create arbitrary partitions, but groups prediction vectors according to their joint structure,
thus enabling majority voting informed by classifier agreement rather than independent votes.
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This confirmed that the integration of clustering techniques with SOM represents a particularly
robust and effective approach for processing complex data.

This study also analyses the relationship between clustering quality (measured by
silhouette score and ARI) and classification model performance, in order to determine
whether better clustering correspond to better predictive performance. The results obtained
from the datasets highlight the crucial role of integrating clustering techniques, especially
hybrid approaches with self-organizing maps (SOMs). The integration of the SOM model
with clustering techniques notably enhances the classification performance compared
with individual models, thereby emphasizing the importance of consensus in improving
precision, recall, ACC, and AUC. Hybrid approaches, such as those combining k-means,
BIRCH, or Agglomerative clustering with SOM, have yielded promising results, confirming
that the integration of clustering techniques contributes to improved data structuring and
more effective detection of positive classes. Among the various configurations tested,
Route 5 was the most effective, particularly when employing Agglomerative or BIRCH
clustering, offering the best balance between precision, recall, and error rates. Furthermore,
the aggregation of SOM model predictions provides greater stability and robustness in the
results, leading to an overall performance improvement compared with clustering models
alone. A high silhouette score and a poor ARI (close to zero) indicate that the clustering
algorithm has found well-separated clusters that do not correspond to the target classes.
Therefore, the benefit of clustering may come from discovering alternative data structures,
not from alignment with true class boundaries.

The hyperparameters of hierarchical clustering methods have a significant influence
on the results. Although we used default values for our tests, we recognize that adjusting
these hyperparameters, such as the distance threshold, branching factor, or number of
clusters, could improve the quality and robustness of the clustering, depending on the
specific characteristics of the data. We suggest that further hyperparameter testing be
carried out to assess the impact of different settings on overall performance.

Our experiments have demonstrated significant improvements in model performance
across multiple datasets and classifiers. However, a major limitation of our study is the
absence of statistical significance tests and uncertainty quantification to validate these im-
provements. Indeed, the absence of such analyses prevents us from rigorously confirming
whether the observed differences are statistically significant or whether they may be due
to random fluctuations. Although the use of performance improvements across different
datasets and classifiers has been adopted as an indicator of robustness, we recognize that
this approach is not a substitute for formal significance tests.

Also the choice of 80/20 ratio for dividing the data into training and test sets was
adopted to prioritize model training and for simplicity, it is possible that a relatively small
test set (20%) may not sufficiently reflect the diversity of the data, which could undermine
the robustness of the model evaluations. Distributions such as 70/30 or 60/40 would
likely offer a better compromise, allowing for both more representative training and a more
reliable evaluation of the model’s performance on unseen data. To overcome this limitation,
we used 5-fold cross-validation, which strengthens the robustness of the model selection
process. However, it remains relevant to explore different data splitting strategies and
validate their impact on the overall performance of the model.

11. Implications and Contributions

This research demonstrated the general strengths of Self-Organizing Maps to model
complex data, particularly in consensus configurations (Route 2) and approaches based on
clustering techniques (Routes 4 and 5). These methodologies contribute to a significant im-
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provement in classification performance, particularly when the data present complex inter-
nal structures that are difficult to obtain with conventional supervised learning algorithms.

By organizing data through SOM, the models benefit from improved structure recog-
nition, which translates into better classification metrics such as MCC, AUC, and ACC. The
consensus strategy increases the model stability and robustness, whereas the integration of
clustering techniques enables a more meaningful segmentation of the data before classi-
fication. These findings support the hypothesis that clustering quality reflected by high
silhouette scores and appropriate ARI can directly influence model effectiveness.

The use of SOM to organize data before classification proves to be especially relevant
in real-world scenarios, such as credit scoring or fraud detection, where balancing multiple
performance indicators is critical. In these domains, high recall is essential to effectively
detect positive cases. However, minimizing Type I and Type II errors is equally important
to avoid false alarms or missed detections.

In addition, this study emphasizes the importance of cost-sensitive evaluation in areas such
as credit scoring, where classification errors have significant financial consequences. Although
we did not include metrics such as the F1-score, which combines both precision and recall, we
chose to use the MCC (Matthews Correlation Coefficient), a metric that, like the F1-score, is
sensitive to false positives and false negatives. The MCC proves particularly robust in situations
of class imbalance, as it considers all values in the confusion matrix (including true positives,
false positives, true negatives, and false negatives). However, specific cost-sensitive metrics
such as expected loss, misclassification cost, and profit-based criteria are essential for a more
accurate and cost-sensitive evaluation of models. Although these aspects are outside the scope
of this replication and extension study, we emphasize that they are of great importance for the
practical implementation of models in credit scoring systems.

This research also demonstrated the importance of cluster structure in model perfor-
mance, from a practical point of view. Datasets with better-defined clusters tend to produce
better classification outcomes when used in hybrid models. This implies that the quality of
the clustering has a direct impact on the model’s ability to classify data correctly; therefore,
clustering should not be treated only as a preprocessing step but as a strategic component
of the modeling pipeline.

Compared to other paradigms such as reinforcement learning, rule-based learning, neuro-
symbolic AI, and neuromorphic engineering, our approach stands out for its ability to efficiently
process static tabular data and capture complex non-linear relationships between borrower
characteristics. Although each paradigm has its own advantages and limitations, the hybrid
approach we propose is suited to credit scoring data and the needs of financial institutions. Fur-
thermore, our methodology offers a significant economic advantage over alternative paradigms.
It delivers improved performance with low development, implementation and execution costs.
Our method uses algorithms (k-means clustering, hierarchical clustering, SOM, standard clas-
sifiers) that are well understood, stable and widely available in open-source libraries such
as Scikit-learn. It can be run on standard hardware (CPU) without the need for specialised
infrastructure. It requires expertise in ‘classical’ data science, a more common and less expensive
resource than expertise in RL or neuromorphic engineering.

Once trained, the model is very fast to execute. The prediction for a new applicant
consists of assigning them to a cluster, calculating the classifiers’ prediction on the en-
riched data, and then aggregating the results via SOM consensus. This computationally
inexpensive process can easily be scaled to process thousands of credit applications on
standard infrastructure. This could facilitate its adoption by institutions without exces-
sive investment. Even a marginal improvement in scoring accuracy (reduction in false
positives and false negatives) translates into direct and substantial savings in terms of

109



Appl. Sci. 2025, 15, 13020

reduced payment defaults and financial losses. The development and execution costs
are low compared to these potential benefits. The proposed framework can be extended
to other structured datasets for credit scoring. Nonetheless, the performance outcomes
may vary due to differences in dataset characteristics such as feature heterogeneity, class
imbalance, or sample size.

12. Conclusions and Future Directions

Recent literature has reached a consensus on the fact that hybrid methods are con-
sistently superior to standalone methods in assessing credit risk. this work extends this
paradigm by examining how the use of various clustering techniques affects ultimate
classification effectiveness. The benefits of applying clustering and consensus techniques
to classification were verified. Integrating a clustering method and a classifier is critical
because it determines how the performance of the model will be better or worse. The
effectiveness of clustering affects the performance of the classifier in terms of making
correct predictions. A good clustering process can support the classifier, whereas poor
clustering can seriously harm the classifier when making predictions. Thus, careful con-
sideration should be given to the clustering phase because it ensures that the integrated
model achieves the best results. This implies that attention should be given in practice to
(i) the quality of cluster separations in preprocessing phases, (ii) the choice of the clustering
algorithm in such a way that it matches the structure of the data, and (iii) using consensus
models in complex and unbalanced contexts as robust solutions.

While this study provides a thorough understanding of the various clustering algo-
rithms, it remains limited to the theoretical aspects of the knowledge without fully consider
the practical experience or skills needed to apply them effectively in real-world contexts.
The impact of these algorithms in complex situations remains to be explored.

Future research will include statistical tests significance (e.g., McNemar and bootstrap
confidence intervals), uncertainty quantification to determine more reliably whether the
observed performance improvements are truly significant. These analyses will validate
the conclusions of this study and provide a more rigorous assessment of the impact of
different approaches on model performance. Also treating cases where there is a high
separation between clusters (high silhouette score) and strong alignment with real classes
(high Adjusted Rand Index) could lead to a better performance. Another study integrated
other clustering algorithms, such as DBSCAN combined with SOM models, to obtain better
clustering results. In addition, it would be interesting to use other complex data types,
such as time series, to improve the existing knowledge on the behavior of clustering and
the SOM model in different environments.
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Abbreviations

The following abbreviations are used in this manuscript:

ACC Accuracy
ANN Artificial Neural Network
ARI Adjusted Rand Index
AUC Area Under the Curve
BIRCH Balanced Iterative Reducing and Clustering using Hierarchies
DT Decision Tree
GBDT Gradient Boosting Decision Tree
IoT Internet of Things
IQR Interquartile Range
k-NN k-Nearest Neighbors
LR Logistic Regression
MCC Matthews Correlation Coefficient
MLP Multi-Layer Perceptron
MV Majority Voting
RF Random Forest
ROC Receiver Operating Characteristic
SOM Self-Organizing Map
SVM Support Vector Machine

Appendix A

Figure A1. Conflicting clusters of the Australian dataset after Agglomerative clustering.

Figure A2. Conflicting clusters of the German dataset after BIRCH clustering.
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Appendix B

Table A1. Metrics used in this study.

Abbreviation Description

MCC Balance measure that considers true and false positives and negatives.
AUC Measures the model’s ability to distinguish between classes.
ACC Measures the proportion of correct predictions made by the model.
Recall Measures the proportion of actual positives that were correctly identified.
Precision Indicates the proportion of positive cases that were correct.
Type I error False positive rate: some negative cases are incorrectly predicted as positive.
Type II error False negative rate: the model misses some positive cases.

Table A2. Hyperparameter tuning.

Model Baseline Paper Research Best Parameters Found in GridSearchCV

ANN (MLP)

ann_params = {
‘hidden_layer_sizes’: [(i,) for i in
range (10, 51)], # hidden_nodes
from 10 to 50
‘alpha’: [0.001, 0.01, 0.1, 1] }

mlp = MLPClassifier(max_iter=2300)

param_grid_mlp = {
‘hidden_layer_sizes’: [(50,), (100,), (50, 50)],
‘activation’: [‘relu’, ‘tanh’],
‘solver’: [‘adam’],
‘alpha’: [0.0001, 0.001, 0.01],
‘learning_rate_init’: [0.001, 0.01, 0.1] }

{‘activation’: ‘relu’, ‘alpha’: 0.0001,
‘hidden_layer_sizes’: (50,),
‘learning_rate_init’: 0.1, ‘solver’: ‘adam’}

Decision Tree

dt_params = {
‘max_depth’: range (5, 16),
‘min_samples_split’: range (5,
21) }

dt = DecisionTreeClassifier()
param_grid_dt = {
‘max_depth’: [None, 10, 20, 30],
‘min_samples_split’: [2, 5, 10],
‘min_samples_leaf’: [1, 2, 4],
‘criterion’: [‘gini’, ‘entropy’] }

{‘criterion’: ‘gini’, ‘max_depth’: 10,
‘min_samples_leaf’: 1, ‘min_samples_split’: 2}

GBDT

gbdt_params = {
‘n_estimators’: range (100, 501,
100), ‘max_depth’: range (5, 26),
‘learning_rate’: [0.001, 0.01, 0.1,
1] }

gb = GradientBoostingClassifier()
param_grid_gb = {
‘n_estimators’: [50, 100, 200, 300],
‘learning_rate’: [0.01, 0.1, 0.5, 1.0],
‘max_depth’: [3, 5, 7, None] }

{‘learning_rate’: 0.01, ‘max_depth’: 3,
‘n_estimators’: 300}

k-NN knn_params = {
‘n_neighbors’: range (3, 11) }

param_grid_knn = {
‘n_neighbors’: [3, 5, 7, 10],
‘weights’: [‘uniform’, ‘distance’],
‘p’: [1, 2] }

{‘n_neighbors’: 10, ‘p’: 1,
‘weights’: ‘uniform’}

Logistic
Regression Not mentioned

lr = LogisticRegression(solver = ‘liblinear’)
param_grid_lr = {
‘C’: [0.01, 0.1, 1, 10],
‘penalty’: [‘l1’, ‘l2’],
‘solver’: [’liblinear’]}

{‘C’: 1, ‘penalty’: ‘l2’, ‘solver’: ‘liblinear’}

Random
Forest

rf_params = {
‘n_estimators’: range (100, 501,
100), ‘min_samples_leaf’: range
(3, 11), ‘max_depth’: range (5,
26) }

rf = RandomForestClassifier(random_state=42)
param_grid_rf = {
‘n_estimators’: [50, 100, 200, 300], ‘max_depth’: [None, 10, 20,
30], ‘min_samples_split’: [2, 5, 10], ‘min_samples_leaf’: [1, 2, 4],
‘bootstrap’: [True, False] }

{‘bootstrap’: False, ‘max_depth’: 20,
‘min_samples_leaf’: 1, ‘min_samples_split’: 5,
‘n_estimators’: 300}

SVM

svm_params = {
‘C’: [2**i for i in range (−10, 11)],
‘gamma’: [2**i for i in range
(−10, 11)] }

svm = SVC (probability = True)

param_grid_svm = {
‘C’: [0.1, 1, 10, 100], ‘kernel’: [‘linear’, ‘poly’, ’rbf’, ‘sigmoid’],
‘degree’: [2, 3, 4], ‘gamma’: [‘scale’, ‘auto’] {‘C’: 1, ‘degree’: 2,
‘gamma’: ’scale’,
‘kernel’: ‘rbf’}

k-Means
Clustering

kmeans_params = {
‘n_clusters’: [8] # for Chinese
P2P credit dataset
‘n_clusters’: [5] # For German
and Australian datasets}

‘n_clusters’: [2] # For all datasets -

Appendix C. Illustrative Example of Route 5

This appendix provides an illustrative step-by-step process of Route 5 using a simple
set of data. This example is to show the key mechanics of this approach and how it
then feeds into a supervised classification, and how that result is combined with the Self
Organising Map (SOM). The purpose is to provide a clear understanding of this approach
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without reproducing all components of our computational process. For empirical validation
and detailed results, refer to Sections 6–9.

Appendix C.1. Credit dataset and Train-Test Split

Consider a small sample of 8 credit applicants, each described by three normalized
features: F1: Income Level, F2: Credit History Score, F3: Debt Ratio, and target: Credit Risk
→ Good (1) or Bad (0). The dataset is split into a training set and a test set as follows:

Table A3. Credit dataset with features and true labels.

Applicant F1 (Income Level) F2 (Credit History) F3 (Debt Ratio) True Label (Target)

A1 0.8 0.9 0.1 1
A2 0.7 0.8 0.2 1
A3 0.3 0.4 0.8 0
A4 0.2 0.3 0.9 0
A5 0.6 0.5 0.6 0
A6 0.9 0.7 0.3 1

Test set (2 applicants):

Table A4. Test dataset with features and true labels.

Applicant F1 (Income Level) F2 (Credit History) F3 (Debt Ratio) True Label

A7 0.5 0.6 0.5 0
A8 0.8 0.8 0.2 1

Note: The dataset shows class overlaps with challenging cases (e.g., A5 has mixed
characteristics).

Appendix C.2. Hierarchical Clustering and Feature Enrichment (Training Phase)

We apply Agglomerative clustering on the training set to group similar applicants
without using the labels. The algorithm identifies two clusters:

• Cluster 0: {A1, A2, A6}→ Applicants with higher income and better credit history.
• Cluster 1: {A3, A4, A5}→ Applicants with lower income and higher debt.

Extension of training dataset with cluster feature:

Table A5. Extended training dataset with clusters and true labels.

Applicant F1 (Income Level) F2 (Credit History Score) F3 (Debt Ratio) Cluster True Label

A1 0.8 0.9 0.1 0 1
A2 0.7 0.8 0.2 0 1
A3 0.3 0.4 0.8 1 0
A4 0.2 0.3 0.9 1 0
A5 0.6 0.5 0.6 1 * 0
A6 0.9 0.7 0.3 0 1

* The result of the clustering put A5 in the cluster 1, rather than cluster 0.

Appendix C.3. Supervised Classification on Extended Data (Training Phase)

We train individual classifiers on the extended training dataset:

• Classifier CL1: (e.g., Decision Tree).
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• Classifier CL2: (e.g., Logistic Regression).

Individual predictions:

Table A6. Individual classifier predictions on the extended training dataset.

Applicant CL1 (Decision Tree) CL2 (Logistic Regression) True Label

A1 1 1 1
A2 1 1 1
A3 0 0 0
A4 0 0 0
A5 0 * 1 * 0
A6 1 1 1

* The result of CL1 predicted A5 as 0 and CL2 as 1.

Training classifier performance:

• CL1 Training accuracy: 5/6 = 0.833.
• CL2 Training accuracy: 5/6 = 0.833.

Appendix C.4. Test Set Processing and SOM Consensus (Testing Phase)

Step 1: Assign test applicants to clusters using the clustering model trained on the
training data:

• A7→ Cluster 1 (characteristics similar to the lower-income group).
• A8→ Cluster 0 (characteristics similar to the higher-income group).

Step 2: Individual classifier predictions on the test set:

Table A7. Individual classifier predictions on the test dataset.

Applicant CL1 (Decision Tree) CL2 (Logistic Regression) True Label

A7 0 1 0
A8 1 1 1

Step 3: SOM Consensus method on test predictions:

Table A8. SOM Consensus on the test dataset.

Applicant CL1 CL2 SOM unit Majority vote Final Label True Label

A7 0 1 U1 1 * 1 0
A8 1 1 U2 1 1 1

* The Majority vote consensus predicted A7 as 1.

Appendix C.5. Performance Evaluation on Test Set

Confusion matrix (test set):

Table A9. Confusion matrix.

Predicted Good (1) Predicted Bad (0)

Actual Good (1) TP = 1 (A8) FN = 0
Actual Bad (0) FP = 1 (A7) TN = 0

Detailed test performance metrics:
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• Accuracy: (TP + TN)/Total = (1 + 0)/2 = 0.50.
• Precision: TP/(TP + FP) = 1/(1 + 1) = 0.50.
• Recall: TP/(TP + FN) = 1/(1 + 0) = 1.00.
• Type I Error (False Positive): 1.
• Type II Error (False Negative): 0.

• MCC: (TP×TN−FP×FN)√
(TP+FP)(TP+FN)(TN+FP)(TN+FN)

= 0√
0
= none (due to small test set size).

Appendix C.6. Discussion and Link to Our Results

The example above shows how we applied our methodology in practice. The addition
of a cluster feature to the dataset extended the original dataset with an additional dimension,
allowing for a more thorough analysis of both the original data and the clustering results.
The incorporation of cluster memberships during the training of each classifier enabled
each model to leverage both the original features of the data as well as those derived from
the clustering process. This methodology helped the model integrate the complexity of the
data. The consensus from the SOM was critical in resolving differences between classifiers,
as seen in A5, and illustrates our method’s ability to resolve ambiguity. The results reflect
expected outcomes, similar to those obtained empirically in Sections 6–8, with Route 5
showing the highest performance level, though it has not yet reached perfection.
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Abstract

This study investigates the use of interpretable machine learning techniques to identify
behavioral and demographic patterns associated with diabetes, based on structured pop-
ulation survey data from the Canadian Community Health Survey (CCHS). A decision
tree classifier was applied to a dataset comprising 16,824 respondents and 38 preprocessed
features covering lifestyle, well-being, and sociodemographic factors. The model was
optimized through grid search with five-fold stratified cross-validation, achieving a test
accuracy of 61.3% (mean 62.6% ± 0.6% across a 10× 5 repeated stratified cross-validation).
Feature importance analysis revealed that age, alcohol consumption patterns, daily energy
expenditure, and physical activity were the most influential factors associated with diabetes
status, with the top three features exhibiting stable importance across all cross-validation
folds. The model produced a set of 32 human-readable decision rules; a sensitivity anal-
ysis confirmed that these rules are stable across encoding choices and cross-validation
folds. Several model variants were evaluated: a class-weighted decision tree, a logistic
regression baseline, an age-only decision tree, and an age and sex logistic regression. The
class-weighted model improved minority-class recall (from 0.25 to 0.53) at the cost of
overall accuracy. A one-hot encoding sensitivity analysis showed that replacing ordinal
label encoding of nominal variables with one-hot encoding produces virtually identical
results (accuracy: 61.4% vs. 61.3%), confirming that the main rules are not artifacts of the en-
coding choice. Although the classification accuracy is moderate and not significantly better
than a majority-class baseline (McNemar’s test, p = 0.455), the extracted rules confirmed
several known associations and revealed interactions between social and lifestyle variables.
These rules are intended as hypothesis-generating population-level descriptors rather
than validated clinical decision tools, and no causal inference is claimed. This approach
demonstrates the value of rule-based models for exploratory public health research.

Keywords: medical data exploration; diabetes; health informatics; decision trees; machine
learning in healthcare; interpretable machine learning

1. Introduction

Diabetes mellitus is one of the most prevalent chronic diseases worldwide and repre-
sents a major public health challenge. According to the International Diabetes Federation,
approximately 537 million adults were living with diabetes in 2021, a figure projected to
rise to 783 million by 2045 [1]. A pooled analysis of 751 population-based studies found
that the global age-standardized prevalence of diabetes has nearly doubled since 1980,
rising from 4.3% to 9.0% in men and from 5.0% to 7.9% in women [2]. The financial impact
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is also significant: global healthcare spending on diabetes was estimated at USD 966 billion
in 2021 [1].

Canada is no exception to this global trend. The IDF estimates that approximately
3.7 million Canadians were living with diabetes in 2021, representing a prevalence of
approximately 11% among adults aged 20–79 [1]. National surveillance data indicate that
at least 3.4 million Canadians aged 20 years or older had a physician-diagnosed diabetes
in a recent surveillance period, a figure expected to rise substantially as the population
ages [3]. In Canada, direct healthcare costs related to diabetes exceed CAD 3.8 billion
annually, with indirect costs from lost productivity adding substantially to the overall
burden. The Canadian Community Health Survey (CCHS), provides one of the most
comprehensive sources of population-level data on health behaviors, chronic conditions,
and sociodemographic characteristics [4]. Conducted regularly, the CCHS surveys about
130,000 respondents per cycle and collects self-reported information on many lifestyle
factors, including physical activity, smoking, alcohol consumption, diet, emotional well-
being, and social support. This makes it a valuable source of data for chronic disease
research. Unlike clinical registries, a full CCHS cycle is broadly representative of the
Canadian population when its survey weights are applied, and it includes individuals who
may not regularly access healthcare. The present study analyzes an unweighted analytic
subset of this data for exploratory pattern discovery, making it well suited for studying
how behavioral factors are associated with chronic disease.

The analysis of health survey data using machine learning methods has gained in-
creased attention in recent years [5,6]. However, many studies in this domain focus mainly
on predictive accuracy rather than interpretability. They often use black box models such
as deep neural networks, random forests, or gradient boosting machines [6,7]. While
these models can achieve high accuracy, they offer limited insight into how decisions are
made, which is a significant drawback in healthcare applications where transparency, trust,
and clinical usefulness are essential [8,9].

In contrast, interpretable models produce predictions that domain experts and stake-
holders can understand directly. Decision trees are especially useful because they create
rule-based structures that clearly show the conditions leading to different predicted out-
comes [10]. This transparency is particularly important in public health, where policy-
makers and clinicians need to understand not only what a model predicts, but also why it
makes that prediction. Rudin [8] strongly supports this view, arguing that in high-stakes
settings, interpretable models should be preferred over post-hoc explanations of black
box models.

A key gap in the existing literature is that most machine learning studies on diabetes
rely on clinical or laboratory data, such as blood glucose levels, HbA1c, body mass index
(BMI), and blood pressure, as input features [11–13]. Fewer studies have focused on
using behavioral and psychosocial survey data as the main inputs for diabetes prediction.
Survey-based features, including self-reported physical activity, smoking, alcohol use,
and perceived health status, differ from clinical biomarkers in important ways. They are less
expensive to collect, available at the population level, and directly relevant to prevention-
focused interventions. However, they are also noisier and less directly connected to disease
biology, which creates a different modeling challenge.

This paper addresses this gap by applying an interpretable decision tree classifier
to behavioral and sociodemographic data from the CCHS. Instead of focusing mainly on
maximizing predictive accuracy, the main goal is to identify meaningful, human-readable
rules that show how combinations of lifestyle and demographic factors are related to
diabetes diagnosis. This study builds on previous work using unsupervised methods for
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health data analysis [14]. It contributes to the literature by focusing on supervised learning,
model interpretability, and quantitative evaluation using structured survey data.

The specific objectives of this study are (1) to construct a decision tree classifier on
CCHS behavioral data and evaluate its performance using standard classification metrics;
(2) to extract human-readable decision rules from the trained model; (3) to identify the
key demographic and behavioral factors associated with diabetes status through feature
importance analysis; and (4) to discuss the practical implications of the extracted rules for
exploratory public health research, while acknowledging the observational nature of the
study and the absence of causal claims.

The remainder of this paper is organized as follows. Section 2 reviews related work
on interpretable machine learning and its application to healthcare and diabetes data.
Section 3 describes the dataset used in the study, including its structure, preprocessing
steps, and key characteristics. Section 4 outlines the methodology, including the modeling
approach, hyperparameter optimization, and evaluation protocol. Section 5 presents the
quantitative and qualitative results of the analysis. Section 6 discusses the findings in the
context of the existing literature and addresses limitations. Finally, Section 7 summarizes
the contributions and proposes directions for future work.

2. Related Work

Data-driven methods are increasingly used to study chronic diseases, especially di-
abetes. This growth has been supported by the availability of large population health
surveys and advances in machine learning methods. This section reviews related work
in three areas: machine learning for diabetes prediction, interpretable machine learning
methods, and the use of national health surveys for chronic disease modeling.

2.1. Machine Learning for Diabetes Prediction

Numerous studies have addressed the problem of predicting diabetes using machine
learning. A large body of work has focused on standard clinical benchmarks such as the
Pima Indians Diabetes Dataset, which contains laboratory measurements including glucose
concentration, BMI, and blood pressure. On such datasets, studies have reported classifica-
tion accuracies ranging from 65% to 78% using methods such as decision trees, support
vector machines, naive Bayes, and ensemble methods [5,11]. More recently, Zou et al. [12]
compared multiple classifiers on clinical diabetes data and found that random forests and
gradient boosting achieved the highest accuracy, but at the cost of interpretability.

Beyond clinical datasets, several studies have used population health surveys for
diabetes-related analysis. Maniruzzaman et al. [13] applied multiple classifiers to demo-
graphic and behavioral features and demonstrated that ensemble methods can achieve
reasonable accuracy even without laboratory measurements. Studies using survey-based
features, including physical activity, BMI category, and smoking status, have shown that
such data can predict diabetes with moderate accuracy [12,13]. These studies highlight
the feasibility of using self-reported data for chronic disease screening, albeit with lower
accuracy than clinical data-based models.

In the Canadian context, Lasek and Mei [14] conducted a detailed study on clustering
and visualizing high-dimensional data related to diabetes using the Canadian Community
Health Survey. Their work emphasized the importance of effective data representation and
dimensionality reduction and identified meaningful patient groups using characteristics
such as self-perceived health, income, physical activity, and living conditions. The present
study extends this line of work by applying supervised learning to the same data source.
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2.2. Interpretable Machine Learning

In the context of supervised learning, decision trees and rule-based classifiers have
been recognized for their interpretability, especially in medical applications where trans-
parent decision-making is essential [8,15]. These models provide direct insight into the
relative importance of variables and the structure of decision rules. In contrast to black
box models such as neural networks, decision trees enable domain experts to validate and
understand model behavior, which is critical in sensitive domains such as healthcare.

Beyond decision trees, several other interpretable or explainability-oriented methods
have been developed. LIME (Local Interpretable Model-agnostic Explanations) provides
local explanations for individual predictions by fitting simple surrogate models in the
neighborhood of each instance [16]. SHAP (SHapley Additive exPlanations) assigns feature
importance values based on cooperative game theory and provides both local and global
explanations [17]. Generalized additive models (GAMs) and their extensions, such as
Explainable Boosting Machines (EBMs), offer a middle ground between interpretability
and predictive power by modeling non-linear feature effects in an additive structure [18].
Rule-based methods such as Bayesian Rule Lists provide ordered decision rules with
probabilistic guarantees [19].

While these methods offer valuable alternatives, decision trees remain one of the
most widely used interpretable models due to their simplicity, computational efficiency,
and direct production of decision rules without requiring post-hoc explanation [10]. For the
present study, a decision tree classifier was selected precisely because the goal is to extract
explicit behavioral rules, not merely to explain predictions after the fact.

2.3. Data Preprocessing and Visualization

Data preprocessing plays a important role in improving both model performance
and interpretability. In medical datasets, attributes often include a mix of categorical,
ordinal, and continuous variables, sometimes with missing values or categories that are not
applicable. Techniques such as discretization of numeric values into ordinal categories and
encoding of categorical variables are standard approaches to prepare data for interpretable
models [20–22].

Visualization is another key component of data analysis. Interactive data visualization
techniques can support exploratory analysis, improve communication of findings, and en-
hance the transparency of results [23,24]. These methods are particularly useful in public
health contexts, where policymakers and stakeholders need clear and concise summaries
of patterns emerging from complex datasets.

Although deep learning and ensemble methods such as random forests and gradient
boosting have demonstrated high predictive accuracy in diabetes diagnosis and risk estima-
tion tasks [6,7], these models often lack interpretability, making them less suitable for use
cases where decisions must be explained. Therefore, interpretable models such as decision
trees remain valuable tools, especially when combined with thoughtful preprocessing and
visualization strategies.

This work aims to extract meaningful behavioral patterns from structured health sur-
vey data by applying an interpretable supervised learning approach. Instead of grouping
individuals through unsupervised methods, we focus on generating explicit decision rules
that reveal how specific combinations of features relate to a health outcome. In doing so,
we seek to identify and explain which behavioral and demographic characteristics are most
indicative of risk, providing insights that are both data-driven and easy to interpret.
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3. Materials

3.1. Data Source

The dataset used in this study is based on a subset of responses from the Canadian
Community Health Survey (CCHS), a cross-sectional survey conducted by Statistics Canada
that collects information on the health status, healthcare utilization, and health determi-
nants of the Canadian population [4]. The CCHS covers approximately 130,000 respondents
per cycle and includes both numeric and categorical attributes spanning demographics,
lifestyle, chronic conditions, and psychosocial well-being.

For the purposes of this experiment, a labeled version of the dataset was used in
which each record represents an individual respondent and includes a binary decision
attribute (CCC_101) indicating whether the individual has been diagnosed with diabetes.
The raw dataset contained 16,836 records and 117 columns. After filtering to retain only
records with a definitive diabetes diagnosis (YES or NO), the working dataset comprised
16,824 respondents.

3.2. Feature Selection and Filtering

The original metadata file associated with the survey describes 1206 variables. Of these,
117 were included in the dataset used for this study. The selection was performed by ex-
cluding administrative and operational variables (interview identifiers, sample weights,
collection codes), geopolitical precision codes, derived aggregate indices, and items from
clinical diagnostic modules unrelated to behavioral risk factors; only variables pertain-
ing to health behaviors, demographics, socioeconomic status, psychosocial well-being,
and general health perceptions were retained. The 117 selected variables covered a range
of domains:

• Demographics: age (DHHGAGE), sex (DHH_SEX), marital status (DHHGMS), household size,
province of residence, education level (EDUDH04), household income (INCGHH).

• Lifestyle and behavior: type of smoker (SMK_202), type of drinker (ALCDTTM), physical
activity index (PACDPAI), daily energy expenditure (PACDEE), monthly frequency of
physical activity (PACDFM).

• Psychosocial characteristics: self-perceived health (GEN_01), perceived mental health
(GENDMHI), satisfaction with life (GENGSWL), health compared to one year ago (GEN_02).

• Other: pain and discomfort (HUPDPAD), health region (GEODPMF), immigration status
(SDCFIMM), cultural background (SDCGCGT), and lifestyle segmentation cluster (Segment).

To prevent data leakage, the variable CCC_121 (heart disease diagnosis), which be-
longs to the same chronic conditions module as the target variable, was removed prior
to modeling.

Columns with more than 10% of values marked as NOT_APPLICABLE were excluded
from the analysis, resulting in the removal of 74 columns. An additional 3 columns were
removed due to having more than 10% of values recorded as NOT_STATED. After these
filtering steps, 38 features remained for model training.

Table 1 presents a sample of the key features retained in the analysis along with their
human-readable descriptions, as obtained from the survey metadata file.

Table 1 lists a representative subset of the retained features; the complete list of all
38 features used for model training—together with each variable’s type, encoding, and an
assessment of possible post-diagnosis relevance—is provided in Appendix A.

The Segment variable is a derived psychosocial segmentation variable produced by
the CCHS that assigns respondents to lifestyle clusters based on their reported emotional
well-being, social support, stress levels, and coping behaviors. It captures an integrative
psychosocial profile that is not directly represented by any single survey question.
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It should be noted that several features in the dataset, particularly self-perceived health
(GEN_01) and perceived mental health (GENDMHI), may partially reflect post-diagnosis status:
respondents already living with diabetes may rate their health lower as a consequence of
the disease rather than as an independent antecedent. This potential post-diagnosis con-
founding cannot be resolved with cross-sectional data, and all associations reported in this
study should be interpreted as correlational rather than causal (see Section 6, Limitations).

Table 1. Sample of key features retained in the analysis with descriptions from the CCHS metadata.
The Encoding column indicates the encoding used for model training: OrdLE = ordinal label encoding
(integer codes preserve natural category order); OHE = one-hot encoding in the sensitivity analysis
(Section 5.3); Cont. = treated as continuous (numeric or already integer-coded).

Variable Code Type Encoding Description

DHHGAGE Ordinal OrdLE Age group (e.g., 45 TO 49 YEARS, 80 YEARS

OR MORE)
DHH_SEX Nominal OHE Sex (MALE/FEMALE)

ALCDTTM Nominal OHE Type of drinker in past 12 months
(REGULAR/OCCASIONAL/NO DRINK)

PACDPAI Ordinal OrdLE Physical activity index (ACTIVE/MODERATE
ACTIVE/INACTIVE)

PACDEE Continuous Cont. Daily energy expenditure (kcal/kg/day)

PACDFM Continuous Cont. Monthly frequency of physical activity
(>15 min)

SMK_202 Nominal OHE Type of smoker (DAILY/OCCASIONALLY/NOT
AT ALL)

GEN_01 Ordinal OrdLE Self-perceived health (EXCELLENT to POOR)
GENDMHI Ordinal OrdLE Perceived mental health (EXCELLENT to POOR)

EDUDH04 Ordinal OrdLE Highest level of education (household,
4 levels)

INCGHH Ordinal OrdLE Total household income (grouped)
DHHGMS Nominal OHE Marital status (unordered categories)
GEODPMF Nominal OHE Health region (geographic, unordered)

Segment Nominal OHE Derived psychosocial lifestyle cluster (e.g.,
DEPRESSED, GLOOMY, HAPPY)

3.3. Dataset Summary

Table 2 provides a summary of the dataset used for training the decision tree classifier.

Table 2. Summary of the dataset used for training the decision tree classifier.

Statistic Value

Total number of records (raw) 16,836
Records after filtering (YES/NO only) 16,824
Original number of columns 117
Columns removed (leakage) 1
Columns removed (NOT_APPLICABLE > 10%) 74
Columns removed (NOT_STATED > 10%) 3
Features retained for modeling 38
Target attribute CCC_101 (Diabetes)
Class distribution: YES (diabetic) 10,218 (60.7%)
Class distribution: NO (non-diabetic) 6606 (39.3%)

The dataset exhibits a moderate class imbalance, with diabetic respondents constituting
approximately 61% of the filtered records. To examine whether class imbalance affects model
performance, a class-weighted variant of the decision tree (class_weight = ‘balanced’)
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was evaluated alongside the standard unweighted model and a logistic regression baseline;
results from all configurations are compared in Section 5.

3.4. Descriptive Statistics

Table 3 presents the distribution of the two most important features—age group and
drinking type—stratified by diabetes status. These features were identified by the decision
tree as the strongest predictors (see Section 5).

Table 3. Distribution of key features by diabetes status (NO = non-diabetic, YES = diabetic). Row
percentages are within-class. Chi-square tests of independence are reported per feature.

Feature/Category NO (n = 6606) % YES (n = 10,218) %

DHHGAGE (Age group) χ2 = 573.0, p < 0.001
≤44 years 364 5.5 760 7.4
45–64 years 1860 28.2 3794 37.1
65–79 years 2662 40.3 4303 42.1
≥80 years 1720 26.0 1361 13.3

ALCDTTM (Type of drinker) χ2 = 137.3, p < 0.001
Regular drinker 3264 49.4 4139 40.5
Occasional drinker 1117 16.9 2175 21.3
Non-drinker 2089 31.6 3708 36.3
Not stated 136 2.1 196 1.9

The age distribution reveals a striking contrast: respondents aged ≥ 80 years make
up 26.0% of the non-diabetic class but only 13.3% of the diabetic class. This likely reflects
survivor bias and changing disease patterns in the oldest age groups captured by self-
reported data. In contrast, the 45–64 year range is substantially more prevalent among
diabetic respondents (37.1% vs. 28.2%), consistent with the well-documented middle-age
peak in type 2 diabetes onset. For drinking type, regular drinkers are more prevalent in
the non-diabetic class (49.4% vs. 40.5%), reflecting the apparent protective association with
moderate alcohol consumption that is also captured by the decision tree (discussed in
Section 6).

4. Methodology

4.1. Preprocessing Pipeline

The data processing pipeline consisted of the following steps:

1. Data loading: The dataset was loaded from a comma-separated values (CSV) file
containing 16,836 records and 117 columns.

2. Target filtering: Records with values other than YES or NO for the target attribute
CCC_101 were removed, yielding 16,824 usable records. Twelve records marked as
DON’T KNOW were excluded.

3. Leakage removal: The variable CCC_121 (heart disease diagnosis) was removed to
prevent data leakage. Because CCC_121 belongs to the same Chronic Conditions mod-
ule (CCC_*) as the target, retaining it would allow the model to exploit co-diagnosis
patterns rather than learning from behavioral and demographic features—the focus of
this study.

4. Column filtering: Columns with more than 10% of values marked as NOT_APPLICABLE
or NOT_STATED were excluded. The rationale for the 10% threshold is that higher
proportions of non-informative responses reduce the effective sample size for that
variable and introduce systematic missingness that cannot be reliably imputed in a
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survey context [25]. This step removed 77 columns (74 due to NOT_APPLICABLE, 3 due
to NOT_STATED), leaving 38 features.

5. Feature encoding: The 38 retained features were encoded as follows. Ordinal variables
(e.g., age group, education level, self-perceived health, physical activity index) were
encoded with ordinal label encoding (OrdLE), where integer codes follow the natural
category order. This encoding preserves the ordering information and is appropriate
for tree-based splits on ordinal scales. Nominal variables—those with no natural or-
dering, including type of drinker (ALCDTTM), type of smoker (SMK_202), marital status,
health region (GEODPMF), and the psychosocial segment—were also encoded with label
encoding in the primary analysis, assigning arbitrary integer codes. Label encoding of
nominal variables imposes a spurious ordering that may constrain split candidates for
decision trees; however, this does not change which feature is selected at each split,
and the dominant splits in this dataset (age, alcohol consumption, energy expenditure)
involve features where the ordering either is natural (age) or is empirically irrele-
vant (the tree finds the correct split threshold regardless of alphabetical assignment).
To verify this claim, a one-hot encoding (OHE) sensitivity analysis was conducted in
which all nominal variables were expanded into binary indicator columns; the results
are reported in Section 5.3. The primary label-encoding variant was retained for the
main analysis because it preserves a single Gini importance score per original survey
variable, which is important for the feature importance interpretation (Section 5).

6. Target encoding: The binary target variable was encoded as 0 (NO) and 1 (YES).

4.2. Train/Test Split

The dataset was divided into a training set (80%) and a test set (20%) using stratified
random sampling with a fixed random seed (random_state = 42) to ensure reproducibility
and preserve class proportions across both splits. This resulted in 13,459 training samples
and 3365 test samples.

4.3. Model Selection and Hyperparameter Optimization

A decision tree classifier was selected for this task due to its ability to produce inter-
pretable models in the form of decision rules [10]. The algorithm identifies conditional
relationships between feature values and the target outcome, allowing the extraction of
clear, human-readable paths from input data to predictions.

To determine the optimal hyperparameters, a grid search procedure with five-fold
stratified cross-validation was conducted. The grid search evaluated combinations of three
key parameters:

• Maximum depth of the tree: max_depth ∈ {5, 10, 15, 20, None}
• Minimum samples required to split a node: min_samples_split ∈ {2, 5, 10}
• Minimum samples required at a leaf node: min_samples_leaf ∈ {1, 2, 4}

This produced a total of 45 parameter combinations. Accuracy was used as the scoring
metric, and the stratified cross-validation ensured that class distributions were preserved
across all folds.

A key finding of the grid search was that max_depth is the dominant hyperparam-
eter: within each depth level, variations in min_samples_split and min_samples_leaf

produced negligible differences in accuracy (less than 0.02 percentage points). For this
reason, Table 4 reports the best cross-validation result for each depth level rather than
listing all 45 combinations, and includes training accuracy and the number of leaf nodes to
illustrate the bias–variance trade-off.

Several observations emerge from this analysis. First, the optimal depth is 5, yielding
a compact tree with 32 leaves that generalizes best to unseen data. Second, the gap
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between training accuracy and cross-validation accuracy grows sharply with depth (from
1.3 percentage points at depth 5 to 30.7 percentage points for the unconstrained tree)
providing evidence of overfitting. Third, only the depth-5 tree exceeds the majority-class
baseline of 60.7%, and it does so by a margin of 0.6 percentage points on the test set (61.3%
vs. 60.7%). This margin reflects the difficulty of predicting a clinical diagnosis from self-
reported behavioral data alone; however, as discussed in Section 5, the model’s value lies
not in marginal accuracy gains but in the interpretable risk patterns it reveals.

Table 4. Grid search results grouped by max_depth. For each depth, the best-performing combination
of min_samples_split and min_samples_leaf is reported. The majority-class baseline (always
predicting YES) achieves 60.7% accuracy.

Max_Depth Leaves Train Acc. CV Acc. ± Std. Test Acc. Δ vs. Baseline

Baseline (majority) 1 0.607 — 0.607 —
5 32 0.645 0.631 ± 0.007 0.613 +0.6%
10 532 0.733 0.597 ± 0.006 0.605 −0.3%
15 1398 0.837 0.560 ± 0.009 0.550 −5.8%
20 1981 0.863 0.549 ± 0.007 0.553 −5.5%

None (27) 1807 0.854 0.547 ± 0.004 0.541 −6.6%

The optimal model was configured with max_depth = 5, min_samples_split = 2,
and min_samples_leaf = 1.

4.4. Model Evaluation

Given the moderate class imbalance (61%/39%), overall accuracy is an insufficient
evaluation metric (a majority-class classifier that always predicts YES would achieve 60.7%
accuracy). To provide a more complete picture of model performance, we report:

• Per-class precision, recall, and F1-score, which reveal how the model performs on each
class independently. In a screening context, recall for the diabetic class (sensitivity) is
important, as it reflects the proportion of true cases that the model detects.

• Macro-averaged metrics, which weight both classes equally regardless of their preva-
lence, exposing weaknesses in minority-class prediction.

• Weighted-averaged metrics, which account for class prevalence and reflect overall
expected performance.

• A confusion matrix, which provides the full breakdown of true positives, false posi-
tives, true negatives, and false negatives.

All metrics were computed on the held-out test set, which was not used during hyper-
parameter optimization or model training. The majority-class baseline (60.7% accuracy)
serves as the lower bound against which the decision tree’s performance is compared.

4.5. Software Environment

The analysis was implemented in Python 3.11.9 using the scikit-learn library [20] for
classification and model evaluation, pandas for data manipulation, and matplotlib [26]
for visualization. The data processing and modeling workflow was organized into a
reproducible pipeline.

5. Results

5.1. Classification Performance

Table 5 presents the classification performance of the optimal decision tree model on
the held-out test set (3365 samples).

The confusion matrix for the test set is shown in Table 6.
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The model achieves an overall accuracy of 61.3%, with notably asymmetric per-class
performance. For the diabetic class (YES), the model achieves a recall of 0.85, meaning it
correctly identifies 85% of diabetic individuals. However, precision for this class is 0.64,
indicating that 36% of predicted diabetic cases are false positives. For the non-diabetic class
(NO), precision is low (0.52) and recall is very low (0.25), reflecting the model’s tendency to
over-predict the majority class.

Table 5. Classification performance of the decision tree model on the test set.

Class Precision Recall F1-Score Support

NO (non-diabetic) 0.52 0.25 0.34 1321
YES (diabetic) 0.64 0.85 0.73 2044

Macro average 0.58 0.55 0.53 3365
Weighted average 0.59 0.61 0.57 3365

Overall accuracy 0.613

Table 6. Confusion matrix for the decision tree classifier on the test set.

Predicted NONONO Predicted YESYESYES

Actual NO 333 988
Actual YES 313 1731

5.2. Model Comparison and Statistical Testing

To contextualize the decision tree’s performance, we compared four models on the
same held-out test set: the majority-class baseline (always predicting YES), the standard
depth-5 decision tree (DT-orig), a class-weighted variant of the same tree (class_weight
= ‘balanced’, DT-balanced), and a logistic regression classifier (LR) as a second inter-
pretable baseline.

Several observations emerge. First, the age-only DT (using only DHHGAGE) achieves
61.8% accuracy—slightly above the full 38-feature model (61.3%). The age + sex LR
degenerates to predicting the majority class for all samples, achieving exactly the majority
baseline (60.7%). These results indicate that adding age as the sole predictor captures
most of the accuracy signal, and that the behavioral variables in the full model do not
provide additional predictive accuracy beyond age alone. The primary contribution of the
full model therefore lies in the structured behavioral rules it produces, not in improved
accuracy over a demographic-only baseline. Second, applying class weights (DT-balanced)
substantially improves non-diabetic recall (from 0.25 to 0.53) and yields a higher macro F1
(0.562 vs. 0.533), but reduces overall accuracy to 57.2% and diabetic recall to 0.60. Third,
logistic regression achieves nearly identical overall accuracy (61.2%) but with even greater
class asymmetry (YES-recall 0.91, NO-recall 0.16). Fourth, the OHE sensitivity model
achieves 61.4% accuracy, differing from the label-encoding model by only 0.09 percentage
points, with virtually identical per-class performance; the implications for rule stability are
discussed in Section 5.3.

To assess whether the observed accuracy differences are statistically significant, we
applied McNemar’s test [27] to each pairwise model comparison on the test set. The primary
DT (label encoding) does not significantly outperform the majority baseline (χ2 = 0.56,
p = 0.455), confirming that the 0.6 percentage-point accuracy improvement represents a
negligible gain. The DT-balanced model differs significantly from DT-orig (χ2 = 21.23,
p < 0.001), reflecting the meaningful redistribution of predictions between classes. Logistic
regression does not differ significantly from DT-orig (χ2 = 0.03, p = 0.870). These results
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confirm that the decision tree’s primary value lies not in superior predictive accuracy but
in the interpretable rule structure it produces.

5.3. One-Hot Encoding Sensitivity

To verify that the main results are not artifacts of the label-encoding of nominal
variables, a sensitivity analysis was conducted in which all nominal variables (ALCDTTM,
SMK_202, DHHGMS, Segment, GEODPMF, DHH_SEX, and three sociodemographic indicators)
were replaced by one-hot indicator columns, expanding the feature matrix from 38 to
162 columns. A depth-5 decision tree was trained and evaluated on the same train/test split.

The results are shown in Table 7 (row “DT depth-5, one-hot encoding”). Test accuracy
was 61.4%, differing from the label-encoding model by 0.09 percentage points. The per-class
performance (NO-Prec 0.518, NO-Rec 0.254, YES-Prec 0.637, YES-Rec 0.847) is virtually
identical to the label-encoding variant. Crucially, the root split was DHHGAGE in both models,
and the depth-1 splits both involved ALCDTTM (as ALCDTTM_REGULAR DRINKER binary indi-
cator in the OHE model). These findings confirm that the main extracted rules—and the
ranking of features associated with diabetes status—are robust to the choice of encoding
for nominal variables.

Table 7. Model comparison on the held-out test set (n = 3365). NO-Rec and YES-Rec denote per-class
recall; Macro F1 weights both classes equally. Simple demographic baselines (rows 2–3) use only age
or age+sex to isolate the contribution of the behavioral features.

Model Acc. Mac.F1 NO-P NO-R YES-P YES-R

Majority baseline (all YES) 0.607 0.378 0.000 0.000 0.607 1.000
Age-only DT (depth-5) 0.618 0.536 0.530 0.251 0.639 0.856
Age+sex LR 0.607 0.378 0.000 0.000 0.607 1.000

DT depth-5, label enc. (primary) 0.613 0.533 0.515 0.252 0.637 0.847
DT depth-5, OHE (sensitivity) 0.614 0.534 0.518 0.254 0.637 0.847
DT depth-5 (class-weighted) 0.572 0.562 0.461 0.534 0.664 0.596
Logistic Regression (38 features) 0.612 0.491 0.519 0.158 0.625 0.905

5.4. Feature Importance

Age was by far the strongest factor associated with diabetes status, accounting for
51.7% of the model’s decision-making power, followed by alcohol consumption patterns
(15.5%) and daily energy expenditure (10.0%). Together, the top three features account
for over 77% of total feature importance. Physical activity measures (monthly frequency
and leisure participation), education level, and self-perceived health also contributed
meaningfully to the model. The top ten features are summarized in Table 8.

To assess the stability of both importance rankings and specific split conditions across
different data splits, we evaluated the decision tree within each fold of the five-fold stratified
cross-validation. The top three features—DHHGAGE, ALCDTTM, and PACDEE—appeared in the
top three positions across all five folds (5/5), with mean importances of 0.537± 0.015,
0.167± 0.019, and 0.074± 0.021 respectively (mean ± standard deviation across folds).

Beyond feature importance rankings, the stability of the specific split conditions was
also examined. Table 9 reports the split conditions (feature, direction, and category label)
that appeared in the upper levels (depth 0–2) of the decision tree across all five folds.
The root split (DHHGAGE ≤ 75 TO 79 YEARS) was identical in all five folds. The depth-1 split
on alcohol consumption (ALCDTTM ≤ OCCASIONAL DRINKER) also appeared in all five folds.
Four of the six most stable conditions appeared in all 5/5 folds, confirming that the key
behavioral splits—not only the feature rankings—are robust to sampling variation.

To further assess performance stability, a 10-repeat × 5-fold repeated stratified cross-
validation was conducted (50 evaluation folds total). Mean accuracy across the 50 folds
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was 62.6% ± 0.6% (range: 61.4–64.4%), confirming that the depth-5 model’s performance
is stable and that the single-run estimate of 61.3% test accuracy is representative of the
model’s generalization ability.

Table 8. Feature importance scores from the decision tree model (Gini importance). Only features
with non-zero importance are shown.

Rank Feature (Variable Code) Description Importance

1 DHHGAGE Age group 0.517
2 ALCDTTM Type of drinker 0.155
3 PACDEE Daily energy exp. 0.100
4 GEODPMF Health region 0.049
5 PACDFM Monthly phys. act. freq. 0.030
6 EDUDH04 Education level 0.021
7 Segment Emotional segment 0.018
8 DHH_SEX Sex 0.016
9 GEN_02 Health vs. 1 yr ago 0.015
10 PACFLEI Leisure phys. act. 0.013
11 GEN_01 Self-perceived health 0.013
12 SDC_8 Current student 0.012
13 GEN_02A2 Health change (alt.) 0.008
14 DHHG611 Children 6–11 in HH 0.008
15 GENDMHI Mental health 0.007
16 GEN_02B Health change (scale) 0.007
17 DHHGMS Marital status 0.007
18 SMK_202 Type of smoker 0.005

Table 9. Stability of split conditions across 5 CV folds. Only conditions appearing in ≥4 folds are
shown. Conditions are from the root and depth-1/depth-2 nodes of a depth-5 DT trained on each fold.

Split Condition Folds Present

DHHGAGE ≤ 75 TO 79 YEARS 5/5
DHHGAGE > 80 YEARS OR MORE 5/5
ALCDTTM ≤ OCCASIONAL DRINKER 5/5
ALCDTTM > REGULAR DRINKER 5/5
DHHGAGE ≤ 70 TO 74 YEARS 5/5
DHHGAGE > 75 TO 79 YEARS 5/5

5.5. Decision Tree Structure and Rules

The trained decision tree has a maximum depth of five and contains 32 leaf nodes.
Figure 1 shows a simplified version of the tree that highlights the most significant decision
paths. The root split is based on age: respondents aged 80 years or more are separated from
younger individuals at the first decision node.

The key decision pathways extracted from the model can be summarized as follows:

1. Age as root predictor: Respondents aged 80 years or more are separated at the root
node, indicating that advanced age is the single strongest predictor. Among younger
individuals, alcohol consumption patterns form the next decision point.

2. Alcohol and physical activity: Among respondents under 80 who are not regular
drinkers, physical activity level and smoking status determine the classification. Inac-
tive individuals who smoke are more likely to be classified as diabetic.

3. Regular drinkers: Among regular drinkers under 80, physical inactivity combined
with residence in Quebec and daily smoking leads to diabetic classification, while
active individuals are classified as non-diabetic regardless of other factors.
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4. Elderly subgroups: For respondents aged 80 or older, the model further differentiates based
on alcohol consumption, physical activity frequency, perceived health status, and sex.

Figure 1. The decision tree diagram showing the top three levels. Node labels show the split
condition, the Gini impurity, the number of training samples reaching that node, and the sample
counts per class [NO, YES]. Blue shading indicates a majority of non-diabetic samples (NO); orange
shading indicates a majority of diabetic samples (YES). The full depth-5 tree contains 32 leaf nodes;
only the three most informative levels are displayed for readability.

Table 10 presents a summary of the behavioral and demographic characteristics asso-
ciated with each diabetes outcome.

Table 10. Summary of behavioral and demographic features associated with each diabetes outcome
in the decision tree analysis. All associations are observational; no causal interpretation is implied.

Factor Associated with Diabetes
(YESYESYES)

Associated with No Diabetes
(NONONO)

Age 80 years or older Under 80 years
Physical Activity Inactive or minimally active Active or moderately active
Smoking Daily or occasional smoker Not at all
Drinking Habits Not a regular drinker Regular drinker
Self-Perceived Health Poor or fair Good to excellent
Energy Expenditure Low daily expenditure Higher daily expenditure
Sex Male (in elderly subgroups) Female (in certain subgroups)
Education Lower education level Post-secondary graduate
Region Specific health regions Other regions

Figure 2 illustrates the top-8 extracted IF–THEN rules ranked by their training sam-
ple coverage (support), providing a compact model-derived summary of the dominant
demographic and behavioral patterns associated with each predicted class in the dataset.

5.6. Formal IF–THEN Rules

Each of the 32 leaf nodes in the decision tree corresponds to a formal IF–THEN rule,
defined by the sequence of conditions along the path from the root to that leaf. Table 11
presents a representative selection of eight rules chosen to cover both predicted classes
and a range of support levels. For each rule, support denotes the number of training
samples reaching the leaf, and precision denotes the fraction of those samples matching
the predicted class. Conditions are expressed using the original CCHS variable codes and
categories; PACDEE refers to daily energy expenditure in kcal/kg/day, and Segment refers
to the derived psychosocial lifestyle cluster.

The two highest-support rules (support = 2217 and 1837) together account for 4054
of the 13,459 training samples (30.1%) and both predict the diabetic class. They capture a
similar population: non-elderly, non-regular drinkers with low daily energy expenditure,
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differentiated only by health region. This confirms that the dominant behavioral pattern
associated with diabetes in this dataset—moderate or no drinking combined with low
physical energy expenditure in the non-elderly population—is geographically widespread.
Among the non-diabetic rules, Rule 8 (female, elderly, educated, regular drinker with stable
health) achieves the highest precision (0.860), representing a compact, highly coherent
profile of low-risk respondents.

Figure 2. Top-8 extracted IF–THEN rules ranked by training sample coverage (support). Orange bars
indicate rules predicting the diabetic class (YES); blue bars indicate rules predicting the non-diabetic
class (NO). Precision (fraction of samples correctly classified at each leaf) is annotated on each bar.
This visualization is directly derived from the trained depth-5 decision tree and provides a compact
summary of the dominant behavioral and demographic patterns identified in the dataset.

Table 11. Selected decision rules from the depth-5 decision tree. Support = number of training
samples (out of 13,459) reaching the leaf; Precision = fraction correctly classified. Rules are ordered
by support within each predicted class. The full set of 32 rules is available upon request.

IF Conditions Pred. Support Precision

Predicted class: YES (Diabetic)
DHHGAGE < 75 yr; ALCDTTM 	= Regular; DHHGAGE < 70 yr; PACDEE
≤ 3.0; health region ≤ Prairie

YES 2217 0.752

DHHGAGE < 75 yr; ALCDTTM 	= Regular; DHHGAGE < 70 yr; PACDEE
≤ 3.0; health region > Prairie

YES 1837 0.695

DHHGAGE < 75 yr; ALCDTTM = Regular; PACDEE ≥ 1.1; DHHGAGE <
70 yr; eastern/coastal regions

YES 1822 0.565

DHHGAGE < 75 yr; ALCDTTM = Regular; PACDEE ≤ 1.0; Segment ≥
Gloomy; 65–70 yr

YES 1241 0.691

Predicted class: NO (Non-diabetic)
DHHGAGE ≥ 80 yr; ALCDTTM 	= Regular; GEN_01 not very good;
GEN_02A2 ≥ 8; no children 6–11

NO 824 0.576

DHHGAGE 70–79 yr; ALCDTTM = Regular; PACDEE ≥ 1.1; monthly PA
freq. ≥ 32

NO 474 0.557

DHHGAGE ≥ 80 yr; ALCDTTM = Regular; EDUDH04 = Post-sec. grad.;
Sex = Male; leisure PA = Yes

NO 252 0.671

DHHGAGE ≥ 80 yr; ALCDTTM = Regular; EDUDH04 = Post-sec. grad.;
Sex = Female; health not worsening

NO 100 0.860

6. Discussion

6.1. Interpretation of Results

The decision tree classifier achieved an overall test accuracy of 61.3%, which is mod-
erate but consistent with the inherent challenge of predicting a clinical diagnosis from
self-reported behavioral data alone. For comparison, studies using clinical biomarkers
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(blood glucose, BMI, HbA1c) on the Pima Indians dataset report accuracies in the range
of 65–78% [5,11]. The lower accuracy in the present study is expected, as self-reported
survey features are inherently noisier, subject to recall bias, and less directly related to the
physiological mechanisms underlying diabetes.

Importantly, the McNemar test confirms that the depth-5 decision tree does not achieve
a statistically significant accuracy improvement over the majority-class baseline (p = 0.455).
This finding should be interpreted honestly: the model’s value lies not in its marginal
accuracy gain but in the interpretable, stable rule structure it produces. The extracted rules
reveal which specific combinations of age, drinking behavior, physical activity, and psy-
chosocial characteristics are associated with diabetes in this population-level dataset—a
type of insight that a majority-class classifier cannot provide.

The asymmetric per-class performance (85% recall for diabetic, 25% for non-diabetic)
reflects the well-known tendency of cost-insensitive classifiers to favor the majority class.
The class-weighted variant (DT-balanced) improves non-diabetic recall to 53% and macro
F1 to 0.562 (vs. 0.533 for the standard model), but reduces diabetic recall from 85% to 60%
and overall accuracy to 57.2%. In a population-level risk stratification context—as distinct
from individual clinical screening—the standard model’s higher diabetic sensitivity may
be preferable, as it is more conservative about labeling respondents as non-diabetic.

6.2. Consistency with Established Epidemiological Knowledge

The behavioral patterns identified by the decision tree are largely consistent with estab-
lished epidemiological knowledge. Advanced age is the strongest factor associated with diabetes
status (51.7% of total feature importance), which aligns with the well-documented increase in
type 2 diabetes prevalence with aging [28]. While age dominates the global importance ranking,
the result that age alone (without any behavioral features) achieves 61.8% accuracy underscores
that demographic variables are the primary signal in this dataset. The behavioral patterns
extracted in the sub-trees below the age split—particularly those involving alcohol consumption,
energy expenditure, and psychosocial segment among non-elderly respondents—represent the
interpretable contribution of this study. These patterns would not be reported by a model using
age alone, even though they do not add overall predictive accuracy.

Physical inactivity and sedentary behavior are consistently associated with type 2 diabetes
in the epidemiological literature [29], and their prominence in the model’s feature importance
is consistent with this population-level association in survey data. Smoking behavior also
contributes to the model, consistent with a systematic review and meta-analysis that found
active smokers have a higher risk of developing type 2 diabetes [30]. Education level and
daily energy expenditure also appear among the top features, reflecting the well-documented
socioeconomic gradient in chronic disease prevalence [29]. Self-perceived health status, which
appears in the tree’s deeper branches, is associated with objective health outcomes and mortality
in the broader literature [31]. The presence of psychosocial and self-perception variables in the
model highlights the multidimensional nature of diabetes-associated patterns, extending beyond
purely physiological factors. All of these associations are cross-sectional and observational,
and no causal interpretation should be drawn from this analysis.

6.3. The Alcohol–Diabetes Association

An apparent protective association with regular alcohol consumption was observed
in the decision tree, where regular drinkers were less likely to be classified as diabetic.
This finding is consistent with meta-analyses reporting a U-shaped relationship between
alcohol consumption and type 2 diabetes risk, with moderate drinkers showing lower risk
than abstainers [32]. However, this association must be interpreted with caution. The “sick
quitter” hypothesis suggests that some non-drinkers may have stopped drinking due to
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pre-existing health conditions, including diabetes [33]. Additionally, regular moderate
drinking may be a proxy for higher socioeconomic status, social engagement, and overall
healthier lifestyle patterns rather than reflecting a direct protective effect of alcohol [34].
The CCHS data cannot distinguish between these explanations, and this finding should
not be interpreted as evidence that alcohol consumption prevents diabetes.

6.4. Limitations

Several limitations should be acknowledged. First, this study is entirely observational
and cross-sectional. The features identified as associated with diabetes status cannot be
interpreted as causes of diabetes, and the study cannot be used to support causal public
health interventions. All extracted rules should be read as population-level associations
that may reflect shared confounders, reverse causation, or other non-causal mechanisms.
Longitudinal study designs, instrumental variable analyses, or causal inference methods
would be required to establish directionality.

Second, some psychosocial features—particularly self-perceived health (GEN_01) and
perceived mental health (GENDMHI)—may partially reflect post-diagnosis status rather than
independent antecedents. Respondents already living with diabetes may rate their health
lower as a consequence of the disease; this reverse-causation pathway cannot be separated
from a prospective association using cross-sectional data.

Third, the dataset relies entirely on self-reported data, which is subject to recall bias
and social desirability effects. Studies have shown that self-reported diabetes prevalence may
underestimate true clinical prevalence by 20–30% [35], meaning that some respondents classified
as NO in the CCHS may have undiagnosed diabetes. The accuracy of self-reported behavioral
variables—including physical activity duration, alcohol consumption frequency, and perceived
health—is also known to vary substantially from objectively measured equivalents. These
limitations mean that the model should not be used for individual-level clinical diagnosis; its
appropriate use is for exploratory population-level pattern identification.

Fourth, the analysis is based on a single survey cycle, which limits the temporal
generalizability of the findings. Patterns identified in one cohort may not hold across
different time periods or populations.

Fifth, while the class imbalance is moderate (61%/39%), the model’s tendency to favor
the majority class (YES) is evident in the asymmetric per-class performance. The class-
weighted DT variant evaluated in this study improves non-diabetic recall (from 0.25 to 0.53)
and macro F1 (0.533 → 0.562), but at the cost of reduced diabetic recall and overall accuracy.
The choice between these models depends on the intended application: the class-weighted
model is preferable when balanced detection of both classes is required, while the standard
model better preserves high sensitivity for the diabetic class.

Sixth, the maximum tree depth of five constrains the model’s expressiveness. While
this shallow structure enhances interpretability and reduces overfitting, it may prevent the
model from capturing more complex feature interactions.

Finally, the appearance of regional features (health region, province) in the decision
tree should be interpreted with caution. The GEODPMF health-region variable may proxy
for population-level confounders—such as differences in healthcare access, urbanization,
dietary norms, ethnic composition, or regional survey response patterns—rather than
reflecting genuine geographic variation in diabetes risk. Rules involving regional splits
should be treated as population-level descriptors of the training data rather than individual-
level predictors, and should not be applied to individuals in other geographic contexts
without re-training the model on locally representative data.

https://doi.org/10.3390/app16126146133



Appl. Sci. 2026, 16, 6146

6.5. Implications for Public Health

Despite these limitations, the approach demonstrates several practical advantages for
public health research and exploratory analysis. The extracted decision rules are expressed
in plain language and can be directly communicated to public health practitioners. Unlike
complex ensemble models that require specialized software for interpretation, a decision
tree with five levels can be printed on a single page and used as a visual summary of
population-level risk patterns. This transparency is particularly valuable in research and
policy contexts where understanding the structure of risk—rather than achieving maximum
predictive accuracy—is the primary goal.

The identified behavioral and demographic patterns associated with diabetes—
particularly the interaction of age, physical inactivity, and psychosocial profile—suggest
targets for further investigation. Public health programs could use similar rule-based anal-
yses to stratify populations by risk level, prioritize research and outreach efforts, or design
targeted educational materials for specific demographic subgroups. It should be empha-
sized, however, that the model was trained on self-reported survey data without external
validation on an independent cohort, and the McNemar test showed that its accuracy ad-
vantage over a trivial baseline is not statistically significant. Therefore, the extracted rules
should be treated as hypothesis-generating descriptors of population-level associations,
not as validated clinical decision rules suitable for individual risk assessment.

Furthermore, the use of survey-based features rather than clinical biomarkers means
that the input data for such analyses could be collected through questionnaires or telephone
interviews, without requiring laboratory tests. This makes the approach potentially scalable
for population-level deployment, complementing rather than replacing clinical diagnostic
pathways. National health surveys such as the CCHS are conducted on a regular cycle,
which means that models trained on survey data can be periodically updated to reflect
evolving population characteristics and health trends.

7. Conclusions and Future Work

This study applied an interpretable decision tree classifier to behavioral and sociode-
mographic data from the Canadian Community Health Survey to extract human-readable
rules associated with diabetes diagnosis. The main contributions are as follows:

1. Interpretable rule extraction: The decision tree model produced a concise set of 32
IF-THEN rules linking age, physical activity, alcohol consumption, and self-perceived
health to diabetes status, all expressed in a transparent, human-readable format using
original survey category labels.

2. Quantitative evaluation: The model was rigorously evaluated using standard classifi-
cation metrics, achieving 61.3% accuracy (62.6± 0.6% over a 10× 5 repeated stratified
CV). McNemar’s test confirms that this accuracy is not statistically significantly bet-
ter than a majority-class baseline (p = 0.455); the value of the model lies in the
interpretable rule structure, not in accuracy alone.

3. Feature stability: Age, alcohol consumption patterns, and daily energy expendi-
ture were identified as the dominant factors associated with diabetes status (top-3
across all five CV folds). Rule condition stability analysis showed that six split con-
ditions appeared identically in all 5/5 CV folds, confirming that the extracted rules
themselves—not only the feature rankings—are robust to sampling variation.

4. Comprehensive model comparison: Seven model configurations were evaluated:
majority baseline, age-only DT, age + sex LR, standard depth-5 DT (label encoding
and OHE variant), class-weighted DT, and full logistic regression. The age-only DT
achieves comparable accuracy (61.8%) to the full model, confirming that behavioral
features do not add predictive accuracy over demographic-only baselines. The OHE
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sensitivity analysis (61.4% accuracy, 0.09 pp difference) confirms that the main rules
are not artifacts of encoding choices.

The moderate classification accuracy reflects the fundamental difficulty of predict-
ing a clinical diagnosis from self-reported behavioral data alone. The extracted rules
should be treated as hypothesis-generating, observational descriptors of population-level
associations—not as validated clinical decision tools and not as evidence of causal rela-
tionships. The interpretability and cross-validation stability of the identified patterns,
and their consistency with established epidemiological knowledge, support the value of
this approach for exploratory public health research.

Several directions for future work are envisioned. First, applying the methodology
to external datasets, such as the Behavioral Risk Factor Surveillance System (BRFSS) in
the United States or the Health Survey for England, would help assess the robustness and
generalizability of the identified patterns across different populations.

Second, more advanced interpretable models could be explored. Explainable Boosting
Machines (EBMs) [18] offer a middle ground between decision trees and ensemble methods,
producing interpretable additive models with potentially higher accuracy. Bayesian Rule
Lists [19] provide ordered decision rules with probabilistic uncertainty estimates. Post hoc
explanation methods such as SHAP [17] could be applied to ensemble models to compare
the feature importance patterns with those obtained from the decision tree.

Third, the decision rules extracted from the model could serve as the basis for devel-
oping practical screening tools. A web-based risk calculator that implements the top-level
decision paths could provide a simple, accessible tool for preliminary risk stratification,
subject to external validation on independent cohorts. Such tools could be integrated into
clinical decision support systems or public health dashboards to assist in population-level
monitoring and targeted intervention planning.

Fourth, future experiments could integrate additional data sources, such as clinical or
longitudinal health records, to complement self-reported information and improve both
prediction accuracy and the clinical validity of the extracted rules. Combining survey-based
behavioral features with clinical biomarkers (e.g., fasting glucose, HbA1c, blood pressure)
could yield models that are both interpretable and clinically actionable, bridging the gap
between population-level surveillance and individual-level diagnosis.

Finally, the methodology developed in this study is not limited to diabetes and could be ap-
plied to other chronic conditions captured in the CCHS, such as heart disease, asthma, or mental
health disorders. Comparative analysis across multiple conditions using the same survey-based
approach could reveal shared and condition-specific behavioral risk factors, contributing to a
more holistic understanding of chronic disease determinants at the population level.
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Appendix A. Complete List of Retained Features

For completeness, Table A1 lists all 38 features retained after preprocessing (Section 3)
and used for model training. For each variable, the table reports the description from the
CCHS metadata, the variable type, the encoding used in the primary (label-encoding) analysis,
and an assessment of whether the variable may partly reflect post-diagnosis status (i.e., its
value may be a consequence of living with diabetes rather than an independent antecedent).
In the one-hot encoding sensitivity analysis (Section 5.3), all nominal variables are expanded
into binary indicator columns. Variables flagged “Possible” (self-perceived and mental health,
satisfaction, pain, and physical-activity measures) should be interpreted with appropriate
caution, as cross-sectional data cannot establish their temporal ordering relative to diagnosis.

Table A1. Complete list of the 38 features retained for model training, with type, encoding, and pos-
sible post-diagnosis relevance. OrdLE = ordinal label encoding; OHE = one-hot encoding (sensitivity
analysis); Binary = binary 0/1 label; Cont. = treated as continuous.

Code Description Type Encoding Post-dx. Relevance

Demographics and household
DHHGAGE Age group Ordinal OrdLE No
DHH_SEX Sex Binary Binary No
DHHGMS Marital status Nominal OHE No
DHHGLE5 Persons ≤ 5 yr in household Binary Binary No
DHHG611 Persons 6–11 yr in household Binary Binary No
DHHGL12 Persons < 12 yr in household Binary Binary No
DHHGLVG Living arrangement Nominal OHE No
DHHGHSZ Household size Ordinal OrdLE No
DHH_OWN Dwelling owned/rented Nominal OHE No

Geography and socioeconomic status
GEOGPRV Province of residence Nominal OHE No
GEODPMF Health region Nominal OHE No
EDUDH04 Highest education (household) Ordinal OrdLE No
INCGHH Total household income Ordinal OrdLE No
SDCGCB12 Country of birth (Canada/other) Nominal OHE No
SDCGLHM Language(s) spoken at home Nominal OHE No
SDCFIMM Immigrant status Binary OHE No
SDCGCGT Cultural/racial origin Nominal OHE No
SDC_8 Current student Nominal OHE No

Psychosocial and perceived health
Segment Psychosocial lifestyle cluster Nominal OHE Possible
GEN_01 Self-perceived health Ordinal OrdLE Possible
GEN_02 Health vs. 1 year ago Ordinal OrdLE Possible
GEN_02A2 Satisfaction with life Ordinal OrdLE Possible
GEN_02B Self-perceived mental health Ordinal OrdLE Possible
GEN_07 Perceived life stress Ordinal OrdLE Possible
GEN_10 Sense of community belonging Ordinal OrdLE Possible
GENDHDI Perceived health (derived) Ordinal OrdLE Possible
GENDMHI Perceived mental health (derived) Ordinal OrdLE Possible
GENGSWL Satisfaction with life (derived) Ordinal OrdLE Possible
PMH_04 Felt contributing to society Ordinal OrdLE Possible
PMHDCLA Positive mental-health class Nominal OHE Possible
HUPDPAD Pain/discomfort Ordinal OrdLE Possible

Health behaviors
PACDEE Daily energy expenditure Continuous Cont. Possible
PACDFM Monthly freq. physical activity Continuous Cont. Possible
PACDPAI Physical activity index Ordinal OrdLE Possible
PACFLEI Leisure physical activity (part.) Nominal OHE Possible
SMK_202 Type of smoker Nominal OHE No
ETS_35 Smoking allowed in house Nominal OHE No
ALCDTTM Type of drinker Nominal OHE Possible
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Abstract: The production process of tubes for fiber optic cables is a complex process, where
proper execution is crucial to the quality of the final product. This process has a complex
state vector whose structure and coordinates dynamically change during the tube extrusion
process. Small fluctuations in process parameters, such as temperature, extrusion pressure,
production speed, and optical fiber tension, affect the optical attenuation of the final
product. Such defects necessitate the withdrawal of the product. Due to the high number
of process coordinates and the technological inability to automatically label those segments
of the production process that cause anomalies in the final product, the authors used data
clustering methods to create a training set that enabled the use of neural tools for anomaly
detection. The system proposed in the main part of the paper includes a hybrid Long
short-term memory (LSTM) network model, which is fed with data streams recorded on the
tube extrusion production line. The input module, which performs preprocessing of input
data, conducts multiresolution analysis of recorded process parameters, and recommends
the process state’s belonging to a set of classes describing individual production anomalies
to appropriate LSTM network modules. The learning process of the three–channel network
allowed effective recognition of five classes of the monitored tube production process. The
fit level of the proposed network model reached R2 values of ≥0.85.

Keywords: optical tubes extrusion process; data clustering; LSTM networks; anomalies
detection

1. Introduction

Fiber optic cables in modern civilization are the primary medium used for efficient
and reliable information transmission. The continuous expansion of computer network
infrastructure drives a growing demand for such products. Solutions are expected to
include both long segments of optical medium as well as multi–core and multi–mode
solutions, which allow for parallelization and thus acceleration of information transmission.
The basic raw material is usually optical fiber, which has specific parameters describing
its attenuation, rigidity, and physical dimensions. It is obtained by process of drawing the
fiber in special towers from prepared glass billets of high chemical purity, which ensures
appropriately low optical attenuation. Typically, at this stage, the fiber is coated with a
dedicated polymer that ensures light confinement within it. The polymer layers can be
combined with a color that ensures proper separation of fibers already at the stage of
digital network construction. The next stage of optical cable manufacturing in industrial
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conditions is the extrusion process of the tube, which involves continuous heating and
extrusion of plastic or metal materials to form hollow tubes that serve as a hydrophobic
coating surrounding bundles of optical fibers. The subsequent step is the twisting of tube
assemblies, and the final product of this process is an optical cable.

As can be seen, the above process is complex, with many different state coordinates,
and each stage of production can potentially be a source of defects in the final product. In
this context, predicting process anomalies using data from production equipment and tak-
ing preventive action is crucial. This is a key leitmotif that motivates many research teams
around the world [1–3] to seek solutions and tools for monitoring this process and prevent-
ing defects that degrade the quality of the final product. Typically, the anomaly detection
process involves collecting and analyzing data from sensors that monitor temperature,
pressure, vibrations, chemical parameters, diameter, ovality, and other indicators specific to
a given production line’s state. In recent years, statistical algorithms (e.g., linear regression),
machine learning algorithms (e.g., decision trees, Support Vector Machines (SVM), neural
networks [2,4]), and deep learning algorithms (e.g., Recurrent Neural Networks (RNN),
Autoencoders) have been used for this purpose. The primary task of these algorithms is to
monitor the given process in real–time, maintain predictive maintenance [5], and ensure
quality control. Currently, companies in the fiber optic cable manufacturing sector are
developing various solutions to minimize the percentage of products manufactured out
of specification. Among the challenges they face are the scalability and adaptability of
algorithms, their ability to integrate with production systems, and their effectiveness in
minimizing waste and downtime [6–12].

By reviewing the latest literature, State-of-the-Art Review on Anomaly Detection in
Various Domains [13], several leading themes can be distinguished. The detection of anoma-
lies has emerged as a critical focus across diverse domains, particularly within the Internet
of Things (IoT), biomedical signal processing, industrial processes, and satellite telemetry
data. This review synthesizes recent advances in methods and approaches, highlighting
their unique characteristics, applications, and associated challenges. Anomaly detection
in IoT systems often employs dual-view mechanisms, combining time reconstructors, fre-
quency reconstructors, and dual-view adversarial learning [14,15]. These methods aim to
analyze data streams comprehensively, addressing both temporal and spectral dimensions
to enhance detection accuracy. Biomedical data, such as signals related to Parkinson’s
disease, are processed using unsupervised deep networks. These methods focus on uncov-
ering latent patterns within data without labeled training samples, providing significant
insights into disease recognition while addressing specific anomaly types. The use of singu-
lar value decomposition (SVD) in deep neural network (DNN) models aids in encrypting
hidden features of signals. Techniques incorporating Fourier transforms allow for robust
analysis of anomalies while maintaining data integrity [16]. Recent developments include
the implementation of self-adversarial variational autoencoders (VAEs) integrated with con-
trastive learning to enhance anomaly detection capabilities [16]. These architectures excel in
capturing nuanced differences between normal and anomalous states. Multi-node knowl-
edge graphs fused with expert knowledge and Bi-directional Long Short-Term Memory
(Bi-LSTM) networks have been proposed [17] as powerful tools for local feature extraction
in anomaly detection. This approach leverages both structural and temporal relationships
within the data. The multi-scale sparse attention module effectively extracts global features
across scales, preserving pattern information critical for detecting process disturbances [18].
This approach is particularly adept at handling data from industrial monitoring systems
[19]. For multidimensional processes, local feature masking can amplify state differences to
visually highlight anomalies [20]. Similarly, mechanisms for identifying highly divergent
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patterns based on data density help streamline the detection process [21]. A knowledge
distillation approach [22], transferring insights from large models to smaller, more efficient
models, has proven effective in speeding up anomaly detection. Stochastic approaches
utilizing partial Markov chains are employed to mask irrelevant process features, such
as in image data [23]. These methods improve reconstruction quality and focus anomaly
detection efforts on significant features. An imbalance in training datasets is a persistent
issue, especially in industrial processes where generating anomalies artificially is infeasible
[24]. Few-shot anomaly detection using positive-unlabeled learning addresses this by
preparing well-structured datasets, albeit with challenges in real-world implementation
[25]. Preprocessing transformations, such as Kalman filtering, are used to simplify input
data for anomaly detection in diverse systems, including ECG signals and cooling devices
[26]. Additionally, federated learning enhances defect detection, achieving high accuracy,
precision, recall, and F1 scores in certain industrial settings [24]. Frequency-domain tech-
niques generate augmented pseudo-anomalous images, allowing for the discovery of key
anomaly characteristics [27]. Analyzing short video sequences of industrial processes
has achieved notable success, such as the MSTE environment yielding 90.7% accuracy
[28]. However, video-based methods face limitations due to measurement constraints
and environmental variability. In satellite telemetry anomaly detection, deep learning
algorithms contend with significant noise and data gaps [29]. To address data scarcity in
anomaly states, mechanisms such as feature injection and heterogeneous spatiotemporal
graphs have been developed [30]. These techniques enable artificial supplementation of
training datasets, improving detection accuracy in processes with high anomaly deficits. In
unsupervised scenarios, attributed networks leveraging graph-based models enhance the
differentiation between normal states and anomalies by reducing interference [31].

In the study [6], anomaly detection in smart factories was explored using machine
learning techniques, particularly addressing challenges related to diverse sensors and
their transferability across different production lines. A combination of machine learning
algorithms, including neural networks and transfer learning, was employed to facilitate
knowledge transfer between production lines. The authors achieved high accuracy in
anomaly detection using datasets from various sensors, and the knowledge transfer be-
tween sensors enhanced system effectiveness in new, unfamiliar production environments.
The study [10] proposed the creation of a digital twin for a production line, enabling im-
proved monitoring and real-time anomaly prediction. This approach integrated digital twin
modeling with machine learning algorithms, such as Long Short-Term Memory (LSTM) net-
works and autoencoders. The system demonstrated high accuracy in anomaly prediction,
while the digital twin allowed for dynamic production parameter adjustments, reducing
defects by 40% compared to standard methods. In [5], the authors introduced a system
for predicting production costs in the context of Industry 4.0. This system integrated data
from multiple sources, including industrial sensors and ERP systems, to forecast changes
in production costs. Advanced ML models, such as LSTM networks and decision trees,
were applied to analyze time-series data from various sources. The model achieved a 92%
accuracy rate in production cost predictions, significantly reducing financial losses from
unplanned downtimes and production defects. The study [7] focused on anomaly detection
in optical fiber networks using machine learning algorithms. The primary application in-
volved monitoring the integrity of optical cables and detecting damages in communication
networks. Support Vector Machines (SVM) and neural networks, including LSTM models,
were used to process sensor data and detect cable irregularities. The LSTM model excelled
in real-time anomaly detection, achieving 94% accuracy, and effectively identified both
minor and major damages. Finally, Ref. [12] investigated automatic anomaly detection in
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manufacturing machines based on sensor data, aiming to minimize machine failures and
downtimes by predicting potential issues. Statistical algorithms such as linear regression
and k-Nearest Neighbors (k-NN) were combined with advanced machine learning meth-
ods, including LSTM networks. These models successfully identified anomalies in 87% of
cases, leading to a 25% reduction in production process downtimes.

Table 1 presents a summary of the technologies employed and the performance of the
models in the context of research on anomaly detection and production process monitoring.

Table 1. Summary of key elements, applied models, and results for selected works on anomaly
detection in production processes.

Authors (Year) Research Description Applied Models Key Results

Abdallah et al.
(2023) [6]

Anomaly detection in smart factories
with sensor-to-sensor transfer

LSTM, Transfer learning,
Neural networks

High anomaly detection accuracy, effective
knowledge transfer between sensors

Kakavandi et
al. (2023) [10]

Digital twin for real-time production
line monitoring

Digital twin, LSTM,
Autoencoders

40% defect reduction, dynamic adjustment
of production parameters

Soleimani et al.
(2023) [5]

Production cost prediction in
Industry 4.0 LSTM, Decision trees 92% prediction accuracy for costs,

reduction of defect-related losses

Abdelli et al.
(2022) [7]

Anomaly detection in fiber optic
monitoring LSTM, SVM 94% anomaly detection accuracy, effective

detection of optical cable damages

Pittino et al.
(2020) [12]

Automatic anomaly detection in
production machines

LSTM, Linear regression,
k–NN

87% anomaly detection accuracy, 25%
downtime reduction

Regarding above, the industry practice shows, that often heuristic strategies are needed
to overcome these industrial challenges, which frequently hinder effective detection [32,33].
Emerging trends such as federated learning, knowledge graphs, and advanced neural
architectures offer promising directions for overcoming these challenges. By integrating
domain expertise with sophisticated computational techniques, anomaly detection contin-
ues to evolve, bridging gaps across diverse applications. Although the recent reviews have
attempted to unify diverse methods to facilitate objective comparisons, but unfortunately
significant challenges persist due to process-specific measurement differences and the
unique nature of anomalies across domains, which often hinder generalization [34–40].

In this study, the authors refer to the concept of anomalies as a set of various distur-
bances that may accompany the production process. These deviations from the correct
process, which has its proper signature representing a normal and unthreatened production
state, can become, in the absence of corrective actions, a potential source of defects in the
final product. This may result in either a reduction in the product’s final quality or, in a
worst-case scenario, render it unusable for further application.

This paper presents the results obtained from monitoring the tube extrusion process
based on actual measurements recorded on the production line at the industrial plant
FIBRAIN Sp. z o.o. This company specializes in the production and delivery of fiber optic
technology solutions and is one of the leading manufacturers of fiber optic cables and
telecommunication components in Central and Eastern Europe. The designed anomaly
detection system allows for the reduction of disposal and repair costs for tube sections
produced out of specification on the tube extrusion production line. The system described
in the main section of the paper incorporates a hybrid Long Short-Term Memory (LSTM)
network model, designed to process data streams collected from a tube extrusion pro-
duction line. The input module, responsible for preprocessing, performs multiresolution
analysis of the recorded process parameters. It subsequently assigns the current process
state to one of the predefined classes, representing specific production anomalies, and
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directs it to the appropriate LSTM network modules. The three-channel network’s training
process enabled the effective identification of five distinct classes within the monitored
tube production process.

2. Materials and Methods

Given the current and continuously growing scale of production, the number of
occurrences of various defects disqualifying a given fiber optic cable is a source of significant
financial losses for the manufacturer in the form of wasted resources, the cost of disposing
of defective cables, or their potential repair. The entire research work encompassed three
different production lines, as shown in Figure 1: the RLR line for tube extrusion (a), the
RLV line for coating extrusion on the cable core (b), and the RLM line for twisting cable
cores from tubes (c).

(a) (b) (c)

Figure 1. The production lines used by FIBRAIN Sp. z o.o.: RLR (a), RLV (b) oraz RLM (c).

These are stages where both the number and type of sensors used make it impossible
to implement a uniform system that, in a hybrid form, would simultaneously record and
detect anomalies from different processes. Therefore, at the current stage of work, the
considerations presented by the research team focus on the production stage involving a
single RLM production line.

In this paper, a hybrid LSTM network model is presented, which pertains to measure-
ments from the RLM line. The other production lines are subjects of ongoing research and
will be discussed in future works focusing on the engineering applications of AI tools. The
RLM line is responsible for the production of micro–module cables with fiberglass rods
(FRP) (MDC–FM, AERO–FM), aerial cables (ADSS, AERO–AS), road cables reinforced with
fiberglass or metal rods in the cable sheath (AERO–DDF, Burry, VC–Tx), easy access cables
(EAC), duct cables (BDC), micro cables (MK–LX), central tube cables (EXO), and steel tape
armored cables (SST).

2.1. Factory RLM Line Data Acquisition

As part of the conducted work, the line was equipped with devices that allow for
monitoring and recording the tension of individual modules or tight tubes, as well as
the temperature of the process water located directly in the cooling baths. Based on the
recommendations of tube manufacturing technology experts, 232 measurement points
were designated, where the production process was recorded at a frequency of 1[s]. This
set included both the established process recipe parameters and process variables. The
complete data set contained 180 randomly recorded production sessions lasting from 30 min
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to 150 min, corresponding to different working hours of the line and the teams of operators
handling it. An example fragment of measurement data from a single session is presented
in Table 2. This includes a small range of approximately a one–hour measurement session
in which 20 km of optical cable was produced.

Table 2. Sample of process data recorded for RLM line.

Time Stamps
29 November 2023

BAZ1
_iTens

BAZ2
_iLoad

BAZ2
_iMetLo

BAZ2
_iSpeed

EXT1
_iLoad

EXT1
_iSpeed

· · · SPE2
_iLoad

SPE2
_iSpeed

22:17:14 0.274658 6.427 11 53.9844 33.5266 30.957 · · · 15.4602 55.0488
22:17:15 0.219727 6.38428 21 53.9844 33.783 30.957 · · · 17.218 55.0879
22:17:16 0.183106 6.49414 30 53.9941 33.5205 30.9961 · · · 16.5955 54.7461
22:17:17 0.146484 6.46973 39 54.043 33.5571 30.957 · · · 15.5945 54.6094
22:17:18 0.164795 6.51245 48 53.9941 33.7036 30.9473 · · · 16.9556 54.4238
22:17:19 0.201416 6.5918 59 54.0234 33.7341 30.957 · · · 16.1804 54.209
22:17:20 0.201416 6.5918 68 54.0234 33.5022 30.9668 · · · 16.6687 54.209
22:17:21 0.274658 6.37817 77 53.9551 33.5449 30.9668 · · · 17.4622 54.1406
22:17:22 0.274658 6.50024 86 53.9844 33.8196 30.918 · · · 16.2292 54.3359

...
...

...
...

...
...

...
...

...
...

22:25:29 0.128174 6.79321 4644 54.9609 34.4177 31.6602 · · · 3.62549 −0.2929
22:25:30 0.366211 6.86035 4654 54.9707 34.1492 31.6113 · · · 3.62549 −0.2929
22:25:31 0.1 7.00073 4663 54.9902 34.2896 31.6113 · · · 3.62549 −0.2929
22:25:32 0.1 6.98242 4673 54.9707 34.1919 31.6016 · · · 3.62549 −0.2929
22:25:33 0.146484 7.04346 4682 54.9707 34.3018 31.5723 · · · 3.62549 −0.2929
22:25:34 0.146484 6.92749 4691 54.9805 34.0881 31.6211 · · · 3.62549 −0.2929
22:25:35 0.146484 6.88477 4701 55.0293 34.3445 31.6309 · · · 3.62549 −0.2929
22:25:36 0.128174 6.88477 4711 54.9805 34.0271 31.6504 · · · 3.62549 −0.2929
22:25:37 0.1 6.89697 4721 55.0098 34.1125 31.5723 · · · 3.62549 −0.2929

...
...

...
...

...
...

...
...

...
...

22:53:52 0.347901 7.88574 23544 79.9707 38.7207 46.8945 · · · 3.62549 −0.2929
22:53:53 0.347901 7.72095 23558 80.0195 38.4277 46.8945 · · · 3.62549 −0.2929
22:53:54 0.347901 7.72095 23571 80.0195 38.4277 46.9531 · · · 3.62549 −0.2929
22:53:55 0.219727 7.73315 23585 80.0586 38.269 46.9336 · · · 3.62549 −0.2929
22:53:56 0.219727 7.69043 23599 79.9805 38.855 46.9922 · · · 3.62549 −0.2929
22:53:57 0.366211 7.67212 23612 79.9902 38.3606 46.9629 · · · 3.62549 −0.2929
22:54:03 0.146484 7.59277 23696 80 38.8367 47.002 · · · 3.62549 −0.2929
22:54:04 0.347901 7.45239 23710 80.0391 38.6475 46.9336 · · · 3.62549 −0.2929

...
...

...
...

...
...

...
...

...
...

23:16:44 0.109863 6.75659 40728 53.9746 33.252 31.3477 · · · 3.62549 −0.2929
23:16:45 0.238037 6.71997 40737 53.9941 33.4595 31.3086 · · · 3.62549 −0.2929
23:16:46 0.384522 6.79932 40746 54.0137 33.3801 31.2598 · · · 3.62549 −0.2929
23:16:47 0.1 6.93359 40755 54.0039 33.5266 31.2598 · · · 3.62549 −0.2929
23:16:48 0.1 6.92749 40766 53.9941 33.1848 31.2012 · · · −0.00610 −0.1464

During the conducted work related to recording measurement data, the team observed
random gaps in the process data. These gaps were caused either by improper operator han-
dling of the production line or by malfunctions in individual sensors. Naturally, there are
fundamentally different strategies to counteract such issues, ranging from simple methods
of discarding damaged data sequences to advanced strategies for repairing them using
sophisticated statistical methods, machine learning, or interpolation and extrapolation tech-
niques. Each approach has a specific level of accuracy and computational complexity, which
can be crucial when selecting the appropriate method for various industrial applications.

For the experiments involving the RLM line, the method of extrapolating missing
data (“gaps”) was adopted, when the size of the gaps did not exceeded 10 s. In cases
where the negative effect was more pronounced, the affected data packets were discarded.
Considering the strict technological conditions, the occurrence of missing data or abrupt
changes in the recorded values was extremely rare.

These data were subsequently analyzed using a sliding window with sizes of [64, 128,
256, 512, 1024]. Considering the dynamics of the manufacturing process, it was determined
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that the most optimal window size, from a technological standpoint and accounting for
the possible reaction time of the line operator in the hypothetical event of an anomaly
presence, would be approximately 4 min, corresponding to a 256-element window. Other
time intervals might also highlight interesting properties of the process; however, for the
purposes of this study and its limited scope, they were excluded from further consideration.

2.2. Preprocessing of Input Data for Training Set

A fundamental problem faced by research teams working on anomaly detection is the
inability to precisely construct a training sequence, due to the fact that the vast majority
of defects caused by anomalies are detected only after the completion of the production
process during the final product quality checks. Usually, determining the precise temporal
coincidence of a specific moment in the production process is either impossible or associated
with a large spatial localization error. To address this, an initial assessment of the input
data was performed by analyzing the significance of features in the recorded process state
vector using the Discrete Wavelet Transform (DWT) with a Haar wavelet basis function,
applying a 4–octave wavelet decomposition level. This resulted in sets of 32 features for
successive windows, which illustrate different process states. For the purposes of further
discussion, the following mathematical notation have been assumed. Let xi(t) represent
the discrete input signal registered from the i-th sensor channel of the RLM production
line, where: i = 1, 2, . . . , SN , t = 0, 1, 2, . . . , Ws, SN = 232—denotes the number of mounted
sensors in RLM line, Ws = 256—denotes the window size, (i.e., 256 time stamps in the
moving window of length 256). The matrix representation of the complete signal data
from all sensors of consecutive channels within the moving window can be represented as
a matrix:

X(t) =

⎡⎢⎢⎢⎣
x1(t)
x2(t)
. . .

xSN (t)

⎤⎥⎥⎥⎦ (1)

where X(t) ∈ RSN×WS . The moving window mechanism we assume respectively: tw

denote the moving window size (here tw = WS). For every sensors channels i, the win-
dowed segment can be expressed to as: xi(t) = {xi(k) | k = t, t + 1, . . . , t + tw − 1}. The
initial research assumptions were that a pyramidal wavelet decomposition would be per-
formed on the process coordinates so recorded, which, due to the absence of constraints
on the periodicity and continuity of the signal characteristic of Fourier frequency de-
composition, allows the extraction of selected components of the transformed signal into
complementary components. For this purpose, we used the algorithm proposed by [41]
which uses signal decomposition xi(t) into approximations and details at various levels j:
j : DWT{xi(t)} =

{
Aj, Dj

}J
j=1, where Aj is the approximation coefficients at level j, Dj is

the detail coefficients at level j and J is the maximum decomposition level, depending
on the length of xi(t). Taking into account the technological requirements determined
by the size of the analyzed window, it was assumed for the purposes of the preliminary
analysis that the J ∈ {2, 3, 4, 5, 6}. The multi-sensor processing with DWT is applied to
each feed individually:

DWT{X(t)} =

⎡⎢⎢⎢⎣
DWT{x1(t)}
DWT{x2(t)}

. . .
DWT

{
xSN (t)

}
⎤⎥⎥⎥⎦ (2)
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Presented above mathematical framework ensures clarity in processing, accommo-
dating the 232 sensor channels, 256—sample moving window, and 1—second sampling
interval. Below (Figure 2) are sample fragments of the signal recorded from the RLM
production line for wavelet decomposition using the Haar mother wavelet with 2 and
4 octave sizes, respectively.

(a) (b)

(c) (d)

(e) (f)

Figure 2. Cont.
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(g) (h)

(i) (j)

(k) (l)

Figure 2. Preliminary analysis of the manufacturing process aimed at using the Haar-based DWT
transform clustering algorithm.
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For all waveforms in Figure 2, the designations 1 , 2 and 3 stand for: the wave-
form of the components

{
Aj, Dj

}
of the DWT transform, the waveforms of the leading

40 components of the production process, and the membership of the RLM line signal to
the different classes extracted in the clustering process. The left column (Figure 2a,c,e,g,i,k)
corresponds to the decomposition of the signal recorded during the measurement session
from the RLM production line using a 4–octave Haar–based DWT, while the right column
(Figure 2b,d,f,h,j,l) corresponds to the decomposition of the same signal using a 2–octave
Haar–based DWT. The waveforms (Figure 2a–d) show example sections of RLM line ac-
celeration, in which the time interval 〈SB, . . . , SE〉 is marked with a rectangular area. The
symbols SB and SE, denote the start of the fiber twisting process and the end of the twisting
process of a given tube section, respectively. Graphs (Figure 2e–h) contain waveforms for
the ongoing basic production process also for two different randomly selected sessions. The
recorded process data from the RLM line X ∈ RSN×WS , were normalized {a = 0, b = 1} for
each signal channel data independently:

xi,j,norm = a + (b− a)· xi,j −min(Xi,:)

max(Xi,:)−min(Xi,:)
(3)

where: Xi is the i-th row of X. The plots (Figure 2i–l) show sample stages of the finalization
of the fiber twisting process for a given tube section, marked as 〈CB, . . . , CE〉, where the
symbols CB and CE denote the start and end of the production completion process for the
given tube section, respectively. All plots marked with the number 3 represent an attempt
to visualize the potential membership of the production process state to a priori selected
number of classes.

Subsequently, a univariate feature selection algorithm for classification using the
Chi–square test was applied. This allowed for the visualization and assessment of the
importance of individual leading features in the recorded data stream, represented as a
cluster structure corresponding to 32 different process states, as shown in Figure 3. The
Table 3 contains the coordinates and names of the individual leading components of the
process.
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Input vector significance data for session: 960169

Figure 3. Input data significance distribution.
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Table 3. Corresponding process coordinates names.

Column Indexes Name

{[ 4]} {’BAZ1_iSpeed’}

{[30]} {’KAP1_iTens17_20’}

{[31]} {’KAP1_iTens21_24’}

{[32]} {’KAP1_iTens5_8’}

{[57]} {’POF1_iDancMode_N’}

{[58]} {’POF1_iFltCodeTrav’}

{[59]} {’POF1_iLoad’}

{[60]} {’POF1_iReelDiam’}

{[61]} {’POF1_iSpeed’}

{[63]} {’QSD2_ValDel’}

{[49]} {’MES_MeterCnt’}

{[56]} {’POF1_iDancerPos’}

{[50]} {’MES_MeterCnt2’}

{[52]} {’MES_OKaltRe’}

{[40]} {’MES_DWarmY’}

In the course of observing the impact of individual process characteristics on cluster
distribution, it was found that it is possible to use an automatic clustering mechanism
to construct a training set for Deep Neural Networks (DNN). At the same time, it was
noted that the DWT showed high sensitivity to momentary impacts of some parameters,
such as the state of the cable length counter when changing the winding drum. Such
a phenomenon caused strong interference, which negatively affected the segmentation
process of individual process states. In addition, for analytical purposes, the authors
attempted to graphically interpret the distribution of individual clusters and the distance
between them, using the Hierarchical Clustering with Binary Clustering Tree method.
Assuming that the given is a dataset with n observations, where each observation is
represented as a d-dimensional vector xi = (xi1, xi2, . . . , xid), the steps for agglomerative
hierarchical clustering we obtained by iterative merging: by serching for the pair of clusters(
Ci, Cj

)
with the smallest distance d

(
Ci, Cj

)
. Then merging clusters Ci and Cj into a new

cluster Cij and eventually update the distance matrix to reflect the distance between
consecutive new cluster Cij and all other. As the linkage criteria we assumed the average
distance method to measure the distance between clusters:

d
(
Ci, Cj

)
=

1
|Ci||Cj| ∑

xa∈Ci

∑
xb∈Cj

d(xa, xb) (4)

By the repetition of merging loop we obtained a Binary Clustering Tree of the moni-
tored process clusters. This preliminary preprocessing of RLM line data we performed for
all sessions and the resulting dendrogram and 3D view of the most significant components
are shown on the Figure 4 respectively.

As we can observe a binary clustering tree is as a kind of dendrogram, where each node
represents a cluster, and each leaf node represents an individual observation. The height of
the nodes in the tree corresponds to the distance (or dissimilarity) at which consecutive
clusters are merged. A spatial visualization of the location of the leading features of
the clusters is provided in Figure 4b. As can be seen, there is a classic “energy leakage
effect” causing the extracted classes of process states to interpenetrate and individual
clusters to differ to a very small degree. Therefore, a multi–resolution K—means Clustering
mechanism was adopted in later part of this work to cluster the input data at different
resolutions of the space of feature channels Chj ∈ {8, 16, 32}, for j = 1, 2, 3. So, having
an RLM line dataset with n = 256 observations for each stepping window, where each
observation is represented as a d-dimensional vector we have:
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x
Chj
i =

(
x

Chj
i1 , x

Chj
i2 , . . . , x

Chj
id

)
(5)

Then we performed K—means clustering in each of the channels to partition the observa-
tions into channel independent clusters:

KChj ∈
{

C
Chj
1 , C

Chj
2 , . . . , C

Chj
K

}
(6)

such that sum of squared distances between observations and their corresponding cluster
centroids is minimized. Given μ1, μ2, . . . , μk, as initial cluster centroids we assign each

observation x
Chj
i to the cluster:

C
Chj
k =

{
x

Chj
i | arg min

k
‖ x

Chj
i − μk ‖2

}
, k = 1, . . . , Chj (7)

where ‖ x
Chj
i − μk ‖ is the Euclidean distance between observation x

Chj
i and centroid μk.

The update of the centroid for each cluster in a given channel Chj, is calculated as a mean
of the observations assigned to that cluster:

μk =
1

|CChj
k |

∑
x

Chj
i ∈C

Chj
k

xi (8)

where |CChj
k | is the number of observations in cluster C

Chj
k . This way of preprocessing the

input data was intended to maximize the disparity of the process states in order to facilitate
the task of building a training set for the LSTM network. One of the key difficulties that
arises in anomaly detection tasks is that technological limitations do not allow precise
labeling of training set classes. Therefore, an analysis of individual measurement sessions
was carried out in cooperation with RLM line technologists. As a result of it, it was indicated
after which sessions the quality procedure checks showed any defects in the final product.
In this way, it was possible to estimate the index of potential defect for each measurement
session: p = 1 for normal production, p = 0 for the interval of the production process
in which any defects were detected during the post manufacturing quality control in a
given measurement session. A dendrogram and a spatial visualization of the most relevant
features were constructed again for such a completed input data set, see Figure 5.

20 29  1  5  8 22  6 12 28 15  7 23 13  2  3 17 30 19 18  9 14 10  4 16 21 24 25 11 26 27
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0.3

0.32

(a) (b)

Figure 4. Production RLM line data feautures. The visualisation of the hierarchical, binary cluster
tree (a), 3D view of clusters first three principal components (b).
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Figure 5. Production RLM line data feautures with bad sessions indicator p component. The hierarchical,
binary cluster tree (a) and 3D view of clusters first three principal components (b) respectively.

By incorporating this additional indicator for the rough spatial localization of defects,
a sufficiently effective mechanism for distinguishing anomalies responsible for defects
in the final product was achieved. The described data preprocessing stage was used to
construct the training dataset.

2.3. Hybrid LSTM Network Model for Anomaly Detection

To process the data stream recorded during the manufacturing of fiber optic cables, which
are subjected to K—means clustering in three channels simultaneously, a dedicated model of a
hybrid LSTM network has been proposed. Its task is to analyze the states of the production line
in each of the channels, see Figure 6. The integrating module of the network is an aggregating
layer along with a set of auxiliary layers, whose task is to detect anomalies based on the
recommendations of the three predictors operating in each of the channels.

Figure 6. The diagram of the hybrid LSTM network designed for the classification of production
process states.
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Considering the three–channel architecture of the LSTM network, the following single
cell model was used, see Figure 7.

Figure 7. LSTM cell from the given channel layer.

Assuming that the input data of a single cell at time step t is the input vector xt, the
mathematical model for a fixed time step enabling the update of the memory state ct is as
follows:

f Ch
t = σ

(
u f ht−1 + w f xt + b f

)
(9)

iCh
t = σ(uiht−1 + wixt + bi) (10)

c̃Ch
t = tanh(ucht−1 + wcxt + bc) (11)

oCh
t = σ(uoht−1 + woxt + bo) (12)

hCh
t = tanh(ot � ct) (13)

cCh
t = ft � ct−1 + it � c̃t (14)

and the generalized matrix is written in the form:

WCh =
[
w f , wi, wc, wo

]T
(15)

where: σ—is the sigmoid activation function, ht−1—previous hidden state and tanh is the
hyperbolic tangent activation function and WCh denotes the given channel weights set.
Figure 8 represents the structure of a single LSTM layer operating in each of the channels.

Figure 8. LSTM Layer Diagram.
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Assuming the clustering mechanism described by Equation (7), we obtain the rela-
tionship for the expected values of the signature at time t of the industrial process on the
RLM line:

yChj(t) = Ck
Chj

(X(t)) (16)

As in the supervised training model the goal of the LSTM model is to learn a function

f : RSN×WS →
{

1, 2, . . . , C
Chj
k

}
such that the output ŷChj(t) predicted by the model is as

close as possible to the true label yChj(t). This we achieved by minimizing the loss function
L
(

WCh
)

:

L
(

WCh
)
= − 1

N

N

∑
i=1

C
Chj
k

∑
k=1

yChj log
(

ŷChj
(

WCh
))

(17)

where WCh represents the weight set collection sought and N denotes the number of
samples in the learning set.

Individual channels of LSTMCh(8,16,32) have the following numerical details, see
Tables 4 and 5.

Table 4. Hybrid LSTM networks parameters Channels 1–3.

Name Type Activations Learnables

Seq 1 Sequence input 232 –

Seq 1 LSTM 512
Input Weights 2048 × 232

Recurrent Weights 2048 × 512
Bias 2048 × 1

Seq 3 Full Connected 8/16/32
Weights 8/16/32 × 512

Bias 8/16/32 × 32

Seq 4 Softmax 8/16/32 –

Seq 5 Classification
Output 8/16/32 –

Table 5. Hybrid LSTM networks parameters Aggregation Pipeline.

Name Type Activations Learnables

Channel 16 Feature input 1 –

Channel 32 Feature input 1 –

Channel 8 Feature input 1 –

Aggregation Concatenation 3 –

Anomalies-organiser Full Connected 50
Weights 50 × 3

Bias 50 × 1

Anomalies-recognizer Full Connected 5
Weights 5 × 50

Bias 5 × 1

Softmax Softmax 5 –

Anommaly Classification Output 5 –

For the chosen LSTM network model, a training set was constructed with parameters
summarized in Table 6. They represent the time interval from which individual mea-
surement sessions originate. In total, recorded coordinates of the production process and
extracted classes corresponding to individual diagnostic states and the actual production
state were used.
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Table 6. Training data set information.

Name Data

Production line RLM

Session measurement dates
Start time End time

1 June 2021 1 December 2023

Total measurement time 688,896 [s], ∼191 [h]

Number of measurement points 232

Size of the moving window 256 [s]

Window shift step 5

Number of samples in the learning set 2691

Training set size 70%

Test set size 30%

3. Results and Discussion

The training process of the hybrid LSTM network was conducted independently in
each of the submodules LSTMCh(8,16,32) . Subsequently, for the frozen weight sets WCh(8,16,32) ,
a convergent learning process of the aggregating module was carried out using the Anoma-
lies labeler block (see Figure 6). The course of this process and the achieved degree of
model fit for the entire LSTM network are shown in Figure 9. The proportion of the training
set split into training and testing sets was set at 70% and 30%, respectively. The obtained
model fit coefficient R2 > 0.85 demonstrates the high efficiency of the model on the tested
data set.

RLM production line

Root Mean Squared Error: 0.475

F-statistic vs. constant model: 6.62 × 103, p -value = 0

R =

1.0000 0.9442

0.9442 1.0000

Obtained Pearson correlation coefficients: 0.9442

Obtained R2 determination coefficient: 0.892
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Figure 9. Pearson coefficient (a) and Confusion matrix (b).
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To evaluate the effectiveness of anomaly detection, a detailed experimental study was
conducted using identical data sets, with models: Random Forest, SVM, and a simple RNN
as benchmarks. The performance of each of these models was evaluated using standard
metrics, including Precision, Recall, F-1 Score, and R2, which allow an objective assessment
of the quality of anomaly detection and prediction [42]. Detailed results are shown in
Table 7.

Table 7. Summary of results for each forecasting model, taking into account Precision, Recall, F-1 Score
and R2 indicators (the higher the values, the better the performance).

Metric LSTM Random Forest SVM RNN

Precision >0.94 ~0.85 ~0.88 ~0.87

Recall >0.96 ~0.83 ~0.85 ~0.86

F–1 Score >0.91 ~0.84 ~0.86 ~0.86

R2 >0.86 ~0.85 ~0.85 ~0.85

The obtained results show that LSTM significantly outperforms other models, par-
ticularly in the context of detecting complex temporal and sequential dependencies. The
Precision and Recall metrics for LSTM exceed 0.94 and 0.96, respectively, while the F1-score
is >0.91, indicating a balance between the model’s accuracy and sensitivity. To thoroughly
evaluate the effectiveness of the proposed model, a detailed performance analysis for
individual classes was conducted using Precision, Recall, and F1-score metrics. The results,
presented in Table 8, reveal that Proper achieved the highest Precision (0.9414) and Recall
(0.9695), indicating an excellent fit of the model to this class. In contrast, the lowest Preci-
sion (0.6647) and Recall (0.7513) values were observed for Anomaly 4, highlighting some
challenges for the model in detecting anomalies in this class.

Table 8. Performance indicator results for each class.

Name Precision Recall F1-Score

Proper 0.9414 0.9695 0.9553

Anomaly 1 0.9180 0.9438 0.9307

Anomaly 2 0.8554 0.7513 0.7997

Anomaly 3 0.9185 0.9185 0.9185

Anomaly 4 0.6647 0.8248 0.7368

The experimental results confirm that the proposed hybrid LSTM model outperforms
other approaches in terms of anomaly detection effectiveness in production processes.
The application of advanced deep learning methods represents a significant step toward
improving anomaly detection quality in data with complex temporal structures, which is
critically important in the context of industrial process monitoring.

The resulting network model was implemented in the FIBRAIN industrial plant in a
technological supervision system with the task of providing real–time support for RLM line
operators during the production process. Figures 10 and 11 show examples of the monitor-
ing view during: normal process operation and the occurrence of an anomaly threatening a
defect in the final product, respectively. The bar graph represents the probability values
of the current process signature belonging to one of the classes: Proper, Anomaly 1–4.
For the operator’s convenience, the values on this graph correspond to the output signals
of the penultimate Softmax layer of the aggregating module. The system operator’s task
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was to control and tune the line’s working parameters so that the process state signature
recognized by the LSTM network corresponded to its proper operation. The number of
distinguishable anomalies for the RLM line was set at 4, based on heuristic assumptions
and consultations with experts supervising the production technology on this line.

Figure 10. Signalization of proper operation in the analysis of the technological line’s performance.

Figure 11. Signalization of proper operation in the analysis of the technological line’s performance.
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During the period from 1 January 2024, to 28 June 2024, the constructed LSTM network
model was test–integrated into the production process monitoring system. Based on the
observations made, the following coincidences between detected anomalies and corrective
actions taken were identified:

• Anomaly 1: Excessive fluctuations in pressure and temperature alter the geometry and
texture of the produced item. Significant pressure variations cause diameter changes
within the range of 0.2 [mm] to 0.4 [mm], leading to the product being classified as
non–compliant. In the cable coating extrusion process, large pressure changes result
in discontinuities in the coating material, causing the final product to be divided into
short segments, which are often unacceptable to customers.

• Anomaly 2: Excessive deviations in the pressure and temperature of the hydrophobic
gel. Pressure changes lead to variations in the external and internal diameters of the
semi–finished product. Changes in the external diameter result in weakened strength
at the constriction points of the semi–finished product.

• Anomaly 3: Excessive production speed and the associated tension force of the pro-
duction line and winding device. According to experts, this is a crucial anomaly that
causes excess fiber in the tube, negatively affecting the transmission properties and
strength of the finished fiber optic cable. Moreover, its frequent occurrence indicates
wear and tear of the drive and consumable parts of the line.

• Anomaly 4: Temperature fluctuations in the cooling bath water affect the surface
condition of semi–finished and finished products, as well as the dynamics of secondary
shrinkage, which negatively impacts semi–finished and finished cables many days
after their production.

During the analyzed period of the test implementation, a reduction in the amount
of defective product by 66.3% was achieved, which should be considered a significant
reduction in unnecessary production costs per unit length of the final product. A notable
drawback of the developed approach is the relatively high sensitivity of the monitoring
module to sterile measurement conditions that must be maintained when using such
a large number of sensors. Its susceptibility to transient spikes or temporary loss of
measurement values may pose a significant challenge in adapting the proposed method to
similar production processes.

4. Conclusions

Combining statistical methods, machine learning, and sensor-based monitoring pro-
vides a robust approach to detecting and addressing anomalies. The proposed approach
effectively integrates the multi-resolution K-means clustering method with recursive LSTM
network architectures. The analysis conducted in this study on the available data from the
monitored RLM production line identified key parameters determining product quality
during technological processes: pressure and temperature of the material and gel, and
constant production speed, which is crucial for maintaining the correct dimensions of the
extruded product. The achieved results indicate the validity of using deep learning with
LSTM networks for the analysis and classification of technological data.

This work makes a significant contribution to the field of anomaly detection by ap-
plying an innovative hybrid architecture that combines clustering techniques with LSTM
networks, enabling the automatic creation of training datasets even in the absence of manu-
ally labeled data. The multi-channel temporal data analysis system from production lines
provided a new perspective on real-time monitoring of industrial processes, which can
also be adapted to other industries. However, certain limitations of the developed model
should be noted. The high sensitivity of the system to input data disturbances, particularly
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when using multiple sensors, necessitates precise measurement conditions. Additionally,
the scalability of the model presents a challenge when deploying it across production lines
with differing characteristics. Despite these challenges, the proposed method significantly
reduces the number of defects and allows for better management of the production process.

The ultimate application of the described system is full integration with production
lines in real industrial facilities, enabling further monitoring and optimization of the manu-
facturing processes for optical fiber tubes. The system facilitates a significant reduction in
waste and improvement in the quality of final products, making an essential contribution
both economically and environmentally. The application of anomaly detection methods us-
ing LSTM in other manufacturing processes, especially within the Industry 4.0 framework,
can enhance quality control across a wide range of technologies. Ultimately, the findings of
this study demonstrate that further advancements in optical cable production technology
and advanced machine learning techniques will continue to improve the precision and
efficiency of anomaly detection methods, thus supporting better quality control and the
advancement of industrial process automation.
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Abbreviations

The following abbreviations are used in this manuscript:

DNN Deep Neural Network
DWT Discrete Wavelet Transform
LSTM Long short-term memory
RNN Recurrent neural network
RLR line for tube extrusion
RLV line for coating extrusion on the cable core
RLM line for twisting cable cores from tubes
SVM Support Vector Machines
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Abstract: The furniture manufacturing sector faces significant challenges in machining composite
materials, where quality issues such as delamination can lead to substandard products. This study
aims to improve the classification of drilled holes in melamine-faced chipboard using Explainable AI
(XAI) techniques to better understand and interpret Convolutional Neural Network (CNN) models’
decisions. We evaluated three CNN architectures (VGG16, VGG19, and ResNet101) pretrained on the
ImageNet dataset and fine-tuned on our dataset of drilled holes. The data consisted of 8526 images,
divided into three categories (Green, Yellow, Red) based on the drill’s condition. We used 5-fold cross-
validation for model evaluation and applied LIME and Grad-CAM as XAI techniques to interpret the
model decisions. The VGG19 model achieved the highest accuracy of 67.03% and the lowest critical
error rate among the evaluated models. LIME and Grad-CAM provided complementary insights
into the decision-making process of the model, emphasizing the significance of certain features and
regions in the images that influenced the classifications. The integration of XAI techniques with
CNN models significantly enhances the interpretability and reliability of automated systems for
tool condition monitoring in the wood industry. The VGG19 model, combined with LIME and
Grad-CAM, offers a robust solution for classifying drilled holes, ensuring better quality control in
manufacturing processes.

Keywords: explainable AI (XAI); LIME; Grad-CAM; convolutional neural networks; CNN; drilled
holes classification; melamine-faced chipboard; tool condition monitoring

1. Introduction

The furniture manufacturing sector faces numerous challenges, particularly in the
machining of composite materials where quality issues, such as delamination, can lead
to substandard products. This is particularly true during the drilling operation, in which
multiple factors might lead to undesirable results.

Laminated panels are widely utilized in the manufacture of furniture [1–7]. Research
indicates that delamination in wood-based material cutting is primarily caused by tool wear.
Studies show a clear correlation between tool wear and defects on the laminate surface
of wood panels [4–6,8]. Monitoring tool condition is crucial, as identifying the optimal
time for tool replacement is essential to prevent delamination and ensure product quality.
Manual inspection of tools without prior condition assessment can lead to unnecessary
downtime, while delaying tool replacement can damage materials. Thus, automating this
monitoring process is increasingly important and a topic of extensive research.

The furniture manufacturing sector faces numerous challenges, particularly in the
machining of composite materials where quality issues, such as delamination, can lead to
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substandard products. This is particularly true during the drilling operation, in which mul-
tiple factors might lead to undesirable results. In recent years, the application of machine
learning and data augmentation techniques has emerged as a promising approach to ad-
dress such challenges, especially when working with limited datasets. Capturing sufficient
and balanced data for intelligent fault diagnosis remains a significant issue across various
domains. For instance, recent research by Liu et al. (2024) highlights how counterfactual-
augmented few-shot contrastive learning can effectively identify faults even with limited
and imbalanced samples by focusing on discriminative representations [9]. Similarly,
the use of interpretable data-augmented adversarial variational autoencoders (AVAE) has
been shown to improve diagnostic accuracy in imbalanced datasets, a common scenario in
fault diagnosis tasks like those encountered in the wood processing industry [10]. These
advancements underscore the importance of integrating such approaches into automated
systems for tool condition monitoring in the wood industry, where consistent quality
control is critical.

Explainable Artificial Intelligence (XAI) has gained significant attention in recent
years due to its potential to address the black-box problem associated with advanced deep
learning models, especially in critical applications such as healthcare, finance, and industrial
automation. XAI enables the interpretation of AI model outputs, fostering trust and
transparency in AI systems, which are crucial for their broader adoption.

Kim et al. [11] explored the application of Convolutional Neural Networks (CNNs)
for partial discharge (PD) classification in cast-resin transformers. The study highlights
the challenge posed by the lack of transparency in CNNs, which leads to difficulties in
understanding and trusting model predictions. The authors propose the use of Grad-CAM,
an XAI technique, to provide visual explanations for model decisions, thereby enhancing
the reliability of PD classification systems. The research demonstrated a classification
accuracy of approximately 97%, and the incorporation of XAI helped identify the criteria
used by the model, ultimately leading to improved trust and robustness in the system.

Apicella et al. [12] focused on leveraging XAI not only for interpretability, but also to
enhance the performance of machine learning models. The authors assessed well-known
XAI techniques, such as Integrated Gradients, in the context of classification tasks using
datasets like Fashion-MNIST, CIFAR10, and STL10. The study revealed that XAI methods
could be used strategically to identify critical features that directly contribute to improving
model accuracy. This approach suggests that XAI can serve as a dual-purpose tool—both
for interpretability and performance enhancement.

In another study, Miller et al. [13] applied XAI to light direction reconstruction models
used in augmented reality. The study emphasized the caution needed when interpreting
XAI outputs due to potential unreliability. Nevertheless, by carefully leveraging the meta-
information provided by XAI methods, the authors were able to enhance the architecture
and training dataset of a regression model, leading to improved performance. This work
underscores the role of XAI in guiding the optimization of model design and training.

Selvaraju et al. [14] introduced Grad-CAM, a widely used XAI technique that produces
visual explanations for CNN-based models by highlighting relevant regions in input
images. Grad-CAM is applicable to various CNN architectures, and has demonstrated its
utility across multiple tasks, including image classification, captioning, and visual question
answering (VQA). By combining Grad-CAM with fine-grained visualizations, the study
achieved superior model interpretability and generalization, addressing key challenges
such as adversarial robustness and dataset bias.

Barredo Arrieta et al. [15] presented a comprehensive review of the XAI field, provid-
ing a taxonomy of existing methods and highlighting challenges in achieving responsible
AI. The review emphasizes the significance of explainability in machine learning mod-
els, particularly in deep learning, where the complexity of models often obscures their
decision-making processes. The authors propose a framework for responsible AI that
integrates fairness, transparency, and accountability, paving the way for the large-scale
implementation of AI in real-world applications.
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These studies collectively underscore the critical role of XAI in enhancing the trans-
parency, reliability, and performance of AI models. The integration of XAI not only aids in
the interpretability of complex models, but also provides avenues for improving model
performance through more informed architectural and training choices.

The foundational work in tool condition monitoring dates back nearly 40 years
to [16–18], focusing on identifying reliable signals and features for detecting tool wear
during production without downtime. This area of research has evolved, applying various
approaches [19–27], typically involving multiple sensors to detect changes in physical
parameters from the machining zone.

Conventional methods usually require an array of sensors, such as acoustic emission,
vibration testing, noise measurement, or evaluating cutting torque and feed force [28–33].
While these methods can be accurate, they are often complex and time-consuming, re-
quiring careful sensor placement and calibration. Initial setup errors can lead to unstable
and inaccurate results, especially if regular folding of sensors is necessary. These draw-
backs make sensor-based approaches challenging, particularly in dynamic production
environments where conditions frequently change.

Given the multitude of factors influencing drilling quality, machine learning (ML)
algorithms emerge as a logical solution. In recent years, ML methods have gained traction in
the wood industry for various applications, from monitoring machining processes [34–38]
to wood species recognition. Tailored solutions or adaptable ML algorithms are available
for specific problems.

In this research, the study relies on photographs of drilled holes as the primary dataset,
working from the premise that the condition of the drill edges can reveal the wear on the
tool, thereby indicating the appropriate timing for tool replacement. This theory has yielded
encouraging outcomes through the application of various techniques and algorithms.
Techniques based on deep learning and transfer learning have demonstrated efficiency
and a strong alignment with this specific challenge [39–43]. Additional investigations
propose that the implementation of classifier ensembles and data augmentation techniques
could improve the overall performance [44,45], with various classifiers being evaluated
and showing considerable potential for real-world usage.

Explainable AI (XAI) techniques, such as Class Activation Mapping (CAM), have been
applied to identify points of concern in image-based Deep Neural Networks (DNNs) used
for failure analysis in industrial applications [46–50]. The study highlights the importance of
XAI tools in providing insights into the decision process of DNNs and emphasizes the need
for further analysis of their correctness. Local Interpretable Model-agnostic Explanations
(LIME) and Gradient-weighted Class Activation Mapping (GRAD-CAM) have shown
their utility in various industrial applications. CNN and GRAD-CAM techniques have
been utilized in detecting defects and pinpointing their locations on industrial products.
However, issues related to accurately identifying defective regions and the time required for
processing have been noted [51–54]. Additionally, the application of LIME in the automated
detection of fractures during material testing has been explored, offering insights into the
capability for critical feature detection and the automation of crack detection.

Challenges in drill state recognition have been addressed by transfer learning using
CNN, offering the advantage of training classification models with a small portion of
data [19]. Data augmentation techniques combined with transfer learning have improved
the accuracy of drill wear recognition, even with a small original dataset [20].

Despite the absence of direct information on the specific use of LIME and GRAD-
CAM for drilled hole classification in melamine-faced chipboard, the insights from XAI
techniques and their application in industrial contexts suggest their potential applicability.
LIME and GRAD-CAM are valuable XAI techniques that provide insights into the decision-
making process of CNN-based classification models for drilled holes in melamine-faced
chipboard. These methods provide benefits regarding the accuracy of explanations and
the visual representation of specific features. However, there are drawbacks that require
further investigation in upcoming studies.
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This paper explores the use of LIME and GRAD-CAM for enhancing the interpretabil-
ity of CNN-based models in classifying drilled holes in melamine-faced chipboard. By ap-
plying these XAI techniques, we aim to better understand the model’s decision-making
process, ensure its reliability, and improve the overall accuracy of the classification.

2. Materials and Methods

2.1. Data Collection

In the experiment, a Busselato automated Computerized Numerical Control (CNC)
workstation (model Jet 100) was utilized. This system guaranteed repeatability in the
experiment. The drilling process involved using a 12 mm diameter drill from FABA (model
WP-01, as shown in Figure 1). The drill operated at a rotational speed of 4500 RPM and
advanced at a feed rate of 1.35 m/min, following the recommendations provided by
the manufacturer of the drill. The material subjected to the test was a standard 18 mm
thick laminated board, commonly used in the furniture industry, produced by the Polish
company KRONOPOL (model U 511).

Figure 1. The provided description illustrates the FABA WP-01 drill from two different perspectives
used in the experiments. From the left, a top view of the drill bit is depicted, showcasing its cutting
edges and the general shape. Meanwhile, the image on the right offers a side perspective, emphasizing
the length and contour of the drill bit.

The density profile for the chipboard was analyzed with a GreCon DAX device
by Fagus-GreCon Greten GmbH & Co. KG (Alfeld, Germany), as illustrated in Figure 2.
Additional characteristics of the material include a bending modulus of rupture at 15.4 MPa,
a bending modulus of elasticity at 2950 MPa, and a Brinell surface hardness (HB) of
2.1. The evaluations of these material properties were conducted in accordance with
standards [55,56], utilizing an Instron 3382 testing apparatus from Instron in Norwood,
MA, USA, and a Brinell CV 3000LDB hardness testing equipment from the Bowers Group
located in Camberley, UK, respectively.

For an in-depth learning and testing exercise, the condition of drill bits was accurately
observed and evaluated using a conventional workshop microscope equipped with a
digital camera (Model TM—505; manufactured by Mitutoyo, based in Kawasaki, Japan).
In this context, the degree of wear and tear observed on the external corner of the drill
bits was considered a direct measure of their condition. This wear (denoted as W) was
quantitatively measured for each of the drill bits’ two cutting edges, utilizing the formula
provided below:

W = W ′′ −W ′ (1)

where W ′′ is the initial width of a brand-new cutting edge near the outer corner (mm),
and W ′ is the current width of a brand-new cutting edge near the outer corner (mm)
(Figure 3).
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Figure 2. Density profile of the chipboard utilized in the conducted experiments.

Figure 3. Approach to measuring tool degradation: (a) appearance of a freshly manufactured tool,
(b) appearance of a tool after wear [57].

According to Equation (3), the state of the drill is divided into three distinct classifications:

• “Green” tool wear class W < 0.2 mm.
• “Yellow” tool wear class 0.2 ≤ W < 0.35 mm.
• “Red” tool wear class W ≥ 0.35 mm.

Figure 1 illustrates the FABA WP-01 drill used in the experimental setup. The left part
of the figure provides a top-down view of the drill bit, clearly showing the sharp cutting
edges designed for efficient drilling into materials. This view emphasizes the precision
and engineering behind the drill’s design, crucial for achieving clean and accurate holes in
melamine-faced chipboard.

The right part of the figure offers a side view of the drill bit, showcasing its overall
length and the angled cutting surfaces. This perspective highlights the drill bit’s structure,
which is designed to maintain stability and effectiveness during high-speed rotations and
feed rates. Understanding both the top and side views of the drill bit helps in comprehen-
sively analyzing its performance and wear characteristics during the drilling process.

The figure above (Figure 4) illustrates examples of drilled holes categorized into three
different classes, based on the condition of the drill and the quality of the holes. The first
row shows holes classified as “Green”, indicating that they were made with a new or
minimally worn drill bit, resulting in clean and precise holes. The second row shows holes
classified as “Yellow”, which were made with a moderately worn drill bit, resulting in
slightly less clean holes with some rough edges. The third row shows holes classified as
“Red”, indicating that they were made with a significantly worn drill bit, resulting in rough
and irregular holes with noticeable defects. These examples are used for research analysis
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to train and evaluate the performance of the Convolutional Neural Network (CNN) models
in classifying the condition of the drilled holes.

Figure 4. For illustration purposes, examples of drilling holes are categorized into three classes.
The “Green” class examples are listed in the first row, followed by the “Yellow” class examples
in the second row, and examples of the “Red” class are displayed in the third row. Refer to for
additional details.

The evaluation of the drill’s condition was routinely performed using a Mitutoyo micro-
scope (model TM-500), enabling the classification of each hole into one of three categories:

• Good—represents a new, unworn drill that is suitable for continued use;
• Worn—applies to a used drill that either needs manual inspection to determine its

state or is still in a condition acceptable for ongoing production activities;
• Requiring replacement—describes a used drill that is in a condition deemed unser-

viceable and must be replaced without delay.

Table 1 provides a summary of data collection and drill wear measurements. The table
includes three columns: Drill Number, Green/Yellow/Red, and Total Images. The Drill
Number column lists the five different drills used in the experiments, numbered from 1 to 5.
The Green/Yellow/Red column shows the number of images categorized into three classes
(Green, Yellow, Red) for each drill, indicating the condition of the drill bit. Specifically,
Green represents a new or minimally worn drill bit, Yellow indicates a moderately worn
drill bit, and Red signifies a significantly worn drill bit. The Total Images column provides
the total number of images collected for each drill.

Table 1. Summary of image data collection and drill wear classification.

Drill Number Green/Yellow/Red Total Images

1 840/420/406 1666
2 840/700/280 1820
3 700/560/420 1680
4 840/560/280 1680
5 560/560/560 1680

Total 3780/2800/1946 8526
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Drill 1 has 840 images classified as Green, 420 as Yellow, and 406 as Red, summing up
to a total of 1666 images. Drill 2 has 840 Green, 700 Yellow, and 280 Red images, with a total
of 1820 images. Drill 3 has 700 Green, 560 Yellow, and 420 Red images, totaling 1680 images.
Drill 4 has 840 Green, 560 Yellow, and 280 Red images, also totaling 1680 images. Drill 5 has
an equal distribution of 560 images in each category, amounting to 1680 images. The total
count for all drills combined is 3780 Green, 2800 Yellow, and 1946 Red images, leading to
an overall total of 8526 images.

2.2. Cost Analysis of Conventional Methods for Sensor Replacement and Calibration

In conventional machining processes, sensor-based monitoring systems play a critical
role in detecting tool wear, ensuring production quality, and maintaining operational
efficiency. However, these systems come with significant costs, both in terms of initial setup
and ongoing maintenance. The costs associated with replacing or calibrating sensors can
become substantial over time, especially in dynamic production environments.

One of the primary cost factors involves the periodic replacement of sensors. Sensors
such as those used for acoustic emission, vibration analysis, and cutting torque measurement
are subject to wear and degradation due to exposure to harsh machining conditions. Frequent
replacement of these sensors is necessary to maintain accurate readings, which incurs direct
material costs and the additional cost of halting production during the replacement process.

Another considerable expense arises from the need for regular calibration. Precision
monitoring requires sensors to be regularly recalibrated to ensure accuracy, especially in
environments where conditions change frequently. Calibration typically requires skilled
technicians and specialized equipment, contributing to both labor and operational costs.
Additionally, calibration processes may necessitate machine downtime, further increasing
the overall expense.

A comparative study of conventional and AI-based monitoring systems highlights the
cost-effectiveness of automated solutions. While AI-based approaches, such as those using
Convolutional Neural Networks (CNNs) and Explainable AI (XAI) techniques, require
initial investments in software and model training, they significantly reduce the ongoing
costs associated with sensor management. AI-driven models can monitor tool wear and
quality without the need for extensive sensor networks, thus minimizing both direct and
indirect expenses.

In summary, conventional sensor-based methods for tool condition monitoring are
associated with recurring costs related to sensor replacement, calibration, and production
downtime. By integrating AI-based solutions, manufacturers can mitigate these costs while
improving the reliability and efficiency of their monitoring systems.

2.3. CNN Models Architecture

In our research, we assessed the capabilities of three distinct Convolutional Neural
Network (CNN) models—VGG16, VGG19, and ResNet101—for identifying and classifying
drilled holes in melamine-faced chipboards, as referenced in various works [40,45,58–60].
These models were selected because of their proven proficiency in a variety of image
analysis tasks. Herein, we detail each model’s architecture and the specific setups utilized
in our study.

Introduced by Simonyan and Zisserman [61], the VGG16 architecture is favored for its
straightforward design and depth, featuring 16 weight layers. This configuration comprises
13 convolutional layers paired with three fully connected layers at the end. It applies 3× 3
convolutional filters through its layers, enabling it to discern intricate patterns in the
visuals. Max-pooling layers are strategically placed to decrease the spatial dimensionality
and computational demands.

Expanding upon VGG16, the VGG19 model [61] incorporates an additional three
convolutional layers, totaling 19 weight layers. This enhancement is aimed at augmenting
the model’s ability to learn more elaborate features, albeit at the expense of increased
computational requirements and extended training periods.
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The ResNet101 model, brought forth by He et al. [62], belongs to the Residual Net-
works lineage. It introduces an approach of using residual learning to facilitate the training
of profoundly deep networks. With its 101 layers, ResNet101 surpasses both VGG16 and
VGG19 in depth. Its residual blocks are designed to learn identity functions, aiding in over-
coming the issue of vanishing gradients and permitting the cultivation of deeper networks.

Our investigation into the efficacy of various CNN architectures for the categorization
of drilled holes in melamine-faced chipboards involved an analysis of three renowned
pretrained models: VGG16, VGG19, and ResNet101. We took into account each architec-
ture’s depth, scale, parameter count, and optimal input image dimensions to gauge their
effectiveness and efficiency for our specific task.

These models were initially trained on the extensive ImageNet dataset, which encom-
passes a wide assortment of image categories. We then fine-tuned them on our targeted
dataset of drilled holes in melamine-faced chipboards. The images were resized to dimen-
sions of 224× 224 pixels to conform to each model’s input requirements. To enhance the
training dataset’s variety and fortify the models’ resilience, data augmentation techniques
like rotation, flipping, and scaling were applied.

Table 2 presents a synopsis of the salient features of the pretrained CNN models
explored in this study [63–77].

Table 2. Comparison of pretrained CNN models.

Pretrained CNN Model Depth Size Parameters (Millions) Image Input Size

Resnet101 101 167 MB 44.6 224-by-224
VGG16 16 515 MB 138 224-by-224
VGG19 19 535 MB 144 224-by-224

The comparison of these pretrained CNN models is based on several criteria, including
depth, model size, number of parameters, and input image size. Each of these factors
plays a crucial role in determining the model’s performance, computational requirements,
and ability to generalize to the classification task at hand.

• Depth—ResNet101, with its 101 layers, is the deepest model among the three. The depth
of a model often correlates with its capacity to learn complex features. However,
deeper models also require more computational resources and can be more challeng-
ing to train effectively.

• Size—VGG16 and VGG19 are significantly larger in terms of model size compared
to ResNet101. Larger models can store more information, but they also require more
memory and storage, which can be a limitation in resource-constrained environments.

• Parameters—VGG16 and VGG19 have a much higher number of parameters (138 mil-
lion and 144 million, respectively) compared to ResNet101 (44.6 million). While having
more parameters can increase a model’s learning capacity, it also makes the model
more prone to overfitting and increases the computational load.

• Image input size—all models were adapted to accept input images of 224× 224 pixels.
This standardization ensures a fair comparison and aligns with the common practice
in image classification tasks.

The following sections provide detailed evaluation results and analysis of each model’s
performance in classifying drilled holes in melamine-faced chipboard, highlighting their
strengths and areas for improvement.
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2.4. Techniques for Explainable AI (XAI)

In this section, we explore different methods applied to enhance the interpretability
and explainability of AI models, especially focusing on Convolutional Neural Networks
(CNNs). These methods are crucial for deciphering how these models arrive at their
decisions and offer clarity on which aspects of the input data play a pivotal role in the
model’s predictive outcomes. Our primary attention is directed towards two key techniques
in Explainable AI (XAI): Local Interpretable Model-Agnostic Explanations (LIME) and
Gradient-weighted Class Activation Mapping (Grad-CAM).

2.4.1. Local Interpretable Model-Agnostic Explanations (LIME)

Interpreting the predictions made by deep neural networks can be quite challenging
due to their inherent complexity. Local Interpretable Model-Agnostic Explanations (LIME)
is a technique developed to shed light on the reasons behind the classification decisions of
deep neural networks [53,78–83].

Deep neural networks are often likened to “black boxes” due to the complexity and
opacity of their decision-making processes. To mitigate this, LIME approximates the
behavior of these intricate networks with a model that is simpler and more interpretable,
such as a regression tree. This approach makes it easier to understand which features in
the input data are significant in influencing the decisions made by the network.

LIME is particularly beneficial in the realm of image classification. It enables the
creation of feature importance maps using the following key steps:

1. Segmenting features—the input image is divided into segments based on similar pixel
characteristics such as color, texture, or intensity.

2. Creating segment masks—a binary mask is generated for each segment, indicating
whether the segment is included (1) or excluded (0) in the synthetic image.

3. Generating synthetic images—synthetic images are produced by modifying the origi-
nal image according to the segment masks, where excluded segments are replaced
with average pixel values to obscure their information.

4. Identifying synthetic images—every synthetic image undergoes analysis through the
neural network to ascertain how the presence or lack of specific segments influences
the result of the classification.

5. Fitting an interpretable model—to establish a simpler, understandable model like
a regression tree, the link between the presence of segments and their classification
scores is leveraged.

6. Determining feature importance—the simpler model helps identify the significance
of each segment, which is then mapped back to the original image to highlight
influential regions.

7. Mapping feature importance—the significant values identified from segments are
applied back to the initial image. This process generates a map that highlights the
areas of the image that were crucial for the model’s decision-making.

By applying LIME in our image classification tasks, we gain a clearer understanding of
how our Convolutional Neural Network (CNN) models classify drilled holes in melamine-
faced chipboard. This insight is crucial for validating the models’ performance and ensuring
they focus on the relevant features of the images.

In our study, with the VGG19 model, LIME was utilized to explain both correct and
incorrect classifications. Figures 5 and 6 display the LIME-generated explanations for the
VGG19 model’s predictions on images of drilled holes. These visualizations are invaluable
for identifying the critical regions in the images that the model considered, thus allowing
us to assess its reliability and identify areas for potential improvement.
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(a) (b) (c)

(d) (e) (f)

Figure 5. LIME-generated explanations for accurate predictions made by the VGG19 model on
images featuring drilled holes are presented. The first row (a–c) displays the original images, while
the second row (d–f) presents the LIME explanations corresponding to these images: (a) true class:
Green, predicted class: Green; (b) true class: Yellow, predicted class: Yellow; (c) true class: Red,
Predicted class: Red; (d) LIME explanation for image (a); (e) LIME explanation for image (b);
(f) LIME explanation for image (c).

(a) (b) (c)

(d) (e) (f)

Figure 6. Explanations generated by LIME for misclassified predictions by the VGG19 model on
images of drilled holes. The first row (a–c) presents the original images, while the second row
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(d–f) displays the LIME-generated explanations corresponding to each image: (a) real category:
Green, predicted category: Red; (b) real category: Green, predicted category: Red; (c) real category:
Red, predicted category: Green; (d) explanation by LIME for image (a); (e) explanation by LIME for
image (b); (f) explanation by LIME for image (c).

2.4.2. Gradient-Weighted Class Activation Mapping (Grad-CAM)

Gradient-weighted Class Activation Mapping (Grad-CAM) serves as a technique in
deep learning that facilitates the visualization and interpretation of the reasoning behind
decisions made by Convolutional Neural Networks (CNNs) [84–92]. By leveraging the
gradients of the target class heading into the last convolutional layer, Grad-CAM produces
a localization map. This map accentuates the critical regions within an input image that
play a pivotal role in the model’s predictive process.

The Grad-CAM technique involves several key steps:

• Forward pass—the input image is processed through the CNN to extract feature maps
from the last convolutional layer.

• Gradient calculation—the gradients of the classification score with respect to the
feature maps are computed. These gradients indicate the sensitivity of the output
value of the target class to changes in the feature map values.

• Weight averaging—the gradients are averaged to obtain weights, which signify the
importance of each feature map channel for the target class.

• Weighted combination—a weighted combination of the feature maps is performed
using these weights, resulting in an initial coarse localization map.

• ReLU activation—the ReLU activation function is applied to the weighted combination
to retain only positive influences, highlighting the regions in the image that positively
impact the target class score.

• Upsampling—the coarse localization map is upsampled to match the dimensions of
the input image, producing the final Grad-CAM heatmap.

This heatmap can be overlaid on the original image to visualize which parts of the
image the network focused on during its prediction.

In our research, we utilized Grad-CAM technology with a customized VGG16 network,
originally developed for classifying drilled holes in melamine-coated chipboard. Our
objective was to identify the specific areas the CNN model focuses on when making
predictions. This approach helped us delve deeper into the model’s rationale and improved
the clarity of our automated tool condition monitoring system.

3. Results and Discussion of CNN Models Classification

In this section, we disclose the findings from our study on Convolutional Neural
Network (CNN) models applied to classify drilled holes in melamine-faced chipboard. We
assessed the efficacy of each model by examining their accuracy, significant error frequen-
cies, and confusion matrices over various folds. Detailed examinations of the outcomes for
the VGG16, VGG19, and ResNet101 models are elaborated in the subsequent sections.

The evaluation metrics used in this study include:

• Accuracy—refers to the ratio of correctly identified instances to the overall number
of instances.

• Critical errors—instances where the model misclassifies a “Green” hole as “Red” or
vice versa, which are particularly significant due to their potential impact in practical
applications.

• Confusion matrix—a table that provides a summary of the model’s performance by
displaying the count of accurate and inaccurate forecasts for every category.

Every model underwent training and assessment through a 5-fold cross-validation
method, in which the dataset was segmented into five parts. Each part served as a test set
on one occasion, with the rest of the parts merged to create the training set. Such a strategy
guarantees a thorough appraisal of the model’s effectiveness.
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The subsequent subsections present comprehensive findings for each model, encom-
passing their precision, significant error frequencies, and confusion matrices. These findings
are then examined in detail to pinpoint the advantages and disadvantages of each model
and to identify the most appropriate model for the classification task.

3.1. Numerical Experiments

Figure 7 presents a flowchart illustrating the workflow for the numerical experiments
conducted in this study. The process began with the acquisition of data, which included
collecting images of drilled holes categorized into three classes: Green, Yellow, and Red.
The next step was data preparation, where the dataset was organized and augmented to
enhance model training.

Figure 7. Flowchart illustrating the workflow for the numerical experiments conducted in this study.

Three CNN models—VGG16, VGG19, and ResNet101—were then constructed and
fine-tuned for the classification task. After model evaluation, the best-performing model,
which in this study was VGG19, was selected for further analysis. Explainable AI (XAI)
techniques, specifically Grad-CAM and LIME, were applied to this model to gain insights
into its decision-making process.

The insights gathered from these XAI techniques were then used to adjust and im-
prove the input images or training process, after which the entire cycle was repeated if
necessary. This iterative process ensures continuous model refinement and improved
classification performance.
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In this section, we detail the numerical tests carried out to assess how well CNN
models can classify drilled holes in melamine-faced chipboard. We applied a 5-fold cross-
validation method (involving five different drills), dividing the dataset into five parts. Each
part was alternately used as a test set, with the other four parts serving for training.

We arranged the image data into five separate folders, each folder corresponding to
distinct data collection dates. The folders included images classified into three categories:
“Green”, “Yellow”, and ”Red”, indicating the state of the drilled holes.

For cross-validation, we generated five folds. In every fold, a single subset was
selected as the test set, and the rest were amalgamated to create the training set. This
strategy guaranteed that each subset was utilized as a test set once, offering a thorough
assessment of the model’s effectiveness.

For each fold, we performed the following steps:

1. Data preparation—the images in the training set were loaded and labeled accordingly.
2. Model configuration—we used the pretrained CNN network, modifying its final

layers to fit our classification task. The fully connected layer was adjusted to have
three outputs corresponding to the three classes, and the final classification layer
was added.

3. Training—the network was trained using stochastic gradient descent with momentum
(SGDM) for 10 epochs. Training parameters such as the mini-batch size (32) and initial
learning rate (1× 10−4) were optimized to achieve the best performance.

4. Evaluation—the trained model was evaluated on the test set for each fold. We
recorded the accuracy and generated confusion matrices to analyze the classification
performance.

We have applied a 5-fold cross-validation approach, which involved splitting the
dataset into training and test sets in such a way that each fold had data from one drill
reserved for testing, while the remaining four drills’ data were used for training. This
division was suggested by industry experts to ensure the robustness and generalization of
the models across different tools.

Table 3 provides a summary of the data distribution in each of the 5 folds. Each fold
includes a test set from one drill and a training set from the remaining four drills. The table
presents the number of images in both the training and test sets for each fold.

Table 3. Summary of data distribution in each fold of the 5-fold cross-validation.

Fold Test Drill Number Training Set Size Test Set Size Training/Test Percentage

1 1 6860 1666 80.46%/19.54%
2 2 6706 1820 78.65%/21.35%
3 3 6846 1680 80.30%/19.70%
4 4 6846 1680 80.30%/19.70%
5 5 6846 1680 80.30%/19.70%

3.2. Framework and Implementation Details

This section outlines the framework and implementation details for the use of Con-
volutional Neural Networks (CNNs) including VGG16, VGG19, and ResNet101 models,
as well as Explainable AI (XAI) techniques such as Grad-CAM and LIME. The entire work-
flow was implemented in Python 3.10, utilizing well-established libraries and frameworks
commonly used for deep learning and model interpretability.

3.2.1. Framework Overview

The models and XAI techniques were developed and executed using Python 3.10.
The primary libraries used include:

• TensorFlow and Keras. These were used for building, training, and fine-tuning the
CNN models (VGG16, VGG19, and ResNet101). TensorFlow and Keras offer high-level
abstractions for defining and training deep neural networks.
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• OpenCV and Pillow. These libraries were used for image preprocessing, including
resizing, normalization, etc.

• Matplotlib and Seaborn. Visualization of the training process, evaluation metrics,
and the output of the XAI techniques was performed using these libraries.

• scikit-learn. For data splitting, evaluation metrics, and auxiliary tasks such as generat-
ing cross-validation folds.

3.2.2. Implementation of CNN Models

The VGG16, VGG19, and ResNet101 models were implemented using the Keras
API, which provides pre-trained models accessible from the keras.applications module.
The models were fine-tuned to the task of classifying drilled holes into three classes: Green,
Yellow, and Red.

The training process involved applying data augmentation techniques such as random
rotations, flips, and scaling to increase dataset variability. Stochastic Gradient Descent
(SGD) with momentum was used as the optimizer, while categorical cross-entropy was
applied as the loss function.

3.2.3. Explainable AI (XAI) Techniques

To interpret the decisions of the CNN models, two XAI techniques were integrated:
Gradient-weighted Class Activation Mapping (Grad-CAM) and Local Interpretable Model-
agnostic Explanations (LIME).

Grad-CAM was implemented using TensorFlow and Keras. This technique generates
class-discriminative localization maps by computing gradients of the target class concern-
ing the feature maps in the final convolutional layer. The resulting heatmaps highlight the
regions of the input image that contribute the most to the model’s prediction. The imple-
mentation followed standard practices, using the tf.GradientTape() for computing gradients
and overlaying the heatmaps on the original images for visualization.

LIME was implemented using the lLIME package in Python. This technique approx-
imates the model’s behavior by generating perturbed versions of the input image and
fitting an interpretable model (such as a linear model) to the local predictions. The LIME
explanations provide a feature importance map, indicating which parts of the image were
critical for the classification decision. The ImageExplainer class was used for generating
explanations specific to image data.

3.2.4. Model Evaluation and Interpretation

The models were evaluated using 5-fold cross-validation, with accuracy, precision,
recall, and F1-score as the primary metrics. Grad-CAM and LIME were applied both to
correctly classified and misclassified samples, providing insights into model behavior and
highlighting areas for potential improvement.

By combining the power of CNN architectures with explainability methods like Grad-
CAM and LIME, the study not only achieved reasonable classification accuracy, but also offered
transparency into the decision-making process, which is crucial for industrial applications.

3.3. Results for VGG16 Model

The evaluation results for the VGG16 model are presented in Table 4. The model’s
accuracy varied across the folds, with the highest accuracy of 71.00% observed in the first
fold and the lowest accuracy of 56.13% observed in the fourth fold. The overall accuracy
across all folds was 66.60%.
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Table 4. Evaluation results of VGG16 model.

Fold / Drill # Accuracy
Critical Errors

Green as Red Red as Green Total

1 71.00% 1 3 4
2 70.82% 8 11 19
3 63.98% 1 58 59
4 56.13% 61 0 61
5 70.77% 1 15 16

Total 66.60% 72 87 159

The evaluation metrics for the VGG16 model, as presented in Table 5, provide a
detailed analysis of the model’s performance across three classes: “Green”, “Yellow”, and
“Red”. The table highlights key indicators such as precision, sensitivity, specificity, accuracy,
and F1 score.

Table 5. Detailed evaluation metrics for VGG16 model.

Class Precision (%) Sensitivity (%) Specificity (%) Accuracy (%) F1 Score (%)

Green 79.58 84.05 82.83 83.37 81.76
Yellow 51.97 52.86 76.11 68.47 52.41

Red 60.62 52.52 89.91 81.37 56.28

For the “Green” class, the model demonstrates strong performance with a precision
of 79.58%, a sensitivity of 84.05%, and an F1 score of 81.76%. The high values in these
metrics suggest that the model is effective in correctly identifying and classifying instances
as “Green”, with a balanced trade-off between precision and recall.

In contrast, the “Yellow” class shows a significant drop in performance. The precision
and sensitivity are 51.97% and 52.86%, respectively, with a corresponding F1 score of
52.41%. These results indicate that the model struggles to correctly classify instances in
the “Yellow” category, leading to a higher number of misclassifications. The specificity
for the “Yellow” class is higher at 76.11%, reflecting a better ability to distinguish “Yellow”
instances from non-“Yellow” instances, but overall accuracy remains lower at 68.47%.

The “Red” class also faces challenges, with a precision of 60.62% and a sensitivity of
52.52%. Although the specificity is high at 89.91%, the F1 score of 56.28% reflects the model’s
difficulty in accurately classifying instances as “Red”, with a tendency to misclassify these
instances as either “Green” or “Yellow”.

Overall, the table indicates that the model performs well for the “Green” class, but
struggles to maintain the same level of accuracy and precision for the “Yellow” and “Red”
classes. These findings highlight areas for improvement, especially in refining the classifi-
cation of intermediate and highly worn drill holes.

The VGG16 model’s confusion matrix, depicted in Figure 8, offers an in-depth exam-
ination of its classification efficacy over various folds. This matrix displays the count of
instances that were accurately and inaccurately categorized for each class.

In the confusion matrix, the true positive rates for the classes “Green”, “Yellow”, and
“Red” are as follows:

• The “Green” class had 3177 correctly classified instances, with 531 instances misclassi-
fied as “Yellow” and 72 instances as “Red”.

• The “Yellow” class had 1480 correctly classified instances, with 728 instances misclas-
sified as “Green” and 592 instances as “Red”.

• The “Red” class had 1022 correctly classified instances, with 837 instances misclassified
as “Yellow” and 87 instances as “Green”.

These results indicate that the VGG16 model achieved moderate accuracy, with varying
degrees of misclassification among the classes. The model showed a higher tendency to
misclassify instances of the “Yellow” class, particularly as “Green” and “Red”.
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Figure 8. Overall confusion matrix for all folds for VGG16 model.

Critical errors refer to the misclassification of instances where the model incorrectly
identifies a “Green” drill hole as “Red” or vice versa. Such errors are particularly concerning
due to their potential implications in real-world applications.

• Fold 1—the model demonstrated a relatively high accuracy of 71.00%. Critical errors
included one instance where a “Green” hole was classified as “Red” and three instances
where “Red” holes were classified as “Green”. The total number of critical errors in
this fold was four.

• Fold 2—the accuracy for this fold was 70.82%. Critical errors increased significantly,
with eight instances of “Green” holes misclassified as “Red”, and 11 instances of “Red”
holes misclassified as “Green”. The total number of critical errors in this fold was 19.

• Fold 3—this fold showed a lower accuracy of 63.98%. There was one instance where
a “Green” hole was misclassified as “Red”, and a substantial number of 58 instances
where “Red” holes were misclassified as “Green”. The total number of critical errors
was 59.

• Fold 4—the accuracy dropped to 56.13% in this fold. A significant number of 61 in-
stances where “Green” holes were classified as “Red” were observed. No instances
of “Red” holes misclassified as “Green” were recorded. The total number of critical
errors was 61.

• Fold 5—the accuracy for this fold was 70.77%. Critical errors included one instance
where a “Green” hole was classified as “Red”, and 15 instances where “Red” holes
were classified as “Green”. The total number of critical errors in this fold was 16.

The analysis of critical errors reveals several insights into the performance of the
VGG16 model:

1. Consistency in Green to Red misclassification—across all folds, there is a consistent
occurrence of “Green” holes being misclassified as “Red”. This misclassification is
particularly problematic, as it could lead to unnecessary corrective actions or rework.

2. Variation in Red to Green misclassification—the misclassification of “Red” holes as
“Green” varies significantly across folds. For instance, Fold 4 had no such misclassifi-
cations, while Fold 3 had a substantial number (58 instances).

3. Impact on overall accuracy—the high number of critical errors, especially in certain
folds, significantly impacts the overall accuracy of the model. Folds with higher
critical errors generally correspond to lower accuracy rates.

4. Need for model improvement—the analysis suggests that while the VGG16 model
shows promise, there is a need for further refinement to reduce the critical error rate.
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This could involve tuning the model parameters, using more advanced architectures,
or incorporating additional data preprocessing techniques.

By addressing these critical errors, the reliability and applicability of the VGG16 model
for classifying drilled holes in melamine-faced chipboard can be enhanced, leading to more
consistent and accurate results in practical applications.

3.4. Results for VGG19 Model

The evaluation results for the VGG19 model are presented in Table 6. The model’s
accuracy varied across the folds, with the highest accuracy of 71.60% observed in the fifth
fold and the lowest accuracy of 52.38% observed in the fourth fold. The overall accuracy
across all folds was 67.03%.

Table 6. Evaluation results of VGG19 model.

Fold / Drill # Accuracy
Critical Errors

Green as Red Red as Green Total

1 69.50% 2 2 4
2 70.76% 19 5 24
3 70.59% 1 10 11
4 52.38% 57 0 57
5 71.60% 0 11 11

Total 67.03% 79 28 107

The evaluation metrics for the VGG19 model, as shown in Table 7, provide an in-depth
analysis of the model’s performance across the “Green”, “Yellow”, and “Red” classes.
The table includes metrics such as precision, sensitivity, specificity, accuracy, and F1 score,
which give a comprehensive understanding of the model’s classification capabilities.

Table 7. Detailed evaluation metrics for VGG19 model.

Class Precision (%) Sensitivity (%) Specificity (%) Accuracy (%) F1 Score (%)

Green 84.86 78.89 88.79 84.40 81.77
Yellow 51.51 58.32 73.16 68.29 54.71

Red 59.72 56.53 88.72 81.37 58.08

For the “Green” class, the model exhibits strong performance, with a precision of
84.86%, sensitivity of 78.89%, and an F1 score of 81.77%. The high values for specificity
(88.79%) and accuracy (84.40%) suggest that the model effectively identifies and classifies
instances belonging to the “Green” category, with minimal misclassifications.

The “Yellow” class shows moderate performance, with a precision of 51.51% and
sensitivity of 58.32%. The F1 score of 54.71% indicates that the model struggles with distin-
guishing “Yellow” instances, often confusing them with the other classes. The specificity of
73.16% and accuracy of 68.29% further highlight the challenges the model faces in correctly
classifying “Yellow” instances, resulting in a higher rate of misclassification.

For the “Red” class, the model achieves a precision of 59.72% and a sensitivity of
56.53%. Although the specificity is high at 88.72%, indicating a good ability to correctly
exclude non-“Red” instances, the F1 score of 58.08% reflects the model’s difficulty in
accurately classifying “Red” instances. The accuracy for the “Red” class stands at 81.37%,
suggesting some degree of reliability, though the model still struggles with edge cases.

In summary, while the VGG19 model shows robust performance for the “Green” class,
it has noticeable difficulties in accurately classifying the “Yellow” and “Red” classes. These
results point to the need for further fine-tuning and model improvements, particularly for
intermediate and heavily worn drill conditions.
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The confusion matrix of the VGG19 model, depicted in Figure 9, offers a compre-
hensive analysis of its classification accuracy across all folds. It details the count of both
accurately and inaccurately classified instances by class.

Figure 9. Overall confusion matrix for all folds for VGG19 model.

In the confusion matrix, the true positive rates for the classes “Green”, “Yellow”, and
“Red” are as follows:

• The “Green” class had 2982 correctly classified instances, with 719 instances misclassi-
fied as “Yellow” and 79 instances as “Red”.

• The “Yellow” class had 1633 correctly classified instances, with 504 instances misclas-
sified as “Green” and 663 instances as “Red”.

• The “Red” class had 1100 correctly classified instances, with 818 instances misclassified
as “Yellow” and 28 instances as “Green”.

These results indicate that the VGG19 model achieved moderate accuracy, with varying
degrees of misclassification among the classes. The model showed a higher tendency to
misclassify instances of the “Yellow” class, particularly as “Green” and “Red”.

Critical errors refer to the misclassification of instances where the model incorrectly
identifies a “Green” drill hole as “Red”, or vice versa. Such errors are particularly concern-
ing due to their potential implications in real-world applications.

• Fold 1—the model demonstrated a relatively high accuracy of 69.50%. Critical errors
included two instances where a “Green” hole was classified as “Red”, and two in-
stances where “Red” holes were classified as “Green”. The total number of critical
errors in this fold was four.

• Fold 2—the accuracy for this fold was 70.76%. Critical errors increased significantly,
with 19 instances of “Green” holes misclassified as “Red”, and five instances of “Red”
holes misclassified as “Green”. The total number of critical errors in this fold was 24.

• Fold 3—this fold showed an accuracy of 70.59%. There was one instance where a
“Green” hole was misclassified as “Red”, and 10 instances where “Red” holes were
misclassified as “Green”. The total number of critical errors was 11.

• Fold 4—the accuracy dropped to 52.38% in this fold. A significant number of 57 in-
stances where “Green” holes were classified as “Red” were observed. No instances
of “Red” holes misclassified as “Green” were recorded. The total number of critical
errors was 57.
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• Fold 5—the accuracy for this fold was 71.60%. Critical errors included no instances
where a “Green” hole was classified as “Red”, and 11 instances where “Red” holes
were classified as “Green”. The total number of critical errors in this fold was 11.

The analysis of critical errors reveals several insights into the performance of the
VGG19 model:

1. Consistency in Green to Red misclassification—across all folds, there is a consistent
occurrence of “Green” holes being misclassified as “Red”. This misclassification is
particularly problematic, as it could lead to unnecessary corrective actions or rework.

2. Variation in Red to Green misclassification—the misclassification of “Red” holes as
“Green” varies significantly across folds. For instance, Fold 4 had no such misclassifi-
cations, while Fold 2 had a higher number (19 instances).

3. Impact on overall accuracy—the high number of critical errors, especially in certain
folds, significantly impacts the overall accuracy of the model. Folds with higher
critical errors generally correspond to lower accuracy rates.

4. Need for model improvement—the analysis suggests that while the VGG19 model
shows promise, there is a need for further refinement to reduce the critical error rate.
This could involve tuning the model parameters, using more advanced architectures,
or incorporating additional data preprocessing techniques.

By addressing these critical errors, the reliability and applicability of the VGG19 model
for classifying drilled holes in melamine-faced chipboard can be enhanced, leading to more
consistent and accurate results in practical applications.

3.5. Results for Resnet101 Model

The evaluation results for the Resnet101 model are presented in Table 8. The model’s
accuracy varied across the folds, with the highest accuracy of 66.42% observed in the fifth
fold and the lowest accuracy of 56.04% observed in the second fold. The overall accuracy
across all folds was 61.19%.

Table 8. Evaluation results of Resnet101 model.

Fold / Drill # Accuracy
Critical Errors

Green as Red Red as Green Total

1 66.26% 26 13 39
2 56.04% 158 7 165
3 65.59% 5 39 44
4 56.13% 64 2 66
5 66.42% 3 16 19

Total 61.19% 256 77 333

The evaluation metrics for the ResNet101 model, as presented in Table 9, provide a
comprehensive analysis of the model’s performance across the “Green”, “Yellow”, and
“Red” classes. These metrics include precision, sensitivity (recall), specificity, accuracy,
and F1 score, offering a detailed view of how well the model performs for each class.

Table 9. Detailed evaluation metrics for ResNet101 model.

Class Precision (%) Sensitivity (%) Specificity (%) Accuracy (%) F1 Score (%)

Green 81.45 80.48 85.40 83.22 80.96
Yellow 47.52 36.96 80.04 65.89 41.58

Red 46.23 62.08 78.65 74.87 52.99

For the “Green” class, the model achieves a precision of 81.45% and a sensitivity of
80.48%. The F1 score of 80.96% indicates a balanced performance in identifying “Green”
instances, with relatively few misclassifications. The model’s specificity of 85.40% and
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overall accuracy of 83.22% suggest that it is generally reliable in distinguishing the “Green”
class from others.

The “Yellow” class poses a significant challenge for the model, as reflected by the
lower precision of 47.52% and sensitivity of 36.96%. The F1 score of 41.58% highlights the
model’s struggle to accurately classify “Yellow” instances, often leading to confusion with
the “Green” and “Red” classes. Although the specificity for the “Yellow” class is reasonably
high at 80.04%, the overall accuracy is lower at 65.89%, indicating that a considerable
number of “Yellow” instances are misclassified.

For the “Red” class, the model shows moderate performance with a precision of
46.23% and a sensitivity of 62.08%. The F1 score of 52.99% reflects the model’s tendency to
misclassify “Red” instances, although it performs slightly better than for the “Yellow” class.
The specificity of 78.65% and accuracy of 74.87% suggest that the model can somewhat
differentiate “Red” instances, but still faces challenges in correctly classifying all of them.

In summary, while the ResNet101 model demonstrates reasonably strong performance
for the “Green” class, its effectiveness decreases significantly for the “Yellow” and “Red”
classes. The lower precision and F1 scores for these classes indicate a need for further
refinement and optimization of the model, particularly in addressing the classification
challenges associated with intermediate and heavily worn drill conditions.

The confusion matrix for the Resnet101 model, as shown in Figure 10, provides a
detailed breakdown of the classification performance across all folds. The matrix indicates
the number of correctly and incorrectly classified instances for each class.

Figure 10. Overall confusion matrix for all folds for Resnet101 model.

In the confusion matrix, the true positive rates for the classes “Green”, “Yellow”, and
“Red” are as follows:

• The “Green” class had 2780 correctly classified instances, with 846 instances misclassi-
fied as “Yellow” and 256 instances as “Red”.

• The “Yellow” class had 1394 correctly classified instances, with 623 instances misclas-
sified as “Green” and 938 instances as “Red”.

• The “Red” class had 962 correctly classified instances, with 906 instances misclassified
as “Yellow” and 77 instances as “Green”.

These results indicate that the Resnet101 model achieved moderate accuracy, with vary-
ing degrees of misclassification among the classes. The model showed a higher tendency to
misclassify instances of the “Yellow” class, particularly as “Green” and “Red”.
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Critical errors refer to the misclassification of instances where the model incorrectly
identifies a “Green” drill hole as “Red” or vice versa. Such errors are particularly concerning
due to their potential implications in real-world applications.

• Fold 1—the model demonstrated a relatively high accuracy of 66.26%. Critical errors
included 26 instances where a “Green” hole was classified as “Red”, and 13 instances
where “Red” holes were classified as “Green”. The total number of critical errors in
this fold was 39.

• Fold 2—the accuracy for this fold was 56.04%. Critical errors increased significantly,
with 158 instances of “Green” holes misclassified as “Red”, and seven instances of
“Red” holes misclassified as “Green”. The total number of critical errors in this fold
was 165.

• Fold 3—this fold showed an accuracy of 65.59%. There were five instances where a
“Green” hole was misclassified as “Red”, and 39 instances where “Red” holes were
misclassified as “Green”. The total number of critical errors was 44.

• Fold 4—the accuracy dropped to 56.13% in this fold. A significant number of 64 in-
stances where “Green” holes were classified as “Red” were observed. Only two in-
stances of “Red” holes misclassified as “Green” were recorded. The total number of
critical errors was 66.

• Fold 5—the accuracy for this fold was 66.42%. Critical errors included three instances
where a “Green” hole was classified as “Red”, and 16 instances where “Red” holes
were classified as “Green”. The total number of critical errors in this fold was 19.

The analysis of critical errors reveals several insights into the performance of the
Resnet101 model:

1. Consistency in Green to Red misclassification—across all folds, there is a consistent
occurrence of “Green” holes being misclassified as “Red”. This misclassification is
particularly problematic as it could lead to unnecessary corrective actions or rework.

2. Variation in Red to Green misclassification—the misclassification of “Red” holes as
“Green” varies significantly across folds. For instance, Fold 4 had only two such
misclassifications, while Fold 3 had a higher number (39 instances).

3. Impact on overall accuracy—the high number of critical errors, especially in certain
folds, significantly impacts the overall accuracy of the model. Folds with higher
critical errors generally correspond to lower accuracy rates.

4. Need for model improvement—the analysis suggests that while the Resnet101 model
shows promise, there is a need for further refinement to reduce the critical error rate.
This could involve tuning the model parameters, using more advanced architectures,
or incorporating additional data preprocessing techniques.

By addressing these critical errors, the reliability and applicability of the Resnet101
model for classifying drilled holes in melamine-faced chipboard can be enhanced, leading
to more consistent and accurate results in practical applications.

3.5.1. Comparison of VGG16, VGG19, and Resnet101 Models

The evaluation of the VGG16, VGG19, and Resnet101 models focused on assessing
their accuracy and significant error rates. A summary of the evaluation metrics is provided
in Table 10.

Table 10. Comparison of VGG16, VGG19, and Resnet101 models.

Model Average Accuracy Total Critical Errors Consistency of Performance

VGG16 66.60% 159 Moderate
VGG19 67.03% 107 High

Resnet101 61.19% 333 Low
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The VGG16 architecture reached a mean accuracy level of 66.60%, accompanied by
159 critical errors. Conversely, the VGG19 architecture demonstrated a modest improve-
ment, attaining a mean accuracy of 67.03% while registering 107 critical errors, marking it
as a more accurate and reliable choice than the VGG16. Meanwhile, the Resnet101 model
recorded the least impressive performance, with an average accuracy rate of 61.19% and
the greatest amount of critical errors, totaling 333.

3.5.2. Selection of the Best CNN Model

Based on the comparison, the VGG19 model stands out as the best among the three
models evaluated. It not only achieved the highest average accuracy, but also had the
lowest number of critical errors. The consistency of its performance across different folds
further supports its robustness and reliability.

In practical applications, the lower critical error rate of the VGG19 model is particularly
advantageous, as it reduces the risk of misclassifications that could lead to costly errors in
the manufacturing processes. Therefore, the VGG19 model is selected as the best model for
the classification of drilled holes in melamine-faced chipboard.

In conclusion, the VGG19 model demonstrated superior performance in terms of
accuracy and critical error rate compared to the VGG16 and Resnet101 models. Its consistent
performance across different folds and lower propensity for critical errors make it the most
reliable choice for the classification task. Future work will focus on further refining the
VGG19 model to enhance its accuracy and reduce misclassification rates even further.

4. Results and Discussion of Explainable AI (XAI) for VGG19 Model

In this section, we discuss the application of two Explainable AI (XAI) techniques,
namely Local Interpretable Model-agnostic Explanations (LIME) and Gradient-weighted
Class Activation Mapping (Grad-CAM), to the VGG19 model. The aim is to interpret the
model’s decisions and identify the most influential features contributing to the classification
of drilled holes in melamine-faced chipboard.

LIME Results

Figure 5 shows LIME-generated explanations for correctly classified VGG19 model’s
predictions on images of drilled holes. The top row (a–c) shows the original images, and the
bottom row (d–f) shows the corresponding LIME explanations:

• (a) Actual class: Green, predicted class: Green. The LIME analysis in (d) under-
scores the sections of the picture that had the most significant impact on the model’s
identification of the “Green” class.

• (b) Actual class: Yellow, predicted class: Yellow. The LIME explanation in (e) indicates
the areas that influenced the model’s decision to classify the image as “Yellow”.

• (c) Actual class: Red, predicted class: Red. The LIME explanation in (f) shows the
key features that led the model to correctly identify the image as belonging to the
“Red” class.

Figure 6 shows LIME-generated explanations for misclassified VGG19 model’s pre-
dictions on images of drilled holes. The top row (a–c) shows the original images, and the
bottom row (d–f) shows the corresponding LIME explanations:

• (a) Actual class: Green, predicted class: Red. The LIME explanation in (d) highlights
the regions of the image that contributed most to the model’s prediction of the “Red”
class. Based on the explanation image, it is evident that the actual condition should
be Red instead of Green, and the VGG19 model predicted correctly (66% for the red
class). However, the problem is that sometimes even with a good drill bit, damages
(artifacts in the image) can occur due to local poor quality of the material or other
issues not resulting from drill bit wear.

• (b) Actual class: Green, predicted class: Red. The LIME explanation in (e) indicates
the areas that influenced the model’s decision to classify the image as “Red”. Similarly,
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in this case, the state according to the image should be Red/Yellow. The model decided
on the Red class (50% for red, 49% for yellow) on the boundary.

• (c) Actual class: Red, predicted class: Green. The LIME explanation in (f) shows the
key features that led the model to identify the image as belonging to the “Green” class.
In this case, the problem lies with the model; it should have assigned the Red/Yellow
class. However, it shows 58% for the green class and 32% for the yellow class, and only
10% for the Red class. The issue might be the greater number of artifacts at the bottom
left of the drilled hole.

Grad-CAM Results

Figure 11 shows Grad-CAM-generated explanations for correctly classified VGG19
model’s predictions on images of drilled holes. The top row (a–c) shows the original images,
and the bottom row (d–f) shows the corresponding Grad-CAM explanations:

• (a) Actual class: Green, predicted class: Green. The Grad-CAM explanation in (d) high-
lights the regions of the image that contributed most to the model’s prediction of the
“Green” class.

• (b) Actual class: Yellow, predicted class: Yellow. The Grad-CAM explanation in
(e) indicates the areas that influenced the model’s decision to classify the image
as “Yellow”.

• (c) Actual class: Red, predicted class: Red. The Grad-CAM explanation in (f) shows
the key features that led the model to correctly identify the image as belonging to the
“Red” class.

(a) (b) (c)

(d) (e) (f)

Figure 11. Explanations generated by Grad-CAM for the VGG19 model’s correct classifications
of images showcasing drilled holes are presented. The initial row, denoted as (a–c), displays the
original images, while the subsequent row, labeled as (d–f), presents the Grad-CAM interpretations
corresponding to these images: (a) true class: Green, model’s prediction: Green; (b) true class: Yellow,
model’s prediction: Yellow; (c) true class: Red, model’s prediction: Red; (d) presents the Grad-CAM
explanation for image (a), (e) for image (b), and (f) for image (c).
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Figure 12 shows Grad-CAM-generated explanations for misclassified VGG19 model’s
predictions on images of drilled holes. The top row (a–c) shows the original images, and the
bottom row (d–f) shows the corresponding Grad-CAM explanations:

• (a) Actual class: Green, predicted class: Red. The Grad-CAM explanation in (d) high-
lights the regions of the image that contributed most to the model’s prediction of the
“Red” class. Here, it is evident that based on the image alone, the class should be Red,
and the model performed very well with its decision (66% for the Red class, 32% for
the Yellow class). The problem seems to be related to issues other than a worn drill bit,
such as local poor quality of the material or other reasons not necessarily connected to
a blunt drill bit.

• (b) Actual class: Green, predicted class: Red. The Grad-CAM explanation in (e) in-
dicates the areas that influenced the model’s decision to classify the image as “Red”.
Similarly, in this case, the model made a very good decision, indicating the class
should be Red (50%) or Yellow (49%).

• (c) Actual class: Red, predicted class: Green. The Grad-CAM explanation in (f) shows
the key features that led the model to identify the image as belonging to the “Green”
class. In this case, the model did not perform well. The class should be Red, or possibly
Yellow (based on the drilled hole image alone), but the model assigned the class as
Green (58%) or Yellow (32%), with only 10% for the Red class. The issue might be the
greater number of artifacts at the bottom left of the drilled hole.

(a) (b) (c)

(d) (e) (f)

Figure 12. Explanations provided by Grad-CAM for incorrectly categorized images by the VGG19
model, focusing on drilled holes. The initial row (a–c) presents the genuine pictures, while the
subsequent row (d–f) illustrates the Grad-CAM justifications corresponding to each: (a) true class:
Green, identified as: Red; (b) true class: Green, identified as: Red; (c) true class: Red, identified as:
Green; (d) is the Grad-CAM rationale for (a), (e) is for (b), and (f) for (c).
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4.1. Comparison of LIME and Grad-CAM Explanations for VGG19

The explanations generated by Local Interpretable Model-agnostic Explanations (LIME)
and Gradient-weighted Class Activation Mapping (Grad-CAM) provide insights into the
VGG19 model’s decision-making process. This section compares the two techniques based on
their ability to explain the classifications of drilled holes in melamine-faced chipboard.

LIME produces explanations by perturbing the input data and observing the changes
in the model’s predictions. It generates local approximations of the model’s behavior,
highlighting the features most influential in a particular decision. Grad-CAM, on the other
hand, uses the gradients of the target class flowing into the final convolutional layer to
create a localization map highlighting the important regions in the input image.

4.1.1. Correctly Classified Instances

For correctly classified instances, both LIME and Grad-CAM highlight relevant re-
gions that contribute to the VGG19 model’s predictions. Figures 5 and 11 illustrate the
explanations for the same set of correctly classified images. LIME focuses on specific
features and areas in the images, showing which parts of the drilled holes most influenced
the classification as “Green”, “Yellow”, or “Red”. Grad-CAM highlights broader regions
within the images that are important for the model’s decisions. It provides a more holistic
view of the areas contributing to the classification.

Both techniques show a high degree of agreement in identifying the critical regions
for classification. However, LIME’s explanations are more granular, focusing on smaller
image patches, while Grad-CAM provides a more general overview of the important areas.

4.1.2. Misclassified Instances

Figures 6 and 12 show the explanations for misclassified instances by LIME and
Grad-CAM, respectively. In cases of misclassification, LIME identifies specific features
that misled the model. For example, it shows which regions of a “Green” hole led to its
misclassification as “Red”. Grad-CAM indicates larger areas that influenced the wrong
classification, providing a broader context for understanding the misclassification.

In nearly all cases, both LIME and Grad-CAM indicate similar regions (features) of
explainability in the image. However, there is an exception in Figures 6c and 12c—the
same case where the model struggled more with the decision. This discrepancy in the
explainability regions highlighted by the two algorithms indicates that the model’s decision-
making process was less certain.

4.1.3. Discrepancies in Explanations

The discrepancies between LIME and Grad-CAM in the case shown in Figures 6c and 12c
can be attributed to several factors:

• Local vs. global interpretations—LIME provides local interpretations by focusing on
small perturbed regions, while Grad-CAM offers a global view based on gradients.
The difference in their approach can lead to highlighting different aspects of the image.

• Sensitivity to perturbations—LIME’s reliance on perturbations can sometimes make
it sensitive to noise and local variations, which might not significantly affect the
gradient-based approach of Grad-CAM.

• Model uncertainty—the model’s lower confidence in its prediction for this particular
case likely caused the divergence. When the model is uncertain, the explanations from
different methods can vary more significantly, reflecting the underlying ambiguity in
the model’s decision process.

• Feature importance—different algorithms might prioritize different features. LIME
might highlight specific small regions that it considers crucial, while Grad-CAM might
emphasize broader regions that overall influence the decision.
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4.1.4. Strengths and Weaknesses

• LIME:

– Strengths—provides detailed, feature-level explanations. Useful for understand-
ing specific reasons behind individual predictions.

– Weaknesses—can be computationally intensive due to the need for multiple
perturbations. May not capture the global context as effectively.

• Grad-CAM:

– Strengths—offers a high-level view of important regions, useful for understand-
ing the model’s overall focus. Computationally efficient compared to LIME.

– Weaknesses—less detailed than LIME, may not highlight specific features
as precisely.

4.1.5. Discussion of Yellow Class Misclassifications

The misclassification of instances belonging to the “Yellow” class deserves special
attention, as it represents an intermediate state in the condition of drilled holes. The “Yellow”
category is particularly challenging to classify, due to its transitional nature between the
“Green” (good) and “Red” (requiring replacement) classes. This ambiguity introduces
uncertainties in both model predictions and human assessments.

One of the primary challenges in accurately identifying the “Yellow” class lies in
its inherent variability. Unlike the “Green” and “Red” classes, which have more clearly
defined characteristics (new or significantly worn drill bits, respectively), the “Yellow” class
represents a range of wear levels that are subject to interpretation. Factors such as minor
surface defects, slight roughness around the edges of the drilled hole, or localized material
inconsistencies can cause confusion between adjacent classes.

The CNN models tested, including VGG16, VGG19, and ResNet101, frequently strug-
gled with distinguishing “Yellow” from either “Green” or “Red”. As seen in the confusion
matrices, a substantial proportion of “Yellow” instances were misclassified as either “Green”
or “Red”. This tendency was particularly noticeable in cases where the visual characteristics
of “Yellow” overlapped with those of the other two classes. These misclassifications are not
unexpected, considering the visual continuity in the degradation of drill bit performance
over time.

From an industrial perspective, the misclassification of “Yellow” instances as “Green”
or “Red” can have different implications. If a “Yellow” hole is misclassified as “Green”,
there is a risk of continuing to use a drill bit that is approaching its wear limit, potentially
leading to quality issues in subsequent operations. On the other hand, misclassifying a
“Yellow” hole as “Red” could lead to premature replacement of a drill bit, resulting in
unnecessary downtime and increased operational costs.

To reduce the frequency of these misclassifications, several strategies could be explored:

• Improved data labeling. One approach involves refining the labeling process to
better capture the nuances within the “Yellow” class. Introducing subcategories or
gradations within the “Yellow” class might help the model learn the subtle differences
between moderate wear levels.

• Enhanced feature extraction. Incorporating additional feature extraction techniques,
such as edge detection or texture analysis, could improve the model’s ability to distin-
guish between “Yellow” and other classes. These features could provide more detailed
information about the quality of the drilled holes, leading to more accurate classifications.

• Artifact removal based on LIME/Grad-CAM explanations. Analysis using LIME and
Grad-CAM can identify specific artifacts in the images that lead to misclassifications.
By focusing on these artifacts and either removing them from the dataset or adjusting
the image preprocessing pipeline to mitigate their effects, the model’s performance
can be improved, reducing the likelihood of incorrect class assignments.

• Ensemble methods. Using ensemble models that combine the predictions of multiple
CNN architectures may help to mitigate misclassifications. By aggregating the outputs

186



Appl. Sci. 2024, 14, 7462

of different models, it is possible to achieve a more balanced and reliable classification,
especially for ambiguous cases.

• Human-in-the-loop systems. Implementing a hybrid system where “Yellow” classifi-
cations are verified by human experts could provide a safety net for cases where the
model’s confidence is low. This approach allows for continuous improvement through
iterative feedback and model retraining.

Further research should focus on understanding the visual and contextual factors that
contribute to “Yellow” misclassifications. Analyzing the decision boundaries in more detail
using Explainable AI (XAI) techniques, such as LIME and Grad-CAM, can provide insights
into the features the model struggles with. Additionally, investigating how the model’s
uncertainty varies across the three classes could guide the development of more robust
classification systems.

In conclusion, while the “Yellow” class poses significant challenges for both machine
learning models and human operators, targeted strategies can help to minimize misclassifi-
cation rates and improve overall system performance. Addressing these issues is critical
for developing reliable tool condition monitoring systems that can effectively support
decision-making in industrial environments.

4.1.6. Conclusions

LIME and Grad-CAM both contribute significantly to understanding how the VGG19
model makes decisions. The selection of either technique hinges on the analysis’s particular
requirements. If in-depth explanations at the feature level are necessary, LIME is the ideal
choice. On the other hand, Grad-CAM offers a wider perspective on the areas that impact
the model’s predictions. Utilizing both techniques together can provide a well-rounded
analysis of the model’s actions, thereby improving the AI system’s interpretability and
reliability in identifying drilled holes in melamine-faced chipboard.

5. Conclusions

This study explored the application of Explainable AI (XAI) techniques, specifically
LIME and Grad-CAM, to enhance the interpretability of Convolutional Neural Network
(CNN) models used for the classification of drilled holes in melamine-faced chipboard.
The primary focus was on understanding the decision-making process of these models to
ensure reliability and improve classification accuracy.

The research involved evaluating three pre-trained CNN architectures: VGG16, VGG19,
and ResNet101. The performance of these models was assessed based on accuracy and
critical error rates using a 5-fold cross-validation approach. The VGG19 model emerged as
the best performer, achieving the highest average accuracy of 67.03% and the lowest critical
error rate. This model was therefore selected for further analysis using XAI techniques.

Both LIME and Grad-CAM were applied to the VGG19 model to generate explanations
for its predictions. These techniques provided valuable insights into the features and
regions of the images that influenced the model’s classifications. LIME produced detailed,
feature-level explanations, highlighting specific areas that contributed to the model’s
decisions. Grad-CAM, on the other hand, offered a more general overview, indicating
broader regions that were important for the model’s predictions.

The comparison between LIME and Grad-CAM revealed that both methods generally
agreed on the influential regions within the images, though LIME provided more granular
details. In cases of misclassification, both techniques identified regions that misled the
model, with some discrepancies attributed to the different approaches of the two methods.
LIME’s perturbation-based approach and Grad-CAM’s gradient-based technique high-
lighted complementary aspects of the model’s decision-making process.
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The study underscores the importance of using XAI techniques to interpret and vali-
date the predictions of deep learning models in industrial applications. By understanding
the factors influencing the model’s decisions, it is possible to improve the reliability and
robustness of automated systems for tool condition monitoring.

Future research will focus on refining the VGG19 model further to enhance its accuracy
and reduce critical errors. Additionally, exploring other XAI techniques and combining
them with LIME and Grad-CAM could provide a more comprehensive understanding of
model behavior. Implementing these improvements will contribute to more effective and
trustworthy AI systems in the wood industry and beyond.

In conclusion, the integration of XAI techniques with CNN models for the classifica-
tion of drilled holes in melamine-faced chipboard has demonstrated significant potential.
The insights gained from this study pave the way for more transparent and reliable AI
applications in manufacturing and other fields where understanding model decisions
is crucial.
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Featured Application: A specific application of this work is an automated design ele-

ment segmentation tool for converting complex graphic designs, such as movie posters,

into editable layered formats. By leveraging the improved DeepLabv3+ model, the

tool can accurately identify and segment text, images, logos, and other layout elements

within a raster image (e.g., JPEG/PNG). This enables designers to automatically gener-

ate structured, layered files (e.g., PSD) for efficient editing, adaptation to different for-

mats (e.g., social media, print), or trend analysis. The model’s reduced computational

demands and enhanced accuracy make it suitable for integration into design software,

streamlining workflows, and reducing manual effort in reverse-engineering layouts.

Abstract: The layout analysis of elements is indispensable in graphic design, as effective
layout design not only facilitates the delivery of visual information but also enhances the
overall esthetic appeal to the audience. The combination of deep learning and graphic
design has gradually turned into a popular research direction in graphic design in recent
years. However, in the era of rapid development of artificial intelligence, the analysis of
layout still requires manual participation. To address this problem, this paper proposes a
method for analyzing the layout of complex layout image elements based on the improved
DeepLabv3++ model. The method reduces the number of model parameters and training
time by replacing the backbone network. To improve the effect of multi-scale semantic
feature extraction, the null rate of ASPP is fine-tuned, and the model is trained by self-
constructed movie poster dataset. The experimental results show that the improved
DeepLabv3+ model achieves a better segmentation effect on the self-constructed poster
dataset, with MIoU reaching 75.60%. Compared with the classical models such as FCN,
PSPNet, and DeepLabv3, the improved model in this paper effectively reduces the number
of model parameters and training time while also ensuring the accuracy of the model.

Keywords: DeepLabv3+; image segmentation; poster layout analysis; deep learning

1. Introduction

At this stage, artificial intelligence has developed into the intersection of many dis-
ciplines such as cognitive science, psychology, art, and computer science [1,2]. With the
development of deep learning and neural networks, more and more researchers combine
them with design, such as intelligent image color matching and intelligent image quality
evaluation [3,4]. And the complex layout images obtained from text, graphics, images, and
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other layout elements through the process of artistic design, pre-press processing, typeset-
ting and so on are widely used in packaging, posters, book binding, and so on [5,6]. At
present, the study of complex layout images is only for simple document images, and there
are few reports on the design of complex layout images. Therefore, there is an urgent need
for more scientific, intelligent, and highly accurate methods and techniques for analyzing
the layout of complex layout images.

Compared with such complex images as posters, document images, newspapers, and
other complex images have a single background and neatly arranged text, graphics, tables
and other foregrounds. Currently, most domestic and international research on complex
layout image analysis focuses on document images, newspapers, and similar structured
materials, while relatively few studies have addressed layout analysis in traditional poster
designs, brochures, and other visual media. Traditional layout analysis can be roughly
categorized into three approaches: top-down approach [7]; bottom-up approach [8]; hybrid
approach [9]. Amidst the rise of neural networks, a number of researchers have combined
layout analysis with computers, deep learning, neural networks, and other techniques to
explore complex layout image analysis [10]. Wu et al. [11] proposed a method for document
image layout analysis with explicit edge embedding networks, which exploits the model
to overcome the data scarcity by using an integrated document approach compared to
the traditional methods. Guo et al. [12] proposed a design space to describe the design
elements in advertising posters and introduced a design sequence to rationalize the design
decisions of human designers in creating posters. There is still much room for research in
the field of combining visual communication design images with deep learning techniques.

The central question of this research is how to perform automatic layout design
through artificial intelligence. The first step towards enabling automatic layout design with
AI is to parse and recognize the constituent components of the layout. As suggested in
previous work [13], this study adopts deep learning techniques to accurately locate and
classify layout elements in complex visual designs such as movie posters. The presence of
different foregrounds and complex graphical backgrounds in natural images like movie
posters and the text in the images with various, colors, sizes, orientations, and textures
make it even more challenging to perform an image layout analysis for complex layout
images like movie posters.

Aiming at the problem of difficulty in analyzing the layout of visual communication
images, this paper takes movie posters as the research object and carries out the construc-
tion of movie poster dataset. Based on the improved DeepLabv3+ network model, the
segmentation and recognition of text, theme and graphic regions of movie posters were
performed. Finally, according to the layout segmentation results, the positional relationship
of the theme area, text area and graphic area is analyzed, and the layout analysis of the
movie poster is performed using the GoogLeNet image classification network model.

In summary, this study proposes a two-stage approach for analyzing complex movie
poster layouts. An improved DeepLabv3+ model with a lightweight backbone and opti-
mized ASPP is used for accurate element segmentation, and a GoogLeNet-based classifier
is employed to determine layout types. A high-resolution annotated dataset of 2300 posters
is also constructed to support the experiments.

The rest of this paper is organized as follows: Section 2 introduces the layout types of
movie posters. Section 3 presents the proposed segmentation method. Section 4 describes
dataset construction and training details. Section 5 provides experimental results and
analysis. Section 6 concludes the paper.
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2. Film Poster Composition Layout Method

At present, there is no uniform view in the academic world on the compositional
layout of film posters, so there are various methods of classification. This study combines
the existing rules of poster layout design composition and typography, and summarizes
film poster images into the following eight commonly used types: centered layout, split
layout, symmetrical layout, diagonal layout, wraparound layout, full-screen layout, axial
layout, inclined layout, and other compositional layouts.

Centered layout will be the main elements in a centrally aligned manner, can quickly
attract the eye to occupy the visual focus, as shown in Figure 1a. The split layout arranges
the poster in an asymmetrical structure with the figure above the text below and the
figure below the text above, ensuring a balanced and stable picture and forming a sharp
contrast, as shown in Figure 1b. The symmetrical layout arranges the main elements in
a symmetrical manner relative to the central axis, visually giving a feeling of rigor and
rationality, as shown in Figure 1c. The diagonal layout distributes the main elements of
the poster in opposite corners, adding an unstable variation that can bring a visual impact,
as shown in Figure 1d. The surrounding layout is generally a graphic surrounded by text,
its composition form is fuller, more information, as shown in Figure 1e. The full-screen
layout is mainly graphics to support the entire layout, supplemented by text, visually give
people an intuitive and strong feelings, as shown in Figure 1f. The axis layout is dominated
by a hidden axis, arranging the main elements in a hidden axis to break the limitations of
a centered layout and make the layout appear less dull, as shown in Figure 1g. The tilt
layout mainly arranges the main elements of the poster in a tilted manner, giving a sense of
visual motion and instability, as shown in Figure 1h. In practical examples, it is difficult
for some posters to generalize and define the characteristics of a layout, and it may be
difficult to fit into a certain layout classification. In order to simplify the analysis, this study
categorizes posters that are disorganized, free-layout posters, or posters that are laid out in
other layout styles within the Other Layout category. The first eight ways encompass most
of the current ways of laying out a film poster.

Figure 1. Schematic diagram of the poster layout. (a) Centered layout; (b) split layout; (c) sym-
metrical layout; (d) diagonal layout; (e) wraparound layout; (f) full-screen layout; (g) axial layout;
(h) inclined layout.
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3. Film Poster Layout Segmentation Method Based on Improved
DeepLabv3+

3.1. Relevant Model Theory
3.1.1. DeepLabv3+ Base Model

DeepLabv3+ (Rethinking Atrous Convolution for Semantic Image Segmentation)
is a semantic segmentation based on Atrous Spatial Pyramid Pooling (ASPP) module
proposed by Google team in 2019 network [14], and the model is widely used in various
image semantic segmentation tasks. The model introduces a decoder structure based
on DeepLabv3 [15], which further fuses the underlying features with the higher-level
features to improve the segmentation boundary accuracy. The overall architecture of
the DeepLabv3+ model is shown in Figure 2, and the main body of its encoder is the
DCNN with cavity convolution, which uses Xception [16]. The model introduces the cavity
convolution, which increases the sensory field without loss of information, so that each
convolution output contains a larger range of information.

 

Figure 2. DeepLabv3+ basic network architecture (adapted from [14,15]).

The algorithm effectively expands the network sensory field and captures a wide range
of contextual information to improve the segmentation accuracy of the image through the
cavity convolution in the ASPP module. The equivalent convolution kernel K of the cavity
convolution is formulated as follows:

K = k + (k− 1)(r− 1) (1)

where k is the original convolutional kernel size, and r is the null rate.
As the backbone feature extraction network extracts both low-order and high-order

features, the high-order features capture information at multiple scales. The parallel
features are then fused to form a semantic-rich feature map, and the number of channels
is adjusted using a 1 × 1 convolution. This is followed by fusion with low-order features
through the upsampling operation in the decoder, and finally, a 3 × 3 convolution and
another upsampling are applied to restore the original image size and produce the final
segmentation result.
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3.1.2. Mobilenetv3 Network

Mobilenetv3, proposed by Howard et al. [17], is a lightweight convolutional neural
network, which has been accumulated from two generations of networks, Mobilenetv1 and
Mobilenetv2, retaining the deep separable convolution of Mobilenetv1 and the inverted
residual linear bottleneck block of Mobilenetv2, while improving the model structure to
reduce the amount of parameters and training time. Mobilenetv3 builds on v2 by adding the
Squeeze and Excitation (SE) block attention mechanism to the Bottleneck block, replacing
the ReLU6 function with hard-swish and the sigmoid function with hard sigmoid, and
redesigning the structure of the time-consuming layer of the network. The overall structure
of the time-consuming layer of the network is shown in Figure 3, in which the structure
of the small and large versions is basically the same, and the only difference lies in the
number of basic units (bneck) and the internal parameters, which are mainly reflected in
the difference in the number of channels.

Figure 3. Mobilenetv3 network structure diagram (adapted from [17]).

3.1.3. GoogLeNet Network

In order to avoid the problems of slow network training convergence, long training
time, and susceptibility to gradient vanishing and gradient explosion, the Google team
proposed the GoogLeNet network in 2014, which won the first place in the classification
task in the ImageNet competition that year [18]. This network introduces the Inception
structure in order to fuse feature information at different scales. It uses a 1× 1 convolutional
kernel for both dimensionality reduction and feature mapping. A global average pooling
strategy is adopted instead of a fully connected layer to reduce the number of parameters.
In addition, two auxiliary classifiers are added to assist training, which not only achieve
model fusion and enhance gradient flow, but also add a back-propagated gradient signal
and provide additional regularization to support network training. The model consists
of 22 modular structures including a convolutional layer, 9 modular structures, a global
average pooling layer, and an output layer. The network is mainly used in the fields of
image classification and object recognition.

3.2. Improved DeepLabv3+ Network Models

In order to effectively extract the semantic information of movie posters at different
scales, the DeepLabv3+ structure is used in this paper. The algorithmic model proposed in
this paper is obtained by improving the DeepLabv3+ algorithmic model, which contains
encoder and decoder modules. The encoder module contains the main body of the backbone
network (DCNN) with null convolution as well as the ASPP (Null Spatial Convolutional
Pooling Pyramid, Atrous Spatial Pyramid Pooling) module, in which the main body of
DCNN adopts the improved Xception network with cavity convolution, which mainly
adopts deep separable convolution, making its computational volume smaller. On this basis,
the shallow features generated by the DCNN are utilized and fed into the decoder–encoder
module, and the high semantic high-level features are fed into the decoder for up-sampling,
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followed by the fusion of the features using the results obtained by 1 × 1 convolution, the
extraction of the features using 3 × 3 convolution, and the bilinear interpolation of the
image to obtain segmentation predictions consistent with the image size.

Due to the more complex structure of the backbone network Xception in the original
DeepLabv3+ model, this is more difficult for extracting smaller categories and textures
in complex layout images, and when the network is extracting details and texture infor-
mation, problems such as blurring and confusion may occur, resulting in the inability to
continuously extract a particular category. In addition, the network has more parameters, is
more computationally intensive, and takes longer to reason. In this paper, the lightweight
Mobilenetv3-small network structure will be used as the feature extraction network, which
has a reduced number of parameters relative to the Xception network, as well as a re-
duced number of computations and time required, thus increasing the speed of training
and learning.

The combination of null rates for the ASPP module null convolution in the original
DeepLabv3+ is 6, 12, and 18, and as the backbone network carries out feature extraction,
the resolution of the feature maps decreases gradually, and the combination of 6, 12, and 18
cannot extract the features of the multi-resolution feature maps more efficiently because
it does not set a smaller null rate, resulting in a lack of the ability to segment the small
targets. In order to effectively extract the semantic information of complex layout images
at different scales, the DeepLabv3+ structure is improved in this paper. In the improved
DeepLabv3+ model, the original backbone network Xception is replaced by Mobilenetv3-
small network, and at the same time two null convolution layers are added in the ASPP
module. The null convolution null rate in the module is changed from a combination of 6,
12, and 18 to a combination of 2, 4, 8, 12, and 16, in order to be able to enhance the ability
of the network model for the segmentation of different size categories in complex layout
images. It is processed by two modules, the backbone network and ASPP, and transmitted
to the decoder module, whose main structure remains unchanged. After the complex
layout image processed by decoder module will output the predicted layout element
segmentation, then the prediction result will be passed to the GoogLeNet classification
model to classify the layout, and finally obtain the result prediction of the layout mode of
the movie poster. The structure of the improved DeepLabv3+ model is shown in Figure 4.

 

Figure 4. Improved DeepLabv3+ model architecture.
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4. Dataset and Model Training

4.1. Dataset Production

In this study, the movie poster images were obtained from the IMP Awards (http://
www.impawards.com/, accessed on 15 April 2025) and the Douban website (https://movie.
douban.com/, accessed on 15 April 2025). The dataset contains 2300 high-resolution movie
poster images, primarily in JPEG (.jpg) and PNG (.png) formats, with a minimum resolution
of 505 × 755 pixels and a maximum resolution of 6889 × 9778 pixels. After completing the
image sampling use the open source annotation software labelme (https://github.com/
wkentaro/labelme, accessed on 15 April 2025) for manual annotation, where red is the
subject class, green is the text class, and yellow is the graphic class. Figure 5 illustrates
the annotation workflow using two example posters obtained from the public domain
for demonstration purposes only. Figure 5b shows a sample annotation map generated
with Labelme. For each annotated poster, a corresponding JSON file is automatically
created, storing the polygon coordinates of the labeled regions along with essential image
metadata. In total, 2300 JSON files were generated based on the annotated dataset used in
this study. These files were then converted into a semantic segmentation dataset following
the Pascal VOC 2012 format [19], using the official Labelme conversion script. The resulting
segmentation mask, containing the three layout classes (theme, text, and graphic), is shown
in Figure 5c.

Figure 5. Demonstration of the annotation process. (a) Sample poster(Quo Vadis, 1951; Tumbleweeds,
1925); (b) split label diagram; (c) label split effect diagram. The images are public domain samples
used only for illustration and not for training. (https://picryl.com/, accessed on 15 April 2025).

The poster dataset is divided into training, validation, and test sets in the ratio of 7:2:1,
with 1610 poster images in the training set, 460 poster images in the validation set, and
230 poster images in the test set. The training set is used to train the model parameters, the
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validation set is used for model hyperparameter tuning, and the test set is used to evaluate
the model generalization ability.

The manually segmented 2300 labeled diagrams were divided into nine categories
according to nine poster layout styles, where the distribution of category samples is shown
in Figure 6 and their categories are schematically illustrated in Figure 1. Each category was
divided into a training set and a validation set in the ratio of 9:1, where the training set had
a total of 2080 poster images and the validation set 220 poster images. Table 1 shows the
division of the poster segmentation dataset and the layout classification dataset training
set, validation set, and test set.

 
Figure 6. Poster layout categorization dataset category sample distribution.

Table 1. Poster segmentation dataset and classification dataset division.

Dataset Train Val Test

Poster Segmentation 1610 460 230
Poster_layout classification 2080 220 —

4.2. Model Training

In this paper, the model is built using the Pytorch deep learning framework (version
2.2.2 + CUDA 12.1), and trained on a computer with a system environment of Win10, an
Intel(R) Core (TM) i7-10700F CPU @ 2.90GHz processor (Intel, Santa Clara, CA, USA) and
an NVIDIA Geforce RTX 3060 Ti 12G graphics card (NVIDIA, Santa Clara, CA, USA).

The dataset was imported into the improved DeepLabv3+ model and the model
was trained. The categories for semantic segmentation are background, subject, text, and
graphics, and the output segmented images are of the same size as the input. Using
the migration learning approach, the model parameters that have been trained by the
large-scale Pascal VOC 2012 dataset are migrated to the model in this paper, and then the
model training is performed to train 200 Epochs, respectively, with the batch size set to
4. To minimize the loss function during training, the Stochastic Gradient Descent (SGD)
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algorithm is employed, where model parameters are iteratively updated based on the
gradient of the loss. This parameter update rule is defined as follows:

θt+1 = θt − α∇L(θt) (2)

where θt denotes the parameter values of the model at the tth iteration, α denotes the
learning rate, and ∇L(θt) denotes the gradient of the loss function L (θ) with respect to the
model parameter θ. The momentum value was set to 0.9, initial learning rate was set to
0.007, and weight decay index was 0.0005. The poster layout classification dataset was then
put into the GoogLeNet classification network model for training, with its training batch
size set to 2, initial learning rate set to 0.001, and 200 epochs trained.

5. Experimental Results and Analysis

5.1. Loss Functions and Evaluation Indicators

The study presented in this paper belongs to the multi-category image segmentation
problem, which are subject, text, and graphics. Therefore, the categorical cross-entropy
function is chosen as the loss function of the image segmentation model, which is calculated
as follows:

Loss =
1
N

N

∑
i=1
−[o iln(pi) + (1− oi)·ln(1− pi)] (3)

where N is the number of samples, oi is the true label value of the sample, and pi is the
probability of the predicted value of the sample. The loss value is the difference between
the actual output probability and the expected output probability. The smaller the value of
the cross entropy is, the closer the two probability distributions are.

This loss function is particularly suitable for multi-class pixel-wise classification tasks
such as semantic segmentation, and enables stable training with differentiable loss signals.

Firstly, 2070 movie poster datasets and corresponding labeled graphs are imported
into four image semantic segmentation models for training, of which 1610 images are in the
training set and 460 images are in the validation set, and the changes in the loss function
in the training and validation sets are observed during the training of the networks. As
shown in Figure 7, it shows the change in loss function during the training process of the
three models, where the horizontal coordinate represents the number of training rounds,
and the vertical coordinate represents the loss function value. The first 50 rounds of all
three models were trained by freezing, and the last 150 rounds were trained by unfreezing.
A comparison of the loss change curves of the three models shows that the gap between the
training loss and the validation loss of the improved model in this paper is small, and the
training loss and the validation loss as a whole tends to decrease during the whole training
process, and the loss gradually tends to flatten out after 150 rounds of iteration, which
indicates that the model has reached the optimal state. It can be seen that the improved
model in this study is normal throughout the training process, there is no overfitting or
underfitting phenomenon, and the model is in good condition.

After the network training is completed, 230 test set images are fed into the trained
model. Despite the fact that movie posters have complex graphical backgrounds and fonts
of various colors and sizes, they still perform well on the improved segmentation model in
this paper.

In this paper, Mean Intersection over Union (MIoU) is used as an evaluation index,
which is calculated as follows:

MIoU =
1
n∑

i

nii

∑j nij + ∑j nij − nii
(4)
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where nij denotes the number of pixels in which category i is predicted to be category j, nii

denotes the number of pixels that are predicted accurately, and n is the number of target
categories (containing background, theme, text, and graphics).

Figure 7. Loss function variation curves of the training set and validator on three different models.
(a) The improved DeepLabv3+ model in this paper; (b) the original DeepLabv3+ model; (c) the
PSPNet+ResNet50 model.

5.2. Segmentation Comparison Experiment Analysis
5.2.1. Impact of Different Backbone Feature Extraction Networks on Model Performance

We aimed to reduce the number of parameters of the model, shorten the training time of
the model, and improve the segmentation accuracy of the model for small target categories.
In this paper, Xception, ResNet101, Mobilenetv2, and Mobilentv3-small were selected as the
backbone feature extraction networks for testing the improved model, and Table 2 shows the
performance of the model when different backbone feature extraction networks are used.

Table 2. Comparison of model results using different backbone feature extraction networks. Bold-
best performance.

Backbone MIoU/% Time/h

Xception 71.09 25.10
ResNet101 72.89 26.20

Mobilenetv2 70.05 16.20
Mobilenetv3-small 75.60 15.09

From Table 2, it can be seen that the Xception and ResNet101 networks have a higher
number of parameters, more computations, and longer inference time, which took almost
10 h more compared to the Mobilenet series of networks. The Mobilenetv3 network is based
on Mobilenetv1 and Mobilenetv2 with the addition of an attention mechanism and an
improved time-consuming layer; thus, it can be seen that Mobilenetv3-small has a greater
improvement in segmentation accuracy compared to the previous three network structures,
and the training time has also been reduced to some extent. Therefore, Mobilenetv3-small
network is chosen as the backbone feature extraction network for the model in this study.
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5.2.2. Comparative Experimental Analysis of Different Models

In order to further validate the effectiveness and advantages of the proposed model
in semantic segmentation tasks, we selected four widely used models, namely, FCN [20],
PSPNet [21], DeepLabv3 [15], and the original DeepLabv3+, for comparative testing. All
models were trained on the same poster dataset constructed in this study, under identical
parameter settings to ensure fairness. The comparative results are presented in Table 3.

These baseline models represent three distinct architectural philosophies: FCN as an
early encoder–decoder framework, PSPNet focusing on global-context modeling through
pyramid pooling, and the DeepLab series employing Atrous Spatial Pyramid Pooling
(ASPP) combined with a dedicated decoder for multi-scale refinement.

Other segmentation frameworks such as UNet [22], BiSeNet [23], and SegFormer [24]
were not included in our experiments for specific reasons. UNet, though effective in
biomedical imaging, tends to underperform on text-rich natural scenes without extensive
enhancements. BiSeNet prioritizes real-time inference speed at the expense of segmenta-
tion accuracy, which is suboptimal for our boundary-sensitive poster segmentation task.
SegFormer and similar transformer-based models generally require large-scale datasets
and considerable computational resources to achieve stable convergence, making them less
feasible under our experimental setup and computational constraints.

Table 3. Comparison experimental results of different models.

Model Backbone MIoU/% Time/h

FCN ResNet101 73.00 15.54
PSPNet ResNet101 73.60 16.27

DeepLabv3 ResNet101 74.80 17.54
DeepLabv3+

Textual model
Mobilenetv2

Mobilenetv3-small
69.50
75.60

16.01
15.09

Therefore, our selection of baseline models aimed to strike a balance between repre-
sentativeness, architectural diversity, and practical feasibility in the context of complex
layout image segmentation.

From the results in Table 3, it can be seen that the improved model in this study
reduces the training time by 45 min compared to the FCN model, and the segmentation
accuracy is improved by 2.6%. Compared to the PSPNet model, the improved model in this
paper improves 2.0% in MIoU, and the training time is reduced by 78 min; compared to
the DeepLabv3 model, the segmentation accuracy of this paper’s model has a small effect
of improvement. Compared with the DeepLabv3 model, the model in this paper has a
small effect of improving the segmentation accuracy, which is only 0.8%, but the training
time is saved by 165 min, which is a larger time reduction in comparison; compared with
the original DeepLabv3+ model, the model in this paper has a large improvement in the
segmentation accuracy, which is 6.1% compared to the improvement, and the training
time is also relatively reduced by 52 min. In summary, the performance of the improved
model in this study on the self-built dataset is the most outstanding compared to the
classical model.

As can be seen from Figure 8, although the DeepLabv3 model has a higher MIoU
performance compared with other classical models during training, the generalization
ability of its model is not high as can be seen from the test result graphs. The FCN model is
not fine enough for some detail segmentation, and the learning effect of the layout style
model with fewer data samples is not as good as that of the improved model in this study.
Compared with PSPNet and the basic DeepLabv3+ model, the difference in segmentation
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accuracy between the improved models in this paper is not large, and from the visualization
results, the segmentation fineness of the improved models in this study is better than that
of PSPNet and DeepLabv3+.

Figure 8. Comparison of page segmentation test results. The original poster images were blurred
post-experiment to comply with copyright regulations, preserving layout structure for visualization
without impacting model training or evaluation.

5.3. Analysis of Layout Results

The proposed approach involves two phases. In the first phase, the improved
DeepLabv3+ model is used to segment the elements of movie posters, including text,
subject, and graphic regions. In the second phase, the spatial relationships among these
segmented elements are analyzed, and the layout type of each poster is determined using
the GoogLeNet classification model. The main layout styles correspond to the common
types summarized in Section 2.

The GoogLeNet model was first trained with the movie poster classification dataset,
and in order to select the classification model with better performance, comparative experi-
ments were performed using AlexNet [25], Mobilenet [26], and VGGNet [27], as shown in
Figure 9, which shows the change in the loss during the training process of the four models,
as well as the curve of the change in the classification accuracy rate under the same condi-
tions.

Figure 9. Loss and accuracy variation curves for four classification models.

204



Appl. Sci. 2025, 15, 7797

From Figure 9, it can be seen that the GoogLeNet model has the best performance in
the whole training process, so in this paper, the GoogLeNet model is chosen to analyze the
layout method classification of movie posters. The network is constructed based on the
Inception network, which fuses feature information from different scales to achieve better
recognition results. Although the loss of the GoogLeNet model did not drop to a very low
level during training, the loss was trending down throughout. As can be seen from the
classification accuracy, iterating the same number of training times, GoogLeNet performs
best in terms of accuracy.

6. Conclusions

Based on the analysis and generalization of the characteristics of complex layout
images, this paper proposes a complex image layout analysis method based on improved
DeepLabv3+ model. By improving the backbone network and the ASPP module in the
DeepLabv3+ model, the network is easier to train and the image pixel recognition accuracy
is higher, which enhances the model’s ability to segment smaller categories of targets;
secondly, based on the summarization of the poster image layout categories in this paper,
we combine the GoogLeNet network model with the layout classification and analysis of
the complex image. Experimental results show that the improved method proposed in this
study achieves segmentation accuracy comparable to that of classical models. However, it
significantly enhances the model’s ability to segment smaller target categories and reduces
training time while maintaining overall accuracy. Despite these advancements, the model
still struggles to accurately segment text with irregular orientations—such as tilted or
curved fonts—due to the complex design styles often present in poster layouts. This
remains a key challenge to be addressed in future work.

In particular, future research may consider integrating recent consensus-based seg-
mentation strategies, such as kinetic modeling frameworks [28,29], which have shown
strong potential in improving robustness and handling layout uncertainty. These model-
driven approaches can complement current deep learning methods and further enhance
the system’s generalization ability across diverse design structures.

Moreover, our experiments confirm that arbitrarily oriented text—such as slanted,
rotated, and curved styles—often disrupts the alignment between text strokes and con-
volutional filters, leading to blurred boundaries and fragmented predictions. To address
this issue, recent advances such as the Hi-SAM framework proposed by Ye et al. [30] have
demonstrated promising capabilities by adapting the Segment Anything Model (SAM) for
the hierarchical segmentation of complex text layouts with minimal supervision.

Additionally, the DASM module proposed by Ding et al. [31], which integrates dual
spatial–channel attention into the decoder stage, has proven effective in enhancing text
boundary localization under challenging lighting and distortion conditions. Building
on these insights, future work will explore combining kinetic segmentation models with
orientation-aware decoding, dual-attention mechanisms, and prompt-guided fine-tuning
to improve robustness against spatial transformations and enhance adaptability in complex
design scenarios.
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Abstract: Pneumonia remains a major global health concern, particularly among pediatric
populations in low-resource settings where radiological expertise is limited. This study
investigates the enhancement of deep convolutional neural networks (CNNs) for automated
pneumonia diagnosis from chest X-ray images through the integration of a novel module
combining Inception blocks, Mish activation, and Batch Normalization (IncMB). Four
state-of-the-art transfer learning models—InceptionV3, InceptionResNetV2, MobileNetV2,
and DenseNet201—were evaluated in their base form and with the proposed IncMB
extension. Comparative analysis based on standardized classification metrics reveals
consistent performance improvements across all models with the addition of the IncMB
module. The most notable improvement was observed in InceptionResNetV2, where
the IncMB-enhanced model achieved the highest accuracy of 0.9812, F1-score of 0.9761,
precision of 0.9781, recall of 0.9742, and strong specificity of 0.9590. Other models also
demonstrated similar trends, confirming that the IncMB module contributes to better
generalization and discriminative capability. These enhancements were achieved while
reducing the total number of parameters, indicating improved computational efficiency. In
conclusion, the integration of IncMB significantly boosts the performance of CNN-based
pneumonia classifiers, offering a promising direction for the development of lightweight,
high-performing diagnostic tools suitable for real-world clinical application, particularly in
underserved healthcare environments.

Keywords: deep learning; convolutional neural network; medical imaging; image analysis;
feature extraction; Mish activation function; optimization

1. Introduction

Pneumonia is an acute infection affecting the alveolar regions of the lungs and repre-
sents a leading cause of childhood morbidity and mortality worldwide [1,2]. It is typically
caused by bacterial, viral, or fungal pathogens and manifests clinically with fever, cough,
tachypnea, chest retractions, pleuritic pain, and abnormal breath sounds such as crackles or
wheezing [3–5]. The severity of pneumonia in children can vary significantly, ranging from
mild and self-limiting to life-threatening conditions involving respiratory failure and acute
respiratory distress syndrome [6]. Prompt diagnosis and timely intervention are therefore
essential for reducing complications and improving clinical outcomes [7]. Statistical data
highlights the ongoing burden of pediatric pneumonia on global health systems. In 2019
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alone, pneumonia accounted for approximately 740,000 deaths among children under five,
representing 14% of all under-five mortality [8], and disproportionately affecting regions
such as South Asia and sub-Saharan Africa [6,9]. Pneumonia remains a major cause of
pediatric hospitalizations, contributing significantly to healthcare utilization and child mor-
tality [10]. Risk factors that predispose children to pneumonia include malnutrition, incom-
plete immunization coverage, indoor air pollution, and limited access to quality healthcare
services [11]. Treatment strategies for pediatric pneumonia mainly depend on the underly-
ing etiology. Bacterial infections typically require antimicrobial therapy, with macrolides
or beta-lactam antibiotics frequently used [12], depending on the age of the patient and
the likely causative organism [13]. For example, macrolides are preferred in school-aged
children when atypical pathogens such as Mycoplasma pneumoniae are suspected [14].
In contrast, viral pneumonia is managed primarily with supportive care, including oxy-
gen therapy, hydration, and antiviral agents when appropriate [15,16]. Severe cases may
necessitate hospitalization and intensive care support, including mechanical ventilation.

Radiological imaging is considered essential for the diagnosis of pneumonia, with
chest radiography (CXR) recognized as the gold standard imaging modality [17]. The
presence of new pulmonary infiltrates on a chest X-ray provides objective evidence of
alveolar involvement and supports a definitive pneumonia diagnosis. Although limited
in sensitivity and specificity, chest radiography is the most common instrument because
of availability, speed, and the relative affordability to perform [18,19]. It enables differ-
entiation between pneumonia and other respiratory conditions, and plays a central role
in clinical decision-making, particularly in acute care settings [2]. While computed to-
mography (CT) of the chest offers higher sensitivity for detecting parenchymal changes,
it is rarely employed in pediatric practice due to concerns about ionizing radiation and
limited accessibility [17]. Lung ultrasound (LUS) has emerged as a potential alternative,
offering the advantages of portability, absence of radiation, and suitability for point-of-care
use [13,20]. However, despite its high sensitivity, LUS suffers from relatively low specificity
and limited negative predictive value, making it unreliable as a standalone diagnostic tool.
Studies have shown that although a positive LUS finding strongly suggests pneumonia, a
negative result does not reliably exclude the disease [21,22]. Therefore, in cases with high
clinical suspicion and negative ultrasound findings, additional imaging with CXR or CT
is often warranted [17]. As such, chest radiography remains the reference standard for
confirming pneumonia, especially in pediatric patients [23].

Because pneumonia diagnosis relies heavily on imaging, researchers have explored au-
tomating chest X-ray interpretation using artificial intelligence, particularly deep learning
approaches. The CNNs have demonstrated great performance in the classification of tho-
racic pathologies such as pneumonia [24–26]. These models have demonstrated the ability
to extract hierarchical image features that may not be apparent to human observers, facili-
tating more accurate and efficient diagnosis [27,28]. The application of CNNs in pediatric
imaging has the potential to enhance diagnostic accuracy, reduce interpretation time, and
alleviate the workload on radiologists [29,30]. In addition, deep learning has shown a pow-
erful performance of processing high-dimensional data, noisy data, and non-stationary data
in a wide range of fields. Multi-scale architectures are robust and generalizable as adaptive
neural structures have been used in structural health monitoring to adapt to environmental
variability and signal distortions using hierarchical feature optimization [31]. Despite no-
table progress, the broader clinical adoption of AI-driven models for pediatric pneumonia
diagnosis remains constrained by several persistent limitations [32]. One primary concern
is computational complexity. Advanced hybrid frameworks and transformer-based archi-
tectures, while delivering strong diagnostic performance, often rely on resource-intensive
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components such as fuzzy inference systems, multi-head attention mechanisms, or en-
semble learning strategies [24,33,34]. These introduce significant latency and memory
consumption, which can limit deployment in low-resource clinical environments [35]. Even
relatively streamlined models require sophisticated fine-tuning procedures and optimized
activation functions, further complicating their practical implementation. Equally critical is
the limited adaptability of many models to pediatric-specific imaging features [36,37]. Deep
learning architectures trained predominantly on adult datasets may not generalize well to
pediatric chest radiographs, which differ in anatomical scale, developmental variability, and
disease manifestation patterns [34]. Pediatric pneumonia often presents with viral features
that are more diffuse and less radiographically distinct, making the recognition task inher-
ently more challenging [18]. Consequently, models optimized on adult populations may
exhibit reduced sensitivity or specificity when applied to pediatric cases [34]. Furthermore,
structural features of the medical imaging data present further complications. Unlike the
natural RGB images, chest radiography is a monochromatic image with diagnostically valu-
able information encoded into subtle shades of grayscale level differences [38,39]. Many
existing CNN-based solutions, including architectures like Inception and EfficientNet, were
originally tailored for color image recognition and thus do not inherently accommodate
the lower-dimensional and contrast-dependent nature of grayscale medical data [40]. This
mismatch can diminish feature extraction efficiency, particularly in subtle or small lesion
recognition scenarios. Furthermore, current models often fail to leverage the statistical and
textural signatures that distinguish radiographic findings in pediatric pneumonia. Lesions
in this population are frequently small, ill-defined, and distributed heterogeneously across
the lung fields [41]. Standard modules lack adaptive mechanisms to integrate multi-scale
contextual information from such complex grayscale inputs [42]. This gap suggests an un-
derexplored need for architectural components specifically designed to enhance multi-scale
feature learning in monochromatic images.

These challenges highlight the need for deep learning frameworks that are diagnosti-
cally accurate, computationally efficient, and specifically adapted to pediatric and grayscale
imaging characteristics. In response to these challenges, we investigate the adaptation of the
IncMB (Inception–Mish activation function–Batch Normalization) module—a lightweight
and scalable architectural block originally designed for color image classification, in the
context of pediatric pneumonia recognition using chest radiographs. The key contributions
of this paper are as follows:

• This study adapts the IncMB module for grayscale pediatric chest X-ray analysis, over-
coming the limitations of traditional CNNs designed for RGB images. By leveraging
the Mish activation function for smoother gradients and Batch Normalization for
robust regularization, the module achieves enhanced feature extraction in monochro-
matic medical images, improving pneumonia classification accuracy.

• This study rigorously evaluates the IncMB module’s integration into established CNN
architectures on a publicly available pediatric CXR dataset, demonstrating its balanced
trade-off between computational efficiency and diagnostic performance. The module’s
design inherently reduces parameter growth compared to conventional multi-branch
architectures while maintaining competitive accuracy.

• This work bridges the gap between adult-trained deep learning models and pediatric-
specific diagnostic needs by optimizing feature learning for subtle, diffuse radio-
graphic patterns unique to children. The adapted IncMB module enhances sensitivity
to small lesions and viral pneumonia manifestations, supporting more accurate and
accessible AI-driven diagnosis in pediatric healthcare.
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This paper is organized into distinct sections. Section 2 surveys existing literature
concerning deep learning approaches for diagnosing pediatric pneumonia. Section 3 details
our proposed model and its methodologies. Subsequently, Section 4 presents experimental
findings and a comparative analysis of the model’s performance. The paper concludes in
Section 5 with a summary of our findings and suggestions for future research.

2. Related Works

Advances in deep learning have significantly enhanced the diagnostic performance
of CNNs in the analysis of pediatric chest radiographs, particularly for pneumonia recog-
nition. These models have demonstrated promising results in terms of accuracy and
sensitivity; however, the challenge of balancing diagnostic robustness, interpretability, and
computational efficiency continues to hinder real-world deployment, especially in resource-
constrained clinical environments that demand rapid and reliable diagnostic support.

Numerous innovative approaches have been proposed to address the challenges
inherent in pediatric chest X-ray analysis. Sotirov et al. [43] introduced a hybrid framework
that integrates CNNs with intuitionistic fuzzy estimators (IFEs) to improve robustness
against data ambiguity and noise. By leveraging CNNs for feature extraction and IFEs for
uncertainty modeling, their system achieved a classification accuracy of 0.9493, surpassing
traditional CNNs in both sensitivity and specificity. Despite achieving higher accuracy, the
inclusion of fuzzy inference layers increases computational cost, introducing latency and
memory overhead that limit real-time clinical use. Ensemble learning approaches have
also shown considerable promise. Prakash et al. [44] developed a stacking ensemble model
incorporating five channel-attention-based CNNs—ResNetV2, Xception, and DenseNet169
among them. These feature representations were refined using kernel principal component
analysis, with classification performed via support vector machines and XGBoost. The
architecture yielded a high classification accuracy of 0.9615 and an AUC of 0.9624. However,
the operational complexity associated with deploying multiple CNNs concurrently, along
with the overhead from feature fusion and dimensionality reduction, imposes significant
constraints on clinical integration, particularly in settings where computational resources
and inference time are limited. Transfer learning has emerged as a viable strategy for
improving diagnostic performance, particularly when pediatric data is scarce. Lan et al. [45]
conducted a comparative analysis of ResNet50, DenseNet121, and EfficientNetV2-S for
Mycoplasma pneumonia detection, finding ResNet50 to be the most effective with an
accuracy of 0.8265. Their study highlighted the critical role of domain-specific pretraining
on pediatric datasets over generic datasets such as ImageNet, underscoring the importance
of contextual feature learning in medical imaging. However, the moderate AUC scores
ranging from 0.822 to 0.758, and specificity ranging from 0.655 to 0.814 suggest ongoing
difficulties in accurately distinguishing between different pneumonia subtypes and other
thoracic pathologies. Further optimization of transfer learning was demonstrated by Khan
et al. [46], who refined the EfficientNetB1 architecture through three principal innovations:
the replacement of ReLU with Swish activation, extensive hyperparameter tuning, and
classification head regularization. This approach yielded a 0.9613 accuracy in a four-class
classification task involving COVID-19, viral pneumonia, lung opacity, and normal cases.
Importantly, the regularization strategy effectively mitigated overfitting—a common issue
in pediatric imaging due to limited dataset sizes. However, continuing to use RGB-based
architectures for grayscale chest X-rays may constrain performance, suggesting potential
benefits from grayscale-optimized designs. Architectural enhancements were also explored
by Wang et al. [47], who improved DenseNet by integrating Squeeze-and-Excitation (SE)
blocks, replacing average pooling with max-pooling to preserve lesion-level detail, and
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employing PReLU activation to address neuron deactivation. Their modifications resulted
in a 2.4% increase in accuracy over baseline DenseNet, reaching 0.928 with high precision of
0.926 and recall of 0.962. Nevertheless, their validation was limited to adult CXR datasets,
raising concerns about direct applicability to pediatric cases due to notable anatomical
and pathological differences. More recently, transformer-based models have pushed the
boundaries of diagnostic performance. Chen et al. [33] introduced a Mixed-Scale Dynamic
Attention Transformer for pediatric pneumonia diagnosis, incorporating dynamic local
attention, hierarchical multi-scale feature integration, and large language model (LLM)-
driven attention amplification. This architecture achieved state-of-the-art performance with
0.952 accuracy and 0.990 AUC. Despite these impressive metrics, the integration of LLMs
and advanced attention mechanisms necessitates substantial computational resources,
limiting deployment in real-world healthcare settings, particularly in low- and middle-
income regions where pediatric pneumonia is most prevalent.

Studies have further explored the impact of domain-specific pretraining and foun-
dation models on medical imaging performance. Models trained on large-scale radiol-
ogy datasets such as RadiologyNET have demonstrated slightly higher accuracy than
ImageNet-pretrained counterparts, particularly in data-limited scenarios [48]. Similarly,
the RadImageNet initiative, trained on 1.35 million annotated medical images, reported
measurable AUC gains across multiple classification tasks, including thyroid, breast, and
pulmonary conditions [49]. Despite these improvements, both approaches remain limited
by their high computational demands and reliance on extremely large pretraining datasets,
which restricts their practical reproducibility and accessibility. In parallel, foundation
models like BiomedCLIP have achieved state-of-the-art few-shot classification results in
pediatric and thoracic imaging; however, their vast parameter counts and dependence on
multimodal training data render them impractical for real-time clinical deployment [50].

Across approaches, several critical limitations persist. High computational complexity
continues to hinder the integration of state-of-the-art models into real-time clinical work-
flows. Moreover, many architectures are not optimally tailored to the unique challenges
of pediatric imaging, including subtle lesion presentation and age-dependent anatomical
variability. In addition, a large proportion of existing models were originally developed
for color image classification and may insufficiently exploit the structural and textural
properties of grayscale chest radiographs, potentially limiting their diagnostic effectiveness
in medical imaging contexts. In response to these challenges, the present study investigates
the adaptation of the IncMB module, originally developed for color image classification,
for application in pediatric chest radiograph analysis. This module integrates components
from the Inception architecture, the Mish activation function, and Batch Normalization,
all tailored to leverage the statistical and spatial properties of grayscale medical imaging.
The proposed framework evaluates the incorporation of IncMB within standard CNN
pipelines to enhance feature extraction and classification accuracy in pediatric pneumonia
recognition, while maintaining computational efficiency suitable for potential integration
into real-world diagnostic systems.

3. Materials and Methods

In this study, we evaluate the feasibility of adapting the IncMB module for grayscale
chest radiographs to support pediatric pneumonia classification. Although originally
developed for RGB image processing [51], we integrate IncMB into medical deep learning
workflows and assess its effectiveness in enhancing feature extraction from monochromatic
data. Our goal is to determine whether this lightweight, multi-scale module can improve
diagnostic accuracy and efficiency when applied to pediatric chest X-rays.
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To achieve this, we employ four widely used CNN architectures—InceptionV3,
InceptionResNetV2, DenseNet201, and MobileNetV2—as both baseline models and modi-
fied versions incorporating the IncMB module. This dual evaluation allows us to directly
compare performance gains introduced by IncMB. The module of IncMB is appended
directly to backbone convolutional feature maps and precedes the classification head. This
position enables the module to boost multi-scale properties without compromising the
ability to extract features in the backbone network that is pretrained. The experimental
workflow consists of three main stages, as illustrated in Figure 1: (1) Data preprocessing
and preparation, using the publicly available Chest X-ray Images (Pneumonia) dataset to
classify images into two categories: pneumonia and healthy. We apply preprocessing tech-
niques and data augmentation to improve generalization and mitigate overfitting; (2) Model
implementation, where we integrate the IncMB module into the selected CNN architectures
and fine-tune both the base and modified models using transfer learning; (3) Performance
evaluation, where we assess and compare both baseline and IncMB-enhanced models using
classification metrics such as accuracy, precision, recall (sensitivity), F1 score and specificity.

 

Figure 1. Comprehensive methodology for deep learning pneumonia classification: (1) Initial data
preparation, encompassing augmentation techniques and the division of the dataset into training and
validation subsets via stratified random sampling; (2) Development of deep learning models utilizing
established architectures such as InceptionV3, InceptionResNetV2, DenseNet201, and MobileNetV2,
integrated into two distinct modeling strategies, including an IncMB module; (3) Evaluation of
pneumonia classification performance through various accuracy metrics and an analysis of model
behavior across different training epochs.

3.1. Data Preparation and Experimental Setup

In the given study, we used publicly available Chest X-ray Images (Pneumonia)
dataset [52], which consists of 5856 chest X-rays taken of pediatric patients (one to five years
old) in Guangzhou Woman and Children Hospital. There are 4273 cases of pneumonia and
1583 healthy controls in this data [52]. While the dataset includes both viral and bacterial
pneumonia labels, these were combined into a single pneumonia class, and all models
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were trained using binary cross-entropy loss to distinguish pneumonia from healthy cases.
Figure 2 shows some of the samples. The quality of the data and reliability of the diagnosis
has been considered by screening of all X-ray images prior to their use to extract low-quality
scans or those that are unreadable. Two expert physicians made the diagnoses, and a third
expert would confirm the check to reduce the possibility of errors.

 

Figure 2. Examples of chest X-ray images from the RSNA pneumonia dataset.

The dataset was partitioned using a stratified random split method at an 80:20 ratio
for training and validation, thereby preserving the original class distribution. Despite the
inherent class imbalance, several strategies were implemented to mitigate its impact. Firstly,
extensive data augmentation techniques, including rotation (±30◦), width and height shifts
(±10%), zooming (up to 20%), and horizontal flipping, were applied equally across both classes.
This artificially expanded the training set and reduced overfitting, particularly benefiting the
minority (healthy) class. Secondly, evaluation focused on metrics sensitive to class imbalance,
such as precision, recall, and F1-score, rather than solely accuracy, providing a more reliable
assessment of model performance across both classes. Thirdly, stratified splitting ensured
consistent representation of the imbalance in both sets, preventing bias toward the majority class
during evaluation. Due to computational resource limitations and the dataset’s scale, a single
80:20 split was chosen over k-fold cross-validation, which would have significantly increased
training time without proportional benefits. All chest X-ray images were resized to 224 × 224
pixels, matching the input dimensions commonly used by convolutional neural networks such
as InceptionV3, DenseNet201, and MobileNetV2. This resizing provides a standardized input
for deep learning models, while retaining sufficient detail for the detection of radiographic
findings relevant to pneumonia. Although fine interstitial changes may be partially blurred at
this resolution, larger opacities and consolidations, which are typically the focus of pneumonia
diagnosis, remain discernible [9,18].

We developed and trained the deep learning models in a Python environment (Python
3.10; Python Software Foundation, Wilmington, DE, USA), leveraging the Keras-GPU [53]
and TensorFlow-GPU [54] frameworks on the Google Colab platform. Google Colab
facilitated efficient training through its NVIDIA Tesla K80 GPUs (NVIDIA Corporation,
Santa Clara, CA, USA) with 12 GB of memory. Training details, optimizer, loss function,
and other hyperparameters are summarized in Table 1.
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Table 1. Summary of model hyperparameters.

Hyperparameter Value

Number of epochs 20

Batch size 32

Optimizer Adam

Adam β1, β2, ε 0.9, 0.999, 1 × 10−7

Initial learning rate 0.001

Minimum learning rate 0.5 × 10−6

Learning rate scheduler Reduce on plateau

3.2. Model Architecture and Adapted IncMB Module

CNNs have been established as foundational in medical image analysis, primarily
because of their capacity to hierarchically extract spatial and contextual features from input
data [24,43,44]. In this study, four CNN architectures—InceptionV3, InceptionResNetV2,
DenseNet201, and MobileNetV2—were adopted through transfer learning, utilizing pre-
trained ImageNet weights. Instead of the fine-tuning of the entire layers, the pre-trained
convolutional bases were left as fixed feature extraction modules, but custom classification
heads were added and learnt on the pediatric pneumonia data. Although domain-specific
pretraining can be beneficial, using ImageNet-pretrained models offers several advantages:
they are extensively validated, widely available, and provide rich low-level visual rep-
resentations that generalize well to medical imaging tasks. This approach also ensures
methodological consistency and comparability across related studies [36,37].

A critical challenge arises from the fundamental difference between the grayscale nature
of CXRs and the color RGB images on which traditional CNNs are typically trained. This
distinction manifests in terms of dimensionality (single channel for grayscale vs. three channels
for RGB), contrast sensitivity, and the intricate representation of texture. Consequently, directly
applying CNNs trained on color images often leads to suboptimal feature extraction when
confronted with grayscale medical images [38,39]. Pediatric CXRs present further complexities,
including age-related anatomical variability, inherently lower contrast in pathological regions,
and the subtle, diffuse, and often small-scale lesion presentations that are less radiographically
distinct compared to those commonly observed in adult populations [34].

To address these challenges, we introduce the IncMB module, a lightweight architec-
tural unit specifically designed to enhance multi-scale feature learning in grayscale medical
images. Overall architecture is shown in Figure 3.

• The Inception architecture: This foundational design enables efficient multi-branch
processing, allowing the network to concurrently extract features at different spatial
scales. This is achieved through parallel convolutions employing various kernel sizes
and a pooling branch [55,56]. Moreover, its inherent multi-scale capacity is particularly
well-suited for pediatric pneumonia recognition, where pathologies can manifest as
small, poorly defined opacities or as broader, more diffuse patterns [28].

• The Mish activation function: To further adapt the module for grayscale image pro-
cessing, Mish is employed as the activation function. Mish is a non-monotonic,
self-regularizing activation function [57,58] as mathematically defined in Equation (1):

Mish(x) = x·tanh(softplus(x)) = x·tanh (ln(1+ ex)) (1)
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Figure 3. Overview of the proposed framework for pediatric pneumonia classification, highlighting
the integration and role of the IncMB module.

Unlike traditional activation functions such as ReLU, Mish maintains a smooth, contin-
uous gradient flow, even for negative input values, thereby preventing abrupt transitions
that could impede network convergence [57]. Its formulation fosters better feature repre-
sentation by enabling richer information propagation across layers, especially in deeper
networks or when the input features contain subtle grayscale variations, as is characteristic
of chest radiographs. Studies have compellingly demonstrated that Mish activation signifi-
cantly outperforms both ReLU and Swish in tasks demanding the capture of fine-grained
patterns, such as grayscale medical image classification [26,58]. Its smooth curvature and
non-zero gradient across all real inputs contribute to more stable optimization and ulti-
mately, higher classification accuracy. In the specific context of pediatric CXR analysis,
where abnormalities may reside in low-contrast or texturally ambiguous regions, Mish
ensures that these subtle diagnostic cues are meticulously preserved and amplified across
convolutional layers, rather than being clipped or nullified as might occur with ReLU-based
activations [58]. This property is particularly advantageous when combined with multi-
scale feature extraction, as it empowers the network to retain crucial diagnostic details that
might otherwise be lost through shallower or narrower activations.

• Batch Normalization: The IncMB module also incorporates Batch Normalization after
the convolution and activation stages. This crucial regularization mechanism ensures
that internal covariate shift is minimized and that feature distributions remain stable
throughout the training process [59]. This leads to faster convergence, the ability to uti-
lize higher learning rates, and a reduced risk of overfitting—all critical considerations
when working with relatively small and potentially imbalanced pediatric datasets.

Structurally, the IncMB module comprises four distinct branches: a 1× 1 convolutional
pathway, a 1 × 1 followed by 3 × 3 convolutional pathway, a 1 × 1 followed by 5 × 5
convolutional pathway, and a 3 × 3 max-pooling followed by a 1 × 1 convolution. Each
of these branches captures features at distinct receptive fields, which are subsequently
concatenated to form a rich, multi-scale representation of the input image [55]. This
composite feature map is then passed through the Mish activation function and Batch
Normalization before being processed by the downstream CNN layers. A single IncMB
module is positioned after the backbone feature extraction layers and before the global
pooling and classification layers.

In adapting the IncMB module to the grayscale pediatric pneumonia dataset, it is
strategically inserted into the selected CNN backbone, either replacing or complementing
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traditional convolutional blocks. This deliberate integration allows the network to more
effectively accommodate the unique radiological characteristics of pediatric CXRs, includ-
ing heterogeneous lesion distribution and the often-subtle textural differences between
pathological and healthy tissues. The overall methodology is outlined in Appendix A.

3.3. Pediatric Pneumonia Performance Evaluation

The assessment of deep learning model efficacy in the classification of pediatric
pneumonia from chest radiographs necessitated the application of a comprehensive set of
quantitative metrics. These indicators, including precision, recall (sensitivity), specificity,
F1-score, and overall accuracy, were systematically derived from the confusion matrix
to facilitate a granular evaluation of the models’ diagnostic capabilities, as defined in
Equations (2)–(6) [60,61].

Precision =
TP

TP + FP
, (2)

Recall =
TP

TP + FN
, (3)

Specificity =
TN

TN + FP
, (4)

F1-score = 2· Precision·Recall
Precision + Recall

, (5)

Accuracy =
TP + TN

TP + FP + TN + FN
, (6)

The model’s classifications were precisely compared against the established ground
truth. True Positives (TP) denoted instances where the presence of pneumonia was correctly
identified. Conversely, True Negatives (TN) represented accurate determinations of the
absence of pneumonia. Errors in classification were delineated as False Positives (FP),
occurring when a non-pneumonic condition was erroneously assigned the pneumonia
label, and False Negatives (FN), signifying a failure to detect actual pneumonia cases.

4. Results and Discussion

This section presents a comprehensive evaluation of the proposed pneumonia classi-
fication models using multiple transfer learning backbones—InceptionV3, InceptionRes-
NetV2, MobileNetV2, and DenseNet201—under two approaches: a base model and the
base model with the IncMB.

Across all networks, the integration of the IncMB module led to a consistent and
notable improvement in classification performance metrics, underscoring its effectiveness
in enhancing deep learning models for pneumonia recognition as detailed in Table 2.
Among the evaluated models, InceptionResNetV2 with IncMB achieved the highest
scores across several key metrics—accuracy of 0.9812, F1-score of 0.9761, and recall of
0.9742—demonstrating its superior ability to generalize and accurately classify pneumonia
cases. These results highlight the synergy between the deep architecture of InceptionRes-
NetV2 and the feature-enriching capabilities of IncMB. In addition to absolute performance
gains, IncMB integration significantly boosted performance for lighter models. Notably,
MobileNetV2 with IncMB exhibited the largest improvement in accuracy, with a jump
of +4.69% from its base model from 0.9113 to 0.9582. This substantial gain reinforces the
utility of IncMB, especially for resource-constrained settings where lightweight models
are preferred. Moreover, improvements in precision and F1-score were consistently ob-
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served across all models with IncMB. However, some trade-offs became apparent. For
instance, MobileNetV2 with IncMB experienced a decrease in specificity from 0.9779 to
0.8675. Despite this, its recall increased significantly from 0.8865 to 0.9918, which is a
desirable outcome in clinical scenarios where minimizing false negatives is paramount. In
such contexts, especially in pneumonia diagnosis, capturing as many true cases as possible
is often more critical than avoiding false positives [62]. Overall, the inclusion of IncMB led
to improved robustness and diagnostic value across various deep learning backbones.

Table 2. Performance evaluation of the proposed pneumonia classification approaches based on
overall accuracy metrics.

Transfer Deep Learning Model Classification Approach Accuracy F1-Score Precision Recall Specificity

InceptionV3 Base model 0.9633 0.9529 0.9592 0.9471 0.9117
Base model with IncMB 0.9710 0.9630 0.9659 0.9603 0.9369

InceptionResNetV2 Base model 0.9676 0.9595 0.9536 0.9659 0.9621
Base model with IncMB 0.9812 0.9761 0.9781 0.9742 0.9590

MobileNetV2
Base model 0.9113 0.8961 0.8763 0.9322 0.9779

Base model with IncMB 0.9582 0.9451 0.9640 0.9297 0.8675

DenseNet201
Base model 0.9676 0.9579 0.9704 0.9470 0.9022

Base model with IncMB 0.9727 0.9656 0.9629 0.9684 0.9590

The highest assessment metrics are bolded.

As detailed in Table 3, the base models generally demonstrated higher recall for the
pneumonia class compared to the healthy class, indicating a tendency to better identify
diseased cases while occasionally misclassifying healthy ones. This imbalance poses a
challenge in clinical settings, where both false negatives and false positives can have serious
implications. After incorporating the IncMB, recall for the healthy class improved notably
across most models, suggesting enhanced discrimination between the two classes. For ex-
ample, InceptionV3’s healthy class recall increased from 0.9117 to 0.9369, and DenseNet201
saw a significant jump from 0.9022 to 0.9590. These improvements reflect a reduction in
false positives—healthy patients incorrectly flagged as having pneumonia. The pneumonia
class also showed improvements or maintained high recall values after IncMB integration.
MobileNetV2 with IncMB achieved the highest pneumonia recall of 0.9918, marking a
substantial improvement from its base recall of 0.8865. Interestingly, DenseNet201’s base
model already exhibited a high pneumonia recall of 0.9918, which remained robust after
IncMB inclusion. These results suggest that IncMB not only improves the network’s ability
to detect healthy cases but also maintains or enhances its strength in identifying pneumonia.
Overall, the IncMB contributes to a more balanced classification performance, reducing bias
toward one class and improving the model’s reliability for real-world clinical applications
where accurate identification of both healthy and diseased cases is essential.

Table 3. Detailed recall scores for pneumonia classification for each CNN within the evaluated approaches.

Transfer Deep Learning Model Classification Approach Healthy Pneumonia

InceptionV3 Base model 0.9117 0.9825
Base model with IncMB 0.9369 0.9836

InceptionResNetV2 Base model 0.9621 0.9696
Base model with IncMB 0.9590 0.9895

MobileNetV2 Base model 0.9779 0.8865
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Table 3. Cont.

Transfer Deep Learning Model Classification Approach Healthy Pneumonia

MobileNetV Base model with IncMB 0.8675 0.9918

DenseNet201
Base model 0.9022 0.9918

Base model with IncMB 0.9590 0.9778

The highest assessment metrics are bolded.

Training and validation trends over 10 and 20 epochs demonstrated smoother conver-
gence and lower validation loss for all IncMB-enhanced models as presented in Table 4. A
key observation is the marked reduction in validation loss, an indicator of improved model
generalization and reduced overfitting. Most notably, InceptionResNetV2 with IncMB
achieved the lowest validation loss of 0.0547 after 20 epochs, significantly outperforming
its base counterpart, which recorded a validation loss of 0.0665. This suggests that the
model not only converged more effectively but also retained better generalization capacity
on unseen data. Similar positive trends were observed in InceptionV3 and DenseNet201.
For instance, InceptionV3’s validation loss dropped from 0.1235 for base model to 0.0739
for base model with IncMB after 20 epochs, reflecting more efficient learning and better
representation of data distributions. DenseNet201 with IncMB also exhibited enhanced
performance, with its validation loss reducing from 0.0857 to 0.0794, while validation accu-
racy increased from 0.9679 to 0.9731. Even for lightweight architectures like MobileNetV2,
IncMB contributed to meaningful improvements. Validation loss decreased from 0.2459 to
0.1610 over 20 epochs, and validation accuracy improved from 0.9288 to 0.9601, demonstrat-
ing that IncMB facilitates more robust learning dynamics even in computationally efficient
models. Overall, these results demonstrate that IncMB positively influences the training
trajectory, enabling faster convergence, lower validation error, and higher validation accu-
racy across varying architectures. This enhanced training behavior positions IncMB as a
valuable module for improving both performance and reliability in deep learning-based
medical image classification tasks.

Table 4. Training dynamics illustrating the progression of accuracy and validation loss over 10 and
20 epochs for the different proposed classification approaches.

Transfer Deep Learning Model
Classification

Approach

10 Epochs 20 Epochs

TA VA VL TA VA VL

InceptionV3 Base model 0.9438 0.9479 0.1508 0.9640 0.9618 0.1235
Base model with IncMB 0.9700 0.9679 0.0910 0.9688 0.9740 0.0739

InceptionResNetV2 Base model 0.9811 0.9505 0.1287 0.9809 0.9766 0.0665
Base model with IncMB 0.9688 0.9679 0.0887 0.9688 0.9818 0.0547

MobileNetV2
Base model 0.9619 0.9392 0.2619 0.9616 0.9288 0.2459

Base model with IncMB 0.9656 0.9523 0.2056 0.9758 0.9601 0.1610

DenseNet201
Base model 0.9540 0.9340 0.1590 0.9688 0.9679 0.0857

Base model with IncMB 0.9588 0.9609 0.1176 0.9375 0.9731 0.0794

The highest assessment metrics are bolded.

As demonstrated in Figure 4, IncMB significantly decreased the number of pneumonia
cases misclassified as healthy across all networks, for example, InceptionResNetV2’s FNs
dropped from 26 to 9, and MobileNetV2’s from 97 to just 7, showing over 90% improvement
in FN rate for the latter. True negative counts also improved for most models with IncMB,
especially for DenseNet201 from 286 to 304 and InceptionV3 from 289 to 297, resulting in
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improved specificity. While some models experienced a slight increase in false positives,
this was often accompanied by a more clinically acceptable reduction in false negatives.
For instance, MobileNetV2 with IncMB improved pneumonia recall from 0.8865 to 0.9918
at the cost of a moderate drop in healthy recall. Overall, the confusion matrices clearly
demonstrate that the proposed IncMB module not only boosts aggregate performance
metrics but also leads to a clinically meaningful redistribution of errors—favoring the
reduction in false negatives, which is critical in pneumonia recognition.

 

Figure 4. Confusion matrices illustrating the performance of different CNN models (InceptionV3,
InceptionResNetV2, MobileNetV2, and DenseNet201) for pediatric pneumonia classification. Within
each cell, the top number indicates the count of classified instances, while the lower number presents
the corresponding percentage for that specific class.

Incorporating the IncMB module across different CNN architectures produced consis-
tent improvements in accuracy, generalization, and computational efficiency. The observed
gains are attributable to the synergistic interaction of three architectural enhancements:
multi-branch Inception-style convolutions, Batch Normalization, and the Mish activation
function. Together, these components provide a more expressive, stable, and general-
izable feature extraction framework, particularly well-suited for the heterogeneous and
fine-grained visual patterns encountered in pediatric chest radiographs. The Inception
component of IncMB employs parallel convolutional paths with varying kernel sizes, allow-
ing the network to simultaneously capture features at multiple spatial resolutions [55,63].
This capacity for multi-scale representation is critical in medical imaging, where patho-
logical features such as infiltrates or consolidations may present with variable size, shape,
and intensity. Furthermore, the use of 1 × 1 convolutions as bottleneck layers enables
dimensionality reduction prior to computationally intensive operations, thereby lowering
the total number of parameters without compromising feature richness [64]. Batch Nor-
malization contributes to both training stability and generalization. By normalizing the
intermediate feature distributions, Batch Normalization reduces internal covariate shift
and smooths the loss landscape, which facilitates faster convergence and allows for the use
of higher learning rates [65,66]. Moreover, its implicit regularization effect helps prevent
overfitting, particularly in smaller or imbalanced datasets common in medical imaging [65].
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The Mish activation function complements these benefits by introducing a smooth, non-
monotonic, and self-regularizing nonlinearity [57]. Unlike traditional ReLU, Mish retains
negative information while preserving gradient flow across layers. Its continuous dif-
ferentiability and curvature near zero enable improved learning dynamics, particularly
in deep architectures [57]. These properties have been shown to enhance representation
learning in vision tasks and are reflected in the improved recall and specificity achieved
across all IncMB-augmented models in the present study. The performance metrics support
these architectural improvements. Models incorporating IncMB consistently demonstrated
higher recall and specificity relative to their baseline counterparts, indicating improved
sensitivity to pneumonia cases and enhanced discrimination of healthy instances. Such
balanced performance is essential for clinical applicability, where both false negatives and
false positives carry significant consequences [28,41]. Furthermore, training trajectories
showed smooth and consistent convergence, with validation performance closely tracking
training accuracy and loss. This behavior suggests an absence of significant overfitting and
indicates that the models learned robust, generalizable features. The regularizing effects of
Batch Normalization, the smoother optimization facilitated by Mish, and the use of data
augmentation collectively contributed to this outcome.

The integration of the IncMB module resulted in more parameter-efficient network ar-
chitectures across all evaluated models. As summarized in Table 5, each base convolutional
neural network exhibited a modest reduction in total parameter count when modified with the
IncMB block. For instance, the InceptionV3 model decreased from approximately 22.98 million
parameters (87.67 MB) to 22.30 million parameters (85.09 MB). The MobileNetV2 architecture
demonstrated a more substantial reduction, from 2.99 million parameters (11.43 MB) to 2.60
million (9.93 MB), representing a decrease of approximately 13%. InceptionResNetV2 and
DenseNet201 also showed reductions of about 0.87% and 3.2%, respectively. These reductions
can be attributed to the architectural design of the IncMB module, particularly the use of 1 × 1
bottleneck convolutions and efficient feature compression strategies characteristic of Inception-
style modules [55]. Such mechanisms effectively reduce the number of trainable parameters
while preserving the network’s representational capacity. Importantly, this finding confirms
that the improved classification performance observed with IncMB-enhanced models does
not stem from increased model capacity or a higher number of trainable parameters. Instead,
the gains primarily result from the module’s multi-scale feature extraction, grayscale-adaptive
processing, and refined feature re-encoding capabilities. Moreover, these gains in compactness
were achieved without any degradation in classification performance. On the contrary, accuracy
and other performance metrics consistently improved with the IncMB-enhanced models. This
demonstrates that the IncMB contributes meaningful architectural efficiency and feature-level
adaptability rather than serving as a source of additional trainable complexity. From a de-
ployment perspective, the reduced parameter count implies lower memory requirements and
potentially faster inference times, facilitating integration into real-time or resource-constrained
clinical environments [67,68]. Additionally, the decreased model complexity may help mitigate
overfitting, contributing to improved generalization in unseen data settings.

Table 5. Total parameters for transfer deep learning models across different classification approaches.

Transfer Deep Learning Model Classification Approach Total Parameters Model Size (MB)

InceptionV3 Base model 22,982,561 87.67
Base model with IncMB 22,304,653 85.09

InceptionResNetV2 Base model 55,221,601 210.65
Base model with IncMB 54,734,157 208.79
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Table 5. Cont.

Transfer Deep Learning Model Classification Approach Total Parameters Model Size (MB)

MobileNetV2
Base model 2,995,393 11.43

Base model with IncMB 2,603,181 9.93

DenseNet201
Base model 19,428,033 74.11

Base model with IncMB 18,797,741 71.71

The technical enhancements introduced by the IncMB module hold practical relevance
for pediatric pneumonia screening. High recall ensures that true pneumonia cases are
reliably identified, reducing the risk of missed diagnoses, while high specificity minimizes
false positives, preventing unnecessary interventions [69]. This balanced performance
supports the use of IncMB-enhanced models as effective triage tools. Additionally, the
reduction in model parameters enables deployment on resource-constrained devices, such
as portable systems in rural or low-resource settings. These lightweight yet accurate
models could facilitate faster, automated chest X-ray interpretation, assisting clinicians in
prioritizing cases and improving diagnostic efficiency.

In comparative analysis with prior state-of-the-art approaches, the proposed IncMB-
augmented models demonstrate performance that is both competitive and methodologi-
cally robust. Barakat et al. [70] evaluated a Quadratic SVM-based framework on a pediatric
chest X-ray dataset comprising approximately 5856 images, achieving an accuracy of 0.9758.
Although several performance measures were reported, the study emphasized accuracy
as the primary indicator of model quality, without providing a deeper per-class break-
down or confusion matrix analysis to elucidate diagnostic trade-offs. Furthermore, no
training–validation progression curves were presented, limiting the ability to assess po-
tential overfitting or the stability of convergence. Similarly, Alsharif et al. [71] employed a
deep learning–based model on 5852 pediatric X-ray images, attaining an accuracy of 0.9970,
sensitivity of 0.9974, and an AUC of 0.9812. While Alsharif et al. reported marginally higher
overall accuracy and sensitivity than our best-performing InceptionResNetV2 + IncMB
configuration, its lower specificity and the absence of per-class recall metrics or confusion
matrix analysis hinder a nuanced evaluation of diagnostic trade-offs [71]. Notably, neither
Barakat et al. nor Alsharif et al. presented epoch-wise validation trends, whereas our
results explicitly document smooth and stable convergence across training and valida-
tion values, with no evidence of significant overfitting [70,71]. These findings underscore
that the observed performance gains in our models are not attributable to instability or
over-optimization, but rather to the multi-scale, grayscale-adaptive feature enhancement
capabilities introduced by the IncMB module. In addition to the aforementioned studies,
several recent deep learning methodologies have reported commendable performance in
pediatric pneumonia classification, employing diverse architectural and training paradigms.
Ha Pham and Tran [72] implemented an ensemble of three pre-trained convolutional neural
networks: InceptionResNetV2, DenseNet201, and VGG16, achieving an accuracy of ap-
proximately 95% and a 3% enhancement in the F1-score relative to single-model baselines.
Their ensemble strategy effectively integrates complementary representational features,
whereas the proposed IncMB-augmented InceptionResNetV2 architecture attains superior
overall accuracy while preserving an equitable sensitivity–specificity balance, thereby ex-
emplifying an alternative yet methodologically robust design approach. Kareem et al. [73]
investigated a federated learning framework encompassing multiple pre-trained CNN
architectures (AlexNet, DenseNet, ResNet50, Inception, and VGG19) trained on distributed
pediatric chest X-ray datasets. The ResNet-50 model within their study achieved an ac-
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curacy of approximately 93%, highlighting both the potential and inherent complexities
of decentralized medical data learning. In contrast, the present centralized IncMB-based
configuration exhibits marginally higher accuracy under controlled conditions, suggest-
ing that multi-scale feature enrichment could serve as a complementary mechanism in
prospective federated or hybrid learning paradigms. Patidar et al. [74] introduced a hy-
brid ensemble model combining MobileNetV2, ResNet152, and DenseNet169 for pediatric
pneumonia detection, achieving 95.03% classification accuracy. Their results demonstrate
the effectiveness of ensemble strategies in leveraging complementary network features.
In comparison, our IncMB-augmented InceptionResNetV2 model attains 98.12% accuracy
with stable convergence and detailed per-class evaluation, reflecting the complementary
strengths of ensemble-based and feature-enhancement approaches.

As demonstrated in Figure 5, Grad-CAM visualizations illustrating the attention maps
of four convolutional neural network architectures—InceptionV3, InceptionResNetV2,
MobileNetV2, and DenseNet201—under two approaches: the base model and the base
model augmented with the adaptive IncMB module. The example shown corresponds to
a confirmed case of bacterial pneumonia, which on pediatric chest radiographs typically
manifests as focal or lobar consolidation with increased opacity, often localized to one lung
zone and associated with air bronchograms. In the base configurations, several models,
particularly InceptionV3, MobileNetV2, and DenseNet201, exhibit partial or peripheral
focus on non-pathological regions, such as the upper thoracic border and areas outside the
lung fields. This misdirected attention is especially evident in MobileNetV2, where the
heatmap concentrates along the image margins, suggesting suboptimal feature localization.
Following the integration of IncMB, all four architectures demonstrate markedly improved
focus, with activation maps more precisely covering the lung parenchyma and the re-
gion of consolidation, reflecting better alignment with radiological markers of bacterial
pneumonia. This shift indicates that the IncMB module enhances the network’s ability to
attend to clinically relevant structures, reducing reliance on extraneous image features. The
refined attention is consistent with the observed improvements in recall, specificity, and
overall accuracy reported in Tables 1–3 and supports the hypothesis that IncMB facilitates
more discriminative and pathology-centered feature extraction in pediatric pneumonia
classification tasks.

As demonstrated in Figure 6, Grad-CAM visualizations for a representative healthy pedi-
atric chest radiograph provide a comparative perspective on the distribution of model attention
in non-pathological versus pathological cases. In the base configurations, several architectures
display dispersed and irregular activation patterns, with emphasis along the lung apices and
peripheral thoracic margins, suggesting nonspecific or contextually irrelevant feature attribution.
After the integration of the adaptive IncMB module, the overall activation intensity markedly
decreases and becomes confined to anatomically plausible pulmonary regions, with minimal
focus on extraneous structures. Although IncMB-based activation maps may appear to encom-
pass broader areas of the lung fields, this behavior reflects the module’s multi-scale receptive
design, which encourages contextual integration of bilateral and parenchymal patterns rather
than a loss of spatial precision. This results in anatomically coherent, context-aware attention
that enhances lesion localization in abnormal images (Figure 5) while concurrently suppressing
false-positive responses in normal radiographs. Collectively, the comparison between Figures 5
and 6 demonstrates that the IncMB module promotes balanced and semantically meaningful
feature attention across distinct clinical categories.

While our findings are promising, a significant limitation of this study is the dataset’s
scope. The chest X-ray images were sourced exclusively from a single publicly available
pediatric dataset collected at one hospital. Although the dataset is extensive, it does
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not fully represent the demographic, geographic, and clinical diversity found in real-
world medical practice. The lack of variability in imaging equipment, patient populations,
and acquisition settings may constrain the model’s generalizability to different clinical
environments. To improve robustness and applicability, future work should focus on
evaluating these models using larger, multi-center datasets that include a wider range of
age groups, disease presentations, and imaging protocols.

 

Figure 5. Grad-CAM visualizations highlighting areas of attention in images of bacterial pneumonia.

 

Figure 6. Grad-CAM visualizations highlighting areas of attention in images of healthy lungs.

5. Conclusions

In this study, we proposed an improved pneumonia classification framework based
on transfer learning models enhanced with a custom IncMB module, which integrates
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Inception blocks, the Mish activation function, and Batch Normalization. Among the
evaluated architectures, the InceptionResNetV2 model with IncMB achieved the highest
performance, recording an accuracy of 0.9812 and F1-score of 0.9761, outperforming all
baseline counterparts. Additionally, the IncMB module consistently improved model
generalization while reducing the number of parameters across all tested networks—for
instance, lowering InceptionResNetV2’s parameter counts by nearly half a million—thus
contributing to computational efficiency without compromising predictive accuracy. These
advances support the use of this approach in low-resource and point-of-care settings where
compact, reliable diagnostic tools are required.

Despite these promising outcomes, several limitations must be acknowledged. The
dataset, while sizable, may not fully capture the diversity encountered in global clinical
practice, potentially limiting the generalizability of the models across different demo-
graphic, geographic, or equipment-specific contexts. In addition, the experimental design
employed a single train–validation split without additional repetitions or cross-validation,
which may limit the assessment of statistical variability and model stability. Nevertheless,
consistent settings, standardized hyperparameters, and extensive data augmentation were
applied to enhance reliability and mitigate potential bias.

Future research should focus on validating the proposed models using multi-center
datasets that capture broader demographic, geographic, and equipment variability, en-
suring robust generalization across different clinical settings. Beyond retrospective evalu-
ation, prospective clinical trials are needed to assess real-world performance, including
workflow integration and diagnostic impact in routine practice. Integrating additional
imaging modalities, such as lung ultrasound, may further enhance clinical applicabil-
ity by enabling multimodal diagnosis. Furthermore, integration with clinical decision
support systems could facilitate seamless adoption into clinical workflows, improving
interpretability and user trust. From a deployment perspective, efforts should include edge
computing solutions and mobile platforms equipped with intuitive user interfaces tailored
for healthcare professionals, allowing for real-time decision support in both hospital and
resource-limited environments.
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Appendix A. Detailed Pseudocode for CNN Training and Evaluation
with Adapted IncMB Module

Algorithm A1: Training and Evaluation of CNN with Adapted IncMB Module

1. begin

2. Input:

3. - train_dir← Path to training dataset
4. - valid_dir← Path to validation dataset
5. - batch_size←Mini-batch size for training
6. - epochs← Number of training epochs
7. - Inception module parameters:
8. f1, f2_in, f2_out, f3_in, f3_out, f4_out
9. Output:

10. - Trained CNN model with IncMB module
11. - Classification metrics: Accuracy, Precision, Recall, F1-score, Specificity
12. - Confusion matrix and classification report
13. - Heatmap visualization of confusion matrix
14. Step 1: Configure Environment

15. Import required libraries (TensorFlow, Keras, NumPy, etc.);
16. Set hyperparameters;
17. Step 2: Define Activation Function and Metrics

18. Define softplus(x)← log(1 + exp(x));
19. Define tanh(x)← (exp(x) − exp(−x))/(exp(x) + exp(−x));
20. Define mish(x)← x × tanh(softplus(x));
21. Register mish as a custom activation function;
22. Define evaluation metrics using standard definitions;
23. Step 3: Compute Dataset Properties

24. nb_train_samples← Count of images in train_dir;
25. nb_val_samples← Count of images in valid_dir;
26. num_classes← Count of distinct folders (class labels) in train_dir;
27. Step 4: Data Preprocessing and Augmentation

28. Define data preprocessing function;
29. Initialize data generators with augmentation:
30. - Rotation, zoom, shift, horizontal flip;
31. Create train_generator and valid_generator with image resizing (224 × 224);
32. Step 5: Define Inception Module

33. Function Inception_Module (input, f1, f2_in, f2_out, f3_in, f3_out, f4_out):
34. branch_1← 1 × 1 convolution with f1 filters;
35. branch_2← 1 × 1 convolution (f2_in)→ 3 × 3 convolution (f2_out);
36. branch_3← 1 × 1 convolution (f3_in)→ 5 × 5 convolution (f3_out);
37. branch_4← 3 × 3 max pooling→ 1 × 1 convolution (f4_out);
38. return concatenation of all branches;
39. Step 6: Construct CNN Model

40. Initialize base CNN model with pretrained weights (excluding top layers);
41. Apply Inception_Module with specified parameters;
42. Apply Mish activation;
43. Apply batch normalization;
44. Apply global max pooling;
45. Add fully connected layer with sigmoid activation for binary classification;

226



Appl. Sci. 2025, 15, 11824

Algorithm A1: Cont.

46. Define model from base input to final output;
47. Step 7: Compile CNN Model

48. Use optimization algorithm;
49. Set loss function as binary cross-entropy;
50. Set evaluation metrics;
51. Step 8: Train the Model

52. Calculate steps_per_epoch = nb_train_samples/batch_size;
53. Calculate validation_steps = nb_val_samples/batch_size;
54. Initialize learning rate scheduler and training logger;
55. Train model with data generators and callbacks;
56. Step 9: Save the Trained Model

57. Save model architecture and weights to storage;
58. Step 10: Evaluate Model Performance

59. Generate predictions on validation set;
60. Round predicted probabilities to binary labels;
61. Calculate confusion matrix and classification report;
62. Compute metrics;
63. Step 11: Visualize Results

64. Normalize confusion matrix values;
65. Create labeled matrix for plotting;
66. Generate annotated heatmap of confusion matrix;
67. Label axes with class names (e.g., ‘pneumonia’, healthy);
68. end
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Epidemiology and Etiology of Childhood Pneumonia in 2010: Estimates of Incidence, Severe Morbidity, Mortality, Underlying
Risk Factors and Causative Pathogens for 192 Countries. J. Glob. Health 2013, 3, 010401.

12. Wen, R.; Xu, P.; Cai, Y.; Wang, F.; Li, M.; Zeng, X.; Liu, C. A Deep Learning Model for the Diagnosis and Discrimination of
Gram-Positive and Gram-Negative Bacterial Pneumonia for Children Using Chest Radiography Images and Clinical Information.
Infect. Drug Resist. 2023, 16, 4083–4092. [CrossRef]

13. Guitart, C.; Bobillo-Perez, S.; Rodríguez-Fanjul, J.; Carrasco, J.L.; Brotons, P.; López-Ramos, M.G.; Cambra, F.J.; Balaguer, M.;
Jordan, I. Lung Ultrasound and Procalcitonin, Improving Antibiotic Management and Avoiding Radiation Exposure in Pediatric
Critical Patients with Bacterial Pneumonia: A Randomized Clinical Trial. Eur. J. Med. Res. 2024, 29, 222. [CrossRef]

14. Biagi, C.; Cavallo, A.; Rocca, A.; Pierantoni, L.; Antonazzo, D.; Dondi, A.; Gabrielli, L.; Lazzarotto, T.; Lanari, M. Pulmonary and
Extrapulmonary Manifestations in Hospitalized Children with Mycoplasma Pneumoniae Infection. Microorganisms 2021, 9, 2553.
[CrossRef]

15. Geanacopoulos, A.T.; Lipsett, S.C.; Hirsch, A.W.; Monuteaux, M.C.; Neuman, M. Impact of Viral Radiographic Features on
Antibiotic Treatment for Pediatric Pneumonia. J. Pediatr. Infect. Dis. Soc. 2022, 11, 207–213. [CrossRef] [PubMed]

16. Wang, G.; Liu, X.; Shen, J.; Wang, C.; Li, Z.; Ye, L.; Wu, X.; Chen, T.; Wang, K.; Zhang, X.; et al. A Deep-Learning Pipeline for the
Diagnosis and Discrimination of Viral, Non-Viral and COVID-19 Pneumonia from Chest X-Ray Images. Nat. Biomed. Eng. 2021, 5,
509–521. [CrossRef] [PubMed]

17. Al Nufaiei, Z.F.; Alshamrani, K.M. Comparing Ultrasound, Chest X-Ray, and CT Scan for Pneumonia Detection. Med. Devices
2025, 18, 149–159. [CrossRef]
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Abstract

This paper introduces a hybrid two-stage registration framework for reconstructing three-
dimensional (3D) kidney anatomy from macroscopic slices, using CT-derived models as the
geometric reference standard. The approach addresses the data-scarcity and high-distortion
challenges typical of macroscopic imaging, where fully learning-based registration (e.g.,
VoxelMorph) often fails to generalize due to limited training diversity and large nonrigid
deformations that exceed the capture range of unconstrained convolutional filters. In the
proposed pipeline, the Optimal Cross-section Matching (OCM) algorithm first performs
constrained global alignment—translation, rotation, and uniform scaling—to establish
anatomically consistent slice initialization. Next, a lightweight deep-learning refinement
network, inspired by VoxelMorph, predicts residual local deformations between consecu-
tive slices. The core novelty of this architecture lies in its hierarchical decomposition of the
registration manifold: the OCM acts as a deterministic geometric anchor that neutralizes
high-amplitude variance, thereby constraining the learning task to a low-dimensional resid-
ual manifold. This hybrid OCM + DL design integrates explicit geometric priors with the
flexible learning capacity of neural networks, ensuring stable optimization and plausible
deformation fields even with few training examples. Experiments on an original dataset
of 40 kidneys demonstrated that the OCM + DL method achieved the highest registration
accuracy across all evaluated metrics: NCC = 0.91, SSIM = 0.81, Dice = 0.90, IoU = 0.81,
HD95 = 1.9 mm, and volumetric agreement DCVol = 0.89. Compared to single-stage base-
lines, this represents an average improvement of approximately 17% over DL-only and
14% over OCM-only, validating the synergistic contribution of the proposed hybrid strat-
egy over standalone iterative or data-driven methods. The pipeline maintains physical
calibration via Hough-based grid detection and employs Bézier-based contour smooth-
ing for robust meshing and volume estimation. Although validated on kidney data, the
proposed framework generalizes to other soft-tissue organs reconstructed from optical
or photographic cross-sections. By decoupling interpretable global optimization from
data-efficient deep refinement, the method advances the precision, reproducibility, and
anatomical realism of multimodal 3D reconstructions for surgical planning, morphological
assessment, and medical education.

Keywords: deep learning; 3D reconstruction; computed tomography; macro imaging;
kidney model correction; hough transformation; Bézier curves; Cross-section Matching
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1. Introduction

In recent decades, advances in the field of medical imaging have significantly con-
tributed to the development of diagnostics and treatment of kidney diseases. Technologies
such as computed tomography (CT) and macroscopic imaging have become indispensable
tools in identifying and analyzing kidney pathologies. However, despite the advanced ca-
pabilities of these methods, challenges related to geometric differences between 3D models
obtained from various imaging sources exist. These differences can significantly impact the
accuracy of diagnostics, surgical treatment planning, and medical education.

The aim of this study is to develop and evaluate geometric correction methods for 3D
kidney models reconstructed from macroscopic imaging, using CT-based models as the
reference standard.

In this work, computed tomography (CT) data is used as the anatomical refer-
ence standard, while the proposed correction methods are applied exclusively to 3D
kidney models reconstructed from macroscopic imaging. The goal is to improve the
accuracy and anatomical consistency of macroscopic models by aligning them with
CT-based reconstructions.

In particular, 3D kidney models obtained via computed tomography offer high ac-
curacy and detail thanks to the use of advanced image reconstruction algorithms. They
allow for precise representation of the anatomical and pathological structure of organs. On
the other hand, macroscopic models, created based on a series of photographic images of
organ sections, can be less accurate due to potential tissue deformations, errors in matching
sections, and physiological shrinkage of the extracted organs—for example, due to water
loss. The combined use of translation, rotation, and scaling allows effective 3D alignment,
compensating for their global effects and improving anatomical consistency. These differ-
ences can lead to errors in the interpretation of imaging data, directly affecting the quality
of diagnostics and planning of surgical interventions.

In response to the geometric inconsistencies observed between both modalities, this
article presents a developed method for the geometric correction of 3D kidney models
obtained from macroscopic imaging. This method aims to minimize the differences be-
tween models obtained from different imaging techniques, through precise matching and
geometric correction of macroscopic models.

By applying advanced image processing techniques and optimization algorithms, it is
possible to obtain macroscopic models with significantly better accuracy and anatomical
fidelity. Such an approach opens up new possibilities in the more accurate modeling of
anatomical structures, which is crucial not only in diagnostics and surgery but also in
scientific research and medical education.

This work introduces a hybrid OCM + DL framework that decomposes registration
into deterministic global alignment and learned residual refinement. This strategy ensures
high accuracy and data efficiency on small clinical datasets (N = 40), bridging the gap
between macroscopic photography and CT standards while maintaining physical metric
consistency.

2. Problem Statement

The primary issue addressed in this article concerns the discrepancy in geometric
accuracy between 3D kidney models obtained from computed tomography (CT) and those
derived from macroscopic imaging. These differences can lead to inconsistencies in the
interpretation of imaging data, which directly impact the effectiveness of diagnostics,
surgical planning, and medical education in the field of kidney anatomy. This issue is
particularly significant in the context of precisely modeling pathological changes, such as
kidney tumors, where the accuracy of the model is crucial for treatment success [1–6].

https://doi.org/10.3390/app16041954232
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The challenge lies in developing a method capable of effectively correcting these
differences, enabling the creation of accurate and anatomically faithful 3D kidney models
based on macroscopic data. Such a method must be able to address potential tissue
deformations and errors in matching sections, which are typical for the process of creating
macroscopic models. This solution must also be sufficiently flexible to be applied to
modeling different types and sizes of kidneys, as well as varying degrees of pathology
progression [7,8].

In the context of this challenge, we present a CT image of a kidney and a macroscopic
scale image of a kidney in Figure 1. Due to differences in scale, sample preparation methods,
and the inherent nature of both imaging techniques, these sections can vary significantly.

Figure 1. On the (left), a CT scan section of a kidney is shown, displaying the organ’s detailed
internal structure. On the (right), a macroscopic image of a kidney is presented, illustrating its
external appearance and shape, providing information on the organ’s surface condition.

These differences are not limited to visual aspects but also have a profound impact on
the process of creating 3D models. In particular, when constructing 3D kidney models from
both CT and macroscopic data, the differences can amount to up to 30% in volume and in
specific dimensions, such as length, width, and thickness. Recent comparative studies con-
firm that macroscopic observation and digital 3D reconstructions (e.g., CT or surface scans)
often yield inconsistent measurements and interpretations due to imaging artifacts, han-
dling differences [9,10]. Such discrepancies pose a significant challenge to the accuracy of
anatomical modeling, directly affecting the reliability of the models used in medicine,
which underscores the importance of developing an effective method for correcting
these differences.

Previous approaches to macroscopic imaging quantification have typically relied on
manual or semi-manual scaling using visible reference markers such as rulers or calibration
grids placed in the photographic background. These methods often involve estimating
pixel-to-millimeter conversion factors by hand, which introduces variability and is sensitive
to camera angle, lighting, and slice deformation. Despite their simplicity, such techniques
remain widespread due to the lack of standardized, automated tools. Our approach
enhances this process by introducing automated detection of scale features using the Hough
Transform and by integrating slice-wise geometric alignment to improve consistency and
accuracy across reconstructed 3D volumes.

Recent advancements in computational methods and deep learning algorithms have
catalyzed a significant evolution in the realm of 3D reconstruction from computed tomog-
raphy (CT) scans. Contrary to earlier limitations, contemporary research highlights the
integration of sophisticated image processing techniques and machine learning models,
marking a pivotal enhancement in the precision of anatomical modeling. There are numer-
ous studies on automated CT organ detection systems, which exemplify the integration of
advanced computational techniques to improve the accuracy and efficiency of medical diag-
nostics [11–15]. This trend is reinforced by comprehensive reviews summarizing the state
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of the art in 3D medical reconstructions, including both classical and deep learning-based
methods [16].

The development of CNN-based segmentation for cardiac micro-CT data, for instance,
exemplifies the push towards utilizing deep learning for enhancing the granularity and
accuracy of 3D reconstructions, underscoring the method’s capability in high-throughput
phenotyping applications [17]. Similarly, innovations in scaffolding methods for carti-
lage restoration further illustrate the multifaceted applications of 3D CT reconstructions
in regenerative medicine, emphasizing its role in fabricating conducive chondrogenic
environments [18].

A critical point in recent research is the correction of geometric artifacts—especially
relevant in symmetric organ structures—where sophisticated geometric modeling ap-
proaches have been proposed for improving alignment between cross-sectional and full
volumetric representations [19]. Additionally, learning-based frameworks that incorporate
geometric constraints are being explored to optimize model consistency and anatomical
fidelity [20,21].

In contrast to the well-explored domain of CT-based reconstruction, research into
macroscopic imaging reconstructions remains under-represented. Despite the critical
insights offered by macroscopic imaging, particularly in surface detail and texture analysis
of organs, its potential is yet to be fully leveraged within anatomical modeling [22]. The
manual delineation of organs, a gold standard in micro-computed tomography (μCT)
data processing, highlights the challenges of time-intensive, error-prone methodologies
that lack scalability for extensive data analysis [22]. Automated segmentation solutions,
crucial for processing the extensive field-of-view in CT images, have seen advancements
through multi-atlas segmentation (MAS) strategies. However, these often fail to preserve
spatial information among adjacent organs, leading to segmented models that may lack
coherence [23].

Addressing these challenges, recent studies propose innovative approaches for both
manual and automated segmentation techniques. For instance, the development of organ-
specific insert phantoms through 3D printing technology based on volumetric CT image
datasets offers a novel pathway for simulating anatomical features in CT images, providing
a cost-effective alternative for organ-specific studies [6]. Furthermore, the integration of
the Internet of Health Things (IoHT) with deep learning for 3D reconstruction presents a
forward-thinking solution to obtain high-accuracy diagnosis results, showcasing the poten-
tial for super-resolution CT (SRCT) images through advanced computational models [7].

Other emerging platforms, such as Nextmed, enable automatic segmentation and
visualization of 3D models from imaging data, facilitating reproducible and streamlined
workflows in clinical environments [24]. At the same time, methods utilizing residual
encoder–decoder architectures and directional wavelet transforms have proven effective
in reducing noise in low-dose CT reconstructions [25,26], while deep learning continues
to push the frontier of tomographic reconstruction with frameworks designed for image
fidelity, generalization, and inference speed [27–30]. Finally, developments in real-time 3D
endoscopic reconstruction methods provide additional pathways for extending anatomical
modeling into intraoperative and minimally invasive settings.

These advancements underline the ongoing need to refine and enhance anatomical
modeling and segmentation techniques, emphasizing the critical role of precision and
efficiency in medical imaging and diagnostics. The synergy between CT and macroscopic
imaging, supported by cutting-edge computational methodologies, offers a compelling
direction for future research in kidney anatomy modeling and beyond.

The proposed strategy of coupling deterministic optimization with deep learning also
aligns with a broader emerging paradigm in computational modeling. Recent studies have
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demonstrated that hybridizing meta-heuristic or geometric optimization with learning-
based ensembles can significantly enhance predictive stability and accuracy in complex
structural modeling tasks [31]. By leveraging optimization to constrain the learning mani-
fold, these hybrid frameworks overcome the limitations of standalone models, much like
our OCM + DL approach for anatomical reconstruction.

Unlike standard DL-only registration, our framework addresses the physical disconti-
nuities and domain gaps inherent in macroscopic imaging. By combining OCM for global
topological consistency with DL for local flexibility, we provide a robust solution for cases
where fully learned models typically fail to generalize.

Our work integrates slice-wise registration and cross-modal alignment. 3D reconstruc-
tion from physical sections is challenged by tissue deformation and “z-axis” discontinuities,
similar to issues in gross pathology. Aligning 2D photography with 3D CT further requires
bridging significant domain gaps. Our hybrid framework addresses these by combin-
ing deterministic geometric anchors with learned residual refinements for multimodal
consistency.

3. Methods

The proposed methodology employs a two-stage hybrid approach integrating global
geometric optimization with local neural refinement. The framework decomposes the
registration process to bridge the gap between macroscopic imaging and CT standards,
ensuring high data efficiency on small clinical datasets. The overall architecture of the
proposed framework is illustrated in Figure 2.

Figure 2. Schematic representation of the proposed hybrid OCM + DL framework. The pipeline illus-
trates the progression from raw macroscopic slices and CT reference data through the deterministic
Optimal Cross-section Matching (OCM) and the subsequent deep learning (DL) refinement stage to
achieve the final 3D reconstruction.

In the first stage, the Optimal Cross-section Matching (OCM) algorithm establishes a
global coordinate system by addressing:

• Metric Inconsistencies: Utilizing the Hough Transform for consistent grid-based
calibration.

• Rigid Displacements: Determining optimal translation and rotation to neutralize
variance from physical handling.

• Global Scaling: Adjusting for size discrepancies via constrained similarity transforms.

The subsequent deep learning (DL) refinement stage addresses residual non-linearities
through:
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• Residual Displacement Prediction: Using a VoxelMorph-based architecture to predict
dense displacement fields.

• Apply Displacement Field (Warping): Physically shifting pixels to compensate for
local tissue distortions and physiological shrinkage.

• Data Efficiency: Training on pre-aligned data to focus on fine-grained adjustments
and enhance stability.

The process concludes with Bezier-based contour smoothing to improve 3D mesh con-
tinuity. This strategy ensures high anatomical fidelity to the CT reference while minimizing
volumetric and dimensional discrepancies.

3.1. Data Used in the Study

The data from 40 patients diagnosed with kidney diseases, including kidney tumors,
were used in this study. For each patient, CT images of the kidneys were available, from
which a total of 2157 scans were obtained. The number of CT scans per patient ranged from
44 to 65, with an average number of scans per patient being 54.

Additionally, a set of photographs of the excised kidney was collected for each patient.
The number of these photographs also varied from 11 to 20 for each patient, with an average
number of photos being 16.

The macroscopic images depicting the excised kidneys were taken immediately after
surgery, where each kidney was sliced into 1 cm thick sections and then photographed.
The cutting was performed using a calibrated slicing guide with 10 mm slot spacing to
ensure consistent section thickness. Additionally, the thickness of each slice was verified
post-sectioning using a digital caliper.

The data were collected at the Military Institute of Medicine-National Research Insti-
tute in Warsaw, which specializes in the treatment of kidney tumors. This center is equipped
with modern CT imaging equipment and experienced staff, ensuring high quality and
consistency of the collected data.

Characteristics of kidney tumors in patients: The study included patients diagnosed
with various types of kidney tumors or other kidney diseases. Data analysis revealed the
following characteristics: Most cases were clear cell renal carcinoma, which is consistent
with the general distribution of this type of tumor. The classification of cancers according
to the WHO/ISUP (International Society of Urological Pathology) enables determining the
tumor’s grade of advancement. Tumors varied in size, indicating their diverse stages of
development at the time of diagnosis. For instance, the dimensions of one of the kidneys
were 12.5× 8.5× 7.5 cm, while others had smaller dimensions, such as 11× 4.5× 7 cm.
Tumors were located in both the right and left kidneys. The provided histopathological
descriptions offer information on the tumor’s stage of advancement. For example, one
description indicates clear cell renal carcinoma, WHO/ISUP G-4, with infiltration of the
renal vein wall and perinephric fat, denoting a high degree of malignancy. These charac-
teristics underscore the diversity of kidney tumor cases in the study group. This diversity
significantly impacts the treatment process, as well as the accuracy and efficiency of using
CT imaging and macroscopic analysis in diagnostics and surgical planning. The tumor
descriptions and classifications are detailed and based on actual clinical data.

Quality and parameters of CT scans: The images used in the study, recorded in
DICOM standard version 3, are characterized by a resolution of 512× 512 pixels and a
16-bit depth, offering a rich grayscale range essential for precise identification of tissue
density differences. Grayscale images are standard for computed tomography, allowing for
detailed analysis of anatomical structures. The equipment used in our studies is GE Medical
Systems Discovery CT750 HD (GE Healthcare, Chicago, IL, USA). The study focused on
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detailed analysis of the abdominal cavity and pelvis, conducted in two phases, which is
typical for studies requiring high-precision imaging.

The layer thickness, measuring 660 μm, highlights the high precision of scanning,
enabling the detection of minute structures. The kilovolt peak (KVP) set to 120 influences
penetration and image contrast, while the exposure time of 6676 milliseconds determines
the scanning duration. These technical parameters play a crucial role in obtaining high-
resolution and contrast images, essential for accurate diagnostics. The slice thickness of
2.5 mm represents an optimal balance between accuracy and scanning time and radiation
dose for the patient. Thinner slices allow for more detailed analysis and reconstruction.

Kidney segmentation masks in CT were created manually by experienced radiologists
using diagnostic workstations and previously validated annotations. These masks were
drawn on axial slices and reviewed for consistency. As such, they serve as a high-quality
reference standard for the evaluation of macroscopic models.

Method of matching scans: Macroscopic images, such as the provided kidney photo
after excision, were taken using a Canon EOS 80D DSLR camera (Canon Inc., Tokyo,
Japan) under controlled lighting conditions to ensure uniform presentation of tissues and
their colors. The camera was equipped with a 50 mm lens at f/2.8 aperture and a 1/60 s
exposure time with ISO 200, specifically chosen to capture detailed images crucial for the
study’s accuracy and clarity. Each kidney slice was meticulously placed on a standardized
background featuring clear scale markers, facilitating later accurate digitization and scaling
of images for 3D modeling.

The images were saved in JPEG format, a standard digital format, with a resolution of
6000 pixels by 4000 pixels. To minimize the appearance of natural postoperative changes
such as minor deformations or color shifts, specific photography protocols were adopted.
These protocols, combined with the use of an appropriate depth of field and high-quality
photographic equipment, ensured the acquisition of sharp and detailed images. The
careful setting of these parameters is pivotal to ensuring that the imaging technique used is
reproducible in further studies.

To evaluate the performance of the proposed OCM + DL framework against the
baseline DL-only method, a statistical analysis was performed. Given the paired nature of
the data and the non-normal distribution of Dice scores, the Wilcoxon signed-rank test was
utilized to determine the significance of the improvements. A p-value of less than 0.05 was
considered statistically significant.

3.2. Implementation Details and Computational Efficiency

The deep learning refinement was performed by a 2D U-Net with a depth of 4 res-
olution levels. The feature maps followed a 16, 32, 64, 128 filter sequence, resulting in
approximately 1.2 million trainable parameters. This lightweight architecture was chosen
to ensure high generalization despite the limited dataset size. Training was conducted for
100 epochs using the Adam optimizer with a learning rate of 10−4 and a batch size of 8. The
loss function combined Binary Cross-Entropy and Dice Loss to ensure both pixel-wise accu-
racy and regional overlap. All computations were executed on a high-performance server
equipped with an NVIDIA GPU (33.70 GB VRAM, Compute Capability 12.0) running
CUDA 12.2. A critical advantage of the proposed hybrid framework is its computational
profile, as summarized in Table 1. While the deterministic OCM reconstruction serves as
the primary bottleneck due to its iterative optimization (taking 12–15 s per slice), the U-Net
inference is nearly instantaneous on the GPU (<0.1 s). This allows the entire 3D kidney
reconstruction to be completed in approximately 3 min, making it viable for time-sensitive
clinical or educational assessments.
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Table 1. Computational runtime comparison for different stages of the reconstruction pipeline.

Process Stage Device Average Time per Slice

OCM Reconstruction CPU 12.4 ± 2.1 s
U-Net Inference CPU 0.72 ± 0.1 s
U-Net Inference GPU 0.05 ± 0.01 s

Total Pipeline (Hybrid) GPU ≈12.5 s

4. Method of Matching Scans

The method for matching kidney sections employs an algorithmic approach to reg-
ister each successive section relative to the previous one, aiming to create a continuous
sequence of images that will enable three-dimensional reconstruction. This registration
framework is built upon a slice-wise 2D formulation and a non-diffeomorphic deformation
assumption. This scope is chosen for practical reasons, as physical macroscopic sections
often exhibit discontinuous tissue distortions and tears that violate the topology-preserving
constraints of diffeomorphic models. While these assumptions prioritize robustness in
handling physical artifacts, the framework could be extended in future work to include
3D volumetric interpolation or diffeomorphic displacement fields (e.g., stationary velocity
fields) to enhance topological consistency. This process requires precise correction of spatial
distortions resulting from tissue preparation non-uniformities.

1. Process objective: Create a continuous sequence of kidney sections suitable for accu-
rate 3D reconstruction.

2. Sequence initiation: Set the first slice I1 as the baseline (no transformation).
3. Objective function: For each subsequent slice Ii, minimize the sum of squared pixel

differences
difference(Ii, T) = ∑

x,y
(Ii−1(x, y)− T(Ii)(x, y))2.

4. Optimisation: For i = 2, . . . , n, find T∗ = arg minT difference(Ii, T) under realistic
bounds.

5. Transformation application: Apply the constrained similarity transform T =

{s, θ, tx, ty} (uniform scale, rotation, translation) to align Ii to Ii−1.
6. Residual Deep Learning Refinement: A CNN predicts a local displacement field φres

to compensate for non-linear tissue distortions. Training on OCM-pre-aligned outputs
minimizes the learned degrees of freedom, ensuring robust alignment and high data
efficiency.

7. Result: A uniform, anatomically consistent sequence of sections enabling robust 3D
reconstruction.

Sequence Initialization: The first section is taken as the base (I1) and undergoes no
transformation. This becomes the starting point for registering all subsequent sections.

Section Registration: For each section Ii for i = 2, 3, . . . , n (where n is the number of
sections), we apply an optimization algorithm to find the best fit to the previous section Ii−1.
The goal is to minimize the difference between the section and its registered predecessor.

Objective Function: The difference between the registered section Ii−1 and the cur-
rently transformed section Ii is expressed as the sum of squared pixeldifferences (1).

difference(Ii, T) = ∑
x,y

(Ii−1(x, y)− T(Ii)(x, y))2 (1)

where T denotes the spatial transformation consisting of scaling, rotation, and translation.
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Optimization: Finding the optimal transformation T∗ for section Ii involves minimiz-
ing the objective function (2).

T∗ = argmin
T

difference(Ii, T) (2)

where T is constrained to realistic scaling values (s), rotation angles (θ), and translations
(tx, ty).

Applying the Transformation: The OCM algorithm applies a series of transformations
to achieve optimal registration of successive image sections. Starting from the initial image,
the algorithm progressively aligns each subsequent image using transformations such
as translation, rotation, and scaling. These steps are visualized in Figure 3, illustrating
the dynamic nature of the OCM method in achieving a coherent and continuous image
sequence for accurate three-dimensional reconstruction.

Figure 3. Symbolic illustration of the OCM algorithm’s processing steps. Beginning with the first
image (1), each subsequent image is aligned through translation, rotation, and scaling transformations
to produce a seamless sequence (2–5).

The transformation T is applied to section Ii through the following operations:

1. Scaling:
Scaling is accomplished by resizing the section. If s < 1, the section is reduced, and
for s > 1, it is enlarged.

2. Rotation: The rotation of section Ii by angle θ is described by the rotation matrix R(θ)
on Equation (3)

R(θ) =

[
cos(θ) − sin(θ)
sin(θ) cos(θ)

]
(3)

3. Translation: Translation is performed by shifting the section’s pixels by vector [tx, ty].

Final Outcome: The registration process concludes with a series of sections that, after
applying optimal transformations, form a unified sequence, allowing for the creation of an
accurate 3D kidney model.

This method combines image processing theory with advanced numerical techniques
to provide precise and consistent data for creating 3D models in medicine and research.

Limitations in the Method of Matching Kidney Sections:In the process of matching
kidney sections, we apply a specialized optimization technique that allows for the con-
sideration of lower and upper bounds for transformation parameters. This method is
essential for maintaining realistic transformation parameters, such as scaling, rotation, and
translation.

Variables subject to constraints are transformed from a bounded space to an un-
bounded space. This transformation is achieved through appropriate mathematical func-
tions, ensuring that the variables remain within acceptable limits.

- For variables with a lower bound (4)

xtrans =
√

x− LB (4)

https://doi.org/10.3390/app16041954239



Appl. Sci. 2026, 16, 1954

- For variables with an upper bound (5)

xtrans =
√

UB− x (5)

- For variables with double-sided constraints (6)

xtrans = arcsin
(

2(x− LB)
UB− LB

− 1
)

(6)

- x: This is our variable that we wish to transform. In the context of our problem, this
could be, for example, the degree of rotation of a kidney section or the scaling factor.

- LB and UB: These are the lower (LB-Lower Bound) and upper (UB-Upper Bound)
limits for our variable x. They define the range within which the variable x can vary.
For example, if the rotation can only be within the range of −45 to +45 degrees, then
LB would be −45, and UB would be +45.

- xtrans: This is the transformed variable x, adjusted to account for the constraints. After
transformation, xtrans can be used in a standard optimization algorithm without direct
constraints.

After transforming the bounded variables into an unbounded domain, the optimiza-
tion algorithm searches for values that minimize the objective function (e.g., the difference
between consecutive kidney sections). Once the optimum is found, the parameters are
inversely mapped back to the original bounded space to retrieve physically meaningful
transformation values. Variables with identical lower and upper bounds are treated as
constants and excluded from the optimization, thereby reducing the dimensionality of the
problem.

Figure 4 presents a set of kidney masks in CT imaging, showing a clear and uniform
structure of sections. This continuity of sections is crucial for effective three-dimensional
reconstruction and allows for the precise alignment of successive layers.

Figure 4. A set of kidney masks in CT imaging, showing a uniform structure of sections.

Figure 5 shows a set of kidney masks in macroscopic imaging before the section
matching process. At this stage, the heterogeneities and shifts between individual sections
are clearly visible, complicating direct 3D reconstruction.

Figure 5. A set of kidney masks in macroscopic imaging before the section matching process, showing
visible heterogeneities and shifts.
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Figure 6 demonstrates the result of our section matching process, where the described
optimization and transformation methods were applied. In this image, it can be seen that
the kidney sections in macroscopic imaging have been effectively aligned, significantly
improving the uniformity and continuity of the sequence, allowing for a more accurate 3D
reconstruction.

Figure 6. A set of kidney masks in macroscopic imaging after applying the section matching method,
showing significantly improved continuity and uniformity of sections.

By applying advanced image processing techniques and optimization, significant
improvements in section matching were achieved, which is crucial for accurately replicating
the structure of the kidneys and precise 3D reconstruction. Figures 4–6 illustrate the
evolution of the process from raw sections to the final matching outcome, highlighting the
efficiency of the applied method.

The integration of this optimization technique into the section matching process allows
for the accurate and realistic adjustment of each kidney section, which is essential for
creating precise and consistent 3D models. It also ensures control over the transformation
parameters, ensuring that transformations are physically possible and consistent with the
actual properties of the imaged tissues.

To better demonstrate the effectiveness of our kidney section matching method, we in-
clude visualizations of 3D kidney models before and after applying our process. Figure 7 on
the left side displays a 3D kidney model obtained before applying our matching method. In
this image, some discontinuity and inconsistency in the model’s structure can be observed,
resulting from suboptimal matching of individual sections.

Figure 7 on the right side demonstrates a 3D kidney model after applying our section
matching process. Thanks to the use of advanced optimization techniques and precise sec-
tion matching, the 3D model shows a significant improvement in uniformity and structural
consistency. As a result, we obtain a model that is much more faithful to the actual anatomy
of the kidney, which is crucial for medical and research applications.

The comparison of both 3D models, presented in Figure 7, unequivocally illustrates
that our kidney section matching method brings noticeable and positive results. The
improvement in the quality of the 3D reconstruction is evident, confirming the effectiveness
of our approach in accurately replicating the structure of the kidneys.

An important implementation detail concerns the selection of the initial reference
slice I1, which serves as the anchor for registering all subsequent layers. In our dataset,
the first macroscopic slice used for reconstruction was typically not the true apex of the
kidney, but rather the second physical section (approximately at 1 cm depth). This choice
was deliberate, as the apical slice was often too thin or deformed to provide a reliable
anatomical base.

Two fundamentally distinct processes contribute to the dimensional accuracy of the
reconstructed 3D kidney models. First, metric calibration is performed using the Hough
Transform, which detects the calibration grid embedded in each macroscopic image. This
grid provides a physical pixel-to-millimeter conversion ratio specific to each slice. The
resulting scale factor is constant per image and is exclusively used to convert pixel-based di-
mensions and volumes into real-world physical units (e.g., millimeters or cubic centimeters).
Importantly, this calibration step is entirely independent of any optimization procedure and
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is not modified throughout the reconstruction process. Second, the Optimal Cross-section
Matching (OCM) algorithm applies geometric alignment transformations—namely, trans-
lation, rotation, and a local mask-based scaling—to improve spatial consistency between
adjacent slices. The purpose of this internal scaling is not to modify physical units, but
to enhance anatomical continuity by allowing slight morphological adjustments to the
kidney contours. These adjustments are implemented using morphological operations
such as imerode and imdilate, which affect the shape of the masks without altering image
resolution or affecting real-world measurements. The geometric transformation parameters
are constrained to realistic anatomical bounds, ensuring that local modifications remain
plausible.

Figure 7. A 3D kidney model after applying the section matching method, showing significant
improvement in uniformity and structural consistency.

5. Application of the Hough Transform for Metric Grid Calibration in
Macroscopic Kidney Image Analysis

The Hough Transform [32], utilized in our study, served to precisely detect metric grid
lines on macroscopic images of kidneys. This method enabled accurate measurement of
the metric grid lines’ lengths, allowing for the assessment of the kidneys’ actual sizes.

The Hough Transform is defined as a function that transforms points from the image
space (x, y) into a new parameter space, where each point in the image is represented
by a set of curves in the parameter space. Lines in the image are identified as points of
intersection of these curves, mathematically described by Equation (7).

ρ = x · cos(θ) + y · sin(θ) (7)

where ρ is the distance from the origin to the line and θ is the angle of inclination of the line
to the x-axis.

Peak Detection in the Hough Transform

After applying the Hough Transform to a binary image, the ‘houghpeaks‘ function
is used to identify peaks in the parameter space, corresponding to the detection of lines
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on the image. These peaks are determined based on the values in the Hough Transform
accumulator matrix, and their detection is described as (8).

P = houghpeaks(H, N, ‘threshold’, τ) (8)

where H is the Hough Transform accumulator matrix, N is the maximum number of peaks
to detect, and τ is the threshold above which values in the matrix H are considered as
potential lines.

Using the ‘houghlines‘ function, lines are extracted based on the detected peaks and
line parameters in the ρ and θ space. These lines are then mapped back to the image space,
enabling accurate determination of their position and orientation.

Through the application of the Hough Transform for detecting metric grid lines on
macroscopic images, precise measurements of kidney dimensions were possible, which is
crucial for assessing their health condition. The Hough Transform, by enabling accurate
calibration of macroscopic images, significantly enhances the diagnostic value of these
images, allowing for precise comparisons with data obtained using more advanced imaging
techniques, such as computed tomography. This technique successfully pinpointed lines,
as illustrated in Figure 8. The presented image demonstrates the effectiveness of the Hough
Transform in identifying and extracting lines from the image, even in the presence of noise
or background inhomogeneities.

Figure 8. Effect of finding lines using the Hough Transform. These lines were identified based on
accumulations in the parameter space (ρ, θ), where each point represents a potential line on the
image. The resultant lines are then mapped back to the image space, illustrating the detected edges
of objects.

6. Utilization of Bézier Curves in the Analysis of Anatomical Structures

To ensure geometrically accurate and visually smooth representations of kidney con-
tours and other anatomical structures, we employed Bézier curves as an intermediate
interpolation technique within each 2D image slice. Owing to their ability to generate
continuous and flexible shapes from discrete control points, Bézier curves are particularly
well-suited to modeling the complex and irregular boundaries commonly encountered in
medical images. Beyond mere visualization, this interpolation significantly contributes to
the subsequent volumetric reconstruction by providing a dense, regularized set of points
that improve the continuity and fidelity of the resulting 3D meshes.

6.1. Application of Bézier Curves

Bézier curves [33] were used to interpolate and smoothly connect key points that
define the shape and boundaries of the kidneys and potential pathological changes within
them. Through the use of these curves, it was possible to create clear and intuitive visual-
izations that facilitate the identification and assessment of the morphology of the examined
structures.
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A Bézier curve of degree n is defined by control points P0, P1, . . . , Pn and Equation (9).

B(t) =
n

∑
i=0

PiBi,n(t) for t ∈ [0, 1] (9)

where Bi,n(t) are Bernstein polynomials, given by (10),

Bi,n(t) =
(

n
i

)
ti(1− t)n−i (10)

and (n
i ) denotes the binomial coefficient, equal to the number of combinations of i elements

chosen from n elements.
In the context of our application, the control points Pi correspond to selected points

on the contours of the kidneys and other structures, and the Bézier curves are used to
create smooth lines that connect these points. Thanks to the flexibility of Bézier curves, it is
possible to precisely model anatomical shapes, which is crucial in medical visualization
applications.

In the implementation, for each point on the curve, the values of x, y (and in the case
of 3D data, z) are independently calculated using the above formula, where t is a parameter
running from 0 to 1, determining the position of the point on the curve. As a result, we
obtain a smooth and accurate representation of the contours of the examined structures.

The implementation of Bézier curves in our system significantly contributed to the
improvement of the quality of medical data visualization, which is invaluable in diagnosis
and treatment planning.

6.2. Deep Learning-Based Registration with VoxelMorph

The novelty lies in a residual learning strategy where OCM neutralizes global vari-
ance, allowing the CNN to focus exclusively on local tissue deformations. This decoupling
overcomes the limitations of standard VoxelMorph when handling the large spatial incon-
sistencies of macroscopic imaging, resulting in superior stability and faster convergence.

We adopt a two-stage residual learning paradigm. The total transformation Φ is
theoretically decomposed as Φ(p) = φres ◦ TOCM(p), where TOCM is the deterministic
global alignment and φres is the learned local displacement. By neutralizing global variance
via OCM, we constrain the CNN to a small, well-conditioned deformation manifold.
This decoupling reduces sample complexity and enhances training stability compared
to fully-learned coarse-to-fine frameworks, as the model focuses exclusively on residual
non-linearities.

Following Balakrishnan et al. [34], the network predicts a dense displacement field φi

to warp the pre-aligned slice I′i = TOCM(Ii) to Ii−1. We use a compact 2D U-Net with the
unsupervised loss:

Lus = Lsim(Ii−1, I′i ◦ φ) + λLsmooth(φ) (11)

where Lsim is the local normalized cross-correlation. This hybrid positioning ensures high
data efficiency, as the network does not need to internalize rigid-body physics already
optimized by OCM.

7. Automated Kidney Reconstruction from CT and Macroscopic Image
Analysis: Experimental Validation

In this chapter, we present the results of experiments conducted to assess the effec-
tiveness of our developed method for the automatic reconstruction of three-dimensional
kidney models based on computed tomography (CT) images and macroscopic images, sup-
ported by appropriate organ masks. These studies are crucial for evaluating the reliability
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and precision of the transformation used to create 3D models, representing an innovative
approach to the analysis and modeling of anatomical structures in medicine.

The experiments were based on a dataset consisting of CT images and macroscopic
images of kidneys from 40 patients, each of whom underwent nephrectomy due to kidney
disease. For each case, we had both CT images and masks, which served as a reference
standard, as well as macroscopic images with masks. Our research focused on comparing
the dimensions of the kidneys (length, width, thickness) and volume before and after ap-
plying the developed transformation, aimed at optimizing the matching and reconstruction
process of 3D models.

7.1. Results

This section presents a structured evaluation of the proposed pipeline in three configu-
rations: (i) OCM-only alignment, (ii) deep learning (DL)-only refinement, and (iii) the final
OCM + DL configuration. Anatomical mask agreement is assessed with Dice, IoU, and
HD95, and geometric consistency with difference coefficients (DC) for length (L), thickness
(T), width (W), and volume (Vol). When comparing continuous images (e.g., macroscopic
vs. CT intensities), we also report NCC and SSIM.

Given the cohort size (n = 40), we adopt patient-level k-fold cross-validation (here
k = 5). Splits are performed at the patient level to prevent slice leakage; in each fold, 80%
of patients form the training set and 20% the held-out test set. The DL model is re-trained
in every fold, while OCM is re-run per split without learning.

The quantitative results for all 40 patients are summarized in Table 2. The OCM +
DL framework achieved a mean Dice similarity coefficient of 0.900 (±0.010), significantly
outperforming the DL-only baseline, which yielded a mean of 0.783 (±0.029). The Wilcoxon
signed-rank test confirmed the statistical significance of this improvement (p < 0.001). As
shown in the boxplot (Figure 9), the OCM + DL method not only improved the overall
accuracy but also substantially reduced the variability across the dataset, demonstrating
higher consistency compared to the DL-only approach.

Figure 9. Comparison of Dice similarity coefficients between DL-only and OCM + DL methods across
40 patients.
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Table 2. Overall registration accuracy across methods (mean ± std over 40 patients). Higher
NCC/SSIM/Dice/IoU indicate better alignment; lower HD95/DC indicate lower geometric error.

Method NCC SSIM Dice IoU HD95 (mm) DC(Vol)

OCM-only 0.79 ± 0.03 0.67 ± 0.08 0.79 ± 0.07 0.71 ± 0.06 3.5 ± 1.3 0.32 ± 0.07
DL-only 0.85 ± 0.07 0.65 ± 0.06 0.78 ± 0.06 0.68 ± 0.04 2.9 ± 1.6 0.25 ± 0.05
OCM + DL (final) 0.91 ± 0.04 0.81 ± 0.04 0.90 ± 0.01 0.81 ± 0.05 1.9 ± 0.7 0.11 ± 0.07

7.1.1. Evaluation Metrics
Overlap-Based Metrics (Binary Masks)

Given binary masks A (macroscopic after a given method) and B (CT reference):

Dice(A, B) =
2|A ∩ B|
|A|+ |B| , IoU(A, B) =

|A ∩ B|
|A ∪ B| , IoU =

Dice
2−Dice

.

We also report HD95(A, B), the 95th percentile Hausdorff distance (mm) between
mask boundaries.

Geometric Agreement (Binary Masks)

Let principal axes (o1, o2, o3) be obtained by PCA on the CT mask B. For any mask
M ∈ {A, B} and axis ok, define the extent as

Ek(M) = max
p∈M

〈p, ok〉 −min
p∈M

〈p, ok〉,

yielding L = E1, W = E2, T = E3 (with physical spacing). The difference coefficient for a
quantity q ∈ {L, W, T, Vol} is

DC(q) = 1− qmacro

qCT
,

so DC = 0 indicates perfect agreement and values closer to 0 are better.

Intensity-Based Similarity (Optional)

When comparing continuous images (not masks), we use local NCC and SSIM aver-
aged over the kidney region.

7.1.2. Experimental Setup and OCM Parameter Bounds

We analyzed macroscopic images from 40 patients and compared them with CT as the
reference. OCM was applied to macroscopic slices using the following bounds:

s ∈ [0.8, 1.2], θ ∈ [−45◦, +45◦], tx ∈ [−w/2, +w/2], ty ∈ [−h/2, +h/2],

where w and h denote the image width and height. Bounds were selected based on typical
anatomical misalignments observed during visual inspection.

For CT-based volume, a voxel volume was computed as Vvoxel = px · py · d (mm3),
converted to cm3 and multiplied by the number of kidney voxels. For macroscopic images,
physical scaling was obtained from a metric calibration grid (Hough-based), with the global
factor S = Lreal

Lpixel
applied consistently to all slices.

7.1.3. OCM-Only: Dimensional and Volumetric Validation
Per-Patient Dimensional Comparison

Table 3 illustrates L/T/W measured on transformed macroscopic images (OCM)
versus CT for a representative subset of five patients.
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Table 3. Comparison of kidney dimensions between transformed macroscopic images and CT images
(reference standard) for a representative subset of 5 patients.

Patient Macro L Macro T Macro W CT L CT T CT W

1 6.75 2.87 2.64 9.45 3.54 3.56
2 7.56 2.56 2.85 11.85 3.65 4.01
3 8.54 2.75 2.71 12.665 3.23 3.64
4 8.42 3.03 3.45 10.34 3.64 5.85
5 8.85 3.23 3.28 11.43 3.84 4.74

Cohort-Level Averages of Dimensions

Table 4 summarizes cohort averages across all 40 patients.

Table 4. Average kidney dimensions across all patients obtained from CT images (reference) and
from transformed macroscopic images (after applying OCM).

Image Type Average Length (cm) Average Thickness (cm) Average Width (cm)

Macroscopic (OCM) 7.53 2.74 3.14
CT 10.46 3.24 3.95

Difference Coefficients for L/T/W

Per-patient coefficients are shown in Table 5, with cohort-level averages in Table 6.

Table 5. Dimension difference coefficients between transformed macroscopic images (OCM) and CT
for 5 selected patients.

Patient Length Coeff. Thickness Coeff. Width Coeff.

1 0.29 0.19 0.26
2 0.36 0.30 0.29
3 0.33 0.15 0.26
4 0.19 0.17 0.41
5 0.23 0.16 0.31

Table 6. Average dimension difference coefficients across all patients before and after transformation
of macroscopic images. indicates improved accuracy after OCM.

Length Coeff. Thickness Coeff. Width Coeff.

No Transform 0.32 0.41 0.49
OCM (After) 0.29 0.25 0.35

Volumes and Volume DC

Per-patient volumes (subset) are shown in Table 7; the volume difference coefficient
before/after OCM is in Table 8.

Table 7. Kidney volumes (cm3) from CT (reference) and transformed macroscopic images after OCM
for 5 selected patients. Macroscopic volumes were scaled by Hough-based calibration.

Image Type P1 P2 P3 P4 P5

Macro (OCM) 110.02 111.14 126.34 98.53 99.56
CT 136.65 147.53 126.47 135.63 146.62

https://doi.org/10.3390/app16041954247



Appl. Sci. 2026, 16, 1954

Table 8. Volume difference coefficients before and after OCM. Lower values indicate better alignment
with CT volumes.

Condition Volume Diff. Coeff.

Before OCM 0.57
After OCM 0.34

7.1.4. Deep Learning (DL)-Only: Mask-Based Agreement

To isolate the learning contribution, we evaluate a VoxelMorph-style model applied
without OCM pre-alignment (identity initialization). We compare the warped macroscopic
masks against CT masks (reference), reporting Dice/IoU/HD95 and geometric DCs.

7.1.5. Final Alignment: OCM + DL (Two-Stage)

We next evaluate the two-stage pipeline, where OCM provides global alignment and
DL performs residual local refinement between consecutive slices. We compare OCM-only,
DLhl-only, and OCM + DL using mask-based metrics and geometric DCs (primary analysis),
as well as runtime/data efficiency.

Ablation of the smoothness weight λ (range 0.001–0.1) showed that λ = 0.01 provides
the optimal balance between alignment accuracy and deformation plausibility. Lower
values (λ = 0.001) caused non-physical folding artifacts, while higher values (λ = 0.1)
overly restricted local refinements.

8. Discussion

The proposed two-stage pipeline combining the deterministic Optimal Cross-section
Matching (OCM) and a lightweight VoxelMorph-style deep learning (DL) refinement represents
a practical and robust strategy for macroscopic-to-CT registration of kidney models. The
integration of these two complementary approaches allows for precise geometric alignment
while maintaining computational efficiency and interpretability. OCM provides global
normalization by correcting scale, rotation, and translation errors, thereby establishing a
consistent anatomical frame of reference. The DL-based component then refines local slice-
to-slice deformations that cannot be captured by global affine transformations alone. This
combination substantially reduces residual geometric discrepancies and yields smoother
and more anatomically faithful 3D reconstructions.

The evaluation results confirm that the hybrid OCM + DL approach achieves the high-
est geometric and visual accuracy across all tested configurations. Quantitatively, it delivers
higher Dice and IoU scores, lower HD95 boundary errors, and smaller dimension and
volume difference coefficients (DC) compared with the OCM-only and DL-only variants.
These findings indicate that combining interpretable deterministic registration with learned
residual refinement yields both accuracy and efficiency gains. The OCM-only method
efficiently removes large-scale misalignments, while the DL module focuses on fine local
corrections, leading to faster convergence, shorter inference times, and reduced training
data requirements. In particular, the OCM + DL model requires significantly fewer training
pairs than DL-only, since the network operates on pre-aligned input with limited residual
deformation. This design aligns with the principles of residual learning and amortized
optimization observed in recent registration frameworks.

From a clinical perspective, these improvements have direct implications for organ-
level modeling, where precise geometric alignment is essential for assessing pathology,
planning nephron-sparing surgeries, or evaluating postoperative morphology. Higher
Dice/IoU and lower HD95 values translate to better correspondence of organ boundaries,
while reduced dimensional and volumetric errors (DC) ensure that reconstructed kidneys
preserve realistic proportions. The resulting 3D models can be integrated into interactive
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surgical planning systems or medical training simulators, where both anatomical fidelity
and quantitative consistency are critical for usability and trust. Furthermore, the com-
putational efficiency and data economy of the proposed approach make it suitable for
deployment in clinical and research environments with limited training data availability.

Despite its strengths, several limitations remain. The current framework operates
in 2D slice space, which may not fully account for out-of-plane distortions or missing
tissue in thick macroscopic sections. The DL module, while regularized for smoothness,
does not explicitly guarantee diffeomorphic transformations; future work could integrate
velocity-based or invertible deformation fields to preserve topology. Additionally, small
inaccuracies in metric calibration grids can propagate into volumetric estimates, suggesting
a need for uncertainty quantification and robust calibration procedures. Further research
should also investigate spline-based or learned 3D interpolation to enhance volumetric
continuity along the z-axis and extend the approach to other organs or modalities.

Overall, this study demonstrates that a synergistic combination of interpretable ge-
ometric correction (OCM) and data-driven refinement (DL) provides a powerful and
generalizable framework for multimodal anatomical registration. The findings reinforce
the broader concept that hybrid models integrating deterministic and learning-based
components can effectively balance accuracy, interpretability, and efficiency in medical
image analysis.

A key advantage of the OCM + DL framework is its robustness in challenging anatom-
ical scenarios. In an analysis of the “difficult cases” (defined as the five patients with the
lowest baseline performance), the mean Dice score increased from 0.738 to 0.902. This aver-
age improvement of 16.4% suggests that the integration of OCM effectively compensates
for limitations in standard deep learning models when dealing with high-variability cases.

From a clinical and anatomical perspective, achieving a volumetric difference coef-
ficient of DCVol ≈ 0.11 represents a significant milestone in macroscopic reconstruction.
Given that excised tissues naturally undergo physiological shrinkage and deformation
during slicing, a residual error of 11% is well within the acceptable margin for surgical
simulation and medical education. More importantly, the achieved boundary accuracy
(HD95 = 1.9 mm) aligns with the precision required for nephron-sparing surgery, where
identifying tumor margins within a 2 mm threshold is critical for preserving healthy renal
parenchyma. These improvements suggest that the OCM + DL framework provides a suffi-
ciently realistic anatomical representation for both preoperative planning and high-fidelity
educational models.

The results confirm that the hybrid OCM + DL framework outperforms standalone
models by effectively decoupling global geometric alignment from local tissue refinement.
While DL-only registration often fails due to the large rotations and translations inherent in
macroscopic photography, the OCM stage provides a stable anchor that allows the neural
network to focus exclusively on non-linear residual deformations. The persistent 11%
volumetric difference (DCVol) is attributed to physiological tissue shrinkage and loss of
turgor after excision, rather than algorithmic error, as the high Dice scores (0.90) demon-
strate excellent anatomical shape recovery. Clinically, the achieved boundary accuracy
(HD95 = 1.9 mm) is highly significant, as it falls within the 2–5 mm safety margins required
for nephron-sparing surgery. This synergy makes the framework particularly robust for
complex pathological cases where purely data-driven methods typically struggle with
convergence.

From a computational perspective, the hybrid framework offers a favorable trade-off
between accuracy and speed, which is critical for clinical adoption in surgical planning.
As detailed in Table 1, the total reconstruction time for a complete 3D kidney model is
approximately 3 min on a standard GPU-enabled workstation. While the OCM stage
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remains the primary bottleneck due to its iterative nature (about 90 s per image), the near-
instantaneous inference of the DL refinement network (<0.1 s) ensures that the pipeline
remains viable for time-sensitive diagnostic workflows. This efficiency allows for rapid
intraoperative or postoperative morphological assessment, bridging the gap between high-
fidelity 3D modeling and the fast-paced requirements of modern surgical environments
without requiring massive computational clusters.

Despite the observed improvements, several limitations of the current framework
should be acknowledged. First, the registration is conducted in a slice-wise 2D space, which
may not fully account for complex 3D out-of-plane deformations or missing tissue volume
between thick macroscopic sections. Second, while the DL refinement is regularized for
smoothness, it does not explicitly enforce diffeomorphic constraints; therefore, extreme
tissue tears or non-physical distortions might still result in local topological inconsistencies.
Third, the accuracy of the reconstruction remains inherently sensitive to the quality of the
initial macroscopic photography and the precision of the physical slicing process. Future
research will focus on integrating 3D volumetric interpolation and invertible deformation
fields to further enhance the topological realism of the reconstructed kidney models.

9. Conclusions

This paper presented a novel hybrid registration framework that integrates Opti-
mal Cross-section Matching (OCM) with a VoxelMorph-style deep learning refinement
to align macroscopic kidney images with CT-based anatomical references. The two-stage
design leverages OCM for global alignment and deep learning for residual local correc-
tion, resulting in improved overlap (Dice, IoU), reduced boundary errors (HD95), and
enhanced geometric consistency (dimension and volume DC). Quantitative evaluation
across 40 patients demonstrated that OCM alone effectively corrects large-scale misalign-
ments, while the addition of DL refinement yields further gains in anatomical accuracy and
spatial coherence.

The OCM + DL configuration outperformed both the OCM-only and DL-only base-
lines, achieving the best trade-off between precision, runtime, and data efficiency. This
outcome highlights the benefit of combining deterministic and learned components in a
unified framework: OCM provides interpretability and stability, whereas the DL module
captures subtle nonrigid deformations in a data-efficient manner. Such hybrid registra-
tion methods are particularly valuable in clinical and educational contexts where high
anatomical fidelity and computational reliability are required.

In conclusion, the proposed OCM + DL approach enables high-quality, quantitatively
consistent 3D reconstructions of kidneys from heterogeneous imaging sources. By bridging
classical geometric registration with modern deep learning, it offers a reproducible, efficient,
and extensible solution for multimodal anatomical modeling. Future work will focus on
diffeomorphic extensions, 3D volumetric interpolation, and generalization to other organs
and modalities, supporting broader adoption in computer-assisted diagnosis, surgical
planning, and medical visualization systems.
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Abstract: In this paper, we present the findings of a study focused on discovering process
models and tracking their evolution over time. The research specifically targets a distinct
category of these models known as behavioral patterns. Consequently, the challenges and
techniques addressed here involve temporal data. To demonstrate the issues and method-
ologies associated with identifying process patterns and their changes, we use illustrative
data from the treatment of respiratory failure in premature infants. The main achievement
of the paper is to successfully model behavioral patterns using machine learning models
and predict changes in a neonate’s state. That was justified by comparing the classifier’s
sensitivity for cases of deterioration, improvement, and stability. Classification quality
is best when the pattern remains constant. However, in the proposed model, when the
pattern deteriorates, the classification quality decreases only slightly.

Keywords: machine learning; classification; temporal data; behavioral pattern

1. Introduction

In this contribution, we describe the results of research aimed at developing a new
data mining method for identifying process models and their changes. Specifically, a special
type of such models, called behavioral patterns, is discussed. Therefore, the problems and
methods considered here concern temporal data, i.e., data that takes into account the
observation time of the represented objects. The presented results are based on exemplary
data on the treatment of respiratory failure in premature infants, illustrating the problems
and methods related to detecting process patterns and their changes.

Advances in medical science and technology over the past few decades have created
new opportunities for intensive care. This makes it possible to keep premature neonates
alive, including the smallest ones, those born at 20–24 weeks of gestation, and those
weighing more than 500 g. Since premature infants experience several disorders in the first
weeks of life, managing them is essential for avoiding severe multi-organ complications
and ensuring survival. Prematurity is characterized by the incomplete maturity of various
systems and organs, which contributes to the functional impairments observed after birth.
Among them, breathing abnormalities occurring in the first hours of life are critical to the
development of respiratory failure, the leading cause of death in those patients.
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Efficient complex dynamical system monitoring very often requires the identification
of so-called behavioral patterns or a specific type of such patterns called high-risk patterns
or emergent patterns (see, e.g., [1] for more details). They are complex concepts concerning
the dynamic properties of complex objects, which are dependent on time and space and ex-
pressed in natural language. Examples of behavioral patterns may include overtaking on a
road, the behavior of a patient faced with a serious life-threatening situation, and ineffective
behavior of a robot team. These types of concepts are much more difficult to approximate
than complex concepts, for which approximation does not require following object changes
over time. Identifying certain behavioral patterns can be crucial for recognizing or pre-
dicting the behavior of a complex dynamical system. Suppose specific risk patterns are
identified in a certain situation; then the control object (a driver of a vehicle, a physician,
a pilot of an aircraft, etc.) can use this information to adjust selected parameters and obtain
the desirable behavior of the complex dynamical system. That can make it possible to
overcome dangerous or uncomfortable situations (see, e.g., [1] for more details).

However, sometimes the identification of a behavioral pattern in relation to a moni-
tored complex system may come too late to take action that could counteract the undesirable
behavior. For example, if a patient undergoing treatment starts behaving according to
a life-threatening pattern and we identify it at that point, it may already be too late to
prevent the patient’s death. Therefore, it would be beneficial to predict in advance that the
complex system is about to change its behavior and begin to match a different behavioral
pattern. Therefore, recognizing changes in complex objects over time, also known as tem-
poral change detection, has broad applications in many real-life areas. The goal of such a
process is to detect, analyze, and sometimes predict how objects or systems evolve in time.
This prediction is important, for example, in industrial systems (predictive maintenance—
anticipating machine failure by analyzing sensor data; process optimization—predicting
how production parameters will affect output over time), autonomous vehicles (trajectory
prediction—forecasting the future positions of pedestrians, cars, or other agents), healthcare
(disease progression modeling, patient monitoring—anticipating crises from continuous
vital signs), climate and environmental systems (climate modeling, ecosystem change), and
business and finance (customer behavior, market evolution). Diverse scientific tools were
proposed in the literature to resolve these problems: time-series forecasting, Recurrent
Neural Networks (RNNs), LSTMs, GRUs, transformers for time series, dynamical system
modeling, and Graph Neural Networks (GNNs) (cf. [2,3]). In the case of healthcare and pa-
tient monitoring in the treatment of neonatal respiratory failure, machine learning methods
have also previously been demonstrated (cf. [4–7]).

However, it is challenging to find methods in the literature for predicting changes in
behavioral patterns that are manually defined by experts, possibly because this requires
substantial support from domain experts. This study is dedicated to developing and
exploring such methods.

The primary objective of this work is to identify and predict changes in the behavioral
patterns of neonates in the treatment of respiratory failure. However, the proposed method-
ology may also be applied to other areas. The goal of this paper is to predict early (while
the object matches the specific pattern) whether an object will later match another pattern.
This method can be considered more advanced than the usually performed experiments,
which are focused solely on identifying behavioral patterns. The results presented in this
work are based on the concepts presented in [1]. The nodes in behavior graphs represent
temporal concepts defined in time windows and requiring approximation. In this approach,
the behavior graph of a complex object is interpreted as a complex classifier, enabling
the identification of the behavior pattern described by this graph. That is achieved by
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observing the behavior of the complex object over time and verifying whether it aligns with
a selected path of the behavior graph. If so, the behavior is determined to fit the behavior
pattern represented by this graph, which enables the detection of specific behaviors of
complex objects. It is worth adding that the structure of such a behavior graph (nodes and
edges) is proposed by domain experts. In this paper, the proposed approach to defining
and identifying behavior patterns differs slightly, although it also leverages the knowledge
of domain experts. In particular, a behavior pattern is defined as a logical formula defined
for a time window, describing the specific behavior of a complex object within that window.
If the formula is true for the behavior of a given complex object, this means that the object
behaves according to the pattern described by this formula.

The principal achievement of the paper is successfully modeling behavioral patterns
and predicting changes in a neonate’s state. This was enabled by the use of machine
learning methods, which utilized the classifier’s sensitivity for cases of deterioration,
improvement, and stability. The analysis reveals that classification quality is best when
the pattern remains constant. When the patient’s condition improves, the classification
quality of such a change is also high. However, in the proposed model, when the pattern
deteriorates, the classification quality decreases only slightly. Accurately predicting changes
in these behaviors is complex due to noise, nonlinearity, and context dependency. The
obtained results are excellent. They were obtained from a dataset collected at the Neonatal
Pathology and Intensive Care Unit of the University Children’s Hospital in Krakow, Poland,
from 2002 to 2004 using the Neonatal Information System (NIS).

However, the goal of this paper is not to build a computer-based system to support the
treatment of infants. That would be practically impossible, as the data used is already quite
old. Since their collection, these treatment methods have undergone significant evolution.
Therefore, to develop a system supporting actual treatment, it would be necessary to collect
current data. In this paper, we use the medical data solely to illustrate the method for
predicting changes in behavior patterns.

The main results of this paper are as follows:

• Development of a method for defining behavior patterns and a method for identifying
behavior patterns;

• Development of a method for perceiving changes in behavior patterns;
• Illustration of the proposed methods using medical data related to the treatment of

respiratory failure in neonates;
• Verification of the quality of the proposed methods on medical data.

The structure of the paper is as follows: In Section 2, we provide the theoretical
foundations of the work. In Section 3, we describe the methodology used in the experiments.
In Section 4, we detail the characterization of the dataset, and in Section 5, we provided an
overview of the proposed experimental approach. The classification procedure is described
in Section 6. Finally, a discussion of the results is presented in Section 7.

2. Theoretical Foundations

An information system [8,9] is a pair of the form IS = (U, A), where

• U is a finite, non-empty set, called universum, and the elements of U are called objects:
U = {u1, u2, . . . , un};

• A is a finite, non-empty set of attributes (properties, features): A = {a1, a2, . . . , am}.

If in an information system one of the attributes indicates to which category each
object belongs, then such a system is called a decision table.

A decision table is an information system of the form DT = (U, A ∪ {d}), where
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• d /∈ A is a decision attribute;
• Elements a ∈ A are called conditional attributes, and A is called the set of condi-

tional attributes.

If there is a need to represent the complex states of objects observed in complex
dynamic systems, the standard concept of an information system needs to be extended.
Therefore, a temporal information system is defined [1,10].

A temporal information system is a four-element tuple TIS = (U, A, aid, at), where

• (U, A) is an information system;
• aid and at are distinguished numerical attributes from set A.

We say that object u ∈ U represents the current parameters of a complex object with
identifier aid(u) at time point at(u) in the temporal information system TIS. It should
be additionally noted that attribute aid is understood here as the identifier of a complex
object that can be observed at multiple time points. Each such time point is represented in
the system TIS by a single object (a row in the table). Then, for each object, the value of
attribute aid is the same. For example, consider a complex object corresponding to a patient
with a fixed identifier pid. Information about this patient can be represented in TIS by a
list of objects, where each object represents information about the patient at a single time
point. In each of these objects, the value of attribute aid is the same and equal to pid.

Moreover, we say that an object u1 ∈ U precedes an object u2 ∈ U in the temporal
information system TIS if and only if

u1 	= u2 ∧ aid(u1) = aid(u2) ∧ at(u1) < at(u2). (1)

Objects from the temporal information system are grouped into time windows. For a
time window w in a temporal information system TIS is any sequence (u1, . . . , uk) of objects
from U, it follows that

• k > 1;
• for any i, j ∈ {1, . . . , k}, it holds that aid(ui) = aid(uj);
• at(ui) < at(ui+1), for 1 ≤ i < k.

The visualization of a time window is presented in Figure 1.

timet1 t2 t3 t4

time window w

aid = 1
at = 1
temp.: 37.2◦C
pulse: 78
SpO2: 98%
condition: stable

aid = 1
at = 2
temp: 38.1◦C
pulse: 86
SpO2: 97%
condition: observation

aid = 1
at = 3
temp: 38.2◦C
pulse: 92
SpO2: 96%
condition: observation

aid = 1
at = 4
temp: 39.0◦C
pulse: 110
SpO2: 94%
condition: intervention

Figure 1. Visualization of exemplary time window.

If w is a time window and u is one of the objects in that window, then we denote this
fact as u � w. We denote the family of all time windows from the temporal information
system TIS as W(TIS).

For a given complex object (e.g., a patient undergoing treatment), a window of full
size represents the entire history of changes in attribute values from the set A \ {aid} for
that complex object (it is the entire history of a given complex object). The family of all
such time windows from the temporal information system TIS is denoted as Wtot(TIS)

(where Wtot(TIS) ⊆ W(TIS)).
It is easy to see that for a given u ∈ U, there exists only one time window

w = (u1, . . . , uk) ∈ Wtot(TSI) such that u = ui for exactly one i ∈ 1, . . . , k. For a given
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u ∈ U, we denote such a time window by w(u). In practice, there is a need to consider a
number of decision problems that require the approximation of temporal concepts. In a
temporal information system, these concepts are usually associated with time windows,
and therefore the relationship of time windows with concepts must be represented in some
way. As in the case of classical decision tables, we can use a special attribute here, called
the decision attribute.

In principle, each time point within a given time window can have a distinct decision
attribute value. However, in this paper, what is of particular interest to us is the situation in
which each time point within the window has the same decision attribute value. In other
words, a specific decision attribute value is associated with all time points representing
information about a given time window. Therefore, the concept of a temporal information
system requires yet another extension. Therefore, we define a temporal decision table.

A temporal decision table (TDT) is a seven-element tuple TDT = (U, A, aid, at, W, Ã, d̃),
where

• TIS = (U, A, aid, at) is a temporal information system;
• W ⊆ W(TIS) is a set of time windows selected by an expert;
• Ã is a set of time window attributes (proposed by an expert or extracted using an

automatic feature extraction method);
• d̃ ∈ Ã is a distinguished attribute of the time window, called the decision attribute of

the time window.

The first four elements of the TDT tuple, i.e., U, A, aid, and at, constitute the temporal
information system and have been discussed earlier. The elements W, Ã, and d̃ require
further explanation. W is the set of time windows prepared for the experiments. These
windows were selected from the original dataset. In general, many different time windows
of varying lengths and starting points can be selected from the original data. For this
paper, a method for selecting time windows for experimental purposes had to be proposed.
The proposed method generates time windows in such a way that, for a given patient,
windows starting from any time point are created, but only windows of a fixed length are
considered. Each window consists of eight time points, with the first five points forming the
conditional part of the window (conditional subwindow) and the last three points forming
the decision part of the window (decision subwindow). Thus, the length of each window
in the set W is eight time points, with the lengths of the conditional and decision parts
being five and three points, respectively. These lengths were chosen for practical reasons:
with such lengths, the proposed method can be applied in a realistic manner. Extending
the conditional part could reduce the classifier’s sensitivity to sudden changes at the end
of the conditional part, while shortening it could reduce sensitivity due to insufficient
context for the patient. Similarly, extending the decision part could lead to decision classes
that are impossible to predict based on the conditional part (sudden changes at the end of
the decision part could not be anticipated from the conditional observations). Shortening
the decision part, on the other hand, would make pattern prediction less interesting, as it
would concern only the very near future. These observations were confirmed by auxiliary
experiments. Ã is the set of temporal attributes calculated for the time windows in W.
These attributes are necessary to approximate the decision attribute d̃. The values of the
decision attribute d̃ are calculated based on the definition of behavior patterns (see the next
subsection). By computing the decision attribute in this way, it is possible to construct a
classifier that can predict the membership of a time window, represented by its conditional
part, to the appropriate behavior pattern defined on the decision part of the window from
the set W.

257



Appl. Sci. 2025, 15, 12133

For a given temporal decision table TDT, we also define an additional attribute d for
objects from U (time points), called the decision attribute. It is computed for any u ∈ U as
follows: d(u) = d̃(w(u)). It is easy to see that the value of the decision attribute d is always
the same for all time points belonging to a given time window.

If TDT = (U, A, aid, at, W, Ã, d̃) is a temporal decision table (where TIS = (U, A, aid, at)

is a temporal information system) and W = Wtot(TIS), then we call the temporal decision
table TDT a temporal decision table with full time windows, and to simplify the description, we
denote such a table as TDTt instead of TDTt = (U, A, aid, at, Wtot(TIS), Ã, d̃).

3. Methodology

3.1. Behavior Patterns Based on Domain Knowledge

In this paper, we concentrate on the problem of recognizing changes in a neonate’s be-
havioral patterns related to the treatment of respiratory failure. We will refer to it as the MED
problem. In this paper, we understand a behavioral pattern as a description of the behavior of
a complex object (e.g., a patient undergoing treatment) that characterizes a state of that object
that cannot be immediately identified (i.e., at a single point in time) but requires observation
of the object’s behavior over a period of time, i.e., observation of the object in a time window
containing a sequence of time points. This refers to a situation where, in the available data, we
have a recorded sequence of time points for each complex object, and at each time point, we
have a description of the object represented by a fixed number of attributes, which we will call
sensory attributes, as they are typically collected using specific sensors.

In the remainder of this paper, for the requirements of the experiments, we assume
that there exists a complex object id and a sequence of time points from the time window
w = (t1, . . . , tn) describing the situation of an object id.

Furthermore, at each time point, we have available m sensory attributes sa1, . . . , sam

describing the state of object id at individual time points. In addition to sensory attributes,
additional attributes based on domain knowledge can be defined at time points to describe
the behavior of the complex object at that time point. We will refer to these as expert
attributes. In our case, let us say there are k attributes ea1, . . . , eak. These additional attributes
often require approximation based on sensory attributes, or their values are calculated
using analytical formulas based on sensory attributes.

We often define a behavior pattern based on observing changes in expert attributes,
but we must do this based on sequences of expert attribute values from individual time
points. For example, suppose we are interested in an expert attribute e ∈ {ea1, . . . , eak},
which we want to use to describe behavior patterns. In time window w, there is a sequence
of attribute values e, which we denote by ve1, . . . , ven. Theoretically, we could label each
such sequence as a behavior pattern characteristic of a specific complex object, but the data
can contain many sequences that may correspond to different complex objects, or even
different time windows for the same object. Therefore, to define temporal patterns that
describe interesting behaviors of multiple objects (e.g., high-risk patterns, negative behav-
ior patterns), we may consider grouping sequences of time points into clusters so that
individual clusters have an interesting interpretation related to domain knowledge.

The problem of clustering sequences of time points has long been intensively studied in
data mining. Existing methods often use sequence features computed as specific aggregations of
sensory or expert characteristics from individual time points. For example, if time points have
a numerical attribute a, then the aggregate features for this parameter could be, for example,
the minimum value of a, the average value of a, the maximum value of a, etc. These aggregated
features can then be used to cluster sequences of time points. Time points are typically clus-
tered into fixed-length sequences, which are often called time windows. Therefore, clustering
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sequences is essentially clustering time windows. After clustering windows, each cluster can be
labeled, associating with this cluster a specific behavior of the complex object.

In our example, if we have a time window with a sequence of values e1, . . . , en of attribute
e and we use the four aggregation functions avg (average), min (minimum), max (maximum),
and stddev (standard deviation), then the attribute values of this window will be denoted as
avg(e1, . . . , en), min(e1, . . . , en), max(e1, . . . , en), and stddev(e1, . . . , en), respectively. In this
way, the calculated values of new attributes can be grouped, obtaining clusters of time windows.

Unfortunately, in practice, for specific datasets, fully automatic clustering of behavioral
patterns encounters significant challenges. One such problem is that the data may not
be sufficiently representative. As a result, automatically determined patterns may differ
significantly from one data sample to another. This problem is particularly acute when
discovering behavioral patterns related to phenomena that occur rarely (e.g., severe patient
conditions). If the data contains few sequences describing such situations, it is difficult to
predict the construction of clustering methods that would allow for the construction of
classifiers that effectively classify test cases into such groups. Fortunately, domain experts
(e.g., doctors) possess knowledge that can aid in the discovery of behavioral patterns. This
means that instead of automatically clustering time windows, one can construct special
formulas based on domain knowledge that allow for determining the behavioral pattern.

For example, in the MED problem, we have a sensory attribute aw that describes the
patient’s current ventilation method, characterizing the patient’s current state during respiratory
failure treatment. This attribute takes values in the range [0, 1], where 0 represents the most
invasive form of mechanical ventilation used in the most severe cases of respiratory failure,
and 1 represents the patient’s spontaneous breathing (without the need for respiratory support).

We therefore have values for this attribute for all time points in the window
aw1, . . . , awn. Let us also assume that we have calculated the values of the aggregated
attributes: avg(aw1, . . . , awn), min(aw1, . . . , awn), and max(aw1, . . . , awn).

As a result of an interview with an expert, it was determined that the following three
patient behavior patterns should be monitored during respiratory failure treatment.

• Behavior pattern 0: This pattern is characterized by the formula

avg(aw1, . . . , awn) < 0.3∧max(aw1, . . . , awn) < 0.4∧min(aw1, . . . , awn) ≥ 0.0 (2)

—belonging to this pattern means that the patient’s condition is serious; their life may
be in danger.

• Behavior pattern 2: This pattern is characterized by the formula

avg(aw1, . . . , awn) > 0.9∧max(aw1, . . . , awn) ≤ 1.0∧min(aw1, . . . , awn) > 0.8 (3)

—belonging to this pattern means the patient is in a good condition, which promises
successful completion of treatment for respiratory failure.

• Behavior pattern 1: This is an intermediate pattern between patterns 0 and 2, charac-
terized by the formula

avg(aw1, . . . , awn) ≥ 0.3∧ avg(aw1, . . . , awn) ≤ 0.9∧ (4)

max(aw1, . . . , awn) < 1.0∧min(aw1, . . . , awn) ≥ 0.0

—belonging to this pattern indicates that the patient is in an average condition, re-
quiring further treatment, especially in the event of complications, such as a bacterial,
viral, or fungal infection.
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The behavior patterns defined above were proposed based on domain knowledge.
The physicians participating in the described studies indicated that, from a domain knowl-
edge perspective, the most important parameter describing a patient’s condition in the
context of respiratory failure is the parameter aw described earlier. Furthermore, the physi-
cians proposed several thresholds for this parameter, which divide the patient’s states into
better or worse conditions. These thresholds have the following values: 0.0, 0.3, 0.4, 0.8,
0.9, and 1.0. After defining the thresholds, the experts formulated three logical expressions
describing three significantly different patient states. These formulas were then used to
define three patient behavior patterns.

Once the above patterns are defined, it is easy to check whether a patient belongs
to a particular pattern in a given time window. Certainly, in subsequent time windows,
the patient may change their behavior pattern. For example, they may move from pattern 1
to pattern 0, indicating a significant deterioration in the patient’s condition.

Although this is not necessary, for practical applications related to this work, we define
behavior patterns such that each time window matches exactly one behavior pattern (the sets of
objects matching individual patterns are disjoint, non-empty, and together constitute the entire
set).

3.2. Method for Predicting Changes in Behavior Patterns

In this paper, we present results related to the development of new methods for
predicting the transition of a complex object from one behavioral pattern to another. This
involves a situation where a complex object first matches one pattern and, after some
time, another behavioral pattern. The goal is to predict early (while the object matches
the first pattern) whether the object will later match the second pattern. This method
can be considered more advanced than methods that are focused solely on identifying
behavioral patterns [1]. For example, in the MED problem, a patient may transition from
pattern 1 to pattern 0, indicating a significant deterioration in the patient’s condition. From
a technical perspective, we consider a dataset consisting of a sequence of pairs of time
windows (w1, w2). Pairs of time windows may originate from different composite objects,
but in a given pair (w1, w2) both windows (w1 and w2) originate from the same composite
object, and window w1 describes the situation of the object immediately before the situation
in window w2. Using the method described in detail in [1], we can determine for each
pair of windows (w1, w2) the behavior pattern to which window w2 belongs, denoted by
W(w2). This yields a dataset that is a sequence of pairs (w1, W(w2)). A visualization of a
dataset created in the above described manner is given in Figure 2.

w1 a1 a2 ... am W (w2)

w1
1 v11 v12 ... v1m W (w1

2)
w2

1 v21 v22 ... v2m W (w2
2)

w3
1 v31 v32 ... v3m W (w3

2)
... ... ... ... ... ...
wn

1 vn1 vn2 ... vnm W (wn
2 )

Conditional attributes defined
for the first time window

of the pair (w1, w2)
- aggregated information

about window w1

Rows correspond
to the first window

of the given pair (w1, w2)
- time window w1

Patterns specified
for the second window
of the pair (w1, w2)

- decision for window w2

Figure 2. Visualization of decision table where objects are time windows w1 for which a decision is a
pattern for time window w2.
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For this dataset, we construct classifiers that learn to make decisions for window w2

regarding its behavior pattern membership based on the data in window w1.

4. Dataset

Respiratory failure, which dominates the clinical picture of a premature infant, is not
the only factor determining their recovery. Effective care for this type of patient requires
consideration of all coexisting disorders, such as congenital and acquired infections, fluid
and electrolyte imbalances, acid–base, circulatory, and renal disorders, etc. All of these
factors are interconnected and interact with one another. Therefore, caring for premature
infants in the first days of life requires continuous analysis of numerous vital signs and
additional test results. These can be divided into stationary data (e.g., gestational age, birth
weight, Apgar score) and continuous data (variables that change over time). Continuous
variables can be examined ad hoc (e.g., arterial blood gas values) or monitored continuously,
for example, using monitoring devices (hemoglobin oxygen saturation—SAT, heart rate,
blood pressure, body temperature, and mechanical parameters of artificial ventilation).
When caring for premature neonates, doctors also evaluate the results of imaging tests
(e.g., brain ultrasound, echocardiography, chest X-ray). In addition to parameters that
define the patient’s condition, comprehensive analysis also considers the treatment methods
used. These can be qualitative (e.g., drug administration) or quantitative (e.g., ventilator
settings). Daily analysis of parameters requires extensive theoretical knowledge and
practical experience of physicians. Additionally, this analysis must be quick and precise.
Assessments are often made in a rushed and stressful environment. A critical element of this
analysis is the accurate assessment of the young patient’s risk of death due to respiratory
failure in the coming hours and days. Therefore, the correct conclusions regarding life-
threatening situations are based not only on current clinical condition, laboratory tests,
and imaging studies of the neonate, but also on the recently observed dynamics and nature
of changes in health status (e.g., deterioration in blood gas indicators of respiratory failure).
Given the difficulties associated with analyzing all the necessary information at a given
moment, IT methods can prove to be extremely helpful.

The analyzed dataset was collected at the Neonatal Pathology and Intensive Care
Unit of the University Children’s Hospital in Krakow, Poland, from 2002 to 2004 using the
Neonatal Information System (NIS) computer system. The dataset provides detailed infor-
mation on the treatment of 340 neonates (row data). Detailed information was collected for
each infant, including the mother’s pregnancy history, birth weight and age, laboratory and
imaging test results, detailed diagnoses made during follow-up, medical procedures per-
formed, and medications administered. The study group consisted of premature neonates
with a birth weight of ≤1500 g, admitted to the hospital within 2 days of life. Additionally,
for the purposes of the performed experiments, data from neonates were selected, remov-
ing those diagnosed with respiratory failure without a diagnosis of neonatal respiratory
distress syndrome (RDS), patent ductus arteriosus (PDA), sepsis, or ureaplasma. In the
original dataset obtained from NIS, complete information on cases of RDS, PDA, sepsis,
and ureaplasma was represented. Therefore, it was possible to exclude patients who did
not have these conditions. This approach was justified by the fact that the excluded cases
were much less relevant to physicians from the perspective of developing computer-based
methods to support treatment. The data of neonates who died in the hospital but did not
have breathing problems (they died from another cause) were also removed.

A train and test split methodology was applied to perform the experiments. With
a sufficiently large size, a dataset consisting of a sequence of pairs (w1, W(w2)) can be
randomly divided into two parts to implement the train and test methods. However, when
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dividing the data into training and testing samples, it is necessary to ensure that the training
part contains windows from different complex objects than the test sample. If this is not the
case, the classifier may be trained and tested on data from the same complex object, which
is inappropriate since it may lead to data leakage.

In the performed experiments, each patient’s data is used to generate pairs of windows:
a conditional window w1 (five time points were used) and a decision window w2 (three
time points were used). Visualization of the process of time window generation is presented
in Figure 3.

timet1 t2 t3 t4 t5 t6 t7 t8 t9 t10

time window w1
1 time window w1

2

time window w2
1 time window w2

2

time window w3
1 time window w3

2

Time point
(set of physiological parameters
of the neonate at that moment)

Figure 3. Visualization of the process of generating time windows w1 and w2, with 5 time points for
w1 and 3 time points for w2.

As a result the data of neonates with less than eight observations (time points) were
removed, which means that the neonate stayed in the hospital for too short a time to be
examined using time-based methods (e.g., a neonate was transferred to another hospital
or died almost immediately). Finally, for the purpose of the experiments performed in
this paper, 173 neonates were chosen. The IDs were extracted (without repeats), and then
the IDs were randomly divided in a 50% to 50% ratio. Therefore, there were 87 training
patients and 86 test patients. These data served as the basis for determining window pairs
for generating training and test data for the experiments.

The total number of pairs (w1, W(w2)) is 7186 (this refers to the total number of
training and testing time windows). The decision window allowed for generating one of
three decision values: 0 (bad state), 1 (medium state), or 2 (good state).

For the training portion, the class sizes were 0: 122 pairs (w1, W(w2)); 1: 1419 pairs
(w1, W(w2)); 1: 2126 pairs (w1, W(w2)); and total: 3667 pairs (w1, W(w2)).

For the test portion, the class sizes were 0: 247 pairs (w1, W(w2)); 1: 1156 pairs
(w1, W(w2)); 2: 2116 pairs (w1, W(w2)); and total: 3519 pairs (w1, W(w2)).

A short summary of the dataset details is provided as follows:

• Total data size: 7186 objects (this is the number of pairs (w1, W(w2))).
• Class 0: 360 objects (bad).
• Class 1: 2575 objects (medium).
• Class 2: 4242 objects (good).

This data is therefore unbalanced. This fact will influence the selection of the classifi-
cation quality metric, which will be described in Section 6.

5. Proposed Approach Overview

In this section, we present a comprehensive schematic of the proposed method.
Figure 4 illustrates all stages of the proposed method for predicting changes in behav-
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ioral patterns, along with the relationships between them and the data flow. The individual
objects in the diagram represent the main components of the method, while the arrows
depict the flow of data and the corresponding actions.
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Figure 4. Illustration of the proposed method for behavioral pattern prediction.

The process begins with a temporal data table, where the rows correspond to time
points of complex objects and the attributes describe the state of these objects at each time
point. To enable model training and evaluation, the data are divided into two disjoint
subsets: training and test sets, in a 50:50 ratio. The split is performed at the level of
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complex objects, ensuring that records belonging to the same object do not appear in both
subsets simultaneously.

In the second step, pairs of time windows are generated separately for the training and
test data using a sliding window mechanism, as illustrated in Figure 3. Each window covers
a defined time interval, and sliding the window along the time axis enables capturing
changes in behavior in a continuous and localized manner. For each complex object,
successive pairs of windows (w1, w2) are created, representing two adjacent segments
of observations.

For each created pair of time windows (w1, w2), temporal patterns are determined—
a set of features describing the complex object within the given time interval. These
patterns are computed using aggregation functions such as min, max, avg, and stddev,
applied separately to windows w1 and w2. The result is a table of time window pairs
(w1, w2), where each pair is represented by a feature vector describing the properties of
both windows.

Next, for each time window w2 in the pair (w1, w2), a corresponding behavioral
pattern W(w2) is determined, using behavioral pattern descriptions defined by experts
(see Section 3.1). This pattern reflects the characteristic behavior of the observed object
within the given time window. The outcome of this process is a table of pairs (w1, W(w2)),
containing a set of features for window w1 along with the corresponding behavioral label
for window w2.

The next step involves feature selection from the set of attributes determined for each
window w1. The goal of this stage is to reduce data dimensionality and retain only those
features that are most relevant for predicting behavioral patterns. Three alternative feature
selection methods, described in Section 6.2, are employed, and separate experiments are con-
ducted using each of these methods to evaluate their impact on classification performance.

Finally, for the training data, the table of pairs (w1, W(w2)) with the selected features
serves as a decision table, where the pattern W(w2) is the decision attribute and the features
of window w1 are the conditional attributes. Based on this table, a classifier is induced
(e.g., an XGBClassifier model). The trained classifier is then applied to the test data to
predict behavioral patterns in time window w2 for each test time window w1. The outcome
is a set of predicted patterns for each test window.

6. Classification Procedure

In this section, we describe the steps involved in selecting the optimal classifier model
for data related to the MED problem. In the experiments, the PyCommoDM library,
developed in Python (version 3.12.1) by researchers at the Institute of Computer Science,
University of Rzeszów, was used. This library [11] was implemented using the Pandas [12]
and Scikit-learn [13] packages in versions 2.2.3 and 1.5.2, respectively, as well as the
Xgboost package in version 2.1.2. In cases where a pseudo random number generator was
applied, no seed was set, relying instead on the generator’s default seeding. However,
the experiments were repeated 10 times with the standard deviation calculated, which
allows for an assessment of the reproducibility of the results. The classifiers used in the
experiments were constructed based on the parameterless constructor of the class creating
the given classifier.

6.1. Performance Metrics and Classifier Choice

We propose the F1-score as a measure of classifier quality. It combines precision and
recall (sensitivity) into a single value and is especially useful when the data is unbalanced (it
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helps balance the impact of false positives and false negatives in classification). However,
before we define the F1-score, we will define precision and sensitivity.

For the case of two decision classes (binary classification), precision tells us how many
of the predicted positive cases were actually correct, namely

precision =
True positives (TP)

True positives (TP) + False positives (FP)
(5)

where

• True positives (TP)—the number of cases that were classified as positive (so-called
true positives),

• False positives (FP)—the number of cases that were incorrectly classified as positive
(so-called false positives).

Sensitivity, for the case of two decision classes, tells us how many of the actually
positive cases the model detected. Namely,

sensitivity =
True positives (TP)

True positives (TP) + False negatives (FN)
, (6)

where

• False negatives (FN)—the number of cases that were incorrectly classified as nega-
tive (omissions).

Precision and sensitivity are in conflict because increasing precision often reduces sensi-
tivity. For example, we might have a model that detects cancer only in very obvious cases,
resulting in high precision, but misses many less obvious cases (low sensitivity). On the other
hand, increasing sensitivity often reduces precision, for example, a model detects cancer in
almost all patients, but it leads to many false positives (low precision).

The F1-score for the case of two decision classes is defined as the harmonic mean of
precision and sensitivity. Therefore, the F1-score combines both metrics into a single value
that balances the trade-off between precision and sensitivity. Namely,

F1 = 2 · precision · sensitivity
precision + sensitivity

. (7)

The harmonic mean is more stringent than the arithmetic mean because it penalizes a
large difference between precision and sensitivity. If one of these values is very low, the F1
will also be low. This provides a good balance between precision and sensitivity, even for
unbalanced data.

However, in this work, the classification problem is a multi-class one. Therefore, we
need to generalize the precision, sensitivity, and F1-score defined above. Several methods
for such generalization can be found in the literature. In this work, we use the approach
that is probably most frequently used. When it comes to calculating precision and sensitivity,
we calculate these measures separately for each class, treating each as “positive” and the
others as “negative” (i.e., the so-called one-vs-rest strategy). Now we need to choose a
method for aggregating the F1-score measures calculated for all decision classes. In the
literature, three main aggregation approaches are typically distinguished:

• Micro F1—computes global TP, FP, and FN values for all classes and calculates a
single F1-score (favors majority classes),

• Weighted F1—a weighted average of the F1-scores for each class, with weights based
on class sizes (majority classes have a greater influence on the result),
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• Macro F1—the arithmetic mean of the F1-scores for each class, where all classes are
treated equally (majority classes do not have a greater impact on the result).

Since the data analyzed in this study are imbalanced, we use the macro F1 method,
which handles the influence of dominant classes on the classification result best among the
three approaches mentioned above.

The results of the experiment performed to select the best classifier model for the MED
problem are based on the F1-score. In Table 1, the results of nine well-known classification
methods are presented.

Table 1. The results of the experiment performed to select the best classifier model for the MED problem.

Classifier F1-Score Standard Deviation

XGBClassifier 0.970 0.024

DecisionTree 0.964 0.021

GradientBoosting 0.954 0.022

RandomForest 0.909 0.047

AdaBoost 0.806 0.119

GaussianNB 0.745 0.105

MLPClassifier 0.714 0.054

LogisticRegression 0.666 0.064

k-NN (k = 3, Euclidean distance) 0.633 0.066

As we can see, XGBClassifier is the best, but it is not far ahead of several next-
ranked classifiers.

6.2. Feature Selection Method

To justify the feature selection method used in this work, we compare the following
three feature selection methods available in scikit-learn:

1. f_classif—this is a function used in feature selection that uses one-way analysis of
variance (ANOVA) to determine how strongly each feature is related to a decision
variable (decision); it is a statistical method that examines whether the values of a
feature differ significantly between different classes.

2. mutual_info_classif—this is a function that calculates the mutual information between
each conditional feature and the decision feature. It is a nonlinear measure of de-
pendence and works well even when the dependencies between variables are more
complex (it measures how much information about the decision variable a given
feature provides).

3. Feature selection using the RandomForestClassifier classifier—the features selected
are those that have high importance from the point of view of the classifier structure.

In Tables 2–4, the experimental results of the above three feature selection methods are
shown for different numbers of top features. In each experiment, we use XGBClassifier and
perform 10 experiments, from which we calculate the mean and standard deviation values.

As can be seen, all three feature selection methods achieve very similar results. How-
ever, the random forest-based method achieved the best result for 1000 features. Therefore,
for the purposes of this work, we use the random forest-based feature selection method.
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Table 2. Results of the feature selection experiment using the selection method f_classif.

Number of Features F1-Score Standard Deviation

500 0.978 0.010

1500 0.975 0.019

1000 0.968 0.023

100 0.948 0.025

200 0.948 0.041

20 0.946 0.013

50 0.934 0.028

10 0.900 0.028

5 0.884 0.100

Table 3. Results of the feature selection experiment using the selection method mutual_info_classif.

Number of Features F1-Score Standard Deviation

1000 0.978 0.011

1500 0.972 0.021

500 0.960 0.026

200 0.957 0.023

100 0.934 0.023

50 0.922 0.045

20 0.910 0.025

10 0.855 0.061

5 0.810 0.041

Table 4. Results of the feature selection experiment using the selection method RandomForestClassifier.

Number of Features F1-Score Standard Deviation

1000 0.979 0.006

500 0.972 0.019

1500 0.971 0.022

100 0.971 0.012

200 0.970 0.014

50 0.956 0.018

20 0.937 0.025

10 0.935 0.019

5 0.870 0.059

The selected 1000 attributes describe all essential characteristics of the patient in the
context of respiratory failure treatment. In particular, these include the following attributes
or groups of attributes:

• information about the method of mechanical ventilation or spontaneous breathing,
• Information about the neonate’s birth weight.
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• Attributes describing FiO2 values (FiO2—fraction of inspired oxygen; exactly the
percentage of oxygen in the breathing mixture that the patient inhales), the PaO2/FiO2
ratio (assessment of the patient’s respiratory function, where PaO2 is the partial
pressure of oxygen in arterial blood), and the results of other laboratory tests.

• Information about culture results for sepsis and ureaplasma.
• Information on the presence of PDA (patent ductus arteriosus) and whether it has

been closed.
• Information about the administration of medications such as antibiotics, macrolides,

steroids, surfactant, etc.
• Information about the presence of RDS (respiratory distress syndrome).

All these parameters are analyzed at each time point, and the conditional attributes
in the decision table aggregate their values within a time window (e.g., the minimum,
maximum, or average value of a numerical attribute within the window, the number of
occurrences of a symbolic attribute value within the window, etc.).

6.3. Adjusting the Sensitivity Level to Decision Classes

Although the XGBClassifier achieves a very high F1-score, in practical applications
it is often necessary to achieve high sensitivity (recall) for individual decision classes.
For example, in the MED problem, doctors would prefer the highest-quality classifier for
classes 0 and 1, because these are associated with a worse patient condition than class 2.
Therefore, in this section, we describe an experiment related to adjusting the classifier’s
sensitivity, performing experiments for different weight thresholds for classes 0 and 1.
In these experiments, unlike the classical approach ( where the class with the highest
weight calculated for the test object is classified), we use a special approach based on the
following Algorithm 1.

Algorithm 1: Classification rule for sensitivity adjustment
Input:

w0, w1 - weights generated by the classifier for classes 0 and 1,
θ0, θ1 - experimentally selected thresholds for weights of classes 0 and 1.
Output: Selected decision class from the set {0, 1, 2}

1 if w0 > θ0 then

2 Return class 0;
3 end

4 else if w1 > θ1 then

5 Return class 1;
6 end

7 else

8 Return class 2;
9 end

7. Results of the Experiments and Discussion

7.1. Results of Experiments with the Selection of Weight Thresholds

It is easy to see that the approach proposed in Section 6 allows the sensitivity to both
classes (class 0 and class 1) to be adjusted. In Table 5, we present the experimental results for
different weight thresholds for class 0 and class 1. The method uses 1000 selected features.

Table 5 shows several interesting rows showing specific result configurations for
both decision classes. It shows that by adjusting the weight threshold for classes 0 and 1,
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the sensitivity of the classifier can be fine-tuned. It is worth noting that in the table, columns
Recall0, Recall1, and Recall2 correspond to sensitivities for classes 0, 1, and 2, respectively.
For example, in order to achieve high sensitivity in detecting the improvement of a patient’s
condition to class 2, the parameters should be set to θ0 = 0.2 and θ1 = 0.9. In this case,
the sensitivity for class 2 recognition is 0.999, but the sensitivity for class 0 recognition is
0.958. On the other hand, to achieve high sensitivity in detecting the deterioration of a
patient’s condition to class 0, the parameters should be set to θ0 = 0.1 and θ1 = 0.3. In this
case, the sensitivity for class 0 recognition is 0.992, but the sensitivity for class 2 recognition
is 0.996.

Table 5. Results of the experiments with the selection of weight thresholds for classes 0 and 1.

θ0 θ1 Recall0 StdDev Recall1 StdDev Recall2 StdDev

0.1 0.3 0.992 0.009 0.977 0.009 0.996 0.002

0.1 0.7 0.987 0.030 0.971 0.011 0.998 0.001

0.1 0.8 0.987 0.017 0.950 0.023 0.999 0.001

0.1 0.5 0.976 0.032 0.975 0.005 0.996 0.002

0.4 0.3 0.974 0.014 0.974 0.016 0.995 0.002

0.2 0.3 0.968 0.060 0.981 0.007 0.994 0.002

0.1 0.2 0.967 0.060 0.976 0.016 0.993 0.003

0.2 0.2 0.965 0.039 0.978 0.007 0.994 0.002

0.3 1.0 0.963 0.057 0.000 0.000 1.000 0.000

0.2 0.5 0.961 0.045 0.974 0.021 0.997 0.001

0.4 0.2 0.961 0.025 0.983 0.006 0.992 0.004

0.1 0.4 0.959 0.073 0.968 0.017 0.996 0.002

0.7 0.5 0.959 0.025 0.980 0.007 0.996 0.002

0.2 0.1 0.958 0.058 0.986 0.006 0.991 0.004

0.2 0.9 0.958 0.066 0.962 0.015 0.999 0.001

0.2 0.8 0.952 0.069 0.968 0.012 0.998 0.001

0.3 0.4 0.952 0.064 0.980 0.005 0.995 0.002

7.2. Summary of the Quality of Recognizing Deterioration, Improvement, and Permanent
Transitions in Behavior Patterns

Although the classifier’s sensitivity results presented in Table 5 are very good and
satisfactory from an application perspective, one might suspect that the classifier only
performs well in cases where the patterns are stable, i.e., transitions from pattern 2 to 2, 1 to
1, or 0 to 0. If this is the case, the classifier’s quality would indeed be questionable. However,
in medical practice, the most interesting transitions are those related to the deterioration of
the patient’s condition, i.e., transitions from 2 to 1, 2 to 0, and 1 to 0. Therefore, we present
the results of an experiment comparing the classifier’s sensitivity for cases of deterioration,
improvement, and stability. In particular, four experiments were conducted with thresholds
θ0 = 0.2 and θ1 = 0.2 on the test data used in the experiments from Table 5, where in each
of these experiments the test objects were restricted to a specific subset:

• In the first experiment, the entire test set was evaluated (as in Table 5).
• In the second experiment, only those test cases representing a deterioration of the

patient’s condition were evaluated.
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• In the third experiment, only those test cases representing an improvement in the
patient’s condition were evaluated.

• In the fourth experiment, only those test cases representing a stable patient condition
were evaluated.

Table 6 shows that classification quality is indeed best when the pattern remains con-
stant. When the pattern deteriorates, the classification quality decreases slightly, especially
for class 0. However, the quality remains good, especially for class 1. Interestingly, when
the patient’s condition improves, the classification quality of such a change is also high.

Table 6. Results of the experiment comparing the sensitivity of the classifier for the cases of deteriora-
tion, improvement, and stable level of the behavior pattern.

Direction Recall0 STD Recall1 STD Recall2 STD

All 0.965 0.039 0.978 0.007 0.994 0.002

Worse 0.864 0.116 0.922 0.064 — —

Better — — 0.921 0.062 0.947 0.018

Stable 0.998 0.004 0.982 0.006 1.000 0.001

7.3. Discussion on Main Achievements

The goal of the study presented was to predict early on (while the object matches one
behavioral pattern) whether the object will later match another behavioral pattern. This
method can be considered more advanced than usually performed experiments, which
are focused solely on identifying behavioral patterns. The overview of the literature on
the treatment of neonate respiratory failure shows that many studies are retrospective.
Open datasets specific to neonatal continuous monitoring for respiratory failure are less
common, especially those including high-frequency signals (ventilator flow, oxygenation
over time, etc.). Prediction horizons (i.e., how far ahead one can predict failure) are often
not very short (minutes to an hour) in neonates and generally several days for more general
outcomes (BPD, mortality).

There exist papers devoted to studying the treatment of neonatal respiratory failure
and predicting neonatal health conditions. However, in these studies, the change in
behavioral patterns is not predicted. In the paper [5], the authors demonstrated that
machine learning models such as Random Forest and bagged CART can more accurately
predict the mortality of critically ill neonates than conventional scoring systems such as the
Neonatal Therapeutic Intervention Scoring System (NTISS) and Score for Neonatal Acute
Physiology Perinatal Extension II (SNAPPE-II). The study in [6] identified the independent
risk factors of respiratory failure in Neonatal Respiratory Distress Syndrome (NRDS)
patients and used them to construct and evaluate a respiratory failure risk prediction model
for NRDS, which may help clinicians to identify and intervene in the early stage. In [4],
the authors used multiple ML methods (Random Forest, SVM, etc.) to predict respiratory
distress syndrome (RDS) occurrence in premature infants. The best model, Random Forest,
achieved an AUC of approx. 0.843 and an accuracy of approx. 0.815. In [7], the authors
developed a decision-support tool for predicting extubation failure (EF) in neonates with
bronchopulmonary dysplasia (BPD) using a set of machine learning algorithms. The study
indicated that the XGBoost model was significant in predicting EF in BPD neonates with
mechanical ventilation, which is helpful in determining the right extubation time among
neonates with BPD to reduce the occurrence of complications.
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The goal of this paper was achieved successfully (cf. Table 6). Comparing the classi-
fier’s sensitivity for cases of deterioration, improvement, and stability shows that classifica-
tion quality is the best when the pattern remains constant. When the patient’s condition
improves, the classification quality of such a change is also high. Importantly, in the pro-
posed model, when the pattern deteriorates, the classification quality decreases only slightly.
Despite the good research results, it is worth noting that the presented method also has
certain limitations. Firstly, as already mentioned, the data is outdated and therefore cannot
be used to build a treatment-supporting system. Moreover, the number of time points
where the patient’s condition is severe is small, which results in lower-quality prediction of
the transition from a better pattern to a worse one. The number of behavioral patterns is
small (only three), which certainly does not account for possible more detailed behavioral
patterns that would be interesting from a practical perspective. Finally, the constructed
classifier, which predicts changes in behavioral patterns, is of high quality, but no methods
for explaining the decisions have been tested for them (e.g., methods known from XAI).

7.4. Linking Pattern Change Recognition with Concept Drift

The problem of predicting changes in process models can be treated as a special case
considered in a subfield of machine learning called concept drift (cf. [14,15]). Generally
speaking, it considers a situation where the properties of objects belonging to particular
decision classes change over time. This makes it practically impossible to construct a
classifier that operates effectively over time. Methods for fast and efficient adaptation of
classifiers are needed. Therefore, if we treat a behavior pattern as the definition of a certain
concept represented by a binary decision attribute (an object matches or does not match the
pattern), then a change in the behavior pattern means a change in the concept, which in a
sense “drifts” from one behavior pattern to another. Note that calculating the value of such
an attribute requires knowledge of the behavioral pattern, which in the approach discussed
here must be defined by domain experts. Incidentally, domain experts also define other
patterns to which an object can fit. Following this line of thought, a more natural analogy is
a decision table with a decision attribute with multiple values. Such a table would often
be contradictory, because an object can fit multiple behavioral patterns simultaneously.
Given this representation, the problem of predicting changes in the process may be treated
as the problem of predicting changes in the decision class to which an object belongs.
Nevertheless, the so-called active methods for dealing with concept drift discussed in
the literature can be considered potential solutions to the problem in question. However,
the proposed approach is not about recognizing that a behavioral pattern has changed
(which requires adaptation, which is often the goal of methods developed in approaches
related to concept drift), but about predicting that a behavioral pattern change will occur.
This property significantly distinguishes the methods described in this paper from those
typically used in concept drift. This is particularly evident in the case of predicting a
potential change in a behavioral pattern caused by an important event that may trigger a
change in the pattern.

8. Conclusions

The paper aimed to propose a model that can predict early on (while the object
matches the first pattern) whether the object will match the second pattern in the near
future. Our method can be considered more advanced than the experiments usually
presented in the literature, which focus solely on identifying behavioral patterns. A crucial
aspect of the study was domain knowledge, irreplaceable in defining patterns. In medical
practice, the most interesting transitions are those related to the deterioration of the patient’s
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condition, i.e., transitions from 2 to 1, 2 to 0, and 1 to 0. Comparing the classifier’s sensitivity
for cases of deterioration, improvement, and stability reveals that classification quality
is best when the pattern remains constant. However, in the proposed model, when the
pattern deteriorates, the classification quality decreases only slightly. When the patient’s
condition improves, the classification quality of such a change is also high.

The approach to predicting changes in behavioral patterns can be applied in various
domains. However, the prerequisite is that the behavioral patterns must be defined by
experts based on selected parameters of complex objects. This relatively high level of
involvement from domain experts may be regarded, on the one hand, as a drawback
of the method. On the other hand, it enables the injection of domain knowledge into
machine learning models, which can improve their quality, especially when the available
datasets are relatively small. Moreover, such an approach may lead to the development of
so-called AI agents, which have recently been gaining significant popularity. One can easily
imagine an AI agent that interacts with a user (e.g., a physician) and answers questions
regarding the possibility of a given patient transitioning to a different behavioral pattern.
Furthermore, if, during such an interaction, the user wishes to change the definition of
the behavioral patterns being used, the AI agent can recalculate all the models used in
the AI framework in real time and then continue the dialogue with the user based on the
new models. The authors of this study plan to develop an AI assistant to support the
treatment of respiratory failure, including the prediction of patient transitions to different
behavioral patterns.

Author Contributions: A.S.: conceptualization, methodology, software, investigation, data curation,
writing draft preparation; J.G.B.: conceptualization, methodology, validation, investigation, supervi-
sion, funding acquisition; U.B.: methodology, validation, investigation, writing draft preparation;
P.K.: resources, data curation, methodology; S.B.-S.: resources, data curation, methodology. All
authors have read and agreed to the published version of the manuscript.

Funding: This research received no external funding.

Institutional Review Board Statement: The medical data used in the experiments described in
this publication were not collected as part of a medical experiment but rather during routine clin-
ical activities in a hospital. Therefore, according to current Polish law (Legal justification: Act of
5 December 1996 on the Professions of Physician and Dentist—the act is still in force today)
https://isap.sejm.gov.pl/isap.nsf/download.xsp/WDU19970280152/U/D19970152Lj.pdf (accessed
on 5 November 2025) their analysis does not require approval from a bioethics committee.

Informed Consent Statement: The data were obtained from the Jagiellonian University Medical
College (CM UJ) in 2005 and were anonymized (i.e., none of the members of the mathematical and
computer science research team had access to the patients’ identities). Consequently, under the
personal data protection law in force in Poland in 2005 (Act of 29 August 1997 on the Protection
of Personal Data, in force from 30 April 1998 to 25 May 2018) https://isap.sejm.gov.pl/isap.nsf/
download.xsp/WDU19971330883/O/D19970883.pdf (accessed on 5 November 2025) the use of such
data for scientific research was permitted and consent from participants was not required.

Data Availability Statement: The data presented in this study are available on request from the
corresponding author. The data are not publicly available due to patients origin.

Acknowledgments: This work was partially supported by the Centre for Innovation and Transfer of
Natural Sciences and Engineering Knowledge of University of Rzeszów, Poland. The authors are
very grateful to the Reviewers for the valuable comments which helped to improve the final version
of the paper.

Conflicts of Interest: The authors declare no conflicts of interest.

272



Appl. Sci. 2025, 15, 12133

References

1. Bazan, J.G. Hierarchical classifiers for complex spatio-temporal concepts. In Transactions on Rough Sets IX; Peters, J.F., Skowron,
A., Eds.; Springer: Berlin/Heidelberg, Germany, 2008; pp. 474–750.

2. Pedrycz, W.; Chen, S.-M. Time Series Analysis, Modeling and Applications. A Computational Intelligence Perspective; Springer:
Berlin/Heidelberg, Germany, 2013.

3. Pokkuluri, K.S.; Khang, A. Deep Learning for Identification of Behavioral Changes. In Behavioral Economics and Neuroeconomics of
Health and Healthcare; Jayasankara Reddy, K., Ed.; IGI Global Scientific Publishing: Hershey, PA, USA, 2025; pp. 65–78.

4. Farshid, P.; Mirnia, K.; Rezaei-Hachesu, P.; Maserat, E.; Samad-Soltani, T. Developing a model to predict neonatal respiratory
distress syndrome and affecting factors using data mining: A cross-sectional study. Int. J. Reprod. Biomed. 2023, 21, 909–920
[CrossRef] [PubMed]

5. Hsu, J.F.; Yang, C.; Lin, C.Y.; Chu, S.M.; Huang, H.R.; Chiang, M.C.; Wang, H.C.; Liao, W.C.; Fu, R.H.; Tsai, M.H. Machine
Learning Algorithms to Predict Mortality of Neonates on Mechanical Intubation for Respiratory Failure. Biomedicines 2021, 9, 1377.
[CrossRef] [PubMed]

6. Lei, Y.; Qiu, X.; Zhou, R. Construction and evaluation of neonatal respiratory failure risk prediction model for neonatal respiratory
distress syndrome. BMC Pulm. Med. 2024, 24, 8. [CrossRef] [PubMed]

7. Tao, Y.; Ding, X.; Guo, W.L. Using machine-learning models to predict extubation failure in neonates with bronchopulmonary
dysplasia. BMC Pulm. Med. 2024, 24, 308. [CrossRef] [PubMed]

8. Pawlak, Z. Rough Sets: Theoretical Aspects of Reasoning About Data; Kluwer: Norwell, MA, USA, 1991.
9. Pawlak, Z.; Skowron, A. Rudiments of rough sets. Inf. Sci. 2007, 177, 3–27. [CrossRef]
10. Synak, P. Temporal Aspects of Data Analysis: A Rough Set Approach. Ph.D. Thesis, The Institute of Computer Science of the

Polish Academy of Sciences, Warsaw, Poland, 2003. (In Polish)
11. Available online: https://github.com/aszczur/PyCommoDM/tree/main/bpatterns (accessed on 31 October 2025).
12. Available online: https://pandas.pydata.org/ (accessed on 31 October 2025).
13. Available online: https://scikit-learn.org/stable/ (accessed on 31 October 2025).
14. Kurian, J.F.; Allali, M. Detecting drifts in data streams using Kullback-Leibler (KL) divergence measure for data engineering

applications. J. Data Inf. Manag. 2024, 6, 207–216. [CrossRef]
15. Lu, J.; Liu, A.; Dong, F.; Gu, F.; Gama, J.; Zhang, G. Learning under Concept Drift: A Review. IEEE Trans. Knowl. Data Eng. 2019,

31, 2346–2363. [CrossRef]

Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual
author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to
people or property resulting from any ideas, methods, instructions or products referred to in the content.

273



Article

Possibilities of Reflecting the Mechanical Properties of
Non-Absordable Surgical Meshes in an AI-Based Model in the
Context of Industry 4.0/5.0

Marek Andryszczyk, Izabela Rojek, Tomasz Bednarek and Dariusz Mikołajewski *

Faculty of Computer Science, Kazimierz Wielki University, Chodkiewicza 30, 85-064 Bydgoszcz, Poland;
marek.andryszczyk@ukw.edu.pl (M.A.); izabela.rojek@ukw.edu.pl (I.R.); tomasz.bednarek@ukw.edu.pl (T.B.)
* Correspondence: dariusz.mikolajewski@ukw.edu.pl

Abstract: Non-absorbable surgical meshes are key biomedical materials used for tissue
reinforcement, designed for durability, biocompatibility, and mechanical stability in clinical
applications. The mechanical properties of these meshes, such as tensile strength, elas-
ticity, and porosity, are crucial for their long-term performance and integration with host
tissue. In the context of Industry 4.0/5.0, emphasis is placed on integrating intelligent
technologies, such as real-time data acquisition and advanced computational modeling,
to improve the design and production of surgical meshes. Computational models simu-
late the mechanical behavior of meshes under physiological conditions, enabling precise
optimization of their material properties and design. In this article, we propose potential
artificial intelligence (AI)-based approaches for future research, such as machine learning
(ML), for analyzing large datasets from computational and experimental studies to identify
optimal mesh configurations. The direction of tensile loading significantly influences the
mechanical response of the mesh. Transversely stretched specimens demonstrated higher
maximum failure forces and greater fatigue resistance than longitudinally stretched speci-
mens, both in sutured and unsutured conditions. Suturing the mesh to biological tissue
significantly reduced its mechanical strength and stiffness, demonstrating a weakening
effect at the mesh-tissue interface. Cyclic loading revealed a gradual decrease in strength in
all specimens, suggesting fatigue, but transversely stretched meshes maintained higher
forces for >1000 cycles than longitudinally stretched meshes. The observed differences in
mechanical behavior can be attributed to the anisotropic mesh structure and mechanical
suturing effects, which introduce stress concentrations and structural discontinuities. These
results emphasize the importance of considering both directionality and surgical technique
when selecting and implementing mesh implants. Both AI-based models achieved scores
above 80%, demonstrating their clinical utility and the potential for development toward
prediction accuracy above 85–90% in clinical settings. Future research should incorporate
AI-based computational models to improve predictive capabilities, ultimately leading to
the development of more effective, patient-specific surgical meshes.

Keywords: computer science; computational analysis; artificial intelligence; machine
learning; automation; surgical meshes; Industry 4.0; Industry 5.0

1. Introduction

Nonabsorbable surgical meshes are medical implants designed for long-term or permanent
soft tissue reinforcement. They are made of synthetic or biological materials that remain in
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the body indefinitely without being absorbed or degraded [1]. These meshes serve critical
purposes in a variety of surgical procedures, particularly in the repair of hernias, prolapses, and
other structural soft tissue defects. The primary purpose of nonabsorbable surgical meshes is
to provide permanent mechanical support, ensuring stability while the body heals and adapts.
Unlike absorbable meshes, which dissolve over time, these materials maintain their integrity
and tensile strength for the life of the patient [2]. Their durability makes them particularly
suitable for cases where permanent reinforcement is necessary, such as large or recurrent hernias.
Nonabsorbable surgical meshes are most commonly used in abdominal wall repair, but their
applications also include urology, gynecology, and reconstructive surgery [3]. Advances in
imaging and materials science have improved preoperative planning and mesh performance,
allowing surgeons to achieve better outcomes. The global market for these devices continues
to grow, reflecting the increasing incidence of hernias and other soft tissue defects. Nonab-
sorbable meshes originated in the mid-20th century with the development of polymers such as
polypropylene and expanded polytetrafluoroethylene. These materials were chosen for their
biocompatibility, strength, and resistance to infection or degradation. Over time, innovations in
mesh design have led to lighter, more flexible products with improved pore sizes that promote
tissue in growth while minimizing complications. Modern nonabsorbable meshes use advanced
manufacturing technologies, including 3D knitting and laser cutting, to create customizable
structures tailored to specific clinical needs [4]. Some meshes are coated with antimicrobials or
hydrophilic layers to reduce the risk of infection and improve biocompatibility. Others incorpo-
rate composite designs that combine different materials to optimize strength and integration
with the surrounding tissue [5,6]. Despite their advantages, nonabsorbable meshes are not with-
out their challenges, including the risk of infection, chronic pain, and mesh erosion. Addressing
these complications has led to ongoing research to improve mesh properties and surgical
techniques. The use of robotic and laparoscopic technologies has also increased the precision
of mesh placement, reducing recovery time and complications. With increasing regulatory
scrutiny, manufacturers are now focusing on rigorous testing and clinical evaluation of new
mesh designs [5,6]. This has led to the development of meshes that balance strength with
patient comfort, including ergonomic designs that conform to anatomical structures [7,8].
Nonabsorbable surgical meshes play a critical role in modern medicine, providing long-term
solutions for difficult surgical repairs.

The mechanical properties of these meshes, such as tensile strength, elasticity, and porosity,
are essential for their long-term performance and integration with host tissue [9,10]. Towards
Industry 4.0/5.0, the emphasis is on integrating intelligent technologies, such as real-time data
acquisition and advanced computational modeling, to improve the design and production
of surgical meshes [11]. Computational models simulate the mechanical behavior of meshes
under physiological conditions, enabling precise optimization of their material properties and
structural designs [12]. Advanced simulations to date use finite element analysis to predict stress
distribution, strain, and failure mechanisms in the mesh under dynamic loading conditions.
In this article, we propose the use of data-driven approaches such as artificial intelligence and
machine learning to analyze large datasets from computational and experimental studies to
identify optimal mesh configurations. Industry 4.0 emphasizes connectivity and automation,
facilitating the integration of sensor technologies into the manufacturing process to monitor
material quality and performance in real time. Additive manufacturing (3D printing) combined
with computational models enables the production of custom-designed meshes with patient-
specific properties, allowing for improved clinical outcomes [5,13]. Moving toward Industry
5.0, a human-centric approach focuses on incorporating human expertise with computational
advances to develop more sustainable, efficient, and user-centric surgical meshes [14]. Compu-
tational modeling in the context of Industry 4.0/5.0 revolutionizes the design and evaluation

275



Appl. Sci. 2025, 15, 12894

of nonresorbable surgical meshes, supporting innovation and improving patient care through
precision and intelligent manufacturing [6].

Nonabsorbable surgical meshes are evaluated for mechanical properties such as tensile
strength, elasticity, pore size, and fatigue resistance to ensure long-term biocompatibility
and structural integrity. In the context of Industry 4.0, advanced manufacturing and sensor
integration enable real-time monitoring and quality control of these mechanical attributes.
New AI-based models contribute to predictive analysis and optimization of mesh perfor-
mance based on massive clinical and material testing datasets. Industry 5.0 introduces
a human-centric paradigm, where ergonomic feedback and clinician-in-the-loop mecha-
nisms drive iterative improvements in mesh design. These systems aim to improve user
interaction, comfort, and implant outcomes through continuous feedback loops involving
surgeons and patients. However, the incorporation of such human-centric innovations
into current AI-based models remains largely conceptual and underdeveloped in practice.
While these ideas suggest a promising future for co-adaptive medical devices, current
methodologies often lack the depth to justify true adaptation to Industry 5.0. Clinician
feedback is sometimes used to refine models, but the integration remains minimal and is not
systematically validated. Ergonomics assessments are rarely standardized or quantitatively
linked to mesh performance metrics in AI systems. Thus, despite references to Industry 5.0,
this link has not yet materially influenced the empirical framework or results.

The mechanical properties of nonabsorbable surgical meshes, such as tensile strength,
pore size, and fatigue resistance, are also fundamental to their long-term clinical perfor-
mance. Traditionally, challenges in this area include manufacturing variability, lack of
standardized testing, and limited in vivo predictability. These fundamental concerns must
be clearly defined before moving to the opportunities offered by digital and AI-assisted
approaches. Advanced computational tools within established materials science frame-
works are needed, as well as a combination of classical mechanical testing with AI-based
modeling to help explain how data from physical experiments can most effectively be fed
into predictive systems. The leap into Industry 4.0/5.0 paradigms requires grounding in
traditional engineering workflows to fully convey its significance. In the AI-based model,
Industry 4.0 is reflected in data acquisition, simulation, and pattern recognition. In the case
of Industry 5.0, concepts such as personalization, ergonomic design, and feedback loops
for physicians remain largely conceptual and currently under-implemented. So, while the
study suggests innovation, its structural flow and depth of integration limit its effectiveness
in fully capturing the Industry 4.0/5.0 transition.

This manuscript introduces a novel study of the mechanical properties of nonabsorbable
surgical meshes, uniquely integrating their characterization with Industry 4.0/5.0 paradigms.
The study innovatively uses AI-based modeling to predict and optimize mesh performance,
combining material science and smart manufacturing. Unlike previous work, it contextualizes
surgical mesh evaluation within cyber-physical systems, enabling real-time feedback and
intelligent decision-making in the future. The manuscript approach uses ML to discrimi-
nate between complex, nonlinear relationships between mesh structure, composition, and
biomechanical behavior. It pioneers the incorporation of digital twins into the medical textile
field, enhancing predictive maintenance and customization capabilities. By aligning mesh
production and evaluation with digital transformation goals, it offers scalable, data-driven so-
lutions for quality assurance and personalized medicine. This fusion of traditional biomedical
engineering with cutting-edge AI and Industry 4.0/5.0 technologies represents a significant
and original contribution to both the medical and manufacturing research communities.

This study addresses Industry 4.0/5.0 by demonstrating how data from physical and
mechanical tests of non-absorbable surgical meshes can be transformed into predictive
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AI-based digital models. It aligns with smart manufacturing principles by combining
laboratory measurements of material behavior with computational tools that can support
automated quality assessment and design optimization. By integrating the physical and
digital domains, this work contributes to establishing biomedical materials DTs as a key
element of cyber-physical Industry 4.0 systems. The study also reflects Industry 5.0 values,
enabling more human-centric, customizable, and precise medical device development,
supported by AI-assisted design rather than simple automation. The study positions
biomedical materials testing within a broader smart manufacturing ecosystem, where data,
models, and expertise work together to enhance product reliability and innovation.

The aim of this study is to experimentally investigate the influence of tensile loading
direction and suture integration on the mechanical behavior and fatigue resistance of
nonabsorbable polypropylene surgical meshes.

2. Materials and Methods

2.1. Material

The study used the Optomesh Macropore surgical mesh (TRICOMED SA, Łódź, Poland)
(Figure 1) [15]. The study uses Optomesh Macropore as a representative mesh, clearly
describing its structural and mechanical properties. The macroporous architecture of this
mesh and the polypropylene composition make it suitable for assessing both biomechanical
performance and long-term durability. The rationale for selecting Optomesh Macropore is
its availability, popularity, and representativeness of parameters. In the context of Industry
4.0, Optomesh’s AI-based modeling enables detailed simulations and predictions based on
mechanical test data. These models help refine design parameters and identify potential
failure modes under physiological loads. The well-documented properties of the mesh allow
for more accurate data input into the computational framework, combining material science
with digital innovation. The company’s extensive offer includes primarily medical implants,
specialist dressings and compression products for scar rehabilitation. Optomesh is a non-
resorbable surgical mesh recommended for reconstructive procedures to fill soft tissue defects.
It is made using a knitting technique from transparent, monofilament polypropylene yarn
with high biocompatibility with the body. It is fully synthetic, does not contain any allogenic
or animal additives. These meshes are characterized by:

• High mechanical strength ensuring a permanent connection of the mesh to the tissue;
• Multidirectional shape memory;
• Low surface mass;
• Edge fraying and resistance to thread pulling during sewing close to the edge;
• High resistance to seam tearing;
• Minimal risk of bacterial infection, thanks to the use of a monofilament structure.

Optomesh surgical meshes are used in cases such as abdominal hernias, postopera-
tive hernias, inguinal hernias, femoral hernias, periumbilical hernias, and hernias in the
postoperative scar. Main physical parameters:

• Surface mass of the meshes–varies depending on the mesh variant from 60 to 85 g/m2,
ensuring comfort of use for the patient;

• Mesh thickness–similarly to the above parameter, this value varies depending on the mesh
variant and ranges from about 0.4 mm to about 0.8 mm, ensuring high mechanical strength;

• Thread thickness–the meshes are made of monofilament yarn suitable for large-pore
meshes, therefore ensuring high resistance to tearing out of the sutures with which the
meshes are attached to the tissues.
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Figure 1. Protocol of the study.

Nonabsorbable surgical meshes must demonstrate high tensile strength, elasticity, and
dimensional stability to withstand the long-term mechanical stresses of the human body
without degradation. These meshes are typically tested for uniaxial tensile loading, cyclic
fatigue, and fracture toughness to simulate physiological conditions and ensure reliable
performance. Key mechanical properties such as ultimate tensile strength (UTS), Young’s
modulus, elongation at break, and suture retention strength are critical benchmarks for
biocompatibility and mechanical integrity. Industry 4.0/5.0 enables advanced AI-based
modeling to analyze these test results, identify patterns, and optimize mesh design for
specific clinical scenarios. The AI-based model reflects feedback from high-throughput
mechanical testing, using machine learning algorithms to predict material behavior under a
variety of anatomical and surgical conditions. These models confirm that the meshes meet
fundamental criteria for medical materials, including mechanical compatibility, minimal
strain under stress, and fatigue resistance. As a result, the integration of AI into mesh
testing and analysis confirms their suitability for long-term implantation and supports
precise design for patient-specific surgical applications.

Representative values for key mechanical properties of nonresorbable surgical meshes,
typically used in hernia repair and other soft tissue reinforcement applications can vary
depending on the material (e.g., polypropylene, polyester, ePTFE), weave pattern, and
manufacturing method, but they serve as critical benchmarks:

1. Ultimate tensile strength:

• Range: 15–120 MPa;
• Typical polypropylene mesh: 30–50 MPa;
• A higher UTS ensures the mesh can withstand internal stresses without failure;
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2. Young’s modulus:

• Range: 0.1–1.0 GPa (100–1000 MPa);
• Typical polypropylene mesh: 200–500 MPa;
• Reflects stiffness: must balance support and flexibility to avoid discomfort or

damage to surrounding tissue;

3. Elongation at Break:

• Range: 50–150%;
• Typical polypropylene mesh: 70–100%;
• Indicates mesh elasticity; essential to accommodate dynamic physiological move-

ments without tearing;

4. Suture Retention Strength:

• Range: 5–20 N;
• Typical polypropylene mesh: 10–15 N;
• Ensures that sutures do not tear through the mesh during or after implantation,

maintaining fixation.

These mechanical properties are aligned with ISO 13934-1 [16] and ASTM D5035 [17]
testing standards and are considered critical indicators of mechanical integrity, biocom-
patibility, and long-term performance. AI-based models using these values can accurately
predict in vivo behavior and suitability, verifying that the meshes meet the stringent re-
quirements for permanent implantation in medical applications.

2.2. Methods

The study was conducted on Optomesh Macropore surgical meshes made of monofil-
ament polypropylene. The aim was to determine their mechanical properties in different
stretching directions and in conditions simulating real clinical application (suturing with
tissue). The study was conducted according to the protocol presented in Figure 1.

Preparation of the material for testing included cutting the each mesh into four smaller
fragments in two perpendicular directions:

• Samples A—cut longitudinally (Figure 2),
• Samples B—cross-cut (Figure 3).

 

Figure 2. Optomesh Macropore surgical mesh. Lines show where the mesh was cut into 50 mm× 25 mm
samples. Arrows show the direction in which samples A were stretched.
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Figure 3. Optomesh Macropore surgical mesh: lines show where the mesh was cut into 50 mm × 25 mm
samples. Arrows show the direction in which the B samples were stretched.

156 samples were used in the study. The mesh samples were statically and cyclically
tested in two directions (Figures 2 and 3) to check for differences in the weave and thus in
the mesh production and consequently in the tensile strength. The samples were rectangular
in shape, 50 mm long and 25 mm wide. At this stage, the quality of the cut and any damage
to the edges were assessed, and a preliminary microscopic analysis of the mesh structure
was performed (Figure 4) (sample data set in the Supplementary Materials).

 

Figure 4. Microscopic image of Optomesh Macropore surgical mesh.
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The samples were sewn together with prepared fragments of bovine skin (2 mm thick),
which were intended to simulate anatomical conditions. This type of sample allows for an
approximate determination of how the meshes together with surgical threads will behave
in the human body. The difference between the mesh samples placed directly in the forceps
of the testing machine and the samples shown in Figure 5 is that in the case of the former,
the force is distributed over the entire width of the sample. The situation is different in the
case of meshes sewn between the skin, because they are placed in the forceps only with the
skin part, and the tensile force acts only in the places where the seams occur (two points on
each side).

 

Figure 5. A mesh sample sewn with a single seam onto two pieces of cowhide.

The suture used in the study was Prolene [8] (Figure 6). This is a synthetic, nonab-
sorbable suture made of polypropylene, dyed blue to increase its visibility in the surgical
field. It is indicated for soft tissue approximation and ligation, and is used in cardiology,
ophthalmology, and neurology. Prolene suture strengths:

• Used in over 100 million people worldwide, including 8 out of 10 coronary artery
bypass grafting procedures;

• High tensile strength;
• Unique manufacturing process that ensures a uniform suture diameter, eliminating

weak points in the suture.

 

Figure 6. Single pack of Prolene suture.
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Prolene is a nonabsorbable suture that causes minimal inflammatory reactions in the
tissue. It is a monofilament thread, which makes it resistant to infections, so it can be
used in contaminated areas and infected wounds, in order to minimize the subsequent
displacement of the thread above the skin surface. Threads with metric numbering 2-0
were used for the study [18].

In the first phase of the study, static mechanical tests were performed using an Instron
E3000 (Instron, Norwood, MA, USA) testing machine. The tensile speed was 5 mm/min,
in accordance with the ASTM D638 [19] standard:

• For unstitched mesh: Samples A and B were tested separately, according to the tensile
direction–half samples each were used in the test;

• For meshes sewn to the skin (imitating a connection with tissues): Samples marked as
A‘ and B‘ were tested in an analogous manner–half samples were used in the study.

All samples were stretched to failure and data were recorded in terms of failure force
and strain.

In the second phase of the study, cyclic tests (reproducing dynamic loads) were carried
out, which were to simulate repeated body movements. The tests were also carried out on
the Instron E3000 machine. The amplitude of the material stretching was 2 mm (10% of the
sample length), and the cycle frequency was 0.5 Hz. The tests were repeated in the same
arrangement for unstitched meshes (A and B) and stitched to the skin (A‘ and B‘). The aim
was to determine the effect of dynamic loading on the mechanical durability of the meshes
and their behavior in different stretching directions. The study used 3 samples for each of
the tests.

After the tests were completed, a microscopic analysis of the mesh structure and
damage (destruction) locations was performed. A Delta Optical ZS-430 (Delta Optical,
Gdańsk, Poland) optical microscope with an 8 Mpa digital camera was used for microscopic
examinations. The microscopic evaluation was performed at 10× magnification. The
collected data were subjected to statistical analysis: average values of destructive force and
deformation were calculated, standard deviations and coefficients of variation were taken
into account, and comparison charts were prepared.

2.3. Statistical and Computational Analysis

The collected data were subjected to basic statistical analysis. For each group of
samples (A, B, A‘, B‘) the following were calculated: arithmetic mean, standard deviation,
coefficient of variation and quartiles (minimum value, Q1, median, Q3, maximum value).
These indices allowed for the comparison of mechanical properties of the meshes depending
on the direction of stretching and the use of stitching with the skin. The Student t test
was used for statistical comparison of results, and significant differences between the
results were considered when the p-value was <0.05. Calculations and visualizations were
performed in Microsoft Excel (Microsoft, Redmond, WA, USA) and Statistica 13 (StatSoft
Inc., Tulsa, OK, USA).

Statistical comparisons based on t-tests were performed with the awareness that some
groups had relatively small sample sizes, which may challenge the assumptions underlying
parametric tests. Therefore, normality of distribution was checked both using the Shapiro–
Wilk test and by visual inspection of Q-Q plots to ensure that the data did not deviate
significantly from a Gaussian distribution. Homogeneity of variance was assessed using
Levene’s test to verify that group variances were sufficiently comparable for t-tests of the
pooled variance. In cases where these assumptions were not met or when sample sizes
were too small to reliably test, nonparametric alternatives, such as the Mann–Whitney U
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test, were used. This approach ensured that statistical inferences were based on methods
appropriate to the data structure and sample size limitations.

Computational models were performed in ML.NET, Visual Studio 2022 (Microsoft,
Redmond, WA, USA). The choice of ML.NET in Visual Studio 2022 for modeling the
strength of surgical sutures can be justified by several technical and practical arguments.
ML.NET is a machine learning library developed by Microsoft, designed to work in the.NET
environment. This allows you to seamlessly integrate ML models with medical applications
written in C#, e.g., image analysis systems or electronic medical records. Visual Studio
2022 offers ML.NET Model Builder tools, which allow users with less experience in ML
to quickly train models without writing code from scratch. In addition, modeling the
strength of surgical sutures is usually a classic case of regression, where we predict a
numerical value (e.g., the force of thread breakage). ML.NET supports many regression
algorithms, such as FastTree (Gradient Boosting), SDCA (Stochastic Dual Coordinate As-
cent) or LightGBM. This allows you to automatically compare multiple algorithms, choose
the best one, and assess accuracy using metrics such as R2 or Root Mean Squared Error
(RMSE). Strength inputs can come from a variety of sources, including biomechanical
experiments, thread characteristics (thickness, material, structure), and operating condi-
tions (temperature, humidity), and ML.NET allows you to easily import data from CSV
files, SQL databases, or directly from applications, making it easy to transform research
lab data into predictive models. In clinical applications, understanding the model is key,
and ML.NET allows you to closely track the training, feature engineering, and evaluation
processes of the model. Open source and the absence of a “black box” (like AutoML
without controls) increase transparency and trust in the results—important for medical
certification. ML.NET allows you to export the model as a C# or API file, load the model
into a desktop, web, or mobile application, and run the model offline, locally in the lab or
within the hospital network, without the need for the cloud, which increases the security of
medical data.

The input data was audited for completeness, repeatability, and lack of outliers, and
processed into a csv file. Data normalization was performed within the MS Visual Studio
2022 environment. The result was computational models ranked from best, with the main
selection criteria being model accuracy and the smallest error.

The model was developed by pre-splitting the full dataset into separate training and
test subsets, ensuring that all measurements from the same physical sample were placed in
only one subset to prevent overlap. A typical 70%/30% split was used, allowing the model
to learn underlying patterns from a larger portion while retaining a portion for independent
performance evaluation. To increase robustness, k-fold cross-validation was performed on
the training set, allowing the algorithm to be repeatedly trained and validated on different
internal partitions without exposing the test set during tuning. Hyperparameters were
optimized exclusively within these cross-validation loops to ensure that no information
from the test set influenced the model configuration. Data leakage was further prevented
by standardizing or normalizing the input data after the training and test splits, fitting
preprocessing parameters only to the training data, and applying them to the test data.
methodological safeguards reinforce the belief that reported predictive accuracy reflects
true generalization and not random reuse of information.

3. Results

The tested samples were subjected to a static and cyclic stretching test. This was to
reflect the behavior of the meshes after their implementation in the abdominal cavity. The
movements and behaviors that people perform every day affect the forces acting on surgical
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meshes connecting the edges of damaged tissues. The study aimed to check whether the
direction of the mesh during its sewing into the damaged tissue site is important. All
samples cracked, both when stretched longitudinally (samples referred to hereinafter as A)
and transversely (samples referred to hereinafter as B), and in none of them did the mesh
come undone. In the case of meshes sewn between two pieces of cowhide, a difference in
the way the meshes stretched could be seen. In the case of tests on the meshes themselves,
the action of the tensile force was visible along the entire length of the mesh attachment
in the forceps of the testing machine, whereas in the case of sewn meshes, the force acted
only at the seams (Figure 7). Strength parameters were analyzed in terms of values such as
mean parameter value, standard deviation, coefficient of variation and quartiles (minimum
value, Q1, median, Q3, maximum value).

 

Figure 7. Mesh sample, type A (left) and A‘ (right) at the moment of failure during the static
tensile test.

Microscopic images allowed us to take a closer look at the structure and weave of the
meshes, and also to see how the meshes were destroyed (Figure 8).

 

Figure 8. Microscopic image of Optomesh Macropore surgical mesh that fractured in a static ten-
sile test.
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3.1. Results from the Monotonic Tensile Test

The following four graphs (Figure 9) show the results of static tensile tests. The
individual graphs were compared, taking into account the type of samples and their
direction of stretching. The samples with the best individual graphs were selected, i.e., those
that did not show any signs of artifacts during the strength test. Artifacts are disturbances
created during the test as a result of the machine operation and abrupt changes in force
and mesh displacement.

 
Figure 9. Tensile test graph of the meshes themselves, divided into the tensile direction (A—
longitudinally, B—transversely).

3.1.1. Force

The average breaking force for unsewn surgical mesh samples was significantly higher
than for samples sewn to the skin. For meshes tested longitudinally (samples A), the
average value was 146.49 N, while for samples sewn in the same direction (A‘) it was only
75.52 N, which is a decrease of almost 48%.

For meshes stretched transversely, the breaking force for unsewn samples (B) was
149.14 N, and for sewn samples (B‘) it was 52.33 N, which is a decrease of as much as 65%.
This means that sewing the mesh significantly reduces its mechanical strength, regardless
of the direction of stretching.

The dispersion of results in each group was assessed using the standard deviation and
the coefficient of variation. The standard deviation was the lowest for B samples (7.87 N)
and the highest for A‘ (21.48 N), which may be related to differences in seam quality and
local stress. The coefficient of variation for sutured samples was clearly higher (A‘: 28.4%,
B‘: 36.0%) than for unsutured samples (A: 13.2%, B: 5.3%), indicating greater instability of
the results in the sutured groups. To verify the significance of these differences, statistical
analysis was performed using the Student (Welch) t-test. The test results are as follows:

• A vs. A‘: statistically significant difference (p < 0.001); stitching significantly reduces
the strength of longitudinally stretched meshes.

• B vs. B‘: statistically very significant difference (p < 0.001); suturing significantly
weakens transversely stretched meshes.

• A vs. B and A‘ vs. B‘: the difference was not statistically significant.

The above data confirm that the greatest influence on reducing the destructive force
is the very fact of sewing the mesh, regardless of the direction of its arrangement. The
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differences between the directions (A vs. B, A‘ vs. B‘) did not reach the level of statistical
significance (Table 1).

Table 1. Descriptive analysis of the force parameters required to destroy the surgical mesh in the
static stretching test, divided into the type of samples and the direction of their stretching.

Stretching Direction M SD V Min Q1 Me Q3 Max

Just the mesh

Lengthwise (A) 146.49 19.29 13.2% 122.2 133.3 142.3 161.2 172.0

Crosswise (B) 149.14 7.87 5.3% 137.6 145.3 147.6 154.5 159.1

Sewn mesh

Lengthwise (A‘) 75.52 21.48 28.4% 36.9 69.8 82.0 87.0 97.7

Crosswise (B‘) 52.33 18.83 36.0% 30.6 37.3 52.9 63.5 78.5
Where M—mean value, SD—standard deviation, V—variability, Min—minimum value, Q1—first quartile, Me—
median, Q3—third quartile, Max—maximum value.

The results of the force required to break the meshes are presented in the following
graph with the division into the direction of sample stretching marked (Figure 10).

Figure 10. Graphical representation of the maximum force required to break samples of the meshes
themselves, taking into account the division into the direction of their stretching.

3.1.2. Deformation

The results presented in Table 2 show the values of the maximum deformation of
surgical meshes at the moment of failure, taking into account the direction of stretching
and the configuration of the sample (sutured or not). The average deformation values
for unsutured samples were 14.32 ± 1.53 mm (A—longitudinally) and 14.77 ± 0.80 mm
(B—transversely), which indicates very similar mechanical compliance of the material in
both directions. Statistical analysis did not show significant differences between these
two groups (p = 0.894). In turn, the deformation of samples sutured with a fragment of
bovine leather was significantly greater, reaching an average of 30.51 ± 5.80 mm for A‘
and 31.90 ± 6.35 mm for B‘. The difference between these values did not reach the level
of statistical significance (p = 0.532), which suggests that the direction of loading does not
affect the maximum deformation in the sutured configuration. Significant differences were
revealed when comparing the sutured and unsutured samples. Both in the case of longitu-
dinal (A vs. A‘, p < 0.001) and transverse (B vs. B‘, p < 0.001) stretching, highly statistically
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significant increases in strain were noted after sewing the mesh. These results confirm that
the connection of the mesh with a fragment of biological tissue significantly affects the
change in its mechanical properties, increasing its susceptibility to deformation. This may
result from a decrease in the local stiffness of the system or the effect of redistribution of
stresses resulting from sewing.

Table 2. Descriptive analysis of the deformation parameters [mm] of the surgical mesh, resulting
from the static stretching test, divided into the type of samples and their stretching direction.

Stretching Direction M SD V Min Q1 Me Q3 Max

Just the mesh

Lengthwise (A) 14.32 1.53 10.7% 12.6 13.1 13.7 15.7 16.3

Crosswise (B) 14.77 0.80 5.4% 13.5 14.4 14.8 15.2 16.0

Sewn mesh

Lengthwise (A‘) 30.51 5.80 19.0% 19.9 29.6 31.6 33.7 36.7

Crosswise (B‘) 31.90 6.35 19.9% 20.1 31.3 33.4 35.3 38.0
Where M—mean value, SD—standard deviation, V—variability, Min—minimum value, Q1—first quartile, Me—
median, Q3—third quartile, Max—maximum value.

The results of mesh deformation are presented in the graph below with the division
into the direction of sample stretching indicated (mesh itself and sewn mesh—Figure 11).

Figure 11. Graphical representation of the deformation of mesh samples, taking into account the
division into the direction of their stretching.

3.2. Results from the Cyclic Stretching Test

The next four graphs (Figures 12 and 13) show the results from the cyclic tensile tests.
As in the case of the static tensile test, the samples with the best individual graphs were
selected, i.e., no signs of failure during the strength test.

The tests were carried out at a constant stretching amplitude of 2 mm and a frequency
of 0.25 Hz, which was intended to reproduce fatigue conditions similar to those occurring
in vivo, e.g., during the patient’s daily activity.

Each point on the graph represents the value of the force recorded in a single cycle
for one sample—corresponding to the mechanical resistance of the mesh at a deformation
of 2 mm. The range of cycles is from 1 to 1000, and the horizontal axis is presented on a
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logarithmic scale, which allows for a detailed analysis of changes occurring both at the
beginning and in the final phase of loading.

Figure 12. Cyclic tensile test graph of the meshes themselves, divided into the tensile direction
(A—longitudinally, B—transversely).

Figure 13. Cyclic tensile test graph of sewn meshes, divided into the tensile direction (A‘—
longitudinally, B‘—transversely).

The mesh samples stretched in the longitudinal direction (A) showed an initial value
of the force required for deformation at the level of 45 N. With the increase in the number of
cycles, a gradual, almost linear decrease in force was observed towards a value of 31 N after
1000 cycles. This means a loss of about 31% of the initial stiffness of the material during the
test, which may indicate slight damage to the micropore structure or displacement of the
mesh fibers. For samples stretched transversely (B), the initial force values were higher and
amounted to about 55 N, and the final force values after 1000 cycles dropped to about 41 N.
Despite the drop, the B meshes maintained higher force values throughout the test, which
suggests that the material in the transverse direction is characterized by greater resistance
to mechanical fatigue.

The results presented in Figure 11 for the sewn samples indicate a significantly lower
level of force required for deformation. For sample A‘ the initial values of the force required
for deformation were 5.8 N and during the test they decreased gradually, reaching a level
of about 4.1 N after 1000 cycles. The decrease in force was visible. Despite the fatigue
effect, the mesh sewn to the skin retained some of its stiffness. The values of the initial
force required for deformation in group B‘ samples were clearly lower, amounting to 4.5 N
at the beginning of the test, and decreased faster than in group A‘, reaching a level of 2.9 N
after 1000 cycles.
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In the unstitched samples (A and B), the initial force values were higher than in the
stitched samples (A‘ and B‘), confirming the negative effect of stitching on the integrity
and stiffness of the system. In group A, the initial force was 45 N and decreased to 31 N
after 1000 cycles, while in group B the values ranged from 55 N to 41 N. Sample B showed
better fatigue resistance than A, suggesting that the transverse direction of stretching
provides greater mechanical stability of the mesh. In the stitched samples, the forces were
significantly lower. In group A‘, the force decreased from about 5.8 N to 4.1 N, while in
B‘–from 4.5 N to 2.9 N. Stitching the material increased susceptibility to fatigue degradation,
which may result from local weakening of the structure due to the presence of stitches
and uneven stress distribution. In conclusion, both the direction of stretching and the
presence of suture have a significant influence on the fatigue behavior of surgical meshes.
A decrease in stiffness during the test was observed in all groups, but the rate and extent
of the force decrease were different and dependent on the mechanical arrangement of
the sample.

3.3. Results of Computational Modeling

The comprehensive experimental dataset provided here offers valuable insights and
foundational data, which could be used in future artificial intelligence and machine learning
analyses for predictive modeling of surgical mesh behavior. In the study, two models were
created to answer the following research questions:

• how to predict the connection forces,
• what thread to choose to obtain a given connection force.

After the analyses, the number of model parameters was reduced to the following (for
156 samples):

1. Input parameters:

• Skin connection,
• Stretching direction,
• Fixing,
• Thread Strength,

2. Output parameter:

• Strength of entire connection.

The results for entire strength connection prediction are presented in Table 3 and
Figure 14—a good prediction accuracy of 84.12% was achieved, giving a chance for clinical
application of the model after tuning it and expanding the database.

The results for thread selection to obtain a given connection strength are presented in
Table 4 and Figure 15—a good prediction accuracy of 82.47% was achieved, also giving the
prospects for clinical use of the model after tuning it and expanding the database.

Table 3. Top results for entire strength connection prediction (of 42 models).

Algorithm Accuracy Absolute-Loss
Squared-

Loss
RMS-Loss

SdcaRegression 84.12 13.63 286.19 16.68

LbfgsPoissonRegressionRegression 83.98 12.99 273.83 16.33

LightGbmRegression 83.94 13.21 282.11 16.56

FastForestRegression 83.86 13.07 275.63 16.40

LightGbmRegression 83.84 13.11 279.22 16.49
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Figure 14. Values of MSE during learning for entire strength connection prediction (print screen from
ML software VisualStudio 2022).

Table 4. Top results for thread selection to obtain a given connection strength (of 47 models).

Algorithm Accuracy Absolute-Loss
Squared-

Loss
RMS-Loss

SdcaRegression 82.47 13.57 285.32 16.65

LbfgsPoissonRegressionRegression 81.77 12.26 283.95 16.21

LightGbmRegression 80.52 13.11 279.13 16.97

LightGbmRegression 79.14 13.37 277.54 16.13

FastForestRegression 78.22 13.23 276.13 16.44

Figure 15. Values of MSE during learning for thread selection to obtain a given connection strength
(print screen from ML software).

In Tables 3 and 4 we presented only the top five models/algorithms out of 42 and 47
tested ML models, respectively. SdcaRegression and FastForest Regression are the names
of the ML models.

The TRIPOD model compliance report showed that the model was developed using a
multivariate regression approach with predictors selected based on both prior literature and
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exploratory correlation analysis. Internal validation was performed with cross-validation
to assess model stability. Missing data were noted as less than 5% missing and were
treated using mean or median imputation, depending on the variable type. Calibration
showed a calibration slope close to 1.0, indicating good agreement between predicted and
observed results.

The study effectively investigates the mechanical properties of nonabsorbable sur-
gical meshes by comparing sutured and unsutured specimens in a standardized test
framework. Sutured specimens exhibit reduced elasticity and increased local stress con-
centrations, leading to earlier mechanical failure compared to unsutured counterparts.
This difference is clearly described and reflects the mechanical effects of needle pene-
tration and suture tension on mesh integrity. Suturing introduces discontinuities and
stress increases in the mesh structure, which weakens its ability to evenly distribute
loads. From a mechanical perspective, these changes disrupt the native strain behav-
ior of the mesh, increasing stiffness and reducing fatigue resistance. An AI-based model
captures these changes, using empirical data to simulate performance outcomes under
various clinical fixation scenarios. In the context of Industry 4.0, this integration sup-
ports predictive modeling and virtual prototyping of mesh placement techniques. While
Industry 5.0 promotes clinician feedback in the loop, the current model only implicitly
addresses user interaction in surgical decision-making. Nevertheless, recognizing the
mechanical impact of sutures provides valuable insights for both design optimization
and surgical guidance. The study’s clear presentation of sutured and unsutured perfor-
mance enhances the validity of its findings within a digitally assisted, patient-specific mesh
planning framework.

Suturing nonabsorbable surgical meshes introduces local stress concentrations at
the needle entry points, which can act as initiation points for mechanical failure. These
stress spikes disrupt the uniform load distribution across the mesh, reducing its overall
flexibility and fatigue resistance. An AI-based model captures these effects by analyzing
strain patterns and identifying zones of mechanical compromise due to suturing. As part of
Industry 4.0, such modeling supports virtual testing and optimization of surgical fixation
techniques. Industry 5.0 adds a human-centric layer where surgeon feedback can guide
improvements in mesh design and application strategies. Therefore, understanding how
suturing compromises performance is critical to developing smarter, more resilient meshes
that are based on both data and clinical insights.

4. Discussion

The mechanical properties of nonabsorbable surgical meshes, including tensile
strength, stiffness, and fatigue resistance, provide the foundation for AI-based model-
ing to optimize mesh design and performance. These Industry 4.0-ready models enable
predictive simulations and virtual prototyping to predict clinical outcomes. However,
several practical barriers hinder seamless implementation of AI integration into clinical
workflows. Regulatory requirements pose significant challenges, as AI tools used in health-
care must meet stringent standards for safety, transparency, and repeatability. Clinical
validation is another critical hurdle, requiring extensive in vivo and multi-center studies to
ensure AI predictions translate into real-world performance. Additionally, integration with
existing hospital IT systems is often complex due to concerns about compliance, data secu-
rity, and interoperability. While Industry 5.0 emphasizes human-centered innovation, its
implementation remains limited unless these systemic barriers are addressed. Overcoming
these challenges is essential to fully realize the potential of AI-assisted mesh technology in
routine surgical practice.
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The mechanical behavior and fatigue resistance of nonabsorbable polypropylene
surgical meshes are fundamental to their clinical efficacy, especially in procedures such as
hernia repair and pelvic organ prolapse (POP) surgery [20–23]. Recent experimental studies
have highlighted the importance of factors such as fiber orientation, suture integration,
and load direction, which directly affect the mechanical integrity, degradation profile, and
long-term functionality of mesh implants [24–27].

Historically, polypropylene has been the material of choice for surgical meshes due to
its favorable mechanical properties, such as high tensile strength, flexibility, and structural
stability under loading conditions [28,29].

The mechanical properties of nonabsorbable surgical meshes—such as tensile strength,
pore stability, and fatigue resistance—are critical to ensuring long-term implant success.
AI-based models within Industry 4.0 offer powerful tools to simulate and predict these
properties in a variety of clinical settings. However, for clinical implementation, these
models must undergo extensive validation and robustness testing to ensure reliability across
a variety of patient populations and surgical scenarios. Validation must include in vitro,
in vivo, and potentially multicenter clinical studies to confirm that the AI predictions are
consistent with real-world outcomes. Robustness testing is also necessary to assess the
model’s sensitivity to changes in mesh type, surgical technique, and patient-specific factors.
While Industry 5.0 envisions a human-centric, personalized approach to healthcare, it is
highly dependent on the reliability of such AI systems. Without comprehensive validation,
integrating AI into clinical decision-making remains speculative and potentially risky.
Therefore, before widespread adoption, AI tools for evaluating surgical meshes must meet
rigorous clinical and regulatory standards.

In this study, the maximum tensile forces observed for seamless polypropylene meshes
were 146.49 N (longitudinal direction, group A) and 149.14 N (transverse direction, group
B), while for the stitched samples the maximum tensile forces decreased significantly to
75.52 N (A‘) and 52.33 N (B‘), respectively. These values are consistent with reports from
the literature, where similar polypropylene meshes tested under monotonic tensile loading
showed maximum failure forces in the range of about 120–180 N.

In particular, meshes made of isotactic polypropylene (i-PP) exhibit improved fa-
tigue resistance, maintaining structural integrity under cyclic loading conditions [28,30].
However, the inherent anisotropy of the mesh design often leads to direction-dependent
mechanical responses. This was evident in our findings, where the transverse samples (B)
consistently outperformed the longitudinal samples (A) in terms of both tensile strength
and fatigue life. This is consistent with the literature that attributes such behavior to fiber
orientation and the resulting stress distribution on the mesh surface [31].

Seam integration further complicates the mechanical behavior of the meshes. Our
study confirmed that the stitched samples (A‘ and B‘) exhibited lower mechanical perfor-
mance than their unstitched counterparts, with a more pronounced loss of strength over
time. The observed reduction in tensile strength after suturing was approximately 48–65%,
confirming previous studies indicating that suturing significantly reduces mechanical
integrity by introducing stress concentrations.

The sutured meshes showed significantly greater strain (approximately 30.51 mm
(A‘) and 31.90 mm (B‘)), highlighting the significant increase in mesh compliance after
biointegration, consistent with the results of [31] who noted increased elongation and
decreased stiffness due to material–tissue interactions.

While nonabsorbable sutures provide mechanical stability, they may also increase the
risk of postoperative pain due to local stiffness and stress concentrations [32]. Furthermore,
while absorbable sutures may reduce postoperative discomfort, they may also compromise
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long-term fixation and the ability of the mesh to share loads. Therefore, the choice of suture
material remains a balance between mechanical performance and clinical outcome.

Cyclic tensile testing demonstrated progressive loss of stiffness in all mesh types, with
sutured samples degrading more rapidly. Our samples showed a measurable decrease in
force from initial values (45 N in A samples to 34 N after 1000 cycles; 55 N in B samples to
approximately 41 N). This progressive mechanical degradation confirms previous cyclic
fatigue studies that report force reductions of approximately 15–30% under similar testing
conditions [28]. The higher residual strength of transverse (B) meshes compared to longitu-
dinal (A) meshes is inconsistent (larger) with previous observations that anisotropic fiber
orientations significantly affect fatigue resistance [31].

This phenomenon is compounded by the potential of polypropylene to undergo oxida-
tive degradation and surface cracking over time, which may further contribute to structural
weakening and inflammatory reactions [33]. These effects have prompted the development
of modified meshes, including bioactive coatings and composite structures that incorporate
resorbable components to reduce adverse tissue reactions [33]. Our study further supports
recent trends in mesh design facilitated by modern manufacturing techniques such as
3D printing and material functionalization. Studies investigating innovative composite
geometries and designs have demonstrated improved mechanical resistance and tailored
compliance to specific surgical needs [34,35]. This approach may contribute to personalized
surgical solutions and potentially lower complication rates associated with conventional
polypropylene meshes [36].

Overall, our results reinforce the concept that polypropylene surgical meshes have
directional dependence and are significantly affected by sutures, which are essential factors
to consider when planning surgery and selecting a mesh. This is quantitatively consistent
with recent literature [37–43].

While our study has demonstrated significant differences in mesh behavior related to
loading direction and suture integration, a potential direction for future research involves
the use of artificial intelligence (AI)-based methods [44,45]. AI techniques, such as ML and
deep neural networks, can leverage extensive experimental datasets like those presented
here to develop predictive models. These models could significantly enhance mesh de-
sign by optimizing material composition, geometry, and structural properties, potentially
improving surgical outcomes and reducing postoperative complications. Furthermore, ad-
vanced AI simulations could enable personalized mesh selection tailored to patient-specific
anatomical and physiological conditions, thus aligning surgical mesh development with
principles of precision medicine.

The improved fatigue resistance of cross-link meshes has important clinical implica-
tions, suggesting that their microstructure is inherently better suited to the multidirectional
cyclic loading encountered in vivo. This orientation likely distributes stress more evenly
across the fibers, reducing the concentration of local strains that typically initiate fatigue
or fiber breakage. A tighter or more connected cross-link arrangement may also limit
progressive strain, helping the mesh maintain its structural integrity during prolonged
physiological loading, such as breathing, coughing, or abdominal wall movement. Clini-
cally, this means that cross-link meshes may maintain mechanical stability longer, poten-
tially reducing the risk of mesh stretching, pore collapse, or recurrent hernias. Increased
durability may also translate into more stable support for surrounding tissues, improving
postoperative comfort and long-term outcomes. mechanistic interpretation indicates that
the transverse fiber orientation provides an intrinsic fatigue advantage, making these
meshes more suitable for stressed anatomical sites where cyclic stresses cannot be avoided.
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Industry 4.0 emphasizes connectivity and automation, facilitating the integration of
sensor technologies into the manufacturing process to monitor material quality and perfor-
mance in real time. Additive manufacturing (3D printing) combined with computational
models enables the production of custom-designed meshes with patient-specific properties,
allowing for improved clinical outcomes. Moving toward Industry 5.0, a human-centric ap-
proach focuses on incorporating human expertise with computational advances to develop
more sustainable, efficient, and user-centric surgical meshes. Computational modeling in
the context of Industry 4.0/5.0 revolutionizes the design and evaluation of nonresorbable
surgical meshes, supporting innovation and improving patient care through precision and
intelligent manufacturing.

4.1. Limitations of Current Studies

Current research on nonabsorbable surgical meshes faces several limitations that im-
pact their development and clinical application. Many studies lack long-term follow-up
data, making it difficult to assess the durability and safety of meshes over decades [46–48].
Variability in clinical practice and study designs, including differences in patient pop-
ulations, surgical techniques, and evaluation criteria, often leads to inconsistent results
that make generalizability difficult [49–51]. Another limitation is the underrepresenta-
tion of certain patient groups, such as those with comorbidities or unusual anatomical
changes/challenges, limiting the applicability of findings to diverse populations [20,21].
Preclinical studies are often based on animal models that may not accurately represent
human tissue responses, making it difficult to translate findings into clinical practice [52,53].
Furthermore, the mechanisms underlying mesh-related complications, such as chronic
pain and fibrosis, remain poorly understood, limiting the ability to effectively predict and
mitigate risks [21,22].

There is also a lack of standardized protocols for evaluating and comparing new mesh
materials, which complicates comparisons of outcomes between products or their succes-
sive generations [54,55]. The cost-effectiveness of advanced mesh designs, particularly
in low-resource settings (developing countries), has not been adequately addressed and
compared [56]. Despite the emphasis on a holistic biopsychosocial approach and patient
comfort, most studies focus on initial surgical outcomes, ignoring the psychological and
quality-of-life impact that potential mesh-related changes and complications may have
on patients over time (e.g., limitations in some activities such as demanding sports or
even vigorous and prolonged dancing) [57,58]. These limitations underscore the need for
more robust, multidisciplinary research to improve the safety and efficacy of nonresorbable
surgical meshes.

The mechanical properties of nonresorbable surgical meshes, such as stiffness, tensile
strength, and fatigue resistance, are critical to their clinical performance and durability.
In the context of Industry 4.0/5.0, AI-based models can help analyze and predict these
properties using data-driven insights and intelligent manufacturing techniques. However,
the current study’s reliance on a single commercial polypropylene mesh limits the general-
izability of its conclusions. Drawing broad conclusions about all nonresorbable meshes
without comparative analysis reduces the external validity of the findings. Industry 4.0
promotes comprehensive comparative testing and data integration, which were clearly
lacking in this approach. Comparative testing with multiple commercial meshes would
provide critical benchmarks for assessing mechanical and fatigue behavior. In addition,
Industry 5.0 principles emphasize personalization and collaboration, which require diverse
inputs to support clinician-in-the-loop decision-making. The lack of mesh diversity also
makes it difficult for the AI model to adapt or learn to different material profiles. As a
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result, although the model reflects some conceptual aspects of Industry 4.0/5.0, it lacks the
methodological rigor needed to fully comply with their standards, which we will address
in subsequent studies, considering the present research as preliminary.

The use of ML algorithms such as FastForest regression may seem disproportionate
when the dataset is small, as these models are designed to capture complex, nonlinear
patterns that typically require large amounts of data for reliable generalization. With
a limited number of observations, the algorithm can overfit, exploiting learning noise
or group-level patterns rather than underlying material-property relationships. In such
cases, the model’s “predictions” may reflect little more than statistical correlations be-
tween group means or predefined categories, rather than actual learned behavior. In this
study, we minimized the aforementioned risk of the model appearing to perform well
in the sample while lacking significant predictive power for new or unfamiliar grid con-
figurations. Consequently, the sophistication of the ML technique does not exceed the
capabilities of the dataset, leading to results closer to descriptive statistics than robust
predictive modeling.

Fatigue testing provides valuable data because it captures the response of surgical
meshes to repeated loading cycles that mimic physiological conditions. Raw fatigue life
measurements offer only a snapshot of performance, not describing the progression of
degradation over time, so we consider this a preliminary study. We plan to incorporate a
degradation rate constant in a future study, which would determine the rate of deterioration
of mechanical properties, enabling more accurate modeling of long-term behavior. Similarly,
S–N curve fitting would enable prediction of fatigue life across a range of stress amplitudes,
not just under the tested conditions. Together, these additional elements would transform
fatigue test results derived from isolated observations into a framework for extrapolating
the long-term durability of the mesh.

The ML component relies entirely on off-the-shelf ML.NET algorithms, as the study
focuses on demonstrating feasibility within the Industry 4.0/5.0 pipeline rather than de-
veloping new model architectures or interpretability frameworks. Using AutoML-derived
models streamlines the process but inherently limits insight into how individual features
influence predictions. This is important because regression results in this context can
influence material or suture selection, and decisions without clear rationale can be diffi-
cult to justify in biomedical applications. Recognizing this limitation helps explain the
current work’s emphasis on proof-of-concept modeling rather than fully interpretable deci-
sion support systems. Future work could integrate model-agnostic interpretability tools
(permutation-based feature significance, partial dependency analysis, or SHAP explana-
tions) to reveal how mechanical parameters contribute to predictions. Implementing such
methods would strengthen clinical and engineering trust by making the AI component
more transparent, auditable, and aligned with responsible Industry 5.0 principles.

4.2. Directions for Further Research

Future research on nonabsorbable surgical meshes should focus on developing ad-
vanced biomaterials that minimize immune response and chronic inflammation. Personal-
ized and patient-specific meshes, potentially using 3D printing technologies, can be tailored
to individual anatomical and clinical needs to improve integration and outcomes [23]. Ex-
ploring the use of nanotechnology and bioactive coatings to deliver antimicrobial agents
or promote tissue regeneration is another promising direction [24]. Long-term studies
evaluating the durability, safety, and efficacy of new mesh designs (including changes in
mechanical parameters) are crucial to understanding their performance over the lifespan of
the patient. Research into the underlying mechanisms of complications, such as chronic
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pain, fibrosis, and adhesion formation, could lead to innovations in mesh structure and
surface properties [25]. Standardization of evaluation protocols and clinical trial designs
would provide better comparability across mesh products and streamline regulatory pro-
cesses. Further research into robotic and minimally invasive surgical techniques may
optimize mesh placement and reduce postoperative complications [26]. Integration of
computational modeling and imaging technologies could improve preoperative planning
and help predict the most appropriate type of mesh for individual cases [27]. Research
into the cost-effectiveness of advanced mesh technologies across healthcare settings is also
essential to ensure accessibility and equitable distribution [59,60]. Research into the psy-
chological and qualitative effects of mesh complications and procedures can help improve
patient care and provide holistic solutions [61,62]. Together, these directions aim to create
safer, more effective, and patient-centered approaches to the use of nonresorbable surgical
mesh [63–66].

5. Conclusions

In this study, the mechanical behavior of nonabsorbable polypropylene surgical
meshes under monotonic and cyclic tensile loading was evaluated, taking into account
the direction of stretching (longitudinal vs. transverse) and the presence of biological
integration via suturing to porcine skin. The experimental results allow for the following
conclusions:

• The direction of tensile loading significantly affects the mechanical response of the
mesh. Transversely stretched samples (B) showed higher maximum failure forces and
greater fatigue resistance than longitudinally stretched samples (A), both in sutured
and unsutured conditions.

• Suturing the mesh to biological tissue significantly reduces its mechanical strength
and stiffness. In both directions, the sutured samples (A‘ and B‘) showed lower tensile
strength and a larger range of strains under loading, suggesting a weakening effect at
the mesh-tissue interface.

• Cyclic loading revealed a gradual degradation of strength in all samples, indicating
material fatigue. However, transversely stretched meshes maintained higher forces
over 1000 cycles than longitudinal meshes, confirming the improved fatigue life of
this configuration.

• The observed differences in mechanical behavior can be attributed to the anisotropic
mesh structure and the mechanical effects of suturing, which introduce stress concen-
trations and structural discontinuities.

• These findings underscore the importance of considering both directionality and
surgical technique when selecting and implementing mesh implants, especially in
applications where repeated loading and long-term durability are critical.

• Both AI-based models achieved results above 80%, which shows their clinical utility
and the possibility of development towards prediction accuracy above 85–90% (i.e., at
least at the level of a human expert) available in each hospital and adapted to local
conditions (e.g., type of thread, etc.).

Future research should incorporate computational and artificial intelligence models
to refine predictive capabilities, ultimately leading to the development of more effective,
patient-specific surgical meshes.

The experimental data obtained in this study can serve as a basis for AI-assisted
predictive modeling and simulation, contributing to the development of intelligent surgical
materials and decision support tools in the framework of Industry 4.0 and 5.0.
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