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various potential applications in the healthcare domain in the form of medical state monitoring,
memory enhancement, medical data access, and emergency communications [4,5]. Health state
monitoring and activity recognition using wearable sensors is advantageous compared to approaches
based on computer vision and radio frequency identification that rely on external sensors such as
cameras or antennas [6].

With the advancements mentioned above, placing wearable devices on the body properly has
become a challenging and intrusive task for the user, making wearable devices prone to be fixed to the
body at incorrect orientations. For instance, disabled, injured, elderly people or children whose health,
state, or activities can be monitored using wearables [7] tend to place the sensor units at incorrect
or variable orientations. Mobile phones can be carried in pockets at different orientations. However,
the majority of existing wearable activity recognition studies neglect this issue and assume that the
sensor units are properly oriented or, alternatively, use simple features (such as the vector norms)
that are invariant to sensor unit orientation. In this study, we focus on orientation invariance in a
generic activity recognition framework. Our aim is to develop a methodology that can be applied at
the pre-processing stage of activity recognition to make this process robust to variable sensor unit
orientation, as depicted in Figure 1.

Figure 1. An overview of the proposed method for sensor unit orientation invariance.

We utilize tri-axial wearable motion sensors (accelerometer, gyroscope, and magnetometers)
to capture the body motions. Data acquired by these sensors not only contain information about
the body movements but also about the orientation of the sensor unit. However, these two types of
information are coupled in the sensory data and it is not straightforward to decouple them. More
specifically, a tri-axial accelerometer captures the vector sum of the gravity vector and the acceleration
resulting from the motion. A tri-axial gyroscope detects the angular rate about each axis of sensitivity
and can provide the angular velocity vector. A tri-axial magnetometer captures the vector sum of the
magnetic field of the Earth and external magnetic sources, if any.

The acceleration vector acquired by an accelerometer approximately points in the down direction
of the Earth frame, provided that the gravitational component of the total acceleration is dominant
over the acceleration components resulting from the motion of the sensor unit. However, even if
the acceleration vector consists of mainly the gravitational component, by itself it is not sufficient to
estimate the sensor unit orientation because there exist infinitely many solutions to the sensor unit
orientation, obtained by rotating the correct solution about the direction of the acquired acceleration
vector (Figure 2a). Hence, we need to incorporate the magnetometer into the orientation estimation
as well. The magnetic field vector acquired by a magnetometer points in a fixed direction in the
Earth frame (the magnetic North) (Figure 2b), provided that there are no external magnetic sources or
distortion and the variation of the Earth’s magnetic field is neglected.
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m (magnetic field)

a (acceleration) a (acceleration)

Zg ZE
(a) (b)

Figure 2. (a) With only the acquired acceleration field vector a, there exist infinitely many solutions
to the sensor unit orientation (two are shown); (b) the acquired magnetic field vector m uniquely
identifies the sensor unit orientation.

By taking the reference directions obtained from the accelerometer and the magnetometer as
the vertical axis and the (magnetic) North axis of the Earth frame, respectively, we can calculate the
orientation of the sensor unit with respect to the Earth frame. However, this estimation is reliable only
in the long term because the gravity component is superposed with the acceleration caused by the
motion of the unit and the Earth’s magnetic field is superposed with the external magnetic sources
(if any). Hence, we also estimate the sensor unit orientation by integrating the gyroscope angular rate
output, which is reliable only in the short term because of the drift error [8]. To obtain an accurate
orientation estimate both in the short and long term, we merge these two sources of information.
Thus, we exploit the information provided by the three types of sensors to determine the sensor unit
orientation with respect to the Earth frame as a function of time.

Once we estimate the sensor unit orientation with respect to the Earth frame, we can transform
the acquired data from the sensor frame to the Earth frame such that they become invariant to sensor
unit orientation. In addition, to include the information about the rotational motion of the sensor
unit, we represent the sensor unit rotation between consecutive time samples in the Earth frame by
using a similarity transformation. We show that appending this rotational motion data to the sensor
data and representing both in the Earth frame improves the activity recognition accuracy. Figure 1
provides an overview of the proposed method with experimentally acquired sensor sequences during
a walking activity.

We utilize widely available sensor types and do not make any assumptions about the sensor
configuration, data acquisition, activities, and activity recognition procedure. Our proposed method
can be integrated into existing activity recognition systems by applying a transformation to the
time-domain data in the pre-processing stage without modifying the rest of the system or the
methodology. We outperform the existing methods for orientation invariance and achieve an accuracy
close to the fixed orientation case.

The rest of the article is organized as follows: In Section 2, we summarize the related work on
wearable sensing that allows versatility in sensor placement. Section 3 presents the transformations
applied to the sensor data to achieve orientation invariance. In Section 4, we describe the dataset
together with the proposed and existing methodology on orientation invariance, explain the activity
recognition procedure, and present the data analysis results including accuracies and run times of
the data transformation techniques and the classifiers. In Section 5, we provide a discussion of the
results. Section 6 summarizes our contributions, draws conclusions, and indicates some directions for
future research.
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2. Related Work

Although most of the existing activity recognition studies assume fixed sensor unit
orientations [9,10], a number of methods have been proposed to achieve orientation invariance
with wearable sensors. These methods can be grouped as transformation-based geometric methods,
learning-based methods, and other approaches.

2.1. Transformation-Based Geometric Methods

A straightforward method for achieving orientation invariance is to calculate the magnitudes
(the Euclidean norms) of the 3D vectors acquired by tri-axial sensors and to use these magnitudes as
features in the classification process instead of individual vector components. When the sensor unit is
placed at a different orientation, the magnitude of the sensor readings remains the same, making this
method invariant to sensor unit orientation [10-12]. Reference [10] states that a significant amount
of information is lost with this approach and the accuracy drops off even for classifying simple daily
activities. Instead of using only the magnitude, references [13-15] append the magnitude of the tri-axial
acceleration vector as a fourth axis to the tri-axial data. Reference [13] shows that this modification
slightly increases the accuracy compared to using only the tri-axial acceleration components. Even if
the magnitude of the acceleration is not appended to the data, the limited number of sensor unit
orientations considered (only four) allows accurate classification to be achieved with Support Vector
Machine (SVM) classifiers [13]. Reference [16] uses the magnitude, the y-axis data, and the squared
sum of x and y axes of the tri-axial acceleration sequences acquired by a mobile phone, assuming that
the orientation of the phone carried in a pocket has natural limitations: the screen of the phone either
faces inward or outward.

In a number of studies [17-19], the direction of the gravity vector is estimated by averaging the
acceleration vectors in the long term. This is based on the assumption that the acceleration component
associated with daily activities averages out to zero, causing the gravity component to remain dominant.
Then, the amplitude of the acceleration along the gravity vector direction and the magnitude of
the acceleration perpendicular to that direction are used for activity recognition [17-19], which is
equivalent to transforming tri-axial sensor sequences into bi-axial ones. In terms of activity recognition
accuracy, in reference [17], this method is shown to perform slightly better and in reference [19],
significantly worse than using only the magnitude of the acceleration vector.

In addition to the direction of the gravity vector, reference [20] also estimates the direction of
the forward-backward (saggital) axis of the human body based on the assumption that most of
the body movements as well as the variance of the acceleration sequences are in this direction.
The sensor data are transformed into the body frame whose axes point in the direction of the
gravity vector, the forward-backward direction of the body that is perpendicular to that, and a
third direction perpendicular to both, forming a right-handed coordinate frame. The method in [20]
does not distinguish between the forward and backward directions of the body, whereas reference [10]
determines the forward direction from the sign of the integral of the acceleration as the subject walks.

Reference [21] assumes that incorrect placement of a sensor unit causes only shifts in the class
means in the feature space. The class means of a Bayesian classifier are adapted to the data by using
the expectation-maximization algorithm, and it is shown that the accuracy improves for one dataset
and diminishes for another. To test for orientation invariance, sensor data are artificially rotated either
about the x or z axis of the sensor unit. In this study, sensor unit rotation about an arbitrary axis is not
considered and the assumption regarding the shifts in the class means is a strong one since such shifts
may not always be significant.

Reference [22] proposes a coordinate transformation from the sensor frame to the Earth frame to
achieve orientation invariance. To transform the data, the orientation of a mobile phone is estimated
based on the data acquired from the accelerometer, gyroscope, and magnetometer of the sensor
unit embedded in the device. An accuracy level close to the fixed orientation case is obtained by
representing the sensor data with respect to the Earth frame. However, only two different orientations
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of the phone are considered, which is a major limitation of the study in [22]. Reference [23] calculates
three principal axes based on acceleration and angular rate sequences by using principal component
analysis (PCA) and represents the sensor data with respect to these axes.

2.2. Learning-Based Methods

Reference [24] proposes a high-level machine-learning approach for activity recognition that
can tolerate incorrect placement (both position and orientation) of some of multiple wearable sensor
units. In the standard approach, features extracted from all the sensor units are aggregated and the
activity is classified at once. In reference [24], the performed activity is classified by processing the data
acquired from each sensor unit separately and the decisions are fused by using the confidence values.
The proposed method is compared with the standard approach for different sets of activities, features,
and different numbers of incorrectly placed sensor units by using three types of classifiers. When the
subjects are requested to place the sensor units at any position and orientation on the appropriate body
parts, incorrect placement of some of the units can be tolerated when all nine units are employed, but
not with only a single unit.

Among the references [25-27] that employ deep learning for activity recognition, reference [27]
increases robustness to variable sensor unit orientations by summing the features extracted from the
X,Y,z axes.

2.3. Other Approaches

Reference [28] proposes to classify the sensor unit orientation to compensate for variations in
orientation. Dynamic portions of the sensor sequences are extracted by thresholding the standard
deviation of the acceleration sequence and four pre-determined sensor unit orientations are perfectly
recognized by a one-nearest-neighbor (1-NN) classifier. Then, the sensory data are rotated accordingly
prior to activity recognition. However, the number of sensor unit orientations considered is again very
limited and the direction of one of the sensor axes is common to all four orientations.

Reference [29] proposes an activity recognition scheme invariant to sensor orientation and position,
based on tri-axial accelerometers. Orientation invariance is achieved by calibration movements to
estimate the sensor orientation. With sensor units fixed to the body, the subject performs two static
postures for a few seconds. Then, the axes of a new coordinate frame are determined by using
Gram-Schmidt ortho-normalization applied to the average acceleration vectors corresponding to the
calibration postures.

In some studies [30,31], the sensor unit is allowed to be placed at an incorrect position on the
same body part but its orientation is assumed to remain fixed throughout the activity, which is not
realistic. Reference [30] claims that the sensor unit orientation can be estimated without much effort in
most cases, which is not always true according to the results obtained in the literature [32,33].

In our earlier work [34-36], we have proposed two different approaches to transform and make
time-domain sensor data invariant to the orientations at which the sensor units are fixed to the body.
The first approach is a heuristic transformation where geometrical features invariant to the sensor
unit orientation are extracted from the sensor data and used in the classification process [34,35],
analogous to a method proposed by [37] for gait analysis. In the second approach, sensor sequences are
represented with respect to three principal axes that are calculated using singular value decomposition
(SVD) [34,36]. In both approaches, the transformed sequences are mathematically proven to be
invariant to sensor unit orientations. Unlike most of the other studies that investigate orientation
invariance, the proposed heuristic and SVD-based methods are compared with the fixed orientation
case and shown to decrease the accuracy by 15.5% and 7.6%, respectively, on average, over five publicly
available datasets, four state-of-the-art classifiers, and two cross-validation techniques. It is also shown
in [34] that randomly oriented sensor units degrade the accuracy by 21.2% when the untransformed
sensor data are used for classification. In this article, as explained in Section 4.3, we use a wider set of
classifiers and leave-one-subject-out (L10) cross-validation technique for better generalizability [38],
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in which case our newly proposed method achieves a noticeably higher accuracy than our previously
proposed methods [34-36].

2.4. Discussion

The activity recognition methods in most of the existing studies are not generic and the
results are neither consistent nor comparable because they use different datasets and sensor
configurations. Furthermore, in most studies, the proposed orientation-invariant methods are not
evaluated comparatively including the case with fixed sensor unit orientations. These methods
either impose a major restriction on the possible sensor unit orientations or the types of body
movements, which prevents them from being used in a wide range of applications such as health,
state, and activity monitoring of elderly or disabled people. The aim of our study is to propose a novel
orientation-invariant transformation and to comparatively and fairly observe its impact on the activity
recognition accuracy based on the same dataset. To this end, we execute the activity recognition scheme
with and without applying our transformation in the pre-processing stage for comparison between
fixed and variable sensor unit orientations. We also implement the existing orientation invariance
methods to compare them with ours. Furthermore, we artificially rotate the sensor data to observe the
effects of incorrectly oriented sensor units on the standard activity recognition system that is originally
designed for fixed sensor unit orientations.

3. Proposed Methodology to Achieve Invariance to Sensor Unit Orientation

To achieve orientation invariance with wearable motion sensor units in activity recognition,
we propose to transform the acquired sensor data such that they become invariant to the orientations
at which the sensor units are worn on the body. To transform the data, we first estimate the orientation
of each sensor unit with respect to the Earth frame as a function of time. Unlike most existing studies,
we consider a continuum of sensor orientations.

3.1. Estimation of Sensor Orientation

We define the Earth’s coordinate frame E such that the Earth’s z axis, zg, points downwards and
the Earth’s x axis, xg, points in the direction of the component of the Earth’s magnetic field that is
perpendicular to the z axis, which is roughly the North direction, as illustrated in Figure 3. The Earth
frame is also called the North-East-Down frame [39].

Let S, be the rotating sensor frame at time sample n. Estimating the sensor unit orientation
involves calculating a 3 x 3 rotational transformation matrix Rgﬂ that describes the sensor frame S, with
respect to the Earth frame E at each time sample #n. The Earth frame and the sensor frame at consecutive
time samples 1 and 1 + 1 are depicted in Figure 4 together with the rotation matrices relating these
coordinate frames. We adopt the orientation estimation method in [40], which is explained in the
Appendix A. The short-term orientation estimate is calculated by integrating the angular rate acquired
by the gyroscope. For the long-term orientation estimation, Gauss-Newton method is used to minimize
a cost function which decreases as the acceleration vector points downwards in the Earth frame and
as the horizontal component of the magnetic field vector is aligned with the North direction of the
Earth frame. Then, the short- and long-term orientation estimates are combined through weighted
averaging [40].

3.2. Sensor Signals with Respect to the Earth Frame

The tri-axial data acquired on the x, y, and z axes of each sensor in the sensor coordinate frame S,
naturally depend on the orientations of the sensor units. Our approach is based on transforming the
acquired data from the sensor frame to the Earth frame.

T
Let v3[n] = <v§ [n],v; [n], 03 [n}) be the data vector in R3 acquired from the x,y,z axes of a

tri-axial sensor at time sample 7. To represent v°[1] with respect to the Earth frame, we pre-multiply it
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by the estimated sensor unit orientation at that time sample, which is the rotation matrix relating the
S, frame to the E frame:
vE[n] = RE, v*[n] M)

T
The components of the vector v [n] = (vf [n], 05 [n],oE [n}) are represented with respect to the
XEg,YE, zE axes of the Earth frame and are invariant to the sensor orientation.
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Figure 3. The Earth frame illustrated on an Earth model with the acquired reference vectors.
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Figure 4. The Earth and the sensor coordinate frames at two consecutive time samples with the
rotational transformations relating them.

3.3. Differential Sensor Rotations with Respect to the Earth Frame

In addition to the data transformed to the Earth frame, we propose to incorporate the information
contained in the change in the sensor unit orientation over time. While the sensor units can be placed
at arbitrary orientations, we require that during data acquisition their orientations remain fixed with
respect to the body part they are placed on. In other words, the sensor units need to be firmly attached
to the body and are not allowed to rotate freely during the motion. However, this restriction is
only necessary in the short term over one time segment (5 s in this study). Under this restriction,
the rotational motion of the body parts on which the sensor units are worn can be extracted from the
acquired data correctly regardless of the initial orientations of the units.

Note that we can easily calculate the sensor unit orientation Rg:+1 at time sample 1 + 1 relative to
the sensor orientation at time sample 7 as

-1
2 RS _ pSipE _ E E
C” - R5n+1 - RE Rsn+l - <Rsu) Rsn+l (2)
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for each 1 as shown in Figure 4. The matrix C, is not invariant to sensor orientation because it
represents the orientation of frame S,,;1 with respect to S, and depends on the orientation at which
the sensor unit is fixed to the body. To observe this, let us assume that the sensor unit is placed at a
different arbitrary orientation; that is, the sensor unit is rotated by an arbitrary rotation matrix P that is
constant over time. Then, the acquired data are ¥°[n] = P~! v5[n] for all 1, represented with respect to
the new sensor orientation $,,, and the sensor unit orientation with respect to the Earth is estimated
as ﬁgn = REH P for all n. Note that the original rotation matrix is post-multiplied by P because P
describes a rotational transformation with respect to the sensor frame, not the Earth frame [41]. For the
new sensor unit orientation, the rotation of the sensor unit between time samples 7 and 1 4 1 can be
calculated as

~ s,
Cn = Rsn+1

_ RS RE

=R¢ Sni1

~E\ ! RE
= (Rsn> Rsn+1
1
~ (RE, ) (RE,P) o

—1
_p-1 E E
—p (RE) R
_ p-11pSipE
=P 'Ry RSH+1 P
=P'R P
n+1

=pP'C,P

Since C, # C, in general, C, is not invariant to sensor orientation.

We can make the rotational transformation C,, invariant to sensor unit orientation by representing

it in the Earth frame. Hence, we transform C;, from the sensor frame S, to the Earth frame E by using
a similarity transformation [42]:

D, = (RZ“)_l Ci (Ry") =RE Ry Ry =RE R} @)

n+1

We call this transformation D, differential sensor rotation with respect to the Earth frame.
It is straightforward to show that D, is invariant to sensor orientation. Using a constant arbitrary
rotation matrix P that relates the original and modified sensor orientations as before, we have:

-1
RE RE
= R51x+1 (Rsn)
E E B
= (Rerrl P) (RSH P)

-1
=RE pp! (R§ )
NHT - n

I3x3
f— E SH
- R5n+l RE

=Dy

©)

Thus, we observe that the differential rotation D,, with respect to the Earth frame, calculated
based on the rotated data, is the same as the one calculated based on the original data (D).
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4. Comparative Evaluation of Proposed and Existing Methodology on Orientation Invariance for
Activity Recognition

4.1. Dataset

To demonstrate our methodology, we use the publicly available daily and sports activities dataset
acquired by our research group earlier [43]. To acquire the dataset, each subject wore five Xsens
MTx sensor units [44] (see Figure 5), each unit containing three tri-axial devices: an accelerometer,
a gyroscope, and a magnetometer. The sensor units are placed on the chest, on both wrists, and on
the outer sides of both knees, as shown in Figure 6. Nineteen activities are performed by eight
subjects. For each activity performed by each subject, there are 45 (= 5 units x 9 sensors) time-domain
sequences of 5 min duration, sampled at 25 Hz, and consisting of 7500 time samples each. The dataset
comprises the following activities:

Sitting (A1), standing (Aj), lying on back and on right side (A3 and Ay), ascending and
descending stairs (As and Ag), standing still in an elevator (A7), moving around in an
elevator (Ag), walking in a parking lot (Ag), walking on a treadmill in flat and 15° inclined
positions at a speed of 4 km/h (Ajp and Aj;), running on a treadmill at a speed of
8 km/h (A1), exercising on a stepper (A;3), exercising on a cross trainer (A14), cycling on an
exercise bike in horizontal and vertical positions (A1s and Aj), rowing (A7), jumping (A1g),
and playing basketball (Aj9).

The activities can be broadly grouped into two: In stationary activities (A;—Ay), the subject stays
still without moving significantly, whereas non-stationary activities (As—A1g) are associated with some
kind of motion.

Figure 5. The Xsens MTx unit [44].

4.2. Description of the Proposed and Existing Methodology on Orientation Invariance

In the pre-processing stage, seven data transformation techniques are considered to observe the
effects of different sensor orientations on the accuracy and the improvement obtained with the existing
and the proposed orientation-invariant transformations:

e Reference: Data are not transformed and the sensor units are assumed to maintain their fixed
positions and orientations during the whole motion. This corresponds to the standard activity
recognition scheme, as in [45-47].

e Random rotation: This case is considered to assess the accuracy of the standard activity
recognition scheme (without any orientation-invariant transformation) when the sensor units are
oriented randomly at their fixed positions. Instead of recording a new dataset with random sensor
orientations, we randomly rotate the original data to make a fair comparison with the reference
case. For this purpose, we randomly generate a rotational transformation:

0 cosf —sind 0 1 0 singp cosyp 0
0 sinf® cosf | [—sing 0 cos¢ 0 0 1

1 0 0 cos¢ 0 sing] [cosyp —sinyp O
cha @l BB ST
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where yaw, pitch, roll angles 6, ¢, ¢ are independent and uniformly distributed in the interval
[—t, ) radians. For each time segment of each sensor unit (see Section 4.3 for segmentation),
we generate a different P matrix and pre-multiply each of the three tri-axial sequences of that
unit by the random rotation matrix corresponding to that segment of the unit: ¥[n] = Pv®[n].
In this way, we simulate the situation where each sensor unit is placed at a possibly different
random orientation in each time segment.

Euclidean norm method: The Euclidean norm of the x, y, z components of the sensor sequences
are taken at each time sample and used instead of using the original tri-axial sequences.
As reviewed in Section 2, this technique has been used in activity recognition to achieve sensor
orientation invariance [10-12] or as an additional feature as in [13-16,48,49].

Sequences along and perpendicular to the gravity vector: In this method, the acceleration
sequence in each time segment is averaged over time to approximately calculate the direction of
the gravity vector. Then, for each sensor type, the sensor sequence’s amplitude in this direction
and the magnitude that is perpendicular to this direction are taken. This method has been used
in [17-19] to achieve orientation invariance.

SVD-based transformation: Sensory data are represented with respect to three principal axes
that are calculated by SVD [34,36]. The transformation is applied to each time segment of each
sensor unit separately so that sensor units are allowed to be placed at different orientations in
each segment.

To calculate the orientation-invariant transformations in the remaining two methods, we estimate

the orientation Rgn of each of the five sensor units as a function of time sample 7 as explained in the
Appendix A. For the algorithm to reach steady state rapidly, we append to the acquired signal a prefix
signal of duration 1 s that consists of zero angular rate, a constant acceleration, and a constant magnetic
field that are the same as the measurements at the first time sample.

Sensor sequences with respect to the Earth frame: We transform the sensor sequences into the
Earth frame using the estimated sensor orientations, as described by Equation (1). This method
has been used in [22] to achieve invariance to sensor orientation in activity recognition.

As an example, Figure 7a shows the accelerometer, gyroscope, and magnetometer data (v [n])
acquired during activity Ajp and Figure 7b shows the same sequences transformed into the Earth
frame. We observe that the magnetic field with respect to the Earth frame does not significantly
vary over time because the Earth’s magnetic field is nearly constant in the Earth frame provided
that there are no external magnetic sources in the vicinity of the sensor unit.

Proposed method: sensor sequences and differential quaternions, both with respect to the
Earth frame: We calculate the differential rotation matrix D, with respect to the Earth frame
for each sensor unit at each time sample 7, as explained in Section 3.3. This rotation matrix
representation is quite redundant because it has nine elements while any 3D rotation can be
represented by only three angles. Since the representation by three angles has a singularity
problem, we represent the differential rotation D,, compactly by a four-element quaternion q¢ as

qdiff v1+d1142rd22+d33
, it —_dpdy
diff _ (92 | _ | 4VI+ditdntds @)
n qdiff di3—d3
31& 4‘/1+;11+dd22+d33
q n—dip
4 4\/1+dy1+dyp+dss

where d;; (i,j = 1,2,3) are the elements of D, [50]. The vector qdi is called differential quaternion

with respect to the Earth frame (the dependence of the elements of qf}i“ and D,, on n has been
dropped from the notation for simplicity). In the classification process, we use each element of
qff as a function of n, as well as the sensor sequences with respect to the Earth frame. Hence,
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there are four time sequences for the differential quaternion in addition to the three axes each of
accelerometer, gyroscope, and magnetometer data for each of the five sensor units. Therefore,
the transformed data comprises (4 + 3 + 3 + 3) sequences x 5 sensor units = 65 sequences in total.
We have observed that the joint use of the sensor sequences and differential quaternions, both with
respect to the Earth frame, achieves the highest activity recognition accuracy compared to the
other combinations. Representing rotational transformations by rotation matrices instead of
quaternions degrades the accuracy. Omitting magnetometer sequences with respect to the Earth
frame causes a slight reduction in the accuracy. Activity recognition results of the various different
approaches that we have implemented are not presented in this article for brevity, and can be
found in [51].

Figure 7c shows the nine elements of the differential rotation matrix D, with respect to the
Earth frame over time, which are calculated based on the sensor data shown in Figure 7a.
Figure 7d shows the elements of the differential quaternion q3f as a function of n. The almost
periodic nature of the sensor sequences (Figure 7a) is preserved in D, and q3f (Figure 7c,d).
The differential rotation is calculated between two consecutive time samples that are only a
fraction of a second apart, hence the amplitudes of the elements of D,, and q&f do not vary much.
Since differential rotations involve small rotation angles (close to 0°), the D,, matrices are close to
the 3 x 3 identity matrix (I3x3) because they can be expressed as the product of three rotation
matrices as in Equation (6) where each of the basic rotation matrices (as well as their product) is
close to I33 because of the small angles. Hence, the diagonal elements which are close to one
and the upper- and lower-diagonal elements which are close to zero are plotted separately in
Figure 7c for better visualization. When Dy, is close to I3x3, the q3iff vectors calculated by using
Equation (7) are close to (1,0,0, O)T, as observed in Figure 7d.

(@ (b)

Figure 6. (a) Positioning of the MTx units on the body; (b) connection diagram of the units (the body
drawing in the figure is from http://www.clker.com/clipart-male-figure-outline.html; the cables,
Xbus Master, and sensor units were added by the authors).

389



Sensors 2018, 18, 2725

tri-axial sensor data with respect to the sensor frame
T T T T T

acceleration

angular rate
(degls)
o

°
o

by the

Earth's magnetic field)

magnetic field
LB oo
\J

angular rate
(degls)

magnetic field

diagonal
elements

upper
triangular
elements

lower
triangular
elements

time (s)
(9

with respect to the Earth frame
T T

:

1st element

°

g
T

oo
S
8
T

2nd, 3rd, 4th
elements

R
T

~
©
N
@
-
®
©
3

time (s)
(d)
Figure 7. Original and orientation-invariant sequences from a walking activity plotted over time.
(a) Original sensor sequences; (b) sensor sequences; elements of (c) the differential rotation matrix and
(d) the differential quaternion. Sequences in (b—d) are represented in the Earth frame and are invariant

to sensor orientation.

4.3. Activity Recognition and Classifiers

A procedure similar to that in [34,45] is followed for activity recognition. The sensor sequences
are divided into 9120 (= 60 feature vectors x 19 activities x 8 subjects) non-overlapping segments of
5 s duration each and transformed according to one of the seven approaches described in Section 4.2.
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Then, statistical features are extracted for each segment of each axis of each sensor type. The following
features are calculated: minimum, maximum, mean, variance, skewness, kurtosis, 10 coefficients of
the autocorrelation sequence (autocorrelation sequence for the lag values of 5,10, . .., 45,50 samples is
used), and the five largest discrete Fourier transform (DFT) peaks with the corresponding frequencies
(the separation between any two peaks in the DFT sequence is taken to be at least 11 samples), resulting
in a total of 26 features per segment of each axis. For the reference approach that does not involve
any transformation, there are 5 sensor units x 9 axes x 26 features per axis = 1170 features that are
stacked to form a 1170-element feature vector for each segment. The number of axes as well as the
number of features vary depending on the transformation technique; however, the total number of
feature vectors is fixed (9120). For instance, in the Euclidean norm, there is a three-fold decrease in the
number of axes and hence in the number of features. The features are normalized to the interval [0, 1]
over all the feature vectors for each subject.

The number of features is reduced through PCA, which is a linear and orthogonal transformation
where the transformed features are sorted to have variances in descending order [52]. This allows
one to consider only a certain number of features that exhibit the largest variances to reduce the
dimensionality. Thus, for each approach, the eigenvalues of the covariance matrix of the feature vectors
are calculated, sorted in descending order, and plotted in Figure 8. Using the first 30 eigenvalues
appears to be suitable for most of the approaches; hence, we reduce the dimensionality down to
F = 30.
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Figure 8. The first 100 eigenvalues of the covariance matrix of the feature vectors sorted in
descending order, calculated based on the features extracted from the data transformed according to
the seven approaches.

We perform activity classification with seven state-of-the-art classifiers that are briefly
described below.
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e Support Vector Machines (SVM): The feature space is nonlinearly mapped to a
higher-dimensional space by using a kernel function and divided into regions by hyperplanes.
In this study, the kernel is selected to be a Gaussian radial basis function frpg(x,y) = eIyl
with parameter 7 because it can perform at least as accurately as the linear kernel if the
parameters of the SVM are optimized [53]. To extend the binary SVM to more than two classes,
a binary SVM classifier is trained for each class pair, and the decision is made according to the
classifier with the highest confidence level [54]. The penalty parameter C (see Equation (1)
in [55]) and the kernel parameter < are jointly optimized over all the data transformation
techniques by performing a two-level grid search. The optimal parameter values in the coarse
grid (C,v) € {1075,1073,1071, ..., 1015} x {10715, 10713, 10711, ..., 103} are obtained as
(C*, v*) = (10', 1071). Then, a finer grid is constructed around (C*, 7*) as (C, ) € 100P x P
with P = {0.01, 0.05, 0.1, 0.2, 0.3, 0.4, 0.5, 0.7, 1, 3, 5} and the optimal parameter values found
by searching the fine grid, (C**, v**) = (5, 0.1), are used in SVM throughout this study. The SVM
classifier is implemented by using the MATLAB toolbox LibSVM [56].

e  Artificial Neural Networks (ANN): We use three layers of neurons, where each neuron has a
sigmoid output function [57]. The number of neurons in the first (input) and the third (output)
layers are as many as the reduced number of features, F, and the number of classes, K, respectively.
The number of neurons in the second (or hidden) layer is selected as the integer nearest to
the average of % and 2K — 1, with the former expression corresponding to the optimistic
case where the hyperplanes intersect at different positions and the latter corresponding to the
pessimistic case where the hyperplanes are parallel to each other. The weights of the linear
combination in each neuron are initialized randomly in the interval [0, 0.2] and during the training
phase, they are updated by the back-propagation algorithm [58]. The learning rate is selected as
0.3. The algorithm is terminated when the amount of error reduction (if any) compared to the
average of the last 10 epochs is less than 0.01. The ANN has a scalar output for each class. A given
test feature vector is fed to the input and the class corresponding to the largest output is selected.

e  Bayesian Decision Making (BDM): In the training phase, a multi-variate Gaussian distribution
with an arbitrary covariance matrix is fitted to the training feature vectors of each class. Based on
maximum likelihood estimation, the mean vector is estimated as the arithmetic mean of the
feature vectors and the covariance matrix is estimated as the sample covariance matrix for each
class. In the test phase, for each class, the test vector’s conditional probability given that it is
associated with that class is calculated. The class that has the maximum conditional probability is
selected according to the maximum a posteriori decision rule [52,57].

e Linear Discriminant Classifier (LDC): This classifier is the same as BDM except that the average
of the covariance matrices individually calculated for each class is used for all of the classes.
Since the Gaussian distributions fitted to the different classes have different mean vectors but
the same covariance matrix in this case, the classes have identical probability density functions
centered at different points in the feature space. Hence, the classes are linearly separated from
each other, and the decision boundaries in the feature space are hyperplanes [57].

e  k-Nearest Neighbor (k-NN): The training phase consists only of storing the training vectors with
their class labels. In the classification phase, the class corresponding to the majority of the k
training vectors that are closest to the test vector in terms of the Euclidean distance is selected [57].
The parameter k is chosen as k = 7 because it is suitable among the k values ranging from 1 to 30.

e Random Forest (RF): A random forest classifier is a combination of multiple decision trees [59].
In the training phase, each decision tree is trained by randomly and independently sampling the
training data. Normalized information gain is used as the splitting criterion at each node. In the
classification phase, the decisions of the trees are combined by using majority voting. The number
of decision trees is selected as 100 because we have observed that using a larger number of trees
does not significantly improve the accuracy while increasing the computational cost considerably.

392



Sensors 2018, 18, 2725

e  Orthogonal Matching Pursuit (OMP): The training phase consists of only storing the training
vectors with their class labels. In the classification phase, each test vector is represented as a
linear combination of a very small portion of the training vectors with a bounded error, which is
called the sparse representation. The vectors in the representation are selected iteratively by
using the OMP algorithm [60] where an additional training vector is selected at each iteration.
The algorithm terminates when the desired representation error level is reached, which is selected
to be 1073. Then, a residual for each class is calculated as the representation error when the test
vector is represented as a linear combination of the training vectors of only that class, and the
class with the minimum residual error is selected.

To determine the accuracies of the classifiers, L10 cross-validation technique is used [57]. In this
type of cross validation, feature vectors of a given subject are left out while training the classifier with
the remaining subjects’ feature vectors. The left out subject’s feature vectors are then used for testing
(classification). This process is repeated for each subject. Thus, in our implementation, the dataset
is partitioned into eight and there are 1140 feature vectors in each partition. L10O is highly affected
by the variation in the data across the subjects, and hence, is more challenging than subject-unaware
cross-validation techniques such as repeated random sub-sampling or multi-fold cross validation [61].

4.4. Comparative Evaluation Results

The activity recognition performance of the different data transformation techniques and
classifiers is shown in Figure 9. In the figure, the lengths of the bars correspond to the classification
accuracies and the thin horizontal sticks indicate plus/minus one standard deviation about the
accuracies averaged over the cross-validation iterations.

In the lower part of Figure 9, the accuracy values averaged over the seven classifiers are also
provided for each approach and compared with the reference case, as well as with the proposed method.
Referring to this part of the figure, the standard system that we take as reference, with fixed sensor
orientations, provides an average accuracy of 87.2%. When the sensor units are randomly oriented,
the accuracy drops by 31.8% on average with respect to the standard reference case. This shows
that the standard system is not robust to incorrectly or differently oriented sensors. The existing
methods for orientation invariance result in a more acceptable accuracy reduction compared to the
reference case: The accuracy drop is 18.8% when the Euclidean norms of the tri-axial sensor sequences
are taken, 12.5% when the sensor sequences are transformed to the Earth frame, 12.2% when the
sensor sequences are represented along and perpendicular to the gravity vector, and 8.4% when the
SVD-based transformation is applied.

Our approach that uses the sensor sequences together with differential quaternions, both with
respect to the Earth frame, achieves an average accuracy of 82.5% over all activities with an average
accuracy drop of only 4.7% compared to the reference case. Such a decrease in the accuracy is expected
when the sensor units are allowed to be placed freely at arbitrary orientations because this flexibility
entails the removal of fundamental information such as the direction of the gravity vector measured
by the accelerometers and the direction of the Earth’s magnetic field detected by the magnetometers.
Hence, the average accuracy drop of 4.7% is considered to be acceptable when such information related
to the sensor unit orientations is removed inevitably.

In the lower part of Figure 9, we also provide the improvement achieved by each method
compared to the random rotation case which corresponds to the standard system using random sensor
orientations. The method that we newly propose in this article performs the best among all the methods
considered in this study when the sensor units are allowed to be placed at arbitrary orientations.

The activity recognition accuracy highly depends on the classifier. According to Figure 9, in almost
all cases, the SVM classifier performs the best among the seven classifiers compared. SVM outperforms
the other classifiers especially in approaches targeted to achieve orientation invariance where the
classification problem is more challenging. The robustness of SVM in such non-ideal conditions
is consistent with other studies [13,46]. Besides the SVM classifier, ANN and LDC also obtain high
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classification accuracy. Although reference [22] states that k-NN has been shown to perform remarkably
well in activity recognition, it is not the most accurate classifier that we have identified.
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Figure 9. Activity recognition performance for all the data transformation techniques and classifiers
over all activities. The lengths of the bars represent the accuracies and the thin horizontal sticks indicate
plus/minus one standard deviation over the cross-validation iterations.

To observe the recognition rates of the individual activities, a confusion matrix associated with
the SVM classifier is provided in Table 1 for the proposed method. It is apparent that the proposed
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transformation highly misclassifies the stationary activities A;—A4. These activities contain stationary
postures, namely, sitting, standing, and two types of lying, which are misclassified probably because
we remove the information about sensor orientation from the data. In particular, activity A; (sitting)
is mostly misclassified and confused with activities Az (lying on back side) and Ay (standing still
in an elevator). The remaining stationary activities are also misclassified as A;. Among the 15
non-stationary activities, activities Ajg and Aj; (walking on a treadmill in flat and 15° inclined position,
respectively) are confused with each other because of the similarity between the body movements in
the two activities. Other misclassifications occur between activity pairs that have similarities such as
A7/Ag, Ag/ A7, Ay/Ag, A1g/Ag, and Aj3/ Ag, although rarely. Activities Ajp (running on a treadmill
at a speed of 8 km/h) and A;; (rowing) are perfectly classified by SVM for the proposed method,
probably because they are associated with unique body movements and do not resemble any of the
other activities.

We present the classification performance separately for stationary and non-stationary activities
in Figure 10. For each classifier and each approach, we calculate the accuracy values by averaging out
the accuracies of the stationary activities (A;—A4) and non-stationary activities (As—Ajg).

For stationary activities (see Figure 10a), an average accuracy of 81.2% is obtained for fixed sensor
orientations. When the sensor units are oriented randomly, the average accuracy drops to 42.6%.
The existing orientation-invariant methods exhibit accuracies between 31.7% and 62.2%, some of them
being higher and some being lower than the accuracy for random rotation. The Euclidean norm
method performs particularly poorly in this case. The proposed method achieves an average accuracy
of 66.8%, which is considerably higher than random rotation and all the existing orientation-invariant
transformations. Although two of the existing transformations provide some improvement compared
to the random rotation case, their accuracies are much lower than the standard reference system.
Hence, removing the orientation information from the data makes it particularly difficult to classify
stationary activities.

For non-stationary activities (see Figure 10b), the accuracy decreases from 88.8% to 58.8% on
average when the sensor units are placed randomly and no transformation is applied. The existing
orientation-invariant methods obtain accuracies ranging from 78.2% to 83.2%, which are comparable to
the reference case with fixed sensor orientations. The method we propose obtains an average accuracy
of 86.7%, which is higher than all the existing methods and only 2.1% lower than the reference case.
This shows that when the sensor units are fixed to the body at arbitrary orientations, the proposed
method can classify non-stationary activities with a performance similar to that of fixed sensor unit
orientations. In the last two rows of the confusion matrix provided in Table 1, the average accuracy of
the stationary activities (A;—A4) and non-stationary activities (As—Ajg) are provided separately for the
proposed method, again using the SVM classifier.

Referring to Figure 10a, we observe that the recognition rate of stationary activities highly depends
on the classifier. On average, the best classifier is LDC, probably because the recognition of stationary
activities is quite challenging and the LDC classifier separates the classes from each other linearly and
smoothly in the feature space. For the proposed method, the OMP classifier performs much better
than the remaining six classifiers. On the other hand, for non-stationary activities (see Figure 10b),
the classifiers obtain comparable accuracy values, unlike the case for stationary activities. In this case,
SVM is the most accurate classifier, both on average and for the proposed method.
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Figure 10. Activity recognition performance for all the data transformation techniques and classifiers
for (a) stationary and (b) non-stationary activities. The lengths of the bars represent the accuracies
and the thin horizontal sticks indicate plus/minus one standard deviation over the cross-validation

iterations.

4.5. Run Time Analysis

The average run times of the data transformation techniques per one 5-s time segment
are provided in Table 2. All the processing in this work was performed on a laptop with a
quad-core Intel® Core™ i7-4720HQ processor at 2.6-3.6 GHz and 16 GB of RAM running 64-bit
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MATLAB® R2017b. The proposed method has an average run time of about 61 ms per 5-s time
segment and can be executed in near real time since the run time is much shorter than the duration of
the time segment.

Table 2. Average run times of the data transformation techniques per 5-s time segment.

Data Transformation Technique Run Time (ms)

Euclidean norm 0.69

sensor sequences with respect to the Earth frame 56.25

sensor sequences along and perpendicular to the gravity vector 1.09
SVD-based transformation 8.94

proposed method: sensor sequences and differential

quaternions, both with respect to the Earth frame 61.08

The run times of the classifiers are presented in Table 3 for each of the seven data transformation
techniques. Table 3a contains the total run times of the classifiers for an average cross-validation
iteration, including the training phase and classification of all the test feature vectors. We observe
that k-NN, LDC, and BDM are much faster than the other classifiers for all of the data transformation
techniques. Table 3b contains the average training times of the classifiers for a single cross-validation
iteration. The k-NN and OMP classifiers only store the training feature vectors in the training phase;
therefore, their training time is negligible. Among the remaining classifiers, training of BDM is the
fastest. Table 3c contains the average classification time of a single test feature vector, extracted from
a segment of 5 s duration. ANN and LDC are about an order of magnitude faster than the others
in classification. The classification time of OMP is the largest. Note that, because of programming
overheads, the total classification times provided in Table 3a are greater than the sum of the training
and classification times (Table 3b,c, respectively) multiplied by 1140 (the number of feature vectors per
L10 iteration).

This study is a proof-of-concept for a comparative analysis of the accuracies and run times of the
proposed and existing methods as well as state-of-the-art classifiers. Therefore, we have implemented
them as well as the remaining parts of the activity recognition framework on a laptop computer rather
than on a mobile platform.

Given that the data transformation techniques and most of the classifiers have been implemented
in MATLAB in this study, it is possible to further improve the efficiency of the algorithms by
programming them in other languages such as C++, by implementing them on an FPGA platform,
or by embedding the algorithms in wearable hardware. As such, our methodology can be handled
by the limited resources of wearable systems. Alternatively, transmitting the data acquired from
wearable devices wirelessly to a cloud server would allow performing the activity recognition in
the cloud [14,62]. Despite the latency issues that will arise in this case, this approach would provide
additional flexibility and enable the applications of wearables to further benefit from the proposed
methodology and the advantages of cloud computing.
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Table 3. (a) Total run time (including training and classification of all test feature vectors) and
(b) training time in an average L10 iteration; (c) average classification time of a single test feature vector.
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SVM 6.42 14.20 722 11.71 8.19 6.24 10.05
ANN 7.37 8.49 8.54 6.58 12.04 791 6.14
(a) BDM 1.67 1.61 1.59 1.55 212 1.48 1.69
total run time LDC 1.10 0.87 0.84 1.52 0.84 0.93 1.51
(s) k-NN 0.24 0.12 0.12 0.21 0.19 0.12 0.22
RF 16.81 2251 2640 2434 19.05 19.71 23.98

OMP 1018.27 79890 9232 99.41 96.48 7518  114.68

SVM 6.01 1339  6.61 10.31 758  5.36 8.60

ANN 7.35 847 852 657 1201 7.89 6.12

(b) BDM 0.01 001 001 001 001 0.01 0.01
training time LDC 0.33 023 022 038 022 026 0.33
(s) k-NN - - - - - - -

RF 1520 2090 2411 2175 1745 17.87 21.25

OMP - - - - - - -

SVM 0.26 060 042 039 040 0.24 0.31

ANN 0.02 002 001 001 002 0.01 0.01

(c) BDM 1.46 141 139 135 185 1.29 1.47
classification time  LDC 0.04 0.03 0.03 0.05 0.03 0.03 0.04
(ms) k-NN 0.21 011 011 019 016 0.11 0.19

RF 0.71 073 099 083 072 074 0.87

OMP 892.55 700.17 80.55 86.38 84.20 65.43 99.69

5. Discussion

Overall, the recognition rates of non-stationary activities are considerably better than those of
stationary ones for all the approaches considered in this study. This is because in non-stationary
activities, the activity type is encoded in the body motion whereas in stationary activities, since there
is no significant body motion, the removal of sensor orientation information to achieve orientation
invariance has a major impact on the accuracy. The classification of stationary activities is a more
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challenging problem and it is clear that sensor unit orientations provide essential information for
this purpose.

The direction of the gravity vector measured by the accelerometer and the direction of the magnetic
field vector determined by the magnetometer provide essential information about the orientation of
the sensor unit. When the sensor sequences are represented with respect to the Earth frame to achieve
orientation invariance, this information is lost because the gravity and the magnetic field of the Earth
are roughly in the fixed zr and xg directions of the Earth frame, respectively. Hence, in our proposed
method, we incorporate the change in the sensor unit orientation over time by calculating differential
quaternions with respect to the Earth, which represent the rotation between consecutive time samples
invariantly to the sensor unit orientation. The use of differential quaternions increases the accuracy
considerably because they effectively represent the rotational motion of the sensor unit related to the
activities. When the rotational transformation is represented with respect to the Earth frame, it is
invariant to sensor unit orientation, as desired.

For all the methods compared in this study, we use the same dataset which was acquired by
placing the sensor units on the body at fixed orientations. This enables us to make a fair comparison
between all of the seven approaches considered in this work. In the random rotation case, we rotate the
data arbitrarily for each time segment and each sensor unit; hence, we obtain new data that simulate
random sensor orientations and match exactly the same level of difficulty of the original data except for
the rotational difference. In the last five approaches that correspond to orientation-invariant methods,
it is mathematically guaranteed that the transformed data are exactly invariant to sensor orientations;
hence, they can be directly compared with the reference and random rotation cases. Had we recorded
an additional dataset with different sensor unit orientations, we would not be able to fairly compare
the accuracies obtained with the two datasets because it is not possible to guarantee the same level of
difficulty in activity recognition in different experiments. This fact can be observed even within the
current dataset from the non-negligible standard deviations in the activity recognition accuracy over
the cross-validation iterations (see Figures 9 and 10). This shows that the variation among the subjects
is significant, as also observed in [38].

6. Conclusions and Future Work

We have demonstrated that the standard activity recognition paradigm cannot handle incorrectly
or differently oriented sensors when the position remains fixed. To overcome this problem, we have
proposed a transformation that we apply on the sensor data at the pre-processing stage to increase
the robustness of the system to errors in the orientations at which the sensor units are worn on
the body. The method we have proposed extracts the activity-related information from the sensor
sequences while removing the information associated with the absolute sensor unit orientations.
This way, we ensure that the transformed sequences do not depend on the absolute sensor unit
orientations. The transformed sequences have the same form as the original sequences except the
number of axes, which enables us to apply this method in the pre-processing stage of any system that
can handle multi-axial data, including systems that directly use time-domain data in its raw form as
well as those that use extracted features. We have shown that our method significantly reduces the
accuracy degradation caused by incorrect/different sensor unit orientations. The proposed method
performs substantially better than the existing methods developed specifically for this problem and
achieves nearly the same accuracy level as the fixed orientation case for non-stationary activities.
The transformation we propose can be computed in a time much shorter than the duration of one
segment of the data, therefore, it can be efficiently implemented and used in near real time.

The next step of this research may involve calculating the differential quaternions with respect to
the Earth over a wider time window rather than over only two consecutive time samples, which may
improve robustness against high-frequency noise. The transformation proposed here can be used in
other wearable sensing applications such as detecting and classifying falls and automated evaluation
of physical therapy exercises. By transforming the sensor data at the pre-processing stage, orientation
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invariance can be achieved without the need to modify the rest of the system. Position invariance can
also be investigated to allow the sensor units to be interchanged and/or placed at different positions
on the body. The two can be combined to develop activity recognition systems that are invariant to
both the position and orientation of the sensor units.
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Abbreviations

The following abbreviations are used in this manuscript:

SVM  Support Vector Machines

PCA  Principal Component Analysis
1-NN  One-Nearest-Neighbor

SVD  Singular Value Decomposition
DFT Discrete Fourier Transformation
ANN  Artificial Neural Networks
BDM  Bayesian Decision Making
LDC  Linear Discriminant Classifier
k-NN  k-Nearest Neighbor

RF Random Forest

OMP  Orthogonal Matching Pursuit
L10  Leave-One-Subject-Out

Appendix A. Sensor Unit Orientation Estimation

The orientation estimation method in [40] combines orientation estimates based on two sources
of information. The first estimate is obtained simply by integrating the gyroscope angular rate
measurements. This estimate is accurate in the short term but drifts in the long term. The second relies
on the direction of the gravity vector measured by the accelerometer and the magnetic field of the
Earth detected by the magnetometer in the long term. For the long-term estimation, the Gauss-Newton
method [40] is used to solve a minimization problem where the cost function decreases as the acquired
acceleration vector is aligned with the gravity vector and as the acquired magnetic field vector is
aligned with the magnetic North of the Earth. The short- and long-term estimates are combined
through weighted averaging [40].

In the orientation estimation algorithm, we relate the sensor and the Earth frames by a quaternion

R PN |
an = (91, 92, q3, LI4)T corresponding to the rotation matrix Rz” = <R§n) for all n as follows [50]:

o |irEedod 20ep - nm)  2(n0+90s)
Ry = | 2(qp3+qq0) F—B+05—q7  2(9390 — q142) (A1)
2(g29s — 1q3)  2(q192+9394) @ — G — 3+ a5

The short- and long-term orientation estimates are denoted by q,, st and §,, 1.t and the overall
estimate is denoted by §,.

The short-term estimate of the sensor quaternion §, st at time sample n based on the overall
estimate q,,_; at the previous time sample is given by:

1
QV:,ST = qn—l + At (5%4 ® ws[”]> (AZ)
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where w3[n] = (0, w$[n], ws [n], w$ [n]) ! is an augmented vector consisting of zero and the angular
rate vector acquired by the gyroscope at time sample # [40] and At is the sampling interval. Note that
the equation involves feedback because qy, st is calculated based on §,,_1.

For the long-term estimation, let a®[1z] and m®[n] be the acceleration and the magnetic field
vectors, respectively, represented in the sensor frame and normalized by their magnitudes. To align
a’[n] with the z axis of the Earth frame, we represent it in the Earth frame as af[n] = q, ® a°[n] ® q,
and solve the following minimization problem [40]:

qn,1T-1 = argmin f; (qn, a® [n}) where f; (qn, a® [n]> = H(O, 0, ) —quea’n]@qi| (A3)
qn
where || - || denotes the Euclidean norm and ® denotes the quaternion product operator.
We represent the magnetic field vector m®[n] as mf[n] = q, ® m®[n] ® q; in the Earth

frame and allow it to have only a vertical component along the zg direction and a horizontal

component along the xp direction. Hence, we align mE[n] with the magnetic reference vector
T

defined as my[n] & (\/(m§ [])2 + (mf[n])?, 0, m& [n]) in the Earth frame by solving the following

minimization problem [40]:

§n 112 = argmin f, (qn, m° [n}) where f; (qn, m® [n]) = Hmo[n] —qp®m® ] ® q;, (A4)

qn

To simultaneously align the acceleration and magnetic field vectors, we combine the

minimization problems defined in Equations (A3) and (A4) into one and solve the following joint
minimization problem:

qn, 1y = argmin f (qn, aS[n], mS[nD (A5)

qn

where the combined objective function is

£ (an °[n), m*[n]) = 6 (au 2°[1]) + £ (qu, m[n]) (46)

We use the Gauss-Newton method to solve the problem defined in Equation (A5) iteratively [40].
The quaternion at iteration i + 1 can be calculated based on the estimate at the ith iteration as follows:

i1 . -1 .

iy == (077) 7 (ayp aln), m¥[n)) (A7)

where J is the 6 x 4 Jacobian matrix of f with respect to the elements of qu)
closed form in [40].

Finally, the short- and long-term estimates are merged by using weighted averaging [40]:

. This matrix is provided in

4n = Kqu,s1 + (1 - K)qu, 17 (A8)

where the parameter K is selected as 0.98 as in [40]. The estimated quaternion §, represents the
rotation matrix Rz" compactly, where we drop the hat notation (") in the main text for simplicity.
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Abstract: The purpose of this study was to classify, and model various physical activities performed
by a diverse group of participants in a supervised lab-based protocol and utilize the model to identify
physical activity in a free-living setting. Wrist-worn accelerometer data were collected from (N = 152)
adult participants; age 18-64 years, and processed the data to identify and model unique physical
activities performed by the participants in controlled settings. The Gaussian mixture model (GMM)
and the hidden Markov model (HMM) algorithms were used to model the physical activities with
time and frequency-based accelerometer features. An overall model accuracy of 92.7% and 94.7%
were achieved to classify 24 physical activities using GMM and HMM, respectively. The most accurate
model was then used to identify physical activities performed by 20 participants, each recorded
for two free-living sessions of approximately six hours each. The free-living activity intensities
were estimated with 80% accuracy and showed the dominance of stationary and light intensity
activities in 36 out of 40 recorded sessions. This work proposes a novel activity recognition process to
identify unsupervised free-living activities using lab-based classification models. In summary, this
study contributes to the use of wearable sensors to identify physical activities and estimate energy
expenditure in free-living settings.

Keywords: physical activity classification; free-living; GENEactiv accelerometer; machine learning;
Gaussian mixture model; hidden Markov model; wavelets

1. Introduction

Engaging in sufficient amounts of physical activity (PA) is associated with decreased risk
of premature mortality from cardiovascular diseases [1-3]. The 2008 physical activity guidelines
recommend engaging in at least 150 minutes per week of moderate-vigorous physical activity [4].
Without an accurate PA measurement tool, our ability to determine the relationship between physical
activity and health, develop effective interventions to promote these healthy behaviors, and evaluate
the effectiveness of these interventions, is severely limited. Human beings perform a wide range of
complex activities, varying based on age, profession, time of the day and other demographics. Physical
activities of many forms including daily household activities, walking, aerobics, and strength training
are performed at various intensities (i.e., light, moderate or vigorous), based on the individual. Hence,
we need measurement tools to quantify complex human activities accurately, and make necessary
interventions to maintain healthy behaviors.
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With the advent of wearable and remote sensors, it has become easier to monitor PA due
to their objectivity, minimal participant burden and rich data that can be collected for a long
period. Human activity recognition using video processing has become a widely studied area of
research. Video analysis approaches based on template-based methods [5,6], generative models [7-9],
and discriminative models [10] have been used to classify complex human activities and gait patterns.
However, in this paper we focused on wearable accelerometers, which have become inexpensive,
small and lightweight, can gather high-frequency data and can be used by the population across all
demographics. Accelerometer-based systems have been used to gain insights about physical activity
of all age groups, adolescents [11,12], young adults [13-16], old adults [17-22] and seniors [17,23-25].
There are two major research foci in PA monitoring studies: (a) energy expenditure (EE) estimation
and (b) activity classification. The traditional approach to EE estimation using accelerometer data is to
estimate the intensity (MET value) of an activity through simple linear regression modeling [26].
Another approach attempts to identify the type of activity performed, and calculate EE using
knowledge of the activity’s intensity. Current methodological development, especially in signal
processing and machine learning techniques, have led researchers to implement alternative frameworks
for estimating EE. Of which, methods such as artificial neural network [27], novel estimation framework
based on statistical estimation theory [28] and piecewise linear regression model [29], deserve special
mention due to their high prediction accuracy. Activity classification studies have been performed
with both supervised laboratory and free-living protocols. Most PA classification approaches involve
extracting features from raw or processed accelerometer data and using them to identify unique
physical activities using machine learning or deep learning based classifiers. Various studies have
investigated different types of features and classifiers to identify a wide range of PA, reporting
efficiency ranging between 68 and 99% [11,18,19,22,30-34]. All these studies have proposed methods
to identify various PA performed by study participants (N < 130) using single [11,18,22,32] or multiple
accelerometer units [30,31,35], but strictly in supervised, controlled settings and lack free-living
applications. The studies [11,30] that have analyzed a large database of PA (>20) lack in diversity and
total number of study participants (N < 53). Simultaneously, studies [18,32] that dealt with a large
number of study participants (N > 100) analyzed less PA (<12). In this study, however, we have
used a larger dataset of (N = 152) participants to model 24 PA in a lab-based study using just a single
wrist-worn accelerometer. Previous work has generally relied on lab-based activity trials to train and
test classification models. However, validity of these previously studied methodologies applied toward
free-living contexts is starting to emerge. One such study [36] cross-validated four PA classification
models (N = 21) and classified four activities in free-living setting from (N = 16) participants wearing
a wrist-worn accelerometer. Supervised classification was performed with reference to recorded labels
using another thigh worn accelerometer. In this study, we use a novel unsupervised framework to
identify PA performed by 20 participants in a free -living setting. In the first part of this paper, we train
and test classifiers to model physical activities using accelerometer data from lab-based settings. In the
second part of the paper, we use the lab-based classification model to identify free -living activities in
an unsupervised framework.

The data used in this analysis were gathered through two separate studies conducted in
a southwestern university in the USA. The first study provided accelerometer data on structured,
lab-based activities that were used to train and validate the proposed machine learning method.
The data from the free-living protocol were used to evaluate the developed algorithm in its capacity to
estimate activity intensities in a free -living setting. The details of each study (recruitment, participant
characteristics, and data collection methods) are described in the following sections.

408



Sensors 2018, 18, 3893

2. Lab-Based Study Protocol

2.1. Data Collection

A total of 152 adult participants (48% male, age 18-64 years old) were recruited in the lab-based
protocol. The recruitment method and participant eligibility criteria were similar in both lab-based and
free-living protocol and accomplished via fliers, emails, and social networks (e.g., Twitter, Facebook).
Interested participants completed an online screener and scheduled a lab visit to determine eligibility
by performing a wide array of physical activities. Participants were screened for conditions that could
limit their physical activity (e.g., cardiovascular disease, high blood pressure) as well as completed
a physical activity readiness questionnaire. For both studies, informed consent was obtained from
each participant prior to enrollment. The university’s institutional review board approved all study
materials and procedures.

After obtaining consent, each participant was scheduled for a two-hour laboratory visit. They were
instructed to wear comfortable clothing and were fitted with a GENEActiv accelerometer (Activinsights
Ltd., Kimbolton, Huntingdon, UK) on their non-dominant wrist along with other activity monitors.
The GENEActiv is a lightweight, waterproof, wrist-worn sensor that collects raw acceleration data.
Adult participants performed a set of ambulatory and lifestyle activities randomly selected from
a predetermined pool of activities (see Table 1). Participants were video-recorded completing each of
the activities using a custom-designed Android app developed by our research team. This application
provided automated start and stop times for each activity and an electronic video file of each activity
performed. Table 1 shows the major groups of PA, the metabolic equivalent (MET) values (defined as
the ratio between energy expenditure during an activity and energy expenditure at rest) associated to
each PA, according to the 2011 Adult Compendium of PA [37], and their corresponding intensity levels.

Table 1. Laboratory dataset and physical activity details, showing the unique physical activities
performed by the participants, with the associated metabolic equivalent (MET) values and intensities.

Dataset MET  Intensity
(Adults) PA No PA Class Value”  Label®
1 Seated, folding/stacking laundry 2.0 L
Stationary 2 Standing/fidgeting with hands while talking 1.8 L
3 1 minute brushing teeth + 1 minute brushing hair 2.0 L
4 Driving a car 25 L
5 Treadmill at 1 mph 2.0 L
6 Treadmill at 2 mph 2.8 L
7 Treadmill at 3 mph 3.5 M
8 Treadmill at 3 mph, 5% grade 53 M
9 Treadmill at 4 mph 49 M
10 Hard surface walking 2.8 L
Walking 11 Hard surface, hand in pocket 3.5 M
12 Hard surface, while carrying 8 Ib. object 5.0 M
13 Hard surface, holding cell phone 4.5 M
14 Hard surface, holding filled coffee cup 3.5 M
15 Carpet with high heels or dress shoes 2.8 L
16 Grass barefoot 4.8 M
17 Uneven dirt 4.5 M
18 Uphill with high heels or dress shoes, 5% grade 53 M
19 Downhill with high heels or dress shoes, 5% grade 33 M
20 Treadmill at 5 mph 8.3 \%
Running 21 Treadmill at 6 mph 9.8 \%
22 Treadmill at 6 mph, 5% grade 12.3 \4
o 23 Walking upstairs (5 floors) 4.0 M
Stair climbing 24 Walking govl\::n stairs (5 floors) 3.5 M

? MET values obtained from the Adults Compendium of PA, Ainsworth et al. 2011;
b L = light intensity, M = moderate intensity, V = vigorous intensity.
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2.2. Data Processing

Tri-axial accelerometer data (X, Y and Z axes) were collected at a sampling rate of 100 Hz, during
which the participants had to stay still for the first 5 seconds, and then perform a specific PA for
a fixed period of time. As a part of pre-processing, the resultant acceleration, R = v/ X? + Y2 + Z2,
was calculated and used as a fourth signal along with the X, Y and Z direction acceleration signals.
After the activity transitions were identified from observed labels, the four acceleration signals were
divided into windows of 10 seconds (1000 samples) without overlap, which is enough to capture
both stationary and properties of the signal. To find descriptors of unique PA, various features were
extracted from windowed accelerometer signals, followed by a feature selection method. Supervised
classification was performed using the Gaussian mixture model (GMM) and the hidden Markov model
(HMM), and their performances were compared. The entire lab-based process chain is shown in
Figure 1.

Feature
Accel‘etometer Windowing extraction
Slgnal (Time. Frequency,
(10 seconds) Principal components,
‘Modified” wavelet
coefficients)

X Y, Z,R)

Classification 1 Feature selection

(SFS)

&

Merging similar Classification 2

classes (GMM/ HMM)

Figure 1. Lab-based activity classification process chain.

2.2.1. Feature Extraction

In this study, we have investigated some state-of-the-art features and introduced some novel ones
as descriptors of PA for each window of accelerometer signals. 130 such features were extracted from
every 10 second window (1000 samples) from different combinations of the four acceleration signals.
We have briefly explained some essential backgrounds of the features investigated in this study.

e Time-Domain Features: Mean, standard deviation, skewness, kurtosis, energy and the squared sum
of the Y and Z acceleration signals under the 25th and 5th percentile.

e Frequency-Domain Features: Maximum magnitude between 1 — 5 Hz, sum of frequency component
heights below 5 Hz and number of peaks in spectrum below 5 Hz.

e Principal Component Features: First four principal components of X, Y, Z and R.

e 'Modified” Wavelet Coefficient Features: The wavelet transform provides a time-frequency
representation of a signal, as it gives an optimal resolution in both time and frequency domains [38].
In our case we used a three level Haar wavelet decomposition to extract wavelet coefficients
from each 10 seconds window. We used the Kolmogorov-Smirnov (KS) test, to automatically
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select 20 coefficients out of 1000 (10 secs window). Given a wavelet coefficient x, across all the
windows of a specific PA, the test compares the cumulative distribution function F(x) with that of
a Gaussian distribution with the same mean and variance G(x), and hence it finds the coefficients
that show maximum deviation as a sign of multi-modal distribution.

2.2.2. Feature Selection

Machine learning algorithms always present problems when dealing with high dimensional
inputs, so we selected the most ‘efficient’ features out of 130 features. For this purpose, we used
the sequential forward selection (SFS) method. The SFS is a greedy search algorithm that works
in tandem with classifiers and compares classification accuracy at each step. We used the SFS
algorithm for training on a random subset of 40 adult participants’ laboratory accelerometer data,
using a GMM classifier. Results showed that the ‘modified” wavelet coefficients extracted from the
resultant acceleration signal (R) were the most ‘efficient’ or highest ranked features. This suggests that
the ‘modified” wavelet coefficients of R can be used as a descriptor of unique PA. To make use of all
the 20 wavelet coefficients we computed the principal components of these coefficients, and used the
first 10 components as the feature space for PA classification.

2.2.3. Classification

For classification of physical activities, we explored two classification algorithms, GMM and HMM,
with the first 10 principal components of the ‘modified” wavelet features, used as the input feature
vector. We assume that wavelet features of each PA follows a Gaussian distribution. Based on this
assumption, the principal components which are orthogonal vectors also follow Gaussian distributions.
Thus, the choice of GMM and HMM with Gaussian distribution as their output distribution is justified.
To measure the specificity of classification, we executed two levels of classification. The first level was
used to combine similar activities and reduce the number of activity classes and the second level was
used to extract the models for each activity (unique or combined).

e Gaussian Mixture Model: GMM 1is one of the most commonly used classifiers, which models
the probability distribution of data as a linear combination of multiple Gaussian distributions.
To create a model, the optimal values of each Gaussian distribution in the mixture must be
estimated, using the Expectation-Maximization (EM) procedure [39]. GMMs have been extensively
used for supervised classification problems, in which a GMM can model a single class, but can also
be used for unsupervised clustering problems [40]. Before estimating the Gaussian distribution,
we initialized the GMM using the Linde-Buzo-Gray (LBG) k-means algorithm [41].

e Hidden Markov Model: We used the GMM as the probability distribution function of the HMM
output, otherwise known as the emission probability parameter. The Viterbi approximation path
algorithm [42] was used to estimate the new labels for which the joint distribution of X (feature
vector) and Z (observed PA labels) is maximized. The algorithm considers the most likely path
instead of summing over all possible state sequences, which saves computation time.

o Merging Similar Classes: One shortcoming of using a single accelerometer is that there is a high
possibility that similar activities (e.g., "Hard surface walking, while carrying 8 Ib. object’ and ‘Hard
surface walking, while holding filled coffee cup’) might be hard to classify. Consequently, we executed
a simple method to measure the specificity of classification and find out which classes are more
likely to get merged. The confusion matrix was constructed after first level of classification using
the predicted and actual classes as its rows and columns, respectively. We employed a thresholding
technique to combine similar classes into one larger class. For any class, if more than 50% of the
class was predicted as another class, we combined them into a single class. This method helped us
to find similar PAs in an unsupervised manner. After combining the similar classes, we performed
a second level of classification to construct the final confusion matrix. We have shown the final
number of combined classes as the measure of specificity.
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2.3. Results

We trained the classification process with a random subset of 40 adult participants using SFS and
GMM. The rest (112 adults) were used as the test data. The classification results for the adult samples
are shown below.

2.3.1. Lab-Based PA Classification Results

We have shown classification results for the four major classes of activities; stationary, walking,
running and stair climbing in Table 2. The table shows the number of initial activity classes, the number
of combined classes after merging and the final classification accuracy using GMM and HMM. Out of
15 walking activities, 5 classes (PA classes 5, 10, 12, 14 and 16 from Table 1) and two classes (PA classes
15 and 19 from Table 1) were merged into two single PA classes using GMM. With HMM, two classes
(PA classes 6 and 9), four classes (PA classes 10, 12, 14 and 16) and two classes (PA class 15 and 19)
were merged into three single PA classes. Similar groups of classes were merged with both classifiers.
In all other activities, the classes mostly remained unmerged. Observing the PAs that were merged,
we can see that most of the walking activities were merged. PA classes 5, 10, 12, 14 and 16 were
walking activities with or without carrying something with their dominant hand, and 15 and 19 were
both activities wearing dress shoes. Some of these merges were similar activities of different intensity.
In this study, we were limited to a single accelerometer on the non-dominant wrist, which might be the
reason why both the classifiers were not able to distinguish between these classes. This suggests that
the features from just the non-dominant wrist accelerometer are not able to capture unique descriptors
of these PAs. This limitation might be because of less variability in the intensity of movement of the
non-dominant arm. However, despite such limitations, the classifiers could identify various complex
activities. This suggests that the ‘modified” wavelet features can be an accurate descriptor of physical
activities. Comparing the two classifiers, the final classification accuracies for all the major classes
were 99.91% (GMM) for stationary, 84.87% (HMM) for walking, 99.86% (HMM) for running and 100%
(GMM)) for stair climbing activities.

Table 2. Classification accuracy for various lab-based physical activities using Gaussian mixture model
(GMM) and hidden Markov model (HMM) (showing the initial and the final number of PA classes
after merging).

Original PA Classes PA Classes  Classification Classification
Activities PA Classes after Merging  after Merging  Accuracy% Accuracy%
(GMM) (HMM) (GMM) (HMM)
Stationary 4 4 4 99.91 89.32
Walking 15 10 10 79.57 84.87
Running 3 2 3 91.4 99.86
Stair-climbing 2 2 2 100 99.8
All activities 24 21 17 78.54 90.2

2.3.2. Best Classification Model Selection

The best classification model was estimated by comparing the two classification algorithms.
Three parameters were used to compare the performances of the classifiers: trace of the confusion
matrix after the two levels of classification, final classification accuracy (mean of the trace of the final
confusion matrix) and total number of classes identified after merging (specificity). Given the input
feature vector of 10 principal components (of ‘modified” wavelet features), we tested the classifiers in
multiple feature spaces (2-D to 10-D, each dimension representing a principal component) to find the
best classification model and feature space. The GMM gave the best classification performance in 10-D
feature space with an accuracy of 78.5% (21 final classes), and HMM gave the best performance in 6-D
feature space with accuracy 90.5% (17 final classes). Upon comparing both classifiers, the GMM
achieved higher average trace with fewer classes combined, while the HMM achieved higher
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classification accuracy with more classes combined. To decide on the better classifier, we made
a comparison between the two best cases of GMM and HMM by combining one class at a time and
comparing the accuracy after each step, until all classes were merged to one whole class (Figure 2).
It can be seen in Figure 2, as we kept combining PA classes, HMM showed a better convergence
than GMM. Thus, the classification model of the HMM in 6-D feature space was selected as the best
classification model. We used the models of all the 24 classes to identify PA in the free-living setting.

100 Classification accuracies for different classes
- i .

——HMM
——GMM

95 - b

90 - b

80

Classification accuracy %
[+
(3,
.
.

75 b

0 5 10 15 20 25
PA classes

Figure 2. Convergence characteristics of each classifier (GMM and HMM), comparing the classification
accuracies, as a PA class is merged at every step.

3. Free-Living Study Protocol

3.1. Data Collection

The 20 participants (50% male, age 2146 years old) who participated in the free -living protocol
were instructed to indicate two typical days (one weekday and one weekend day) for data collection.
The participants included students, office workers, professors and home-makers. On those selected
days, they were instructed to maintain their usual daily activity pattern while two researchers were
independently classifying their activities through direct observation [43]. The researchers continuously
classified a participant’s activity over a 6-8 hour period using a researcher-developed mobile app that
allowed for continuous activity classification. Activities were labeled based on the type and context
of activities. The six physical activity type labels were walking, sitting, jogging, reclining, standing
and squatting whereas the context labels were sports/exercise, household chores, transportation,
occupation and leisure. Approximately 8% of the data were classified as unobserved, when participants
required private time (e.g., restroom use) or were out of sight of the researchers. On both days,
participants were asked to wear the GENEActiv continuously along with other activity monitors.

3.2. Data Processing

In the lab-based settings, we modeled unique PA by distribution of Gaussian mixtures in
a 6-D space. From the lab-based results, it was shown that the best supervised classification model
was accomplished using HMM with the first six principal components of the ‘modified” wavelet
features. We used all the 24 PA models to identify PA in the free-living settings in an unsupervised
classification framework. The primary goal of the free-living data analysis was to identify PA and
the PA intensity associated to the identified activity types. The entire process was divided into the
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following sub-sections based on the order they were performed: pre-processing, feature extraction,
unsupervised classification and Gaussian model matching (see Figure 3).

Acceletometer Feature extraction

. ‘Windowin
Signal 2 (6 Principal components of
(10 seconds) “Modified’ wavelet
®) coefficients)

Gaussian model Classification Estimate no of classes
matching (HMM) ML)

Figure 3. Free-living activity identification process chain.

3.2.1. Pre-Processing

The resultant acceleration, R, was calculated from the tri-axial acceleration signals and was used
as the main signal from which features (PA descriptors) were extracted from 10 second windows of
the signal.

3.2.2. Feature Extraction

The ‘modified” wavelet coefficients proved to be the most efficient feature choice for the lab-based
settings study. The first six principal components of 20 ‘modified” wavelet coefficients were used as
feature vector.

3.2.3. Unsupervised Classification

Since the number of activities performed during a session was unknown, we first estimated
the total number of activities performed using Gaussian mixture maximum likelihood estimation.
The maximum log likelihood is calculated using the following equation,

N K
M; = argmax ) { Y N (xn|pe, Ze) b
K n=1 k=1

where, x, are the data points, N is total number of data points from a session and K is the total
number of PA classes for each session. py and Xj are the mean and standard deviation of the
Gaussian distributions corresponding to each PA class. After estimating the total number of classes,
we performed classification using HMM with output distribution of Gaussian mixtures to find the
Gaussian distribution corresponding to each activity.

3.2.4. Gaussian Model Matching

Using unsupervised classification, we managed to estimate the total number of activities and
modeled them by a mixture of Gaussians in the 6-D feature space. However, we still needed to identify
the activities. We identified an unsupervised activity as the lab-based PA that had the ‘minimum
distance’ in the feature space. We defined this ‘distance” as the distance between the means of the
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Gaussians of the unsupervised model and the best supervised model. The predicted unsupervised PA
is given by L. and computed as follows,

ke = argmin |y — p,|
Lec=1,...24
iy and pr, are the means of the kth free-living PA class from the unsupervised model and cth
lab-based PA class from the best supervised model Gaussian distributions.

3.3. Results

We first estimated the total number of activities performed by a participant in each session using
Gaussian mixture maximum likelihood. HMM and Gaussian model matching were used to identify the
estimated activities among the pool of lab-based activities. In Figure 4, we have shown the proportion
of the identified PA performed by the participants in each free-living session. It can be seen that
‘Standing/fidgeting with hands while talking’ was the most commonly performed PA. Most of the study
participants spent the majority of their sessions performing stationary activities, and at most 10%
of the time performing ambulatory activities. Result shows that participants 3, 5, 6 and 16 mostly
performed ambulatory activities during their second sessions. We also estimated the intensity levels of
the activities using the corresponding MET values of the estimated classes. A correlation coefficient
of 0.80 was achieved between the estimated and the actual intensity level, which was approximately
calculated from direct observations. Figure 5 shows the estimated number of activities performed
by a participant (total 20) in each session (total 2) and the estimated intensity levels along with the
recorded activity and context labels. Results are shown in terms of percentage of time spent on different
activities (estimated and observed).

[ETTENTN 1 | 2 | 3 |4 |5 |6 |7 |8 |9 |10|11|12]13]|14 1526|2127 18]|19]20

Sessions |31 kal ¥o1 kst P21t 51 Kl 11 K F21 Rad 124 et o1 Kt a1 ¥o1 it F2 K o1l o1t ¥ Kt F21 o1 Kl ot b ¥oi Kt 2l

%

1 Seated, folding/ stacking laundry 100
3 1 minute brushing teeth + brushing hair 90
4 Driving a car

5 Treadmill at 1 mph 80
6 Treadmill at 2 mph

7 Treadmill at 3 mph

s Treadmill at 3 mph, 5 % grade 70
9 Treadmill at 4 mph .

10 Hard surface walking 60
11 Hard surface, hand in pocket

12 Hard surface, while carrying 8 Ib. object | 50
13 Hard surface, holding cell phone .

14 Hard surface, holding filled coffee cup

15 Carpet with high heels or dress shoes e
16 Grass barefoot

17 Uneven dirt 30
18 Up hill with dress shoes, 5% grade

19 Down hill with dress shoes, 5% grade 20
20 Treadmill at 5 mph

21 Treadmill at 6 mph 10
22 Treadmill at 6 mph, 5% grade
23 Walking up stairs (5 floors)

24 Walking down stairs (5 floors) L]0

Figure 4. Free-living analysis results, showing the proportion of identified PA for each participant
in each session; each column represents a session, showing the percentage of time spent on unique
activities (out of 24 lab-based PA) by a participant in that session.

415



Sensors 2018, 18, 3893

Estimated intensity level %
" 100
Light
Moderate 90
vigorous | | [ | | [[[[T] HEEEEENEEEEEEENEEREEEEE
Recorded activity leve 80
Unobserved | [ | | [ NN
Walking 70
Jogging/Running 60
Reclining 50
Standing
Squatting/Kneeling| H {40
Private ‘ | | ‘ |
Recorded context level 30
Sports/Exercise H H ‘
Household chores 2
Transportation 10
Occupation
Leisure L 1o

Figure 5. Free-living analysis results, showing the estimated number of PA and intensity levels
(estimated), the observed activity types and contexts for every participant in each session. Results
are shown in the form of percentage of time spent on each type of activity in a session. For example,
participant 1 performed more that 90% of his 1st session performing sedentary or light intensity
physical activities (estimated), and from the observed labels, it can be seen that he performed sitting
and standing activities for more than 90% of the time, which was mostly during his workday.

4. Discussion

This study systematically classified 24 lab-based supervised PAs and used the best classification
model to identify activities in free-living settings. The lab-based participants (N = 152) performed
activities from a pool of four stationary, 15 walking, three running and two stair climbing activities.
We achieved fairly high accuracy, identifying classes from each activity group with both GMM
(79-100%) and HMM (85-99%), with some limitations in specificity regarding a few walking activities.
We then tested both the classifiers with the entire dataset in different feature spaces to find out the best
classification space. The HMM in a 6-D feature space proved to be the best classification model and this
model was used to identify unsupervised activities in the free-living settings. We estimated the total
number of activities and identified them for 20 participants in each session. We further estimated the
PA intensity levels with high accuracy (approximately 80%) and found that nearly all participants spent
most of their time doing stationary and light intensity activities. The recorded activity levels showed
that participants spent most of their time performing stationary (i.e., sitting and standing) activities.

In the last decade, GMMs and HMMs have been successfully applied in classification problems
for their low computational complexity and robustness. HMMs make use of both the similarity of
shapes between test and reference signals and the probabilities of shapes appearing and succeeding
in time series signals, which makes it a dynamic modeling scheme. The GMM, on the other hand,
is a static modeling scheme and it can be thought of as a single state HMM. In this study, the GMM does
a better job classifying stationary activities, but overall the HMM outperforms GMM. This suggests
that dynamic models are more suitable to recognize complex PA, especially non -stationary activities.
On the other hand, a static model like GMM is more likely to classify stationary activities with
better precision.

This study is unique because both lab-based and free-living dataset were investigated, with one
dataset co-dependent on the other. We identified novel descriptors of PA from accelerometer signals
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(‘'modified” wavelet coefficients) that can be used to classify PA and produce near-accurate models.
In our previous paper [34], we already showed that these features were efficient descriptors of gait
patterns in 99 older adults with disabilities. With the use of a novel unsupervised classification
technique we identified free-living PA and estimated energy expenditure. Generally, activities
performed on a daily basis are more complex than the 24 activities investigated in this study. This study
suggests that although the identified activities might not be exactly the same as the real activity, it can
be a close approximation. Of note, our results suggest less degradation in activity classification
accuracy from laboratory to free-living settings than previous studies. We posit that this may be
because of the robust activity classifier that was developed given the large sample size and diverse set
of laboratory-based activities.

This study has important implications for physical activity researchers. First, because these
data were collected using a raw waveform accelerometry on the wrist, these computations can be
replicated across a large range of wearable sensors that capture and make available to the researcher
raw accelerations, and are not limited to the GENEactiv sensors used here. Accelerometers that can
record the magnitude and intensity of movement by measuring acceleration between the magnitudes
of +-8¢ (where g is equal to 9.825 ms~2, the acceleration of gravity), within a frequency range of 0 to
1 kHz, produce good spatiotemporal resolution. A good spatiotemporal resolution of the accelerometer
waveform is sufficient to extract the ‘modified” wavelet coefficients as descriptors of PA. Second,
the study posits limitations regarding identification of some walking activities, which is due to the use
of only one accelerometer on the non-dominant wrist. Although wrist-worn accelerometers are most
convenient to wear and associated with greater wear-time compliance, we might be able to improve
our results with the use of multiple accelerometers at various other locations of the body. Third,
although ample details are provided here for data scientists to replicate this approach, the methods
are not computationally intensive and more user -friendly tools are currently being prepared to make
this approach available for physical activity researchers. The manufacturers of wearable sensors that
are commonly used by physical activity researchers are encouraged to include this algorithm in data
analysis packages they are made available to their customers.

In summary, this study contributes to the use of wearable sensors to identify physical activities
and estimate energy expenditure in free-living settings by applying state-of-the-art machine learning
approaches to a diverse set of laboratory -based, supervised activities. This study has demonstrated
success in transferring lab-based validation techniques to the estimation of free-living activities that
can be applied to future studies that wish to estimate physical activity in cohort or intervention studies.
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Section 1: Summary of features extracted for lab-based activity classification, Section 2: Sequential Forward
Selection Algorithm, Section 3: Gaussian mixture model, Section 4: Hidden Markov model, Section 5: Class
merging using confusion matrix, Section 6: Lab-based classifier comparisons.
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Abstract: Human Activity Recognition (HAR) refers to an emerging area of interest for medical,
military, and security applications. However, the identification of the features to be used for activity
classification and recognition is still an open point. The aim of this study was to compare two different
feature sets for HAR. Particularly, we compared a set including time, frequency, and time-frequency
domain features widely used in literature (FeatSet_A) with a set of time-domain features derived by
considering the physical meaning of the acquired signals (FeatSet_B). The comparison of the two
sets were based on the performances obtained using four machine learning classifiers. Sixty-one
healthy subjects were asked to perform seven different daily activities wearing a MIMU-based
device. Each signal was segmented using a 5-s window and for each window, 222 and 221 variables
were extracted for the FeatSet_A and FeatSet_B respectively. Each set was reduced using a Genetic
Algorithm (GA) simultaneously performing feature selection and classifier optimization. Our results
showed that Support Vector Machine achieved the highest performances using both sets (97.1% and
96.7% for FeatSet_A and FeatSet_B respectively). However, FeatSet_B allows to better understand
alterations of the biomechanical behavior in more complex situations, such as when applied to
pathological subjects.

Keywords: human activity recognition; wearable sensors; MIMU; genetic algorithm; feature selection;
classifier optimization; machine learning

1. Introduction

Human Activity Recognition (HAR) is a growing research field of great interest for medical,
military, and security applications. Focusing on the healthcare domain, HAR was successfully applied
for monitoring and observation of the elderly [1], remote detection and classification of falls [2], medical
diagnosis [3], rehabilitation and physical therapy [4].

A HAR system is usually made up of two components: (1) a wearable device, equipped with a
set of sensors (i.e., accelerometers, gyroscopes, magnetometers, ... ) suitable for capturing human
movements during daily life, and (2) a processing tool that recognizes the activity performed in a
given instant by the subject. The most common systems employed for HAR are miniature magnetic
and inertial measurement units (MIMUs) that work only as a data logger, performing the signal
acquisition and storage, while an external system (pc, tablet, smartphone) is needed to process signals
and recognize the activities. However, for all those applications in which a real-time feedback is
required, it is important to create a stand-alone device able both to acquire several magnetic-inertial
signals for long periods of time and to identify the performed activities as fast as possible. From this
perspective, the desired device should be lightweight, small and easy to be worn from the subject,
provided with a long-lasting battery, and equipped with a microcontroller having enough internal
memory for signals and activities storage and able to support the implementation of a classifier for
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activity recognition. From the classifier point of view, it should be as fast as possible, in order to return
a real-time feedback, with low storage requirements and easy to be realized on a microcontroller. In a
previous work, we showed that a suitable machine learning classifier is Decision Tree (DT), that is also
able to reduce the number of input variables, decreasing the computational time, even if its accuracy
was lower than other methods [5].

Another challenging and still open aspect when dealing with HAR is the identification of
the correct set of input variables (or features) for the classifier. Analyzing the literature, different
approaches can be found. The most popular approach is based on time-domain features [6-8], that are
usually of a statistical nature: mean value, median, variance, skewness, kurtosis, percentiles and
interquartile range. Some studies use cross-correlation coefficients to quantify the similarity between
signals coming from different axes [9,10], but other studies demonstrated the inefficiency of these
features [11]. To give an idea of the energy and power contained in signals, frequency-domain
features, such as signal power, root mean square value, auto-correlation coefficients, mean and median
frequency, and spectral entropy, are commonly extracted [8,12]. Finally, some approaches based on
the time-frequency domain can be found in the literature, in particular using the Discrete Wavelet
Transform (DWT), that allows a decomposition of signals into several coefficients, each containing
frequency data across temporal changes [13]. A detailed review of features used for HAR applications
and belonging to time, frequency and time-frequency domains can be found in [14]. Although the
great majority of applications use these kinds of features, three main problems must be addressed:
(1) the extraction of frequency-domain and wavelet-domain features could result really hard for a
microprocessor [15]; (2) the great majority of these features are not directly related to the acquired
signals and, thus, they are difficult to attribute to physical quantities, complicating the interpretation
of the results and the understanding of errors; (3) the number of variables proposed in the literature is
huge and this is not always associated with high classification accuracy since some of them could be
sources of noise [16].

Feature Selection (FS) is a fundamental step when dealing with high-dimensional data, allowing
for eliminating those variables that are redundant or irrelevant for the system description. Moreover,
it has been proven that FS increases the classification performance [17], due to the removal of those
variables introducing noise during the classifier construction and application. Two main categories of
FS algorithms have been proposed in the literature and successfully applied in the biomedical field for
dataset [18], signal [19] and image [20] processing: filter and wrapper methods [21]. Filter methods
perform FS independently of the learning algorithm: variables are examined individually to identify
those more relevant for describing the inner structure of the analyzed dataset. Since each variable
is considered independently during the selection procedure, groups of features having strong
discriminatory power may be ignored. Conversely, in wrapper methods, the selection of the feature
subset is performed simultaneously with the estimation of its goodness in the learning task. For this
reason, this latter category of FS methods usually can reach better performances than filter methods [21],
since it allows for exploring also feature dependencies. On the other hand, wrapper FS could be
computationally very intensive and the obtained feature subset optimized only for the specific learning
algorithm or classifier.

Moreover, once a feature subset is fixed, different classification results might be obtained
changing the classifier parameters, since they strongly influence the classification performance [22].
Several approaches have been developed for parameters tuning, e.g., grid search, random search,
heuristic search [23]. However, the simultaneous selection of the optimal feature subset and
optimization of the classifier parameters is likely the only way assuring to reach the best performances.
Since an exhaustive search of the best couple feature subset-classifier parameters is unfeasible in most
real situations, heuristic search represents a convenient way to find a good compromise between
reasonable computational time and sub-optimal solutions. In particular, genetic algorithms (GAs)
have been applied for solving optimization problems connected to FS [17] and parameter tuning [22],
but very scarce applications can be found for the simultaneous optimization of both aspects.
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The aim of this study is to compare two sets of features for real-time HAR applications:
FeatSet_A comprising time, frequency and time-frequency domain parameters presented in the
literature and FeatSet_B consisting of variables belonging only to the time-domain and derived from
the understanding of how a specific activity will affect the sensor signals. The most informative
features for each set were identified using a GA that simultaneously performs feature selection and
optimization of the classifier parameters. Then, the obtained feature subsets were compared analyzing
the performances reached by four different machine learning classifiers.

The rest of the paper is divided as follows: Section 2 describes related works about HAR
using wearable sensors. Section 3 presents the protocol and population involved in our experiment,
the extracted features and the GA used for simultaneous FS and classifier optimization. Results are
presented in Section 4 and discussed in Section 5. Section 6 concludes this study and proposes future
directions in this context.

2. Related Work

A huge number of studies was proposed in the literature for HAR by means of wearable sensors.
Although an exhaustive analysis of publications dealing with these aspects is beyond the scope of this
paper (a recent review can be found in [24]), several aspects can be used to characterize and summarize
these studies, such as acquired signals, extracted features and algorithms used for dimensionality
reduction and activity recognition.

Accelerometric signals are common to all HAR applications. Some studies used this information
alone [25-27], but more often accelerometers were combined with gyroscopes [12,28,29] and
magnetometers [30,31]. In few cases other signals were taken into account such as quaternions [32],
temperature [1], gravity [33] or data acquired from ambient sensors [1].

Once they were acquired, the raw signals were rarely employed as they are [33,34] but usually
some kind of processing was applied to extract a set of informative features. In general, most of
extracted features belongs to the time-domain (e.g., mean, standard deviation, minimum value,
maximum value, range, . .. ) and the frequency-domain (such as mean and median frequency, spectral
entropy, signal power, entropy) [32,35,36]. However, other different variables can be found in literature,
such as time-frequency domain variables used in the studies by Eyobu et al. [12] and Tian et al. [37],
or the cepstral features proposed by San-Segundo et al. [26] and Vanrell et al. [38].

Regarding the dimensions of the obtained feature sets, three different approaches were followed
in the literature. In some studies no dimensionality reduction was performed and, thus, the whole set
of variables was used for the recognition phase [39,40]. The second approach achieves dimensionality
reduction by means of a transformation of the original set of variables in a new one with lower
dimensionality. The most common method belonging to this category is the principal component
analysis (PCA), that was employed for example in ref. [41,42]. Finally, different FS methods were
used to reduce the number of variables without any transformation, such as Minimum Redundancy
Maximum Relevance [43], recursive feature elimination [34], Information Gain [25], or evolutionary
algorithms [44].

Since the aim of a HAR application is to identify the performed activity, a proper learning
algorithm must be applied as final step. The great majority of the studies in this fields was based
on supervised learning algorithms, ranging from machine learning (support vector machine [33],
decision tree [27], random forest [32], multilayer perceptron [44], ... ) to the emerging deep learning
neural networks [45-47]. However, sporadic applications of unsupervised learning algorithms were
proposed [48]. Ensemble learning, that combines different classifiers to improve the final performances,
was proposed by Tian et al. [37] and Garcia-Ceja et al. [40].
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3. Materials and Methods

3.1. Signal Acquisition and Experimental Setup

Signals were acquired using a MIMU-based device by Medical Technology (Torino, Italy).
The sensor unit consisted of a tri-axial accelerometer, a tri-axial gyroscope and a tri-axial magnetometer
allowing for acquiring acceleration, rate of turn, and Earth-magnetic field data, for a total of nine
signals. The measurement range was =+ 4 g for the accelerometers, 4= 2000° /s for the gyroscopes and
=+ 4 G for the magnetometers. The sampling frequency of all signals was 80 Hz. An example of signals
acquired during a walk of a healthy subject is shown in Figure 1. For the purpose of this study, signals
were recorded in local data storage devices and transmitted to a laptop for the following analysis.
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Figure 1. Example of signals acquired by (a) accelerometer, (b) gyroscope and (c) magnetometer during
5s of walking of a healthy subject.

The MIMU sensor was located on the lateral side of the right thigh. The y-axis was oriented in
down-top vertical direction, x-axis was aligned to the antero-posterior direction, and z-axis was aligned
to the medio-lateral direction, pointing to lateral side. Sixty-one young and healthy subjects (28 males,
33 females; age: 22 £ 2 years; age range: 20-28 years; height: 169.9 £ 8.3 cm; weight: 64.3 & 11.0 kg)
with no history of physical disabilities or injuries were involved in this study. All subjects were asked
to perform seven simple activities: resting (A, comprising sitting and laying), upright standing (A,),
level walking (A3), ascending and descending stairs (A4 and As), uphill and downhill walking (Ag and
Ay). All activities lasted 60 s and were repeated five times by each subject. Activities were executed
in indoor and outdoor areas, following a default path, without any speed restriction and style of
performing. Each subject signed an informed consent form. Since this was an observational study and
subjects were not exposed to any harm, the study protocol was not submitted to an ethical committee
nor to an institutional review board.

3.2. Dataset Construction and Feature Extraction

To avoid bias due to the magnetic direction of the performed activities during signals acquisition
and magnetic disturbances on the magnetometer, only inertial information (i.e., accelerometer and
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gyroscope signals) was used for HAR. Each signal was segmented using a 5 s sliding window with an
overlap of 3 s between subsequent windows. The total number of processed windows was included in
the validation set while the training set was obtained by randomly selecting 10% of windows for each
activity of each subject.

For every window, two sets of features were extracted: FeatSet_A, comprising features commonly
used in literature, and FeatSet_B, containing only time-domain features derived from the analysis of
the expected biomechanical effect of a given activity on the sensor signals. Since features included
in the two sets had different ranges, the min-max scaling method was applied to the training sets to
obtain variables between 0 and 1:

Var; — min(Var;)

Vi i = l
ar_norm; max(Var;) — min(Var;) v

where Var; is the original value of the i-th variable.

Even if standardization using mean and variance of each variable is commonly used for machine
learning purposes, it is suitable where close-to-Gaussian distribution could be assumed and might be
inappropriate for very heterogeneous features [49]. In this study we used features belonging to very
different domains, thus we preferred to use the min-max scaling that also preserves the original value
distribution of each variable.

Finally, since all machine learning methods tested in this study were supervised methods,
each window in the training and validation sets was labeled with the activity performed by the
subject in that specific moment. In particular, an integer number was used to codify each activity,
ranging from 1 to 7 for activities from A; to Ay, respectively.

3.2.1. FeatSet_A

FeatSet_A included 222 features belonging to different domains. In particular, for the six
considered signals we calculated:

e 20 time-domain features [14,50,51] (mean value, variance, standard deviation, skewness, kurtosis,
minimum and maximum values, 25th and 75th percentiles, interquartile range, 10 samples of the
autocorrelation sequence);

e three frequency-domain features [14,50,51] (mean and median frequency of the power spectrum,
Shannon spectral entropy);

e 14 time-frequency domain features [14] (norms of approximation and detail coefficients,
considering seven levels of decomposition of the discrete wavelet transform).

3.2.2. FeatSet_B

A set of 221 features was extracted based on the time-domain analysis of the signals. First,
we defined the positive and negative peaks as the maximum and the minimum values reached
between two consecutive zero crossings, respectively. Then, we calculated the following 33 features for
the six signals:

e number of zero crossing (one feature);

e  number of positive and negative peaks (two features);

e mean value, standard deviation, maximum, minimum, and range of duration for positive,
negative, and total peaks (15 features);

e mean value, standard deviation, maximum, minimum, and range of time-to-peak for positive,
negative, and total peaks (15 features).

Moreover, we computed single and double integration of the acceleration in the antero-posterior
and vertical directions, and the single integration of the rate of turn in medio-lateral direction.
These signals represented the velocity and distance traveled by the limb in the corresponding directions.
Other 23 features were extracted from these signals:
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mean of the single and double integration of vertical acceleration (two features);

mean and RMS value of single integration of antero-posterior acceleration (two features);

RMS value of double integration of antero-posterior acceleration (one feature);

number of positive, negative and total peaks of the single integration of the rate of turn in
medio-lateral direction (three features);

e mean value, standard deviation, maximum, minimum, and range of duration of positive, negative
and total peaks of the single integration of the rate of turn in medio-lateral direction (15 features).

3.3. Recognition of Static Activities

Since static (resting and upright standing) and dynamic activities (level walking, ascending and
descending stairs, uphill and downhill walking) showed very different types of behavior from the
signal point of view, we decided to implement a first recognition step, based on a couple of rules,
to discriminate these two classes of movements. Figure 2 shows an example of accelerometer and
gyroscope signals acquired during upright standing (panels a and b) and walking (panels c and d) of a
healthy subject.
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Figure 2. Example of signals acquired by accelerometer (left panels) and gyroscope (right panels)
during 5 s of upright standing (panels (a,b)) and walking (panels (c,d)) of a healthy subject.

The following rule was used to separate windows representing static activities from those
associated to dynamic activities:

if variance of gyroscope signal in z direction is below 600 deg~s*1, then window represents a
static activity, else window represents a dynamic activity.

Windows recognized as static activities were further separated between resting and standing
windows according to the following rule:

if mean of accelerometer signal in i direction is below 8.5 m-s~2, then the window is classified
as resting, else the window is classified as standing.

All windows recognized as dynamic activities were pooled together and used for the following
step of HAR based on GA and machine learning classifiers.
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3.4. Genetic Algorithm for Simultaneous Feature Selection and Classifier Optimization

GA [52] is a well-known optimization algorithm belonging to the class of metaheuristics, i.e.,
algorithms designed to search for optimal solutions of a given optimization problem in a reasonable
time. A GA is inspired to the Darwin’s theory of evolution and, as such, it evolves a population of
possible solutions (or individuals) toward better solutions, using the genetic operators of mutation
and crossover. The main steps of a generic GA can be summarized as follows:

(1)  Generation of an initial population: a random pool of individuals is generated by the algorithm,
where an individual is represented by a binary vector, and the fitness value for all of them is
calculated. The fitness function is a mathematical function that measures the goodness of a
specific individual to solve the optimization problem.

(2) Parents’ selection: a subset of individuals is selected to be parents of a new generation of solutions
by means of a selection operator. The most used operator is the roulette wheel.

(3) Application of genetic operators: a new generation of individuals is obtained by applying
mutation and crossover to the parents. Mutation produces a change in one or more bits of
a solution and it is used for maintaining genetic diversity from one generation to the next.
The bits to be mutated are randomly selected according to a mutation probability (usually very
low, from 0.1 to 0.2). By mutation, a “1” bit in the original solution becomes a “0” bit and
vice-versa. Crossover is applied to a couple of individuals with the aim of combining their genetic
information. The two individuals are cut in correspondence of one or more random cut-points
and the produced substrings are exchanged between them. Each individual has a crossover
probability (usually higher than 0.8) to be part of at least one couple.

(4) Termination: if the stopping condition is not reached, a new population of individuals is selected
among children and parents and the algorithm restarts from Step 2. The stopping condition
is usually based on a given number of iterations or to a plateau in the fitness values of the
new generations.

In this study we developed an ad-hoc GA for searching the optimal feature subset and classifier
parameters, simultaneously. Four classifiers belonging to machine learning were tested and optimized:
K-Nearest Neighbors (KNN), Feedforward Neural Network (FNN), Support Vector Machine (SVM)
and Decision Tree (DT). Since all couples classifier-feature set were optimized, a total of 8 GAs were
implemented (four classifiers x two feature sets).

Each solution was represented by a binary vector made up of two concatenated substrings: a first
substring used for the selection of the most informative features to be input in the classifier and a
second substring codifying the classifier parameters. For the first substring, we associated one bit to
each available feature, obtaining a number of bits equal to the total number of features included in the
considered feature set (FeatSet_A or FeatSet_B). A bit assuming value equal to “1” identified a feature
included in the subset and used by the classifier, while a “0” labelled a not-used feature. The number of
bits constituting the second substring was defined for each specific classifier, according to the number
of parameters to be optimized and the values we wanted to explore. The details of the codification
scheme used for the second substring can be found in the following sections for each classifier tested
in this study.

The initial population of possible solutions comprised 400 individuals. The fitness function of
each solution was measured according to the following equation:

itness =1 —acc+ 0.3 x | max (accuetivity) — min (accyetivi 2
f <Vuctivity( acthty) vamv”y( acfzvzty)) (2)

where the total accuracy (acc) and the accuracy for the i-th activity (acc,ctivity) were calculated on
the validation set for each specific classifier and were expressed in percentage between 0 and 1.
The classifiers were trained using the training set, fed with the feature subset defined by the first
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substring and set up with the parameters codified in the second substring. In Equation (2), the first
part of the formula aims at maximizing the classifier performances and the second part is a penalty
term introduced to balance the performances among the different classes. Lower fitness values are
associated with better solutions.

The parents’ selection was based on the roulette wheel algorithm [52], in which the probability of
each individual to be selected as parent is proportional to its fitness: individuals with better fitness
values have higher probability to become parents of the new generation.

Crossover was implemented with four random cut-points and probability equal to 1. The mutation
probability was set to 0.2. Two stopping conditions were implemented: maximum number of
iterations (experimentally established as 30) and a plateau in the best fitness value for 15 consecutive
iterations. All GAs and classifiers were implemented in Matlab2018a® (The MathWorks, Natick, MA,
USA) environment.

3.4.1. K-Nearest Neighbors

KNN algorithm is a simple classification algorithm based on the calculation of the distance
(usually the Euclidean distance) between the new element to be classified and the elements in the
training set. Firstly, the training elements are sorted in descending order according to their distance
from the new element. Then, the most frequent class of the first K elements (called neighbors) is
associated to the new element.

For this kind of classifier, only the value of the K neighbors must be decided. A common starting
value for K is K;;, = /N [53], where N was the number of elements in the training set. Beginning from
this consideration, we decided to analyze 32 values around K, and, thus, we used five bits for the
second substring of each GA solution (25 = 32): each possible value assumed by the second substring
was associated to a specific K value to be set in the classifier.

3.4.2. Feedforward Neural Network

A FNN is made up of a set of neurons, connected by weighted arcs, that process the input
information according to the McCulloch and Pitts model [54]:

y=f (sz"xz) 3

where y is the output of the neuron, w; are weights of the incoming connections, x; are inputs to the
neuron, and f is called transfer function and should be selected according to the classification problem.

Neurons in a FNN are organized in layers: in the input layer, one neuron for each input variable
is required; the number of neurons in the output layer is decided according to the number of classes to
be recognized and the selected transfer function; between input and output layers a certain number of
hidden layers can be inserted, whose dimensions are usually decided testing different configurations.

In this study we fixed a basic network structure with input layer and first hidden layer both
including one neuron for each feature selected according to the first substring of the GA solution, and
an output layer made up of one neuron returning the recognized activity. Then, the number of hidden
layers was increased according to the second substring of each solution: three bits were used for
adding from one to eight further hidden layers to the basic structure. Each new hidden layer included
1/2 of the previous layer neurons.

The sigmoid transfer function was used for all hidden layers and the linear transfer function was
set for the output neuron. Since the output neuron retuned a real value for each classified element,
the round operator was applied to the FNN output and used to assign the final class.
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3.4.3. Support Vector Machine

A SVM is a binary classifier (meaning that it is able to distinguish between two classes) that
projects the input elements in a new multidimensional space, usually with higher dimensionality
than the original one, in which the elements belonging to the two classes are linearly separable.
The mapping from the original to the new space is accomplished by means of a function called kernel
function, that could be linear or non-linear according to the problem complexity. In the new space,
the separation between the classes is obtained with a hyperplane that maximizes its distance from the
so-called support vectors. These are the elements of the two classes nearest to the hyperplane and their
distance from the hyperplane is called margin.

For this kind of classifier, two different parameters must be set: the kernel function and the
penalty term C, that regulates the tradeoff between large margins and small misclassification errors.
Thus, we codified in the second substring both information, using two bits for choosing the kernel
function and 4 bits for selecting the C value. For the kernel, we examined four different functions:
linear, Gaussian, polynomial of order 2 and polynomial of order 3. For the penalty term, the value was
set according to the following equation:

05 if Cgee =0
Cc= T if Cpe=1 )
(Cgec — 1) x 10  otherwise

where Cy,, is the decimal value of the 4 bits codifying the C term. Using Equation (4) we were able to
explore values between 0.5 and 140.

Since the SVM is a binary classifier and, in this study, we would like to identify seven different
activities, we implemented a multiclass model for SVM. It combined 21 SVMs using the one vs one
strategy in which, for each classifier, only two classes were evaluated, and the rest was ignored. In this
way all possible combinations of class pairs were evaluated. The final classification is then obtained
using the majority voting.

3.4.4. Decision Tree

A DT is a tree-like classifier belonging to machine learning methods. In general, the tree is
constructed top-down by recursively dividing the training set into partitions according to a given
splitting rule in the form of “if variable; < threshold then partitionl, else partition2”. For each splitting
rule, a new node is created in the tree. The best splitting rule is identified as that producing two
partitions as pure as possible, where pure means that all the elements into a given partition belong to
the same class. The construction of a branch stops when the obtained partition is pure or if no more
variables can be used for partitioning: in case of pure partitions, the class of the elements is assigned
to the leaf node, while in case of no pure partitions, the corresponding leaf node is labeled with the
most represented class in the partition. During DT construction it could happen that not all available
variables are used, thus a selection of the most discriminant features could be obtained as byproduct
of this classifier. Once the tree has been constructed, a new element is classified iteratively applying
the splitting rules and following the corresponding branch until a leaf node is reached: the class of the
leaf is automatically associated to the new element.

Although several algorithms have been proposed for the tree construction and the identification
of the best splitting rule for each node, the CART algorithm [55] and the Gini index [55] are commonly
used for the these purposes, respectively, and applied in this study. Once these methods have been
selected, no other parameters must be set for DT construction and running. For this reason, in our GA
the optimization of the DT did not require bits associated to the second substring.
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3.5. Post-Processing

Each couple feature subset-classifier parameters identified by GAs was used for classifying all
dynamic windows in the validation set. Furthermore, a post-processing algorithm based on majority
voting was implemented on the outputs of each classifier, to reduce isolated classification errors:
considering 5 subsequent windows, the most frequently recognized activity was assigned to the entire
group of 5 overlapping windows.

3.6. Performance Evaluation

The performances of the eight couples feature subset-classifier parameters were evaluated
in terms of accuracy reached for each dynamic activity in every subject involved in the study,
after post-processing. The results obtained for FeatSet_A and FeatSet_B across the 61 subjects were also
compared by means of a Student t-test (paired, 2-tail, significance level: « = 0.05), for each activity
separately. Moreover, the F1-score [56] was calculated for each classifier as:

2 x precision x recal

F1 — score = —
precision + recall

©)

where recall measures the ratio between the number of true positive elements and the total number of
positive elements and precision measures the ratio between the number of true positive elements and
the total number of elements classified as positive.

4. Results

A total of 59780 windows were included in the validation set (61 subjects x 140 windows x 7
activities).

The separation of static activity windows from dynamic activity windows based on rules was
able to correctly detect 100% of resting windows and 100% of upright standing windows. Thus, for GA
implementation and performance evaluation, 42,700 dynamic windows were used as validation set
and 4270 windows were randomly included in the training set.

Table 1 summarizes the GA results for each classifier and for the two feature sets. The following
information, related to the best solution found by GAs, are reported: number of features selected by
the first substring, classifier parameters codified in the second substring, accuracy obtained on the
training set used for the classifier construction, and accuracy reached on the validation set comprising
all dynamic windows.

Table 1. GA results for each classifier and for the two feature sets.

# of Selected Classifier Parameter: Accuracy on Accuracy on
Classifier Features assiiier Farameters Training Set Validation Set
FeatSet_A FeatSet_B FeatSet_A FeatSet_B FeatSet_A  FeatSet_ B  FeatSet_ A FeatSet_B
KNN 106 132 K =55 K =55 87.7% 86.6% 87.7% 86.1%
#hidden layers = 6 #hidden layers = 6
FNN 114 138 #hidden neurons = #hidden neurons = 91.7% 49.7% 89.7% 48.5%
[114,57,29,15,8,4]  [138,69,35,18,9,5]
SVM 118 133 kernel = gaussian kernel = gaussian 100.0% 99.9% 98.5% 96.4%
scale = 20 scale = 10
DT 151 103 None None 97.7% 97.1% 85.9% 82.7%

As it emerges from the table, the GA allowed a substantial reduction of the number of features
that was almost halved for both feature sets. Except for DT, a higher number of variables were selected
from FeatSet_B with respect to FeatSet_A, even if this was not associated to substantial differences in
the classifiers parameters and this did not produce better performances, neither on training nor on
validation set.
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Figure 3 shows, for each optimized couple feature subset-classifier parameters, the mean accuracy
and the standard error across the 61 subjects involved in the study after post-processing.

Analyzing the behavior of the four classifiers, it emerges that the SVM reached the best
performances, allowing to correctly recognize more than 95% of windows for all dynamic activities
and for both feature subsets. Comparing the two feature subsets, no significant differences were
observed for every dynamic activity using SVM and DT, while FNN fed with FeatSet_B was not able
to reach acceptable results. This behavior is also evident in Figure 4, where the mean accuracy and
Fl-score across all seven activities (both static and dynamic) examined in this study is showed for
each classifier. Overall, the highest accuracy achieved by the SVM is 97.1% and 96.7% for FeatSet_A
and FeatSet_B respectively, while the worst mean accuracy was 65.5% obtained using FNN fed with
FeatSet_B. The same behavior can be observed for the F1-score (Figure 4 panel b): the SVM had a score
equal to 0.971 and 0.967 for the two sets, meaning that very high values of recall and precision were
reached in both cases.

(b)
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= e * * * * *
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Figure 3. Mean accuracy (bar) and standard error (whisker) across the 61 subjects involved in the study
for each dynamic activity (level walking (A3), ascending and descending stairs (A4 and As), uphill
and downhill walking (Ag and Ay)), after post-processing. Four classifiers are analyzed: (a) K-Nearest
Neighbors; (b) Feedforward Neural Networks; (¢) Support Vector Machine; (d) Decision Tree. Asterisks
(*) mark significant differences between accuracies reached by FeatSet_A and FeatSet_B (p-value < 0.05).
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Figure 4. Mean accuracy (panel (a)) and Fl-score (panel (b)) of the four classifiers across the seven
activities (both static and dynamic activities), after post-processing, for the two sets of features.
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5. Discussion

In this work we compared two sets of features for HAR applications, one comprising features
widely used in literature for similar purposes [24] and the second set including variables connected to
the expected biomechanical meaning of a given activity on the sensor signals.

With respect to the FeatSet_A, our results are in accordance with or better than those obtained
by other similar studies. In a recent study by Yurtman et al. [41], the authors compared seven
machine learning classifiers using only time- and frequency-domain features. Their results
showed that, considering both static and dynamic activities, the best classifier was the SVM,
that allowed them to recognize the 86.4% of activities. Similarly, in our study the best results were
achieved by the SVM, although our mean accuracy across the seven examined activities was 97.1%.
Moreover, our methodology allowed to correctly recognize all windows related to static activities
(accuracy = 100%), whereas in ref. [41] better performances were obtained for non-stationary activities
with respect to stationary ones (accuracy of 90.7% and 70.6% respectively). Attal et al. [8] analyzed
the total accuracy across static and dynamic activities of different classifiers and they found that the
best method for HAR was the KNN, that reached 99.3% of correct classification. In our case, the mean
accuracy of KNN across the seven examined activities was 91.6% but this was our worst result for
FeatSet_A (see Figure 4 panel a).

Regarding the second set of variables, sometimes defined as heuristic features [14], it was rarely
used for activity classification thus a comparison with previous studies is difficult. Reference [1] used
some heuristic variables, such as zero crossing rate and peak-to-peak amplitude, in combination with
other time-domain and frequency-domain features. The gyroscope signal integration was used in the
study by Najafi et al. [57] for identifying postural transactions and further processed using the discrete
wavelet transform. However, to the best of our knowledge, no studies proposed an entire set of features
context-based. In our study, these variables were defined with the support of an expert in movement
analysis that analyzed in detail the acquired signals during different types of activity and the expected
biomechanical effect of a given activity on the sensor signals. From our results it is evident that this
kind of variables, associated with the proper classifier, can effectively be used for HAR purposes
with very good results (mean accuracy above 96% when used in combination with SVM). From the
implementation point of view, the computational complexity of this set of features is lower than the one
required by frequency and time-frequency domain features [15], since no transformation of the signals
is needed and features are extracted only in time-domain. Moreover, having a direct physical meaning,
heuristic features can be useful for supporting the interpretation of results in more complex situations,
for example in the monitoring of pathological subjects. In fact, in presence of pathological conditions,
the acquired MIMU signals could be altered and consequently some of the extracted features could
differ from a “standard” condition. In this case, using FeatSet_B and analyzing the physical meaning
of these “altered” variables, it could be possible to understand which biomechanical aspect is mostly
compromised by a given pathology.

Finally, our study is the first in the HAR field in which the simultaneous optimization of feature
subset and classifier parameters was performed. This allows to effectively obtain the optimal combination
between input variables and classifier. Moreover, the dimensionality reduction obtained with GA allows
for removing redundant and irrelevant features for the initial set of variables, preserving the feature
meaning and supporting the results interpretation. On the contrary, other methods widely used in HAR
literature, such as PCA [41] or linear discriminant analysis (LDA) [58], produce a transformation of the
original variables that could complicates the understanding of the obtained results.

The main advantage of the proposed methodology is that the feature subsets were compared
to the best of their performances. In fact, since a wrapper FS method was implemented with GAs,
the optimal reduced subset was identified in both situations. Moreover, the simultaneous optimization
of the classifiers allowed to find the proper set of parameters suitable for that specific input features.

One limitation of this study lies in the fact that only healthy subjects were involved in our
experiment. However, our aim was to compare the two sets of features, thus the most basic and
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common situation was used, with no introduction of gait variability due to pathological conditions.
Nevertheless, we are planning to enlarge our protocol to other neurological pathologies such as
Parkinson disease. Moreover, we are implementing the HAR directly on a wearable device composed
of three MIMU sensors (accelerometer, gyroscope and magnetometer) and a 32-bit microprocessor
equipped with floating point processing unit. The optimized version of the SVM associated with the
selected FeatSet_B variables was chosen to be implemented on this new device version.

6. Conclusions

This study focused on the emerging field of HAR and aimed at comparing a set of variables
commonly used in literature with a completely new one, comprising only time-domain variables
associated with the biomechanical meaning of acquired signals. Moreover, we used a methodology
for simultaneous feature selection and classifier parameter optimization, based on GA and never
used before in similar contexts. From our results it emerged that the two sets of features can both
reach very high recognition accuracy, above 96%, if associated with the SVM classifier. However,
the newly-proposed set of variables can be easier to be interpreted and their biomechanical meaning
could be employed to better understand alterations of the biomechanical behavior in more complex
situations, such as when applied to pathological subjects.
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Abstract: Wearable physiological monitors have become increasingly popular, often worn during
people’s daily life, collecting data 24 hours a day, 7 days a week. In the last decade, these devices
have attracted the attention of the scientific community as they allow us to automatically extract
information about user physiology (e.g., heart rate, sleep quality and physical activity) enabling
inference on their health. However, the biggest issue about the data recorded by wearable devices is
the missing values due to motion and mechanical artifacts induced by external stimuli during data
acquisition. This missing data could negatively affect the assessment of heart rate (HR) response and
estimation of heart rate variability (HRV), that could in turn provide misleading insights concerning
the health status of the individual. In this study, we focus on healthy subjects with normal heart
activity and investigate the effects of missing variation of the timing between beats (RR-intervals)
caused by motion artifacts on HRV features estimation by randomly introducing missing values
within a five min time windows of RR-intervals obtained from the nsr2db PhysioNet dataset by using
Gilbert burst method. We then evaluate several strategies for estimating HRV in the presence of
missing values by interpolating periods of missing values, covering the range of techniques often
deployed in the literature, via linear, quadratic, cubic, and cubic spline functions. We thereby compare
the HRV features obtained by handling missing data in RR-interval time series against HRV features
obtained from the same data without missing values. Finally, we assess the difference between the use
of interpolation methods on time (i.e., the timestamp when the heartbeats happen) and on duration
(i.e., the duration of the heartbeats), in order to identify the best methodology to handle the missing
RR-intervals. The main novel finding of this study is that the interpolation of missing data on time
produces more reliable HRV estimations when compared to interpolation on duration. Hence, we can
conclude that interpolation on duration modifies the power spectrum of the RR signal, negatively
affecting the estimation of the HRV features as the amount of missing values increases. We can
conclude that interpolation in time is the optimal method among those considered for handling data
with large amounts of missing values, such as data from wearable sensors.

Keywords: heart rate; [oT wearable monitor; health

1. Introduction

In the last two decades, the interest in the variation of the timing between beats (RR-intervals) of
the cardiac cycle, called heart rate variability (HRV), has widely increased in the psycho-physiological
research field. Assessment of RR-intervals variability is possible through time and frequency domain
analyses that provide parameters able to quantify the amount of fluctuations occurring between
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consecutive beats, giving therefore an indirect index of autonomic regulation. Actually, the parameters
extracted from HRV analysis are useful to provide insight about sympathetic-parasympathetic balance
of cardiac vagal tone that was found to be an indicator of cognitive, emotional, social and health
status [1].

Thanks to the technological advancements of recent decades, it is now possible to continuously
record heart activity during peoples’ life via wrist-worn wearable devices equipped with heart
rate sensors. This innovation might have a great impact on the medical field because of the low
cost of the devices and the possibility to obtain continuous passive measurements performed in
an ecological setting, gaining an overview of the users’ health status by assessing HRV features
during their daily life [2]. These wrist-worn wearable devices, however, produce several inconsistent
RR-intervals produced not only by ectopic beats (e.g., atrial fibrillation and premature heart beat),
but mainly by motion and mechanical artifacts induced by external stimuli. The number of abnormal
RR-intervals increases from 1%—when heart beats are recorded with gold standard technology (i.e.,
electrocardiography)—[3] to more than 10%—when they are recorded with wrist-worn wearable
devices. However, standard methods for calculating HRV features from the time-series of RR-intervals
require accurate beat detection. Hence, handling the missing values became a fundamental aspect
to correctly evaluate users’ physiological response. As a matter of fact, these missing values affect
the HRV analysis producing misleading results [4]. In previous studies, the inconsistent RR-interval
data were handled by reconstructing the missing values using nearest-neighbour, linear, cubic spline
and piecewise cubic Hermite interpolation methods [4,5]. However, these methods can also introduce
changes in the reconstructed timeseries that could corrupt the signal spectrum [6], thus reducing the
ability to estimate both time or frequency domains HRV features.

In this paper, we focus on healthy subjects with normal heart activity, and investigate the effects of
interpolation on time (i.e., the timestamps when the heartbeats happen) and duration (i.e., the duration
of the heartbeats) with an increasing amount of missing values (from 0% to 70%) in order to assess
which interpolation strategy yields better results when estimating HRV features. In particular, in this
paper we show that quadratic interpolation on time is the best approach to reconstruct the missing
RR-intervals. Anyway, the main finding of this study is that the interpolation on time produce better
HRYV feature estimation that the interpolation on Duration suggested by all the previous studies.

1.1. Paper Contribution

To the best of our knowledge, this work is one of the first studies investigating the effect of
high percentage of missing values (i.e., 30%, 50% and 70%) on HRV analysis. In previous studies,
the inconsistency of RR-intervals was due to a small number of ectopic beats, while wrist-worn
wearable devices introduce motion and mechanical artifacts that produce a huge quantity of abnormal
heart beats.

Moreover, to the best of our knowledge, this is the first study to analyse the effect on HRV features
of interpolation on time versus interpolation on duration. We show the difference among interpolation
methods (i.e., no-interpolation, nearest neighbor, linear, quadratic and cubic spline) on both time and
duration timeseries in order to detect which interpolation method yields lower error in HRV features
estimations. This analysis permits to provide insight about how the interpolation methods work in
quantifying the noise introduced into the timeseries.

We conclude by showing that interpolation on time is the best choice for preprocessing
RR timeseries with missing values, contradicting the approach traditionally followed, based on
durations timeseries.

1.2. Related Work

During the day, approximately 1% of beats are to be expected to be ectopic [3] when they are
recorded by using gold standard instrument (i.e., Electrocardiography). An ectopic beat is a disturbance
of the cardiac rhythm that induces premature ventricular or atrial contraction. The physiological artifact
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producing inconsistent beat seriously affects the HRV spectrum, and could result in erroneous results
during HRV analysis by introducing non-existing frequencies into the spectrum [7]. In addition to
physiological artifact, motion and mechanical artifacts induced by external stimuli introduce a large
amount of inconsistent beats when the data are recorded by using wrist-worn wearable device [4-6].
This work is one of the firsts studies that investigate the effect of huge quantities of inconsistent
beats that are not only derived from ectopic beats. Since missing data are common in the RR-interval
timeseries derived from wrist-worn wearable device, they could complicate the analysis of HRV
features making it sometimes impossible. To make reliable HRV analysis, previous studies suggested
several preprocessing methods for RR-intervals timeseries (e.g., deletion, interpolations and filtering).
However, these preprocessing methods have their own distinct effect on HRV analysis yielding
different results [7].

The simplest way of handling the inconsistent RR-intervals provided in literature is to delete
them [8]. In this approach, the abnormal RR-intervals are removed and the normal RR-intervals list
are merged together. A huge issue of the deletion approach is that it reduces the overall length of the
HRYV signal. This may significantly influence HRV spectrum [8]. Other interpolation methods maintain
the original number of samples, but, by manipulating the duration of RR-intervals, they also change
the overall duration by some amount. There are several interpolation approaches useful for handling
inconsistent RR-intervals, i.e., zero degree, linear and cubic spline [9]. Zero degree replaces the
inconsistent RR-intervals with the mean of the closest normal values. Differently, linear interpolation
fits a straight line over the inconsistent RR-intervals to obtain normal values. Finally, the most
popular interpolation approach is the spline of order three (i.e., cubic spline). It fits a third degree
polynomial smooth curve through a number of data points to obtain new values. This latter approach
is recommended when there is only small number of inconsistent RR-intervals [9].

Finally, it was found that the interpolation introduces low frequency components (LF) and reduces
high-frequency components (HF) power [6]. This aspect affects frequency domain HRV features [5],
while little effect was found in time domain HRV features [4].

We were not able to find any previous work studying the effect of interpolation missing values on
the duration versus time, and the propagation of error to HRV features.

2. Materials and Methods

2.1. Dataset

In this paper, we used nsr2db (Normal Sinus Rhythm RR Interval Database) PhysioNet dataset [10].
This dataset contains beat annotations of 54 normal sinus rhythm subjects (30 men: 28-76 years;
24 women: 58-73 years) extracted from 23 h long electrocardiogram (ECG) recordings, digitized at
128 samples per second, and beat annotations obtained by automated analysis with manual review
and correction.

In order to compute HRV features, the 23 h time series of ECG recording of each user were
split into 5 min windows. Moreover, to investigate the effect of missing values on HRV analysis,
artificial missing RR-intervals (i.e., 30%, 50% and 70% of missing values) were inserted into the
5 min windows.

The missing values were created in accordance with a burst Gilbert model that simulates
burst-error with a two-state Markov chain (i.e., good as 0 and bed as 1) [11]. We define P as the
probability of transition form state 0 to the state 1 and p the probability of transition from state 1
to 0. Moreover, Q and g give the probabilities of remaining in the same states 0 or 1 (see Figure 1).
Using these parameters, it is possible to represent average bit-error rate P, as showed in Equation (1)
and the average burst length (Lj,pg;) is set at 10.

Pp=——. 1)
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Given these equation, we define P, p, Q and q as showed in Equations (2)—(5), respectively.

p= 1/ Lyuyst

P

P— change
1- Pchrmge
g=1-p

Q=1-P,

where the Py, is set in accordance with the missing values percentage that we want to add in the
time series (e.g., if we want 20% of missing values we set Pyjgpge as 0.3). The missing values were
introduced in the time series when the state of the two-state Markov chain is equal to 1. Examples of

30%, 50% and 70% of missing values created by Gilbert model are provided in Figure 2.

p

a({0) (1))

P

Figure 1. Gilbert model simulates burst-error with a two-state Markov chain (i.e., 0 and 1).

30% missing values

50% missing values

70% missing values

10 20 30 40 50 60 70 80
time (s)

o+

Figure 2. Examples of 30%, 50% and 70% of missing values created by Gilbert model. The colored lines
refer to missing beats.

2.2. Missing Values Interpolation

The missing values were then handled with six different interpolation methods:
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e No interpolation: this approach does not create interpolated values of missing RR-intervals.
Differently to the Deletion method that remove missing values merging non-consecutive beats
that induce in missing interpretation of HRV features, the no-interpolation method maintains the
missing values into the RR-intervals time series.

e Nearest neighbor: the nearest neighbor or proximate interpolation is the easiest interpolation
method [12]. This interpolation assigns the value of the closest known (existing) neighbor to the
missing- value as shows in Equation (6).

f<m
Xp=0 0T ®)
xq ifi >

where a and b are the indexes of x4 and xp. Interpolated data by this method are discontinuous
and it often yields the worst results [13]
e Linear: this method fits a straight line passing through points x4 and xp [14]. Interpolated data
by the linear model are bound between x4 and xp as showed in Equation (7).
XB

XA — .
Xi= P (i~ b)+ap. @

Gaunck et al. [14] demonstrated that this method is efficient, and most of the time it is better
than non-linear interpolations for predicting missing values in environmental phenomena
with constant rates. In addition, they also found that in average this interpolation model
underestimated the real values but it strongly depends on the distribution of the data.

e Quadratic: differently from the linear interpolation model, the quadratic function needs three
points of interest to interpolate missing values in a time series as showed in Equation (8).

(i—b)(xc —xa) | (i—b)*(xa —2xp+xc)
200—a) 2b—a)p :

Xj = xp ®)
Compared to the linear model, quadratic interpolation is found to be in general more accurate [13].

e  Spline cubic: fitting datapoints using polynomials of degree higher than one leads to problems
of oscillation outside the fitted points, known as Runge’s phenomenon [15]. This problem can
be avoided by using a spline, a function defined piecewise by polynomials, using datapoints as
control points instead of forcing the fitted function to pass through the data points. Cubic spline
is a spline composed of piecewise third-order polynomials. By using third degree polynomials is
possible to ensure that the resulting curve is smooth [15], avoiding the problem of the straight
polynomial interpolation that tends to induce distortions on the edges of the polynomials, given by
the fact that, in general, the first and second derivative of the function defined by piecewise
polynomials will not be continuous at the edges of polynomials. With cubic spline, it is possible to
force the first and second derivatives of consecutive polynomials to be equal, ensuring smoothness
of the resulting curve.

We applied each of the interpolation methods listed above to heartbeats expressed as a sequence
of durations and as a sequence timestamps, then analyzed the error in HRV features estimations,
in order to identify the best approach.

The on-duration approach is the one mostly used in literature to handle missing values.
The data used as input to the interpolation methods was the sequence of durations of the heartbeats
(the RR-intervals), obtained by subtracting the timestamp of each heartbeat from the timestamp of the
subsequent heartbeat in the sequence of heartbeats.

Differently, we propose the the on-time approach whereby interpolation methods are applied to
the sequence of timestamps of the heartbeats, postponing the differentiation preprocessing step that
transforms timestamps into durations to after the interpolation step.
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As shown in Figure 3 the difference between the on-time and on-duration approaches is the order
of the processing steps: in the on-duration approach the timestamps are converted to durations as the
first processing step; in the on-time approach this step is performed after interpolation is performed.

On-duration approach timestamps to interpolation HRV features
processing steps durations method calculation
On-time approach interpolation timestamps to HRYV features
processing steps method durations calculation

Figure 3. Processing steps in the on-time and in the on-duration approaches.

To better illustrate the differences between interpolation on time and duration, we simulated
100 heartbeats and then we randomly generated 10% of missing RR-intervals in this artificial timeseries
by using Gilbert burst approach. The length of the RR-intervals timeseries changes when we
interpolate the missing values on duration, while it remains the same when we interpolate on time
(Table 1). This result suggests that the interpolation on duration moves beats away from their original
position in time, introducing changes to the spectrum, while interpolation on time preserves the
position on time of retained heartbeats. In particular, Table 1 shows that the low RR-intervals error
(i.e., average difference between heartbeats duration) is obtained with linear interpolation on time.
The nearest interpolation on time was not performed because interpolating with this approach is
useless, as the interpolated values introduced into the timeseries would have the same time as the
closest beat, creating physiologically impossible data.

Table 1. Difference between duration and time interpolation by using different approach (i.e.,
no-missing values, nearest neighbor, linear, quadratic, and cubic spline).

Window Time (s) RMSE (s) RE (%)
Interpolation Time Duration Time Duration Time Duration
No-missing values 90.11 — —
Nearest — 91.95 — 0.096 — 5.11
Linear 90.11 91.83 0.075 0.090 3.70 4.86
Quadratic 90.11 92.13 0.084 0.107 4.35 5.83
Cubic spline 90.11 92.24 0.085 0.109 3.46 6.63

Figure 4 provide more detailed analyses of the difference between linear interpolation on both
duration and time. The cumulative error when the missing values are interpolated on duration
increases as the time series goes by because it creates RR-intervals in accordance with the closest interval
values (i.e., the higher is the number of missing values, the higher is the cumulative error) depending
on the interpolation type used (e.g., linear, quadratic and cubic spline). Differently, time interpolation
did not introduce change in time series length due to the fact that this approach estimates intermediate
values between the time when two observed beats happen in accordance with interpolation type.
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Figure 4. Difference between linear interpolation on time and duration. Red solid line refers to
real variation of the timing between beats (RR-intervals) time series, green dashed line refers to the
on-duration approach, and green dot dash line refers to the on-time approach.

2.3. Feature Engineering

To obtain HRV features, we analyzed real (i.e., without missing values values), non-interpolated,
and interpolated (i.e., with different percentage of artificial missing values values) 5 min ECG time
series. We analyze time domain HRV features, frequency, and non-linear domains. Time domain
analysis usually contains various statistical variables of the duration time series. The frequency domain
analysis investigates the power spectrum of RR-intervals time series in order to assess the cardiac
autonomic balance (i.e., sympathetic and parasympathetic nervous systems activity). Additionally,
non-linear HRV features try to capture the non-periodic behaviour of the HRV and the complexity that
exists inside the RR-interval dynamics. The variables that we incude in our analysis, in both time and

frequency domain, are defined as:

e  Time domain:

HR mean: mean values of heart rate (HR) computed as showed in Equation (9).

1 N-1
HRean = m 2 60/(Ri+1 - Ri)/ (9)
i=1

where N is the number of beats and R is the time when the beats happened.
RMSSD: root mean square of the successive RR-intervals differences (Equation (10))

represents the strength of the autonomic nervous system (specifically the parasympathetic
branch) at a given time.
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N-1
RMSSD =,
i

1 -

N=-1 ; [(Ris1 = Ri) = (R = Ri_1)]%, (10)
where N is the number of beats and R is the time when the beats happened.

- SDNN: standard deviation of RR-intervals (Equation (11)). It reflects the cyclic components
responsible for variability in the RR-intervals time series. The SDNN is the “gold standard”
for medical stratification of both morbidity and mortality [16].

z

1

SDNN = || 577 |

(RR; -~ RR)?, (11)
1

where N is the number of beats and RR is the intervals between two consecutive R and RR is
the mean of RR-intervals in the time series.

- PNNB5O: the ratio between NN50 (i.e., number of pairs of successive RR intervals that differ
by more than 50 ms) and the total number of RR-intervals (Equation (12)).

NNSOcozmt

PNN50 =
NRRfintervuls

(12)
e  Frequency domain:

-  Power spectral density (PSD): describes the distribution of power into frequency components
composing that signal. The Lomb-Scargle periodogram for PSD estimation was found
to be the most appropriate method to analyze RR-interval data [5,6]. VLF (power in
very-low-frequency ranges, i.e., <0.04 Hz), LF (power in low-frequency ranges, i.e., 0.04-0.15
Hz), HF (Power in high-frequency ranges, i.e., 0.15, 0.4 Hz), LF/HF ratio (ratio between LF
and HF expressed as ms?), and total power (Power in all the frequency ranges, i.e., <0.4)
were obtained by the sum of the power in the relevant frequency range in the spectrum.

e  Non-linear HRV features:

- Poincaré plot: it is a type of recurrence plot used to quantify self-similarity in processes.
A Poincaré plot is a graph of RR interval (RR;) against the previous one (RR, — 1).
From this scatter plot, it is possible to quantitatively analyze the variance of two consecutive
RR-intervals by fitting an ellipse to the plotted shape. SD1 is the standard deviation of
Poincaré plot perpendicular to the line-of-identity, while SD2 is the standard deviation of the
Poincaré plot along the line-of-identity.

2.4. Success Metrics

We assessed the difference of HRV variables computed on real time series and the ones with
missing values by the root mean squared error (RMSE). Additionally, the relative errors (REs,
see Equation (13)) were used to assess the effects of the missing data on the HRV features compared
with the parameters calculated from the RR-intervals timeseries without missing data.

RE — Preat =%l 100 13)
Xreal

where x,,, refers to the HRV features computed from RR-intervals timeseries without missing values,
while xj refers to the values obtained from interpolated timeseries.
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3. Results and Discussions

3.1. Results Summary

We analyzed 15,359 RR-intervals timeseries of 5 min in this study. Table 2 shows the descriptive
statistic of the HRV features extracted from all users in the dataset. In particular, the users shows an
average heart rate of about 75 &= 14 beats per minute.

Table 2. Descriptive statistic of hart rate variability (HRV) features. Mean and 95% coefficient intervals
(CI) are provided for all the feature.

HRYV Features Mean 95% CI

IBI (s) 0.78 [0.54,1.11]
PNN50 (n) 8 [4,16]
RMSSD (s) 0.039  [0.017, 0.36]
SD1 (s) 0.027  [0.012,0.26]
SD2 (s) 0.077  [0.040, 0.25]
SDNN (s) 0.059  [0.017,0.25]
VLEF (s2) 0.87 [0.22,4.15]
LF (s?) 0477  [0.12,5.57]
HF (s?) 028  [0.050,3.024]
total power (s?)  1.91 [0.53, 21.44]
LF/HF (s?) 29 [1.2,10.2]

Table 3 shows that the on-time approach (i.e., interpolation on the timestamp of heartbeats)
produces more reliable HRV feature estimations compared to the on-duration approach (i.e.,
interpolation on interval duration between two consecutive heartbeats). In this table we provide
the results of the best interpolation approach for each HRV feature and for all the percentages of
missing values. The RE and RMSE values provided in this table refer to the error induced by missing
values when we compare HRV features obtained from the real RR-intervals timeseries versus the ones
obtained from interpolated timeseries. The best interpolation methods provided in Table 3 refer to the
ones with lower RE. For all of the HRV features, the highest was the percentage of missing RR-intervals,
and also the parameters estimation errors. This was due to the fact that the power spectrum of the
RR-intervals signal changes with the number of missing values. The choice of the interpolation method
also added different types of noise to the signal. As shown in Table 1, the interpolation on time, or not
interpolation at all, produces more reliable HRV features compared to interpolating on duration.

Table 3. Best performing interpolation approach (i.e., with low RE) for each HRV feature in each
percentage of missing values evaluated. The error in estimating HRV features is reported using RE
and root mean squared error (RMSE).

Interpolation
Missing Values (%) HRV How  Method RE (%) RMSE

RMSSD (s) No-interpolation 14.65 0.38
SDNN (s) Time quadratic 9.42 0.34
PNNS50 (n) No-interpolation 24.37 1.51

SD1 (s) No-interpolation 14.68 0.27

30 SD2 (s) Time quadratic 8.57 0.47
VLF (s2) Time quadratic 14.50 0.82

LF (s?) Time quadratic — 26.87 2.01

HEF (s?) Time quadratic  32.18 4.48

LF/HF (s?) Time cubic 41.39 1.73
total power (s?) Time quadratic  17.16 6.26
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Table 3. Cont.

Interpolation
Missing Values (%) HRV How  Method RE (%) RMSE

RMSSD (ms) No-interpolation 23.13 0.76
SDNN (s) Time quadratic 15.47 0.41
PNN50 (n) No-interpolation 39.01 2.35

SD1 (s) No-interpolation 23.18 0.54

50 SD2 (s) Time quadratic 13.49 0.49
VLEF (s?) Time quadratic = 23.72 0.40

LF (s2) Time quadratic — 42.42 1.12

HEF (s?) Time quadratic  52.56 248

LF/HF (s?) Time cubic 58.07 2.26

total power (s?) Time quadratic — 27.59 3.96

RMSSD (s) No-interpolation 34.37 091

SDNN (s) Time quadratic  22.76 0.47

PNNS50 (n) Time linear 63.90 3.88

SD1 (s) No-interpolation 34.46 0.59

70 SD2 (s) Time quadratic 19.19 0.51
VLEF (s2) Time quadratic  29.73 0.52

LF (s2) Time quadratic  56.41 1.45

HF (s2) Time quadratic — 72.98 3.34

LF/HF (s?) Time cubic 72.07 2.80
total power (s?) Time quadratic ~ 72.07 5.27

The lowest errors on HRV features estimation with missing RR-intervals are obtained using
the no-interpolation or the interpolation on time approaches, while the interpolation on duration
approach consistently yields the worst results (Table 3). Even if low timeseries difference were
detected in simulated linear interpolation on time (Figure 4 and Table 1), Table 3 suggests that the best
interpolation method depends of the HRV features that we want to assess. Moreover, this table also
shows that, as suspected, the higher is the percentage of missing values, the higher is also the HRV
feature estimation error (i.e., RE and RMSE).

3.2. HRV Features

3.2.1. Time Domain

RMSSD and PNN50 do not require any interpolation to obtain reliable estimations for all the
percentages of missing values, while SDNN need quadratic interpolation on time (see Table 3).
A possible explanation of this result is that RMSSD and PNN50 capture fast changes in heart activity,
i.e., high spectrum frequencies, and SDNN captures slow changes, i.e., very low spectrum frequencies.
Moreover, interpolation methods, especially interpolation on duration, act as low pass filters,
affecting the signal measured by the HRV features (Figure 5). No interpolation changed the spectrum,
but did not introduce fictuous durations, thus minimizing the impact on successive differences of
durations, that were the first computation step of both RMSSD and PNN50.

3.2.2. Frequency Domain

Figure 5 shows the Lomb-Scargle spectral analysis for different percentages of missing values and
for each interpolation method on both time and duration. This figure shows that different interpolation
methods introduce different deformations in the resulting power spectra. It is interesting to notice that
performing no interpolation results in a flatter spectrum, more similar to a white noise.

In the frequency domain, the interpolation method that produces the least error is the
quadratic on time (see Table 3). This figure shows that, as the amount of missing values increases,
the no-interpolation approach tends to flatten the HRV spectrum, making it similar to the spectrum
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of white noise. Figure 5 also shows that cubic spline interpolation on time tends to dampen low
frequencies while enhancing high frequencies; that cubic spline interpolation on duration tends to
dampen all frequencies; and that quadratic interpolation on duration tends to enhance all frequencies.
Finally, Figure 5 also shows that linear and quadratic interpolations on time and that nearest
neighbour and linear interpolation on duration have minimal impact on both low and high frequencies,
with quadratic interpolation on time having the least effect on all frequencies.

no-interpolation nearest neighbor interpolation on duration
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Figure 5. Frequency analysis of a user’s RR-intervals timeseries recorded in 5 min with different
percentages of missing values (i.e., 0%, 30%, 50% and 70%) handled with different interpolation
methods (i.e., nearest neighbor, linear, quadratic and cubic spline) on both time and duration.

3.2.3. Non-Linear Domain

SD1 does not require any interpolation to handle missing values, while SD2 needs quadratic
interpolation on time to obtain reliable result (see Table 3). To give an explanation of these results,
in Figure 6 we provide an example of the relationship between RR — interval, and RR — interval,, 1
(i.e., Poincaré plot) where SD1 and SD2 are extracted. This figure shows Poincaré plots obtained after
interpolating missing RR-intervals by using different interpolation method on both time and duration.
This figure shows that when the missing values were interpolated on time, the variability of SD1
reduced as the percentage of missing values increased, while the SD2 remain constant. Differently,
the interpolation on duration introduce error on both SD1 and SD2 increasing their variability as
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the missing values increase. Finally, in this figure it can be seen that no-interpolation and quadratic
interpolation on time introduced less error compared to the other method on SD1 and SD2, respectively.
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Figure 6. Poincaré plot of a user’s RR-intervals timeseries recorded in 5 min with different percentage
of missing values (i.e., 0%, 30%, 50% and 70%) handled with different interpolation methods (i.e.,
nearest neighbor, linear, quadratic and cubic spline) on both time and duration.

4. Conclusions

In this work we quantify the expected error propagation of missing values in RR-intervals
timeseries to HRV features, as a function of preprocessing interpolation approach, and amount of
missing data. The main findings of this study is that the interpolation of missing values in RR-intervals
timeseries on time (i.e., the heartbeats timestamps) produces more reliable HRV features estimations
compared to interpolation on duration.
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By using this preprocessing approach, the quantification of the expected error on HRV features
caused by a huge amount of missing values (e.g., motion artifacts on a wrist-worn wearable device)
can support better estimations of users” well-being, by assessing their HRV features. This enables
continuous passive monitoring of users’ cardiovascular activity in a non-obtrusive way, collecting data
during their daily activities that could enable further research on preventative health.

A limitation of this study is the fact that we limited our focus on healthy subjects with normal
heart activity, limiting the analysis to large amounts of missing values induced by motion artifacts,
ignoring physiological phenomena such as ectopic beats.

Future studies will be useful for researcher and companies, which give insight into heart rate
variability recorded by wrist worn IoT wearable devices, in order to better understand the potentiality
of the data extracted from these devices to make inference about people heath status. Future work is
needed to assess the influence of missing values simulated in accordance with motion and mechanical
artifacts induced by external stimuli during data acquisition by using wrist worn IoT wearable devices.
Finally, future works will also include the investigating the influence of missing values on HRV features
on short timeseries (e.g., 2 min, 1 min and 30 s) and the identification of the shortest time required to
obtain accurate estimation of users’ HRV features.
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Abstract: Inertial measurement units have recently shown great potential for the accurate
measurement of joint angle movements in replacement of motion capture systems. In the race
towards long duration tracking, inertial measurement units increasingly aim to ensure portability
and long battery life, allowing improved ecological studies. Their main advantage over laboratory
grade equipment is their usability in a wider range of environment for greater ecological value.
For accurate and useful measurements, these types of sensors require a robust orientation estimation
that remains accurate over long periods of time. To this end, we developed the Allumo software for the
preprocessing and calibration of the orientation estimate of triaxial accelerometers. This software has
an automatic orientation calibration procedure, an automatic erroneous orientation-estimate detection
and useful visualization to help process long and short measurement periods. These automatic
procedures are detailed in this paper, and two case studies are presented to showcase the usefulness
of the software. The Allumo software is open-source and available online.

Keywords: accelerometer; calibration; inertial measurement units; human movement

1. Introduction

Wearable sensors are increasingly being used in research and clinical practice to assess the pose
and posture of individuals. For instance, physical rehabilitation may require objective movement
measurements over extended periods of time to perform a comprehensive assessment of the patient.
Being able to obtain quantitative measurements outside of controlled environments, such as a
laboratory, through the use of wearable sensors could help in the diagnosis and treatment of
patients. For instance, stride parameters are measured through GPS and inertial measurement
unit (IMU) data [1], as well as gait and posture analyzed from pressure-sensitive insoles and IMU
data [2]. Navigation estimates using IMUs with [3] and without GPS [4] have also been studied.
IMU sensors have proven to be effective in orientation estimation, such as trunk orientation and
lower limb kinematics [5] and in measuring the shoulder joint angles [6]. Accelerometers can
also be used for impact detection and gait timing [7-9]. They have also been used in harsher
conditions such as swimming [10]. As the number of contexts using these types of sensors increases,
so does the need to improve orientation estimation accuracy. A static accuracy assessment of the
Xsens IMU sensors [11] for 3D orientation positioning has been published [12]. Validation of the
Xsens movement measurement [13] reported good correlation (0.96) between Xsens movement
and vision-based measurements. Further assessment of accuracy for joint rotation for field-based
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occupational studies [14] reported measurement errors varying from 4° to 12°. A recent systematic
review reported that IMU should be considered as a valid tool to assess the whole body range of
motion, and underlined the importance of the calibration step [15] to obtain such levels of accuracy.

Indeed, calibration is an important step to capture accurate pose estimates, especially for joint
angle measurement [16]. The published procedure for pose calibration to align an IMU to another
motion-capture system, which is presented in [17], and a pose calibration procedure for 3D knee joint
angle [18]. Furthermore, Lotter et al. [19] published a procedure for in-use calibration of triaxial
accelerometers that shares similarities with our proposed automatic orientation estimation algorithm,
such as relying on the fact that the magnitude of the gravity acceleration vector measured with the
accelerometer is constant and equals to 1g under quasi-static conditions. They use those assumptions
to calibrate the tension readings of the triaxial acceleration (an offset and scaling for each axis). In our
proposed automatic orientation algorithm, the same assumptions are leveraged to determine the
orientation of the accelerometer reference frame with respect to the fixed, world reference frame.
A review of several calibration methods of the former style for motion analysis is available in [20].

In the context of a project to collect mobility data, an important challenge occurs during the
assessment of IMU data obtained in the field. Indeed, while the typical use case is a relatively short
acquisition duration (minutes to hours long), larger scale mobility projects aim to record data over
long periods of time. Corresponding time series data sets are thus quite large and require a tedious
and time-consuming manual preprocessing task, during which the accuracy of the pose estimate can
decrease. This concern was also raised in [21]. In mobility data, file duration can span over several
weeks of continuous recording at 60 Hz (three data channels per accelerometer). While this data file
size may not be considered large in a big data context, the amount of manual preprocessing required
using the existing commercial tools precludes them from being used at the scale required for many
projects. As participants remove and install the equipment, a manual recalibration of the orientation
estimate of the devices is required and can be difficult in the field. Whereas some analyses such as
automatic activity recognition does not require a known orientation [22], posture monitoring does, and
therefore requires this recalibration step. Manual adjustments of the orientation estimate using only
the data stream and without direct monitoring from an external observer in the field are impracticable.
Furthermore, uncontrolled events such as unwanted shifts of the sensor on the participant may result
in erroneous readings stemming from an inaccurate calibration. These also require identification and
a subsequent sensor recalibration, which is also manually impracticable using the raw data stream.
Identifying such erroneous readings is difficult with the available commercial tools, as they tend to only
present time series plots of the data, a counter-intuitive method for detecting erroneous orientation
estimate by most observers.

To help in the calibration of the orientation estimate of IMUs used for joint angle measurement,
we present a tool for visualization and preprocessing to be used in human posture monitoring and
assessment. The development goal of the software presented here was to expedite the identification
and recalibration of the orientation estimate of triaxial accelerometer readings by showing an intuitive
graphical interface to the observer. An animated humanoid avatar illustrates the estimated posture of
the participant along the data stream. It makes it easier to identify erroneous orientation estimates
since abnormal postures of the body will be displayed (e.g., wrong limb orientation, walking at a
skewed angle).

This paper is structured as follows: first is the presentation and description of the automatic
calibration of the orientation estimate, erroneous orientation-estimate detection and activity detection
algorithms; second is an overview of the software followed by two case studies to show typical usage
of the software.

2. Software Overview

The main software, of which the interface in presented in Figure 1, boasts several features useful
for the preprocessing and assessment of IMU data. It features a real-time playback visualization of
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a humanoid model for easy diagnostics of improbable orientation estimate or wrongly positioned
sensors. It helps to identify potential problems by displaying captured motion on an avatar model.
For instance, a mis estimated orientation measurement could show a skewed trunk angle or unrealistic
leg movement. It can also display a matching video to help with the visual comparison of the
movement. Options in the settings are available to synchronize the video playback with the animated
human shape motion. There is also a live display of the variables of interest, such as torso and leg joint
angles, with respect to the vertical axis. For long duration data acquisitions, the software provides
convenient time selection features that allow the definition of a specific working window.

4] Figure 1:Almo - = - = = . SlEl R

Control | Seftings | Ofher

2002018135524 [ gy |

1 T T
o iR ko
F=s" sl

18:63:23 13:54:13 13:55:03

Figure 1. Main interface of the software.

The software also features an interface for manual selection of reference positions that is useful for
the initialization of the orientation estimate of short recordings when reference points (neutral position)
are known, e.g., a recording that begins with still sensors positioned in a known orientation. To improve
the accuracy of the reference point measure, a section (window) of the signal can be marked as the
reference orientation so that an averaging can be performed to reduce measurement noise during
the reference position in the recording. To further help with this task, an algorithm, used for the
automatic detection of erroneous orientation estimates, was implemented and is described in Section 4.
Since manual adjustment of the initial orientation estimate can be complex and time-consuming, one
of the software’s main features is the automatic calibration of the sensor initial orientation through
automatic detection of motionless neutral positions (quasi-static), based on filtering and singular value
decomposition, all of which are further described in Section 3. A basic automatic activity detection
feature, used to distinguish between idling, walking and running, is also available.

Lastly, the software allows the importation of raw accelerometer values from multiple file formats
such as Actigraph GT3x, comma-separated values (csv) files, and Excel spreadsheets. It allows the
exportation of the calibrated accelerometer values to a convenient csv or Excel file format for uploading
to most analytics programs.

3. Automatic Calibration Algorithm

We define the calibration of the orientation estimate of the triaxial accelerometer as "identifying
the rotation matrix that aligns the mobile reference frame originating at the accelerometer with the
fixed (world) reference frame". In other words, the orientation of the mobile reference frame %, with
respect to the fixed reference frame .%, is defined by the rotation matrix R as seen in Figure 2. This
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therefore defines the three rotational degrees of freedom (DOF) of the accelerometer. This allows
for the full orientation of an arbitrarily placed sensor to be estimated. To this end, the automatic
calibration algorithm leverages the gravitational force g, which is constant in the fixed reference frame,
to constrain two of the three DOF, and a variance analysis to constrain the third DOF, fully defining
the matrix R. The measured acceleration matrix is defined as

axy  ay1 Az
A=|: | erRm (1)
Axm  Aym  Ozm

where ay;, ay;, a,;, are the i measurements along the x4, ¥4, z4 axes respectively, and m is the index
of the last measurement.

Xz

Figure 2. Geometric representation of the accelerometer.

The automatic calibration algorithm works by using three main assumptions. First, when the
participant is at rest, he/she is in the neutral position most of the time (e.g., standing upright). Second,
the gravity vector can be measured without bias most of the time, meaning that no steady state
acceleration should be present outside of gravity, i.e., the system is not in free fall or under centrifugal
acceleration. Third, most of the variance in the movement occurs in the plane that is parallel to the
gravitational force and in the forward-facing direction x & (e.g., walking). If these conditions are not
met, a manual assisted option is available (see Section 4).

When those assumptions are observed, the algorithm works as follows. The first step is to find the
direction of the gravitational force acting on the sensor. To this end, raw accelerometer data are filtered
with a bidirectional low-pass filter with a cutoff frequency (COF) of 1/10 Hz to remove impacts,
high-frequency noise and human limb movements to keep only low-frequency signals indicative
of a steady state acceleration, which should correspond to a large extent to the neutral position.
To accurately identify the direction of the gravity vector, the only data points kept for averaging are
those where no movement is perceived (quasi-static). Those data points are found using a high-pass
filter with the same COF of 1/10 Hz, filtering over the acceleration vector magnitude (12 norm) instead
of over each component, to identify where the signal lies closer to zero. A 2-s Hann window filter is
used to further smooth the acceleration magnitude signal and keep only substantially long periods of
quasi-static movements. The gravitational acceleration direction is then averaged across these sections
with low movements. Knowing the unit vector g, which represents the direction of the measured
gravitational acceleration, a matrix R’ such as

g=R'g, @
that aligns the z4 axis to the z # axis can be derived, therefore establishing two DOFs. To establish
the last DOF, raw acceleration measurements are transformed with matrix R’ so that the measured
gravitational acceleration aligns with the negative z & direction, leaving acceleration on the x5, v
planes as the only result of the accelerometer motion. The principal axis of motion is then computed
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using singular-value decomposition of the acceleration matrix A to find the largest singular value, ¢y,
and its corresponding singular vector, vy, such as

A =UxV, 3)

with U € R"*™ containing the left-singular vectors, Z € R"*3 containing the singular values 07 ... o3
and V € R®*3 containing the right-singular vectors including the vector of interest v;. The singular
vector vi, which corresponds to the largest singular value, 0y, is considered to be the forward-facing
direction and therefore allows to establish the last DOF which, in turn, allows the full computation
of R. Note that since the direction of the singular vector can be positive or negative, this leaves the
distinction between forward and backward undefined, and is thus a known shortcoming of the method
that needs to be corrected manually.

4. Automatic Erroneous-Orientation Detection

When the automatic orientation estimation calibration cannot be used (assumption not met),
the automatic erroneous orientation-estimate detection provides an alternative assisted orientation
estimation calibration option. It is based on the same assumption as the automatic calibration
algorithm, but is only used as a tool for the detection of periods when manual orientation adjustment
is necessary. The user can then manually discriminate between erroneous orientation estimates and
other movements that may trigger the erroneous orientation-estimate detection, such as lying down
for a long period of time. The algorithm operates by checking whether the gravitational acceleration
aligns correctly with the negative z# direction. Using a bidirectional low-pass filter, it isolates
the gravitational measurement, as described in Section 3, and flags sections of the accelerometer
measurements in which the angle between the measured direction of gravity and the z z direction is
larger than a user-defined threshold value. This way, the algorithm can help detect whether or not a
sensor has moved since the last adjustment. A visual cue is presented to the user so that he/she can
act on the flagged section by manually adding reference orientation point as presented in Section 2,
or removing the section altogether.

5. Activity Detection

A basic activity detection algorithm is implemented in the software. It differentiates between
three different states: idling, walking or running. Again, using a low-pass filter followed by a Hann
window filter over the acceleration vector magnitude (12 norm) generates an activity intensity signal.
By using simple threshold values, the discrimination between idling, walking and running can be
achieved.

6. Case Studies

6.1. Demonstration in the Laboratory

A participant wearing two Actigraph GT3X accelerometers, one placed on the left thigh and the
other on his back, was asked to perform a 15-min routine with a mix of standing, walking, running and
lying down. The activity was captured on video to qualitatively assess the pose estimates of reported
by the software. During the routine, the orientation of the sensors on the body was deliberately altered
at three different times to test the algorithm’s erroneous orientation-estimate detection. This resulted
in 5 sections of signal being flagged using the erroneous orientation-estimate detection tool. The three
deliberate orientation change and both time the participant lay down for an extended period of time had
been correctly flagged. Using the playback of the humanoid visualization, the user can easily identify
whether the detection is caused by an erroneous orientation estimate or a real change in steady-state
operation such as going from a standing vertical to a horizontal orientation. This demonstration
showed good performance in correctly identifying miscalibrated orientation estimates and was able to
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process the signal by applying the correct orientation adjustment parameters during each segment.
With the correct adjustment applied, the user can look at the avatar and easily distinguish certain
movements performed by the participant such as sitting, crouching and lying down. The activity
detection algorithm was also able to correctly identify the two running events, the six walking events
and the corresponding idling sequences between those.

6.2. Demonstration in the Field

In this data collection, the software has been used in the analysis of data from two expeditions
lasting 39 and 32 days, respectively. During those expeditions, two participants wore two Actigraph
GT3X accelerometers; one of the accelerometers was placed on the pelvis and the other on the left
thigh. Both were affixed on shorts so that they moved along with the body. Data acquisition was
performed over the 71 days for a total of around 1700 h of recording. Participants wore the sensors
for the major part of the days and removed them during most sleep hours. Manual initialization of
the orientation estimate for those types of extended periods is impractical. The automatic calibration
algorithm was therefore used for each day of acquisition. After automatic calibration is performed,
relevant data can be extracted, such as the amount of time walking or running and the trunk angle. The
calibrated accelerometer’s data can then be exported for further processing. Table 1 shows an example
of which data can be obtained for 1 hour segments of a day of recording and the corresponding logbook
entries. By comparing the ratio of walking and running detection to corresponding entries, an overall
assessment of the activity detection can be made. It can be seen that high trunk angle correlates with
nap time and that running detection correlates with high-intensity activities. Walking proportion also
varies sensibly with reported activities.

Table 1. Data summary samples for a 1-h expedition segment.

Walking Running Trunk Angle Logbook Entry
segment 1 7.40% 0.19% 6.28° Jumping jacks as a warm-up following by work at the computer
segment 2 7.20% 0.00% 71.21° Lying down for 50 min
segment 3 4.42% 0.00% 3.53° Work at the computer (mostly siting)
segment4  12.78% 35.84% 10.61° 30 min jogging followed by work at the laboratory
segment 5 6.89% 0.00% 83.14° 50 min nap (lying down)
segment 6 17.08% 0.83% 6.17° Helicopter outing and walk ashore
segment7  9.87% 0.02% 5.47° Diner and relaxation on board

7. Conclusions

This paper presented a graphical software for preprocessing raw accelerometer data in the context
of posture tracking. The software allows the visualization of measured posture on a humanoid form to
easily identify errors in measurements or in the orientation estimate of the device in long duration,
in the field, experiment. The paper also presented a novel algorithm for automatic calibration of
the orientation estimate that can be used when manual initialization of the orientation estimate is
impractical. A simple erroneous orientation-estimate detection and basic activity detection algorithms
are implemented in the software. Two case studies were used to show typical usage of the software.
The software is open-source and available at https://github.com/alexisfcote /allumo.
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Abstract: Falls in older adults present a major growing healthcare challenge and reliable detection
of falls is crucial to minimise their consequences. The majority of development and testing has
used laboratory simulations. As simulations do not cover the wide range of real-world scenarios
performance is poor when retested using real-world data. There has been a move from the use of
simulated falls towards the use of real-world data. This review aims to assess the current methods
for real-world evaluation of fall detection systems, identify their limitations and propose improved
robust methods of evaluation. Twenty-two articles met the inclusion criteria and were assessed with
regard to the composition of the datasets, data processing methods and the measures of performance.
Real-world tests of fall detection technology are inherently challenging and it is clear the field is in
its infancy. Most studies used small datasets and studies differed on how to quantify the ability to
avoid false alarms and how to identify non-falls, a concept which is virtually impossible to define and
standardise. To increase robustness and make results comparable, larger standardised datasets are
needed containing data from a range of participant groups. Measures that depend on the definition
and identification of non-falls should be avoided. Sensitivity, precision and F-measure emerged as the
most suitable robust measures for evaluating the real-world performance of fall detection systems.

Keywords: accidental falls; fall detection; real-world; signal analysis; performance measures;
wearable sensors; non-wearable sensors; accelerometers; cameras

1. Introduction

Falls in older adults and their related consequences pose a major healthcare challenge that is set
to grow over the coming decades [1]. Approximately 30 percent of those over the age of 65 experience
one or more falls each year, which rises to around 45 percent in those over 80 [2]. Roughly six percent
of older adult falls result in fractured bones [3,4]. Falls are estimated to cost the UK over one billion
pounds each year, with fractures being the most costly fall related injury [5].

Even when the injuries are not so serious, fallers often struggle to get up unaided [6,7],
sometimes leading to a ‘long-lie” where the faller remains trapped on the floor for an extended
period of time. Long-lies can lead to dehydration, pressure sores, pneumonia, hypothermia and
death [8-11]. Further to the physical consequences, the fear of falling can impact on older adults’
quality of life. A fear of falling is associated with a decline in physical and mental health, and an
increased risk of falling [12]. Estimates suggest that between 25 and 50 percent of older adults are
fearful of falling and half of these will limit their activities as a result [13,14].

One method used to address the severe consequences associated with falling is the use of a push
button alarm system, which can ensure help is received quickly, and reduce the risk of a long-lie.
However, studies have shown that 80 percent of fallers do not or cannot activate their alarm following
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a fall, meaning an alternative approach is needed [6,15]. As a result, there has been extensive research
into automatic detection of falls and a broad range of approaches have been developed.

In order to understand the efficacy of the automated fall detection systems, it is important to have
a robust method of testing performance. Key to the assessment of these systems is the evaluation
of reproducibility and experimental validity [16]. There are two types of experimental validity:
internal and external. Internal validity is the extent to which the results truly reflect the capability
of the tested system, and were not influenced by other confounding factors or systematic errors.
External validity is the extent to which the results can be generalised across people and environments.

External validity has been a central issue in tests of fall detection systems. The poor external
validity has been caused by the use of laboratory simulated falls conducted by young healthy
adults. The accidental, unexpected and uncontrolled nature of a fall makes it challenging to simulate.
When a person simulates a fall the movement is expected, deliberate and carried out in a safe space
where injury is highly unlikely. Therefore, reflexes to prevent or lessen the severity of the fall are
likely to be suppressed leading to a different pattern of movement. When 13 previously published
approaches were tested using real-world fall data, the performance was found to be considerably
worse (mean sensitivity and specificity of 0.57 and 0.83, respectively) than had originally been reported
from testing using simulations (mean sensitivity and specificity of 0.91 and 0.99, respectively) [17].

Despite the challenge associated with simulating falls, the vast majority of studies have used
simulated fall data (for recent reviews see [18,19]). The use of laboratory simulated falls has been an
accepted approach due to the challenge associated with recording real-world falls. The rarity of falls
means that recording them is both costly and time consuming. Bagala et al. [17] estimated that to
collect 100 falls, 100,000 days of activity would need to be recorded, assuming a fall incidence of one
fall per person every three years. Despite this challenge, the focus is now moving to real-world fall
data due to the external validity issues inherent in simulated fall based testing. Real-world data, by its
very nature provides high ecological validity and therefore contributes to higher external validity.

The use of real-world data, while a significant step forward, does not make the test robust.
Other factors such as cohort selection and size are important for external validity. In addition, the use
of real-world data does not increase the internal validity, in fact, the level of variation and abundance
of confounding factors creates a greater risk of systematic errors. Therefore, careful consideration and
planning of both the data collection and test procedure is vital to ensure the validity of results.

All methods of testing fall detection systems share the same basic framework which shapes the
whole method from data collection through to data processing. Therefore, a basic understanding
of this framework is needed to understand the best method to evaluate fall detector performance.
Fall detection is a case of binary classification; each movement is classified as either a fall (positive case)
or non-fall (negative case). For each movement there are four possible outcomes:

e True Positive (TP)—Correctly detected fall

e True Negative (TN)—Non-fall movement not detected as a fall
e  False Positive (FP)—Classified as a fall when none occurred

e  False Negative (FN)—A fall which was not detected

These four values can be represented as a table comparing the actual data with the system’s
predictions, this is known as a confusion matrix (Figure 1). All further measures can be calculated
from either a complete confusion matrix or a subset of one. Therefore, studies should aim to collect
data and process it in such a way that as many of these four values as possible can be calculated.
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Predicted
Fall Non-Fall
True False No. Actual
Fall Positives Negatives Falls
(TP) (FN) (P)
Actual
False True No. Actual
Non-Fall Positives Negatives Non-Falls
(FP) (TN) (N)

Figure 1. Example confusion matrix.

The aim of this review is to identify the methods which have previously been used to evaluate fall
detector performance using real-world data and investigate how the differences in these methods of
evaluation effect the results. The review covers the methods of data collection and processing as well
as the performance measures which have been used for evaluation. In this review, we aim to identify
the strengths and limitations of current approaches and propose a more robust approach of evaluation
based on the findings.

2. Methods

A systematic search was conducted in August 2017 and repeated in March 2018, using the
following on-line literature databases: Medline, Cinahl, Pubmed, Web of Science and IEEE Xplore.
The search aimed to find all records where a fall detection technology (hardware or software) had
been tested using real-world falls. The search strategy used is shown in Table 1. Papers were excluded
where no fall detection technology was tested, where tests used fall simulations, or the technology was
not aimed at older adults. Only articles available in English were included.

Table 1. Example Search Strategy for PubMed.

fall*-detect*[Title/ Abstract] OR fall*-sensor*[Title/ Abstract] OR
fall*-alarm*[Title /abstract]

AND real-world[Title/ Abstract] OR real-life[Title/ Abstract] OR free-living|[Title/ Abstract]
OR community-dwelling[Title / Abstract] OR home-dwelling[Title/ Abstract] OR
domestic-environment[Title/ Abstract] OR long-term-care[Title/ Abstract] OR
care-home[Title / Abstract] OR nursing-home[Title/ Abstract] OR
hospital[Title/ Abstract]

The studies which met the inclusion criteria were assessed with regard to the method used to test
the fall detection system. The focus was to assess the robustness of these tests and we therefore did not
assess the systems’ design or performance. For a comparison of wearable systems see [17] and for a
comparison of non-wearable systems see [20]. All included studies tested fall detection technology
using real-world fall data. Where studies reported on both tests using simulated data and tests using
real-world data, only the methods used for the real-world portion of the data were considered.

First we reviewed the information studies provided about their participants, how they collected
data and the volume of data collected. Next, we examined the methods used to identify fall events
and to process the data. Finally, we evaluated the use of each applicable performance measure.

3. Results

The systematic search returned 259 unique records. Following application of the selection criteria,
22 papers were identified for analysis. The full breakdown of the literature identification process,
including the reasons for exclusion, is shown in Figure 2. Table 2 provides a breakdown of the 22
included papers with regard to participant groups, devices used, participant numbers, numbers of
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recorded falls, the quantity and processing of non-fall data and finally, the performance measures
reported. The following sections provide further detail to complement Table 2.

=
;% 465 records identified through
é database searching
=
5 {
= .
= | 259 records after duplicates removed |
é‘) A 4
5 | 259 records screened |—>| 118 records excluded
5
n
> . 119 full-text articles excluded:
&
= K - 9 Not Fall Detection
= 141 full-text articles - 25 Not Testing Performance
éb assessed for eligibility ™ - 80 Not Using Real-World Falls
= - 3 Reviews
- 2 Not Available in English
5
_g v
= 22 studies included
=
=

Figure 2. Flow diagram of the systematic search.
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3.1. Participant Descriptions

The level of detail provided about participants varied considerably. All but three [31,38,40] of the
articles stated whether participants were community dwelling, in long-term care or hospital patients.
Five articles did not provide any additional descriptive information on the participants [23,24,35,37,40].
The other eighteen articles describe participant’s age, twelve also provide gender information and six
provide details of height and weight or BMI [17,25,29,31,32,34]. Four articles provided information on
specific medical conditions, three recruited participants with Progressive Supranuclear Palsy [17,21,36]
and one included a single older adult with Parkinson’s disease [31]. Lipsitz et al. [34] provided the
most in-depth description with a breakdown of the proportion of participants with a range of 21
comorbidities. Eight articles reported results of mobility assessments [21,27-31,33,38], three articles
provided information on walking aid use [20,27,28] and three articles additionally reported results
of cognitive assessments [29,30,33]. None of the other 15 articles reported standardised measures of
cognitive or mobility status.

3.2. Method of Data Collection

All studies used the same general approach of monitoring participants with one or more
sensor devices. Studies can be classified into two main categories, those using wearable technology
(e.g. accelerometers or gyroscopes) and those using non-wearable technology (e.g. fixed cameras or
Kinect sensors). Both approaches have advantages and disadvantages with regard to fall detection.
For example, wearable devices are always with the user, however they may forget to wear the device.
In contrast, non-wearable devices have a limited capture area but the user can safely forget about them.
For a full discussion on the advantages and disadvantages of different sensor types refer to recent
reviews [19,41].

Fifteen studies used wearable technology and ten used non-wearable, Table 2 shows full details
of the devices used in each study. Accelerometers are the most common choice of sensor and
have been used in 15 of the studies [17,21-25,29-34,36,38,40]. Eight studies tested some form of
optical sensor [20,22,26-28,30,37,39], making them the most common choice of non-wearable devices.
One additional study deployed an optical sensor as part of their system, but this did not record any
falls so they could not test it [29].

Studies can be further classified based on whether the device used was capable of processing data
on-line and raising an alarm when it detected a fall. Three studies deployed functioning wearable alarm
systems [24,33,34], one study deployed a system combining wearable and non-wearable devices [22],
no studies deployed an alarm system solely using non-wearable devices. Two of the studies which
tested working alarm systems did not store the raw sensor data, only recording when the alarm went
off [22,34], one article did not state if the raw sensor data was stored [24]. The raw sensor data can be
used for future development and testing, and therefore the favoured approach is to store this data.

The availability of the collected data is important for future work and the direct comparison of
approaches. None of the studies used publicly available datasets nor made their real-world fall data
publicly available. Two studies [25,40] made use of a subset of the FARSEEING repository, which is
available on request. The FARSEEING project is a real-world fall repository project funded by the
European Union. Four studies [17,21,23,36] were conducted by members of the FARSEEING project or
in collaboration with members, and also used data from the FARSEEING repository. No other studies
provide any information on the availability of their datasets.

3.3. Number of Participants and Falls, and the Volume of Non-Fall Data

There is a large range in the number of participants included, with most studies using small
cohorts. One article did not provide any information on the number of participants [37]. Three studies
had just a single participant [31,35,38] and one study [20] used data from only one participant in
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parts of their analysis. The maximum number of participants was 62 [34] and the median was nine
(IQR 4-18).

There was an equally large range in the number of fall events recorded. Two studies included
just a single real fall [31,38] and in one of the two datasets used by Aziz et al. [21] only one fall was
recorded. The maximum number of falls was 89, which was achieved in two separate studies [23,34].
The median number of falls contained in the datasets used was 17.5 (IQR 8.25-29).

Where reported, the length of the monitoring period varied considerably and comparison
is made difficult by the inconsistent choice of reported metrics. Thirteen articles provided
the total length of the recorded data, but did not provide details of the proportion where the
system was recording participant’'s movement (participant in the capture area or wearing the
device) [20-22,24,26-28,30,32,34,35,38,39]. The median length of total recorded data, from studies
which provided it, was 592 days (IQR 21-1474). Only three articles provided information on device
wear time, in these studies the mean wear times were 8.1 [29], 14.2 [33] and 24 [31] h per day. None of
the articles on non-wearable devices provided information on the proportion of time during which
participants were in the capture area.

Six articles did not clearly state the time period over which participants were monitored
or the amount of data captured, instead they provided the number of extracted non-fall
events [17,23,25,36,37,40]. The number of non-fall events used in these studies ranged from 22 [25] to
3466 [23].

3.4. Method of Fall Identification and Validation

One of the main challenges in recording real-world falls is ensuring every fall that occurs is
identified accurately. How fall events are identified is influenced by both the choice of device and
whether the system is capable of raising alarms in real-time. The device used determines the type
and detail of information available for retrospective verification of fall times and types. A camera,
for example, provides a greater level of information compared to an accelerometer; assuming the video
footage is not highly pre-processed, for privacy reasons, before being stored. Where working alarm
systems are deployed, all detected falls can be quickly verified, providing additional robustness over a
single reporting method such as staff incident reports.

Four studies [22,24,33,34] deployed a functioning wearable alarm system. As the alarm systems
were being validated, a second reporting system was still needed to identify falls which did
not trigger an alarm. Three of the studies used staff incident reports in addition to the alarm
system [22,33,34]. It was unclear what secondary method of fall identification was used in one
of the studies [24]. Of the 18 studies which analysed the data retrospectively, three identified falls using
staff reports [17,21,39], five used participant self-report [29-32,38] and ten did not state how falls were
identified [20,23,25-28,35-37,40].

Where self-report of falls is used it is important to consider the cognitive ability of participants,
especially their memory. Only two of the five studies which used self-report provide results of
assessments of cognitive ability [29,30]. Both of these studies used a Mini Mental State Exam [42].
Feldwieser et al. [29] found no signs of cognitive impairment and Gietzelt et al. [30] found that one of
their three participants had cognitive impairment, but does not report how they accounted for this.

It is important to consider that reported fall times might not be accurate and that some falls may
not be reported, or may be reported by more than one member of staff with different timestamps.
This could, for example, be due to delays in completing the report, delays in the faller being discovered,
participant recall problems or staff naturally prioritising helping the faller over checking and reporting
the time. Only three articles describe methods to check reported fall times [17,21,32]. Two of
these [17,21] used datasets from the FARSEEING repository where expert analysis of the sensor
signals in combination with fall reports was used to pinpoint the fall signal. Hu et al. [32] reported
correlating self-reported fall times with the signals, but provided no details on how this was carried out.
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3.5. Methods of Data Processing

There are two approaches for testing real-world fall detection systems, the key difference is how
the data is prepared. The first approach is based on simply identifying when falls occur in continuous
user movement or a stream of sensor data, we call this the continuous data approach. The second
approach is based on a fall detector classifying events as either a fall or not a fall, we call this the
event based approach. The following sections explain each of these approaches and review their use.
In five studies it was unclear which approach was used [20,24,29,30,39].

3.5.1. Continuous Data Approach

The continuous data approach mirrors real-world usage of fall alarm systems where user
movement is the input and fall times or alarms are the output. This approach is therefore the primary
way of testing deployed fall alarm systems but can also be used for retrospective testing using existing
data. The fall detection systems sensors convert movement into a stream of raw data which is then
processed by the software component of the system. In this approach all aspects of data processing
are part of the fall detection software and are tested as a single unit. To test performance the systems
predictions are compared to the actual verified fall times. This comparison allows quantification of the
number of true positives (actual and predicted timestamps match), false positives (predicted fall with
no actual fall) and false negatives (fall occurred but none was predicted).

True negatives can be quantified if the times when non-falls occurred were recorded, however,
non-falls are not defined. In the strictest sense non-falls are everything which is not a fall, but that
does not enable their occurrence to be quantified. It is not possible to count when a fall doesn’t occur
without arbitrarily dividing the time-series data into events, and counting the events where no fall
occurred. Such a method of dividing the data would fall under the event based testing approach.
In the continuous data approach any segmenting of the data for processing purposes is part of the fall
detection system, not the test procedure.

Six studies used the continuous data approach [22,31,33-35,38]. Bloch et al. [22] processed the
data using the continuous data approach, and then used an assumption of thirty ‘fall-like” events
per day to calculate a number of true negatives (30 x number of days the sensor was in use). The other
five studies did not attempt to quantify TN.

3.5.2. Event Based Approach

The event based approach has its roots in tests using laboratory based simulation datasets.
When data is collected in the laboratory a predefined set of movements or events is simulated, the times
of these events is known and therefore they can be easily extracted. To test performance all the events
must first be labelled as either a fall or not a fall using the record of event times. For each event the
label is compared to the software’s predictions allowing a complete confusion matrix to be generated.

In real-world data, events are less clearly defined than in simulated data since there is no
complete record of the movements which occurred. The creation of events from real-world data
has been based on arbitrary rules rather than identification of the underlying movements of the users.
The events are labelled using reported fall times, where no fall occurred the event is considered a
non-fall. As this method always yields non-fall events, true negatives can be quantified, unlike in the
continuous approach.

Eleven studies used the event based approach [17,21,23,25-28,32,36,37,40]. The predominant
method to create events was based on time windows, where the data is sliced using constant time
intervals, for example each 60 seconds of data is one event. However, there is no consensus on what
constitutes an event and in practice, a method of reducing the volume of data is often used, for example,
to exclude data where no movement was recorded. The time windows can overlap allowing the same
data to be processed multiple times, although the rationale for this is not clear.
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To create events, one study used 2.5 s windows with a 1.5 s overlap and kept all the events [21].
Two studies divided the data into 60 s windows and used a movement detection algorithm to select
events [17,36]. Bourke et al. [23] also used a movement detection algorithm to select events but does
not describe the windowing technique. Two studies used the same dataset where the 24 hours prior
to each fall was divided into one second windows [27,28]. One study used self-reported wear time
to reduce the dataset prior to dividing into windows, but does not provide any details about the
windowing technique [32].

Three studies used only a limited section of data from around each fall. Debard et al. [26]
divided up the 20 minutes of data prior to a fall into two minute windows. Chen et al. [25] only used
data from 20 minutes surrounding each fall and used the section of data up to one second prior to
impact as non-fall events. Yu et al. [40] divided the two minutes around each fall into one second
windows, removed the one second window where the fall occurred and used the remaining windows
as non-fall events.

3.6. Definition of Performance Measures and Review of Their Use

3.6.1. Sensitivity

Sensitivity (also known as recall and true positive rate) is the proportion of falls which are correctly
detected (Equation (1)). The inverse of sensitivity is miss rate (false negative rate) which quantifies
the proportion of falls not detected (Equation (2)). Sensitivity is by far the most commonly reported
statistic; it was reported in 18 of the articles [17,20-28,32-34,36—40] and could be calculated from the
information given in the other four [29-31,35].

. TP TP
Sensitivity = TPYEN — P (1)
. FN FN e
Miss Rate = IN:TP P 1 — Sensitivity 2)

3.6.2. Specificity

Specificity (also known as true negative rate) is the proportion of non-fall events which are
correctly detected (Equation (3)). It quantifies the ability to avoid false positives (false alarms).
The inverse of specificity is false positive rate, which is the proportion of non-fall events mistakenly
detected as falls (Equation (4)). Nine articles reported specificity [17,21-24,26,32,36,40] and two
reported false positive rate [36,37]. It is unclear whether Chen et al. [25] reported specificity or false
positive rate, as the reported number of TN and FP suggest that what they report as specificity is in fact
false positive rate. Specificity could be calculated from the information provided in a further two of
the studies [27,28].

e TN TN
Spedficity = TN Fp = N )
. FP FP e
False Positive Rate = TPrTN - N 1 — Specificity (4)

3.6.3. False Positive Rate over Time

False Positive Rate over Time (FPRT) has become a popular measure in real-world tests of fall
detection. This measure provides information on the frequency of false alarms. Twelve articles report
the number of false positives either per hour or per day [17,20,21,28-31,33,35,36,38,39] and it could be
calculated from the information provided in seven others [24-27,32,34,37].
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3.6.4. Precision

Precision (also known as positive predictive value) is the proportion of alarms which are true falls
(Equation (5)). It therefore provides the probability that an alarm will be an actual fall and not a false
alarm. For example, a precision of 0.5 means that half of alarms will be actual falls, and half will be false
alarms (1 false positive for every detected fall). Eight articles reported precision [17,22,24,26-28,34,40]
and it could be calculated from the information provided in all of the other articles.

TP

Precision = TP+ EP

®)

3.6.5. Negative Predictive Value

Negative Predictive Value (NPV) is the proportion of events classified as non-falls which are
true non-fall events (Equation (6)). NPV therefore provides information about the ability to correctly
classify non-fall events. NPV will be high if a system correctly ignores many times more non-fall
events than the number of falls it fails to detect. Therefore, for false negatives to have any notable
effect, the number of falls and non-falls must be approximately equal. However, in real-world fall
data falls are usually much less frequent than non-fall events, which limits the insights yielded from
NPV as systems typically score over 0.99 out of 1 [17,22,24]. Three articles reported NPV in their
results [17,22,24]. NPV could also be calculated from the information provided in eleven of the other
articles [21,23,25-28,32,34,36,37,40].

TN

TN+ FN ©

Negative Predictive Value =

3.6.6. Accuracy

Accuracy is the proportion of predictions which were correct (Equation (7)). Accuracy is a measure
which summarises the whole confusion matrix in a single value. Accuracy’s major limitation is the
inability to handle imbalanced datasets, for example, in real-world fall data where there are many
more non-fall events than falls. Similar to NPV, accuracy is dominated by the larger group and the
effect is proportional to the size of the imbalance. Therefore, in real-world fall detection studies,
accuracy is skewed towards the correct detection of non-fall events over the correct detection of falls.
For example, in eight of the algorithms tested by Bagala et al. [17] the accuracies were greater than
0.9 with sensitivities below 0.6, in one case an accuracy of 0.96 with a sensitivity of 0.14. Four articles
reported accuracy [17,23,25,37] and it could be calculated from the results provided in seven of the

other articles [21,24,26-28,36,40].
TP+ TN

Accuracy = PIN

@)

3.6.7. F-Measure

F-measure (also known as F-score) is the harmonic mean of sensitivity and precision (Equation (8)).
F-measure, therefore, considers all outcomes except true negatives (non-falls). In fall detection,
the priorities are detected falls (TP), missed falls (FN) and false alarms (FP). F-measure considers
all of these outcomes and therefore provides a good overview of performance. No articles
report a value for F-measure, however it could be easily calculated from their results as eight
articles [17,22,24,26-28,34,40] reported both sensitivity and precision and all but two [32,39] reported
enough information to calculate both sensitivity and precision.

Precision x Sensitivity

F-measure = 2 x — -
Precision + Sensitivity

®)
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3.6.8. Informedness

Informedness (also known as Youden'’s J Statistics or Youden’s Index) is a statistic which combines
sensitivity and specificity (Equation (9)). It is the probability that predictions are informed versus a pure
guess. Informedness is linked to the proportion of cases classified correctly. However, unlike accuracy,
it is robust to an imbalance in the number of fall and non-fall events. This is achieved through equal
weighting of sensitivity and specificity which are in turn the proportions of falls detected and non-falls
correctly ignored. The value ranges from negative one to positive one. Zero indicates predictions
are no better than guessing, positive one indicates perfect predictions and negative one indicates
all predictions are the opposite of the true value. In cases where the value is negative, the output
classes can simply be swapped over. One study reported informedness [36], however, 12 other articles
reported both sensitivity and specificity or false positive rate, or the information necessary to calculate
them [17,21-28,37,40], so informedness could be calculated from their results.

Informedness = Sensitivity + Specificity — 1 )

3.6.9. Markedness

Markedness is a statistic which combines precision and NPV (Equation (10)). Markedness is
linked with the proportion of predictions which are correct. It combines the proportion of correct
positive and negative predictions with equal weighting and is therefore unaffected by imbalance in
the number of positive and negative predictions. As with informedness, the result is a value between
negative and positive one. No articles reported markedness, but twelve did report enough information
for markedness to be calculated [17,21-28,36,37,40].

Markedness = Precision + NPV — 1 (10)

3.6.10. Matthews Correlation Coefficient

Matthews Correlation Coefficient (MCC) is the geometric mean of informedness and markedness
(Equations (11) and (12)). It should be noted that Equation (11) only works if informedness and
markedness are both positive, Equation (12) works in all cases. MCC considers both the proportion
of events classified correctly and the proportion of correct predictions and is therefore robust to
imbalanced datasets. The result is a value between negative and positive one as with both informedness
and markedness. None of the articles reported MCC, enough information to calculate MCC was given
in 14 articles [17,21-28,32,34,36,37,40].

MCC = vInformedness x Markedness (11)

MCC - TP x TN — FP x FN a2
/(TP + FP)(TP + EN)(TN + EP)(TN + EN)

3.6.11. Receiver Operating Characteristic Curve

A Receiver Operating Characteristic (ROC) Curve is a plot of sensitivity versus false positive
rate as the primary threshold of the classifier is adjusted. ROC curves can therefore be used to
understand the trade-off between sensitivity and false positive rate and optimise a primary threshold.
There could be debate as to which balance of sensitivity and false positives is optimal, therefore a
ROC curve provides useful insight. However, it is difficult to compare systems robustly based on a
curve. Consequently, it is in the optimisation where ROC curves are best used, rather than final results,
as only the optimised version will be deployed.
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ROC curves can be reduced to a single number by calculating the area under the curve (AUC).
AUC has been found to be a poor measure for comparing classifiers, particularly where the sample
size is small [43—45]. Two studies have used ROC analysis and reported AUC [23,36].

3.6.12. Precision-Recall Curve

A precision-recall (PR) curve is similar to a ROC curve, the difference is that precision is used
instead of false positive rate and the term recall is used in place of sensitivity. PR curves are preferred
over ROC curves when there is a large imbalance in the data [46]. Calculating AUC for PR curves
is more challenging than for ROC curves as precision does not increase linearly, meaning linear
interpolation yields incorrect results [46]. Two studies reported PR AUC [27,28], although it is unclear
how PR AUC was calculated in these studies.

4. Discussion

This is the first review to be conducted on the methods used to evaluate real-world performance of
fall detection systems. Ensuring a sound method is critical for meaningful results, therefore reflecting
on the way studies are conducted and seeking improvements to the method is vital in emerging areas
of research where no consensus has yet been reached. The real-world testing of fall detection systems
is currently in its infancy and this is reflected in our findings. The method is highly variable across
studies, which makes comparing the results difficult if not impossible. The following three sections
discuss the key issues and make recommendations for future studies.

4.1. Data Collection and Preparation

One major aspect which leads to variation between studies is the participant groups and the
differences in the movements and behaviours captured by the sensor systems. If insufficient detail is
gathered about participants it is challenging to reproduce the findings as differing results could be due
to differing participant characteristics. In addition, one may want to collect new data comparable to
that used in a previous study for the purpose of comparing the performance of a new system using
different sensors with previously tested systems. Information gathered about participants was both
inconsistent and insufficient to allow the data collection to be reproduced.

A comprehensive consensus process has previously been carried out by the FARSEEING
consortium [47]. As part of the consensus process the group identified a minimum set of clinical
measures which they deemed essential for the interpretation of real-world fall data. The measures
included age, height, weight, gender, fall history, assistive device use as well as assessments of mobility,
cognitive impairments and visual impairments. None of the reported studies have implemented
these recommendations.

Cognitive and mobility tests provide useful information about fall risk and the likelihood
of false positives caused by events such as ‘falling into a chair’ or improper use of the device.
Compared to standard metrics such as age, height and weight, assessments of mobility and
cognition provide a much deeper insight into participant’s fall risk and movement characteristics.
Therefore, standardised cognitive and mobility assessments should be prioritised. Deeper insights into
participant’s movements could be achieved though continuous profiling using activity monitoring
software to process the recorded dataset. However, development and validation of activity monitoring
software may be a barrier unless an existing activity monitoring system is used for the data collection.
Where such profiling is possible details should be reported to enhance the interpretation of results.

Another critical aspect of the test is the size of the dataset. Currently, the datasets used are
generally small, have been collected with a low number of participants and contain only a few falls.
Small datasets reduce the validity of the test and hinder reproducibility. Where the dataset is small
either due to few participants, a low incidence of falls or both, it is possible that only a limited subset of
movements and fall types were captured. In such cases comparisons of results to tests of other systems
is difficult as the dataset may be the main cause of differences in reported performance. Further,
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the generalisability of results is questionable where the sample size is small. The small datasets are
one factor which makes it difficult to understand which systems perform the best and therefore where
future development should focus. The other main factors are the different populations recruited
for studies and the limited insights into how this effects the fundamental aspect of the data—the
movements captured.

Due to the known challenges in recording fall signals, the only feasible way for most researchers
to gain access to a large number of fall signals is through collaboration. In addition, if systems are
tested using the same data, the results are directly comparable. Therefore, large shared test datasets
are needed to allow the performance of fall detection software to be compared. To facilitate the sharing
of datasets, the FARSEEING consortium have established a data repository which currently contains
over 300 fall signals [48]. However, more studies are needed to generate datasets that can be added to
the repository and used for robust testing of devices and development of improved software.

Even with shared data, there is still an issue of how to ensure all fall signals are accurately
identified. We have identified that the method used to identify the fall signals is poorly described
in published studies, leaving a large gap in our understanding of how the dataset was prepared.
The current prevailing method to identify fall signals is expert signal analysis to verify participant or
staff reported fall times. There is a risk that not all falls are reported, leading to real falls being included
as non-fall data. Expert signal analysis cannot overcome the issue of under reporting, but does at least
give greater confidence that inaccurate reported times were corrected and all included fall signals were
real falls.

Expert signal analysis, while clearly better than no verification, could lead to bias. Currently there
is an insufficient understanding of fall signals due to a limited number of recorded falls and a lack of
research into the profile of the signals. Our limited understanding could lead to atypical falls not being
verified and thus excluded. There is a risk that systems are designed to detect certain signal profiles
as falls and only these profiles are being verified as falls. Therefore the results could be artificially
improved through restricting the test data.

Unless a gold standard fall reporting system is used, such as video analysis, studies will be limited
in their ability to verify fall signals, under reporting of falls will remain a concern and there is a risk
of bias in the verification process needed to compensate for the inaccuracies of the ‘silver standard’
reporting system. The current lack of standardised method or gold standard, and the lack of reporting
how fall signals were identified and verified, inhibits understanding of results. A consensus is needed
on the process for fall signal identification and studies should clearly report their methods.

4.2. Data Processing

Two approaches were identified for preparing sensor signals for fall detection system testing and
we named these the continuous data approach and the event based approach. Both approaches have
issues surrounding what constitutes a non-fall. In the continuous data approach the issue is centred
around the definition and identification of non-falls. In the event based approach non-fall events can
be defined as any event which is not a fall. However, events could be defined as anything which is
either a fall event or non-fall event, and since falls are defined, the issue returns to what constitutes
a non-fall.

The strictest definition of non-falls as everything which is not a fall is not particularly useful.
This definition does not allow non-falls to be quantified in the continuous data approach and provides
no indication of how the data should be divided into events for the event based approach. A more
helpful concept is that of fall-like movements, a subset of non-falls which share characteristics with
falls. The FARSEEING consortium defined a fall as “an unexpected event in which the person comes
to rest on the ground, floor or lower level” [49]. A fall-like movement could therefore, by removing the
unexpected clause, be defined as “any event in which the person comes to rest on the ground, floor or
lower level”.
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With a definition for fall-like events these could be recorded, at least theoretically, in the same
manner as falls and therefore, allow true negatives to be quantified robustly. In reality it is not feasible
for a researcher to record the times of all fall-like movements in the same way that falls are recorded,
due to the vast quantity which would occur. An automated system would be more practical, although
it is unlikely to be easier to develop automated fall-like detection than automated fall detection systems.
Consequently, researchers must consider if the development of fall-like movement detection systems
is worth the investment, simply to extend the testing of fall-detection systems. Given that a robust
evaluation of fall detection systems can be achieved without the need for true negatives, and hence
non-fall or fall-like movements, we suggest that automated fall-like movement detection is unlikely to
bring benefits which outweigh the required investment.

4.3. Performance Measures

It is challenging to compare results across studies or determine the current state-of-the-art due
to disparity in the choice of measures reported and challenges calculating unreported measures.
The measures used to report and interpret performance vary widely across studies and not all studies
report the basic results from which all measures can be calculated (TP, FP, EN and TN). Where TP,
FP, FN and TN are not reported these can only be estimated, due to rounding of the reported results.
Using one of the tests reported by Bourke et al. [23] as an example, the number of FP could be any
value between 18 and 51 based on the reported specificity of 0.99 with 3466 total non-falls. To facilitate
the calculation of additional measures, future studies should report TP, FP, FN and TN if these can be
calculated robustly and are used in the calculation of the reported performance measures.

In addition to reporting enough information to allow further measures to be calculated, it is
important that the headline measures give a true reflection of performance and allow robust
comparisons to be made with other systems. Sensitivity has been a mainstay in previous studies, it is
an important aspect of system performance. Sensitivity only quantifies the ability to detect falls, it does
not consider false positives. The question is therefore which measure to pair sensitivity with to provide
understanding of the ability to avoid false positives. In addition, a single combined measure which
considers both aspects is important in order to understand the overall level of performance.

Specificity has been the most common choice of measure to quantify the ability to avoid
false alarms in laboratory based testing [19] and it has remained a common choice in real-world
tests. Specificity considers how well non-fall events are classified, it could therefore be considered
sensitivity’s natural counterpart. The weakness of specificity in the context of real-world fall detection
is the reliance on non-falls, which are poorly defined and troublesome to identify.

The need for researchers to design or select methods for non-fall identification opens up a
considerable possibility of bias. A method could be used which suits the specific system and dataset
causing distortion of the results and hindering comparisons with other systems. In the case of
specificity, the difficulty of the test is very much determined by the definition of a non-fall; the more
inclusive the definition, the more non-fall events and therefore the higher the score for the same
number of false positives. This effect can be seen in the study of Bourke et al. [23], where tests were
conducted twice using different definitions of non-falls. With the most restrictive definition of non-falls,
specificity ranged from 0.83 to 0.91. With the more open definition, specificity was consistently 0.98 or
greater. Expanding the definition includes more movements which are less fall-like, thus it creates an
easier test.

It is hard to prevent bias in selecting a definition of non-falls as it is likely unintentional.
One solution is to remove the need to select a method on a study by study basis, however, standardising
the method is challenging. Since there is currently no clear way to standardise non-fall identification,
the best option may simply be to avoid them altogether. A solution might be standard publicly
available datasets, with an agreed method to identify non-fall events. In such a case, the results are
comparable to each other, but not to other studies using other datasets or methods.
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Using standard data is challenging due to the vast array of sensors which could be used and
the huge number of combinations. It is simply not possible to have a single dataset used to test all
systems. Furthermore, it seems impossible to identify all types of relevant non-fall movements needed
for a universal standard dataset. Any measures which rely on non-falls (specificity, NPV, accuracy,
informedness, markedness, MCC and ROC AUC) are subject to the above problems and therefore
should not be used as a primary measure. Where measures reliant on non-falls are used the methods
should be described in detail and their limitations should be made clear to avoid confusion and
misinterpretation.

The issues surrounding non-falls substantially reduces the options for quantifying the ability to
avoid false positives and gauge overall performance. There are four possible measures which do not
rely on non-falls, these are FPRT, precision, F-measure and PR AUC.

FPRT is a useful measure to understand the frequency of false alarms, however differences in
the datasets affect the calculation. Wear time or time in the capture area must be considered, as false
positives will, most likely, be far lower when the device is not in use. Another consideration is which
hours of the day the device is in use; false positive rate during night time hours would be very different
to day time hours. Reporting of times when the device was monitoring participants was found to be
inadequate. Of the 11 articles which reported FPRT only two clearly reported wear time or time in the
capture area [29,33] and none reported any details on the distribution of this time throughout the day.

Our findings suggest that there is a lack of an agreed and clearly defined method to calculate FPRT.
Only one study clearly states that FPRT was calculated using solely the time a participant was being
monitored by the device [33]. None of the other studies appear to have taken usage time into account
when calculating FPRT. If usage time is not considered or reported it is unclear what extent device
usage, or lack thereof affected the result. An unused system is unlikely to produce false positives.
The issues in identifying wear time or time in the capture area could make FPRT an unreliable measure
to compare across studies. Although users and clinicians may find the rate of false positives over time
useful, it might be better to use a rate of something other than time.

Precision is an alternative to specificity and FPRT, it quantifies the false positives (FP) in relation
to detected falls (TP). TP and FP should, for any reasonable level of performance, be in the same order
of magnitude, therefore precision is resilient to the imbalance in the data. Further, the ratio between TP
and FP is unlikely to be notably affected by usage time, if a device is used half of the time, TP and FP
would be expected to be half compared to full device usage. Therefore, compared to FPRT, precision is
far less affected by device usage, or lack thereof. The proportion of fall predictions which were true
falls could be more useful than FPRT since frequent false positives may be acceptable to a frequent
faller, assuming the falls are detected. Precision should be the primary measure of the ability to avoid
false positives.

Sensitivity and precision together quantify the ability to detect falls and avoid false alarms,
therefore providing a complete portrayal of performance. In addition to sensitivity and precision
it is important to have a single measure which can quantify the trade-off between them. PR AUC
is one possible option, however it considers the performance of multiple sub-optimum versions
of the system as the system’s parameters are adjusted. Since only the optimised system can be
deployed, it is the optimised version which should be the focal point of the evaluation. F-measure,
the harmonic mean of sensitivity and precision, appears to be the most suitable single measure for
objective comparison. This trio of measures has two major advantages in robustness: (1) it does not
rely on non-falls and (2) it is resistant to issues surrounding wear time and time in the capture area.
Future studies should report sensitivity, precision and F-measure, and F-measure should be used as
the standard for comparing systems.

5. Summary and Conclusions

As focus in fall detection performance evaluation shifts from simulated to real-world fall data,
one must consider if the approach used for evaluating on simulations is optimum for real-world data.
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Through examining the published articles on evaluation of real-world fall detection, two issues have
become apparent:

1. The approaches to quantifying performance are inconsistent and many studies use measures
which provide limited representation of performance.

2. The number of falls is generally small and study populations are diverse, making comparison
between the datasets and results difficult.

It is critical that a consensus is reached on the most appropriate method to evaluate real-world
performance of fall detection systems.

To address the issues with the datasets there needs to be greater collaboration and sharing
of data. The FARSEEING consortium have made substantial steps to facilitate data sharing
and have recorded over 300 falls through collaboration between six institutions [48]. Six of the
22 studies published to date have used parts of this data to develop or test approaches to fall
detection [17,21,23,25,36,40], highlighting the importance of this data. However, further work is
still needed to grow the volume of available data, record more falls, improve standardisation and
further develop fall detection technology. Only through collaboration will the collection of a dataset
large enough for robust development and testing become possible.

To address the issues surrounding how performance is quantified studies should avoid the need
for non-falls. The concept is poorly defined and standardisation seems to be extremely problematic.
The concept of non-falls is only needed to allow the calculation of measures such as specificity and
accuracy, both of which are common in simulation based studies [19]. However, quantification of
the difference in false alarm rate between simulated and real-world tests is not possible due to the
disparity of the data. Therefore, traditional measures such as specificity and accuracy are of little value.
Continued use of these traditional measures may lead to confusion and improper interpretation of
performance. Measures which do not depend on non-falls should be used instead of these traditional
measures. Sensitivity and precision should be the cornerstones of the evaluation with F-measure used
for the objective comparison of systems.
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The following abbreviations are used in this manuscript:

P Positive cases
N Negative cases
TP True Positives
FP False Positives
FN False Negatives
TP True Positives

NPV Negative Predictive Value

FPRT False Positive Rate over Time
MCC Mathews Correlation Coefficient
ROC  Receiver Operating Characteristic
PR Precision-Recall

AUC  Area Under Curve

RSS  Root Sum of Squares

IOR InterQuartile Range
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