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This value represents the improvement of the depth-based codification expressed as function of
the adjacency-based value.

The average GAP value for the mean value of SNO over all the test cases is 0.58 meaning that the
depth-based mean value is, on average, half of the adjacency-based one. For PSO, the average GAP
value over the mean value is 0.98.

Figure 12 shows the best results obtained by both SNO and PSO. Analyzing this figure, two
additional considerations can be done. The minimum values obtained by PSO are much lower than the
average ones, indicating a difficulty of this algorithm in achieving the global minimum of the function.
Secondly, the difference between the two codifications is reduced, in particular for the results of SNO:
in fact, for this algorithm, in eight cases, the adjacency-based codification is better, and in only eight
other cases the depth-based is drastically better. This can also be seen from the average GAP calculated
on the minimum value, that is 0.18 for SNO. This means that the optimal solution requires some hops
that violate the depth rule used to create the second codification.

(a) SNO. (b) PSO.

Figure 12. Best cost value of 50 independent trials as function of the number of nodes in the network:
(a) results of SNO; and (b) results of PSO.

For comparing the results of the two algorithms, in particular, the best value obtained in the
50 independent trials, the results are plotted in Figure 13 underlining the comparison between the
two algorithms.

(a) Adjacency-based codification. (b) Depth-based codification.

Figure 13. Best cost value of 50 independent trials as function of the number of nodes in the network:
(a) adjacency-based codification; and (b) depth-based codification.
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Figure 13a shows that the performance of SNO with the adjacency-based codification is drastically
better with respect to the ones of PSO, especially in nine cases in which the gap between the two
algorithms overcomes 1; in only one case, PSO is better than SNO (gap -0.05). The average gap between
the two algorithms is 2.95, highly biased by three cases in which it is over 10.

On the other hand, the results of Figure 13b show that with the depth-based codification the
performance of the two algorithm becomes more similar. In fact, the average gap is 0.04 and in 18 cases
the solutions obtained by the two algorithms have the same cost value.

To highlight some differences between the optimizers in this case, in which the results seem the
same, the termination criterion has been modified in the simulations.

In single-objective optimization, the choice of the termination criterion is not as critical as in
multi-objective optimization [34], however different possibilities are analyzed in the literature.

The most common criterion is the number of objective function calls: in this case,
the computational time required by the optimization is limited a priori. A second possibility is related
to the population diversity: when it drops, the algorithm has reached a minimum. The effectiveness of
this criterion depends highly on the mutation operators of the algorithm and it is hardly applicable for
SNO. Finally, another common possibility is to fix a maximum number of iterations in which the best
solution is not improved [35]. In this last analysis, the non-improving iterations criterion was adopted.

Figure 14 shows the results when the termination criterion was set to 10 non-improving iterations.
In addition, in this case, 50 independent trials were performed for both algorithms.

The number of objective function calls required before the termination criterion was applied are
shown in Figure 14a. It clearly shows that the effective number of objective function calls is much
smaller to the time given in the standard optimization. It is interesting to see that PSO seems slightly
faster than SNO.

The time performance should also be combined with the final cost values, as shown in Figure 14b,
in which the final cost and the delta with respect to the previously found optimum are shown.
These data show that the final cost of PSO is almost always greater than the one of SNO: this means
that SNO performs more exploration than PSO. Finally, from the delta values, it is possible to notice
that this second termination criterion often is not able to provide the algorithm enough time to find the
optimum of the function.

(a) Optimization time in objective function calls. (b) Final cost and delta with respect to the standard
optimization.

Figure 14. Optimization with 10 non-improvement iterations termination criterion: optimization time
(a); and optimization cost (b).

To analyze the effect of the termination criterion, the number of non-improving iterations was
increased to 50. The optimization time (Figure 15a) is more than doubled for both the algorithms.
In addition, in these tests, in many cases, SNO requires more iterations than PSO. In Figure 15b, it is
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clear that, in almost all cases, SNO is able to achieve the optimal solutions, while the errors of PSO are
still high.

(a) Optimization time in objective function calls. (b) Final cost and delta with respect to the standard
optimization.

Figure 15. Optimization with 50 non-improvement iterations termination criterion: optimization
time (a); and optimization cost (b).

In the following, a peculiar network is deeply analyzed: its peculiarity is that the adjacency-based
codification gives better results.

4.3. Analysis of a Peculiar Case

The network with 50 nodes is here analyzed as a peculiar case, representative of all the networks
in which the adjacency-based codification gives better results with respect to the depth-based.

Here, the results of the four optimizations on this network (two codifications and two algorithms)
are analyzed. All these results were obtained performing 50 independent trials and using as termination
criterion 7000 objective function calls.

Figure 16a shows the convergence curves obtained with SNO. Each grey line is a single trial,
while the blue line is the average convergence. The figure also provides a zoom of the last 6000 calls.
The convergence curves show some jumps in the first iterations (before 1500 objective function calls),
corresponding to the achievement of feasible solutions.

(a) Convergence curves of SNO (b) Residual battery capacity for all the sensors

Figure 16. SNO optimization of the 50-nodes network with the adjacency-based codification:
(a) convergence curves; and (b) residual battery capacity.
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The performance of the best network achieved with this optimization is shown in Figure 16b,
where the evolution of the sensors’ battery capacity is represented. In this figure, the dark red color
means full charge and blue empty battery. In this figure, it is possible to notice that the network lifetime
is around 119 KCC and that six sensors are more critical than the others.

The active paths of the optimal solution are shown in Figure 17 with the green lines. In this figure,
two areas have been highlighted. The red circles underline some sub-optimal configurations of the
network: for example, in the left one, node 41 hops on 36 that hops on 33 that send all this information
to sensor 35. This is sub-optimal because all these nodes could be connected directly to node 35.

Figure 17. Routing in the optimal network. The green lines are the selected paths and the red circle
underline some sub-optimal areas of the network.

The reason this sub-optimality appears is because all the involved nodes are not critical in the
definition of the lifetime: in fact, as shown in Figure 16b, all of them achieve a minimum energy greater
than the 50% of the initial capacity.

The convergence curves of PSO, represented in Figure 18a, shows that this algorithm could not
find feasible solutions in all the independent trials. The stagnation in high-cost local minima makes
the final optimal not competitive with the one found by SNO: in fact, as expressed by Figure 18b,
the network lifetime is limited to 61 KCC. The reason of this very limited lifetime can be understood
analyzing the active paths in the optimal solutions found by PSO shown in Figure 19. From the energy
evolution it is possible to notice that the loaded nodes are the 28 and 8. In fact, they aggregates the
information of large clusters of nodes: all the nodes highlighted in red transmit their information
through node 8, while all the orange nodes hops on node 28.
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(a) Convergence curves of PSO (b) Residual battery capacity for all the sensors

Figure 18. PSO optimization of the 50-nodes network with the adjacency-based codification:
(a) convergence curves; and (b) residual battery capacity.

Figure 19. Routing in the optimal network. The green lines are the selected paths. The sensors with
red circle all hop on node 8, and the orange circles correspond to nodes that hop on node 28.

The convergence of the 50 independent trials of SNO with the depth-based codification are shown
in Figure 20a: the optimization process is very effective because all the trials converge to the same
solution before 500 objective function calls out of the 7000 allowed. The fast convergence of all the
trials to the same solution suggests that it is the global minimum for this function.
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(a) Convergence curves of SNO (b) Residual battery capacity for all the sensors

Figure 20. SNO optimization of the 50-nodes network with the depth-based codification:
(a) convergence curves; and (b) residual battery capacity.

This assumption can be confirmed analyzing the convergence curves of the 50 trials of PSO
(Figure 21a): in fact, most of the solutions converge toward the same minimum value. From these
curves, it is possible to highlight that, even if the best solution of PSO is equal to the SNO one, the first
algorithm is not able to converge in all the trials.

(a) Convergence curves of PSO (b) Residual battery capacity for all the sensors

Figure 21. PSO optimization of the 50-nodes network with the depth-based codification:
(a) convergence curves; and (b) residual battery capacity.

From the energy evolution of SNO (Figure 20b) and PSO (Figure 21b), it is possible to see that the
network lifetime (114 KCC) is lower than the best solution achieved by SNO in the adjacency-based
codification (119 KCC). In fact, in these solutions, the transmission load is concentrated mostly just in
three nodes: nodes 8, 42, and 49.

The overload of these nodes can bee seen from the optimal solution obtained with the depth-based
codification shown in Figure 22. The colored circles underline the cluster of nodes that transmits
through the highly loaded nodes. In particular, the red circles belong to the cluster of node 8, the yellow
ones to sensor 42, and the orange ones to node 49.

This solution is the global minimum with the depth-based codification because the search space
has been drastically reduced and, thus, the algorithm has no degree of freedom to reduce the load of
critical nodes.
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Figure 22. Routing in the optimal network with the depth-based codification. The sensors with red
circle all hop on node 8, the orange circles correspond to nodes that hop on node 49, and the yellow
ones hop on node 42.

5. Conclusions

In this paper, the maximization of the network lifetime of a Wireless Sensor Network is achieved
by properly selecting the routing paths. This problem is faced with two different evolutionary
optimization algorithms: the traditional PSO and the more recent SNO.

The objective of this paper is to analyze the difference between two different problem codification
methods: with the first one (the adjacency-based codification), the algorithm can choose an “exit way”
among all the adjacent nodes, while, in the second one (the depth-based codification), the selection is
restricted to sensors with lower depth in the network.

Two important findings were obtained with the test campaign conducted over more than 25 test
cases. Firstly, the reduction of the search space size due to the depth-based codification improves
drastically the optimization convergence, in terms of both the quality of the final solution and
the optimization time. This improvement is more evident in the PSO algorithm: in fact, with
the adjacency-based codification, the performance of this algorithm is very poor, while, with the
depth-based codification, it is comparable with SNO.

The drawback of the depth-based codification is due to the lower degrees of freedom that are
given to the optimizer: in fact, while this reduces the problem complexity, it is likely to eliminate some
good network configurations from the search space. This phenomenon was deeply inspected and it
was confirmed by the results of the optimization of the 50-nodes network.
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Abbreviations

The following abbreviations are used in this manuscript:

WSN Wireless Sensor Network
KCC Kilo Clock Cycles
SNO Social Network Optimization
PSO Particle Swarm Optimization
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Abstract: The ever-increasing complexity of industrial and engineering problems poses nowadays
a number of optimization problems characterized by thousands, if not millions, of variables.
For instance, very large-scale problems can be found in chemical and material engineering, networked
systems, logistics and scheduling. Recently, Deb and Myburgh proposed an evolutionary algorithm
capable of handling a scheduling optimization problem with a staggering number of variables:
one billion. However, one important limitation of this algorithm is its memory consumption, which is
in the order of 120 GB. Here, we follow up on this research by applying to the same problem
a GPU-enabled “compact” Genetic Algorithm, i.e., an Estimation of Distribution Algorithm that
instead of using an actual population of candidate solutions only requires and adapts a probabilistic
model of their distribution in the search space. We also introduce a smart initialization technique and
custom operators to guide the search towards feasible solutions. Leveraging the compact optimization
concept, we show how such an algorithm can optimize efficiently very large-scale problems with
millions of variables, with limited memory and processing power. To complete our analysis, we report
the results of the algorithm on very large-scale instances of the OneMax problem.

Keywords: compact optimization; discrete optimization; large-scale optimization; one billion
variables; evolutionary algorithms; estimation distribution algorithms

1. Introduction

In recent years, several application domains have shown a constantly growing need for efficient
optimization algorithms capable of handling problems with a very large number of decision variables,
i.e., problems in the order of thousands, or even millions, of variables. Nowadays, this kind of problems
occurs for instance in network optimization, logistics, and scheduling: examples of such problems are
resource allocation, vehicle routing, and production scheduling, to name a few.

Of note, most of these industrial problems can be formulated in terms of (Mixed) Integer Linear
Programming (MILP), and as such can be solved by popular commercial or open-source solvers
such as CPLEX [1], Gurobi [2], or glpk [3]. While these solvers are guaranteed to find the optimal
solutions, when it comes to solve problems with a very large number of variables, they hit a roadblock.
As reported in [4], even on some Linear Programming problems, these solvers are not able to find a
feasible solution in feasible time: the so-called “curse of dimensionality”.

A valid alternative to overcome this issue is represented by meta-heuristics, namely stochastic
search algorithms which trade optimality guarantees off for better scalability and numerical complexity.
Among these, Evolutionary Algorithms (EAs) and Swarm Intelligence—such as Particle Swarm
Optimization (PSO)—have especially attracted a great research attention, due to their flexibility and
attributed general-purposedness. This is demonstrated by a rich literature in the field, not to mention
the various benchmarks and competitions dedicated to Large-Scale Global Optimization (LSGO) [5].
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However, perhaps also because these benchmarks focus on continuous optimization, most of the
attempts in this area are limited to the continuous domain, with few exceptions. The most notable of
these is represented by a recent work by Deb and Myburgh [4,6], who reported to have broken for the
first time the “billion-variable barrier” on an ILP problem concerning metallurgy casting scheduling.
This achievement was obtained with a Genetic Algorithm dubbed PILP (Population-Based Integer
Linear Programming), consisting of two populations (parent and offspring) of 60 solutions each. As the
authors reported, the flip side of this method is its memory consumption, which with one billion
variables is in the order of 120 GB of RAM: despite the low-cost availability of RAM to date, this is a
fairly large amount of memory resources.

This leads us to the motivation of our work. The main research question we try to answer here is:
Is it possible to reach at least comparable results to those reported by Deb and Myburgh, with less memory?.
Secondly, we try to assess if there is a trade-off between memory consumption and time to solve the
problems. As working case, we consider a scenario where one needs to solve very large-scale problems
with the additional constraint to save as much as possible the available RAM, while trying to use only
one GPU. This memory-constraint scenario further exacerbates the difficulty of solving very large-scale
problems, and as such our research question is quite challenging.

A possible answer to our question comes from a concept known as “compact optimization” [7].
Compact optimization is a way of designing stochastic search algorithms belonging to the class of
Estimation of Distribution Algorithms (EDAs) [8]. As EDAs, compact optimization algorithms are
essentially meta-heuristics that make use of an explicit probabilistic model of the distribution of the
solutions in the search space. During the search, new candidate solutions are sampled from the
distribution and evaluated; then the model is updated depending on the feedback from the search
process itself, such that the next sampling process will be biased towards the most promising areas
of the search space. The distinctive feature of compact optimization algorithms [7] with respect to
the more general class of EDAs is that they purposely employ a simplistic probabilistic model that
handles each variable separately. This model is usually referred to as “Probability Vector” (PV), and its
structure and cardinality depend on the problem dimensionality (n) and variable type (binary, integer,
or continuous). For instance, in binary problems, the PV simply consists of an n-dimensional vector of
probabilities (i.e., each ith element of PV, i ∈ {1, 2, . . . , n}, represents the probability in [0, 1) that the
corresponding ith variable is sampled as 0). In continuous optimization, compact algorithms usually
employ n independent truncated Gaussian Probability Distribution Functions (one per variable), and as
such the PV consists of two n-dimensional vectors, μ and σ, namely means and standard deviations,
one per each truncated Gaussian PDF. In this case, sampling involves calculating the inverse of the
corresponding Cumulative Distribution Function (see [7] for details).

In the past decade, the compact optimization paradigm has steadfastly advanced. Originally
devised mainly as a tool for binary optimization [9,10], many compact algorithms intelligence
have been proposed lately, although most of them are meant for continuous optimization only.
These include real-valued compact Genetic Algorithm (cGA) [11] (and the similar “Selfish Gene”
Algorithm [12]), compact Differential Evolution (cDE) [13,14] and its many variants [15–21], compact
Particle Swarm Optimization (cPSO) [22], compact Bacterial Foraging Optimization (cBFO) [23], and,
more recently, compact Teaching Learning Optimization (cTLBO) [24], compact Flower Pollination
Algorithm (cFPA) [25], compact Firefly Algorithm (cFA) [26], and compact Artificial Bee Colony
(cABC) [27,28]. In terms of applications, these algorithms have been successfully applied to a broad
range of memory-limited cases, such as embedded control of robots [29–32], intrinsic evolvable
hardware [33], neural network training [34], and topology control in Wireless Sensor Networks [35].

Obviously, the use of a limited-memory probabilistic model that completely replaces a population
comes at a cost. The first drawback concerns the lack of a population, which in turn poses a
number of problems in terms of exploration efficiency and loss of diversity: these issues are in
fact implicitly addressed by having a sufficiently large number of—possibly diverse—candidate
solutions at any given time during the search process, which is the main reason for the success of
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population-based algorithms [36]. This is by definition impossible in compact algorithms, even though
various mechanisms such as re-initialization of the PV or partial restarts [37,38] have been proposed to
partially alleviate this problem and prevent premature convergence.

The second drawback comes from the fact that compact algorithms treat all variables as
independent. This is not the case of all problems though: most optimization problems are indeed
non-separable, i.e., they are characterized by mutual dependencies between variables. These can
be captured only by multivariate distributions, similar to the Covariance Matrix used in CMA-ES
for continuous optimization [39]. However, due to quadratic space and time complexity, using such
distributions in very large-scale problems is not be feasible, unless iterative transformation matrices
are used [40]. In discrete optimization, a possible solution is to use approximations of the objective
function [41], although the research in this field has been so far rather limited. Notwithstanding these
limitations on separability, compact algorithms have proven successfully at solving even non-separable
problems, especially at large dimensionalities [7]. One possible explanation for this—somehow
surprising—result was given by Caraffini et al. [42], who collected evidence on the fact that the
correlation between pairs of variables appears, from the perspective of a stochastic search algorithm,
to consistently decrease when the problem dimensionality increases. In other words, non-separable
problems in high dimensionalities can be tackled as if they are separable. In [42], the authors
conjectured that this effect is due to fact that in high dimensionalities only a very restricted portion of
the decision space can be explored: because of this “localness” of the search, the best strategy to make
use of the available budget is to exploit any improvement along each variable, which is in accordance
with the most popular and successful methods for large-scale optimization.

In this paper, we build on this conjecture and question if, in practice, GPU-enabled cGAs are a
viable solution for solving even very large-scale optimization problems. In particular, we focus
on the casting scheduling ILP problem tackled by Deb and Myburgh in [4,6] and evaluate the
efficacy of a GPU-enabled compact Genetic Algorithm on it. To complete our analysis, we also assess
the performance of the cGA on the OneMax benchmark problem [43], both on the original binary
formulation, as well as a continuous and an integer formulation with 16 discrete values (reported in
Appendix A), on which we evaluate the time consumption of each element of the algorithm. It is worth
noting that, apart from [4,6], only few works have tried to apply Evolutionary Algorithms to very
large-scale problems: in [44], a one-billion variable noisy binary OneMax problem is tackled with a
parallel implementation of cGA on a cluster of 256 CPU cores, with a very weak “relaxed convergence”
criterion requiring each variable to reach a fixed-proportion correct value (probability 0.501). In [45],
random embeddings are used as a form of dimensionality reduction applied to Bayesian optimization,
and tested on a two-variable real-parameter problem embedded into a one-billion variable vector (in
which all but two variables have no effect on the fitness). As for a GPU-enabled cGA, thus far the
only attempt was made by Iturriaga and Nesmachnow [46], who tested the algorithm on the binary
OneMax problem, with and without noise. However, even though their experiments were scaled up to
one billion variables, they did not consider the presence of constraints, nor they tackled ILP problems.
Therefore, here we advance with respect to the previous literature by: (1) extending the analysis on the
OneMax performed in [46], also in the light of the new hardware available (more specifically, Iturriaga
and Nesmachnow [46] used 8 CPU cores (Intel Xeon @ 2.33 GHz with 8 GB RAM) in multi-threading,
with 4 Tesla C1060 GPUs (each with 4GB GDDR3, 240 cores @ 610 MHz). Here, we use one CPU core
(Intel i9-7940x @ 3.10 GHz with 64 GB RAM), with one Titan XP GPU (with 12 GB GDDR5X, 3840 cores
@ 1405 Mhz)); and (2) applying, for the first time, a cGA to the very large-scale industrial ILP problem
taken from [4,6]. Overall, the main contributions of this work can be summarized as follows:

• We adapt the binary compact Genetic Algorithm in order to handle integer variables, represented
in binary form.

• We present a fully GPU-enabled implementation of the compact Genetic Algorithm, where all the
algorithmic operations (sampling, model update, solution evaluation, and comparison) can be
optionally executed on the GPU.
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• We apply the proposed GPU-enabled compact Genetic Algorithm to the OneMax benchmark
problem and the casting scheduling ILP problem described in [4,6], in various dimensionalities.

• For the ILP problem, we include in the compact Genetic Algorithm custom (problem-specific)
operators and a smart initialization technique inspired by Deb and Myburgh [4] that, by acting on
the PV, guide the sampling process towards feasible solutions.

• We show that on the OneMax problem our proposed GPU-enabled compact Genetic algorithm
obtains partial improvements with respect to the results reported in [46]; on the casting scheduling
problem, we obtain at least comparable–and in some cases better—results with respect to those
in [4,6], despite a much more limited usage of computational resources.

The remaining of this paper is organized as follows. In the next section, we describe the
formulation of the OneMax and the casting scheduling problems. In Section 3, we introduce the
details of the proposed GPU-enabled compact Genetic Algorithm and its various versions. Then,
in Section 4, we present the numerical results on the two problems. Finally, in Section 5, we provide
the conclusions and highlight possible future research directions.

2. Problem Formulations

Let us introduce the two problems we use in our experimentation. It should be noted that both
problems are scalable, i.e., they can be instantiated in any number of variables. In our experiments,
we scaled both problems at various dimensionalities, up to one billion variables.

2.1. OneMax

The first problem we used in our experiments is the binary OneMax benchmark function, also
called BitCounting [43]. This problem consists in finding a Boolean vector x such that:

Maximize f (x) =
n

∑
i=1

xi (1)

where xi is the ith element of x, i = {1, 2, . . . , n}, and n = |x|. The optimum of this function corresponds
to a vector x∗ whose all bits are set to one, f (x∗) = n.

In our experiments, we further extended the original binary formulation of the OneMax problem
to account for discrete values (xi ∈ {0, 1, . . . , 15}∀i) and for continuous variables (xi ∈ [0, 1]∀i). In the
first case, the optimum is a vector where all variables are set to 15, and its fitness is 15 × n. In the
second case, the optimum is the same as in the original binary OneMax formulation. We report these
additional results in Appendix A.

2.2. Casting Scheduling Problem

The second problem we consider is the casting scheduling ILP problem defined in [4,6], formulated
as follows:

Maximize f (x) =
1
H

H

∑
i=1

1
Wi

N

∑
j=1

wjxi,j (2)

Subject to:
N

∑
j=1

wjxi,j ≤ Wi for i ∈ {1, 2, . . . , H} (3)

H

∑
i=1

xi,j = rj for j ∈ {1, 2, . . . , N} (4)

where each variable xi,j is in {0, 1, . . . , 15}. The goal is to find the optimal scheduling to cast batches of
N distinct objects in H heats. The production of each ith heat is bound by the corresponding crucible
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size Wi. Each jth object has a weight, wj, and must be produced in a certain number of copies, rj.
However, the total amount of metal required for one batch of copies of the same object does not
necessarily result equal to the size of the crucible in the ith heat, Wi. For this reason, a desired efficiency
η is set. This is done by finding the minimum number of heats, H, such that ∑H

i=1 ηWi ≥ M, where M
is the total amount of metal required for all batches, M = ∑N

j=1 rjwj. Note that the problem must
consider both the fact that the metal molten in one heat cannot be greater than the crucible capacity and
that an exact number of objects is required. Therefore, the problem has N × H variables, H inequality
constraints, see Equation (3), and N equality constraints, see Equation (4).

To allow the cGA to handle the constraints, we follow the penalty-based approach described
in [4,6], by subtracting to the fitness function described in Equation (2) the following quadratic penalty
factor, calculated from the constraint violations:

P(x) =

⎡⎣ N

∑
j=1

(
H

∑
i=1

xij − rj

)2

+
H

∑
i=1

〈
1

Wi

N

∑
j=1

wjxij − 1

〉2
⎤⎦ (5)

where 〈·〉 indicates that the penalty is summed only if the corresponding inequality constraint is
violated. Consequently, the cGA should be applied to maximize F(x) = f (x)− R × P(x), where R is
a penalty multiplier. However, as suggested in [4,6] and further verified by us, optimal solutions in
terms of fitness F(x) can be obtained simply by minimizing the penalty factor, i.e., argmax(F(x)) =
argmin(P(x)). Note that, while the range of F(x) is (− inf, η], the function P(x) takes values in [0,+ inf).
For this reason, we minimize Equation (5) until it reaches the value 0, which corresponds to f (x) = η

in Equation (2).

3. Proposed Algorithms

To better highlight the changes required to the original cGA [9] to make it run on a GPU and handle
integer values, we present here separately two versions of the GPU-enabled cGA, namely a binary
cGA and a discrete cGA, the latter being an evolution of the first. Their general structure is similar,
and is shown in Algorithm 1. Note that the only parameter of both algorithms is virtualPopulation,
which affects the dynamics of the algorithm [7]. In a nutshell, the differences between the two
algorithms are: (1) the different type of variables (binary vs integer); and (2) the introduction of
problem-specific operators in the discrete cGA. Furthermore, for the binary cGA, we present three
different versions, i.e., synchronous and asynchronous with sub-problem size 1 and 100 (where
“sub-problem” indicates a set of variables handled by one GPU thread). In the following, we describe
the details of the GPU implementation of each function used in Algorithm 1 for the various versions of
the cGA.

Algorithm 1 Binary cGA: general structure.

1: procedure CGA(problemSize, virtualPopulation)
2: PV ← vector of size problemSize, with values 0.5
3: elite ← generateTrial(PV)
4: fitnessElite← evaluate(elite)
5: while ! stopCriteriaMet() do
6: trial ← generateTrial(PV)
7: fitnessTrial← evaluate(trial)
8: winner ← compete(fitnessTrial, fitnessElite)
9: PV ← updatePV(winner, PV, trial, elite, virtualPopulation)

10: if winner == 1 then � trial is better
11: elite ← trial

12: fitnessElite← fitnessTrial

13: end if
14: end while
15: return elite
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3.1. Binary cGA

We developed in total three versions of the binary cGA, which we refer to as “cGA-Base”,
“cGA-A100”, and “cGA-A1”, respectively. Each version follows the structure of Algorithm 1.
A summary of the variables and functions used in these binary cGAs is reported in Table 1.
The differences among the three versions are in the parallelization process, in particular in the evaluate()
and updatePV() functions. cGA-Base operates synchronously, evaluating solutions atomically and,
as result, performing updatePV() considering all variables. The two other versions are based on the
asynchronous cGA presented in [46], in which the problem is divided into sub-problems of the same
size, which are processed asynchronously. In cGA-A100 and cGA-A1, we consider sub-problems
sizes of 100 and 1, respectively. Overall, the three versions of the binary cGA differ not only in terms
of performance (as we show in the next section), but also in terms of the resources used, which are
summarized in Table 2. Let us now analyze in detail the implementation of the three binary cGA
versions. For each function used in the cGAs, we specify if it is specific for the OneMax problem or not.
If another problem were to be solved, those functions would need to be changed.

Table 1. Variables and functions used in the binary cGAs.

Name Description

problemSize Problem dimensionality (scalar)
virtualPopulation Virtual population (scalar)
PV Probability Vector (vector)
trial Solution sampled from PV (vector)
elite Best solution found so far (vector)
fitnessTrial Fitness of trial (scalar or vector)
fitnessElite Fitness of elite (scalar or vector)
winner Flag(s) indicating if trial (1) or elite (0) is better (scalar or vector)

generateTrial() Sample trial from PV (return a solution)
evaluate() Evaluate a solution (return its fitness)
compete() Compare two solutions (return winner)
updatePV() Update PV (return PV)

Table 2. Data type and size for the binary cGAs.

cGA-Base cGA-A100 cGA-A1
Data Type Size Type Size Type Size

PV Float32 problemSize Float32 problemSize Float32 problemSize

trial Bool problemSize Bool problemSize Bool problemSize

elite Bool problemSize Bool problemSize Bool problemSize

fitnessTrial Int32 1 Int8 problemSize/100 Int32 1
fitnessElite Int32 1 Int8 problemSize/100 Int32 1

winner Int32 1 Bool problemSize/100 - -

3.1.1. Binary cGA-Base

In this version of the binary cGA, the parallelization occurs at variable level, i.e., each ith variable
is handled by a separate GPU thread. The functions in Table 1 are implemented as follows.

- generateTrial(): This function samples, for each variable, a random number in [0, 1), and compares
it to the corresponding element of PV. If the random number is greater than the element of PV,
then the relative variable of trial is set to 1; otherwise, it is set to 0. Each variable is handled by a
separate GPU thread.

- compete(): This function compares fitnessTrial and fitnessElite, and sets winner to 1 (0) if
trial is better (worse) than elite. This operation is performed without GPU-parallelization.

- evaluate(): This function loops through all the variables of the argument and sums 1 if the ith
variable is set to 1. This operation is performed without GPU-parallelization, since its output (the
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fitness of the argument) depends on all variables.
Note: This function is specific for the OneMax problem.

- updatePV(): This function biases PV towards the winner between trial and elite, i.e., it makes
more probable that the next trial will be more similar to the winner, increasing or decreasing each
element of PV accordingly (see Algorithm 2). Each variable is handled by a separate GPU thread.

Algorithm 2 Binary cGA-Base: updatePV().

1: procedure UPDATEPV(winner, PV, trial, elite, virtualPopulation)
2: for i in 1 . . .problemSize do � each iteration in a separate GPU thread
3: if winner == 1 then � trial is better
4: if trial[i] == 1 then
5: if trial[i] �= elite[i] then
6: PV[i] ← PV[i] - 1/virtualPopulation
7: end if
8: else
9: if trial[i] �= elite[i] then

10: PV[i] ← PV[i] + 1/virtualPopulation
11: end if
12: end if
13: else � elite is better
14: if elite[i] == 1 then
15: if trial[i] �= elite[i] then
16: PV[i] ← PV[i] - 1/virtualPopulation
17: end if
18: else
19: if trial[i] �= elite[i] then
20: PV[i] ← PV[i] + 1/virtualPopulation
21: end if
22: end if
23: end if
24: end for
25: return PV

3.1.2. Binary cGA-A100

In contrast with the cGA-Base, in this case, there is not a one-to-one relation between variables
and GPU threads. Instead, each GPU thread handles a single sub-problem, in this case of 100 variables,
in particular in the evaluate(), compete() and updatePV() functions. On the contrary, generateTrial()
is implemented as in the cGA-Base (i.e., with parallelization at variable level). Furthermore, as it is
necessary to save the partial fitness and winner for each sub-problem, in this case fitnessTrial,
fitnessElite, and winner are vectors of size problemSize/100 (as shown in Table 2), to allow
asynchronous updates. The evaluate(), compete(), and updatePV() functions are implemented
as follows.

- evaluate(): This function evaluates the argument by processing each sub-problem independently
on the GPU threads. Each thread takes a portion of the argument and calculates its partial fitness.
The operations executed by each thread, illustrated in the outer for loop in Algorithm 3, can be
parallelized since each sub-problem operates over disjoint portions of the argument. The function
getSubProblem() returns the ith sub-problem, i.e., a vector of 100 variables. Note that in this case
evaluate() returns a vector, fitness, rather than a scalar. The partial result of each sub-problem is
stored by each GPU thread in the corresponding position of fitness.
Note: This function is specific for the OneMax problem.

- compete(): This function operates over the vectors fitnessTrial and fitnessElite returned
by the evaluate() shown in Algorithm 3. As shown in Algorithm 4, each separate GPU thread
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simply checks the winner on its sub-problem, i.e., it operates on a single index of fitnessTrial,
fitnessElite, and winner, which are all vector of size problemSize/100.
Note: This function is specific for the OneMax problem.

- updatePV(): This function is implemented similarly to the evaluate(). As shown in Algorithm 5,
each GPU thread loads its portion of data, composed by both corresponding sub-problem of
elite and trial and the relative portion of winner and PV. After that, the procedure is similar to
the one described in the cGA-Base (see Algorithm 2), with the only difference being that in this
case the for loop in Algorithm 2 is performed within the same GPU thread and not in parallel.
The ancillary function setPartialPV() updates PV with the result of the partial pPV.
Note: This function is specific for the OneMax problem.

Algorithm 3 Binary cGA-A100: evaluate().

1: procedure EVALUATE(solution)
2: fitness ← vector of size problemSize/100, with values 0
3: for i in 1 . . .problemSize/100 do � each iteration in a separate GPU thread
4: partialSolution← solution.getSubProblem(i)

5: for j in 1 . . .100 do
6: if partialSolution[j] == 1 then
7: fitness[i]← fitness[i] + 1
8: end if
9: end for

10: end for
11: return fitness

Algorithm 4 Binary cGA-A100: compete().

1: procedure COMPETE(fitnessTrial, fitnessElite)
2: winner ← vector of size problemSize/100

3: for i in 1 . . .problemSize/100 do � each iteration in a separate GPU thread
4: if fitnessTrial[i] > fitnessElite[i] then
5: winner[i] ← 1
6: else
7: winner[i] ← 0
8: end if
9: end for

10: return winner

Algorithm 5 Binary cGA-A100: updatePV().

1: procedure UPDATEPV(winner, PV, trial, elite, virtualPopulation)
2: for i in 1 . . .problemSize/100 do � each iteration in a separate GPU thread
3: pTrial ← trial.getSubProblem(i)

4: pElite ← elite.getSubProblem(i)

5: pPV ← PV.getSubProblem(i)

6: pPV ← updatePV(winner[i], pPV, pTrial, pElite, virtualPopulation) � Algorithm 2
7: PV[i].setPartialPV(i,pPV)
8: end for
9: return PV

3.1.3. Binary cGA-A1

In principle, this version can be obtained simply by setting the sub-problem size equal to 1
in cGA-A100. However, in this way, the size of winner, fitnessTrial, and fitnessElite would
match the problem size, thus increasing the memory usage. For this reason, we decided to embed
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the operations of evaluate() and compete() into the updatePV() function, thus removing the need for
the winner vector and reducing the fitnessTrial and fitnessElite vectors to a scalar. As for the
parallelization process, in this case, each GPU thread handles a single variable, as it happens in the
cGA-Base. The generateTrial() function is implemented as in the cGA-Base. The updatePV() function
is implemented as follows, and replaces Lines 7–13 in Algorithm 1.

- updatePV(): This function includes, in this case, also the operations performed in evaluate() and
compete() and results quite simpler than the previous cases. The process is shown in Algorithm 6.
Since PV is updated only when the variables of trial and elite are different, each GPU thread
checks if one of the two variables is set to 1 and the other to 0. Consequently, PV is only reduced,
which increases the probability of sampling 1. Finally, if the relative element of trial is set to 1,
each GPU thread adds 1 to the fitnessTrial variable to calculate the total fitness. Note that in
this case there is no need for using winner, which reduces the memory consumption.
Note: This function is specific for the OneMax problem.

Algorithm 6 Binary cGA-A1: updatePV().

1: procedure UPDATEPPV(PV, trial, elite, virtualPopulation, fitnessElite)
2: for i in 1 . . .problemSize do � each iteration in a separate GPU thread
3: if trial[i] == 1 and elite[i] == 0 then
4: PV[i] ← PV[i] - 1/virtualPopulation
5: end if
6: if trial[i] == 0 and elite[i] == 1 then
7: PV[i] ← PV[i] - 1/virtualPopulation
8: end if
9: if trial[i] == 1 then

10: fitnessTrial← fitnessTrial + 1 � thread-safe sum
11: end if
12: end for
13: if fitnessTrial > fitnessElite then � trial is better
14: elite = trial

15: fitnessElite = fitnessTrial

16: end if
17: return PV, elite, fitnessElite

3.2. Discrete cGA

The discrete version of the cGA can be seen as an evolution of the binary cGA, specifically adapted
to handle integers and include problem-specific mechanisms to solve the casting scheduling problem
taken from [4,6]. As for the integer handling, the idea is to represent, quite straightforwardly, integer
variables in binary format, and then use a binary cGA to evolve the resulting bit-string. For the
casting scheduling problem, we consider integer variables in the interval {0, 1, . . . , 15}, and represent
each variable with 4 bits. In addition to that, we implement on the GPU the problem-specific smart
initialization, crossover and mutation operators described in [4]. We further improve the initialization
mechanism in order to adapt it to the cGA paradigm. A summary of the variables and functions
used in the discrete cGA is reported in Table 3. The overall structure of the algorithm is shown in
Algorithm 7. In the following, we describe the main implementation details of the discrete cGA.
Note that, unless indicated differently, all operations are fully parallelized on the GPU, maintaining a
one-to-one mapping between GPU threads and variables as described in the cGA-Base.
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Table 3. Variables and functions used in the discrete cGA.

Name Description

N Number of objects (scalar)
W Crucible sizes (vector)
η Desired efficiency (scalar)
H Number of heats to achieve (η) (scalar)
copies Copies to be cast for each object (vector)
weights Weights (vector)
virtualPopulation Virtual population (scalar)
PV Probability Vector (vector)
trial Solution sampled from PV (vector)
elite Best solution found so far (vector)
copiesTrial Copies cast by trial (vector)
heatsTrial Available space in the heats of trial (vector)
fitnessTrial Fitness of trial (scalar)
fitnessElite Fitness of elite (scalar)
winner Flag indicating if trial (1) or elite (0) is better (scalar)

estimateH() Estimate the value of H based on η, copies, weights and W (return H)
smartInitialization() Initialize elite and PV (return elite and PV)
initializeElite() Initialize elite (return elite)
inhibitor() Blocks the unusable elements of PV (return PV)
initializePV() Initialize PV (return PV)
generateTrial() Sample trial from PV and apply to it mutations and crossover
newTrial() Sample trial from PV (return trial and heatsTrial)
mutationOne() Repair trial with respect to the equality constraints
mutationTwo() Repair trial with respect to the inequality constraints
crossover() Operate a heat-wise crossover between trial and elite

evaluate() Evaluate a solution (return its fitness)
compete() Compare two solutions (return winner)
updatePV() Update PV (return PV)

Algorithm 7 Discrete cGA: specific structure for the cast scheduling problem.

1: procedure CGA(N, copies, weights, W, η, virtualPopulation)
2: PV, elite, H ← smartInitialization(copies, weights, W, η)

� calls estimateH(),
� initializeElite(), mutationOne(), mutationTwo(), evaluate(),

� inhibitor() and initializePV()
3: while ! stopCriteriaMet() do
4: trial, heatsTrial, copiesTrial← generateTrial(PV)

� calls newTrial(), crossover(), mutationOne() and mutationTwo()
5: fitnessTrial← evaluate(heatsTrial, copiesTrial)
6: winner ← compete(trial, elite)
7: PV ← updatePV(winner, PV, trial, elite, virtualPopulation)
8: if winner == 1 then
9: elite ← trial

10: fitnessElite← fitnessTrial

11: heatsElite← heatsTrial

12: end if
13: end while
14: return elite

- smartInitialization(): This function performs the initialization process, divided into three steps.
Firstly, the function estimateH() estimates the value H to get an efficiency equal to η, as described
in Section 2.2. This value is also used to define the size of elite and PV. Secondly, an elite of
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size N × H is created in initializeElite(), repaired by the two mutations, and evaluated. Finally,
PV is created, with a size of 4 × N × H and processed as described in initializePV() below.

o initializeElite(): This function initializes the elite as described in [4], i.e., creates the elite

by creating N vectors of size H, which are initialized respecting as much as possible the
number of copies required for each object. This operation is GPU-parallelized through two
steps: firstly, a vector of random numbers is created, and a correction factor is calculated;
and, secondly, the correction is applied to the vector. After this, to repair any possible
violated constraint, the elite is passed to the two mutation operators mutationOne() and
mutationTwo(), and finally evaluated by evaluate(). The implementation of these functions is
shown below.

o initializePV(): This function initializes the PV such that it generates solutions that satisfy
the inequality constraints, and which are biased towards the elite. This initialization is
performed in two functions. The first function, shown in Algorithm 8, blocks the PV values
for the variables which, if set to 1, would cause the violation of an inequality constraint.
For example, if the crucible size is 600 kg and an object weights 200 kg, obviously no more
than three copies can be cast for that object without a penalty: in this case, the inhibitor
blocks (i.e., sets to NaN) the third and fourth bit of the variable, preventing it from assuming
values greater than 3 for that object. This operation is GPU-parallelized, with each thread
checking a single element of PV. The second function aims at modifying the PV values to
produce solutions closer to the elite. This operation is done by setting each PV element to
0.25 if the bit of the corresponding element in the elite is 1, and 0.75 otherwise, unless that
element is blocked by inhibitor(), as shown in Algorithm 9.

- generateTrial(): This function is divided into four steps: generation of the trial, crossover and two
mutation operators to repair the trial. The problem-specific crossover and mutation operators
were implemented as described in [6]. In addition, we operated some modifications in order
to parallelize the operators on the GPU and save the information necessary to simplify the
successive calculation of the fitness. This information consists of two vectors, one of size H,
called heatsTrial, and one of size N called copiesTrial. The first one saves the available space
in the crucible for each heat, and it is created during newTrial() in two steps: firstly, the vector is
initialized with the crucible size; then, while trial is created, its values are decreased, as shown in
Algorithm 10. Moreover, heatsTrial is updated also during crossover and mutations, as shown
below. The second vector, copiesTrial, stores instead the total number of objects cast by the trial,
and is calculated during mutationOne() (see Algorithm 12). The other details of the four steps are
presented below.

o newTrial(): This function, as shown in Algorithm 10, is implemented such that each
GPU thread handles one variable of trial and its corresponding four values of PV. More
specifically, each thread samples 4 bits based on the corresponding probabilities of PV,
converts them to a value in {0, 1, . . . , 15}, and assigns this value to the corresponding variable
in trial. Finally, the element of heatsTrial relative to this variable is updated accordingly
to the value just assigned. Note that this last operation is implemented as thread-safe, as the
same heat can be updated asynchronously by different threads.

o crossover(): The function, as shown in Algorithm 11, is implemented such that each GPU
thread handles one variable of trial. The crossover operator compares each heat of trial
with the corresponding one in elite. If elite has a better heat (i.e., has a higher (lower) value
in case both trial and elite have negative (positive) heats), then all the elite variables
referred to that heat are assigned to trial, updating heatsTrial accordingly.
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o mutationOne(): The first mutation is meant to repair trial with respect to the equality
constraint (see Equation (4)). The procedure is divided into two steps, as shown in
Algorithm 12: firstly, the total number of copies cast by trial for each object, copiesTrial,
is calculated, with each GPU thread handling one variable of trial and performing a
thread-safe sum over copiesTrial. Next, for each object, if the copies required (stored in
copies) are less than the ones that are cast (stored in copiesTrial), this means that some
copies in excess should be removed from trial: to do that, first the heat with the greatest
inequality violation (i.e., the lowest value of heatsTrial, returned by argmin()) is found, then
the corresponding variable in trial is decreased by one, and heatsTrial and copiesTrial

are updated accordingly. On the other hand, if the copies required are more than the ones
that are cast, this means that some more copies should be added to trial: to do that, first
the heat with the lowest crucible utilization (i.e., the highest value of available space, stored
in heatsTrial, returned by argmax()) is found, then the corresponding variable in trial is
increased by one, and heatsTrial and copiesTrial are updated accordingly. This operation
is repeated until the equality constraint is satisfied. Note that the functions used to find the
two heats, i.e., argmin() and argmax(), are GPU-parallelized. Moreover, during the repair
process heatsTrial and copiesTrial vectors are updated in order to be reused later to
calculate the fitness.

o mutationTwo(): The second mutation tries to reduce the heats which use more space than the
one available in the crucible, as described in [4]. The procedure consists in finding two heats:
the one with the greatest inequality violation, and the one with the greatest available space.
After that, a random object is selected and removed from the first heat and added to the
second one, in order to preserve the total number of copies. These operations are repeated the
number of times indicated by the parameter iterationLimit. In the original version in [4],
this value was fixed during all the computation (set to 30), while, in our implementation,
due to the compact nature of the algorithm, we needed to double this value at each iteration,
starting from 30. This process leads to an exponential increase of the time of mutationTwo(),
as shown in the next section. As for the parallelization process, similar to mutationOne(), it
is obtained by loading trial into the GPU and then performing the argmin() and argmax()
operations parallelized with a one-to-one mapping between GPU threads and variables.

- evaluate(): This function evaluates the solution in a time-efficient way, using the information
already calculated during generateTrial(). The two penalty factors related to the inequality
and equality constraints (see Equations (3) and (4)) are determined, respectively, through the
heatsTrial and copiesTrial vectors, and added to fitnessTrial, as shown in Algorithm 13.
The total time required is O(H + N), and it is further decreased due to the parallelization over H
heats. Note that the second loop over N objects is not parallelized as N is typically much smaller
than H.

- updatePV(): This function is parallelized on the size of PV (one bit per GPU thread) and operates
similarly to Algorithm 2, with the only difference that each thread has to extract the relative bit
before performing the update.
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Algorithm 8 Discrete cGA: inhibitor().

1: procedure INHIBITOR(PV, W, weights, H)
2: for i in 1 . . . length(PV) do � each iteration in a separate GPU thread
3: bitIndex ← i % 4 � index of the bit
4: objectIndex← (i/4) / H � index of the object
5: crucibleIndex← getCrucible(W,i,H) � index of the crucible
6: if 2bitIndex > W[crucibleIndex]/weights[objectIndex] then
7: PV[i] ← NaN
8: end if
9: end for

10: return PV

Algorithm 9 Discrete cGA: initializePV().

1: procedure INITIALIZEPV(PV, elite)
2: for i in 1 . . . length(PV) do � each iteration in a separate GPU thread
3: index ← i / 4 � index of variable
4: bitIndex ← i % 4 � index of the bit
5: bitElite ← getBin(elite[index], bitIndex)
6: if bitElite == 1 and PV[i] �= NaN then � bit is not blocked by inhibitor()
7: PV[i] ← 0.25
8: else
9: PV[i] ← 0.75

10: end if
11: end for
12: return PV

Algorithm 10 Discrete cGA: newTrial().

1: procedure NEWTRIAL( PV, trial, weights)
2: for i in 1 . . . length(trial) do � each iteration in a separate GPU thread
3: heatsTrial← vector of size H initialized with the relative crucible size
4: num ← 0
5: for j in 1 . . . 4 do
6: if PV[4 × i+ j] �= NaN then � bit is not blocked by inhibitor()
7: rnd ← random(0,1)
8: if rnd ≥ PV[4 × i+ j] then
9: num ← num + j

10: end if
11: end if
12: end for
13: trial[i] ← num

14: heatIndex ← i % length(heatsTrial)
15: objectIndex← i / length(heatsTrial)
16: heatsTrial[i]← heatsTrial[i]-trial[i] × weights[objectIndex] � thread-safe sum
17: end for
18: return trial, heatsTrial
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Algorithm 11 Discrete cGA: crossover().

1: procedure CROSSOVER(trial, elite, heatsTrial, heatsElite, H)
2: heatsTrialTmp← vector of size H
3: for i in 1 . . . length(trial) do � each iteration in a separate GPU thread
4: heatIndex ← i % length(heatsTrial)
5: if heatsElite[heatIndex] better than heatsTrial[heatIndex] then
6: trial[i] ← elite[i]

7: heatsTrialTmp[heatIndex] ← heatsElite[heatIndex]
8: else:
9: heatsTrialTmp[heatIndex] ← heatsTrial[heatIndex]

10: end if
11: end for
12: heatsTrial← heatsTrialTmp

13: return trial, heatsTrial

Algorithm 12 Discrete cGA: mutationOne().

1: procedure MUTATIONONE(trial, heatsTrial, copies, weights, N)
2: copiesTrial← vector of size N

3: for i in 1 . . . length(trial) do � each iteration in a separate GPU thread
4: objectIndex← i/H � index of the object
5: copiesTrial[objectIndex]← copiesTrial[objectIndex]+ trial[i] � thread-safe sum
6: end for
7: for j in 1 . . . length(copies) do
8: while copiesTrial[j] �= copies[j] do � loop until equality is satisfied
9: if copies[j] < copiesTrial[j] then

10: minHeatIndex← argmin(heatsTrial) � each heat in a separate GPU thread
11: trial[j× H + minHeatIndex] ← trial[j× H + minHeatIndex] - 1
12: heatsTrial[minHeatIndex] ← heatsTrial[minHeatIndex] + weights[j]

13: copiesTrial[j]← copiesTrial[j] - 1
14: end if
15: if copies[j] > copiesTrial[j] then
16: maxHeatIndex← argmax(heatsTrial) � each heat in a separate GPU thread
17: trial[j× H + maxHeatIndex] ← trial[j× H + maxHeatIndex] + 1
18: heatsTrial[maxHeatIndex] ← heatsTrial[maxHeatIndex] - weights[j]
19: copiesTrial[j]← copiesTrial[j] + 1
20: end if
21: end while
22: end for
23: return trial, heatsTrial, copiesTrial
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Algorithm 13 Discrete cGA: evaluate().

1: procedure EVALUATE(copiesTrial, heatsTrial, copies, weights, W, penalty)
2: fitnessTrial← 0
3: for i in 1 . . . H do � each iteration in a separate GPU thread
4: crucibleIndex← getCrucible(W,i,H) � index of the crucible
5: if heatsTrial[i] < 0 then
6: fitnessTrial← fitnessTrial + (heatsTrial[i]/W[crucibleIndex])2

7: end if
8: end for
9: for j in 1 . . . N do

10: if copiesTrial[j] �= 0 then
11: fitnessTrial← fitnessTrial + (copiesTrial[j]− copies[j])2

12: end if
13: end for
14: return fitnessTrial

4. Results

We discuss now the performance of the binary and discrete cGA implementations described in
the previous section. Firstly, we compare the three binary cGAs (cGA-Base, cGA-A100, and cGA-A1)
with the cGA presented in [46] on the OneMax problem. Then, we compare the discrete cGA with
the PILP algorithm presented in [4,6]. We provide the code publicly as Colab notebooks (https:
//drive.google.com/drive/folders/1k6KWtR9ceuW7HneLptK3TlMpfjqaNMBT?usp=sharing).

4.1. OneMax

We performed the experiments on the OneMax problem using the Google R©Colab service,
which provides a machine powered by an Intel R©XeonTM4 CPU @ 2.20 GHz, 25 GB RAM, with an
NVIDIA R©P100 GPU. For each algorithm presented, we tested four dimensionalities, varying the
size of the problem from one million to one billion variables. For each algorithm and problem size,
we performed 10 runs, with a virtual population of 100. Each run ended either when it reached
the optimal fitness, or after a predetermined maximum number of iterations (note that in the cGA
one iteration corresponds to one solution evaluation). This last parameter was set to 5000 for all
the dimensionalities, except for the case with one billion variables, where it was set to 1600 for the
cGA-Base and cGA-A100 and 500 for the cGA-A1. A summary of the results, in comparison with
the results taken from [46], is shown in Table 4 for the synchronous cGAs, and in Table 5 for the
asynchronous cGAs.

Table 4. Synchronous binary cGAs: comparison on the OneMax problem (mean across 10 runs, std.
dev. in parentheses). The symbol ‘-’ indicates data not provided in [46].

cGA-Sync [46] cGA-Base [Ours]
1M 8M 32M 1B 1M 8M 32M 1B

Time (s) 600 (-) 10,680 (-) 49,140(-) 348,000(-) 52.022 (1.552) 256.923(2.169) 969.419 (5.971) 9085.140 (1136.925)
Fitness (%) 82.5 (-) 79.1(-) 74.1(-) 62.3 (-) 51.192 (0.0570) 50.750(0.0194) 50.634(0.0053) 50.525 (0.0012)
Iterations 50,000 (-) 50,000 (-) 50,000 (-) 50,000 (-) 5000 (0) 5000 (0) 5000 (0) 1600 (0)

Table 5. Asynchronous binary cGAs: comparison on the OneMax problem (mean across 10 runs, std.
dev. in parentheses). The symbol ’-’ indicates data not provided in [46].

cGA-Async [46] cGA-A100 [Ours] cGA-A1 [ours]
1M 8M 32M 1B 1M 8M 32M 1B 1M 8M 32M 1B

Time (s) 324 (-) 7560 (-) 35,400 (-) 315,060 (-) 58.745 (0.837) 177.476 (2.249) 789.158 (3.314) 6798.995 (1155.062) 9.913 (0.269) 66.898 (1.513) 286.802 (3.452) 2278.10 (18.273)
Fitness (%) 91.0 (-) 82.6 (-) 77.8 (-) 66.8 (-) 99.317 (0.0293) 95.785 (0.174) 92.548 (0.145) 66.968 (0.163) 100 (0.0) 100 (0.0) 100 (0.0) 99.946 (9.946e-5)
Iterations 50,000 (-) 50,000 (-) 50,000 (-) 50,000 (-) 5000 (0) 5000 (0) 5000 (0) 1600 (0) 986.6 (33.242) 1208.5 (19.448) 1357.7 (17.257) 500 (0)

Our cGA-Base shows only marginal improvements with respect to the cGA-sync from [46].
One possible explanation for this is the different value of virtual population used in [46], which however
is not reported in the paper. However, as it is quite improbable that a compact genetic algorithm
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can converge in very large-scale problems [44], our result can be considered satisfactory. In contrast
with these results, our asynchronous versions show much better results, in terms of both computing
time and fitness. In particular, the cGA-A100 obtains better results in all four dimensionalities, with
execution times from 9 to 46 times smaller than the times reported in [46] (also due to more recent GPU
hardware). The cGA-A1, as expected, shows even better behavior, solving the problem in roughly
1300 iterations for the first three dimensionalities, and reaching 99.9% in only 500 iterations for the one
billion-variable problem. The fitness trend of the three binary cGAs is shown in Figure 1, where it can
be seen that, while the synchronous cGA suffers from premature convergence, the asynchronous cGAs
do not, and are able to reach high-quality solutions in both versions of the algorithm, although with a
very different convergence profile: the cGA-A100 shows an almost-linear behavior, while the cGA-A1
has an exponential convergence.

Figure 1. Best fitness value per iteration (mean ± std. dev. across 10 runs per algorithm) for the three
binary cGAs on the OneMax problem in four different dimensionalities.

We complete our analysis on the OneMax problem with a profiling of the various functions used
in the cGAs. The results for the cGA-A100 are shown in Figure 2, where it can be noted that the time
distribution on the four problem dimensionalities is approximately the same, with the updatePV() and
generateTrial() functions requiring most of the time, roughly 50% and 30%, respectively. The remaining
20% is divided between evaluate() and compete(). Similar considerations apply to the cGA-Base
and cGA-A1, with some caveats: Firstly, as described in the previous section, the compete() function
in the asynchronous algorithms is more expensive than in the cGA-Base. Secondly, in the cGA-A1
the operations of compete() and evaluate() are embedded into updatePV(), causing an increase of
this function in terms of execution time. Interestingly, these results are quite different from the ones
described in [46], where up to 70% of the time is spent in the trial generation phase, while in our setup
most of the time is spent to update the probability vector.

Figure 2. Time profiling (mean ± std. dev. across 10 runs) for the cGA-A100 on the OneMax problem
in four different dimensionalities.
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4.2. Casting Scheduling Problem

We performed the experiments on the casting scheduling problem on a Linux workstation
powered by an Intel R©CoreTMi9-7940x CPU @ 3.10GHz, 64GB RAM, with an NVIDIA R©Titan XP
GPU. The code was tested on Ubuntu 19.10 (kernel GNU/Linux 5.3.0-40-generic x86_64), CUDA 10.1,
and Python3 with the Numba library used to write the GPU kernel for the parallelization process.

Similar to the OneMax case, we ran 10 independent runs of the discrete cGA for three different
dimensionalities (100k, 1M, and 10M variables), with η = 0.997 and the input parameters indicated
in Table 6. The virtualPopulation and the iterationLimit are set to 100 and 30, respectively. Of
note, all the runs terminated successfully, finding the optimal solution corresponding to P(x∗) = 0.
A summary of the results in comparison with the results taken from [4] is shown in Table 7.

Table 6. Parameters used for the casting scheduling problem. Note that the crucible size, W, and the
weights are in common for all the problem dimensionalities, therefore the only parameter that changes
across dimensionalities is the number of copies per object.

W {500, 650}
Size Object id 1 2 3 4 5 6 7 8 9 10

weights 79 66 31 26 44 35 88 9 57 22

100K 12560 12,562 12,517 12,567 12,562 12,172 12,076 12,052 12,017 12,012
1M copies 125,600 125,620 125,170 125,670 125,620 121,720 120,760 120,520 120,170 120,120
10M 1255980 1,256,200 1,251,700 1,256,700 1,256,200 1,217,200 1,207,600 1,205,200 1,201,700 1,201,200

Table 7. Casting scheduling problem: number of solution evaluations to reach the optimum, number
of heat updates, and execution times (mean across 10 runs, std. dev. in parentheses). The results for the
PILP algorithm are taken from Table 6 in [4]; the symbol ‘-’ indicates data not provided.

Algorithm Size Solution evals. Heat Update Total Time (s) initialization() (s) generateTrial() (s) evaluate() (s) compete() (s) update() (s)

discrete
cGA [ours]

100K 20.2 (9.249) 431,027.2 (145,724.751) 360.703 (114.444) 5.711 (2.827) 354.707 (114.993) 0.0636 (0.0958) 0.0431 (0.0813) 0.173 (0.266)
1M 18.1 (7.687) 3,300,602.6 (28,057.973) 2538.747 (405.0527) 38.757 (9.796) 2499.556 (398.775) 0.0444 (0.0396) 0.0230 (0.031) 0.358 (0.315)
10M 29.3 (14.423) 33,720,256.6 (867,688.014) 29,785.986 (6790.176) 460.459 (136.859) 29,322.144 (6679.297) 0.177 (0.0883) 0.0910 (0.0626) 3.101 (1.367)

PILP [4]
100K 1032 (17) 8,807,564 (167,494) 26 (0.6) - - - -
1M 1080 (35) 91,345,801 (2,048,330) 308 (9) - - - - -
10M 1104 (35) 976,903,439 (19,038,115) 4207 (124) - - - - -

It should be noted that our implementation requires only a few tens of solution evaluations to solve
the problem (slightly more than 50 in the 10M case), while PILP for the same problem dimensionalities
needs above 1000 evaluations. This reflects also in an average number of heat updates (i.e., how many
times a variable is modified by the two mutation operators), which is from 10 to 300 times lower
than PILP, due to the lower number of trials processed. Additionally, it is important to consider the
much smaller amount of memory used with respect to the population-based PILP algorithm: while
discrete cGA needs only 18.8 × problemSize bytes (More specifically: 4 × problemSize float32 (for
PV), 2 × problemSize int8 (for trial and elite), and 0.2 int32 (for heats).) to save PV, trial, elite
and its respective heats vector, PILP requires 2 × 60 × problemSize bytes, where 60 is the population
size, excluding some additional memory needed to store the fitness values and other data structures.

As for the time needed to solve the problem, our algorithm results from one to two orders of
magnitude slower than PILP. This is mainly due to the lack of a population, which we compensated
with an exponential increase of the parameter iterationLimit in mutationTwo(). As can be seen in
Table 7, the majority of time is spent for the generateTrial() function, particularly for the execution of
the mutation operators. As shown in Figure 3, during the first iterations, the execution times for the
two mutations is dominated by mutationOne(), but eventually it is mutationTwo() that requires more
time. However, it can be seen that the time per iteration of mutationTwo() remains almost constant as
the problem dimensionality increases. Therefore, the time increase of mutationTwo() is only caused by
the increasing number of iterations required. Overall, it seems then that there is a trade-off between
memory consumption (more memory is needed to store more solutions, which allow a better search
with fewer iterations needed to repair them) and time to converge (with limited memory, more time is
needed to repair the trial generated at each iteration of the cGA).
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For completeness, we report the fitness trend of the discrete cGA in Figure 4. The behavior is
similar to the one described in [4], with the entire evolution that can be divided into three phases: in the
initial galloping phase, the fitness rapidly decreases; then follows a consolidation phase, where new
solutions have small improvements; and, lastly, the final solution is created in the culmination phase.

Figure 3. Execution time per iteration (mean across 10 runs) for the two mutation operators on the
casting scheduling problem in three different dimensionalities.

Figure 4. Best fitness value per iteration (mean ± std. dev. across 10 runs) on the casting scheduling
problem in three different dimensionalities.

204



Mathematics 2020, 8, 758

Effect of the Smart PV Initialization

As discussed in the previous section, for the casting scheduling problem, we introduced a smart
initialization mechanism aimed at reducing the fitness of the first trial and also avoiding generating
unfeasible solutions. To assess the effect of the smart initialization on the algorithmic performance,
we compared the effect of inhibitor() and initializePV() with that of a random initialization. As shown
in Figure 5, these two functions lead to generate trials that are five times better (in terms of fitness)
than those generated by random initialization, indicated as initialization(). This provides the algorithm
a “head start” that as seen before allows converging in a very limited number of iterations.

Figure 5. Casting scheduling problem: fitness of trials generated using different PV initialization
strategies (mean ± std. dev. across 1000 trials). Here, initialization() indicates a random initialization of
PV. Note that in these experiments the mutation operators are not applied, thus any violated constraint
is not repaired. While it seems that initializePV() alone is enough to generate good trials at the
beginning of the algorithm, inhibitor() blocks the bits also during the evolution.

5. Conclusions

In many application domains, there is a constant demand for ever more efficient optimization
techniques. This is especially true for large-scale optimization problems, for which one usually needs
large computational resources—in terms of processing power and memory—to obtain a reasonable
solution in feasible time. However, in some cases, the available computational resources might be
scarce, or should be reserved to other applications. Therefore, it is of great interest to find a trade-off
between efficient optimization and resource consumption.

In this study, we tackled very large-scale optimization problems (of up to one billion variables),
in both discrete and continuous domains, with special constraints on processing power and memory.
In particular, we questioned if it is possible to solve these kinds of problems by fitting efficiently the
search algorithm into one GPU. To do that, we considered a compact Genetic Algorithm (cGA) and
we adapted it to make it work on the GPU, by splitting the problem and letting multiple GPU cores
work in parallel on different sub-problems. We considered two different sub-problem sizes (1 and
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100). In addition, we implemented both asynchronous and synchronous schemes, depending on the
possibility of updating the best solution as soon as an improvement is found on one sub-problem.

To test the proposed algorithm, we considered binary, integer, and continuous optimization
problems. In particular, we first benchmarked the algorithm on the OneMax problem in binary,
integer (16 values) and continuous settings. Then, we considered an industrial casting scheduling
problem recently presented by Deb and Myburgh [6]. Overall, our numerical results show that:
(1) compact optimization techniques are a viable solution for solving very large-scale problems even
with limited resources; and (2) they are especially suitable for GPU-parallelization. On the other
hand, compact algorithms have some implicit limitations deriving from the fact that they lack a
population of candidate solutions, hence being in general less efficient at exploring the search space
compared to population-based algorithms. Therefore, to use these algorithms properly in practical
applications—without sacrificing too much the optimization performances—it is recommended to
couple them with problem knowledge. To show this, here we demonstrated how a base version of the
cGA can be customized, for the specific case of the scheduling problem, with a smart initialization of
the probability vector (that is, the probabilistic model used in the compact algorithm) aimed at guiding
the search towards feasible solutions, as well as problem-specific mutation and crossover operators
aimed at repairing constraint violations, adapted from [6]. Furthermore, we adapted the cGA to handle
variables of different kinds, as well as equality and inequality constraints.

In future works, we aim to further extend cGAs by hybridizing them with other single-solution
optimization algorithms, such as simulated annealing [47], and applying gradient-based methods to
perform local search, in a memetic fashion. Furthermore, we will consider the use of decomposition
techniques (either problem-aware or problem-agnostic) and restart mechanisms such as the re-sampled
inheritance introduced in [37,38]. Another intriguing possibility would be to integrate compact
algorithms with a quantum annealer, to obtain a hybrid quantum-classical optimizer. Finally, it will
be interesting to apply these algorithms to other domains, e.g. for training deep neural networks,
in Wireless Sensor Networks applications [48], or to solve very large-scale instances of TSP and other
“NK landscape” problems, as recently discussed in [49,50].

Author Contributions: Conceptualization, G.I.; Data curation, A.F.; Formal analysis, A.F.; Investigation, A.F.;
Methodology, G.I.; Software, A.F.; Supervision, G.I.; Validation, A.F.; Visualization, A.F.; Writing—original draft,
A.F. and G.I.; Writing—review & editing, G.I. Both authors contributed equally to this work. Both authors have
read and agreed to the published version of the manuscript.

Funding: This research received no external funding.

Acknowledgments: We gratefully acknowledge the support of NVIDIA Corporation with the donation of the
TITAN Xp GPU used for this research.

Conflicts of Interest: The authors declare no conflict of interest.

Appendix A. Additional Results on OneMax Problem

Appendix A.1. Discrete OneMax

We present here additional results obtained with the discrete cGA on a discrete version of the
OneMax problem. For this analysis, we used the general version of the discrete cGA presented in
Section 3.2, where we removed all the problem-dependent operations implemented for the casting
scheduling problem, namely the smartInitialization(), crossover(), mutationOne() and mutationTwo()
functions. The algorithm obtained has a structure similar to Algorithm 1, but it is able to handle
integers variables. Similar to the casting scheduling problem, we considered integer variables in the
interval {0, 1, . . . , 15}.

- Results: We performed 10 runs on four dimensionalities, setting the virtualPopulation to 100.
The maximum number of iterations was set to 5000 for problem instances up to 32M variables and
1000 for the 1B case. All experiments were executed on the Google R©Colab service. The results
obtained, reported in Table A1, are similar to the results reported in Section 4.1 for the binary
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OneMax problem, although times are (up to) twice as big. The main reason for this time increase is
the fact that in this case the algorithm handles 4 bits per variable in the newTrial() and updatePV()
functions, instead of just one as in the binary cGA.

Table A1. Results of the cGA on the discrete and continuous OneMax problem.

Discrete cGA Continuous cGA
1M 8M 32M 1B 1M 8M 32M 1B

Time (s) 72.463 (2.038) 395.806 (3.985) 1958.932 (485.963) 13,143.343 (3201.053) 156.647 (1.487) 985.936 (118.716) 3366.755 (20.297) 20,895.186 (4131.433)
Fitness (%) 50.926 (0.0250) 50.658 (0.008) 50.579 (0.002) 50.515 (0.0005) 50.870 (0.039) 50.102 (0.024) 50.034 (0.0072) 50.0055 (0.0003)
Iterations 5000 5000 5000 1000 5000 5000 5000 1000

Figure A1. Best fitness value per iteration (mean ± std. dev. across 10 runs per algorithm) for the cGA
on the discrete OneMax problem in four different dimensionalities.

Appendix A.2. Continuous OneMax

We also implemented a GPU-enabled continuous cGA, based on the original algorithm proposed
in [11], with some modifications. As a benchmark, we considered the OneMax problem where all
variables can take real values in [0, 1], instead of binary values. The main difference with respect to
the binary and discrete cGAs is the sampling procedure and the update of PV. As briefly mentioned
in Section 1, the continuous cGA uses for each variable a truncated Gaussian PDF, and to sample
new value it calculates the inverse of the corresponding CDF. Therefore, the probability vector in this
case consists of 2 vectors which describe the mean μ and standard deviation σ of the Gaussian PDFs
(see [7] for details). As for the parallelization process, we implemented a scheme similar to the binary
cGA-Base, using a one-to-one mapping between variables and GPU threads, both for the operations in
common with the cGA-Base and for the functions described below.

- Algorithm: The main modifications we added to the original cGA scheme illustrated in
Algorithm 1 include mutation and crossover operators, inspired by Differential Evolution (DE) [13],
and an adaptive restart mechanism. All these mechanisms are problem-independent.

o Mutation: The value of each variable is obtained by sampling three values from the relative
Gaussian PDF, and then combining them as in the rand/1 DE [13]:

x[i] = sample(μ[i], σ[i]) + F × (sample(μ[i], σ[i])− sample(μ[i], σ[i])) (A1)

where F is a parameter, and sample() is the procedure to sample from the Gaussian PDF.
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o Crossover: We implemented two different strategies, based on the binomial and exponential
crossover used in DE. Both are based on a parameter CR ∈ (0, 1), but their behavior is
different. In the binomial crossover, each variable in a trial copies with probability CR the
corresponding variable from the elite. In the exponential crossover, starting from a random
position, the variables of the trial are copied from the elite, until a random number p ∈ [0, 1)
is greater than CR.

o Restart: The adaptive restart mechanism partially restarts the evolution by resetting the σ

values trough two parameters. The first parameter, invariant, controls when to apply the
restart, which can occur for two reasons: either if for invariant consecutive iterations the
trial does not improve the elite, or if the trial improves it but the improvement (i.e., the
difference between its fitness and that of the elite) is less than 1.0. The second parameter
regulates the portion of variables involved, i.e., each variable as a probability resetPR to be
reset. Finally, the new value of σ after each restart changes dynamically during the evolution
process: in particular, it starts from 10, it is doubled every time a restart occurs and it is
halved every time there are invariant iterations without a restart.

- Results: We tested separately the different behavior of the two crossover strategies, the impact
of three different algorithm configurations (base, i.e., without DE-mutation and crossover; with
mutation and crossover; and with mutation, crossover and restart), and how the algorithm scales.
For this analysis, we used the parameters shown in Table A2. All the experiments were executed
on the Google R©Colab service.

o Crossover strategies: We tested the two crossover strategies over 5000 iterations on the
continuous OneMax problem with 1M variables. As shown in Figure A2, the two crossover
strategies show a similar behavior, although the exponential crossover tends to reach a
plateau earlier than the binomial crossover.

o Algorithm configurations: In this case as well, the different configurations were tested over
5000 iterations on the continuous OneMax problem with 1M variables, using the binomial
crossover. As shown in Figure A3, the restart greatly enhances the algorithm’s performance,
avoiding premature convergence and also increasing the fitness achieved. It is important to
consider that the parameters involved in the restart procedure must be chosen carefully in
order to avoid making the search ineffective.

o Scalability: As shown in Figure A4, the results are similar, in terms of behavior, to the binary
and discrete cases, shown earlier in Figures 1 and A1. However, the final fitness values are
slightly worse. This is mainly due to two reasons: firstly, the continuous domain leads to
smaller fitness increases; and, secondly, the chosen restart parameters seem to work well in
the 1M case, but not on larger dimensionalities. It is also of note that the total execution time
results from two to four times bigger than the equivalent binary and discrete cases.

Table A2. Parameter settings for the cGA applied to the continuous OneMax problem.

Parameter Value

virtualPopulation 100
F 0.7
CR (binomial) 0.5
CR (exponential) 0.9
invariant 300
resetPR 0.5
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Figure A2. Best fitness value per iteration (mean ± std. dev. across 10 runs) for the cGA with two
different crossover operators on the continuous OneMax problem in 1M dimensions.

Figure A3. Best fitness value (mean ± std. dev. across 10 runs) for the cGA with different configurations
on the continuous OneMax problem in 1M dimensions.
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Figure A4. Best fitness value per iteration (mean ± std. dev. across 10 runs per algorithm) for the cGA
on the continuous OneMax problem in four different dimensionalities.
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Abstract: We present Stochastic Optimisation Software (SOS), a Java platform facilitating
the algorithmic design process and the evaluation of metaheuristic optimisation algorithms.
SOS reduces the burden of coding miscellaneous methods for dealing with several bothersome
and time-demanding tasks such as parameter tuning, implementation of comparison algorithms
and testbed problems, collecting and processing data to display results, measuring algorithmic
overhead, etc. SOS provides numerous off-the-shelf methods including: (1) customised
implementations of statistical tests, such as the Wilcoxon rank-sum test and the Holm–Bonferroni
procedure, for comparing the performances of optimisation algorithms and automatically generating
result tables in PDF and LATEX formats; (2) the implementation of an original advanced
statistical routine for accurately comparing couples of stochastic optimisation algorithms; (3) the
implementation of a novel testbed suite for continuous optimisation, derived from the IEEE CEC 2014
benchmark, allowing for controlled activation of the rotation on each testbed function. Moreover,
we briefly comment on the current state of the literature in stochastic optimisation and highlight
similarities shared by modern metaheuristics inspired by nature. We argue that the vast majority
of these algorithms are simply a reformulation of the same methods and that metaheuristics for
optimisation should be simply treated as stochastic processes with less emphasis on the inspiring
metaphor behind them.

Keywords: algorithmic design; metaheuristic optimisation; evolutionary computation; swarm
intelligence; memetic computing; parameter tuning; fitness trend; Wilcoxon rank-sum;
Holm–Bonferroni; benchmark suite

1. Introduction

Experimentalism plays a major role in all fields of metaheuristic optimisation, such as evolutionary
computation (EC) and swarm intelligence (SI). It can be a time-demanding, repetitive and tedious
process to fine-tune optimisers, compare them or validate new algorithmic strategies on benchmark
problems. Due to their stochastic nature, and the lack of theoretical knowledge on the internal
dynamics of many of these nature-inspired approaches, their algorithmic design is partially blind and
often empirically performed through a series of trial-and-error phases [1]. This involves using several
artificially built benchmark problems simulating characteristics present in real-world scenarios, but for
which some knowledge is available. The use of such testbed problems is preferable since they usually
have a more reasonable execution time than real-world applications, they can be run on any machine,
this being e.g., a modest personal computer or a high-performance computing system, and they are
not subject to time and other limitations typical of real-world scenarios, unless these are purposely
imposed to reproduce a specific situation. Thus, these problems are suitable choices for performing the
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algorithmic design phase of novel algorithms and evaluating the performances of specific operators
and algorithmic variants. By design, these problems display particular characteristics reported in the
corresponding technical reports in term of, e.g., ill-conditioning, separability, m-separability, noise,
modality (i.e., multimodal or unimodal function), etc., allowing also for studying the algorithmic
behaviour of certain operators [2–4].

In this light, the research community benefits from platforms featuring a large number of
algorithms and benchmark problems, such as the Decision Tree for Optimisation software [5],
the COCO platform [6], IOHprofiler [7], jMetal [8] or PlatEMO [9]. However, the availability of code
implementing complete benchmark suites and popular optimisation algorithms is only one amongst
the many requirements an algorithm designer has to work efficiently and focus algorithmic issues
rather than having to deal with the implementation of ancillary software. The other functionalities
that a research-oriented platform for metaheuristic optimisation should have are:

• performance evaluation methods, based on predefined metrics such as algorithmic overhead,
scalability, best results, average best result, convergence (e.g., in terms of fitness and population
diversity [10,11]), structural bias [1,12], etc.;

• statistical methods for comparing the performances of algorithms [13,14];
• result visualisation methods (in both tabular and graphical formats).

On top of that, such a platform should provide:

• a vast and heterogeneous number of benchmark functions and real-world testbed problems;
• several state-of-the-art algorithms to be used for comparisons with newly-designed algorithms;
• libraries with implementations of the most popular algorithmic operators such as mutation

methods, crossover methods, parent and survivor selection mechanisms, heuristics selection
methods for memetic computing (MC) and hyperheuristic approaches, etc.;

• utility methods for generating random numbers, new solutions, keeping track of the best solutions
and saving them to plot fitness trends and handling infeasible solutions [1,15,16];

• a system to spread the runs over multiple cores and threads, thus speeding up the data generation
process, and automatically collecting and processing raw data into meaningful information.

Additionally, the platform should be based on:

• open source software, so that researchers can freely use it and build upon it;
• a simple and flexible structure so that new problems and algorithms can be easily added.

The Stochastic Optimisation Software, henceforth SOS, exhibits the aforementioned key features,
thus facilitating the design, the evaluation and the use of metaheuristic optimisation algorithms.
Thanks to its simple and extendible structure, SOS can be easily used by researchers to implement
new algorithms and compare their performances with those of several other benchmark algorithms.
The most recent SOS release, available in the Zenodo repository [17], contains over fifty ready-to-use
algorithms amongst single-solution and population-based metaheuristics, as those described in [18],
all belonging to established optimisation paradigms such as evolutionary algorithms (EA) [19],
swarm intelligence (SI) optimisation [20] and other hybrid schemes. Hence, it provides users with
a variety of techniques to explore multiple flavours of metaheuristic/stochastic optimisation. More
algorithms will be added in future releases. Researchers can benefit in several ways from having
such a large availability of algorithms. Firstly, this means that comparison algorithms do not need
to be implemented as they are already present and ready to be executed. Secondly, their source
code is accessible and can be modified to create new variants or simply visioned as a source of
inspiration for implementing other algorithms or algorithmic operators. Thirdly, they can combine the
existing algorithms or embed them into new algorithms, thus creating novel hybrid methods as done,
e.g., in memetic computing and hyperheuristics [3,21–24]. It must be highlighted that implementing
algorithms in SOS is quite simple since most algorithmic operators are provided by the platform.
Moreover, the “template” class Algorithm, which is equipped with several ancillary methods, can
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simply be extended to implement any metaheuristic, regardless of the optimisation family. In this
light, SOS also represents an excellent pedagogical tool for teaching purposes and can be used to give
guidance to students while implementing optimisation algorithms. Indeed, since 2015 the “student”
version of SOS has been used to teach the master module “Computational Intelligence Optimisation”
led by Dr Fabio Caraffini at De Montfort University (Leicester, UK), for which it was originally designed
before being extended to the current form. Researchers willing to collaborate and add code (algorithms,
real-world problems, etc.) to the platform are welcome and invited to get in touch to be added to the
SOS GitHub repository (whose link is provided in Table 1). Finally, it is worth mentioning that due to
the simplicity in adding problems and algorithms, SOS represents a useful tool for practitioners who
might have less interest in the algorithmic design but a high need for off-the-shelf implementations of
optimisation algorithms. The remainder of this article is structured as follow:

• Section 2 presents the SOS software platform and provides detailed descriptions of its features;
• Section 3 focuses on benchmarking optimisation algorithms with SOS and lists the available

benchmark suites, including established benchmarks and one customised benchmark;
• Section 4 first provides a literature review on statistical methods for comparing stochastic

optimisation algorithms, then describes the implementation and working mechanisms of three
statistical analyses available in SOS;

• Section 5 reports on the result visualisation capabilities of SOS and provides “how-to” examples
based on studies from the current literature in metaheuristic optimisation;

• Section 6 summarises the key points of this article and remarks on the novel aspects of SOS;
• Appendix A gives additional details on the routine used to produce average fitness trend graphs.

Table 1. Relevant links to source code and software documentation.

Description Content Link

SOS web page software documentation https://tinyurl.com/FabioCaraffini-SOS
GitHub repository source code https://github.com/facaraff/SOS

Zenodo repository [17] SOS releases https://doi.org/10.5281/ZENODO.3237023

2. The SOS Platform

For portability reasons, SOS is coded in Java, thus being platform-independent. To speed up the
execution of extensive experiments, some benchmark suites are also available in the form of C/C++
native libraries (compiled for MS Windows, MAC OS and Linux machines) using the Java Native
Interface (JNI). By default, SOS spreads the “runs” (i.e., the optimisation processes in which one
algorithm optimises one problem) over the available threads and executes them in parallel. In order
to avoid that, e.g., if the experiment is executed on a laptop or personal computer and CPU power
must be saved of other applications, it is possible to switch to the single-thread mode by means of
the setter method setMT(boolean MT) of the class Experiment (i.e., its Boolean flag variable must
be set to false). By looking at the code available in [17], one can notice that in the current release,
a strong emphasis is given to real-valued box-constrained single-objective optimisation, also known as
“single-objective continuous optimisation” in the EC community. Nevertheless, SOS can be used for
addressing other optimisation domains such as discrete or combinatorial ones.

2.1. Functional Overview

SOS is research-oriented and is designed to have an intuitive structure making it straightforward
to use for both expert algorithm designers in the research community and, most importantly,
for practitioners and students from different subject fields. Indeed, to execute an experiment, it is
sufficient to add a class, which extends the abstract Experiment class, in the homonym folder (package).
Such a class will automatically inherit the add methods, which can be used to add algorithms and
problems to the experiment, and other methods to set, e.g., the allowed computational budget (if not
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set, by default, this is assumed to be equal to 5000 × n with n being the dimensionality of the problem)
and the number of runs to be performed. Subsequently, a main method must be written to launch one
or multiple experiments. To do this, the methods of the utility class RunAndStore can be imported
to, e.g.,:

• execute a list of experiments having different budgets, number of runs, problems and algorithms,
or the same experiments repeated for different dimensionalities (if the problems are scalable);

• generate log files describing the performed experiments (i.e., the list of problems and their
corresponding details, e.g., dimensionality, as well as the parameter setting, number of runs, etc.);

• store raw data and process them into results tables and plottable formats, as shown in Section 5.

It must be said that the computational budget can be arbitrarily allocated for each experiment
using the provided setter methods (described in the SOS documentation). These can be used to either
set a multiplicative factor (which multiplies n, thus adjusting the budget of each function in the
experiment based on its dimensionality) or set a fixed amount of functional calls. This poses limitations
on the maximum number of allowed functional evaluations, but does not prevent the algorithms from
stopping the search earlier. Indeed, each algorithm can be equipped with a customised “stop” criterion
based, e.g., on the number of improvements on the fitness values, the use of thresholds specifying a
desired fitness tolerance, an incremental improvement value, etc.

Figure 1 shows an example of a main method used for executing a list of experiments and
displaying the final outputs, i.e., tables and graphs, generated by SOS after processing the results.
With reference to the latest release in [17], a large number of experiment files can be found in the
experiments package, while several examples of main files (showing different configurations and
options for storing and processing results in different formats) are available in the mains package.
Among these examples, the most convenient one to be used as a template is the class RunExperiments,
shown in Figure 1, which is located in the default package of the SOS platform. More indications on
how to write an experiment class are given in Section 2.2 and graphically shown in Figure 2.

Figure 1. A graphical functional overview of the Stochastic Optimisation Software (SOS) platform.
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To minimise the need for referring to a detailed document, SOS is equipped with a high number
of self-explanatory example classes. Moreover, the clear nomenclature used for methods, variable
types and class names and the user-friendly structure of the proposed platform give guidance to
the users, who may not even need further indications. Nonetheless, the software documentation is
available online to provide users with further information on SOS packages, classes and methods.
Table 1 displays relevant links to SOS web pages, from which SOS documentation can be accessed.
These web pages are kept up-to-date, and the documentation itself is constantly updated to reflect any
major changes of the platform. This documentation plays a key role for those who intend to modify
SOS source code, extend it or customise it to a specific need.

SOS makes it very easy to add new algorithms and new problems that are fully compatible with the
platform, so as to exploit its full capabilities. For the sake of good organisation, it is suggested to place
their implementation into the three provided packages: algorithms, benchmarks and applications.

The algorithms folder currently contains a vast list of optimisation algorithms for continuous
optimisation, which, in may cases, can be run under different combinations of variation and/or
selection operators, thus providing an even higher number of choices. This results in a good balance
between established optimisation methods, such as differential evolution (DE) [1,25], simulated
annealing (SA) [26], genetic algorithms (GAs), particle swarm optimisation (PSO) [27] and evolution
strategies (ES) [28–30], and more modern optimisers such as single particle optimisation [31],
self-adaptive algorithms [32–38] and MC/hyperheuristic approaches [3,23,24,39–41]. For a complete
list, one can refer to the algorithms folder from [17] or check the online documentation. More
information on the SOS algorithms is given in Section 2.3.

The benchmarks folder contains the implementation of problems taken from some established
benchmark suites for optimisation. SOS implements several testbed problems and complete
benchmarks suites that can be added in the experiment files. A complete list of these optimisation
problems and their relevant documentation is provided in Section 3. Furthermore, a novel benchmark
suite is presented in Section 3.

The applications folder is where specific real-world applications should be implemented. Some
examples from the literature, e.g., the code for the application described in [23], and from a benchmark
suite for real-world problems [42] are available in this folder.

Following the execution of an experiment, the produced raw data can be processed by means of
the classes in the package utils.resultsProcessing. These provide several functionalities, including:

• the execution of statistical tests for comparing optimisation algorithms, described in Section 4,
including the advanced statistical analysis (ASA) presented in Section 4.3;

• the generation of plottable files suitable for Tikz, Matplotlib, Gnuplot or MATLAB scripts for
displaying best/median/worse/average fitness trends, as shown in Section 5 and Appendix A;

• the generations of files containing further plottable information, such as histograms relative to the
distribution of the final best fitness values across several runs and graphs describing infeasibility
and structural bias in optimisation algorithms (see [1,16,43–46] for details);

• the generation of LATEX tables (both source code and PDF files are produced) showing results in
terms the average fitness value (or average error w.r.t. the known optimum, if available) with the
corresponding standard deviation and further statistical evidence, as explained in Section 4 and
graphically shown in Section 5.

The file TabGen.java, located in the Mains folder, contains the methods for generating the
previously mentioned tables and graphical outputs and can be modified to customise the production
of tables with different layouts and informative content, as discussed in Section 5.

It is worth stressing the fact that having a fast way to visualise results in multiple formats is a
key element to facilitate research in the area of stochastic optimisation. This feature is indeed very
useful since the raw data are automatically processed and the LATEX source of the comparative tables is
generated without any user intervention, together with the corresponding PDF files.

217



Mathematics 2020, 8, 785

Moreover, this also accelerates the algorithmic design phase, which is often performed empirically
through several trial-and-error steps. At each step, different variants of the same algorithm must be
compared and tables must be generated. This is quite common in the EC filed where using a different
combination of variation operators [19] with different combinations of parents and survivors selection
schemes [19] can lead to a variety of possible algorithmic behaviours. The same issue arises when
designing MC and hyperheuristic algorithms, for which several coordination schemes must be tested
to ensure high performances [3,21,22,24]. This aspect suggests that the empirical design approach
can only produce algorithms tailored to the problem(s) considered during the design phase. To some
extent, this issue can be considered analogous to the training process in machine learning.

In this light, the algorithmic design process is not so different from the process performed
to choose the less disruptive correction method for handling infeasible solutions generated while
addressing a problem [1,16,43] or from the fine-tuning process performed to find the most appropriate
set of parameters for an algorithm A meant to address specific problem P.

2.2. Parameters’ Fine-Tuning

Metaheuristics for optimisation must be tuned on the problem at hand to make them achieve their
full potential and return high-quality solutions. Against the original common belief that a “universal”
algorithm could have been designed, theoretical achievements such as, first and foremost, the “no free
lunch theorems” (NFLTs) for optimisation [47,48] highlighted the need for fine-tuning, self-adaptation
and the use of problem-specific operators.

However, finding the optimal parameter configuration is an optimisation problem itself. Despite
meta-optimisation strategies having been proposed [49,50], these do not completely solve the problem
and are arguable, since they introduce further complexity due to the fact that also the meta-optimiser
might need to be fine-tuned. Furthermore, the fact that most real-world optimisation problems are
black-box systems, i.e., little or no analytical information on the fitness function is available, increases
the difficulty in finding an exact method for finding the optimal configuration of parameters.

Under these circumstances, the parameters’ tuning process is necessarily performed empirically,
thus resulting in a rather time-consuming and tiresome activity. SOS can be used to accelerate and
facilitate this task significantly as: (1) the same algorithm can be included multiple times in the same
experiment file with different parameter configurations; (2) runs can be spread over the available
processors and threads to speed up the generation of results; (3) raw data are statistically analysed and
results automatically displayed in compact, yet highly informative tables and graphs (see the examples
provided in Section 5). Hence, the only portion of code that one needs to write to apply and tune an
algorithm A on a specific real-world problem P with SOS is actually the code implementing P.

It must be pointed out that also artificially built testbed problems, as those already implemented
in SOS (see Section 3), can play a role in the parameter tuning process. Indeed, studying how
the algorithmic behaviour of a metaheuristic algorithm changes under different configurations of
its parameters on these benchmarks can help shed light on how to perform the tuning process.
By using testbed problems, whose mathematical properties (e.g., differentiability, separability, modality,
ill-conditioning, etc.) are known, one can understand, e.g., the effect of the parameters in relation to
these mathematical features. As a result, specific regions of the parameter space could be detected to
obtain a robust general-purpose behaviour rather than a very problem-specific one, or to strengthen
exploitation capabilities rather than exploration capabilities, or to minimise the rise of algorithmic
structural biases, as done in [1,12,43], the generation of a high number of infeasible solutions, as done
in [1,16], or premature convergence [51] and stagnation [52], as done in [11].

Most of the aforementioned studies have been performed with SOS, and their experiment files
can be found in [17]. Portions of the code from three experiment files are reported in Figure 2, which
helps understand how the parameter space of an algorithm can be explored in SOS.
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(a) (b)

(c)

Figure 2. Examples from experiment classes (original files were downloadable from [17]) for parameter
tuning and algorithmic behaviour testing, i.e., the same algorithms are included in the same experiment
under different parameter configurations. The fragment of code reported in (a) refers to an experiment
performed for the studies in [4,53] located in SOS→src→experiments→rotInvStudy→CEC11.java.
The file RCEC14TuningDEroe.java, from which the segment of code in (b) was taken, can be found in
the same folder. In this case, the DE/rand/1/exp algorithm executes with three different values for the
crossover rate parameter Cr over the 30 rotated versions of the problems of the R-CEC14 (R indicates
rotation flag) benchmark suite proposed in this article in Section 3. Finally, the fragment of code in
(c) shows how to define compactly an experiment running 12 DE variants (each with four correction
strategies) with several different parameter configurations, over one problem only, to find the most
appropriate triplet 〈population size, scale factor (F), crossover ratio (Cr)〉. The complete class file for
this example is located in SOS→src→mains→ExampleTuning.java.

In Figure 2a, four DE variants are added into an experiment named ExperimentDE by using the
constructor super(probDim,5000,“ExperimentDE”). Therefore, all the produced text files containing
raw data will be saved in a homonym folder, located inside the SOS default results folder. From the
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constructor method, it can be seen that a maximum computational budget of 5000× n fitness functional
calls, with n being the dimensionality of the problem, is used. Clearly, this experiment file contains
scalable testbed problems and not real-world applications since the dimensionality of the problems is
not fixed and passed as an argument with the variable probDim. The number of performed runs, 30
in this case, is specified with the command setNrRuns(30) (SOS performs 100 runs if not specified
otherwise). It must be noted that all the other parameters, apart from the population size, are fixed.
This means that this experiment will only study the effect of varying population sizes, which are in
this case equal to the problem dimension as required for the studies in [4,53], which can be read for
further details. To execute this experiment with increasing problem dimensionalities, and therefore,
in turn, increasing population sizes, it is sufficient to instantiate objects with increasing probDim

values by calling the class constructor in the file RunExperiments.java (as shown in the example of
Figure 1). It is interesting to note that, to avoid confusion, a name is assigned to each DE variant
(e.g., a.setID("DErn1bin")). The assigned name will show up in the generated tables. If a name is
not provided, as in the example of Figure 2c, it will be automatically assigned equal to the class name
of the algorithm. Therefore, in this case, the assigned names would start with DE, followed by “-i”,
where “i” represents a counter incremented every time an algorithm is added to an experiment. In a
nutshell, if names were not specified in the example of Figure 2a, tables would display DE-1, DE-2,
DE-3 and DE-4, since all the algorithms in this experiment are instances of the DE class. Differently,
in Figure 2b, the same DE variant, namely DE/rand/1/exp, is added four times to the experiment,
with four different values for the so-called “crossover ratio” parameter Cr. As can be seen at the bottom
of the figure, all 30 rotated problems from the benchmark suite proposed in Section 3 are added to this
experiment. Hence, its purpose is to understand the impact of the Cr value on DE/rand/1/exp when
facing different problems.

Finally, Figure 2c shows a very compact and fast way for configuring a large experiment in SOS,
in which 12 DE variants are equipped with four different correction strategies for handling infeasible
solutions, for a total of 48 different algorithms to tune. From the left-hand side of the figure, it can
be seen that the DE variants are obtained by combining the six mutations with the two crossover
operators in the DEMutations and CrossOvers arrays, respectively. The four correction strategies are in
the corrections array. For details about the adopted notation for DE variants and correction strategies,
one can consult the articles [1,12] and the results in [45]. For each algorithm, the explored parameters
space is defined as the Cartesian product of the three sets represented by the populationSizes array,
containing three population sizes, the FValues array, containing 10 equally spaced values for the
so-called “scale factor” parameter F in the range [0.05, 2], and the CRValues array, containing five
equally spaced values for Cr in the range [0.05, 0.99]. Hence, each one of the 48 algorithms is tuned
over a set of 150 possible combinations of the three parameters. In total, this means that 7200 × Nr

optimisation processes are executed, with Nr being the number of runs performed for each problem
added to this experiment. The full code for this example, named ExampleTuning, is located in the
mains package. For demonstration purposes, Nr is set equal to 10, and the computation budget is set
to 1000 × n.

2.3. Adding New Algorithms and Problems

The literature is currently saturated with “novel” nature-inspired optimisation metaphors
claiming to mimic collaborative or individual behaviours of animals [54–61], human activities [62–64]
or other natural phenomena [65–67]. The contribution made by most of these new optimisation
paradigms is arguable, as in general, they are very similar to more established EAs, such as GA, DE
or ES, or swarm intelligence algorithms such as PSO. Furthermore, these new metaheuristics are by
definition subject to the NFLTs, and as such, it can be shown that, unless they are highly fine-tuned,
they cannot outperform classic algorithms over all possible problems. It must be remarked that also
amongst the most established optimisation frameworks, some similarities can be detected in support
of the thesis that taxonomies based on metaphors inspiring the algorithm design could (and should) be
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indeed avoided. To provide some examples, it is sufficient to observe that DE mutations, being linear
combinations of individuals from the population [1,25], operate in the same way as the arithmetic
crossover used in real-valued GAs and other EAs [19]. Similarly, it can be observed that the lack of
parent selection in SI frameworks, such as in PSO [27], is simply moved in the perturbation operator,
since this requires the definition of the neighbourhood of the candidate solution to be perturbed to
find its local best solution.

In this light, a scientific approach to describe a metaheuristic for optimisation is by considering it
as a stochastic process returning a near-optimal solution for an optimisation problem. Regardless of
the metaphor behind them, all metaheuristic methods are the expression of the same concept and aim
at reaching a good balance between exploration of the fitness landscape, looking for promising basins
of attraction, and their exploitation, to refine the search and find local optimal solutions (i.e., maxima
or minima according to the need). This dynamic process can alternate such phases as appropriate to
keep looking for the global optimum, without prematurely converging to a locally optimal solution or
stagnating without being able to return any satisfactory near-optimal solution.

Hence, it makes sense to analyse the algorithmic structure of modern nature-inspired optimisation
algorithms and extrapolate a common, high level, general skeleton to use as a template for their
implementation. This is done in SOS by means of the abstract class Algorithm, from which all
algorithms inherit ancillary and auxiliary methods (e.g., for algorithm execution, storing the fitness
trend, setting or generating the initial guess, etc.) and extend only the parts to be customised to
implement the desired optimisation framework (e.g., GA, DE, a hybrid method or a completely new
optimisation paradigm). Therefore, any class file extending Algorithm is already equipped with all the
methods needed to add the algorithm to an experiment file and execute it as described in the previous
section, while it must implement one method, named execute, which returns an object of the kind
FTrend. To give further details on this, other than referring to the online software documentation, it is
worth briefing about the classes of the package utils listed below.

• RunAndStore: This class contains the implementation of all methods involved in executing an
algorithm in single or multi-thread mode, collecting the results, displaying them on a console
(unless differently specified) and saving them into text files.

• RunAndStore.FTrend: This class instantiates auxiliary objects storing information collected during
the optimisation process and that must be returned by all the algorithms implemented in SOS.
As shown in Figure 3b, the primary purpose of these objects is to store the fitness function
evaluation counter and the corresponding fitness value in order to be able to retrieve the best
(max or min according to the specific optimisation problem) and plot the so-called fitness trend
graphs like those in Figure 1 and in Figure 8 of Section 5. The class provides numerous auxiliary
methods to return the initial guess, the best fitness value, the median value, and so on. Obviously,
the near-optimal solution must be also stored, and if needed, several other extra pieces of
information can be added in the form of strings, integer or double values. As an example,
in [11], population and fitness diversity measures were collected during the optimisation process.

• MatLab: This class provides several methods to initialise and manipulate matrices quickly. These
methods include binary operations on matrices and, most importantly, auxiliary methods for
generating matrices of indices, for making copies of other matrices and decomposing them.

• Counter: This is an auxiliary class to handle counters when several of them are required to,
e.g., count fitness evaluations, count successful and unsuccessfully steps, etc. In [1,16], this class
was used to keep track of the number of generated infeasible solutions and of how many times
the pseudo-random number generator was called in a single run. It must be remarked that
for obtaining this information in a facilitated way, it is necessary to extend the abstract class
algorithmsISB rather than algorithms [17].

Moreover, the packages utils.algorithms and utils.random provide other useful methods
helping users to implement algorithms. In particular, these packages contain:
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• utility methods for cloning and generating individuals in the search space for population-based,
single-solution and estimation of distribution algorithms (with a specific package for compact
optimisation [68–70]);

• utility methods for measuring population and fitness diversity according to multiple metrics [11]
and for manipulating populations into covariance matrices [71,72];

• the class Corrections with the implementation of several correction strategies to handle infeasible
solutions, as those from [1,16], which are selected by simply setting a char flag of the class
Algorithm, as shown in Figure 2c;

• the random utilities, which provide methods for generating random numbers from different
distributions, initialising random (integer and real-valued) arrays, permuting the components of
an array passed as input, changing the pseudo-random number generator, changing seed, etc.;

• a vast number of algorithmic operators (sub-package operators) implementing simple local
search routines, restart mechanisms and most importantly:

– the class GAOp, which provides numerous mutation, parent selection, survivor selection and
crossover operators from the GA literature;

– the class DEOp, which provides all the established DE mutation and crossover strategies, plus
several others from the recent literature;

– the classes in aos, which implements adaptive heuristic/operator selection mechanisms from
the hyperheuristic field [24].

Given the facility of adding new algorithms and the availability of numerous off-the-shelf
operators, SOS is a suitable workbench to design hybrid algorithms or variants tailored to the problem
at hand. In particular, the possibility of declaring variables of the kind Algorithm, in order to instantiate
and execute optimisation processes inside another algorithm, leads to the implementation of rather
complex algorithms by writing very neat code. This is evident from Figure 3, where the code of
the iterated local search algorithm proposed in [73] is shown. At first glance, one can observe
that the source code is clear and resembles pseudocode. Indeed, instead of implementing the
sophisticated (1+1)–CMA-ES algorithm in [74], which plays the local searcher role, an Algorithm

variable is instantiated by using the CMAES_11 class available from the algorithms package and
implementing the (1+1)–CMA-ES algorithm. The parameters and computational budget for this
algorithm, which can be seen as an operator in this context, are passed as described in the previous
sections. It can be noticed that the initial solution for each iterated search is passed to the local searcher
before it is executed. This solution is generated by applying the exponential crossover operator [1]
to the current best solution and a feasible randomly sampled individual. Obviously, the crossover
method, as well as the method for generating an individual in the search space are already present in
SOS, and therefore, they can be simply imported without the need for writing further code. To monitor
the internal dynamics of the resulting algorithm, a FTrend object can be used as shown in Figure 3.

Based on similar considerations, also optimisation problems are added to SOS by following a
template defined in the abstract class Problem. Indeed, regardless of their nature, i.e., black-box,
grey-box, real-world or synthetic testbed, all optimisation problems share similar attributes indicating
their dimensionality (i.e., the number of design variables), the boundaries delimiting the search
space in which the optimal solution must be found and an optional name to describe the problem.
All these fields are accessed and changed with setter and getter methods already implemented in
Problem. This way, no coding is required to deal with such aspects, thus allowing SOS users to focus
on writing the body of only one abstract method, f, which obviously represents the fitness function.
When the execute method of an algorithm is called, a reference to a Problem variable P is passed
to the algorithm, which evaluates the fitness value y with the code line y = P.f(x), with x being
a candidate solution. To ensure that the return value is meaningful, algorithms inherit from the
superclass Algorithm the function x = correct(x,bounds), which can be used before performing the
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fitness function evaluation. The latter executes the correction strategy specified when the algorithm
object is instantiated (the default strategy is the toroidal correction [1]). The Problem class comes
with multiple constructors so that problems can be instantiated in different ways. Usually, real-world
applications have a fixed number of design variables and fixed boundaries, while benchmark functions
are expected to be scalable and with adjustable search space boundaries. Thus, being able to select the
most appropriate constructor is very convenient. Finally, it is worth reminding that the methods from
the MatLab class can aid the implementation of a novel problem and that, if a benchmark function
displaying particular features is needed, its implementation might already be available amongst those
indicated in Section 3.

(a) Initialisation phase (b) Optimisation phase

Figure 3. Algorithmic design and implementation in SOS. This example shows portions of code from
the algorithm class RI1p1CAMES, located in the algorithms package, which implements the algorithm
proposed in [73]. On the left-hand side (a), the initialisation phase, where the object cma11, which is
an instance of the class CMAES_11 (which extends Algorithms), is initialised and ready to be executed
inside another class extending Algorithms. On the right-hand side (b), the implementation of an
iterated local search method using cma11 as a local searcher. Note that the FTrend variable ft returned
by cames11 is automatically appended to FT to obtain the overall fitness trend.

3. Benchmarking with SOS

Due to the difficulties in dealing with real-world black-box problems, the metaheuristic
optimisation research community started developing artificially built functions [75] to:

• significantly reduce the optimisation time;
• investigate algorithmic behaviours over problems with known or partially known properties;
• be able to study the scalability of optimisation algorithms empirically.

Since the publication of the first testbed problems [75], several and ever more challenging
benchmark suites have been released on an annual basis. These usually consist of heterogeneous groups
of functions displaying similar features in terms of modality, separability and ill-conditioning. Despite
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the high number of suites in the literature, their technical reports show similarities. In particular, a set
of established functions, such as Michalewicz, Ackley, Rastrigin, De Jong and Schwefel functions, is
almost always present. Hence, many of these testbeds are basically equivalent, if it was not for the
recent tendency to increase the degree of difficulty by also including in the testbeds hybrid functions,
obtained by combining or composing the aforementioned basic functions or by shifting and rotating
them. Even though the utility of having (often over-complicated) compositions of functions, which are
sometimes as cryptic as black-box real-word problems, might be arguable, these have constantly been
employed to propose challenging competitions for stochastic optimisation.

To remove the burden of implementing such a high number of testbed problems, the SOS platform
comes with full implementations of:

• several basic testbed problems, taken from [17,75];
• several complete benchmark suites amongst those released over the years for competitions on

real-parameter optimisation at the IEEE Congress on Evolutionary Computation (CEC), namely:

– CEC 2005 [76];
– CEC 2008 for Large Scale Global Optimisation (LSGO) [77];
– CEC 2010 for Large Scale Global Optimisation (LSGO) [78];
– CEC 2013 [79];
– CEC 2013 for Large Scale Global Optimisation (LSGO) [80];
– CEC 2014 [2];
– CEC 2015 [81];

• the fully-scalable test suite for the Special Issue of Soft Computing on scalability of evolutionary
algorithms and other metaheuristics for large scale continuous optimisation problems [82];

• the Black-Box Optimisation Benchmarking (BBOB) suite [83], as well as all the BBOB suites
included in the 2019 release of the COCO platform [6];

• a novel variant of the CEC 2014 benchmark, named “R-CEC14” (the “R” indicates a rotation flag
used to activate or deactivate rotation operators), presented in Section 3.

It is worth indicating that some applications from the CEC 2011 benchmark suite for real-world
optimisation [42] are also available, implemented in the applications package.

The R-CEC14 Benchmark Suite

The original IEEE CEC 2014 benchmark suite [2] consisted of 30 functions for single-objective
real-parameter numerical optimisation. These problems are obtained by shifting, rotating and
ill-conditioning well-established functions in the fields of computational optimisation. However,
only two of the 30 mathematical functions are not subject to rotation, i.e., Function Number 8 (shifted
Rastrigin’s function) and Function Number 10 (shifted Schwefel’s function), but they do have a rotated
counterpart in the benchmark suite.

For this reason, one could argue that only these four functions, i.e., Function Numbers 8, 10 and
their rotated counterparts, are insufficient to draw interesting conclusions on:

• the efficacy of the so-called rotation-invariant operators in optimising rotated and unrotated
landscapes, as done for DE in [4,53], where it was unveiled no difference in the performances of
such operators over the two classes of problems (indeed, from the point of view of the algorithm,
these are just different problems) thus arguing the need for rotating benchmark functions, if not
for transforming separable functions into non-separable ones;

• separability and degrees of separability, measured, e.g., with the separability index proposed
in [3], as well as on the suitability of certain algorithms and algorithmic operators for addressing
separable and non-separable problems.
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Indeed, rotating a separable function does not alter its modality or ill-conditioning features,
but does alter its separability. To further investigate this effect, SOS contains a redesign of the original
CEC 2014 benchmark (used, for instance, in [53]), in which the rotation can be activated or deactivated
by simply setting a flag (R). If R is equal to one, the rotation is active, and the functions are identical to
those of CEC 2014. Otherwise, no rotation takes place. To avoid duplicates, Functions 8 and 10 are
removed since they are obtainable from their rotated counterparts, i.e., Functions 9 and 11, by setting
the rotation flag equal to zero. Thus, the resulting R-CEC14 suite contains 56 functions:

• the first 28 are the functions listed in Table 2, whose analytical expressions can be found in [2];
• the last 28 functions are their rotated versions.

These problems are optimised within a given search space D defined as
[−100, 100]n, with n ∈ [10, 30, 50, 100] being the admissible dimensionality values.
For each problem, the corresponding n × n rotation matrices are stored in the
benchmarks.problemsImplementation.CEC2014.files_cec2014 package [17] and loaded when the
rotation is active. The minimum fitness function value fmin = f (xmin), with xmin = argmin f (x),
x ∈ D, is shown for each problem in Table 2. More detailed information can be found in [2] or by
inspecting the source code [17] and the online documentation.

Table 2. R-CEC14 (R stands for rotation flag) benchmark suite. Each problem can be evaluated with
and without the action of the rotation. Further details on these problems and the rotation procedure
are available at [2].

f Class f Number Function Name and Description fmin

Unimodal
1 High Conditioned Elliptic Function 100
2 Bent Cigar Function 200
3 Discus function 300

Multimodal

4 Shifted Ackley’s Function 400
5 Shifted Rosenbrock’s 500
6 Shifted Griewank’s Function 600
7 Shifted Weierstrass Function 700
8 Shifted Rastrigin’s 900
9 Shifted Schwefel’s 1100

10 Shifted Katsuura 1200
11 Shifted HappyCat 1300
12 Shifted HGBat 1400
13 Shifted Expanded Griewank’s plus Rosenbrock’s 1500
14 Shifted and Expanded Scaffer’s F6 Function 1600

Hybrid

15 Hybrid Function 1 1700
16 Hybrid Function 2 1800
17 Hybrid Function 3 1900
18 Hybrid Function 4 2000
19 Hybrid Function 5 2100
20 Hybrid Function 6 2200

Hybrid

21 Composition Function 1 2300
22 Composition Function 2 2400
23 Composition Function 3 2500
24 Composition Function 4 2600
25 Composition Function 5 2700
26 Composition Function 6 2800
27 Composition Function 7 2900
28 Composition Function 8 3000

4. Statistical Analysis with SOS

Stochastic algorithms can be evaluated, e.g., by measuring their overhead (in SOS, the class
mains.test.TestOverhead can be used for this purpose), by calculating their time and memory
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complexity, in terms of scalability, average performances (i.e., final fitness value returned by the
algorithm, averaged over multiple runs) and, qualitatively, by visual inspection of the fitness trend
graphs. However, in order to claim that an algorithm is capable of outperforming one or more
competing algorithms, when tested on a specific problem, or a set of multiple problems, statistical
evidence must be sought.

A review of the statistical tests to be used for analysing and comparing stochastic algorithms can
be found in [13]. Amongst the suggested methods, non-parametric tests such as the Holm test [84]
and the Wilcoxon signed-rank test [85] are commonly employed since results collected over multiple
runs of stochastic algorithms are not necessarily normally distributed. Several recent studies adopted
similar variants of these methods, namely the Wilcoxon rank-sum test and the Holm–Bonferroni test,
which can now be considered quite established in the field [3,4,24,41,86].

To facilitate the use established and advanced statistical tests for evaluating the performance of
stochastic optimisation algorithms, SOS provides implementations of:

• a comparison test based on the Wilcoxon rank-sum test, described in Section 4.1
• a comparison test based on the Holm–Bonferroni test, described in Section 4.2;
• the advanced statistical analysis (ASA) test, described in Section 4.3.

4.1. The Wilcoxon Rank-Sum Test

The Wilcoxon rank-sum test [87], also known as the Mann–Whitney U-test [88], is a non-parametric
test used to understand whether two independent samples belong to populations having the same
distribution. Unlike similar parametric counterparts, such as the two-sample unpaired t-test [89], it
does not operate on data, but scores, referred to as ranks, associated with the actual values and for
which assumptions on their distribution can be made. This makes it suitable for analysing the results
of stochastic algorithms, whose distributions may significantly vary over different problems and
combinations of parameters, while their ranks’ distributions can be assumed to follow a normal model.

To describe the procedure implemented in SOS, let us consider two generic algorithms A and
B running on a generic problem P, respectively nA and nB times (usually, nA = nB, although having
an unbalanced number of runs would not prevent one from using the Wilcoxon rank-sum test).
The null-hypothesis is then formulated as H0 : A = B, which means that, regardless of their working
logic, the two algorithms are statistically equivalent, i.e., they are instances of the same population
as the solutions provided over multiple runs are equally distributed. This is graphically shown in
Figure 4. The Wilcoxon rank-sum test can then be used to produce evidence to reject H0. Failing this
task would instead support the so-called alternative hypothesis, which is formulated as H1 : A < B or
H1 : A > B, if a one-sided (also known as one-tailed) test is performed, or H1 : A �= B, if a two-sided
(also known as two-tailed) test is performed.

By default, SOS performs the two-tailed test. However, both the one-sided and the two-sided
tests are available in the platform. Indications on how to run these tests can be found in the online
documentation. Regardless of the specific variant, i.e., single or two-sided, the null-hypothesis has
always the same formulation and can be either accepted or rejected as shown in Figure 4. From the
outcome of the test, conclusions can then be drawn on the comparison of the performance of the
algorithms A and B. For example, if H0 : A = B is rejected in a two-sided test, indicators such as the
average fitness value or the median fitness value across the performed runs can be used to understand
which algorithm outperforms the other on a given problem P. Obviously, this is not necessary if a
one-sided variant of the test is employed.

The steps in Sections 4.1.1–4.1.5 describe the decision-making process implemented in the SOS
platform in order to apply the Wilcoxon rank-sum test.
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Figure 4. Hypothesis testing. On the top row, the test fails at rejecting the null-hypothesis (i.e., H0 is
accepted) as the algorithms A and B have statistically similar distributions. On the bottom row, H0 is
rejected as A and B are two different stochastic processes with statistically different distributions.

4.1.1. Reference and Comparison Algorithms

To be performed a statistical test, a “reference” is needed. When asked to perform the Wilcoxon
rank-sum test on the results generated with an experiment E, the list of algorithms executed in E is
shown, and the reference can be indicated. If not specified, SOS assumes that the reference algorithm
is the first one added to E. Without loss of generality, let us indicate the reference algorithm with
A. The remaining algorithms in E will form a set of “comparison” algorithms. If more than two
comparison algorithms are present, SOS will iteratively schedule a Wilcoxon rank-sum test to compare
the reference algorithm A with each comparison algorithm B, taken from such a set, for each problem P
in E. The order of the comparison algorithms can be specified. This will be the order of appearance of
the algorithms on the automatically generated result table, as those shown in the graphical examples
included in Section 5. By pressing “c” during the order selection process, a table will be created if
the comparison set is not empty. This way, multiple and smaller results tables can be incrementally
generated from a single experiment. If the “a” (i.e., all) option is instead used, a single long table for
the whole experiment E will be generated. This will contain as many columns as algorithms in E and
as many rows as problems in E.

4.1.2. Assigning Ranks

Let us consider the totality of the observations obtained from the N = nA + nB runs. Without loss
of generality, let us refer to minimisation problems, for which the lower the fitness value, the better the
algorithm’s performance. Observations are then sorted in ascending order to assign ranks ri = i (with
i = 1, 2, . . . , N) so that the smallest value has Rank 1 (i.e., r1 = 1), the second smallest value has Rank 2
(i.e., r2 = 2), and so on, until the observation with the greatest value, which has rank rN = N.

This process needs to be slightly modified if the dataset presents “ties”, i.e., observations with
identical numerical value, for which SOS will assign the same rank by computing the average of their
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position index i in the ordered sequence. This intermediate value will indeed represent better the
distribution of the original results. To clarify this case with a numerical example, let us suppose that
four observations have ordinal Ranks 4, 5, 6, and 7, but an equal fitness value. To make sure that
the rank distribution would be a good representation of the real distribution, these four ties will be
assigned with the same rank value rj =

4+5+6+7
4 = 5.5 (j ∈ {4, 5, 6, 7}).

4.1.3. The Rank Distributions

Let us indicate with WA a random variable associated with A. Its distribution of probability is
tabulated only for small sample sizes [90], i.e., N < 20, which can be very small for optimisation
experiments. To overcome this limitation, SOS implements such a distribution to deal also with larger
sample sizes and get more accurate evaluation results. To do this, see [87,90], it is sufficient to define
the normal distribution N (μA, σA) whose mean value μA and standard deviation σA are calculated as:

μA =

√
nAnB

N + 1
12

and σA = nA
N + 1

2
.

4.1.4. Wilcoxon Rank-Sum Statistic and p-Value

Let us fill a set RA with the nA ranks ri associated with the observations from the reference
algorithm A. The so-called Wilcoxon rank-sum statistic wA is calculated by summing all these ranks:

wA = ∑
r∈RA

r

and is then used to define the p-value. For the default case, i.e., the two-sided test with H0 : A = B
versus H1 : A �= B, this is formulated as follows:

p-value =

⎧⎪⎨⎪⎩
2 · Prob{WA ≥ wA} if wA > μA (i.e., wA is in the upper tail)

2 · Prob{WA ≤ wA} otherwise (i.e., wA is in the lower tail)

where the probability of falling into the tail of the distribution closest to wA is doubled in order to
consider both the cases in which the two algorithms differ because A > B and A < B simultaneously.
This is not needed for the one-sided test, for which the null-hypothesis H0 : A = B is either tested
against the alternative hypothesis H1 : A < B, with a corresponding p-value = Prob{WA ≤ wA},
or against the alternative hypothesis H1 : A > B, with a corresponding p-value = Prob{WA ≥ wA}.
A graphical explanation of the null-hypothesis testing process is given in Figure 5.

Figure 5. A graphical explanation of the hypothesis testing process for a generic one-sided test with
alternative hypothesis H1 : A > B and α = 0.05. The area under the normal distribution, highlighted
in red, is equal to α and indicates the rejection zone. Indeed, any x > 0.658 would return a p-value
(i.e., area under the distribution) lower than α, thus rejecting H0. Conversely, for all x < 0.658, the
corresponding p-value would be greater than α, thus failing to reject H0. In a two-sided test, the red
area on the right-hand side should have a symmetric counterpart on the left-hand side. The two
resulting tails, each one casting an area of 0.025 (i.e., α

2 = 0.05
2 , so that the total significance level is 0.05

and the corresponding confidence is 1 − α = 95%) would form the rejection zone.
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The p-value provides an indication of the truthfulness of H0 by calculating the probability of
obtaining test results similar to those observed experimentally, assuming that H0 is correct. This
probability can then be used to decide whether the null-hypothesis can be trusted to be true or it must
be rejected. This probability can be calculated by numerically integrating the statistic for the specific
test, in this case N (μA, σA), with μA and σA calculated as indicated in Section 4.1.3, and then using the
appropriate definition of the p-value for the specific test, i.e., one- or two-sided, as described before.

4.1.5. Decision-Making

To test whether or not H0 is rejected, the calculated p-value is compared to a threshold α, commonly
referred to as the significance level. This value represents the probability of making a so-called “Type I”
error, which occurs when a true null-hypothesis is incorrectly rejected, as indicated in Table 3.

The α value is arbitrarily chosen. Usually, this is a small number amongst 0.10 (one Type I error
chance in 10 decisions is tolerated), 0.05 (one Type I error chance in 20 decisions is tolerated), and 0.01
(one Type I error chance in 100 decisions is tolerated). It is worth mentioning that if a decision is made
with a probability α of making a Type I error, its correctness can be trusted with a probability of 1 − α.
This figure is referred to as the confidence level, and it is sometimes provided in the literature instead
of α.

Table 3. Table of truth, also known as the confusion matrix.

H0 is true H0 is false

Test rejects H0
Type I error Correct inference

(False Positive) (True Positive)

Test fails to rejects H0
Correct inference Type II error
(False Negative) (True Negative)

By default, SOS performs the Wilcoxon rank-sum test with α = 0.05, which is a common value for
non-parametric tests, unless differently specified before running the test. This results in a confidence
level of 95%. To employ a different α value, a setter method is provided (see the online documentation).
Other methods are also available to switch between two-sided to one-sided tests and decide whether
or not p-values are shown on screen.

To conclude, once the p-value is computed and the significance level α is chosen, a final decision
is made by means of the following logic:

• if p-value ≥ α, the test fails at rejecting H0 : A = B, i.e., the two algorithms are equivalent on P;
• if p-value < α, the test rejects H0 : A = B, and one can be (1 − α)% confident that a significant

difference does exist between A and B on P.

4.2. The Holm–Bonferroni Test

The Holm test is a non-parametric and sequentially-rejective procedure for multiple-hypothesis
testing, which aims at rejecting one hypothesis at a time until no further rejection is possible [84].

In the optimisation field, this test can be used to compare the reference algorithm with more
than one comparison algorithm over multiple problems simultaneously. This provides a different
and more global view of the comparison with respect to the one provided by the Wilcoxon rank-sum
test, which is instead problem-specific. In this light, the two tests complement each other, and it is
suggested to always use both (or equivalent tests), to analyse the results obtained statistically with
empirical experimentation.

The original Holm test was designed with the intent of guaranteeing a reasonably low family-wise
error rate (FWER) [13,84], an error plaguing multiple-hypothesis testing and known to increase when
the number of hypotheses increases. To further improve upon this aspect and keep the FWER low even
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when the number of hypotheses is high, several “corrections” for obtaining more informed p-values
have been proposed, such as the well-established Bonferroni’s correction [91].

SOS implements a simple Holm–Bonferroni test for comparing stochastic algorithms consisting of
the steps described in Sections 4.2.1–4.2.4.

4.2.1. Choosing the Reference Algorithm

Let us consider a generic experiment E containing NA algorithms and NP problems. When the
test is performed on E, SOS will display the list of available algorithms and ask the user to select
the reference algorithm. Unlike the case described in Section 4.1.1 for the Wilcoxon rank-sum test,
this step can change the output of the test. Indeed, in the one-to-one comparison performed with a
Wilcoxon rank-sum test, exchanging A with B would not alter the rank distributions obtained on P.
Conversely, the NA − 1 statistics computed in the Holm–Bonferroni test do depend on the rank of the
reference algorithm. In this light, if the goal is to test the performance of an algorithm A in E against
the other algorithms, A should play the role of the reference algorithm. On the contrary, if the goal
is to test which algorithm has the best overall performance in E, it could be necessary to run the test
twice. The first time, a random reference is chosen. The second time, the algorithm with the highest
rank must be found and selected to be the reference for a second round of the test. Once a reference
algorithm is selected, SOS proceeds with the test.

4.2.2. Assigning Ranks

First, the average final fitness values must be computed based on the values returned by the
NA algorithms after the execution of multiple runs on the NP problems. SOS automatically collects
the text files containing the information stored in FTrend objects and provides the NP final average
values for each algorithm. It is worth mentioning that SOS processes this information only if it was not
previously requested for another test or graphical procedure (in which case the values are retrieved
and immediately returned, thus minimising overheads). Then:

• for each problem in E, a score equal to NA is assigned to the algorithm displaying the best average
performance in terms of fitness function value, i.e., the greatest if it is a maximisation problem or
the smallest if it is a minimisation one, while a score equal to NA− 1 is assigned to the second-best
algorithm, a score equal to NA − 2 to the third-best algorithm, and so on. The algorithm with the
worst final average fitness value gets a score equal to one;

• for each algorithm in E, the scores assigned over the NP problems are collected and averaged:

– the average score of the reference algorithm is referred to as rank R0;

– the remaining NA − 1 average scores are used to sort the corresponding algorithms in
descending order and constitute their ranks, which are indicated with Ri (i = 1, 2, . . . , NA− 1).
These ranks provide a first indication of the global performance of the algorithms on E,
and their order will be automatically displayed in the form of a “league” table.

4.2.3. Z-Statistics and p-Values

For each ith comparison algorithm (i = 1, 2, . . . , NA − 1), this test requires the use of the so-called
“z-value” statistic [13], calculated with the formula:

zi =
Ri − R0√
NA NA+1

6NP

This allows for the determination of NA − 1 p-values through the normalised cumulative normal
distributions zi for each comparison algorithm.
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4.2.4. Sequential Decision-Making

When all the previous steps have been completed, SOS proceeds with a sequential
decision-making process in which A is tested against each comparison algorithm, following the
order obtained as described above. A similar procedure to that presented in Section 4.1.5 for the
Wilcoxon rank-sum test is therefore iterated NA − 1 times. However, the rejection threshold requires
an adjustment due to the multiple-hypothesis settings. In detail, for each ith comparison algorithm
(i = 1, 2, . . . , NA − 1), taken in the order above, the corresponding pi-value and threshold α/i are
compared and a decision on the null-hypothesis is made as follows:

• if pi-value ≥ α
i , the test fails at rejecting the null-hypothesis H0 : A = B;

• if pi-value < α
i , the null-hypothesis is rejected, and the rank can be used as an indicator to

establish which algorithm displayed a better performance on E.

Finally, a table displaying the outcome of the test is automatically generated. Some examples of
Holm–Bonferroni tables are shown in Section 5. It is worth remarking that SOS employs a default
α = 0.05 also for this test. However, this can be changed as previously pointed out in Section 4.1.

4.3. Advanced Statistical Analysis

The SOS platform provides a novel advanced statistical analysis procedure, referred to as the ASA
procedure, for comparing couples of algorithms on a single problem. This procedure makes use of
several statistical tests, and it is based on a simple workflow, displayed in Figure 6. The main rationale
of ASA is that non-parametric tests are preferable if the assumption of normality cannot be made on
the results’ distributions, whereas parametric tests should be used if statistical evidence is found in
support of such an assumption. Therefore, the ASA procedure first checks the distributions of the
results of two selected algorithms, A and B, by looking for such evidence, and then applies the most
appropriate tests accordingly.

Figure 6. ASA workflow diagram.

To launch the ASA routine, a TableAvgStdStat object must be instantiated with the
UseAdvancedStastic Boolean flag set equal to true; see Figure 7. It must be remarked that if such a
flag is not activated, the Wilcoxon rank-sum test is performed. It should be noted that the two tests can
differ especially when the number of runs is inferior to 100. In such a case, it is strongly recommended
to use ASA for a more accurate caparison. Conversely, when a very high number of runs is available,
ASA and Wilcoxon rank-sum are comparable. For this reason, the default number of runs performed
by SOS is 100. However, this number of runs might be unpractical when facing time-consuming
real-world optimisation problems. Hence, as explained in the previous sections (see Figure 2), SOS
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provides a setter method for specifying the number of runs to be performed in a given experiment.
The most common values used in the literature range from 30 to 60 runs. When the ASA procedure is
activated, SOS performs the following steps:

• the Shapiro–Wilk test [92] is performed on the reference algorithm A and subsequently on the
comparison algorithm B with null-hypothesis H0: “results are normally distributed”;

• if both A and B are normally distributed (i.e., the Shapiro–Wilk test fails at rejecting H0 on both
algorithms), the homoscedasticity of the two distributions (i.e., homogeneity of variances) is
tested with the F-test [93], in order to check whether the normal distributions have identical
variances and:

◦ if variances are equivalent, it is concluded that both A and B have normal distributions,
which suggests the use of a two-sided T-test [94,95] with null-hypothesis H0 : A �= B to make
a decision according to the following logic:

- if H0 is rejected, A and B are two equivalent stochastic processes. The test terminates.

- if the test fails at rejecting if H0, a one-sided T-test [94,95] is performed to test if A
outperforms B, i.e., H0 : A < B is rejected, or B outperforms A, i.e., H0 : A > B is
rejected. The test terminates.

◦ if variances are not equivalent, the Welch T-test [96,97] is used to test the null-hypothesis
H0 : A �= B;

- if H0 is rejected, A and B are two equivalent stochastic processes. The test terminates.

- if the test fails at rejecting if H0, a one-sided Welch T-test [96,97] is performed to test
if A outperforms B, i.e., H0 : A < B is rejected, or B outperforms A, i.e., H0 : A > B is
rejected. The test terminates.

• if at least one between A and B is not normally distributed (i.e., the Shapiro–Wilk test rejects H0

on at least one algorithm), a non-parametric test is necessary, and a two-sided Wilcoxon rank-sum
test is performed to test H0 : A �= B and:

◦ if the null-hypothesis is rejected, A and B are two equivalent stochastic processes. The test
terminates.

◦ if the test fails at rejecting H0, a one-sided Wilcoxon rank-sum test is performed to test if A
outperforms B, i.e., H0 : A < B is rejected, or B outperforms A, i.e., H0 : A > B is rejected.
The test terminates.

It should be noted that the ASA procedure formulates the null-hypothesis as H0 : A �= B, while
the stand-alone version of the Wilcoxon rank-sum test explained in Section 4.1 is implemented by
considering H0 : A = B. This should not generate confusion. The null-hypothesis can be indeed
arbitrarily chosen, and it is formulated differently here to facilitate the implementation of the test.

5. Visual Representation of Results

With SOS, results can be displayed in several formats. After performing an experiment, raw
data are located in the SOS results folder, unless differently indicated, and can be processed straight
away or merged with those from other experiments before being processed. In the results folder,
data are arranged in sub-folders with self-explanatory names to be easily individuated. The main
folder comes with the name of the experiment and contains a text file describing it, as explained in
Section 2.1, as well as sub-folders whose names refer to the benchmark suite used, the specific function
identifier and the dimensionality of the problem. Inside each folder, a fitness trend file is stored for
each performed run. On top of the fitness values’ trend, these files also report the variables of the best
solution found.
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From the raw data, SOS can extrapolate information and create graphs and tables thanks to several
auxiliary methods available in the platform. The class Experiments provides some of these routines
for collecting data and transforming them into more useful formats. Some of these can be seen in
Figure 7, which shows the main method of the TablesGenerator class located in the default package.

Figure 7. An example of the TablesGenerator class containing methods for visually displaying results
in several different formats.

With reference to Figure 7, let us focus first on the experiment.setTrendsFlag(true,true)

method. The first Boolean value, in the example set to true, indicates that while scanning the raw
data for producing tables, SOS will simultaneously save a further text file with the data needed to
plot an average fitness trend graph. The second Boolean value, i.e., the error flag, also set to true

in the example , indicates that the graph will show the fitness trend in terms of average error w.r.t.
the known optimum, rather than average fitness. Obviously, this flag is mainly activated when
optimising benchmark functions, for which the optimum is usually known. The outputs will look like
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the examples reported in Figure 8. More details regarding the generation of the fitness trends are given
in Appendix A.

(a)

(b)

Figure 8. Example of average error trends produced with SOS for the study in [24]. In (a), the full
image with the caption. In (b), a further example of an average error trend from the same study, plotted
in both linear and logarithmic scale. More examples from several other studies were gathered in [98].

The next two methods, experiment.importData() and experiment.describeExperiment(),
start this process and describe it (in the generated log file) iteratively. If the first flag passed to
experiment.setTrendsFlag() is not active, the importData() method will collect data from the
corresponding folders and process them, but will store in memory only the information required for
the generation of tables, without saving the average trends’ information into plottable files. Once
the raw data are loaded in memory, SOS can extrapolate the information to be displayed in tables.
For example, the commands experiment.computeAVG() and experiment.computeSTD() will lead
to a table where the average fitness value (or the average error value if the error flag is active) ±
the corresponding standard deviation are shown. The command experiment.computeMedian() will
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instead return the median fitness value (or median error depending on the error flag) amongst the
available runs. In the example, the three methods are used, but this is not compulsory. It is indeed
possible to call only some of or none of them. Moreover, other methods not included in this example
are also available, e.g., those for displaying the best or the worst run. If the methods are not called
at all, they will be called automatically (if needed) when the tables are generated, as shown in the
following part of the example in the figure. Conversely, if they are called, it is suggested to use
experiment.deleteFinalValues() to free some memory by discarding the final results from memory
and keeping only their average values (and the corresponding standard deviations). Before freeing the
memory, one may also want to save the final values to plot histograms and distributions, which might
be useful in some cases. This can be done in SOS by simply activating some additional flags. For more
details on these advanced features, we refer the reader to the online software documentation.

At this point, the statistical tests described in Section 4 can be performed to produce tables in
PDF and LATEX source code formats. To structure compact, but highly informative tables, SOS provides
specific classes. Let us keep following the example in Figure 7. One can see that four classes are used to
produce tables for the experiment object passed as an argument to the constructor. These classes are:

• TableCEC2013Competition, which produces tables displaying results according to the guidelines
of the CEC 2013 competition [79];

• TableBestWorstMedAvgStd, which produces tables displaying the worst, the best, the median,
and the average fitness value over the performed runs;

• TableHolmBonferroni, which produces tables displaying the “league table”, as shown in the
examples of Figure 9, obtained with the Holm–Bonferroni test explained in Section 4.2;

• TableAvgStdStat, which produces tables displaying the average fitness value ± standard
deviation and the results of the statistical analysis in terms of Wilcoxon rank-sum test, described
in Section 4.1, or the ASA procedure, described in Section 4.3. Examples are given in Figure 10.

Of note, these four classes are all extensions of the abstract class TableStatistics, from which
they inherit several miscellaneous methods, such as the setErrorFlag() method (used to indicate if
tables should display average fitness or errors values), the setRefenceAlgorithm() method (used to
indicate the reference algorithm) and the execute() method (which implements the specific statistical
test), as well as attributes, e.g., variables to store the significance levels α, confidence levels δ = 1 − α,
flags, etc. If customised tables are needed, this can be simply done by extending the TableStatistics

superclass and making use of the auxiliary methods provided in such a class to implement the
execute() method where new statistical tests and/or new table layouts can be implemented.

Let us now describe in detail the tables produced with the TableHolmBonferroni and
TableAvgStdStat classes, shown respectively in the examples reported in Figures 9 and 10.

With reference to Figure 9, which shows the outcome of the Holm–Bonferroni test, it can be noted
that SOS reports the rank of the reference algorithm in the caption (which is automatically generated).
Regardless of the number of benchmark or real-world problems added in the experiment file, SOS
performs the test as described in Section 4.2 and displays the comparison algorithms in descending
order according to their rank. As can be seen by comparing the Rank and pj columns, this corresponds
to a descending order also for the p-values. This way, algorithms in the top positions are quite likely to
behave similarly to the reference algorithm (i.e., the null-hypothesis is accepted), while those occupying
lower positions behave worse than the reference algorithm (i.e., the null-hypothesis is rejected). Other
relevant information as the z-statistic values (zj) and the normalised significance/confidence levels
(δ/j) are also reported in the table.
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(a)

(b)

Figure 9. Two examples of TableHolmBonferroni tables. In (a), some results from the study in [4]
obtained over the non-rotated functions of the R-CEC14 benchmark suite presented in Section 3. More
examples are available in the extended results files stored in the repository [99]. In (b), some results
from the study in [73] obtained over the functions of the CEC 2014 benchmark suite [2]. Extended
results for this study are available in the repository [98].

Figure 10 shows instead two examples of comparative tables obtained with the class
TableAvgStdStat. At first glance, it can be noticed that the best performance (in terms of average
error) is highlighted in boldface. This is obtained by setting the useBold flag equal to true, as in the
example of Figure 7. Generally, the boldface option is useful as it allows for spotting the “winner”
algorithm in a facilitated way. However, it can be turned off by simply setting useBold to false.
To strengthen the validity of the displayed results, the outcome of a statistical test is also added to
the table. With reference to Figure 7, if the useAdvancedStatistic flag is activated (i.e., it is equal to
true), the ASA test presented in Section 4.3 is performed. Otherwise, the Wilcoxon rank-sum test,
described in Section 4.1, is performed. Regardless of the employed statistical test, the same compact
notation is adopted to report its outcome in the table:

• if the reference algorithm A (i.e., the first one in the table) is statistically equivalent to a comparison
algorithm B (i.e., H0 : A = B cannot be rejected), the symbol “=” is placed in the corresponding
column next to the average ± std. dev. fitness/error values of B;

• if A statistically outperforms B, the symbol “+” is placed in the corresponding column next to the
average ± std. dev. fitness/error values of B;

• if A is statistically outperformed by B, the symbol “−” is placed in the corresponding column
next to the average ± std. dev. fitness/error values of B;
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(a) Wilcoxon rank-sum test

(b) ASA test

Figure 10. Two examples of TableAvgStdStat tables based on the Wilcoxon rank-sum test (a) and the
ASA test (b), respectively. In (a), some results from the study in [73] obtained over the functions of
the CEC 2014 benchmark suite [2]. In (b), some from the study in [24] obtained over three real-world
problems from the CEC 2011 benchmark suite [42]. Extended results for the studies in (a,b) are available
in the repository [98].

It is important to report the outcome of the statistical tests next to the average fitness/error value.
For example, with reference to Figure 10a, it can be noticed that despite (1+1)-CMA-ES displaying
the best average error value for f2, this is quite likely to be an isolated event as the “=” symbol
next to its value suggests that its general behaviour is actually statistically equivalent to the one of
the reference algorithm, i.e., RI-(1+1)-CMA-ES. Indeed, there is a very small difference between the
two average error values, i.e., of about 10−14, which is mathematically in favour of the comparison
algorithm, but practically, it is not sufficient to state that the comparison algorithm outperforms the
reference algorithm.

Online sources with further numerical tables and graphs produced with SOS are inidcated in the
Supplementary Materials section of this manuscript.

6. Conclusions

This paper highlighted the need for appropriate software platforms and procedures for rigorously
evaluating, comparing, tuning and studying the behaviour of stochastic optimisation algorithms.
Contrary to the current research trends, which led to an inflation of “novel” nature-inspired approaches
whose algorithmic behaviours are often difficult to comprehend, we argued that regardless of their
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inspiring metaphor, modern optimisation algorithms should be considered simply as stochastic
processes, due to their randomised nature, and therefore studied accordingly. The proposed SOS
platform facilitates the design of stochastic optimisation algorithms by: (1) proposing a general
approach for their implementation, which stresses the fact the metaheuristic algorithms are an
implementation of the same concept (i.e., convergence to near-optimal solutions by alternating
exploratory and exploitative phases); (2) providing mathematical tools to compare algorithms
statistically regardless of their inspiring metaphor; (3) providing tools for studying the internal
dynamics of population-based algorithms. The examples reported in this article illustrated how SOS
can be used to address the aforementioned points and display several successful studies where SOS
played a key role in fine-tuning algorithm parameters and studying the applicability of algorithmic
components on specific classes of optimisation problems. In this light, we can conclude that SOS is
not only a useful software tool for designing new algorithms, but most importantly, it is also ideal for
studying the algorithmic behaviour of established optimisation frameworks.

Supplementary Materials: Further material can be obtained from the following open-access repositories:
Raw data and extended galleries of tables and fitness trend graphs, generated with SOS for some
of the studies mentioned in this article, are available at www.doi.org/10.17632/6st7grtxfr.2 and
http://www.doi.org/10.17632/psp65d2nbc.1; Extensive galleries of images obtained with the joint use of SOS,
for generating data, and IOHprofiler, for plotting them, are available at www.doi.org/10.17632/zdh2phb3b4.2
and www.doi.org/10.17632/cjjw6hpv9b.1.
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to the published version of the manuscript.
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Terminology

The following terminology is used in this manuscript:

Computational budget Maximum allowed number of fitness evaluations for an optimisation process
Fitness function The objective function (from the EA jargon; usually, it refers to a scalar function)
Fitness The value returned by the fitness function
Fitness landscape Refers to the topology of the fitness function co-domain
Basin of attraction A set of solutions from which the search moves to a particular attractor
Run An optimisation process during which one algorithm optimises one problem
Initial guess Initial (random/passed) solution of an algorithm
Population-based A metaheuristic algorithm requiring a set of candidate solutions to function
Individual In the EA jargon, a candidate solution to a given problem
Population A set of individuals (i.e., candidate solutions)
Population size Number of solutions processed by a population-based algorithm
Variation operators Perturbation operators typical of EAs, e.g., recombination and mutation
Recombination Operator producing a new solution from two or more individuals
Mutation Operator perturbing a single solution
Parent selection Method to select candidate solutions to perform recombination
Survivor selection Method to form a new population from existing individuals
Local searcher Operator suitable for refining a solution rather than exploring the search space

Non-parametric test
A statistical test that does not require any assumption on how data
are distributed

Null-hypothesis
In statistics, it is the hypothesis of a lack of significant difference between
two distributions
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Abbreviations

The following abbreviations are used in this manuscript:

CEC Congress on Evolutionary Computation
CMA Covariance matrix adaptation
DE Differential evolution
EA Evolutionary algorithm
EC Evolutionary computation
ES Evolution strategy
FWER Family-wise error rate
GA Genetic algorithm
IEEE Institute of Electrical and Electronics Engineers
NFLT No free lunch theorem
PSO Particle swarm optimisation
SI Swarm intelligence
SOS Stochastic optimisation software

Appendix A. Producing the Fitness Trend

To save a plottable file containing the average fitness trend of an algorithm over a specific problem,
SOS first fills an array (of a size equal to the computational budget, by default 5000 × n with n being
the problem dimensionality) with the function evaluations’ values contained in the FTrend object
returned by the algorithm. This is done for each performed run. It should be noted that the FTrend

object contains a sequence of values that is monotonically decreasing (or increasing, depending on the
problem), i.e., each element of the array contains the best fitness value so far. These values reproduce
the optimisation trend of a single run and can be averaged with those obtained from other runs
in order to get an average fitness trend. The latter is stored in another array of equal dimension,
with each element computed as the average of the corresponding elements from each single run.
Subsequently, these arrays (the single run arrays and the average fitness array) are downsampled to
have 500 equispaced (in terms of fitness evaluation counter) elements. This results in better quality
graphs (as those shown in Figure 8), which are at the same time easier to handle and read. However,
the number of points plotted in the fitness trend can be changed, thus allowing for a higher or lower
number of fitness values to be included in the graphs to adapt to specific needs.
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Faculty of Electrical Engineering and Computer Science, University of Maribor, Maribor 2000, Slovenia;
saso.karakatic@um.si

Received: 29 April 2020; Accepted: 27 May 2020; Published: 2 June 2020

Abstract: The quality of machine learning models can suffer when inappropriate data is used,
which is especially prevalent in high-dimensional and imbalanced data sets. Data preparation
and preprocessing can mitigate some problems and can thus result in better models. The use of
meta-heuristic and nature-inspired methods for data preprocessing has become common, but these
approaches are still not readily available to practitioners with a simple and extendable application
programming interface (API). In this paper the EvoPreprocess open-source Python framework,
that preprocesses data with the use of evolutionary and nature-inspired optimization algorithms,
is presented. The main problems addressed by the framework are data sampling (simultaneous
over- and under-sampling data instances), feature selection and data weighting for supervised machine
learning problems. EvoPreprocess framework provides a simple object-oriented and parallelized API
of the preprocessing tasks and can be used with scikit-learn and imbalanced-learn Python machine
learning libraries. The framework uses self-adaptive well-known nature-inspired meta-heuristic
algorithms and can easily be extended with custom optimization and evaluation strategies. The paper
presents the architecture of the framework, its use, experiment results and comparison to other
common preprocessing approaches.

Keywords: data sampling; feature selection; instance weighting; nature-inspired algorithms;
meta-heuristic algorithms

1. Introduction

Data preprocessing is one of the standard procedures in data mining, which can greatly
improve the performance of machine learning models or statistical analysis [1]. Three common
data preprocessing tasks that are addressed by the presented EvoPreprocess framework are feature
selection, data sampling, and data weighting. This paper presents the EvoPreprocess framework,
which addresses the listed preprocessing tasks with the use of supervised machine learning based
evaluation. All three tasks deal with inappropriate and high-dimensional data, which can result in
either over-fitted and non-generalizable machine learning models [2,3].

Many different techniques have been proposed and applied to these of preprocessing data
tasks [1,4]; from various feature selection methods based on statistics (information gain, covariance,
Gini index, χ2 etc.) [5,6]; under-sampling data with neighborhood cleaning [7], prototype selection [8],
over-sampling data with SMOTE [9], and other SMOTE data over-sampling variants [10].
These methods are mainly deterministic and have limited variability in the resulting solutions.
Due to this, researchers also extensively focused on preprocessing with meta-heuristic optimization
methods [11,12].

Meta-heuristic optimization methods provide sufficiently good solutions to NP-hard problems
while not guaranteeing that the solutions are globally optimal. Since feature selection, data sampling
and data weighting are NP-hard problems [6], meta-heuristics present a valid approach, which is
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also supported by a wide body of research presented in the following sections. Applications of
nature-inspired algorithms in data preprocessing have already been used. Genetic algorithms were
used for feature selection in high-dimensional datasets to select six biomarker genes that linked with
colon cancer [13,14]. Evolution strategy was used for data sampling for the in the early software defect
detection [15]. Also, particle swarm optimization was used for the data sampling for classification of
hyperspectral images [16].

While research on the topic is wide and prolific, the standard libraries, packages and frameworks
are sparse. There are some well maintained and well-documented data preprocessing libraries [17–22],
but none of them provide the ability to use nature-inspired approaches in Python programming
language. The EvoPreprocess framework aims to fill in the gap between the data preprocessing and
nature-inspired meta-heuristics and provide easy to use and extend Python API that can be used
by practitioners in their data mining pipelines, or by researchers developing novel nature-inspired
methods on the problem of data preprocessing.

This paper presents the implementation details and examples of use of the EvoPreprocess
framework, which offers API for solving the three mentioned data preprocessing tasks with
nature-inspired meta-heuristic optimization methods. While the data preprocessing approaches for
classification tasks are already available, there is a lack of resources for data preprocessing on regression
tasks. The presented framework works with both tasks of supervised learning (i.e., classification and
regression) and therefore fills this gap.

The novelty of the framework is the following:

1. The framework provides simple Python object-oriented and parallel implementation of three
common data preprocessing tasks with nature-inspired optimization methods.

2. The framework is compatible with the well-established Python machine learning and data
analysis libraries, scikit-learn, imbalanced-learn, pandas and NumPy. It is also compatible with
the nature-inspired optimization framework NiaPy.

3. The framework provides an easily extendable and customizable API, that can be customized
with any scikit-learn compatible decision model or NiaPy compatible optimization method.

4. The framework provides data preprocessing for regression supervised learning problems.

The implementation of preprocessing tasks in the provided framework is on-par or better in
comparison to other available approaches. Thus, the framework can be used as-is, but its main
strength is that it provides a framework on which others can build upon to provide various specialized
preprocessing approaches. The framework handles the parallelization and the evaluation of the
optimization process and addresses the data leakage problem without any additional input needed.

The rest of the paper is organized as follows. The next section contains the problem formulation of
the three preprocessing tasks and the literature overview of data preprocessing with the nature-inspired
method. Section 3 contains the implementation details of the presented framework, which is followed
by the fourth section with examples of use. Finally, concluding remarks are provided in the fifth
section of the paper.

2. Problem Formulation

Let X ∈ Rn×m be a data matrix (data set) where n denotes the number of instances (samples)
in the data set, and m is the number of features. The data set X consists of instances x1, x2, . . . , xn,
where xi ∈ Rm and is written as X = [x1, x2, . . . , xn]. Also, the data set X consists of features
f1, f2, . . . fm, where fi ∈ Rn and is denoted as X = [ f1, f2, . . . , fm]. As we are dealing with a supervised
data mining problem, there is also Y, which is a vector of target values which are to be predicted. If the
problem is in a type of classification, the values in Y are nominal Y ∈ {c1, c2, . . . , ck}, where k is the
number of predefined discreet categories or classes. On the contrary, if we are dealing with regressing,
the target values in Y are continuous Y ∈ Rn. The goal of supervised learning is to construct the model
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M, which can map X to Ŷ while minimizing the difference between the predicted target values Ŷ and
true target values Y.

Feature selection handles the curse of dimensionality when machine learning models tend to
over-fit on data with a too large set of features [23]. It is a technique where most relevant features are
selected, while the redundant, noisy or irrelevant features are discarded. The result of using feature
selection is improved learning performance, increased computational efficiency, decreased memory
storage space needed and more generalizable models [5]. In mathematical terms, the feature selection
transforms the original data X to the new XFS (Equation (1)), with a potentially smaller set of features
f ′i than in the original set.

X = [ f1, f2, . . . , fm]

XFS = [ f ′1, f ′2, . . . , f ′l ]

l ≤ m

l > 0

. (1)

Feature selection has already been addressed with meta-heuristic and nature-inspired
optimization methods, as has been demonstrated in review papers [24,25]. Lately, the research
topic has gained extensive focus from the nature-inspired optimization research community, with the
application of every type of nature-inspired method to the given problem—whale optimization
algorithm [26], dragonfly [27] and chaotic dragonfly algorithm [28], grasshopper algorithm [29],
grey wolf optimizer [30,31], differential evolution and artificial bee colony [32], crow search [33],
swarm optimization [34], genetic algorithm [35] and many others.

On the other hand, data sampling and data weighting (sometimes instance weighting) address the
problem of improper ratios of instances in the learning data set [36]. The problem is two-fold—some
types of instances can be over-represented (the majority), and other instances can be under-represented
(the minority).

Imbalanced data sets can form for various reasons. Either there is a natural imbalance in real-life
cases, or certain instances are more difficult to collect. For example, some diseases are not common
and therefore patients with similar symptoms without the rare disease are much more common
than the patients with symptoms that have the rare condition [37,38]. In other cases, the balanced
and representative collection of data that reflects the population is sometimes problematic or even
impossible. One major cause of this problem in social domains is the well-documented self-selection
bias, where only a non-representative group of individuals select themselves into the group [39].
Convenience sampling is the next reason for over-representation of some and under-representation
of other samples [40]. For example, the cost-effectiveness of data collection can also contribute to the
emergence of majority and minority cases, when minorities are expensive (be it time- or financial
cost-wise) to obtain.

Furthermore, machine learning models require an appropriate representation of all types of
instances to be able to extract the signal and not confuse it with noise [41]. Data sampling [42–44]
and cost-sensitive instance weighting [45] have already been tackled with meta-heuristic methods,
evolutionary algorithms, and nature-inspired methods.

In the data sampling task, we transform the original data set X to XS, with a potentially different
distribution of instances. Note, that we can (1) under-sample the data set–only select the most relevant
instances, (2) over-sample the data set–introduce copies or new instances to the original set X, or (3)
simultaneously under- and over-sample the data set. The latter removes redundant instances and
introduces new ones in the new data set XS. With the EvoPreprocess framework, the simultaneous
under- and over-sampling is used, where instances can be removed, and copies of existing instances
can be introduced. The size n′ of the new set XS can be different or equal to the size n of the original
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set X, but the distribution of the instances in the XS should be different from the X. This is shown in
Equation (2).

n = |X|
n′ = |XS|

n′ > 0

XS �= X

XS ∩ X �= ∅.

(2)

On the other hand, data weighting does not alter the original data set X, but introduces the
importance factor of instances in the X, called weights. The greater the importance of the instance,
the bigger the weight for that instance, and vice versa—the lesser the importance, the smaller the
instance weight. Fitting the machine learning model on weighted instances is called cost-sensitive
learning, and can be utilized in several different machine learning models [46]. Let us denote the vector
of weights as W, which consists of individual weights w1, w2, . . . , wn, where wi ∈ R+ as is presented
in Equation (3).

W = [w1, w2, . . . , wn]

|W| = |X|
. (3)

While there are some rudimentary feature selection, data weighting, and data sampling methods
in the Python machine learning framework scikit-learn, again, there is a lack of evolutionary and
nature-inspired methods either included in this framework or, as independent open-source libraries,
compatible with it. EvoPreprocess intends to fill this gap by providing a scikit-learn compatible toolkit
in Python, which can be extended easily with the custom nature-inspired algorithms.

2.1. Nature-Inspired Preprocessing Optimization

Nature-inspired optimization algorithms is a broad term for meta-heuristic optimization
techniques inspired by nature, more specifically by biological systems, swarm intelligence,
physical and chemical systems [47,48]. In essence, these algorithms look for good enough solutions to
any optimization problem with the formulation [47,49] in Equation (4).

St = [s1, s2, . . . , sk]

St+1 = A
{

St; (p1, p2, . . . , ph); (w1, w2, . . . , wg))
}

.
(4)

The set St is a set of solutions [s1, s2, . . . , sk] in the iteration t. The next iteration of solutions
St+1 is generated using an algorithm A in accordance to the solution set in the previous iteration St,
the parameters (p1, p2, . . . , ph) of the algorithm A, and random variables (w1, w2, . . . , wg).

These algorithms have already been successfully applied to the preprocessing tasks [11,12,25],
proving the validity and the efficacy of these methods.

2.1.1. Solution Encoding for Preprocessing Tasks

The base of any optimization method is the solution s to the problem, which is encoded in a way
that changing operators can be applied on it to minimize the distance between the solution s and the
optimal solution. A broad set of nature-inspired algorithms work with the encoding of one solution
in the form of an array of values. If the values in the array are continuous numbers, we are dealing
with a continuous optimization problem. Alternatively, we also have a discrete optimization problem
where values in the array are discrete. Even though some problems need a discrete solution, one can
use continuous optimization techniques that can be mapped to the discrete search space [50]. Figure 1
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shows the common solution encoding s for feature selection, data sampling, and data weighting and
the transformation from a continuous search space to a discrete one, where this is applicable (data
sampling and feature selection).
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Figure 1. Encoding and decoding of solutions for data preprocessing tasks.

As Figure 1 shows, the encoding of data sampling with discrete values is straightforward—one
value in the encoding array corresponds to one instance from the original data set X, and the scalar
value represents the number of occurrences in the sampled data set XS. When using continuous
optimization, one can use mapping function m, which splits the continuous search space into bins,
each with its corresponding discrete value. Note that discrete values of occurrences can take any of the
non-negative integers, but solution encoding can be any non-negative real value. This is reflected in
Equation (5).
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sS = [e1, e2, . . . , ek]

ei ∈ R≥0

GS = m(sS)

m : R≥0 −→ N0

GS = [g1, g2, . . . , gk]

gi ∈ N0

(5)

The encoding for data weighting is even more straightforward. Again, each value in the array
corresponds to one instance in the data set X, and the scalar values represent the actual weights W of
the instances. There is no need for the mapping function, as long as we limit the interval of allowed
values for scalars in solution ei to [0, max_weight] as shown in Equation (6). Some implementations of
the machine learning algorithms accept only weights up to 1, thus limiting the search space to [0, 1];
others have no such limit, broadening the search space to [0, ∞).

sW = [e1, e2, . . . , ek]

ei ∈ R≥0.
(6)

Encoding for feature selection is in the form of an array of binary values—the feature is either
present (value 1) or absent (value 0) from the changed data set XFS (see Equation (7)). Using the
continuous solution encoding, one should again use the mapping function m, which splits the search
space into two bins (with arbitrary limits), one for the feature being present and one for the feature
being absent.

sFS = [e1, e2, . . . , ek]

ei ∈ R≥0

GFS = m(sFS)

m : R≥0 −→ {0, 1}

GFS = [g1, g2, . . . , gk]

gi ∈ {0, 1} .

(7)

2.1.2. Self-Adaptive Solutions

The presented solution encoding shows that there are different options for mapping the encoding
to the actual data set. These mapping settings are the following:

• In data weighting the maximum weight can be set,
• in data sampling the mapping from the continuous value to the appearance count can be set, and
• in feature selection the mapping from the continuous value to presence or absence of the feature

can be set.

In general, these values can all be set arbitrary, but could also be one of the objectives of the
optimization process itself. The values of these parameters can seriously influence the quality of the
results in preprocessing tasks [51–53], as it can guide the evolution of the optimization to the global
optima, rather than to the local one. The implementation of the preprocessing tasks in EvoPreprocess
uses this self-adaptive approach with the additional genes in the genotype [54].
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In the data weighting task, there is one additional gene, which corresponds to the maximum weight
that can be assigned. All of the genes corresponding to the weights are normalized to this maximum
value while leaving the minimum at 0. When using the imbalanced data set it is preferred that bigger
differences in weights are possible.

In data sampling the mapping of the interval [0, 1] to the instance occurrence count is set. Here,
nmax setting genes are added to the genotype, where nmax is the maximum number of occurrences on
the individual instance after it is over-sampled. Each setting gene presents the size of the mapping
interval of an individual occurrence count. Figure 2 presents the process of splitting the encoding
genome to the sampling and the self-adaptation parts and mapping it to the solution. Note, that in
Figure 2 the mapping intervals are just an example of one such self-adaptation and are not set as the
final values used in all mappings. These values differ from solutions and are also data set dependent.
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Figure 2. The self-adaptation with mapping genes in the encoding for data sampling task. The mapping
values presented in this example are determined by the genotype and are not fixed, but adapt during
the evolution process.

Some heavily imbalanced data sets could be better analysed if the emphasis is on
under-sampling—the interval for 0 occurrences (the absence of the instance) would become bigger in
the process. Other data sets could be more suitable if there are more minority instances, and therefore
intervals for many occurrences become bigger within the optimization process.

With feature selection where is only one setting gene added to the genotype. This gene represents
the size of the first interval, which maps other genes to the absence of the feature. Wider the data sets
with more features could be analyses with better results if more features are removed from the data
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sets. Therefore, the larger the number in the setting gene is preferred, when the more emphasis is
given to the shrinkage of the data set as more features are not selected. Again, the mapping interval in
Figure 3 are just an example for that particular mapping gene in the encoded genotype.
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Figure 3. The self-adaptation with mapping gene in the encoding for feature selection task.
The mapping value presented in this example are determined by the genotype and are not fixed,
but adapt during the evolution process.

The self-adaptation is implemented in the framework but could be removed in the extension or
customization of the individual optimization process. It is included in the framework as it is an integral
part of the optimization process in recent state-of-the-art papers [53,55–57] on data preprocessing with
nature-inspired methods.

2.1.3. Optimization Process for Preprocessing Tasks

All nature-inspired methods run in iterations during which the optimization process is applied.
The broad overview of the nature-inspired optimization algorithm is shown in Figure 4 and is based
on the rudimentary framework for nature-inspired optimization of feature selection by [25].
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Figure 4. The optimization process of preprocessing data with nature-inspired optimization methods
in EvoPreprocess.
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The optimization process starts with the initialization of solutions, which is either random or with
some heuristic methodology. After that, the iteration loop starts. First, every solution is evaluated,
which will be discussed later in this section. Next, the optimization operators are applied to the
solutions, which are specific to each the nature-inspired algorithm. The general goal of the operators
is to select, repair, change, combine, improve, mutate, and so forth,. solutions in the direction of a
perceived (either local or, hopefully, global) optimum. The iteration loop is stopped when a predefined
limit of ending criteria is reached, be it the maximum number of iterations, the maximum number of
iterations when the solutions stagnate, the quality that solutions reach, and others.

Nature-inspired algorithms strive to keep good solutions and discard the bad ones. Here,
the method of evaluating solutions plays an important role. One should define one or more objectives
that solutions should meet, and the evaluation function grades the quality of the solution based on
these objectives. As solutions are evaluated every iteration, this is usually the most computationally
time-consuming process of all steps in the optimization process.

When dealing with the optimization of the data set for the machine learning process,
multiple objectives have been considered in the literature [25,58–61]. Usually, one of the most
important objectives is the quality of the fitted model from the given data set. If the classification task
is used the standard classification metrics could be used: accuracy, error rate, F-measure, G-measure,
area under the ROC curve (AUC). If we are dealing with the regression task, the following regression
tasks can be used—mean squared error, mean absolute error, or explained variance. By default,
the EvoPreprocess framework uses a single-objective optimization to obtain either the error rate and
F-score for the classification and the mean squared error for the regression tasks. As the later sections
will show, the framework is easily extendable to be used for multiple objectives, be it the size of the
data set or others.

It is important to note that not all researchers consider the problem of data leakage. Data leakage
occurs when information from outside the training data set is used in the fitting of the machine
learning models. This manifests in over-fitted models that perform exceptionally well on the training
set, but poorly on the hold-out testing set. A common mistake that leads to data leakage is not using
the validation set when optimizing the model fitting. Applying the same logic to nature-inspired
preprocessing, data leakage occurs when the same data are used in the evaluation process and the final
testing process. The EvoPreprocess framework automatically holds-out the separate validation sets
and thus, prevents data leakage.

2.2. Nature-Inspired Algorithms

A large number of different nature-inspired algorithms were proposed in recent years. The recent
meta-heuristic research of nature-inspired algorithm was reviewed by Lones [62] in 2020, where he
concluded that most recent innovations are usually small variations of already existing optimization
operators. Still, there are some novel algorithms worth further investigation: polar bear optimization
algorithm [63], bison algorithm optimization [64], butterfly optimization [65], cheetah based
optimization algorithm [66], coyote optimization algorithm [67] and squirrel search algorithm [68].
Due to the amount of nature-inspired algorithms, a broad overview is beyond the scope of this
paper. Consequently, this section provides the formulation for the well-established and most used
nature-inspired algorithms.

First, Genetic algorithm (GA) is one of the cornerstones of nature-inspired algorithms, presented by
Sampson [69] in 1976, but research efforts on its the variations and novel applications are still numerous.
The basic operators here are the selection of the solutions (called individuals) that are then used for
the crossover (the mixing of genotype) which forms new individuals, which have a chance to go
through a mutation procedure (random changing of genotype). The crossover is an exploitation
operator where the solutions are varied to find their best variants. On the other hand, the mutation is a
prime example of an exploration operator, which prevent the optimization to get stuck in the local
optima. Each iteration is called a generation and can repeat until predefined criteria, be it in a form
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of maximum generations or stagnation limit. Most of the following optimization algorithms use a
variation of the presented operators.

Next, Differential evolution (DE) [70] includes the same operators as GA, selection, crossover and
mutation, but multiple solutions (called agents) can be used. In its basic form, the crossover of three
agents is not done with the simple mixing of genes (like in GA), but the calculation from Equation (8)
for each gene is used. Here xparent1, xparent2 and xparent3 are gene values from three parents, xnew is the
new value of the gene, and F is the differential weight parameter.

xnew = xparent1 + F ∗ (xparent2 − xparent3). (8)

Evolution strategy (ES) [71] is an optimization algorithm, which has similar operators to GA,
but the emphasis is given to the selection and mutation of the individuals. The most common variants
are the following: (μ/ρ, λ), where only new solutions form the next generation and (μ/ρ + λ) where
the old solutions compete with the new ones. The parameter μ presents the number of selected
solutions for the crossover and mutation from where ρ are derived. Value λ denotes the size of the
generation.

A variation of Evolution strategy is the Harmony search (HS) optimization algorithm [72] which
mimics the improvisation of a musician. The main search operator is the pitch adjustment, which adds
random noise to existing solutions (called harmony) or creates a new random harmony. Creation of
new harmony is shown in Equation (9). where xold denotes the old gene from the old genotype, xnew is
the new gene solution, brange denotes the range of maximal improvisation (change of solution) and ε is
a random number in the interval [−1, 1].

xnew = xold + brange ∗ ε. (9)

Next group of nature-inspired algorithms mimic the behaviour of swarms and are called swarm
optimization algorithms. Particle swarm optimization (PSO) [73] is a prime example of swarm algorithms.
Here each solution (called particle) is supplemented with its velocity. This velocity represents the
difference of change from its current position (genotype encoding) in the new iteration for this solution.
After each iteration, the velocities are recalculated to direct the particle to the best position. The moving
of particles in the search space represents both, the exploitation (moving around the best solution)
and the exploration (moving towards the best solution) parts of optimization. The iterative moving of
particles stops one of the following criteria is satisfied—the maximum number of iterations is reached,
the stagnation limit is reached, or particles converge to one best position.

One variation of PSO is Artificial bee colony (ABC) algorithm [74] which imitates the foraging
process of a honey bee swarm. This optimization algorithm consists of three operators which modify
existing solutions. First, employed bees use local search to exploit already existing solutions. Next,
the onlooker bees, which serve as a selection operator, search for new sources in their vicinity of
existing ones (exploitation). And last, the scout bees are used for the exploration where they use a
random search to find new food sources (new solutions).

Next, the Bat algorithm (BA) [75] which is a variant of PSO which imitates swarms of microbats,
where every solution (called bat) still has a velocity, but also emits pulses with varying levels of
loudness and frequency. The velocity of bats changes in consideration to the pulses from other bats
and the pulses are determined by the quality of the solution. Equation (10) shows the procedure
for updating the genes of individual bats. Here xold and xnew denote the old and the new genes
respectively, vold and vnew are the old and the new velocities of the bats, and fi, fmin and fmax are
current, minimal and maximal frequencies. β is a random number in the interval [0, 1].

fi = fmin + ( fmax − fmin) ∗ β

vnew = vold + (xold − xbest) ∗ fi

xnew = xold + vnew.

(10)
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Finally, one of the widely used swarm algorithms is Cuckoo search (CS) [76], which imitates laying
of eggs in the foreign nest by cuckoo birds. The solutions are eggs in the nests and those are repositioned
to new nests every iteration (exploitation), while the worst ones are abandoned. The modification of
the solutions is done with the optimization operator called the Lévy flight, which is in the form of
long random flights (exploration) or short random flights (exploitation). The migration of the eggs
with Lévy flight is shown in Equation (11), where α denotes the size of the maximal flight and Levi(λ)
represents a random number from Lévi distribution.

xnew = xold + α ∗ Levi(λ). (11)

2.3. Computation Complexity

In general, most nature-inspired algorithms have time complexity of O(m ∗ p ∗ Coperators + p ∗
Cf itnesseval), where m is the size of the solution, p is the number of modified and evaluated solutions
during the whole process, Coperators is the complexity of the operators (i.e., crossover, recombination,
mutation, selection, random jumps...), and Cf itnesseval is the complexity of the evaluation.

The evaluation of solutions is the most computationally expensive part. One of the
classification/regression algorithms must be used in order to (1) build the model, (2) make the
predictions, and (3) evaluate the predictions. This part is heavily reliant on the chosen solution
evaluator (the classification algorithm used). The evaluation of the prediction is a fixed O(n) complexity,
dependent on n samples in the data set. Training of the models and making predictions vary: decision
tree with Otraining(n2 p) and Oprediction(p), linear and logistic regression with Otraining(p2n + p3) and
Oprediction(p), and naive Bayes with Otraining(np) and Oprediction(p). Some of the ensemble methods
have and additional factor of the number of models in the ensembles (i.e., Random forest and
AdaBoost), and neural networks depend on the net architecture. Usually, the more complex the training
process, the more complex patterns can be extracted from the data and consequently, the predictions
are better.

If the evaluator and its use are fixed (as is in the experimental part of the paper), optimization
time varies in relation to the nature-inspired optimization algorithms used. Considering only the
array style solution encoding, the basic exploration and exploitation type operators (i.e., crossover,
recombination, mutation and random jumps) have O(m ∗ r ∗ Coperation) complexity, where m is the
size of the encoded solution, r is the number of solutions used in the operator, and Coperation is the
complexity of the operation (i.e., linear combination, sum, distance calculation...). As the m size of
the solution is usually fixed, researchers must optimize other aspects of the algorithms to get shorter
computation times. Thus, the fastest optimization algorithms are the ones with the fewest operators,
the operators with the fewest solutions participating in the optimization, or the lest complex operators.
For example, the genetic algorithm has multiple relatively simple operators: crossover, mutation,
elitism, selection (i.e., tournament where the fitness values are compared) and thus is one of the more
time-consuming ones.

Furthermore, algorithms, where operators can be vectorized, can take advantage of computational
speed-ups when low-level massive computation calls can be used. This is especially prevalent in
swarm algorithms, where calculating distances or velocities and then moving the solutions can be
done with matrix multiplications for all of the solution set at once, instead of individually for every
solution. If the speed of the data preprocessing is of the essence, this should be taken into account in the
implementation of the optimization algorithms. EvoPreprocess framework already provides parallel
runs of the optimization process data set folds, but its speed is still reliant on the nature-inspired
algorithms and evaluators used in the process.
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3. EvoPreprocess Framework

The present section provides a detailed architecture description of the EvoPreprocess framework,
which is meant to serve as a basis for further third party additions and extensions.

The EvoPreprocess framework includes three main modules:

• data_sampling

• data_weighting

• feature_selection

Each of the modules contains two files:

1. Main task class is to be used for running tasks data sampling, feature selection or data weighting;
2. Standard benchmark class, which is a default class used in the evaluation of the task, and can be

replaced or extended by custom evaluation class.

Figure 5 shows a UML class diagram for the EvoPreprocess framework and its relation to
the Python packages scikit-learn, imbalanced-learn and NiaPy. The custom implementation of
benchmark classes are in the classes CustomSamplingBenchmark, CustomWeightingBenchmark and
CustomFeatureSelectionBenchmark, which are denoted with dark background color.
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Figure 5. UML class diagram of the EvoPreprocess framework.
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3.1. Task Classes

The task class for data sampling is EvoSampling, which extends the imbalanced-learn class
for sampling data BaseOverSampler. The task class for feature selection, EvoFeatureSelection,
extends _BaseFilter class from scikit-learn. The main task class for data weighting does not use any
parent class. All three task classes are initialized with the following parameters.

• random_seed ensures reproducibility. The default value is the current system time in milliseconds.
• evaluator is the machine learning supervised approach used for the evaluation of preprocessed

data. Here, scikit-learn compatible classifier or regressor should be used. See description of the
benchmark classes for more details.

• optimizer is the optimization method used to get the preprocessed data. Here, the NiaPy
compatible optimization method is expected, with the function run and the usage of the evaluation
benchmark function. The default optimization method is the genetic algorithm.

• n_folds is the number of folds for the cross-validation split into the training and the validation
sets. To prevent data leakage, the evaluations of optimized data samplings should be done on the
hold-out validation sets. The default number of folds is set to 2 folds.

• n_runs is the number of independent runs of the optimizer on each fold. If the optimizer used is
deterministic, just one run should be sufficient, otherwise more runs are suggested. The default
number of runs is set to 10.

• benchmark is the evaluation class which contains the function that returns the quality of data
sampling. The custom benchmark classes should be used here if the data preprocessing objective
is different from the singular objective of optimizing error rate and F-score (for classification) or
mean squared error (for regression).

• n_jobs is the number of optimizers to be run in parallel. The default number of jobs is set to the
number of CPU cores.

The base optimization procedure pseudo-code is demonstrated in Algorithm 1, where the
train-validation split (lines 3 and 4) and multiple parallel runs (for loop in lines 6, 7 and 8) are
shown. Note that the XT data set given to the procedure should already be the training set and
not the whole data set X. The further splitting of XT into training and validation data sets ensures
that data leakage does not happen. To ensure that random splitting into training and validation sets
does not produce split dependent results, the stratified k-fold splitting is applied (into n_ f olds folds).
As the nature of nature-inspired optimization methods is non-deterministic, optimization is done
multiple times (n_runs parameter) and is run in parallel—every optimization on the separate CPU core.
The reduction (aggregation) of the results to one final results is done in different ways, dependent on
the preprocessing task.

• In data sampling the best performing instance occurrences in every fold are aggregated with mode.
• In data weighting the best weights in every fold are averaged.
• In feature selection the best performing selected features in every fold are aggregated with mode.

The preprocessing procedure from Algorithm 1 is called in different way in every task, which is
the consequence of different inheritance for every task: data sampling inherits from scikit-learn
_BaseFilter, feature selection inherits from imbalanced-learn BaseSampler and data weighting does
not inherit from any class.

All three task classes contain the following functions.

• _run is a private static function to create and run the optimizer with the provided evaluation
benchmark function. Multiple calls of this function can be run in parallel.

• _reduce is a private static function used to aggregate (reduce) the results of individual runs on
multiple folds in one final sampling.
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Algorithm 1: Base procedure for running preprocessing optimization.
input : XT training data set

n_ f olds number of folds for k-fold validation
n_runs number of individual parallel runs for each fold
optimizer nature-inspired optimization algorithm
evaluator classifier/regressor for evaluation processed data set
benchmark function to evaluate preprocessed data with evaluator

output : Xprocessed processed data set

1 results ← ∅
2 for i ← 1 to n_ f olds do

3 training_set ← getTrainingData(XT)

4 validation_set ← getValidationData(XT)

5 split_results ← ∅

// This for loop is run in parallel

6 for r ← 1 to n_runs do

7 X′ ← _run(training_set, validation_set, optimizer, evaluator, benchmark)
8 split_results ← split_results ∪ X′

9 end

10 best_result ← best (split_results)
11 results ← results ∪ best_result
12 end

13 Xprocessed ←_reduce(results)

In addition to those functions, the class EvoSampling also contains the function which is used for
sampling data.

• _fit_resample private function which gets the data to be sampled X and the corresponding target
values y. This is an implementation of the abstract function from imbalanced-learn package,
is called from the public fit_resample function from the BaseOverSampler class, and provides
the possibility to be included in imbalanced-learn pipelines. It contains the main logic of the
sampling process. The function returns a tuple with two values: X_S which is a sampled X and
y_S which is a sampled y.

The class EvoWeighting also contains the following function.

• reweight, which gets the data to be reweighted X and the corresponding target values y.
This function returns the array weights with weights for every instance in X.

The class EvoFeatureSelection contains the following functions.

• _get_support_mask private function, which checks if features are already selected. It overrides
the function from the _BaseFilter class from scikit-learn.

• select is a score function that gets the data X and the corresponding target values y and selects
the features from X. This function is provided as the scoring function for the _BaseFilter class so
it can be used in scikit-learn pipelines as the feature selection function. This function returns the
X_FS, which is derived from X with potentially some features removed.
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3.2. Evaluation of Solutions with Benchmark Classes

The second part of classes in all the modules are benchmark classes, which are helper
classes meant to be used in the evaluation of the samplings, weighting or feature selection tasks.
The implementation of custom fitness evaluation function should be done by replacing or extending
of these classes. The benchmark classes are initialized with the following parameters.

• X data to be preprocessed.
• y target values for each data instance from X.
• train_indices array of indices of which instances from X should be used to train the evaluator.
• valid_indices array of indices of which instances from X should be used for validation.
• random_seed is the random seed for the evaluator and ensures reproducibility. The default value

is 1234 to prevent different results from evaluators initialized at different times.
• evaluator is the machine learning supervised approach used for the evaluation of the results of

the task. Here, scikit-learn compatible classifier or regressor should be used: evaluator’s function
fit is used to construct the model, and function predict is used to get the predictions. If the
target of the data set is numerical (regression task) the regression method should be provided,
otherwise the classification method is needed. The default evaluator is None, which sets the
evaluator to either linear regression if the data set target is a number, or Gaussian naive Bayes
classifier if the target is nominal.

The benchmark classes all must provide one function—function which returns the evaluation
function of the tasks. This architecture is in accordance with NiaPy benchmark classes for their
optimization methods and was used in EvoPreprocess for compatibility reasons.

Three benchmark classes are provided, each for its task to be evaluated:

• SamplingBenchmark for data sampling,
• WeightingBenchmark for data weighting, and
• FeatureSelectionBenchmark for feature selection.

All provided benchmarks classes evaluate the task in the same way: evaluator is trained on
the training set selected with train_indices and evaluated on the validation set selected with
valid_indices. If the evaluator provided is a classifier, the sampled, weighted or feature selected
data are evaluated with error rate, which is defined in the Equation (12) and presents the ratio of
misclassified instances [77].

Error rate =
1
n

i−1

∑
n

z

{
0 if yi = ŷi

1 if yi �= ŷi
(12)

The F-score can be used to evaluate the classification quality, where the balance between precision
and recall is considered [77]. As the optimization strives to minimize the solution values, 1 − F-score
is used then. If the evaluator is a regressor, the new data set is evaluated using mean squared error
presented in Equation 13 and calculates the average of absolute error in predicting the outcome
variable [77].

MSE =
1
n

i−1

∑
n
(yi − ŷi)

2 . (13)
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4. Examples of Use

This section presents examples of using EvoPreprocess in all three supported data preprocessing
tasks: first, the problem of data sampling, next, we cover data weighting, and finally, the feature
selection problem. Before using the framework, the following requirements must be met.

• Python 3.6 must be installed,
• The NumPy package,
• The scikit-learn package, at least version 0.19.0,
• The imbalanced-learn package, at least version 0.3.1,
• The NiaPy package, at least version 2.0.0rc5, and
• The EvoPreprocess package can be accessed at https://github.com/karakatic/EvoPreprocess.

4.1. Data Sampling

One of the problems addressed by the EvoPreprocess is data sampling; or more specifically,
simultaneous under- and over-sampling of data with class EvoSampling in the module data_sampling
and its function fit_resample(). This function returns a two arrays; a two-dimensional array of
sampled instances (rows) and features (columns), and a one-dimensional array of sampled target
values from the corresponding instances from the first array. The code below shows the basic use of
the framework for resampling data for the classification problem, with default parameter values.

>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from EvoPreprocess . data_sampling import EvoSampling
>>>
>>> datase t = load_breas t_cancer ( )
>>> print ( d a t a s e t . data . shape , len ( d a t a s e t . t a r g e t ) )
[ 5 6 9 , 3 0 ] 569

>>> X_resampled , y_resampled = EvoSampling ( ) . f i t _ r e s a m p l e ( d a t a s e t . data , d a t a s e t . t a r g e t )
>>> print ( X_resampled . shape , len ( y_resampled ) )
[ 3 4 1 , 3 0 ] 341

The results of the run show that there were 569 instances in the data set before sampling and there
are 341 instances in the data set after the sampling, which shows that more samples were removed
from the data set than there were added.

The following code shows the usage of data sampling for the data set for the regression problem.
The code also demonstrates the setting of parameter values: a non-default optimizer method of
evolution strategy, 5 folds for validation, 5 numbers of individual runs on each fold split and 4 parallel
executions of individual runs.

>>> from sk learn . d a t a s e t s import load_boston
>>> from EvoPreprocess . data_sampling import EvoSampling , SamplingBenchmark
>>>
>>> d a t a s e t = load_boston ( )
>>> print ( d a t a s e t . data . shape , len ( d a t a s e t . t a r g e t ) )
( 5 0 6 , 13) 506

>>> X_resampled , y_resampled = EvoSampling (
eva luator=Decis ionTreeRegressor ( ) ,
optimizer=nia . Evolution s t ra tegy ,
n_folds =5 ,
n_runs =5 ,
n_jobs =4 ,
benchmark=SamplingBenchmark
) . f i t _ r e s a m p l e ( d a t a s e t . data , d a t a s e t . t a r g e t )
>>> print ( X_resampled . shape , len ( y_resampled ) )
( 7 0 3 , 13) 703
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Note that, in this case, the optimized resampled set is bigger (703 instances) than the original
non-resampled data set (506 instances). This is a clear example of when more instances are added
than removed from the set. If only under-sampling is preferred instead of simultaneous under- and
over-sampling, the appropriate under-sampling benchmark class would be provided as the value for
the benchmark parameter. In this example, a CART regression decision tree is used as the evaluator for
the resampled data sets (DecisionTreeRegressor), but any scikit-learn regressor could take its place.

4.2. Data Weighting

Some scikit-learn models can handle weighted instances. Class EvoWeighting from the module
data_weighting optimizes weights of individual instances with the call of reweight() function.
This function serves to find instance weights that can lead to better classification or regression
results—it returns the array of the real numbers, which are weights of instances in the order of those
instances in the given data set. The following code shows the basic example of reweighting and the
resulting array of weights.

>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from EvoPreprocess . data_weighting import EvoWeighting
>>>
>>> datase t = load_breas t_cancer ( )
>>> instance_weights = EvoWeighting ( ) . reweight ( d a t a s e t . data ,
d a t a s e t . t a r g e t )
>>> print ( ins tance_weights )
[1 .568983893273244 1.2899430717992133 . . . 0 .7248390003761751]

The following code shows the example of combining the data weight optimization with the
scikit-learn classifier of the decision tree, which supports weighted instances. The accuracies of both
classifiers, the one fitted with unweighted data and the one built with weighted data, are outputted.

>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from sk learn . model_se lect ion import t r a i n _ t e s t _ s p l i t
>>> from sk learn . t r e e import D e c i s i o n T r e e C l a s s i f i e r
>>> from EvoPreprocess . data_weighting import EvoWeighting
>>>
>>> random_seed = 1234
>>> datase t = load_breas t_cancer ( )
>>> X_train , X_test , y_tra in , y _ t e s t = t r a i n _ t e s t _ s p l i t (
d a t a s e t . data , d a t a s e t . t a r g e t ,
t e s t _ s i z e = 0 .33 ,
random_state=random_seed )
>>> c l s = D e c i s i o n T r e e C l a s s i f i e r ( random_state=random_seed )
>>> c l s . f i t ( X_train , y _ t r a i n )
>>>
>>> print ( X_tra in . shape ,
accuracy_score ( y_ tes t , c l s . p r e d i c t ( X_ t es t ) ) ,
sep= ’ : ’ )
( 3 8 1 , 3 0 ) : 0 .8936170212765957

>>> instance_weights = EvoWeighting ( random_seed=random_seed ) . reweight ( X_train ,
y _ t r a i n )
>>> c l s . f i t ( X_train , y_tra in , sample_weight=instance_weights )
>>> print ( X_tra in . shape ,
accuracy_score ( y_ tes t , c l s . p r e d i c t ( X_ t es t ) ) ,
sep= ’ : ’ )
( 3 8 1 , 3 0 ) : 0 .9042553191489362

The example shows that the number of instances stays 381 and the number of feature stays at 30,
but the accuracy rises from 89.36% with unweighted data to 90.43% with weighted instances.
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4.3. Feature Selection

Another task performed by the EvoPreprocess framework is feature selection. This is done
with nature-inspired algorithms from the NiaPy framework, and can be used independently, or as
one of the steps in the scikit-learn pipeline. The feature selection is used with the construction
of the EvoFeatureSelection class from the module feature_selection and calling the function
fit_transform(), which returns the new data set with only selected features.

>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from EvoPreprocess . f e a t u r e _ s e l e c t i o n import EvoFeatureSe lec t ion
>>>
>>> datase t = load_breas t_cancer ( )
>>> print ( d a t a s e t . data . shape )
( 5 6 9 , 30)

>>> X_new = EvoFeatureSe lec t ion ( ) . f i t _ t r a n s f o r m ( d a t a s e t . data ,
d a t a s e t . t a r g e t )
>>> print (X_new . shape )
( 5 6 9 , 17)

The results of the example demonstrate, that the original data set contains 30 features, and the
modified data set after the feature selection contains only 17 features.

Again, numerous settings can be changed: the nature-inspired algorithm used for the optimization
process, the classifier/regressor used for the evaluation, the number of folds for validation, the number
of repeated runs for each fold, the number of parallel runs and the random seed. The following code
shows the example of combining EvoFeatureSelection with the regressor from scikit-learn, and the
evaluation of the quality of both approaches – the regressor built with the original data set, and the
regressor built with the modified data set with only some features selected.

>>> from sk learn . d a t a s e t s import load_boston
>>> from sk learn . metr i cs import mean_squared_error
>>> from sk learn . model_se lect ion import t r a i n _ t e s t _ s p l i t
>>> from sk learn . t r e e import Decis ionTreeRegressor
>>> from EvoPreprocess . f e a t u r e _ s e l e c t i o n import EvoFeatureSe lec t ion
>>>
>>> random_seed = 654
>>> d a t a s e t = load_boston ( )
>>> X_train , X_test , y_tra in , y _ t e s t = t r a i n _ t e s t _ s p l i t (
d a t a s e t . data ,
d a t a s e t . t a r g e t ,
t e s t _ s i z e = 0 .33 ,
random_state=random_seed )
>>> model = Decis ionTreeRegressor ( random_state=random_seed )
>>> model . f i t ( X_train , y _ t r a i n )
>>> print ( X_tra in . shape ,
mean_squared_error ( y_ tes t , model . p r e d i c t ( X_ te s t ) ) ,
sep= ’ : ’ )
( 3 3 9 , 1 3 ) : 24 .475748502994012

>>> evo = EvoFeatureSe lec t ion ( evaluator=model , random_seed=random_seed )
>>> X_train_new = evo . f i t _ t r a n s f o r m ( X_train , y _ t r a i n )
>>>
>>> model . f i t ( X_train_new , y _ t r a i n )
>>> X_test_new = evo . transform ( X_ tes t )
>>> print ( X_train_new . shape ,
mean_squared_error ( y_ tes t , model . p r e d i c t ( X_test_new ) ) ,
sep= ’ : ’ )
( 3 3 9 , 6 ) : 18 .03443113772455
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The results show that, using the new data set with only 6 features selected during the fitting of
the decision tree regressor, outperforms the decision tree regressor built with the original data set with
all of the 13 features—MSE of 18.03 for the regressor with feature selected data set vs. MSE of 24.48 for
the regressor with the original data set.

4.4. Compatibility and Extendability

The compatibility with existing well-established data analysis machine learning libraries is
one of the main features of EvoPreprocess. For this reason, all the modules accept the data in
the form of extensively used NumPy array [78] and the pandas DataFrame [79]. The following
examples demonstrate the further compatibility capacity of the EvoPreprocess with scikit-learn and
imbalanced-learn Python machine learning packages.

The scikit-learn already includes various feature selection methods and supports their usage
with the provided machine learning pipelines. EvoFeatureSelection extends scikit-learn’s feature
selection base class, and so it can be included in the pipeline, as the following code demonstrates.

>>> from sk learn . l inear_model import LinearRegress ion
>>> from sk learn . p i p e l i n e import P i p e l i n e
>>> from sk learn . d a t a s e t s import load_boston
>>> from sk learn . metr i cs import mean_squared_error
>>> from sk learn . model_se lect ion import t r a i n _ t e s t _ s p l i t
>>> from sk learn . t r e e import Decis ionTreeRegressor
>>> from EvoPreprocess . f e a t u r e _ s e l e c t i o n import EvoFeatureSe lec t ion
>>>
>>> random_seed = 987
>>> d a t a s e t = load_boston ( )
>>>
>>> X_train , X_test , y_tra in , y _ t e s t = t r a i n _ t e s t _ s p l i t (
d a t a s e t . data ,
d a t a s e t . t a r g e t ,
t e s t _ s i z e = 0 .33 ,
random_state=random_seed )

>>> model = Decis ionTreeRegressor ( random_state=random_seed )
>>> model . f i t ( X_train , y _ t r a i n )

>>> print ( mean_squared_error ( y_ tes t , c l s . p r e d i c t ( X _ te s t ) ) )
20 .227544910179642

>>> p i p e l i n e = P i p e l i n e ( s teps =[
( ’ f e a t u r e _ s e l e c t i o n ’ , EvoFeatureSe lec t ion (
eva luator=LinearRegress ion ( ) ,
n_folds =4 ,
n_runs =8 ,
random_seed=random_seed ) ) ,
( ’ r e g r e s s o r ’ , Decis ionTreeRegressor ( random_state=random_seed ) )
] )
>>> p i p e l i n e . f i t ( X_train , y _ t r a i n )

>>> print ( mean_squared_error ( y_ tes t , p i p e l i n e . p r e d i c t ( X _ t es t ) ) )
19 .073532934131734

As the example demonstrates, the pipeline with EvoFeatureSelection builds a better regressor
than the model without the feature selection, as the MSE is 19.07 vs. the original regressor’s MSE of
20.23. The example also shows that one can choose different evaluators in any of the preprocessing
tasks from the final classifier or regressor. Here, the linear regression is chosen as the evaluator, but the
decision tree regressor is used in the final model fitting. Using a different, lightweight, evaluation
model can be useful when fitting the decision models that can be computationally expensive.
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All three EvoPreprocess tasks are compatible and can be used in imbalanced-learn pipelines [17],
as is demonstrated in the following code. Note that both tasks in the example are parallelized and the
number of simultaneous runs on different CPU cores is set with the n_jobs parameter (default value
of None utilizes all cores available). The reproducibility of the results is guaranteed with setting the
random_seed parameter.

>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from sk learn . t r e e import D e c i s i o n T r e e C l a s s i f i e r
>>> from imblearn . p i p e l i n e import P i p e l i n e
>>> from EvoPreprocess . f e a t u r e _ s e l e c t i o n import EvoFeatureSe lec t ion
>>> from EvoPreprocess . data_sampling import EvoSampling
>>> random_seed = 1111
>>> datase t = load_breas t_cancer ( )
>>> X_train , X_test , y_tra in , y _ t e s t = t r a i n _ t e s t _ s p l i t (
d a t a s e t . data ,
d a t a s e t . t a r g e t ,
t e s t _ s i z e = 0 .33 ,
random_state=random_seed )
>>>
>>> c l s = D e c i s i o n T r e e C l a s s i f i e r ( random_state=random_seed )
>>> c l s . f i t ( X_train , y _ t r a i n )
>>> print ( accuracy_score ( y_ tes t , c l s . p r e d i c t ( X _ te s t ) ) )
0 .8829787234042553

>>> p i p e l i n e = P i p e l i n e ( s teps =[
( ’ f e a t u r e _ s e l e c t i o n ’ , EvoFeatureSe lec t ion ( n_fo lds =10 ,
random_seed=random_seed ) ) ,
( ’ data_sampling ’ , EvoSampling ( n_folds =10 ,
random_seed=random_seed ) ) ,
( ’ c l a s s i f i e r ’ , D e c i s i o n T r e e C l a s s i f i e r ( random_state=random_seed ) ) ] )
] )
>>> p i p e l i n e . f i t ( X_train , y _ t r a i n )
>>> print ( accuracy_score ( y_ tes t , p i p e l i n e . p r e d i c t ( X _ te s t ) ) )
0 .9148936170212766

The results show that the pipeline with both feature selection and data sampling results in a
superior classifier than the one without these preprocessing steps, as the accuracy of the pipeline is
91.49 vs. 88.30 for the classifier without preprocessing steps.

Using any of the EvoPreprocess tasks can be further optimized with the custom settings of
the optimizer (the nature-inspired algorithm used to optimize the task). This can be done with
the parameter optimizer_settings, which is in the form of a Python dictionary. The code listing
below shows one such example, where the bat algorithm [80] is used for the optimization process,
and samples the new data set with only 335 instances instead of the original 569. One should refer to
the NiaPy package for the available nature-inspired optimization methods and their settings.

>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from EvoPreprocess . data_sampling import EvoSampling
>>> import NiaPy . algori thms . b a s i c as nia
>>>
>>> datase t = load_breas t_cancer ( )
>>> print ( d a t a s e t . data . shape , len ( d a t a s e t . t a r g e t ) )
[ 5 6 9 , 3 0 ] 569

>>> s e t t i n g s = { ’NP ’ : 1000 , ’A ’ : 0 . 5 , ’ r ’ : 0 . 5 , ’Qmin ’ : 0 . 0 , ’Qmax ’ : 2 . 0 }
>>> X_resampled , y_resampled = EvoSampling ( optimizer=nia . Bat algorithm ,
o p t i m i z e r _ s e t t i n g s = s e t t i n g s
) . f i t _ r e s a m p l e ( d a t a s e t . data ,
d a t a s e t . t a r g e t )
>>> print ( X_resampled . shape , len ( y_resampled ) )
( 3 3 5 , 30) 335
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As EvoPreprocess uses any NiaPy compatible continuous optimization algorithm, one can
implement their own, or customize and extend the existing ones. The customization is also possible
on the evaluation functions (i.e., favoring or limiting to under-sampling with more emphasis on a
smaller data set than on the quality of the model). This can be done with the extension or replacement
of benchmark classes (SamplingBenchmark, FeatureSelectionBenchmark and WeightingBenchmark).
The following code listing shows the usage of the custom optimizer (random search) and custom
benchmark function for data sampling (a mixture of both model quality and size of the data set).

>>> import numpy as np
>>> from NiaPy . algori thms import Algorithm
>>> from numpy import apply_along_axis , math
>>> from sk learn . d a t a s e t s import load_breas t_cancer
>>> from sk learn . u t i l s import safe_ indexing
>>> from EvoPreprocess . data_sampling import EvoSampling
>>> from EvoPreprocess . data_sampling . SamplingBenchmark import SamplingBenchmark
>>>
>>> c l a s s RandomSearch ( Algorithm ) :
Name = [ ’ RandomSearch ’ , ’RS ’ ]

def r u n I t e r a t i o n ( s e l f , task , pop , fpop , xb , fxb , ∗∗dparams ) :
pop = task . Lower + s e l f . Rand . rand ( s e l f .NP, task .D) ∗ task . bRange
fpop = apply_along_axis ( task . eval , 1 , pop )
return pop , fpop , { }
>>>
>>> c l a s s CustomSamplingBenchmark ( SamplingBenchmark ) :
# _________________0___1_____2______3_______4___
mapping = np . array ( [ 0 . 5 , 0 . 7 5 , 0 . 8 7 5 , 0 . 9 3 7 5 , 1 ] )

def funct ion ( s e l f ) :
def evaluate (D, s o l ) :
phenotype = SamplingBenchmark . map_to_phenotype (
CustomSamplingBenchmark . to_phenotype ( s o l ) )
X_sampled = safe_ indexing ( s e l f . X_train , phenotype )
y_sampled = safe_ indexing ( s e l f . y_tra in , phenotype )

i f X_sampled . shape [ 0 ] > 0 :
c l s = s e l f . eva luator . f i t ( X_sampled , y_sampled )
y_predicted = c l s . p r e d i c t ( s e l f . X_valid )
q u a l i t y = accuracy_score ( s e l f . y_valid , y_predicted )
s ize_percentage = len ( y_sampled ) / len ( s o l )

return (1 − q u a l i t y ) ∗ s ize_percentage
else :
return math . i n f

return evaluate

@staticmethod
def to_phenotype ( genotype ) :
return np . d i g i t i z e ( genotype [ : −5] , CustomSamplingBenchmark . mapping )
>>>
>>> datase t = load_breas t_cancer ( )
>>> print ( d a t a s e t . data . shape , len ( d a t a s e t . t a r g e t ) )
( 5 6 9 , 30) 569

>>> X_resampled , y_resampled = EvoSampling ( optimizer=RandomSearch ,
benchmark=CustomSamplingBenchmark
) . f i t _ r e s a m p l e ( d a t a s e t . data , d a t a s e t . t a r g e t )
>>> print ( X_resampled . shape , len ( y_resampled ) )
( 3 1 1 , 30) 311
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5. Experiments

In this section, the results of the experiments of all three data preprocessing tasks with
EvoPreprocess framework are presented. The results of the EvoPreprocess framework are compared to
other publicly available preprocessing approaches in Python programming language. The classification
data set Libras Movement [81] was selected, as is the prototype of heavily imbalanced data set with
many features. Thus, data sampling, feature selection and data weighting could all be used. The data
set contains 360 instances of two classes with imbalance ration 14:1 (334 vs. 24 instances) and 90
continuous features. All tests were run with five-fold cross-validation. The classifier used was
scikit-learn implementation of CART decision tree DecisionTreeClassifier with default setting.
The settings for all EvoPreprocess experiments were the following:

• 2 folds for internal cross-validation,
• 10 independent runs of meta-heuristic algorithm on each fold,
• Genetic algorithmmeta-heuristic optimizer from NiaPy with the population size of 200, with 0.8

chance of crossover, 0.5 chance of mutation and 20,000 total evaluations,
• DecisionTreeClassifier for the evaluation of the solutions (denoted as CART),
• random seed was set to 1111 for all algorithms, and
• all other settings were left at their default values.

The results of weighting the data set instances are shown in Table 1. Classification of the
weighted data set (denoted as EvoPreprocess) produced better results, in terms of overall accuracy
and F-score, than the classification of the original non-weighted set. This was evident by looking at the
average and median score as the average rank (the smaller ranks are preferred). There are no other
weighting approaches available in either scikit-learn or imbalanced-learn packages, so the results of
EvoPreprocess weighting was compared to non-weighted instances.

Table 1. Accuracy and F-score results of weighting. The best values are bolded.

CART EvoPreprocess

Fold Acc Fsc Acc Fsc

1 83.56 33.33 87.67 47.06
2 90.28 36.36 95.83 57.14
3 88.89 20.00 91.67 57.14
4 91.67 25.00 88.89 42.86
5 85.92 0.00 88.73 0.00

Average 88.06 22.94 90.56 40.84
Median 88.89 25.00 88.89 47.06
Average rank 1.8 1.8 1.2 1.0

Next, the feature selection EvoPreprocess method was experimented with. All of the scikit-learn
feature selection methods were included in this comparison: chi2, ANOVA F and Mutual information.
Also, one additional implementation of feature election with genetic algorithm was included in the
experiment—sklearn-genetic [82]. This implementation was included in the experiment as it is freely
available for use when applying the genetic algorithm to feature selection problems and it is compatible
with scikit-learn framework (aligning it with of EvoPreprocess). The settings of sklearn-genetic
were left to their default values, as with EvoPreprocess, to prevent over-fitting to the provided data set.

The results in Table 2 show that, again, in both classification metrics, the classification results
were superior when feature selection with EvoPreprocess was used in comparisons to other available
methods. Final classification with features selected by EvoPreprocess resulted in the best accuracy
and F-score (according to average, median and average rank) Even when compared to the already
existing implementation of feature selection with genetic algorithm sklearn-genetic, it is evident,
that EvoPreprocess framework results in data sets which tend to perform better in classification. Even if
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this superiority of EvoPreprocess over sklearn-genetic is as a result of chance, due to No Free Lunch
Theorem, sklearn-genetic does not provide self-adaptation and parallelization as is readily available
with EvoPreprocess. Furthermore, sklearn-genetic provides feature selection only with genetic
algorithms, while EvoPreprocess provides preprocessing approaches with many more nature-inspired
algorithms and is easily extendable with any future new methods.

Table 2. Accuracy and F-score results of feature selection. The best values are bolded.

CART chi2 ANOVA F Mutual Information Sklearn Genetic EvoPreprocess

Fold Acc Fsc Acc Fsc Acc Fsc Acc Fsc Acc Fsc Acc Fsc

1 84.93 35.29 97.26 80.00 98.63 88.89 90.41 53.33 82.19 31.58 97.26 80.00
2 83.33 33.33 94.44 33.33 94.44 33.33 95.83 57.14 94.44 60.00 95.83 57.14
3 93.06 28.57 91.67 0.00 87.50 0.00 86.11 16.67 91.67 25.00 95.83 57.14
4 86.11 0.00 93.06 61.54 91.67 40.00 93.06 54.55 91.67 50.00 94.44 50.00
5 81.69 0.00 83.10 14.29 90.14 0.00 84.51 35.29 87.32 0.00 90.14 0.00

Average 85.82 19.44 91.91 37.83 92.48 32.44 89.98 43.40 89.46 33.32 94.70 48.86
Median 84.93 28.57 93.06 33.33 91.67 33.33 90.41 53.33 90.56 32.45 95.83 57.14
Avg. rank 5.0 4.0 3.0 2.8 2.8 3.6 3.4 2.6 3.8 3.2 1.2 2.2

Lastly, the experiment with data sampling was conducted. Here, several imbalanced-learn
implementation for under- and over-sampling were included: under-sampling with Tomek Links,
over-sampling with SMOTE, and over- and under-sampling with SMOTE and Tomek Links.
The results in Table 3 show the mixed performance of EvoPreprocess for data sampling. In general,
both over-sampling methods (SMOTE and SMOTE with Tomek Links) performed better than
EvoPreprocess. SMOTE over-sampling does not over-sample instance with duplication but constructs
synthetic new instances. Regular over-sampling with duplication can only go so far, while the creation
of new knowledge with new instances can further diversify the data set and prevent over-fitting
of the model. Also, the implementation of data sampling is such that the search space is positively
correlated with the number of instances in the original data set. Here, the data set contains 558
instances, which means, the length of the genotype is at least as large.

Table 3. Accuracy and F-score results of data sampling (under- and over- sampling). The best values
are bolded.

CART
Under-Sampling

Tomek Links
Over-Sampling

SMOTE
Over-under- Sampling
SMOTE with Tomek

EvoPreprocess

Fold Acc Fsc Acc Fsc Acc Fsc Acc Fsc Acc Fsc

1 84.93 35.29 84.93 35.29 94.52 66.67 94.52 66.67 84.93 0.00
2 83.33 33.33 83.33 33.33 97.22 75.00 97.22 75.00 94.44 33.33
3 93.06 28.57 93.06 28.57 88.89 33.33 88.89 33.33 94.44 33.33
4 86.11 0.00 86.11 0.00 93.06 54.55 93.06 54.55 87.50 40.00
5 81.69 0.00 81.69 0.00 92.96 61.54 92.96 61.54 94.37 0.00

Average 85.82 19.44 85.82 19.44 93.33 58.22 93.33 58.22 91.14 21.33
Median 84.93 28.57 84.93 28.57 93.06 61.54 93.06 61.54 94.37 33.33
Avg. rank 3.4 3.4 3.4 3.4 1.8 1.0 1.8 1.0 2.2 3

It was shown [83] that larger search spaces tend to be harder to solve for meta-heuristic algorithms,
making them stuck in the local optima. Numerous techniques tackle large problem solving for
meta-heuristic and nature-inspired methods [84–86], but the scope of this paper was to demonstrate
the usability of the EvoPreprocess framework in general. The framework could easily be extended
and modified with any large-scale mitigation approaches. On the other hand, the data sampling with
EvoPreprocess still outperforms the included under-sampling with Tomek Links by a great margin.

As the results of the experiment demonstrate, the EvoPreprocess framework is a viable and
competitive alternative to already existing data preprocessing approaches. Even though it did not
provide the best results in all cases on the one data set used in the experiment, its effectiveness is
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not questionable. Because of the No Free Lunch Theorem, there is no perfect setting for the used
methods that would perform the best in all of the tasks and different data sets. Naturally, with the
right parameter setting, all of the methods used in the experiment would probably perform in better.
Tuning the EvoPreprocess setting parameters would change the results, but the optimization to the one
used data set is not the goal of this paper. This experiment serves to demonstrate the straightforward
use and general effectiveness of the framework.

Comparison of Nature-Inspired Algorithms

In this section, the results of different nature-inspired algorithms in their ability to preprocess data
with feature selection, data sampling and data weighting, are compared. A synthetic classification data
set was constructed, which contained 400 instances, 10 features and 2 overlapping classes. Out of all
10 features, 3 of them were informative, 3 were redundant of informative features, 2 were transformed
copies of informative and redundant features and 2 were random noise. The experiment was done
with 5-fold cross-validation and the final results were averaged across all folds. The overall accuracy
and F-score were measured, as well as computation time of nature-inspired algorithms. All three
preprocessing tasks were applied individually before the preprocessed data was used in training of
the CART classification decision tree. The experiment was done on a computer with Intel i5-6500 CPU
@ 3.2 GHz with four cores, 32GB of RAM and Windows 10.

The nature-inspired algorithms used in this experiment were the following: Artificial cee
colony, Bat algorithm, Cuckoo search, Differential evolution, Evolution strategy (μ + λ), Genetic algorithm,
Harmony search, and Particle swarm optimization. The settings of the optimization algorithms were left at
their default values, only the size of the solution set (individual solutions in one generation/iteration)
was set to 100, and the maximal number of fitness evaluations was set to 100,000.

Table 4. Comparison of different nature-inspired algorithms on three data preprocessing task. Classification
accuracy, F-score and computation time (in seconds) are presented. The best results are bolded.

Task Algorithm Acc Fsc
Computation Time (s)

with Four Parallel Runs
Computation Time (s)
with no Parallel Runs

Fe
at

ur
e

se
le

ct
io

n

Artificial bee colony 86.24 66.02 15.0062 42.1964
Bat algorithm 85.24 64.12 15.2828 47.6856
Cuckoo search 84.49 60.80 13.8600 35.9927
Differential evolution 86.52 66.98 16.2162 61.5314
Evolution strategy 87.01 68.72 15.2992 50.4924
Genetic algorithm 86.51 67.50 15.0095 45.0393
Harmony search 85.76 65.99 15.9159 50.2762
Particle swarm optimization 85.25 63.66 14.8623 52.1369

D
at

a
sa

m
pl

in
g

Artificial bee colony 85.50 64.27 19.4990 61.4075
Bat algorithm 87.01 67.85 19.0993 58.1645
Cuckoo search 85.50 63.95 18.9420 53.1541
Differential evolution 86.25 65.33 23.4585 67.7465
Evolution strategy 84.00 61.56 19.2668 60.3277
Genetic algorithm 85.02 62.89 24.8603 73.1325
Harmony search 86.01 65.59 39.1134 105.1702
Particle swarm optimization 85.25 64.30 18.7993 52.8433

D
at

a
w

ei
gh

ti
ng

Artificial bee colony 87.76 69.98 16.7115 43.9391
Bat algorithm 86.25 66.47 14.7816 37.3560
Cuckoo search 86.74 67.55 15.9384 42.0680
Differential evolution 85.52 65.64 18.8684 51.4843
Evolution strategy 86.00 67.16 15.6373 72.5965
Genetic algorithm 86.24 64.35 22.0804 62.2260
Harmony search 87.01 67.04 37.2622 109.2218
Particle swarm optimization 88.00 68.76 15.5451 40.0671

The results of classification metrics and computation times for all preprocessing tasks are in
Table 4 and show no clear winner. Evolution strategy is the best algorithm in feature selection
(acc = 87.01%, F-score = 68.72%), and Bat algorithm is the best in data sampling (acc = 87.01%,
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F-score = 67.85%). Artificial bee colony (acc = 87.76%, F-score = 69.98%) and Particle swarm
optimization (acc = 88%, F-score = 68.76%) perform best in data weighting. Again, this is due to
No Free Lunch Theorem so there is no setting or algorithm that could perform the best in all situations
(preprocessing tasks or data sets).

Computation times are more consistent for different algorithms. Harmony search is clearly
among the slowest optimization algorithms in all three tasks, while Particle swarm optimization,
Cuckoo search and Bat algorithm rank among the fastest one in all three tasks. Table 4 also shows the
computation times of the same algorithms when no parallelization is used. The computation time
advantage of the parallelized implementation of the framework is evident in every nature-inspired
algorithm in every data preprocessing tasks. The parallelization is done by the framework and
is optimization algorithm independent, which makes custom implementations of optimization
algorithms straightforward. The speed differences are due to the differences in the operators
(see Section 2.3) and implementation differences (i.e., vectorized operators tend to compute faster,
than non-vectorized ones).

6. Conclusions

This paper presents the EvoPreprocess framework for preprocessing data with nature-inspired
optimization algorithms for three different tasks: data sampling, data weighting, and feature selection.
The architectural structure and the documentation of the application programming interface of the
framework are overviewed in detail. The EvoPreprocess framework offers a simple object-oriented
implementation, which is easily extendable with custom metrics and custom optimization methods.
The presented framework is compatible with the established Python data mining libraries pandas,
scikit-learn and imbalanced-learn.

The framework effectiveness is demonstrated in the provided results of the experiment,
where it was compared to the well-established data preprocessing packages. As the results suggest,
the EvoPreprocess framework already provides competitive results in all preprocessing tasks (in some
more than in others) in its current form. However, its true potential is in the customization ability with
other variants of data preprocessing tasks.

In the future, unit tests are planned to be included in the framework modules, which could
make customization of the provided tasks and classes easier. There are numerous preprocessing tasks
which could still benefit from the easy to use package (feature extraction, missing value imputation,
data normalization, etc.). Ultimately, the framework may serve the community by providing a simple
and customizable tool for use in practical applications and future research endeavors.
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57. Fister, D.; Fister, I.; Jagrič, T.; Brest, J. A novel self-adaptive differential evolution for feature selection using
threshold mechanism. In Proceedings of the 2018 IEEE Symposium Series on Computational Intelligence
(SSCI), Bangalore, India, 18–21 November 2018; pp. 17–24.

58. Mafarja, M.; Mirjalili, S. Whale optimization approaches for wrapper feature selection. Appl. Soft Comput.
2018, 62, 441–453. [CrossRef]

59. Soufan, O.; Kleftogiannis, D.; Kalnis, P.; Bajic, V.B. DWFS: A wrapper feature selection tool based on a
parallel genetic algorithm. PLoS ONE 2015, 10, e0117988. [CrossRef]

60. Mafarja, M.; Eleyan, D.; Abdullah, S.; Mirjalili, S. S-shaped vs. V-shaped transfer functions for ant lion
optimization algorithm in feature selection problem. In Proceedings of the international conference on
future networks and distributed systems, Cambridge, UK, 19–20 July 2017; p. 21.

61. Ghareb, A.S.; Bakar, A.A.; Hamdan, A.R. Hybrid feature selection based on enhanced genetic algorithm for
text categorization. Expert Syst. Appl. 2016, 49, 31–47. [CrossRef]

62. Lones, M.A. Mitigating metaphors: A comprehensible guide to recent nature-inspired algorithms.
SN Comput. Sci. 2020, 1, 49. [CrossRef]

63. Połap, D. Polar bear optimization algorithm: Meta-heuristic with fast population movement and dynamic
birth and death mechanism. Symmetry 2017, 9, 203. [CrossRef]

64. Kazikova A.; Pluhacek M.; Senkerik R.; Viktorin, A. Proposal of a New Swarm Optimization Method
Inspired in Bison Behavior. Recent Adv. Soft. Comput. 2019, 146–156. [CrossRef]

65. Arora, S.; Singh, S. Butterfly optimization algorithm: A novel approach for global optimization. Soft. Comput.
2019, 23, 715–734. [CrossRef]

66. Klein, C.E.; Mariani, V.C.; dos Santos Coelho, L. Cheetah Based Optimization Algorithm: A Novel Swarm
Intelligence Paradigm; ESANN: Bruges, Belgium, 2018.

67. Pierezan, J.; Coelho, L.D.S. Coyote optimization algorithm: A new metaheuristic for global optimization
problems. In Proceedings of the 2018 IEEE Congress on Evolutionary Computation (CEC), Rio de Janeiro,
Brazil, 8–13 July 2018; pp. 1–8.

68. Jain, M.; Singh, V.; Rani, A. A novel nature-inspired algorithm for optimization: Squirrel search algorithm.
Swarm Evol. Comput. 2019, 44, 148–175. [CrossRef]

69. Sampson, J.R. Adaptation in Natural and Artificial Systems; Holland, J.H., Ed.; The MIT Press: Cambridge, MA,
USA, 1976.

70. Storn, R.; Price, K. Differential evolution–a simple and efficient heuristic for global optimization over
continuous spaces. J. Glob. Optim. 1997, 11, 341–359. [CrossRef]

71. Beyer, H.G.; Schwefel, H.P. Evolution strategies—A comprehensive introduction. Nat. Comput. 2002, 1, 3–52.
[CrossRef]

72. Yang, X.S. Harmony search as a metaheuristic algorithm. In Music-Inspired Harmony Search Algorithm;
Springer: Berlin/Heidelberg, Germany, 2009; pp. 1–14.

73. Kennedy, J.; Eberhart, R. Particle swarm optimization. In Proceedings of ICNN’95-International Conference
on Neural Networks, Perth, Australia, 27 November–1 December 11995; Volume 4, pp. 1942–1948.

74. Karaboga, D.; Basturk, B. A powerful and efficient algorithm for numerical function optimization: Artificial
bee colony (ABC) algorithm. J. Glob. Optim. 2007, 39, 459–471. [CrossRef]

75. Yang, X.S.; Gandomi, A.H. Bat algorithm: A novel approach for global engineering optimization.
Eng. Comput. 2012. [CrossRef]

76. Yang, X.S.; Deb, S. Cuckoo search via Lévy flights. In Proceedings of the 2009 World congress on nature &
biologically inspired computing (NaBIC), Coimbatore, India, 9–11 December 2009; pp. 210–214.

77. Friedman, J.; Hastie, T.; Tibshirani, R. The Elements of Statistical Learning; Springer: New York, NY, USA, 2001;
Volume 1.

272



Mathematics 2020, 8, 900

78. Oliphant, T. NumPy: A guide to NumPy; Trelgol Publishing: Spanish Fork, UT, USA, 2006.
79. McKinney, W. Data Structures for Statistical Computing in Python. In Proceedings of the 9th Python in

Science Conference, Austin, TX, USA, 28 June–3 July 2010; pp. 51–56.
80. Yang, X.S. A new metaheuristic bat-inspired algorithm. In Nature inspired cooperative strategies for optimization

(NICSO 2010); Springer: Berlin/Heidelberg, Germany, 2010; pp. 65–74.
81. Dias, D.B.; Madeo, R.C.; Rocha, T.; Bíscaro, H.H.; Peres, S.M. Hand movement recognition for brazilian sign

language: A study using distance-based neural networks. In Proceedings of the 2009 International Joint
Conference on Neural Networks, Atlanta, GA, USA, 14–19 June 2009; pp. 697–704.

82. Calzolari, M. Manuel-Calzolari/Sklearn-Genetic: Sklearn-Genetic 0.2; Zenodo: Geneva, Switzerland, 2019.
[CrossRef]

83. Reeves, C.R. Landscapes, operators and heuristic search. Ann. Oper. Res. 1999, 86, 473–490. [CrossRef]
84. Yang, Z.; Tang, K.; Yao, X. Large scale evolutionary optimization using cooperative coevolution. Inf. Sci.

2008, 178, 2985–2999. [CrossRef]
85. Zhang, H.; Ishikawa, M. An extended hybrid genetic algorithm for exploring a large search space.

In Proceedings of the 2nd International Conference on Autonomous Robots and Agents, Kyoto, Japan,
10–11 December 2004; pp. 244–248.

86. Siedlecki, W.; Sklansky, J. A note on genetic algorithms for large-scale feature selection. In Handbook of
Pattern Recognition and Computer Vision; World Scientific: London, UK, 1993; pp. 88–107.

c© 2020 by the author. Licensee MDPI, Basel, Switzerland. This article is an open access
article distributed under the terms and conditions of the Creative Commons Attribution
(CC BY) license (http://creativecommons.org/licenses/by/4.0/).

273





MDPI
St. Alban-Anlage 66

4052 Basel
Switzerland

Tel. +41 61 683 77 34
Fax +41 61 302 89 18

www.mdpi.com

Mathematics Editorial Office
E-mail: mathematics@mdpi.com

www.mdpi.com/journal/mathematics





MDPI  
St. Alban-Anlage 66 
4052 Basel 
Switzerland

Tel: +41 61 683 77 34 
Fax: +41 61 302 89 18

www.mdpi.com ISBN 978-3-03943-455-8 


	Blank Page



