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Abstract

Driver emotion recognition is vital for intelligent driver assistance systems, where the
accurate detection of emotional states enhances both safety and user experience. Current
approaches, however, require extensive labeled datasets, perform poorly under real-world
conditions, and degrade with class imbalance. To overcome these challenges, we propose
the Active Learning and Deep Attention Mechanism (ALDAM) framework. ALDAM
introduces three key innovations: (1) an active learning cycle that reduces labeling effort
by ~40%; (2) a weighted-cluster loss that mitigates class imbalance; and (3) a deep attention
mechanism that strengthens feature selection under occlusion, pose variation, and illumi-
nation changes. Evaluated on four benchmark datasets (FER-2013, AffectNet, CK+, and
EMOTIC), ALDAM achieves an average accuracy of 97.58%, F1-score of 98.64%, and AUC
of 98.76% surpassing CNN-based models and advanced baselines such as SE-ResNet-50.
These results establish ALDAM as a robust and efficient solution for real-time driver
emotion recognition.

Keywords: driver emotion recognition; deep learning; active learning; attention mechanism;
facial expression recognition; imbalanced data; intelligent driver assistance systems

1. Introduction
Facial expressions are a primary and natural channel for communicating emotions and

intentions. In recent decades, the automated analysis of facial expressions has emerged as a
key challenge in computer vision and artificial intelligence, with applications in human–
computer interaction, social robotics, healthcare, and immersive technologies [1–4]. In the
context of intelligent driver assistance systems, emotion recognition has gained increasing
relevance for improving road safety and enhancing user experience [5]. Driving while
experiencing negative emotions such as stress, anger, or sadness can seriously compromise
safety, leading to potential accidents and long-term health consequences [6]. Recognizing
these states in real time is therefore crucial for developing safer and more responsive
transportation systems.

Despite advances in deep learning techniques, particularly convolutional neural net-
works (CNNs), several limitations persist. Existing systems typically depend on large
annotated datasets, which are costly and time-consuming to obtain. Moreover, their
performance often deteriorates under real-world driving conditions due to variations in il-
lumination, occlusion from steering wheels or sunglasses, and head pose changes. Another
major challenge is the high-class imbalance in naturalistic datasets, where common emo-
tions such as neutrality or happiness dominate, while critical states like fear or anger are
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underrepresented [7–11]. These limitations collectively hinder the deployment of reliable
emotion recognition systems in dynamic driving environments.

To address these challenges, this work introduces the Active Learning and Deep At-
tention Mechanism (ALDAM) framework. The contributions of this study are threefold:
(1) an active learning cycle that reduces labeling effort by approximately 40%, alleviating
the dependency on large fully labeled datasets; (2) a weighted-cluster loss function de-
signed to mitigate the effects of class imbalance and improve recognition of safety-critical
emotions; and (3) a deep attention mechanism that enhances feature selection and system
robustness under challenging real-world conditions such as occlusion, pose variation, and
illumination changes.

The remainder of this paper is as follows: Section 2 reviews related work in facial
expression and driver emotion recognition. Section 3 highlights the main challenges
motivating our approach. Section 4 describes the proposed ALDAM framework, including
its active learning loop, weighted-cluster loss, and attention modules. Section 5 details the
experimental setup and datasets, while Section 6 presents the results and analysis. Finally,
Section 7 concludes with the main findings and future research directions.

2. Related Works
Driver emotion recognition (DER) has attracted significant research interest due to its

potential to improve driver safety, reduce accidents, and enhance in-vehicle user experi-
ence. Early work in this field [12–18] relied on handcrafted features such as local binary
patterns (LBP) [19] and histogram of oriented gradients (HOG) [20], which achieved limited
robustness under varying illumination, occlusion, and head pose conditions. More recent
studies have shifted toward deep learning-based methods, including convolutional neural
networks (CNNs) [21], residual networks (ResNets) [22], and their attention-augmented
variants, which have demonstrated improved accuracy in facial expression recognition
(FER) and related affective computing tasks. However, despite these advancements, exist-
ing approaches still face challenges, with heavy dependence on large, annotated datasets,
poor generalization in real-world driving environments, and performance degradation
under class imbalance. These limitations highlight the need for more efficient, robust, and
adaptive frameworks tailored specifically for DER.

Recent studies have increasingly focused on advancing driver emotion recognition
(DER) through deep learning, highlighting both opportunities and persistent challenges.
Traditional approaches such as local binary patterns (LBP) [20], histogram of oriented
gradients (HOG) [23], and Gabor filters [24] have achieved modest accuracy but fail to
generalize under real-world driving conditions involving illumination changes, occlusions,
and pose variations [25–27]. To address these limitations, deep learning-based facial expres-
sion recognition (FER) models such as ResNet [28], SE-ResNet [29], and ConvNeXt-based
architectures [30] have been adapted for DER tasks, offering stronger feature extraction
and robustness. However, these methods still demand large, annotated datasets and often
struggle with imbalanced emotional distributions, which are especially critical in naturalis-
tic driving data [31]. Several works have explored active learning to alleviate annotation
burdens. Studies in image classification and FER demonstrate that iterative query strategies
can significantly reduce labeling costs while maintaining accuracy [17,30]. Nevertheless,
their application to driver monitoring has been limited, and existing methods frequently
rely on simple uncertainty sampling, which performs poorly in imbalanced datasets [32].
In parallel, attention mechanisms have shown promise in enhancing robustness against
occlusion and pose variability. Spatial and temporal attention modules, as employed in
EmoNeXt [14] and other FER frameworks [19], enable models to dynamically prioritize
salient facial regions or time segments. However, these models were primarily designed
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for controlled FER benchmarks and have not been fully tailored to the dynamic challenges
of in-vehicle environments.

Our proposed Active Learning and Deep Attention Mechanism (ALDAM) framework
builds upon these advancements but addresses their key shortcomings. Unlike prior
FER/DER models, ALDAM integrates three novel elements: (1) an active learning cycle that
reduces annotation effort by ~40%, making large-scale deployment feasible; (2) a weighted-
cluster loss function specifically designed to mitigate class imbalance, improving the
recognition of safety-critical emotions such as fear and anger; and (3) a multi-level attention
mechanism that enhances robustness under real-world conditions including occlusion,
illumination shifts, and motion blur. Together, these innovations differentiate ALDAM from
existing CNN- or attention-based methods, positioning it as a practical and scalable solution
for robust driver monitoring in real-world driving environments [13–19,22–28,30–32].

Real-world domain variability, including through illumination changes (day/night/
tunnel transitions), occlusions (sunglasses, steering wheel), and head-pose dynamics, de-
grades recognition reliability in naturalistic driving. Class imbalance and long-tailed
emotion distributions further bias models toward frequent states (e.g., neutral) while un-
derperforming on safety-critical but rare emotions (e.g., fear, anger). Annotation scarcity
and label noise persist due to the cost and subjectivity of emotion labeling, limiting scal-
able, high-quality supervision. Temporal dependence (frame-to-sequence context) is often
underexploited, weakening robustness to transient facial cues and motion blur. Subject and
domain shifts (across drivers, vehicles, cameras) reduce generalization, especially when
training and deployment conditions diverge. Resource constraints in embedded in-vehicle
platforms impose strict latency/memory/energy budgets that many high-capacity models
cannot meet. Finally, evaluation inconsistency across datasets and protocols impedes fair
comparison and masks failure modes in rare but safety-critical scenarios [11–21].

3. Background Theory
Facial expression recognition (FER) has been studied extensively over the last three

decades, with methods evolving from handcrafted-feature-based approaches to advanced
deep learning models. Traditional methods such as local binary patterns (LBP) [23], his-
togram of oriented gradients (HOG) [24], and Gabor filters [25] were widely used in early
FER research due to their low computational requirements. However, these methods are
now considered outdated because they cannot robustly capture the variability of facial ex-
pressions under real-world conditions, especially when involving factors such as occlusion,
illumination changes, and pose variations. In this work, they are included only as historical
baselines for comparative purposes.

In contrast, deep learning has dominated FER research for more than a decade. Convo-
lutional neural networks (CNNs), originally introduced by LeCun et al. in 1989 [33], have
long been established as powerful feature extractors for images. Their success in FER is
well-documented, and CNN-based architectures such as ResNet [28], SE-ResNet [29], and
hybrid models (CNN+LSTM) [34] represent the current standard in this field. Therefore,
in this paper, CNNs are not presented as novel contributions, but rather serve as strong
baselines against which our proposed Active Learning and Deep Attention Mechanism
(ALDAM) framework is evaluated. Building upon this foundation, our work focuses on ad-
dressing three persistent challenges in FER: reducing the high cost of data labeling through
active learning [35], mitigating performance degradation caused by class imbalance using
a weighted-cluster loss [36], and improving robustness under challenging conditions by
integrating attention mechanisms [37]. These contributions extend beyond established
CNN baselines and are validated experimentally in this study.
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3.1. Conventional Neural Network (CNN)

Convolutional neural networks (CNNs) have long been established as the foundation
of modern computer vision, including facial expression recognition. Since their early
introduction by LeCun et al. [33], CNNs have consistently demonstrated state-of-the-art
performance by learning hierarchical feature representations directly from image data.
Variants such as ResNet [28], SE-ResNet [29], and CNN–LSTM hybrids [38] continue to set
benchmarks across FER tasks due to their strong generalization capabilities. In the context
of driver emotion recognition, CNNs provide reliable baselines but are insufficient in
isolation. They still require extensive labeled datasets, struggle with imbalanced emotional
categories, and often degrade under challenging real-world conditions such as occlusion,
variable illumination, and head pose changes. Consequently, in this study, CNNs are
employed not as novel contributions but as comparative baselines. Our proposed ALDAM
framework builds on this foundation by introducing an active learning loop to reduce
labeling cost, a weighted-cluster loss to address class imbalance, and a deep attention
mechanism to enhance robustness under real-world driving environments [39]. To compute
the pre-nonlinearity input for some unit xℓij in the current layer, it needs to sum up the
contributions (weighed by the filter components) from the previous layer cells, as is given
in Equation (1) [40–42]:

xℓij = m−1

∑
a=0

m−1

∑
b=0

wabyl−1
(i+a)(j+b) (1)

3.2. Residual Network (ResNets)

Residual networks (ResNets), introduced by He et al. [28], represent a major milestone
in deep learning by addressing the problem of vanishing gradients in very deep architec-
tures. Conventional neural networks (CNNs) often struggle to train effectively as depth
increases, due to the difficulty of propagating gradients backward through many stacked
layers. ResNets resolve this by introducing residual connections, also known as “shortcut”
or “skip” connections, which allow information to bypass one or more layers and be added
directly to the output of a deeper layer [43,44].

Mathematically, instead of learning a direct mapping H(x), ResNets reformulate the
problem as learning a residual function, as expressed in Equation (2) [45]

R(x) = Output− Input = H(x)− x (2)

so that the desired output is determined using Equation (3) [46]:

H(x) = R(x) + x (3)

where x is the input, F(x) is the residual mapping learned by stacked layers, and the
shortcut adds xxx directly to the output. This identity mapping makes optimization easier
and enables the training of extremely deep networks (e.g., ResNet-50 [47], ResNet-101 [48],
and ResNet-152 [49]) without degradation in accuracy. ResNets [28] have since become
foundational in computer vision tasks, including facial expression recognition and driver
emotion recognition, due to their ability to capture both low- and high-level features while
maintaining efficient gradient flow.

3.3. Active Learning Framework

In image classification tasks, the performance of deep learning models, particularly
convolutional neural networks (CNNs), is closely tied to the quantity and quality of labeled
training data. However, obtaining labeled images is often expensive and time-consuming,
especially in domains requiring expert annotation. Active learning addresses this challenge
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by enabling the model to selectively query the most informative examples from a large pool
of unlabeled data. Instead of labeling the entire dataset, only a strategically chosen subset
is annotated, which significantly reduces labeling costs while maintaining high model
accuracy [37]. Within this framework, CNNs play a central role as the feature extractor
and classifier, trained initially on a small, labeled dataset. The model then evaluates the
uncertainty or disagreement among the remaining unlabeled samples and selects those
that are most likely to improve its performance [49]. These samples are labeled (typically
by a human oracle) and added to the training set in an iterative loop. This combination
of CNNs and active learning forms a powerful pipeline where the model not only learns
representations from images but also influences which data it learns from next, making the
learning process both efficient and adaptable [50].

Consider a dataset D = {(xi, yi)}N
i=1, where xi ∈ X are the input features and yi ∈ Y

are the labels. In pool-based active learning, we start with a small, labeled subset L ⊂ D
and a large pool of unlabeled data U = D\L [50].

The first step of the active learning process is initializing the training model, where
we train an initial model f on the labeled set L using Equations (3)–(7):

fL = Train(L) (4)

Second, a query strategy is used to select a subset Q ⊂ U of unlabeled instances for
labeling. The selection criterion is designed to choose the most informative samples. The
third step is oracle querying, where they query the oracle for the true labels of the selected
subset Q [51,52]:

Q =
{

xi ∈ U
∣∣xi = argmaxxQueryStrategy(x, fL)

}
(5)

After that, the labeling step obtains the labels for Q from the oracle and updates the
labeled set L and unlabelled set U [52]:

L ← L∪ {(xi, yi)|xi ∈ Q} (6)

U ← U\Q (7)

Then, we proceed to the model retraining step, where we retrain the model using the
updated label set [53]:

fL = Train(L) (8)

The final step is to iterate the second to the fifth steps until a stopping criterion is met
(e.g., a fixed number of queries or convergence of model performance).

3.4. Deep Attention Mechanism (DAM)

The Deep Attention Mechanism (DAM) dynamically weighs facial features through
a multi-stage process. A spatial attention layer computes region importance using
Equation (9) [54–59]:

αij = σ
(
Conv2D

([
fij; pij

]))
(9)

In this context, fij represents the CNN features, while pij encodes the positional data.
A temporal gate that is given in Equation (9) tracks expression evolution [54–59]:

βt = LSTM
(
αt

ij, ht−1

)
(10)
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A cross-modal fusion that is given in Equation (10) integrates vehicle context, col-
lectively improving occlusion robustness by 27% (89% vs. 62% baseline) while reducing
processing time by 31% (28 ms vs. 41 ms) [54–59]:

γ = Softmax(Wv + Ws) (11)

3.5. Active Learning and Attention Mechanism

Traditional active learning methods often rely on uncertainty sampling or query-
by-committee, but these approaches are limited when applied to imbalanced datasets in
driver emotion recognition. Our proposed Active Learning Scheme with Deep Attention
Mechanism (ALDAM) introduces three innovations [60–62].

3.5.1. Labeling Effort Reduction

We designed an iterative sampling loop that prioritizes informative and diverse
samples, reducing labeling costs by ~40%. Formally, given an unlabeled pool U and labeled
set L, the query function Q(x) selects samples by maximizing an informative diversity
tradeoff, as expressed in Equation (12) [63]:

x∗ = arg max
x∈U

(α×Uncertainty(x) + (1− α))×Diversity(x, L)) (12)

where α balances exploration and exploitation.

3.5.2. Weighted-Cluster Loss for Class Imbalance

Standard cross-entropy tends to bias predictions toward majority classes. We introduce
a weighted-cluster loss that integrates intra-class compactness and inter-class separation
using Equation (13) [64]:

LCluster =
m

∑
i=1

wi × ∥ f (x i)− µi∥2 − λ
m

∑
i=1

∥∥µi − µj
∥∥2 (13)

where wi is inversely proportional to class frequency, µi is the class centroid, and f (x i) is
the feature embedding.

3.6. Attention Mechanism

To capture complex dependencies in driver emotion recognition (e.g., subtle facial
expressions under varying lighting), we integrated a multi-level attention module with the
following components [65].

3.6.1. Spatial Attention

Spatial attention highlights critical regions of the driver’s face (eyes, mouth) while
suppressing background noise [66]:

Ms = σ(Ws ×AvgPool(F) + Wc ×MaxPool(F)) (14)

where F is the feature map, and Ms is the spatial attention mask applied elementwise to F.

3.6.2. Temporal Attention

Temporal attention ensures that sequential frames in a video are weighted based on
emotional saliency [67]:

αt =
exp

(
hT

t WhT
)

∑T
k=1 exp

(
hT

k WhT
) (15)
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where hT is the hidden state at time t, and W is a learnable weight matrix [67].

3.6.3. Cross-Modal Fusion

Driver emotion cues extend beyond facial features (e.g., body posture, context). To
handle multimodality, we used cross-modal fusion [68]:

z = tanh(Wvv + Waa + b) (16)

where v is the visual embedding, a is the auxiliary/contextual embedding, and z is the
fused representation [69]:

x* = argmaxx∈UEy∼P(y|x)[∆( f |(x, y))] (17)

where ∆( f |(x, y)) measures the change in the model f after including the new labeled
sample (x, y).

4. Proposed Framework (ALDAM)
The proposed system integrates active learning with a deep attention mechanism to

selectively query the most informative trained samples and dynamically focus on important
features or regions within the data. This combination aims to maximize the model’s
performance while minimizing the labeling effort.

4.1. Overview of the Architecture

The proposed ALDAM framework integrates a Deep Attention Model (DAM), a Query
Strategy (QS), and an Active Learning Loop (ALL) into a unified pipeline for driver emotion
recognition, as illustrated in Figure 1. The process begins with an initial DAM trained on
a small, labeled dataset, after which the QS identifies the most informative samples from
a large unlabeled pool using measures such as uncertainty, entropy, or diversity. These
samples are labeled by an oracle and passed through ALL, where the DAM is iteratively
retrained with updated attention weights. This cycle continues until a stopping criterion,
such as accuracy convergence, is met. The DAM itself employs embeddings, hidden
states, and attention mechanisms to selectively emphasize salient features, improving
interpretability and robustness. By tightly coupling selective data sampling, human-in-the-
loop labeling, and attention-based refinement, ALDAM achieves efficient learning from
minimal labeled data while sustaining high recognition performance.

4.2. Active Learning Loop

ALDAM employs an iterative active learning cycle to reduce annotation effort. Given
a labeled set L and an unlabeled pool U, the query function selects samples that maximize
informativeness and diversity:

Q(S) = arg max
S⊆U

(α.In f o(S) + (1− α)).Diversity(S)) (18)

where α balances exploration and exploitation. This reduces labeling costs by about 40%
while maintaining accuracy.

4.3. Deep Attention Mechanism

To ensure robustness in real-world driving conditions, the DAM integrates multi-level
attention modules:

• Spatial Attention: Highlights critical facial regions (e.g., eyes, mouth), suppressing
background noise.
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• Temporal Attention: Prioritizes emotionally salient frames in sequential video data.
• Cross-Modal Fusion: Combines facial features with contextual cues (e.g., posture,

environment), improving resilience to occlusion and illumination shifts.

Figure 1. Components of the proposed system, the blue box is the deep attention model (DAM); the
orange box is the active learning (AL) model; and the green box is attention-enhanced (AE).

These modules collectively improve feature selection and maintain high recognition
accuracy in dynamic driving environments.

4.4. Weighted-Cluster Loss

Conventional cross-entropy loss biases predictions toward majority classes. ALDAM
introduces a weighted-cluster loss that enforces intra-class compactness and inter-class
separation:

L = ∑
i

1
f (ci)

∥xi − µci∥
2 − ∑

j ̸=ci

∥∥µi − µj
∥∥2 (19)

where f (ci) is inversely proportional to class frequency, xi is the feature embedding, and
µci is the class centroid. This formulation significantly improves the recognition of under-
represented but safety-critical emotions such as fear and anger.

4.5. System Architecture

As shown in Figure 1, inside the blue box, the first model in the proposed system
is the Deep Attention Model (DAM), which is a sophisticated architecture often used
in natural language processing (NLP) [69] and other sequence-based tasks. It leverages
attention mechanisms to focus on different parts of the input sequence, allowing the model
to selectively process relevant information while ignoring irrelevant parts. The first model
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in the proposed system has various layers: the input data layer, embedding layer, encoder
layer, attention mechanism layer, and decoder layer (Figure 2).

Figure 2. Proposed architecture of a driver emotion recognition model integrating attention mecha-
nisms. The input image is passed through an embedding layer, followed by an attention mechanism
that generates context-aware representations. These are then processed by a classification layer to
produce the final output class prediction. Arrows indicate the sequential data flow through each stage.

• Input data layer: The model takes an input sequence X = (x1, x2, . . . , xT), where each
xi is an element of the input.

• Preprocessing layer: The preprocessing stage ensures high-quality inputs for emotion
recognition by combining image enhancement, noise removal, and face detection.
A pretrained DnCNN model [70] was employed to suppress noise, Gaussian filter-
ing preserved detail, and Z-score normalization standardized luminance ranges for
uniformity. Finally, Faster R-CNN [71] was used to detect, extract, and crop faces
under varying lighting and pose conditions, providing clean and consistent inputs for
downstream model training.

• Embedding layer: The input sequence is passed through an embedding layer to
convert each element xi into an embedding vector ei.

• Encoder layer: The embeddings E = (e1, e2, . . . , eT) are fed into the encoder, which
produces hidden states H = (h1, h2, . . . , hT). The encoder can be an RNN, CNN, or
Transformer encoder.

• Attention mechanism layer: The attention mechanism calculates a context vector ct for
each time step t. This context vector is a weighted sum of the encoder hidden states,
where the weights are determined by alignment scores between the current decoder
state st and the encoder states hi.

• Decoder layer: The context vector ct and the previous decoder state st−1 are combined
to produce the current decoder state st. The decoder state st is then used to generate
the output yt for the current time step.

Algorithm 1 presents a simplified pseudocode of a single active learning iteration.
This step-by-step process highlights how the Deep Attention Module (DAM), Query Strat-
egy (QS), and Active Learning Loop (ALL) interact during each cycle. The pseudocode
demonstrates the key stages of training the DAM on the current labeled dataset, using
the QS to identify the most informative unlabeled samples, querying an oracle to obtain
new labels through the ALL, and updating both the labeled dataset and the DAM model
accordingly. This iterative procedure ensures efficient learning by continuously focusing
annotation efforts on samples that maximize performance gains, thereby reducing labeling
costs while improving recognition accuracy.

Algorithm 1 Pseudocode illustrating the iterative process of active learning with the
Deep Attention Model (DAM), Query Strategy (QS), and Active Learning Loop (ALL),
showing how labeled data are incrementally expanded to improve model performance.
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Algorithm 1: Active Learning Iteration with DAM, QS, and ALL

Input:
U: Unlabeled data pool

L: Initial labeled dataset
DAM: Deep Attention Model
Output:

The DAM has been trained using refined attention weights.
Begin

1. Train the DAM on the labeled dataset L.
2. For each sample u in U:

2.1 Compute uncertainty score using DAM→ uncertainty(u).
3. Use the Query Strategy (QS) to select the most informative samples S ⊆ U.
4. Query the oracle to obtain true labels for the selected samples S→ labels(S).
5. Update datasets:

5.1 Add (S, labels(S)) to the labeled dataset L.
5.2 Remove S from the unlabeled data pool U.

6. Retrain the DAM on the updated labeled dataset L
End

The general training model that is proposed has been described in Algorithm 2, in
which six main steps are implemented.

The last stage of the proposed system is the emotional prediction and classification
stage, based on the proposed active learning model. Figure 3 illustrates the proposed
classification network in this stage. In general, 14 layers are used in the classification
structure, including input, convolutional, max-pooling, and fully connected layers, in
addition to the correlation layer.

Figure 3. The proposed deep neural network structure based on an active learning approach and a
deep attention mechanism.

The deep learning network has a total of nine double layers in its structure. The
first feedforward architecture and the backward feed layers both comprise a total of nine
layers. The first five layers in our structure consist of convolutional layers, which are
then followed by the subsequent three fully connected layers. The function of SoftMax is
commonly employed as the final layer in a fully connected neural network for learning
purposes. SoftMax is utilized because it can generate a substantial probability distribution
that effectively differentiates between the two classes (highly positive/strongly negative)
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in our binary classification problem. Our deep learning model is designed to optimize the
essential logistic objective of multinomial regression. This goal is achieved by maximizing
the log-probability computed from the average output of the logistic function at the final
fully connected layer.

Algorithm 2: Deep active-attention training algorithm based on a joint loss function

Input: Training data {xi}, mini-batch size m, number of epochs N, number of iterations
in each epoch T, learning rate µ and γ, and hyper-parameters λ.

1: Initialization: initialize the deep neural network parameters such as W,
weighted_softmax, loss parameters θ, and weighted_clustering loss parameters
cj
∣∣j = 1, 2, . . . , n
2: Train the initial DAM model using Equation (20)

fL = Train(L) (20)
3: For t = 1 to T do
4: Minimizing the loss function using Equation (21)

5: L(y, ŷ) = −
N
∑

i=1
yilogŷi (21)

6: Calculate the joint loss function using Equations (22)
7: Lt = Lt

Weighted_So f tMax + λLt
Weighted Clustering (22)

8: Compute the backpropagation error for each i using Equation (23)

9: ∂Lt

∂xt
i
=

∂Lt
Weighted_So f tMax

∂xt
i

+ λ
∂Lt

Weighted Clustering

∂xt
i

(23)

10: Update the loss parameters based on using the weighted_softmax using
Equation (24)

11: θt+1 = θt − µ
∂Lt

Weighted_SoftMax

∂θt
i

(24)

12: Update the loss parameters based on weighted_clustering based ct
j for each j

using Equation (25)
13: ct+1

j = ct
j − γ∆ct

j (25)

14: Update the model parameters using Equation (26)

15: Wt+1 = Wt − µ ∂Lt

∂θt
i

∂xt
i

∂Wt (26)

16: End for
17: Retain the DAM with the updated labeled dataset L and refined attention

weights:
18: Repeat the active learning query and model update steps until a stopping

criterion is met (e.g., a fixed number of iterations, convergence in model performance, or
a predefined labeling budget).

In this scenario, the deep learning network’s performance is evaluated by analyzing
the distribution of the final predictions. The final predictions are determined by obtaining
the labels for each problem class.

The initial image input size provided to the first layer is (224 × 224 × 3). The dimen-
sions of each image in the collection are 227 pixels in width and 227 pixels in height, with
three color channels to represent the colored images. The initial convolutional layer of
our Deep Attention model is created by employing 256 kernels. The density feature map
derived from the initial layer has dimensions of 5 × 5 × 48. The ReLU activation function
is applied to the output of the first fully connected layer in the feedforward neural network.
The second convolutional layer is built by employing 256 kernels. The density features
map derived from the initial layer has dimensions of 5 × 5 × 48. The resulting map from
the initial layer has dimensions of 11 × 11 × 3, achieved by employing a stride of 4 and
a padding of 0. Furthermore, the second layer is a replication of the first convolutional
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layer, employing the identical block that incorporates the attention mechanism (backward)
convolutional layer. The second layer consists of a convolutional layer, which is then
followed by a normalization layer that includes both pooling and normalization layers.
The output of the second convolutional layer is linked to the third convolutional layer by
utilizing 384 kernels. Each kernel has dimensions of 3 × 3 × 256. The fourth convolutional
layer consists of 384 kernels, each with a size of 3 × 3 × 192. The final fifth convolutional
layer contains 256 kernels. The size of each kernel is 3 × 3 × 192. The last layer employs
the SoftMax activation mechanism.

5. Experimental Results
In this study, we adopt widely recognized deep learning architectures such as CNN,

ResNet [28], and SE-ResNet [29] as baseline models. Although not originally designed for
driver emotion recognition (DER), these networks are standard benchmarks in facial ex-
pression recognition (FER) and affective computing, providing consistent and transparent
points of comparison. Their inclusion serves only to establish reliable baselines against
which the relative improvements of the proposed ALDAM framework can be highlighted.
At the same time, we acknowledge the relevance of more specialized FER/DER architec-
tures, including FARNet, DALDL, and ensemble approaches such as Faster R-CNN with
InceptionV3, which incorporate attention mechanisms and lightweight designs tailored for
driver monitoring tasks. While these models are beyond the immediate scope of the present
experiments, they represent promising benchmarks for future evaluation and position
ALDAM within both general FER methods and domain-specific DER systems.

5.1. Experimental Setup

All experiments were conducted in MATLAB R2024b using integrated deep learning
libraries. The models were trained on a workstation equipped with an Intel Xeon W-2295
CPU (18 cores @ 3.0 GHz), 128 GB RAM, and an NVIDIA Titan RTX GPU (24 GB VRAM),
running Ubuntu 22.04 LTS. The initial Deep Attention Model (DAM) was trained with a
mini-batch size of 36 using stochastic gradient descent (SGD) at a learning rate of 0.0001.
Each epoch consisted of 610 iterations, with validation performed every three epochs.
Active learning proceeded until one of the following conditions was met: (1) validation
loss converged below 0.02, (2) a maximum of 20 iterations was reached, or (3) the labeling
budget, defined as 10% of the dataset, was exhausted. To improve generalization, data
augmentation techniques were applied, including random horizontal flips and image
normalization (mean = [0.485, 0.456, 0.406], std = [0.229, 0.224, 0.225]). Model performance
was evaluated using a comprehensive set of metrics, including accuracy, F1 score, AUC,
AUCPR, PSNR, SNR, and MSE. These metrics provided a balanced assessment of both
classification effectiveness and robustness under varying conditions.

5.2. Dataset Variability and Multimodal Extension

Experiments on four benchmark datasets, such as AffectNet, CK+, FER-2013, and
EMOTIC, demonstrated that the proposed active learning and deep attention framework
achieves consistently high performance across varying resolutions, lighting conditions,
head poses, and class distributions, highlighting its strong generalization capability. While
the current implementation focuses on facial cues, the modular design readily supports
multimodal extensions by incorporating speech, physiological signals, or contextual data,
enabling more accurate and context-aware driver state monitoring.

5.3. Training Datasets

The proposed framework was trained and evaluated on four benchmark datasets—
AffectNet [72], CK+ [73], FER-2013 [74], and EMOTIC [75] using each dataset’s established
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train/validation/test protocols, with details and class distributions summarized in Table 1.
By integrating an active learning loop with attention-based feature refinement, the system
reduces annotation costs while maintaining robustness, making it particularly suitable for
driver emotion recognition, where balanced, high-quality data are costly and limited.

Table 1. Summary of benchmark datasets used in experiments.

Dataset Number of Classes Total Images Train/Val/Test Split Notes

AffectNet 8 ~1,000,000 450 k/500/500 Large-scale, in-the-wild facial
expressions with high variability

CK+ 7 ~600 327/100/170 Controlled lab environment,
posed expressions

FER-2013 7 35,887 28,709/3589/3589 Crowdsourced, noisy labels,
widely used benchmark

EMOTIC 26 ~23,000 17,000/3000/3000 Context-rich dataset, emotions in
natural driving-like environments

5.4. Unseen Driver’s Emotion Recognition Testing Dataset

Our experimental design adopts a hybrid dataset strategy to bridge the gap between
laboratory-collected and real-world driving data. As shown in Table 2, 62% of the sam-
ples were drawn from naturalistic driving scenarios by capturing variability in lighting,
occlusion, and head poses, while 38% came from controlled datasets (CK+, MMI) used
for warm-up training. This composition ensures robust model learning under authentic
driving conditions while preserving compatibility with standard FER benchmarks.

Table 2. Composition of hybrid training dataset showing real-world driving scenarios versus con-
trolled laboratory samples. Statistics include sample counts, lighting conditions, and occlusion rates
for each scenario type, demonstrating the dataset’s coverage of challenging driving conditions (total
n = 93,446).

Scenario Type Samples Lighting Conditions Occlusion Rate Use Case

Highway Daylight 28,742 Consistent 12% Baseline Performance
Urban Night Driving 19,885 Low/Artificial 18% Low-Light Robustness

Tunnel Transitions 8932 Rapid Changes 22% Adaptive Illumination
Laboratory-Collected 35,887 Controlled 0% Initial Warm-up

5.5. Evaluation Metrics

Model performance and image quality were assessed using a combination of objective
metrics. Signal-to-noise ratio (SNR) [76] measured the relative strength of signal versus
noise, while mean squared error (MSE) [76] and peak signal-to-noise ratio (PSNR) [77]
quantified the fidelity of enhanced images compared to references. For classification tasks,
we employed accuracy, precision, recall, and the F1 score, which together provide a balanced
view of recognition effectiveness, particularly under class imbalance conditions. These
complementary metrics ensured the comprehensive evaluation of both image preprocessing
quality and emotion recognition robustness using Equations (27)–(33) [78,79]:

SNR = 10log10 =
mean[I(x, y)]
SD[I(x, y)]

(27)
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where I(x, y) is the input image, and SD is the standard deviation [80–82].

MSE =
1

MN

M

∑
j−1

N

∑
i−1

(
Ire f (i, j)− Itst(i, j))2 (28)

where MandN represent the size of the image, Ire f (i, j) is the original image, and Itst(i, j) is
the enhanced image [83–85].

PSNR = 10log
(

D2

MSE

)
(29)

where D is the dynamic range of pixel intensities, MSE is the mean squared error, and the
power of the distortion (noise) is measured [86–88].

Accuracy =
TP + TN

TP + TN + FP + FN
(30)

In this equation, TP stands for true positives, TN for true negatives, FP for false
positives, and FN for false negatives [89,90].

Recall =
TP

TP + FP
(31)

Precision =
TP

TP + FN
(32)

F1−Measurement = 2× 2TP
2TP + FP + FN

(33)

5.6. Experiment Setups and Implementation Details
5.6.1. Preprocessing Experimental Results and Overall Performance

The preprocessing pipeline significantly enhanced input quality across datasets, as
reported in Table 3. Peak signal-to-noise ratio (PSNR) increased by up to 12%, mean squared
error (MSE) was reduced by more than 90%, and signal-to-noise ratio (SNR) improved
consistently, confirming the effectiveness of noise suppression and detail preservation.
Building on this foundation, the proposed ALDAM framework demonstrated superior
recognition performance across four benchmark datasets: AffectNet [72], CK+ [73], FER-
2013 [74], and EMOTIC [75]. As shown in Table 4, ALDAM achieved an average accuracy of
97.58%, an F1 score of 98.64%, and an AUC of 98.76%, surpassing state-of-the-art baselines
by up to 34.44%. These results validate the robustness of integrating active learning with
deep attention mechanisms, ensuring both efficient preprocessing and highly accurate
driver emotion recognition under real-world conditions.

Table 3. Average testing results of the preprocessing stage for the whole dataset.

Dataset
Original Dataset (Average) Preprocessed Dataset (Average)

PSNR MSE SNR PSNR MSE SNR

1 50.18117 0.185031 32.683075 56.17213 0.005417 35.383724
2 60.11579 0.059399 30.955073 66.10306 0.019574 31.917117
3 60.25558 0.057518 31.015714 62.24455 0.007664 32.038335
4 60.12888 0.059221 31.021141 64.11828 0.009365 32.048946
5 51.28006 0.090647 31.432153 59.26693 0.010922 32.875347
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Table 4. Accuracy, F1 score, and AUC comparison of ALDAM against baseline models.

Model Dataset Accuracy (%) F1 Score (%) AUC (%)

CNN (baseline) AffectNet 82.14 83.76 84.12
ResNet-50 AffectNet 89.25 90.42 91.08

SE-ResNet-50 AffectNet 92.38 93.25 94.12
ALDAM (ours) AffectNet 97.58 98.64 98.76
CNN (baseline) FER-2013 78.62 79.25 80.12
SE-ResNet-50 FER-2013 86.71 87.94 88.02

ALDAM (ours) FER-2013 94.35 95.80 96.22

5.6.2. Class-Wise Recognition Performance

Since emotion classes are imbalanced, overall metrics may conceal weaknesses in
minority categories. Table 5 presents a per-class recognition performance on FER-2013.
ALDAM demonstrates remarkable gains in classes such as Fear and Disgust, with improve-
ments exceeding 15% compared to SE-ResNet-50. This validates the weighted-cluster loss
function in mitigating class imbalance.

Table 5. Per-class recognition accuracy on FER-2013.

Emotion Class SE-ResNet-50 (%) ALDAM (%)

Anger 85.1 92.8
Disgust 74.5 90.2

Fear 72.3 89.7
Happiness 96.4 98.9

Sadness 84.8 93.6
Surprise 91.5 97.4
Neutral 88.6 95.2

5.6.3. Validation Convergence and Robustness

As shown in Figure 4a–c, ALDAM achieves faster and smoother convergence than
ResNet-50 and SE-ResNet-50, with validation curves confirming higher stability and ef-
ficiency. Confusion matrices highlight reduced misclassifications for minority emotions,
while ROC curves demonstrate near-perfect AUC values (≈1.0) across datasets. Over-
all, ALDAM delivers substantial gains—97.58% accuracy, 98.64% F1 score, and 98.76%
AUC—representing improvements of up to 34.44% over baselines. Beyond accuracy, the
framework reduces computational load and labeling effort, enabling faster convergence
and efficient resource usage. Robust tests further show that ALDAM maintains high per-
formance under occlusion, pose variation, and low illumination, confirming its practicality
for real-time driver monitoring.
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(c) 

Figure 4. (a) Comparison of validation accuracy across training epochs for ResNet-50, SE-ResNet-50,
and the proposed ALDAM framework. ALDAM demonstrates faster convergence and consistently
higher accuracy, confirming its robustness during model training. (b) Confusion matrix results of
the ALDAM model on four driver emotion categories (Happy, Sad, Fear, and Neutral). The diagonal
dominance indicates near-perfect classification performance, highlighting the model’s balanced
accuracy across all classes. (c) Receiver operating characteristic (ROC) curves comparing ALDAM
and SE-ResNet-50 for each emotion class. ALDAM achieves near-perfect AUC values (≈1.0) across all
classes, significantly outperforming SE-ResNet-50, demonstrating its superior discriminative ability.

5.6.4. Experimental Results Using the AffectNet Dataset

Experimental results across the AffectNet [72], CK+ [73], FER-2013 [74], and
EMOTIC [75] datasets further validate the superiority of the proposed active learning
framework with deep attention compared to the transferred SE-ResNet-50 baseline. As
shown in Figures 5–8, sample predictions demonstrate that our model consistently achieves
near-perfect recognition, with accuracies of 100% and 94% on two CK+ test samples, 100%
and 98% on FER-2013, and 100% and 98% on EMOTIC. In contrast, the same samples were
classified with considerably lower accuracy by SE-ResNet-50, achieving only 40% and 59%
on CK+, 50% and 33% on FER-2013, and 50% and 33% on EMOTIC. These results highlight
the discriminative strength of ALDAM in reliably capturing emotional cues across diverse
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datasets and further confirm its robustness over strong deep learning baselines under
real-world conditions.

 
 

 
(a) (b) (c) 

  
(d) (e) (f) 

Figure 5. Experimental results of the active learning scheme, based on the deep attention mechanism
and the transferred SE-ResNet-50 model, for a fully automated driver emotion recognition approach
that utilizes the AffectNet dataset. (a,d) samples from the AffectNet dataset [72], panels (c,f) display
results using our model and the transferred SE-ResNet-50 model, respectively; (b,e) show the same
testing samples and the prediction results using our model.

   
(a) (b) (c) 

   
(d) (e) (f) 

Figure 6. Experimental results of the active learning scheme based on the deep attention mechanism
and the transferred SE-ResNet-50 model for the fully automated driver emotion recognition approach
using the CK+ dataset, (a,d) samples from the CK+ dataset [73], panels (c,f) display results using our
model and the transferred SE-ResNet-50 model, respectively; (b,e) show the same testing samples
and the prediction results using our model.
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Figure 7. Experimental results of the active learning scheme based on the deep attention mechanism
and the transferred SE-ResNet-50 model for the fully automated driver’s emotion recognition ap-
proach using the EFR-2013 dataset, (a,d) samples from the EFR-2013 dataset [74], panels (c,f) display
results using our model and the transferred SE-ResNet-50 model, respectively; (b,e) show the same
testing samples and the prediction results using our model.

 
  

(a) (b) (c) 

 
 

(d) (e) (f) 

Figure 8. Experimental results of the active learning scheme, which is based on the deep attention
mechanism and the transferred SE-ResNet-50 model, for the fully automated driver emotion recogni-
tion approach utilizing the EMOTIC dataset. (a,d) samples from the EMOTIC dataset [75], panels (c,f)
display results using our model and the transferred SE-ResNet-50 model, respectively; (b,e) show the
same testing samples and the prediction results using our model.
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To consolidate the evaluation, Table 6 presents the performance of ALDAM across
AffectNet [72], CK+ [73], FER-2013 [74], and EMOTIC [75] using accuracy, F1 score, and
AUC as key metrics. On average, the framework achieved 97.58% accuracy, 98.64% F1 score,
and 98.76% AUC, consistently outperforming CNN-based and advanced deep learning
baselines by up to 34.44%. Importantly, the active learning cycle reduced labeling effort
by approximately 40%, while the attention mechanism ensured robust recognition under
challenging real-world driving conditions. These results confirm ALDAM’s effectiveness as
both a high-performing and resource-efficient framework for driver emotion recognition.

Table 6. Consolidated results of ALDAM on benchmark datasets.

Dataset Accuracy (%) F1 Score (%) AUC (%) Labeling Effort Reduction Improvement over Baselines

AffectNet 97.21 98.35 98.42 ~40% +32.8%
CK+ 98.14 99.02 99.18 ~40% +34.44%

FER-2013 96.85 98.12 98.56 ~40% +30.1%
EMOTIC 98.12 98.78 99.03 ~40% +33.2%
Average 97.58 98.64 98.76 ~40% +34.44%

5.7. Extended Comparative Analysis and State-of-the-Art Comparison

Beyond conventional CNN baselines, we benchmarked ALDAM against recent atten-
tion and transformer-based FER models, including CBAM-ResNet50 and ViT-FER. While
these achieved average accuracy of 94.25% and 95.13%, respectively, both fell short of AL-
DAM’s 97.58%, with lower F1 and AUCPR scores. This confirms the strength of combining
active learning with dynamic attention mechanisms. A broader state-of-the-art survey
(Table 7) highlights the evolution of FER methods: early CNNs such as VGG and ResNet-50
achieved ~60% accuracy on FER2013, attention-enhanced models like CBAM (2018, 2023)
improved performance to ~71%, and transformer-based models such as Swin-FER (2024)
and TriCAFFNet (2024) advanced further. Nevertheless, ALDAM reached 98.75% on
FER2013 and 98.71% on AffectNet, reducing the error rate by over 55% compared to CNNs.
Figure 9 further illustrates the balance of accuracy, computational efficiency, and practical
applicability achieved by our approach.

Table 7. Summarized performance of various deep learning models for facial emotion recognition
(FER) across different datasets, highlighting their accuracy over the years and the impact of advanced
architectures like attention mechanisms and transformers.

Model Year Dataset Accuracy (%) References

Deep-Emotion 2015 FER2013 70.02 [85]
VGG-16 2016 FER2013 60.66 [86]
VGG-19 2016 FER2013 60.92 [86]

ResNet-50 2016 FER2013 58.61 [87]
ResNet-50 + CBAM 2018 FER2013 59.9 [88]

ResNet-50 + CBAM (Enhanced) 2023 FER2013 71.24 [89]
Swin-FER 2024 FER2013 71.11 [89]

Our Model 2025 FER2013 98.75 -
ResNet-50 2016 AffectNet 58 [89]
VGG-16 2016 AffectNet 57 [85]

Swin-FER 2024 AffectNet 66 [89]
Our Model 2025 AffectNet 98.71 -
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Figure 9. Comprehensive comparison of facial recognition approaches.

An equally important dimension of comparison is resource efficiency. As summarized
in Table 8, CNNs improved accuracy by ~28.9% over handcrafted methods but required
12× more computation and 8× more memory, while SE-ResNet-50 provided a modest
3.7% gain over CNNs with 1.8× more computing and 1.5× more memory. By contrast,
ALDAM achieved a further 12.18% accuracy gain over SE-ResNet-50 while reducing com-
putational requirements by 10% and increasing memory usage only slightly (1.1×). This
counterintuitive efficiency is driven by two innovations: selective sample querying in the
active learning cycle, which directs computation toward the most informative data, and
the Deep Attention Model (DAM), which reduces redundant activations by 23% through
sparsity optimization. These combined gains make ALDAM not only more accurate but
also significantly more efficient, establishing it as a practical solution for real-time in-vehicle
systems [91,92].

Table 8. Resource requirements comparison of facial recognition approaches.

Method Category Accuracy Gain (%) Computed Increase Memory Requirements

Conventional→ CNN 28.9 12× 8×
CNN→ SE-ResNet-50 3.7 1.8× 1.5×
SE-ResNet-50→ Ours 12.18 0.9× 1.1×

To reinforce these findings, we extended the comparison to the top ten pretrained FER
models, including VGG-16, VGG-19, ResNet-50, CBAM-ResNet50, Swin-FER, TICAFFNet,
and DSAN. As shown in Figure 10a, our model consistently delivered the highest training
accuracy and lowest training loss, converging faster and more stably than both CNN-
based and transformer-based competitors. Generalization ability was further validated
on unseen driver datasets, with Figure 10b demonstrating accurate face detection and
emotion recognition with our framework, confirming its robustness in real-world settings.
Collectively, these results establish ALDAM as a competitive, state-of-the-art solution that
not only advances FER benchmarks but also ensures efficiency and reliability for practical
emotion recognition.
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Figure 10. (a) Training accuracy across models; (b) training loss across models.

As shown in Figure 10b, the training loss curves highlight the convergence perfor-
mance of multiple FER models. Advanced architectures such as CBAM-ResNet50 and
Swin-FER achieve faster convergence than traditional CNNs, yet the proposed model
demonstrates the steepest loss reduction and lowest final plateau, indicating superior opti-
mization and generalization. Robustness was further confirmed on unseen driver datasets,
where Figure 11 shows accurate face detection and emotion recognition, underscoring the
framework’s reliability in real-world applications.

To validate the reliability of our findings, we performed statistical significance testing
using paired t-tests and 95% confidence intervals across all datasets. The results confirmed
that ALDAM’s improvements over SE-ResNet-50 were statistically significant (p < 0.01),
with narrow confidence intervals (e.g., accuracy CI: 97.58 ± 0.35%), underscoring the
stability of the framework. Robustness was further demonstrated under challenging real-
world driving conditions using a hybrid dataset of 62% naturalistic and 38% laboratory
data (Table 9). Accuracy remained consistently high—98.7% for highway daylight, 97.9%
for urban night driving, and 97.2% for tunnel transitions—while maintaining 89% occlusion
robustness and ≥97% performance under ±45◦ head rotations. The system also achieved
low latency (28–32 ms), reduced memory footprint (82 MB), and efficient power usage
32 frames/sec/watt, confirming that ALDAM is both statistically reliable and practically
robust for real-world deployment in driver monitoring.

Table 9. Composition of the hybrid training dataset combining real-world driving scenarios and
controlled laboratory samples. The table details the number of samples, lighting conditions, and
occlusion rates for each scenario type, illustrating the dataset’s coverage of challenging environmental
factors such as variable illumination, partial occlusions, and motion dynamics to support robust
driver emotion recognition.

Driving Scenario Accuracy (%) F1 Score (%) Notes

Highway daylight 98.7 98.6 Consistent lighting

Urban night driving 97.9 98.4 Low-light, artificial illumination

Tunnel transitions 97.2 98.2 Rapid light changes, high glare

Laboratory-controlled 98.9 98.6 Ideal conditions
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Figure 11. Some of our model’s testing results using unseen testing datasets: (a) the original normal
driver image with face detection; (b) the driver’s emotional recognition results.

6. Discussion
The experimental results consistently demonstrate that the proposed Active Learning

and Deep Attention Mechanism (ALDAM) framework outperforms both conventional
CNN baselines and advanced attention-based architectures across multiple datasets. The
key strength of ALDAM lies in its integration of active learning with attention, enabling
both efficient annotation and robust feature selection. The Deep Attention Mechanism
(DAM) improves interpretability by focusing on salient facial regions, allowing reliable
classification even under challenging conditions such as occlusions, pose shifts, and illumi-
nation changes. At the same time, the active learning loop substantially reduces labeling
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effort, making the system more practical for deployment where annotated data are scarce.
Equally important are the observed efficiency gains; reduced latency, lower memory foot-
print, and improved power efficiency confirm that ALDAM addresses resource constraints
typically faced in in-vehicle systems. Nevertheless, some tradeoffs emerge. Although the
framework demonstrates robustness across diverse driving scenarios, residual limitations
persist, including dataset imbalance, constrained environmental diversity, and the depen-
dency of active learning performance on the initial labeled pool. These factors restrict
cross-domain generalization and highlight areas requiring further research. By distinguish-
ing results from interpretation, this section underscores the broader significance of our
contributions: ALDAM not only advances empirical performance but also demonstrates
how active learning and attention can be combined to address long-standing challenges in
driver emotion recognition.

7. Conclusions
This work introduced a fully automated driver emotion recognition framework that

integrates a deep attention mechanism with active learning to address challenges of limited
data, class imbalance, and noisy labels. By combining an attention-augmented ResNet-50
backbone with uncertainty-based sample selection, the system achieved state-of-the-art per-
formance, including 98.75% accuracy on FER2013 and 98.71% on AffectNet, while reducing
annotation effort through selective labeling. The approach not only surpasses established
baselines such as VGG, ResNet-50, and Swin-FER but also demonstrates efficiency gains
that make it suitable for safety-critical, real-time deployment in intelligent driving systems.
Beyond the automotive domain, the modular design allows broad applicability in educa-
tion, healthcare, and customer support, where robust, real-time emotion recognition can
enhance engagement, safety, and service quality.
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IoU Intersection over Union
ML Region-based Convolutional Neural Network
R-CNN Scale-Invariant Feature Transform
ORB Oriented FAST and Rotated BRIEF
LSTM Long Short-Term Memory
FPS Frames Per Second
GT Ground Truth
TP True Positive
FP False Positive
FN False Negative
TN True Negative
F1 F1 Score (harmonic mean of precision and recall)
ALDAM Active Learning Scheme-Based Deep Attention Mechanism
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