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Abstract

Vehicle re-identification (Re-ID) is a critical task in the fields of intelligent transportation
and urban surveillance. This task faces numerous challenges, such as significant changes in
shooting angles, strong similarities in appearance between different vehicles of the same
model, and difficulties in modeling fine-grained differences. To overcome the shortcomings
of existing methods in local feature extraction and multi-scale fusion, this paper proposes
an attention-guided dual-branch feature fusion network (DAFF-Net). The network uses
ResNet50-ibn as its backbone and designs two complementary feature extraction branches.
One branch fuses cross-layer attention between shallow and deep features, introducing
a Temperature-Calibration Attention Fusion Module (TCAF) to improve the accuracy of
cross-layer feature fusion effectively. The other branch enhances multi-scale attention for
mid-layer features, constructing a Multi-Scale Gated Attention Module (MSGA) to extract
local details and directional structural information. Finally, the discriminative ability of
the enhanced features is improved by concatenating the two branch features and jointly
optimizing the network using triplet loss, cross-entropy loss, and center loss. Experimental
results on the VeRi-776 and VehicleID public datasets indicate that the proposed DAFF-Net
outperforms existing mainstream methods in multiple key metrics. On the VeRi-776 dataset,
mAP and CMC@1 increased to 82.2% and 97.5%, respectively. In the three test subsets of
the VehicleID dataset, the CMC@1 metric achieved 90.7%, 84.6%, and 82.1%, respectively,
demonstrating the effectiveness of the proposed network in vehicle re-identification tasks.

Keywords: vehicle re-identification; intelligent transportation; feature fusion network;
multi-scale attention; fine-grained recognition

1. Introduction
Vehicle re-identification technology (Re-ID), or vehicle re-recognition technology, aims

to retrieve and match target vehicles from a database of vehicle images captured by surveil-
lance cameras. In recent years, with the rapid development of intelligent transportation
management systems, this technology has been widely applied in various practical scenar-
ios, including vehicle search and tracking, automated toll collection, road access control,
intelligent parking access, and access control systems [1].

Early vehicle re-identification methods primarily drew on traditional image retrieval
techniques, relying on manually designed features to extract vehicle appearance informa-
tion and perform feature matching based on this information. However, such methods
typically extract low-level features with weak discriminative power and limited expressive
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capabilities, making it difficult to cope with recognition tasks under complex real-world
conditions such as cross-perspective, occlusion, and lighting changes. Thanks to the rapid
development of artificial intelligence technology, vehicle re-identification methods based
on computer vision technology have made significant progress [2]. Using deep neural
networks to learn vehicle image features, the network can automatically extract depth
appearance features from images with complex backgrounds, different viewpoints, and
different lighting conditions. Accurate vehicle recognition and matching can be achieved
by calculating the similarity between these features.

Although vehicle re-identification methods using computer vision technology have
achieved good feature extraction and matching results, the task still faces many challenges.
On the one hand, image information is often incomplete due to obstruction and background
interference caused by different shooting angles. On the other hand, vehicles of the same
make and model appear highly similar when captured from the same perspective. However,
the same vehicle may exhibit significant differences in appearance depending on the time,
location, or condition, resulting in the problem of “small inter-class differences and large
intra-class differences,” as shown in Figure 1. These factors severely impact model accuracy,
making the enhancement of vehicle re-identification performance a current research hotspot
and challenge.

Figure 1. Challenges in vehicle re-identification tasks. (a) Vehicles are obscured in complex environ-
ments. (b) Vehicles of different makes appear very similar when photographed from the same angle.
(c) Vehicles of the same make appear quite different when photographed from different angles.

To address the issues mentioned above, some studies have developed methods ca-
pable of performing global aggregation on feature maps across the entire vehicle image.
This generates global appearance features at the image level as the primary descriptive
information and further designs various mechanisms to optimize feature distribution. Liu
et al. [3] constructed a deep relative distance learning framework based on global features,
introduced vehicle ID constraints, and enhanced the feature aggregation of similar samples
through triplet loss; Bai et al. [4] also used global features as a basis and proposed an intra-
class deviation loss function to guide the model to compress the distribution differences
between samples in the same group in the embedding space; Chu et al. [5] introduced a
perspective classifier auxiliary branch to enable the model to perceive perspectives and
improve feature consistency under different shooting angles. These methods can model
the overall appearance structure of vehicles, thereby improving the ability to recognize
samples with significant differences in appearance to a certain extent. However, when
distinguishing between vehicles with highly similar appearances, relying solely on overall
appearance characteristics still has obvious limitations, making it difficult to capture the
local details crucial for identification. To address this issue, researchers began focusing
on modeling local features of vehicles, supplementing overall appearance features with
local features that retain information about key vehicle components such as headlights
and grilles. Zhang et al. [6] used a pre-trained object detection model to locate candidate
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component regions. They learned the importance of the distribution of each local region,
enabling the model to assign higher attention weights to component regions with strong
discriminative power. He et al. [7] proposed the PRN network, introducing a vehicle
component detection branch into the model to automatically locate multiple key local re-
gions, including headlights, windows, and logos, and map these local regions to the global
feature map, thereby effectively enhancing the model’s ability to perceive fine-grained
differences. These methods, which introduce vehicle component detection regions and
use attention mechanisms to extract discriminative local features from images adaptively,
highlight the differences in specific details of vehicles while reducing interference from the
background and irrelevant regions, thereby improving the model’s ability to distinguish
between vehicles with highly similar appearances. If the obtained local detail features
are further fused with global features using feature fusion techniques to enhance feature
representation, more discriminative fused features can be obtained [8]. Based on the above
approach, this paper proposes an attention-guided dual-branch feature fusion network
(DAFF-Net). This network introduces differentiated attention mechanisms in two branches
and combines multi-scale complementary feature extraction strategies to extract features
from different levels and scales effectively. Additionally, the network achieves integration
of features from different levels through feature fusion operations, enhancing the model’s
comprehensive perception capabilities for both local details and global semantics, thereby
significantly improving vehicle re-identification performance.

The main contributions of this work are summarized as follows:

1. We propose a dual-branch attention-guided feature fusion network (DAFF-Net), which
introduces a Temperature-Calibration Attention Fusion (TCAF) module and a Multi-
Scale Gated Attention (MSGA) module to fully exploit and fuse the complementary
information of low-level, mid-level, and high-level features in the backbone network,
thereby achieving effective collaboration between local details and global semantics.
Additionally, to enhance the intra-class compactness of features, this paper introduces
a center loss function during training, further optimizing the model’s representation
learning capabilities.

2. We employ an integrated mechanism of “align first, fuse then, and adaptively select”,
enhancing key scale and directional cues within a unified semantic space. Compared
to traditional fusion methods like static concatenation, fixed pyramids, or single-layer
attention, this design reduces information dilution and cross-layer interference during
multi-level fusion. It achieves a more balanced trade-off between feature alignment,
multi-scale modeling, and directional selection at near-linear computational cost,
thereby preserving finer-grained component information and enabling more efficient
feature collaboration.

3. Extensive experimental results on the VeRi-776 and VehicleID datasets demonstrate
that the proposed method outperforms other relevant approaches in terms of feature
expression accuracy and cross-layer fusion effectiveness.

2. Related Work
2.1. Methods for Fusing Global and Local Features

A feature learning method that jointly models global appearance features extracted
from images with specific regions or structural parts can simultaneously focus on the
overall contour and local details of a vehicle, helping to distinguish between vehicles
that are similar in appearance but differ in local features, thereby improving the model’s
discriminative ability. Li et al. [9] utilized a self-supervised learning mechanism to guide the
model in automatically identifying local key regions within images, then fused the extracted
local features with global features. Furthermore, through downsampling, they achieved
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the integration of multi-scale features. Lee et al. [10] designed a multi-branch attention
mechanism to extract local discriminative information and introduced a soft segmentation
strategy in the feature fusion stage to integrate discriminative features across multiple
scales and perspectives, thereby improving re-identification accuracy under cross-camera
conditions. Some studies employ object detection algorithms to extract local vehicle features
to achieve more precise localization of key vehicle regions. For example, studies [6,7,11]
utilize prior information in images, using pre-trained vehicle component detectors to
locate key regions, and then fuse these key regions with global features to construct more
expressive feature representations. This design of fusing global and local features has
significantly improved model accuracy in cross-camera matching tasks across multiple
public datasets, demonstrating strong generalizability and effectiveness, and has become
one of the key research directions in current vehicle re-identification tasks.

2.2. Methods for Fusing Global and Attribute Features

Vehicle attribute information typically remains relatively stable across different per-
spectives and environments. Therefore, some researchers use vehicle attribute information
to supplement global features to enhance feature expressiveness. Zhang et al. [12] extracted
discriminative attribute features related to vehicle identity through an attribute-guided
feature disentanglement mechanism and optimized identity recognition and attribute
classification tasks using a multi-task learning framework. Li et al. [13] introduced two
modules—attribute enhancement and state weakening—to comprehensively model at-
tribute and state information within the global feature embedding module. Yu et al. [14]
extracted various attribute features of vehicles and incorporated them into the Transformer
as semantic supplements to visual features. Additionally, studies [15–17] introduced an
attribute recognition branch to extract semantic attributes and utilize attention mechanisms
to enhance responses to key attribute features, thereby suppressing background interfer-
ence information unrelated to identity in global features. To improve the model’s consistent
understanding of attributes in complex environments, some methods introduce attribute
consistency loss or design attribute-assisted supervision mechanisms to optimize joint
features from the loss layer perspective. Overall, these studies demonstrate the signifi-
cant value of attribute features in enhancing semantic modeling and improving vehicle
re-identification accuracy.

2.3. Methods for Fusing Global Features and Spatiotemporal Information

In complex scenarios such as low resolution and limited shooting angles, it is difficult
for models to extract visual features with sufficient discriminative power. To address this
issue, some researchers have introduced spatio-temporal information into joint modeling
based on visual features, using information such as the shooting time, shooting angle,
and geographical location of the camera to constrain the matching range of candidate
vehicles further. Studies [18,19] model the spatial distance and shooting time intervals
between adjacent cameras to determine whether the appearance of a vehicle in different
cameras is reasonable. Sun et al. [20] use vehicle perspective information to guide the model
in performing two-stage re-ranking of retrieval results, identifying samples with signifi-
cant directional differences from the target vehicle through a direction-aware mechanism.
Li et al. [21] use a knowledge graph transfer strategy to construct a semantic association
graph between vehicles, and employ a graph neural network to perform relationship
modeling and context information propagation on this structure, enhancing the model’s
consistent understanding of vehicle features under multi-view changes. Meng et al. [22]
trained a U-Net network to parse vehicle images into four perspective masks: front, rear,
side, and top. They used mask average pooling to process global features, obtaining aligned
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local perspective features. These methods, which fuse global features with vehicle spatio-
temporal information, provide stronger prior constraints and semantic supplementation for
the vehicle matching process, effectively addressing the issue of insufficient discrimination
of pure visual features in complex environments.

3. Proposed Network Model
3.1. Model Overview

Unlike general classification tasks, vehicle re-identification is a fine-grained visual
recognition task that requires the network to have high-quality feature extraction capabili-
ties. This paper selects the ResNet50-ibn network, an improved version of ResNet50 [23],
as the backbone network and constructs a dual-branch vehicle re-identification feature
extraction network, DAFF-Net, as shown in Figure 2.

Figure 2. The structure of DAFF-Net.

In Figure 2, the network primarily consists of two feature fusion branches guided
by attention mechanisms, which extract discriminative information from different layers
of vehicle images and enhance feature expressiveness through cross-layer fusion. The
first branch takes the shallow-layer (layer1) and deep-layer (layer4) features from the
backbone network as input and uses the Temperature-Calibration Attention Fusion (TCAF)
module for fusion, focusing on cross-layer information guidance fusion and emphasizing
the complementary roles of shallow-layer and deep-layer structural features. The second
branch takes the backbone network’s mid-layer features (layer3) as input, processes them
through the Multi-Scale Gated Attention (MSGA) module, and then performs a simple
additive fusion with layer4 features, emphasizing the modeling of contextual associations
within a single layer. Finally, the output features from both branches are concatenated to
obtain the final integrated features at low, medium, and high levels across different scales.
This approach, which first aligns scales between unrelated layers before merging, captures
global semantics without neglecting local details.

To further enhance the clustering effect in the feature space, this paper introduces a
center loss in addition to the conventional triplet loss and cross-entropy loss. This loss
reduces intra-class variability by bringing samples of the same class closer together in the
feature space, resulting in a more compact feature distribution and clearer boundaries
between classes.
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Section 3.2 below introduces the Temperature-Calibration Attention Fusion Module
shown in Figure 3, Section 3.3 introduces the Multi-Scale Gated Attention Module shown
in Figure 4, and Section 3.4 introduces the Center Loss Function.

3.2. Temperature-Calibration Attention Fusion Module

In the ResNet50-ibn backbone network, features from different layers exhibit distinct
semantic hierarchical characteristics. Shallow-layer features primarily focus on detailed
information within images, while deep-layer features contain more abstract, semantically
discriminative information. To integrate detailed and semantic information, this paper
designs the TCAF module to guide cross-layer fusion in the channel and spatial dimensions.
The structure of the TCAF module is shown in Figure 3.

Figure 3. Temperature-Calibration Attention Fusion module structure.

The TCAF module consists of two key submodules: the channel attention cross-
module and the spatial attention fusion module [24]. Given the features from layer1 and
layer4 of the backbone network, a convolutional layer aligns the dimensions of these two
layers. A bidirectional cross-attention mechanism is then applied in the channel dimension
to facilitate information exchange and guidance. Specifically, global average and max
pooling are performed on the features of each layer, respectively, followed by a shared
two-layer MLP to obtain the channel attention vectors a1, a2. Additionally, a learnable
temperature parameter τ is introduced into the cross-attention mechanism for temperature
calibration, which is used to scale the attention distribution and automatically adjust the
intensity of attention focus. The calculation method for attention weights after introducing
the temperature parameter τ is as follows:

W = so f tmax
(

a1a2
T

τ

)
(1)

Subsequently, the two temperature-calibrated feature streams are fed into the spatial
attention fusion module. The module first performs global average pooling and max
pooling on the channel dimension, respectively, yielding two spatial attention maps. These
maps are then concatenated and passed through a lightweight convolution to extract spatial
attention, with weights obtained via softmax normalization. These weights are used to
apply position-wise weighting to the features, and structural information is preserved by
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adding residuals to the input. Finally, the two outputs are aligned in the channel dimension
and summed, achieving cross-layer fusion in the channel and spatial dimensions.

3.3. Multi-Scale Gated Attention Module

Given that mid-level features have higher expressive power in capturing local struc-
ture and discriminative details of objects, this paper designs an MSGA module for mid-
level feature enhancement, as shown in Figure 4. The module takes the features from
layer3 of the backbone network as input. It mainly consists of five stages: feature group-
ing, direction-aware pooling, multi-scale convolution, gated fusion, and cross-spatial
attention learning.

Figure 4. Multi-Scale Gated Attention module structure.

1. Feature grouping: For the input feature map X ∈ RC×H×W , MSGA divides it into
G sub-feature groups along the channel dimension [25]. Each sub-feature group can be
represented as: Xg ∈ R

C
G ×H×W .

2. Direction-aware pooling: Considering that vehicle images exhibit significant struc-
tural directionality, such as the horizontal structure of the vehicle body, symmetrical front
and rear contours, or symmetrical left and right headlights, the MSGA module introduces
a direction-aware pooling mechanism to more effectively model these directional struc-
tural features, as shown in Figure 5. This mechanism performs average pooling along
the horizontal X-axis and vertical Y-axis directions on the input feature map to extract
spatial distribution features corresponding to each direction, thereby generating directional
attention maps with structural awareness. Among these, the average pooling operation
along the X-axis of the input feature map is expressed as:

ZW
C (W) =

1
H ∑

0≤j≤H
xc(j, W) (2)

Similarly, the average pooling along the Y-axis is expressed as:

ZH
C (H) =

1
W ∑

0≤i≤W
xc(H, i) (3)

where C represents the number of input channels, xc represents the feature map of the cth
channel, and H and W denote the height and width of the feature map, respectively.

3. Multi-scale convolution: The MSGA module introduces parallel multi-scale con-
volution operations on each sub-feature group, using 1 × 1, 3 × 3, and 5 × 5 convolution
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kernels to model context information at different scales. This yields feature maps F1, F2,
and F3 at three distinct scales.

4. Gate-controlled fusion: To perform adaptive multi-scale fusion on the three-scale
feature maps generated in the previous step, a lightweight gate-controlled fusion mech-
anism is designed to emphasize the most discriminative scale features selectively. This
mechanism introduces a gate-controlled weight generation module:

G = σ
(
Conv1×1

(
AvgPool

(
Xg

)))
∈ R3×1×1 (4)

where σ(·) represents the sigmoid activation function, which is used to restrict the weights
to the interval [0, 1].

Finally, the fusion of multi-scale features can be expressed as:

Ff used = G[0, :, :] · F1 + G[1, :, :] · F3 + G[2, :, :] · F5 (5)

This fusion approach avoids the high complexity of standard self-attention, enabling
the network to adaptively select between multi-scale receptive fields at near-linear compu-
tational cost, thereby more efficiently enhancing component-level details.

5. Cross-spatial attention learning: This stage introduces a cross-attention mechanism
to enable effective information exchange between direction-enhanced features and multi-
scale fusion features. Specifically, global average pooling is performed on the two feature
branches to obtain description vectors with channel-aware capabilities. One branch’s
description vector serves as the query term to capture the current region of interest, while
the other branch acts as the key and value to provide semantic supplementation. By
calculating the attention correlation matrix and generating a unified attention map, the
original feature maps are weighted and adjusted in the spatial dimension. Due to the
differences in direction sensitivity, receptive field size, and context dependency between the
two feature branches in their structural design, this cross-spatial bidirectional interaction
mechanism enables the model to fully integrate its complementary advantages, ultimately
yielding feature representations with greater semantic consistency and more thorough
preservation of fine-grained information.

Figure 5. The input feature maps are average-pooled along the horizontal X-axis and vertical Y-axis
directions, resulting in a one-dimensional feature vector in each direction.
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3.4. Center Loss Function

Unlike most vehicle re-identification tasks that use only traditional triplet loss [26]
and cross-entropy loss [27] to optimize the model, this paper introduces center loss [28]
to address the issue that these methods cannot directly optimize intra-class compactness.
Specifically, let there be K categories in the training set, with each category k corresponding
to a learnable feature center vector ck ∈ Rd, where d is the feature dimension. For a sample
feature vector fi and its corresponding label yi, the center loss is defined as:

Lcenter =
1
2

N

∑
i=1

∥∥ fi − cyi

∥∥2
2 (6)

This loss drives similar samples to cluster toward their class center in the feature space,
thereby reducing intraclass variance and improving feature separability. During network
training, this paper combines the triplet loss Ltriplet, cross-entropy loss Lce, and center loss
Lcenter with weighted combinations:

Ltotal = Ltriplet + Lce + λ · Lcenter (7)

Here, λ is the hyperparameter controlling the loss weight of the control center. By
reasonably setting λ, it is possible to further improve the discriminative power of the
features without compromising the original optimization objective.

4. Experiment and Results Analysis
4.1. Datasets

To validate the effectiveness of the proposed method, experiments were conducted
to evaluate its performance on two publicly available vehicle re-identification datasets:
VeRi-776 [29] and VehicleID [3].

VeRi-776: The VeRi-776 dataset contains approximately 50,000 images of 776 vehicles,
captured by 20 non-overlapping cameras. Each image is annotated with vehicle ID, camera
ID, and auxiliary information such as the vehicle brand, color, and timestamp. The training
set includes 37,778 images of 576 vehicles, while the test set includes 11,579 images of
200 vehicles.

VehicleID: The VehicleID dataset is primarily shot from the front or rear of the vehicle,
containing 221,763 images of 26,267 vehicles. Each image is labeled with vehicle ID, camera
position, vehicle model, and other tag information. The training set includes 110,178 images
of 13,134 vehicles, while the test set is divided into three subsets based on the number of
vehicles: Small (800 vehicles), Medium (1600 vehicles), and Large (2400 vehicles).

4.2. Evaluation Metrics

This paper uses two mainstream evaluation metrics, mean average precision (mAP)
and cumulative matching characteristics (CMC), to assess DAFF-Net’s performance [30].

mAP: mAP is a key metric for measuring retrieval performance in vehicle re-
identification, which comprehensively considers the accuracy and recall rate of retrieval
results. The calculation formula is as follows:

mAP =
1
Q

Q

∑
q=1

AP(q) (8)
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where Q represents the total number of images in the query set, and AP(q) represents the
average accuracy of the qth query image. The calculation formula is as follows:

AP =
1
N

n

∑
k=1

p(k) · gt(k) (9)

where N denotes the number of true matching samples related to the query image, n
denotes the total number of images in the query set, p(k) denotes the accuracy of the top
k search results, and gt(k) denotes whether there are true matching samples of the query
image among the top k search results.

CMC: The CMC curve is used to evaluate the ranking performance of identification
results, reflecting the probability that the first correct match appears among the top k search
results. This paper mainly uses two indicators, CMC@1 and CMC@5, which represent
the accuracy rate of correct matches appearing among the top 1 and top 5 search results,
respectively. In the figures, CMC@1 and CMC@5 are labeled as Rank-1 and Rank-5.

CMC@K =
1
Q

Q

∑
q=1

gt(q, k) (10)

4.3. Experiment Settings

Before training, all input images are resized to 256 pixels × 256 pixels. Data prepro-
cessing and augmentation sequentially include: random horizontal flipping (p = 0.5) [31],
zero-padding by 10 pixels followed by random cropping back to 256 pixels × 256 pixels,
tensorized and normalized according to fixed channel means and standard deviations
(means [0.485, 0.456, 0.406], standard deviations [0.229, 0.224, 0.225]), and finally applying
random erasure (p = 0.5) [32]. The backbone network employs ResNet50-ibn, with BNNeck
enabled during training and after-BN features used for testing. The Adam [33] optimizer is
used during training to facilitate effective parameter updates for the model. The batch size
is set to 16, and the total number of training epochs is set to 120. To prevent overfitting, a
weight decay strategy is employed, with the base learning rate set to 5 × 10−5, decreasing
to 5 × 10−6 at the 40th epoch and further decreasing to 5 × 10−7 at the 70th epoch. During
both the training and testing phases of the model, Euclidean distance is used as the metric to
measure the similarity between the query image and the retrieved images in the database.

4.4. Comparison with Different Mainstream Models

To validate the effectiveness of the proposed network in vehicle re-identification tasks,
this paper conducted comparative experiments with various representative methods on
the mainstream datasets VeRi-776 and VehicleID.

1. Experiments on the VeRi-776 dataset: This paper uses mAP, CMC@1, and CMC@5
as evaluation metrics on the VeRi-776 dataset. The specific experimental results are shown
in Table 1.

In Table 1, AAVER, PRN, and PVEN leverage auxiliary clues to optimize feature
learning for re-identification. Among these, PVEN utilizes component-level semantic
segmentation with viewpoint alignment and attention enhancement to improve represen-
tations under conventional viewpoints. However, it heavily relies on mask quality and
alignment accuracy, resulting in only moderate re-identification performance. In addition,
methods such as HPGN, LSFR, and ASSEN also demonstrate competitive performance,
with mAP values above 80% and CMC@1 values above 96%. In particular, the ASSEN
network, which learns discriminative vehicle features through attribute enhancement and
spatiotemporal weakening, achieves 81.3% mAP and 96.9% CMC@1, demonstrating out-
standing performance. However, DAFF-Net achieved further improvements in the above
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two key metrics, with mAP increasing to 82.2% and CMC@1 increasing to 97.5%. The
TransReID model, based on the Transformer architecture, achieves feature representation
through global self-attention across image tokens, yielding a commendable mAP of 80.6%,
but DAFF-Net outperforms TransReID on this metric. This proves that the multi-scale
feature fusion strategy based on dual-branch attention guidance enhances the expres-
sive richness of features, thereby surpassing current mainstream methods in multiple
evaluation metrics.

Table 1. Comparison with other methods in terms of mAP, CMC@1, and CMC@5 on the
VeRi-776 dataset.

Method mAP CMC@1 CMC@5

AAVER [34] 0.612 0.890 0.947
PRN [7] 0.743 0.943 0.989

MSDeep [35] 0.745 0.951 -
PVEN [6] 0.794 0.956 0.984

TBE-Net [2] 0.795 0.960 0.985
HPGN [36] 0.802 0.967 -
LSFR [11] 0.808 0.964 -

TransReID [37] 0.806 0.969 -
ASSEN [13] 0.813 0.969 -

DAFF-Net (Ours) 0.822 0.975 0.982

2. Experiments on the VehicleID dataset: Since each query image has only one match-
ing target in the VehicleID dataset, mAP cannot be effectively evaluated, so only CMC@1
and CMC@5 are used as evaluation metrics. Table 2 shows the experimental results of each
method on the VehicleID dataset.

Table 2. Comparison with other methods in terms of CMC@1 and CMC@5 on the VehicleID dataset.

Method
Small Medium Large

CMC@1 CMC@5 CMC@1 CMC@5 CMC@1 CMC@5

AAVER [34] 0.747 0.938 0.686 0.900 0.635 0.856
PRN [7] 0.784 0.923 0.750 0.883 0.742 0.864

MSDeep [35] 0.812 0.954 0.780 0.918 0.756 0.893
CFVMNet [38] 0.814 0.941 0.773 0.904 0.747 0.887

HPGN [36] 0.839 - 0.799 - 0.773 -
PVEN [6] 0.847 0.970 0.806 0.945 0.778 0.920

TBE-Net [2] 0.860 0.984 0.823 0.966 0.807 0.949
MsKAT [39] 0.863 0.974 0.818 0.955 0.794 0.939
GLNet [1] 0.872 0.978 0.829 0.956 0.803 0.934

DAFF-Net (Ours) 0.907 0.972 0.846 0.965 0.821 0.956

As shown in Table 2, DAFF-Net achieved CMC@1 of 90.7%, 84.6%, and 82.1% on
the Small, Medium, and Large subsets, respectively, demonstrating the best performance
among all comparison methods. Among these, HPGN, as a graph model representative,
achieves re-identification by constructing hierarchical component relationship graphs and
propagating information through graph convolutions. However, it failed to achieve satisfac-
tory results across all three subsets. TBE-Net is a three-branch component-complementary
framework with strong local modeling capabilities; however, it is relatively dependent
on the quality of component segmentation, as localization errors may compromise fusion
stability. Although it achieved the best CMC@5 results on Small and Medium subsets,
DAFF-Net outperformed TBE-Net by 4.7% and 2.3% on the CMC@1 metric. Meanwhile,
recently proposed methods such as MsKAT and GLNet demonstrate excellent performance
across the three subsets. MsKAT constructs a multi-scale knowledge-aware Transformer
architecture and introduces a knowledge-guided alignment loss function, enabling it to



Algorithms 2025, 18, 690 12 of 18

achieve superior recognition performance across different scale divisions; GLNet inte-
grates a semantic segmentation module and fuses an adaptive local attention mechanism
to enhance the model’s adaptability to vehicle re-identification tasks. Compared to the
aforementioned methods, DAFF-Net achieves direction-aware local modeling through
convergence along height and width dimensions and gated scale selection after cross-layer
alignment. This enhances feature-relevant information without relying on explicit feature
detection. This design achieves a more reasonable balance between cross-layer alignment,
local multi-scale processing, directional selectivity, efficiency, and robustness.

4.5. Ablation Experiments and Analysis
4.5.1. Module Performance Analysis

To further validate the effectiveness of each module in DAFF-Net, ablation experiments
were conducted on the VeRi-776 dataset to assess the performance changes after removing
specific modules. Table 3 shows the performance comparison results of the baseline model
after removing the MSGA module (DAFF-Net w/o MSGA) and the TCAF module (DAFF-
Net w/o TCAF).

Table 3. DAFF-Net module ablation experiment results.

Method mAP CMC@1 CMC@5

Baseline 0.778 0.963 0.978
DAFF-Net w/o MSGA 0.808 0.969 0.980
DAFF-Net w/o TCAF 0.803 0.968 0.983

DAFF-Net 0.822 0.975 0.982

As shown in Table 3, the baseline model achieves an mAP of 77.8%, CMC@1 of
96.3%, and CMC@5 of 97.8% without any attention fusion modules. When the MSGA
module is introduced but the TCAF module is removed (DAFF-Net w/o TCAF), the
model performance significantly improves, achieving an mAP of 80.8%, CMC@1 of 96.9%,
and CMC@5 of 98.0%, indicating that the MSGA module effectively enhances the multi-
scale modeling capabilities of intermediate-level features. Similarly, when only the TCAF
module is retained and the MSGA module is removed (DAFF-Net w/o MSGA), the model
performance also improves to some extent, with mAP of 80.3%, CMC@1 of 96.8%, and
CMC@5 of 98.3%, indicating that the TCAF module facilitates the effective integration of
cross-layer information after fusing shallow and deep features. The complete DAFF-Net,
which incorporates both the MSGA and TCAF modules, achieves optimal performance on
both evaluation metrics, with an mAP of 82.2% and CMC@1 of 97.5%, further validating
the synergistic benefits of the two modules in terms of feature representation capability
and vehicle discrimination performance.

4.5.2. Experiments on the Combination Methods and Fusion Strategies of the TCAF

To validate the effectiveness of the proposed Temperature-Calibration Attention Fusion
Module (TCAF) in cross-layer feature fusion, this paper designed the following ablation
experiments to compare the impact of different feature combination methods and fusion
strategies at various layers on the final performance. In the experiments, features from
different layers of the backbone network (layer1, layer2, and layer3) were fused with those
from layer4, and the effects of two strategies—direct addition and fusion via the TCAF
module—were compared to evaluate the impact of different configurations on model
performance. The experimental results are shown in Table 4.
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Table 4. Ablation experiment results of the TCAF module under different fusion strategies.

Method mAP CMC@1 CMC@5

Sum (layer1 + layer4) 0.804 0.963 0.983
TCAF (layer1 + layer4) 0.813 0.973 0.985
TCAF (layer2 + layer4) 0.808 0.968 0.986
TCAF (layer3 + layer4) 0.805 0.969 0.981

As can be observed from the table, when the features from layer1 and layer4 are fused
using the TCAF module, the model achieves optimal performance, with mAP reaching
81.3% and CMC@1 improving to 97.3%. This represents a significant improvement com-
pared to the direct addition fusion method, validating the effectiveness of TCAF in guiding
cross-layer feature fusion. Additionally, when layer2 or layer3 features are fused with
layer4 features, performance slightly decreases. This indicates that TCAF is more sensitive
to the integration of information between shallow and deep features, enabling it to exploit
their potential complementary relationships more fully.

4.5.3. MSGA Module Multi-Scale Convolutional Ensemble Ablation Experiment

This paper conducts ablation experiments on the combination of multi-scale convo-
lution structures in the Multi-Scale Gated Attention Module (MSGA), investigating the
impact of different convolution combinations under varying receptive fields on vehicle
re-identification performance. A total of seven different configurations were designed,
including using a single-scale convolution kernel (1 × 1, 3 × 3, 5 × 5), any combination
of two convolution kernels (1 × 1 + 3 × 3, 1 × 1 + 5 × 5, 3 × 3 + 5 × 5), and all combina-
tions of the three convolution kernels (Conv-All), with the latter being the final complete
design adopted.

As shown in the results of Table 5, the 3 × 3 convolution kernel performed best when
used alone in a single-scale configuration, achieving an mAP of 81.3%, indicating that the
medium receptive field has strong feature extraction capabilities. In the two convolution
kernel combination configurations, both 1 × 1 + 3 × 3 and 3 × 3 + 5 × 5 achieved a good
mAP of 81.5%, further validating the effectiveness of multi-scale feature fusion. Ultimately,
the entire Conv-All configuration achieved the best results across all three metrics, with
an mAP of 81.9%, a CMC@1 of 97.4%, and a CMC@5 of 98.5%, indicating that the joint
modeling of multi-scale information and the gated fusion mechanism significantly enhances
the model’s discriminative capability.

Table 5. Ablation experiment results of the MSGA module multi-scale convolution combination method.

Method mAP CMC@1 CMC@5

Conv-1 × 1 0.791 0.963 0.980
Conv-3 × 3 0.813 0.972 0.982
Conv-5 × 5 0.810 0.973 0.982

Conv-1 × 1 + 3 × 3 0.815 0.973 0.984
Conv-1 × 1 + 5 × 5 0.808 0.969 0.980
Conv-3 × 3 + 5 × 5 0.815 0.970 0.983

Conv-All 0.819 0.974 0.985

4.5.4. Experiment on the Selection of Hyperparameter λ in Center Loss

To evaluate the impact of the weight hyperparameter λ in the loss function on model
performance, this paper sets multiple different λ values while keeping the model structure
and other loss terms unchanged to conduct ablation experiments. The experimental results
are shown in Table 6.
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Table 6. Ablation experiment results on the performance of the center loss weight λ.

λ(×10−3) mAP CMC@1 CMC@5

0 0.781 0.954 0.979
0.25 0.798 0.957 0.983
0.5 0.813 0.972 0.986

0.75 0.811 0.968 0.983
1 0.807 0.963 0.981

As can be seen from the results in the table, when λ = 0, i.e., when no center loss is
introduced, the model performs relatively poorly in terms of mAP and CMC@1. As λ

increases, the model’s performance shows an upward trend, reaching its best performance
at λ = 0.5, with mAP at 81.3% and CMC@1 at 97.2%. As λ continues to increase, the model’s
performance slightly declines, particularly at λ = 1.0, where CMC@1 drops to 96.3%. The
experimental results indicate that the weight of the center loss has a certain impact on
model training. Too small a λ value may result in insufficient feature aggregation capability,
while too large a λ value may affect inter-class separation, impacting the model’s overall
performance. In this experiment, λ = 0.5 × 10−3 was set as the optimal weight parameter.

4.6. Visualization of Experimental Results

Figure 6 shows the retrieval visualization results of the baseline and the DAFF-Net
proposed in this paper on the VeRi-776 dataset. Each set of results includes a query image
and the corresponding top 10 retrieval results, with red borders indicating incorrectly
retrieved images. In scenarios with similar visual distractions (such as identical colors or
similar contours), multiple mismatches appear among the top results of the baseline model.
Under identical queries, DAFF-Net significantly reduces such early-stage false positives,
enabling correct samples of the same vehicle to rank higher earlier. This phenomenon is
observable in both light-colored and dark-colored vehicles in the figure, indicating that the
proposed method is more robust to fine-grained distinguishing cues and less sensitive to
interference from vehicle silhouette and color similarity. Figure 7 presents an attention drift
heatmap, illustrating the evolution of attention distribution for the same query image across
the backbone network’s layer3 and layer4, as well as two enhancement modules: TCAF and
MSGA. From layer3 to layer4, attention gradually converges from dispersed patterns onto
the vehicle body and front region. After processing through the TCAF module, the focus
on background areas diminishes. Finally, the MSGA module further compacts the hotspots.
This overall progression demonstrates a shift in attention toward vehicle identity-related
components, highlighting these modules’ role in enhancing focus on discriminative regions.

Figure 6. Retrieval examples on VeRi-776 for the baseline and DAFF-Net. For each query, the top 10
gallery images are ranked from left to right by Euclidean distance; red boxes indicate false matches.
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Figure 7. Attention heatmaps across backbone depth and modules. Warmer colors denote
stronger attention.

To validate the effectiveness of DAFF-Net in vehicle re-identification tasks, this paper
compares the cumulative matching feature (CMC) curve performance between the baseline
and DAFF-Net. As shown in Figure 8, DAFF-Net outperforms the baseline model in
both CMC@1 and CMC@5 metrics, fully demonstrating that the design based on the
multi-scale attention fusion strategy effectively enhances the model’s ability to capture
vehicle detail information, thereby improving the overall retrieval performance in vehicle
re-identification tasks.

Figure 8. Training curves comparing baseline and DAFF-Net. The left panel shows CMC@1 across
epochs. The right panel shows CMC@5 across epochs.

5. Conclusions
This paper addresses the challenges of extracting and fusing local features in vehicle re-

identification tasks by proposing a feature fusion network based on dual-branch attention
guidance—DAFF-Net. The network uses ResNet50-ibn as its backbone, with separate
branches for cross-layer feature fusion and multi-scale enhancement at the intermediate
layer. By introducing the Temperature-Calibration Attention Fusion module and the Multi-
Scale Gated Attention module into these two branches, the network achieves synergistic
optimization of cross-layer information integration and multi-scale contextual modeling,
thereby enhancing the expressive power of features. Finally, the obtained features are
optimized using a triplet loss, center loss, and cross-entropy loss, further improving the
clustering and discriminative properties of the feature space. Experimental results on the
public datasets VeRi-776 and VehicleID demonstrate that DAFF-Net outperforms existing
mainstream methods in metrics such as mAP, CMC@1, and CMC@5, fully validating the
effectiveness of the proposed method.
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Although the method proposed in this paper achieves superior performance in vehicle
re-identification tasks, some shortcomings still warrant further research and improvement.
On one hand, DAFF-Net introduces an attention mechanism in its dual-branch structure to
enhance the expressive capability of multi-level features, thereby improving the model’s
discriminative power. However, in practical applications, the distribution of attention
weights is susceptible to factors such as background interference. This leads to situations
where the focus area deviates from the target’s critical regions, limiting the effective ex-
traction of local detail features. On the other hand, DAFF-Net primarily relies on static
image appearance features for re-identification and cannot model relatively stable auxiliary
information, such as vehicle attribute information and spatiotemporal information. This
results in performance degradation in vehicle re-identification under severe occlusion
or cross-domain application conditions. Future research efforts could further focus on
enhancing the semantic alignment capabilities of attention mechanisms to improve their
stability and interpretability in complex scenarios. Meanwhile, multimodal information
and cross-domain adaptation mechanisms can be incorporated to enhance the model’s
generalization capability in real-world scenarios. Alternatively, one could draw upon
relevant research on transport trucks to conduct typological assessments in both truck and
public transit scenarios [40], providing several retrieval examples to accommodate better
practical application needs such as urban traffic management.
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