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Abstract

To address the prevalent issues of slow convergence, low exploration efficiency, and large value
estimation bias in traditional Deep Q-Networks for intelligent vehicle path planning, this pa-
per proposes an improved Dueling Double Deep Q-Network (D3QN) path-planning method
guided by the Dynamic Window Approach (DWA) heuristic. The Dueling Double DQN archi-
tecture decouples state value and action advantage representations, while the dual estimator of
Double DON mitigates Q-value overestimation. A Prioritized Experience Replay (PER) mecha-
nism samples transitions non-uniformly based on Temporal Difference error with importance
sampling correction, improving the reuse of critical samples and training stability. DWA
evaluation criteria are transformed into dense heuristic reward signals, enabling the agent to
receive continuous multi-dimensional guidance during exploration without executing online
trajectory optimization. The environment augments the sparse navigation objective with a
Chebyshev goal-progress term motivated by potential-based reward shaping theory together
with auxiliary DWA-style channels. The policy-invariance property of potential-based shaping
is referenced only for the goal term added to the sparse task reward rather than for the full com-
posite training return. A continuous Ackermann steering kinematic model with a pure-pursuit
path-tracking controller is adopted for deployment to ensure executable trajectories under
non-holonomic constraints. The proposed method (DWA-D3QN) is systematically evaluated
against sparse-reward D3QN, PBRS-guided D3QN, DQN, DDQN, Dueling DON, APF-DQN,
PPO, SAC, TD3, A*, and classical DWA in a grid map environment with static and dynamic
obstacles. Results are reported with statistical significance over multiple random seeds. Under
complex difficulty, DWA-D3QN achieves a success rate of 94.1 & 3.4% with a collision rate of
5.9 &+ 3.4% over 15 seeds, representing improvements of 64.1 and 8.4 percentage points over
the sparse-reward and PBRS-guided D3QN baselines, respectively. Ablation experiments
reveal the differentiated contributions of clearance, heading, and velocity shaping terms:
clearance awareness provides the strongest single contribution, heading alignment reinforces
directional guidance, and velocity regularization refines trajectory quality under the joint
constraints of the former two. The full composite reward achieves the lowest variance among
all evaluated DRL methods, confirming enhanced training stability. Comparisons with PPO,
SAC, and TD3 confirm the statistically significant advantages of the proposed framework
(PPO: p = 0.0010, SAC: p = 0.0007, TD3: p = 0.0024). ROS/Gazebo validation with an
Ackermann-steered vehicle achieves a success rate of 96.0% with a collision rate of 4.0%
over 50 trials, further confirming the applicability of the learned policy in continuous-state
environments with realistic vehicle kinematics.

Keywords: deep reinforcement learning; path planning; D3QN; intelligent vehicle; dynamic
window approach
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1. Introduction

Autonomous navigation is essential for intelligent vehicles in industrial manufactur-
ing, unmanned delivery, and medical rescue. As a core component of autonomous driving,
path planning directly determines traffic efficiency and operational safety in complex, un-
known environments. Modern applications increasingly require operation in unstructured,
dynamic settings where obstacle distributions exhibit strong randomness. Generating
optimal collision-free trajectories rapidly and smoothly in spaces with multiple dynamic
obstacles remains a central challenge in both academia and industry. Deep reinforcement
learning (DRL), with its capacity for high-dimensional perception and end-to-end decision
making, has emerged as a leading approach for autonomous navigation [1].

DRL enables agents to learn nonlinear mappings from state space to action space
through continuous environment interaction within a Markov Decision Process (MDP),
demonstrating clear advantages for autonomous vehicles, unmanned aerial vehicles,
and robotic platforms [2]. Unlike traditional approaches, DRL does not require high-
precision environment maps and can address decision making in high-dimensional state
spaces. Deep Q-Network (DQN), as a foundational DRL algorithm, has shown considerable
success in such tasks.

Despite its success, DQN suffers from several well-known limitations. A primary
concern is the systematic overestimation of Q-values introduced by the max operator in
Bellman updates. Ni et al. [3] proposed an improved A-DDQN algorithm incorporating
Double DON to decouple action selection and value evaluation combined with artificial po-
tential field (APF) heuristics for step-wise rewards and Prioritized Experience Replay (PER)
for sample efficiency. While effective, the reward design still relies on APF-based guidance
with limited density and directionality. Huang et al. [4] developed V-D D3QN, which
employs dual Dueling DQN networks with alternating updates to suppress overestimation.
The patent by Beijing University of Technology [5] combines D3QN with an intrinsic curios-
ity module to address sparse rewards. However, these methods still predominantly rely on
sparse or simple distance-based rewards, lacking continuous multi-dimensional guidance.

Hybrid architectures integrating DRL with classical planning have attracted consider-
able attention, aiming to combine the adaptability of learning methods with the reliability
of deterministic approaches [6]. Venu and Gurusamy [7] provide a comprehensive review
showing that DRL excels in generalization while classical algorithms retain advantages in
global optimality. Zhang et al. [8] proposed a three-layer architecture combining A*, DQN,
and DWA, where DWA operates as a low-level online executor. Their results demonstrate
that the hybrid approach outperforms standalone DWA or DQN. However, this method
uses a basic DQN, which still suffers from Q-value overestimation, and it positions DWA
solely as an executor without exploiting its evaluation criteria for reward shaping.

To address these deficiencies, this paper proposes an improved D3QN path-planning
algorithm that internalizes the Dynamic Window Approach (DWA) evaluation criteria
as dense reward signals, thereby providing guidance during training without requiring
online DWA execution at deployment, which avoids the per-cycle computational overhead
of velocity-space sampling. The Dueling Double DQN architecture decouples state value
and action advantage while separating action selection from value evaluation, suppressing
Q-value overestimation. A PER mechanism adjusts sampling weights based on TD error,
improving the reuse of high-value transitions. The heading, obstacle distance, and velocity
evaluation criteria of DWA are reconstructed as dense reward signals, providing continuous
heuristic guidance that mitigates initial exploration blindness. Goal progress is encoded
with a Chebyshev (L*) potential consistent with the simulator’s termination predicate
(do < 1). The policy-invariance property of potential-based shaping applies only to the
goal term added to the sparse task reward; DWA-inspired heading, clearance, velocity
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proxies, repulsion penalties, and regularization terms are dense heuristics beyond that
scope. This fusion retains the convergence advantages of D3QN while enhancing early-
stage exploration efficiency. Experimental results demonstrate that the proposed DWA-
D3QN algorithm achieves competitive convergence speed, robustness, and planning quality
in complex dynamic environments.

1.1. Research Gap

Gap 1: DWA as online executor versus offline signal. Existing DRL-DWA frame-
works employ DWA as a low-level online trajectory optimizer while the DRL module
provides high-level waypoints [8]. This design incurs continuous velocity-space sampling
at every control cycle, and the DWA evaluation criteria—heading alignment, obstacle clear-
ance, and velocity efficiency—are discarded after producing a single velocity command.
In contrast, the proposed method repurposes the DWA criteria as dense reward-shaping
signals that guide training without requiring online DWA execution at deployment, thereby
avoiding the per-cycle computational overhead of velocity-space sampling.

Gap 2: Q-value overestimation in DRL-DWA hybrids. Prior hybrid approaches typi-
cally employ vanilla DON as the learning backbone [8], which suffers from the systematic
overestimation bias introduced by the max operator in Bellman updates. While the Dueling
Double DON (D3QN) architecture has been independently validated for addressing this
limitation, its combination with DWA-informed reward shaping for path planning has
received limited attention. This paper investigates such an integration, examining whether
D3QN’s debiasing properties can complement DWA-based dense rewards to improve
learning stability.

Gap 3: Lack of theoretical grounding for heuristic reward shaping. Many DRL-based
navigation works introduce heuristic reward terms—goal attraction, obstacle repulsion,
and motion penalties—without clarifying their relationship to potential-based reward
shaping (PBRS) theory [9]. PBRS provides a formal condition under which a shaping
reward preserves the optimal policy. Without explicitly distinguishing which reward com-
ponents satisfy PBRS constraints, the theoretical status of different reward terms remains
ambiguous. This paper categorizes the goal-progress term within the PBRS framework
while acknowledging that DWA-inspired clearance, heading, and velocity terms fall outside
PBRS guarantees and function as empirical heuristics.

1.2. Scientific Contribution

To address the above research gaps, this paper makes the following contributions:

(1) DWA-to-reward transformation. We reconstruct the three core DWA evaluation
criteria—heading alignment, obstacle clearance, and velocity efficiency—as dense,
multi-dimensional reward signals embedded into the DRL training loop. Our method
internalizes DWA priors offline, requiring no velocity search at deployment and
reducing inference cost while retaining kinematic guidance.

(2) Integration of D3QN with DWA-informed shaping. We adopt the Dueling Double
DON architecture as the backbone, decoupling state value and action advantage
while separating action selection from value evaluation. This paper investigates
an integration of D3QN with DWA-derived reward shaping, examining whether
this combination can jointly address Q-value overestimation, sample inefficiency,
and exploration blindness.

(3)  PBRS goal term with explicit scope demarcation. We derive a Chebyshev-distance-
based potential function and prove the associated goal-progress term satisfies the
canonical PBRS condition. We further demarcate that policy invariance applies exclu-
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sively to (Riask, F;,\I 8), while DWA-inspired terms are classified as dense heuristics H
beyond PBRS scope, resolving a prevalent ambiguity in the navigation literature.

2. Materials and Methods
2.1. MDP Formulation: Observation, Action, and Dynamics

The grid navigation task is modeled as a finite-horizon MDP (S, A, P, R) on a grid map
with side length N = 20. At each step, the agent receives a 15-dimensional observation

vector sy = [sp,...,s14]| € R! constructed as specified in Table 1. The action space
is discrete with |/A| = 9 (Table 2). Environment transitions follow the grid dynamics
in Table 3.

Table 1. The 15-D observation vector specification (N = 20, agent position p; = (x¢,y), goal ).

Index Symbol Definition Range
0-1 50,51 xt/N, yi/N [0,1]
2-3 52,53 (gx_xt)/N/ (gy_yt)/N [—1,1]
4 54 g = pell2/ (NV?2) [0,1]
5-6 S5, S (Axa, AYa)/2 from a;_q {-05,0,0.5}
7-14 S71k 8-ray LiDAR: min(d;/ (Nv/2),1) [0,1]

Table 2. Action space specification (nine discrete actions).

az Name Grid Offset (Ax, Ay)
0 Stay (0,0)
1 Up (0,—1)
2 Down (0,+1)
3 Left (—1,0)
4 Right (+1,0)
5-8 Four diagonals (£1,41)

Table 3. Environment transition and termination conditions. The symbol — denotes “triggers” or
“leads to”.

Step Description
1 Agent position update: ¥’ = clip(x + Ax,0, N — 1), y similarly
2 Dynamic obstacles: reciprocate between start-end points, 1 cell/step along Manhattan direction
3 Collision: agent position coincides with any obstacle cell — episode terminates
4 Success: max(|x" — gx|, [y’ — &y|) < 1 (Chebyshev distance) — episode terminates
5 Timeout: step count > 600 — episode truncates

The 8 LiDAR rays are cast in directions (0, —1), (0,+1),(—1,0), (+1,0), (-1, -1),
(+1,-1),(—1,+1), (+1, +1). Each ray extends from (x;, ;) until it exits the map boundary
or encounters an occupied cell (static or dynamic obstacle). dj denotes the Euclidean
distance to the terminating cell. Dynamic obstacles are not explicitly encoded as separate
state dimensions; they are perceived only through the LiDAR rays.

Supplementary Environment Parameters. The 8 LiDAR rays (indices s;—s14 in Table 1)
extend from the agent position until they encounter an occupied cell or exit the grid
boundary with no fixed maximum range limit; each ray is terminated at the map edge
if no obstacle is detected along that direction. The reported value is min(d;/(N+v/2),1)
where dy is the Euclidean distance to the terminating cell. Dynamic obstacles move at
a fixed speed of 1 grid cell per environment step along predefined linear trajectories,
reciprocating between start and end points. Each dynamic obstacle completes one round
trip every 2 X Lpam, steps, where Ly, is the Manhattan distance between its start and end
positions. Static obstacles occupy single grid cells and remain fixed throughout the episode.
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The agent’s discrete actions (Table 2) are executed instantaneously without velocity or
acceleration constraints during training; continuous kinematic constraints are applied only
at deployment (Section 2.4).

2.2. DQN Algorithm

Reinforcement learning enables an agent to learn an optimal policy that maximizes
the long-term cumulative return through interaction with an unknown environment.
Within the MDP framework, the agent executes an action based on the current state;
the environment returns a successor state and an immediate reward. The agent refines its
policy using this feedback, achieving adaptive optimization for complex dynamic scenarios.

Q-Learning, a classic off-policy, model-free algorithm, derives the optimal policy
through iteratively updated action—value functions. The update follows the Bellman
equation, combining the immediate reward with the maximum discounted expected return
of the next state:

Q(st,ar) <= Q(st,ar) + a|repq + 7 max Q(st+1,4") — Q(st,ar) 1)

where « is the learning rate, - is the discount factor, and r;, is the reward received after
executing a4; and transitioning from s; to s;;1. An e-greedy strategy balances exploration
and exploitation: a random action is selected with probability ¢, and the greedy action is
selected with probability 1 — &:

e/|Al+1—¢ a* =argmax, ,Q(s,a)

mi(als) = )

e/|Al, otherwise

For tasks with high-dimensional state spaces, tabular Q-value recording suffers from
the curse of dimensionality. The Deep Q-Network (DQN) proposed by Mnih et al. [10]
combined deep learning with reinforcement learning, using a deep neural network as a
nonlinear function approximator. DQN optimizes network weights by minimizing the
mean squared error loss:

L) =E

2
(r(s,a, s') + 7y max Q(s',a’;67) — Q(s, 029)) ] (3)
a'e

where 6~ denotes the parameters of the target network, which are periodically copied from
the main network to stabilize training. The converged optimal Q-function is

Q*(s,a;60) = Ey [r(s, a,s") + 7y max Q*(s',d') | s, a} (4)
a'e

The DON training framework is illustrated in Figure 1.

https:/ /doi.org/10.3390/a19070528


https://doi.org/10.3390/a19070528

Algorithms 2026, 19, 528

6 of 28

max O(s',a’;6") s’ I
aed v
<—(Target value network }7
A
Copy the parameters Playback
Q(S, a 9) every N time steps memory

DQN (s,a) i
error ‘ Current value network El

function —————
ITor ncrion
gradient ¥—/

s arg max(J(s, a;d)
aeAd
7~ i s,a,r,s
( | N Gans)
Environment /4
AN
= v
\ /

———

Figure 1. Deep Q-Network (DQN) algorithm framework.

2.3. Improved DWA-D3QN Algorithm

To address Q-value overestimation, slow convergence, unsmooth trajectories, and low
exploration efficiency in basic DQN, this paper proposes DWA-D3QN, which is a DWA
heuristically-guided Dueling Double Deep Q-Network. The algorithm adopts D3QN as
the decision-making backbone, enhances sample efficiency through PER, and transforms
DWA kinematic evaluation criteria into heuristic reward shaping signals, integrating DRL
decision making with DWA local motion optimization.

2.3.1. Overall Algorithm Flow

DWA-D30QN follows the closed-loop logic of “environment interaction—experience
storage—sampling training—network update—convergence output”, integrating three core
modules: D3QN decision making, PER sample optimization, and DWA reward shaping.

The robot observes the current state s;, encompassing pose, velocity, obstacle distance,
and target bearing. The state is fed into the D3QN dueling network, which extracts features
through a shared layer and computes Q-values via dual-branch aggregation. An action
at is selected using e-greedy.

Upon execution, the robot receives the next state s;1 and a composite reward R
integrating the base reward, a Chebyshev goal-progress channel, DWA heuristic signals, per-
step costs, and auxiliary terms (Section 2.3.5). The transition (s¢, ¢, Riotal, St+1) is stored in the
PER buffer.

When the buffer reaches the batch threshold, high-priority samples are drawn. TD-
error and importance sampling weights are computed to obtain the weighted loss Lpgg,
and the online network 6 is updated via backpropagation. The target network 0~ receives
a soft update after a fixed interval.

The process repeats until convergence: the average return stabilizes, the loss converges,
and the robot consistently achieves collision-free navigation. The optimal policy is then output.

The overall workflow of the DWA-D3QN algorithm is shown in Figure 2.
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Figure 2. Overall workflow framework of the DWA-D3QN algorithm.

2.3.2. Dueling Double DQN Base Network Structure

D3QN integrates Double DQN and Dueling DON with PER, achieving improvements
in convergence, stability, and sample utilization [11]. Double DON [12] decouples action
selection from value evaluation: the main network selects the optimal action, while the
target network evaluates its Q-value in parallel, mitigating positive bias accumulation.
The target value is

yr =1t +7Q| sep1,argmax Q(sp41,4;6); 0~ 5)
ﬂ/

Dueling DQN [13] splits the feature stream into a state value branch V and an action
advantage branch A with mean centering correction:

Q(s,a;Q,a,[S):V(s;Q,ﬁ)—i—( (s,a;0,a) — |A|2Asa 9&)) (6)

2.3.3. Network Architecture

The policy network uses a Dueling architecture. A shared feature extractor (two fully
connected layers of 128 units with LayerNorm and ReLU) processes the 15-dimensional
state input. The extracted features branch into a value stream (128 units, ReLU, output
dimension 1) and an advantage stream (128 units, ReLU, output dimension 9). The pol-
icy network contains 53,386 parameters; an identical target network brings the total to
approximately 106,772.

The training workflow is shown in Figure 3. Both networks are initialized with
identical weights. The agent explores using e-greedy. Once the PER buffer reaches the
batch threshold, prioritized sampling with importance correction drives gradient updates
on the main network, after which sample priorities are refreshed. The target network is
periodically synchronized via soft update.

https://doi.org/10.3390/a19070528
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Figure 3. D3QN algorithm training framework with Prioritized Experience Replay.

2.3.4. Prioritized Experience Replay (PER) Mechanism

Standard DQN samples transitions uniformly, ignoring differences in learning value.
PER [14] prioritizes samples by the TD-error magnitude, giving higher sampling frequency
to high-value transitions [15]. The priority metric is

pr=[0] +¢ @)

where J; is the TD error and € ensures non-zero probability. The sampling probability is

P(i) = Z’Z s ®)

where « controls prioritization intensity. Importance sampling weights correct the resulting

= (i)

where N is the buffer capacity and  anneals from Bgtart to 1. The weighted loss is

distribution bias:

B
Lpgr = % Y wi- (yi — Qlsi, a;;0))° (10)
i=1

The workflow of the PER mechanism is illustrated in Figure 4.

3 Compute Priorities | Sample mini-batches L.
Populate Experience e | ! Apply Importance Optimize Network
y 9 & Rank Transitions | using rank-based _ . 2
Replay Buffer P> by absolute > Prioritized »  Sampling (IS) -  Parameters #

(51, a¢, 72, 5141) ‘ |TD-errors| & Distribution P(i) i s [ a

Figure 4. Workflow of the Prioritized Experience Replay mechanism.
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2.3.5. DWA Dynamic Window Kinematic Model and Reward Shaping

The Dynamic Window Approach (DWA) [16] searches for feasible velocity commands
within the robot’s velocity space and evaluates them using a weighted combination of
heading, safety distance, and velocity. Zheng et al. [17] enhanced DWA with hierarchical
safety zones and fuzzy logic for real-time posture and speed adjustment.

The velocity dynamic window is

Vi = {(U/ w) ‘ (NS [vmin/ Z)max]/w S [wminr wmax]} (11)

where v and w denote linear and angular velocity. DWA scores each candidate pair using
three evaluation functions:
Heading evaluation measures alignment with the target direction:

heading(v,w) = 180° — |6target - epredictedl (12)

Obstacle clearance evaluation assesses the minimum distance to obstacles along the
predicted trajectory:

dist(v, w) = mi(r91 distance(trajectory(v, w), 0) (13)
o€

Velocity efficiency evaluation incentivizes higher speeds:
velocity (v, w) = |v| (14)
The comprehensive evaluation is a normalized weighted sum:
G(v,w) = a - heading(v, w) + B - dist(v, w) + 1 - velocity (v, w) (15)

Here, 7 is the DWA velocity weight, which is distinct from the RL discount factor .

Potential-Based Reward Shaping (PBRS) and its Application Scope. Ng et al. [9]
proved that a shaping reward F(s,s’) = y®(s") — ®(s) added to a fixed sparse task reward
preserves the optimal policy. Grzes$ [18] and Lidayan et al. [19] have extended these
theoretical frameworks. In this paper, DWA-inspired heading, clearance, velocity proxies,
repulsion, turn-back, and per-step penalties are dense, action-dependent, or schedule-
dependent signals. Therefore, the policy-invariance guarantee is strictly invoked only
for the canonical PBRS goal-progress term, and it is not asserted for the full composite
return R'.

Chebyshev Goal Progress and its PBRS Justification. The simulator employs Cheby-
shev distance d for termination (de < 1). The goal potential function is

Do (s) = —A - deo(8, Sgoal), (16)
where A = pbrs_goal_weight > 0. The canonical PBRS goal-progress term is
EYB(s,5') = 1y (') — By(s) = A[dos (5, Sgont) — Vol o) (7)
In practice, we compute the direct distance difference:
F™(5,") = A[des (5, Sg0a1) — doo(s' Sgoar) |- (18)
With v = 0.99, the approximation error |F;\Ig - F;mpl| = A1 = 7)doo(s',Sg0a1) < 0.2

for all practical distances, making F;mpl PBRS-compliant.

https://doi.org/10.3390/a19070528
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Complete Reward Decomposition. The total reward R'(s, a,s’) fed to the learner is
R'(s,a,5") = Reask(s,8") + ngmpl(s,s’) + H(s,a,s") (19)

where
Riask (s, 5,) = Rstep + Rpase

(20)
H(S/ a, S/) =M Rheading + A2Robs + A3Rsmooth + Rrep + Rip + Rawa-

Rstep is a small per-step penalty for efficiency; Rpase awards a large positive reward at
goal arrival and a large negative penalty upon collision. Rpeading, Robs, and Rsmooth are
the DWA-inspired dense channels. Rrep provides obstacle repulsion, Ry, penalizes back-
tracking, and Rqy, is a scheduled bonus when the agent’s action aligns with the DWA-
optimal command.

Reward Coefficient Specification. Table 4 lists all reward coefficients, DWA schedule
weights, and post-processing parameters as implemented in the environment. The total
raw reward is

Rraw = Rstep + Fg + Rair + Rrep + Rpack + Rturn + Revent + Rawa (21)

with the final reward clipped and scaled: R’ = clip(Rraw /10, [—10, 10]).

Table 4. Reward coefficient specification.

Term Formula/Description Value

Base terms (shared by all methods)

Rstep Constant per-step penalty -0.1
F; (PBRS) AMydeo(s) — doo(s")] A=20,v=0.99
F; (APF, APF-DQN only) AMdguc(s) — dguc(s)] A=20
Rgir 0.5cos Z(Ap, g) 0.5
Rrep —0.5(1/dmin — 1/dgage)? depte = 2.0
Rpack Return to s;_q —-0.5
Rturn at 7’é ay_1 —0.2
Success deo <1 +100
Collision Occupies obstacle cell -50

DWA shaping (DWA-D3QN only)
Schedule k = min(tiain / Twarm, 1) Twarm = 55,000
Global multiplier Sdwa 1.12
Heading A4 Fast: 1.00(1 — k), Safe: 0.52k A =10
Clearance A, Fast: 0.38(1 — k), Safe: 0.58k Ary=1.0
Velocity A3 Fast: 0.20(1 — k), Safe: 0.06k Az =1.0

Post-processing (all methods)

Scaling =10
Clipping [—10,10]

Unified Reward Summary. Table 4 consolidates the complete reward specifica-
tion. All methods share the base terms (Rstep, Fg, Rair, Rrep, Rpack, Rturn); DWA-
inspired shaping terms are active only for DWA-D3QN. The total is scaled and clipped:
R’ = dlip(Rraw /10, [—10, 10]).

Remark (Scope of Policy Invariance). Only a shaping function of the form
F(s,s") = y®(s") — P(s) added to a fixed sparse task reward preserves policy invariance [9].
This guarantee applies exclusively to (Ryysk, F;I 8). The composite return R’ includes H,
which contains action-, history-, and schedule-dependent terms that fall outside the PBRS
framework. All reported results optimize the scalarized, clipped composite return R'.
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The transformation from DWA evaluation criteria to dense reward functions is illus-

trated in Figure 5.
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Figure 5. Transformation framework from DWA dynamic window evaluation criteria to dense
reward function.

2.4. Kinematic Model for Deployment

Deployment uses an Ackermann steering bicycle model. Let the vehicle pose be
q = [x,y,0]" (rear-axle center) with control input u = [v,¢]" (longitudinal velocity
and front steering angle). Under the non-holonomic constraint xsinf — yycosf = 0, the

kinematics are
.0

X = vcoso, y =vsind, 0 7 tan ¢, (22)
where L is the wheelbase and tan ¢ = L/p (Figure 6).
Y r 3
4 w j )
P
y \\\ \
//'\
oL
o
x X

Figure 6. Kinematic model of an Ackermann-steered vehicle (rear-axle reference). (x,y) is the rear-
axle center; 6 is the heading angle; ¢ is the front steering angle; L is the wheelbase; p is the turning
radius to the instantaneous center of rotation (ICR); w is the yaw rate.

In discrete-time implementation, the equations are integrated via Euler discretiza-
tion with time step At, and physical limits are imposed: 0 < v < max, [@] < Pmax,
and |¢| < @max, ensuring that control commands remain within the vehicle’s steering ge-
ometry and actuator saturation limits. The grid-trained DRL policy outputs discrete action
indices, which are converted to global waypoints and then tracked by a path-following
controller that generates continuous (v, ¢) commands. In the ROS/Gazebo simulation,
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tire—road friction further introduces trajectory deviations due to tire slip, providing a test
of consistency between the kinematic model and dynamic simulation.

It should be noted that the training phase still uses the discrete grid action space
described in Section 2.1. The kinematic model in this section is used exclusively for
deployment, executability analysis, and simulation validation, thereby addressing the
requirements of Ackermann steering dynamics, non-holonomic constraints, and continuous
steering control.

3. Results
3.1. Algorithm Parameter Settings

Experiments were conducted using Python 3.11 (Python Software Foundation, Wilm-
ington, DE, USA), PyTorch 2.6.1 (Meta Platforms, Inc., Menlo Park, CA, USA) with CUDA
12.8 (NVIDIA Corporation, Santa Clara, CA, USA), and Ubuntu 24.04 LTS (Canonical Ltd.,
London, UK). Hardware includes 64 GB memory (Kingston Technology, Fountain Valley,
CA, USA), an Intel Core i7-14700K CPU (Intel Corporation, Santa Clara, CA, USA), and an
NVIDIA RTX 5070 Ti GPU (NVIDIA Corporation, Santa Clara, CA, USA). Hyperparameter
settings for DWA-D3QN are detailed in Table 5.

Table 5. Hyperparameter settings for the DWA-D3QN algorithm.

Parameter Name Parameter Value
Learning rate 5.0x 1074

Optimizer Adam

Reward discount factor y 0.99

Batch size 256

Experience replay buffer size 120,000

Priority coefficient « (PER) 0.6

Importance sampling initial coefficient Bstart (PER) 0.5

Exploration attenuation estart = 1.0, €eng = 0.02

3.2. Hyperparameter Tuning and Convergence

Hyperparameters were selected via two-stage tuning. First, learning rate and batch
size were coarsely searched over [1 x 1074,1 x 10~3] and {64, 128,256,512} using the D3QN
baseline under complex difficulty; learning rate 5.0 x 10~ and batch size 256 yielded the
most stable convergence. Second, PER parameters («, Bstart) were tuned on DWA-D3QN
via grid search over « € {0.4,0.5,0.6,0.7} and Bstart € {0.4,0.5,0.6} with « = 0.6 and
Bstart = 0.5 providing the best efficiency-stability trade-off. Exploration parameters
(estart = 1.0, €eng = 0.02) follow standard DRL practice. Robustness is validated in Section 3.8.

The training loss convergence curve is shown in Figure 7.

The hyperparameter search space and selected values are summarized in Table 6.

Table 6. Hyperparameter search space and selected values.

Parameter Search Range Selected Criterion
Learning rate [1x1074,1x 1073 5.0x 1074 Convergence stability
Batch size {64,128,256,512} 256 Convergence stability
PER « {0.4,0.5,0.6,0.7} 0.6 Efficiency-stability trade-off
PER Bstart {0.4,0.5,0.6} 0.5 Efficiency-stability trade-off
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Figure 7. Training loss curve of DWA-D3QN under complex difficulty (learning rate 5.0 x 104, batch
size 256, 200k steps). The loss converges rapidly within the first 5 x 10* steps and remains stable
thereafter, confirming the suitability of the selected hyperparameters.

3.3. Evaluation Metrics

Unless otherwise noted, all reported performance metrics are computed as the
mean =+ standard deviation over 15 random seeds for DRL methods and over 120 fixed
maps for classical planning methods (A* and DWA). The paired Wilcoxon signed-rank test
(« = 0.05) is used to assess the statistical significance of performance differences between
methods. Bootstrap resampling with 10,000 iterations is used to compute 95% confidence
intervals for the success rate and collision rate are computed.

All methods are evaluated using five metrics computed over the last 50 training
episodes. The success rate is the fraction of episodes where the agent reaches the goal
(doo < 1). The collision rate is the fraction where the agent collides with an obstacle. Mean
steps is the average episode length. Min clearance is the average minimum Euclidean
distance to any obstacle across all steps.

Trajectory smoothness is defined as the complement of the per-step discrete action-
switch rate. A turn event is counted at step ¢ when both the current and previous actions
involve movement (2 # 0) and the action index changes:

1, aig #0Najp 1 #0Nay; # a1

W t) =
tan(?) 0, otherwise

with the convention 4 = 0. For episode i with T; steps and N"'™ total turns,

turn
J— , T; >0
Smoothness; = T;

1, T,=0

The reported smoothness is the average over the last 50 episodes. This metric ranges
in [0, 1] with higher values indicating fewer action switches per step. It is not a geometric
curvature measure but rather a discrete action-switch rate complement, which is consistent
with the environment’s turn penalty Reym = —0.2.
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3.4. Map Difficulty Definition and Examples

Two difficulty levels are defined: simple and complex. Both use the same start
(lower-left) and goal (upper-right) positions with static and dynamic obstacles generated
via random seeds. Figure 8 shows representative maps; black cells denote static obstacles,
red segments indicate dynamic obstacle trajectories, and green and yellow markers denote
start and goal points.

B Start ¥r Goal mmmmm Static obstacles = Dynamic obstacle path

(a) Simple (occ=0.10, dyn=2) (b) Complex (occ=0.14, dyn=4)
.

Figure 8. Representative grid map examples at the two difficulty levels. (a) Simple difficulty
(pocc =~ 0.10, Ndyn = 2); (b) complex difficulty (pocc ~ 0.14, Ndyn =4).

Complexity is quantified by static obstacle occupancy pocc = Nitatic/ N> and the
number of dynamic obstacles Nayn- Simple difficulty uses pocc =~ 0.10 and Ngyn = 2,
yielding open traversable space with sparse dynamic interactions. Complex difficulty uses
Pocc ~ 0.14 and N4y, = 4, requiring frequent dynamic obstacle avoidance under tighter
passage constraints.

All methods are evaluated on identical map sets generated from fixed random seeds
to ensure reproducibility.

3.5. Quantitative Results

Table 7 compares DWA-D3QN with the sparse-reward D3QN baseline, which uses
only Ryysk without PBRS or DWA channels, across simple and complex difficulties. All runs
use a fixed budget of 200,000 steps. Results are reported over 15 seeds.

Table 7. Performance comparison of D3QN (sparse reward) and DWA-D3QN under simple and
complex difficulties. Results over 15 seeds. (Bold values indicate the best performance among
compared methods).

Difficulty Method Success (%)  Collision (%)  Smoothness Mean Steps  Min Clearance
Simple D3QN (sparse) 76.5 21.3 0.555 69.15 0.853
p DWA-D3QN 93.7 6.3 0.726 27.82 1.179
Complex D3QN (sparse) 79.7 19.5 0.500 45.14 0.816
p DWA-D3QN 94.1 5.9 0.674 23.93 0.981

DWA-D3QN significantly outperforms the sparse-reward D3QN across all met-
rics under both difficulties. Under simple difficulty, the success rate improves from
76.5% to 93.7% (a 17.2 pp gain) and the collision rate drops from 21.3% to 6.3%.
Under complex difficulty, the success rate increases from 79.7% to 94.1% (a 14.4
pp gain), the collision rate falls from 19.5% to 5.9%, and the mean steps are re-
duced from 45.14 to 23.93, which is a reduction of 47%. Under complex difficulty,
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the DWA-D3QN success rate 95% CI is [92.3%, 95.8%]; the collision rate 95% CI is
[4.1%, 7.7%]. All improvements are statistically significant (p < 0.001, Wilcoxon signed-
rank test). A comprehensive benchmark comparison is provided in Section 3.13.

3.6. Ablation Experiments

Ablation experiments under complex difficulty use a fixed 200,000-step budget, identi-
cal D3QN-PER architecture, and shared hyperparameters, varying only the reward com-
position. Three single-term variants (Heading only, Clearance only, Velocity only) and
two composite variants (DWA dense only, APF-Euclidean) are compared against the full
DWA-D3QN. Results are reported as mean =+ standard deviation over 15 seeds (Table 8).

Table 8. Comparison of ablation experiment results under complex difficulty. Results: mean + SD
over 15 seeds.

Method Success (%) Collision (%) Smoothness Mean Steps Min Clearance
Heading only 84.0 + 16.6 15.5 £16.5 0.627 £ 0.085 29.20 £ 13.62 0.862 £ 0.152
Clearance only 88575 11.3+71 0.615 £ 0.076 29.36 +9.94 0.905 + 0.109
Velocity only 83.3 £10.1 16.7 £10.1 0.619 + 0.066 25.68 £7.12 0.841 £ 0.108
DWA dense only 62.7 £ 34.7 32.0+£31.3 0.573 £ 0.121 89.76 £ 90.82 0.685 £ 0.313
APF-Euclidean 803 £17.1 19.7 £17.1 0.519 £ 0.078 42.05 £+ 31.63 0.814 +0.186
Full DWA-D3QN 94.1 £ 34 5.9 + 3.4 0.674 + 0.068 23.93 +2.26 0.981 £ 0.120

Among single-term variants, Clearance only achieves the highest success rate (88.5%)
and lowest collision rate (11.3%), indicating that obstacle safety distance awareness is
the most critical single shaping dimension. Heading only reaches 84.0%, confirming that
directional alignment also contributes substantially to task completion. Velocity only
achieves 83.3% with the lowest mean steps (25.68), suggesting that velocity incentives
promote path efficiency but at the cost of higher collision risk.

The full DWA-D3QN (94.1%) outperforms Heading only (84.0%) by 10.1 pp and
Clearance only (88.5%) by 5.6 pp, confirming that the multi-dimensional composite provides
benefits beyond any single term. The improvement over Heading only is statistically
significant (p < 0.01, Wilcoxon test) as is the improvement over Clearance only (p < 0.05).

DWA dense only (62.7%) exhibits high variance (£34.7%) with several seeds failing to
learn effectively, underscoring the indispensable role of the PBRS Chebyshev goal term.
The 31.4 pp gap between DWA dense only and the full model demonstrates that kinematic
guidance alone is insufficient without the goal-progress signal. APF-Euclidean (80.3%)
underperforms the Chebyshev formulation, validating that the L® potential aligned with
the grid-world termination predicate provides more effective guidance than a generic
Euclidean measure.

The full DWA-D3QN achieves the best results across all metrics: 94.1% success,
5.9% collision, 0.674 smoothness, and 0.981 min clearance, demonstrating that the multi-
dimensional composite reward successfully balances competing objectives.

3.7. Reward Weight Sensitivity Analysis

We evaluate sensitivity over the three DWA-inspired shaping weights A1 (Heading),
Ay (Clearance), and A3 (Velocity). Three configurations are tested under complex difficulty
with all other hyperparameters held constant. Results are reported as mean + SD over
15 seeds. Table 9 reports the results.
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Table 9. Reward weight sensitivity analysis under complex difficulty. Results: mean & SD over

15 seeds.
Configuration (A1:13:A3) Success (%) Collision (%) Smoothness Mean Steps
Default (1:1:1) 941+ 34 59434 0.674 £ 0.068 23.93 + 2.26
Heading-dominant (2:1:1) 95.6 +2.7 44+27 0.723 + 0.045 2247 +3.27
Velocity-suppressed (1:1:0) 972 +3.0 28+3.0 0.713 £ 0.073 2293 +2.83

Performance remains stable and even improves under moderate weight perturbations.
Heading-dominant achieves 95.6% success, which is marginally higher than the default
94.1%, with improved smoothness (0.723 vs. 0.674). Velocity-suppressed achieves the
highest success rate (97.2%) and lowest collision rate (2.8%), suggesting that the velocity
term, while beneficial for trajectory quality, may slightly constrain success in the default
configuration. All three configurations maintain success rates above 94%, confirming that
the composite reward is not brittle to weight tuning.

3.8. Hyperparameter Robustness Analysis

We evaluate the robustness under perturbation of the learning rate, batch size, and eqpq.
Results are reported as the mean + SD over 15 seeds. Table 10 summarizes the results
under complex difficulty.

Table 10. Hyperparameter robustness analysis under Complex difficulty. Results: mean + SD over

15 seeds.
Parameter Setting Success (%) Collision (%) Smoothness Mean Steps
Default (x = 5.0 x 1074, B = 256, €¢nq = 0.02) 941 +34 59+34 0.674 £ 0.068 23.93 £2.26
Learning rate 1.0 x 10~* 96.5 £ 24 35+24 0.702 £ 0.081 23.41 £3.25
Batch size 128 96.5 £ 3.0 35+£3.0 0.715 £ 0.067 2397 £5.15
€end = 0.05 935+45 6.5+ 4.5 0.673 £ 0.062 23.12 £2.20

DWA-D3QN maintains strong performance across all perturbations. Reducing the
learning rate or batch size yields 96.5% success, slightly exceeding the default 94.1%. In-
creasing €qnq to 0.05 produces a modest decrease to 93.5% with higher collision rate (6.5%),
confirming that extended exploration provides limited benefit. Across all perturbations, suc-
cess rates remain within [93.5%, 96.5%] with overlapping confidence intervals, confirming
insensitivity to precise hyperparameter tuning.

3.9. Computational Efficiency

Table 11 summarizes the computational profile of DWA-D3QN. Each 200,000-step
training run completes in approximately 9.7 min on an NVIDIA RTX 5070 Ti GPU, en-
compassing environment simulation, PER-based priority updates, and periodic network
optimization (every four steps). A full sweep of 10 configurations requires approximately
1.5 h, enabling systematic ablation and sensitivity studies within a practical time budget.

Table 11. Computational efficiency of DWA-D3QN.

Metric Value
Training time (200k steps) ~29.7 min
Training time (10 configurations) ~15h
Inference latency (mean) 0.63 ms/step
Inference latency (P99) 1.46 ms/step
Policy network parameters 53,386
Target network parameters 53,386
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Inference latency averages 0.63 ms per step (P99: 1.46 ms), confirming sub-millisecond
decision making suitable for real-time control. The maximum of 12.73 ms reflects GPU
cold-start overhead. Since DWA-D3QN shares the same Dueling network architecture as
the D3QN baseline (53,386 parameters), its inference cost is consistent with that of the
D3QN baseline, demonstrating that the proposed DWA-derived reward shaping introduces
no additional computational burden at deployment. In contrast, classical DWA performs
velocity-space sampling and trajectory evaluation at each control cycle, incurring higher
per-step computation.

3.10. Deployment-Time Computational Comparison

Table 12 presents a paired deployment-time comparison between classical DWA and
DWA-D3QN under the env_decision protocol (3000 control steps on 20 complex maps).
Continuous classical DWA requires 92.4 ms/step on CPU due to 200 (v, w) candidate
evaluations with 20-step trajectory rollouts, whereas DWA-D3QN greedy inference requires
0.77 ms/step on GPU and 0.47 ms/step on CPU, representing speedups of approximately
120x and 197 x, respectively. The discrete grid DWA baseline, which performs nine-action
heuristic scoring, achieves a 0.54 ms/step, which is comparable to DWA-D3QN in raw
latency (1.15x). Table 13 further demonstrates that even the lightest continuous DWA
configuration (50 x 10 candidates) remains 21.8 x slower than DWA-D3QN, confirming
that the speedup is robust to velocity sampling resolution.

Table 12. Paired deployment-time latency on complex 20 x 20 (env_decision protocol, 3000 control
steps, 20 maps).

Method Device Mean (ms/Step) P99 (ms/Step) Notes

Classical DWA (discrete grid) CPU 0.54 1.15 9-action heuristic scoring
DWA-D3QN (proposed) CPU 0.47 1.29 Greedy DuelingNet forward
DWA-D3QN (proposed) GPU 0.77 2.47 GPU deployment
Classical DWA (continuous) CPU 924 130.0 200 (v, w) % 20-step rollout

Table 13. Continuous DWA latency sensitivity to velocity sampling resolution.

Configuration Candidates X Steps Mean (ms) vs. D3QN Slowdown
Light 50 x 10 10.2 21.8x
Medium 100 x 20 44.6 94.9x
Default 200 x 20 84.7 180.2x
Heavy 400 x 20 169.2 360.1%

3.11. Path Visualization

To elucidate the behavioral mechanisms underlying the quantitative results,
three representative obstacle layouts under complex difficulty are analyzed using greedy
inference on both trained policies. The selected scenarios span narrow corridors (Scenario
A), high local decision demands (Scenario B), and dense obstacle distributions (Scenario C),
covering diverse navigation challenges.

3.11.1. Scenario A: Narrow Corridor

Figure 9 shows the results in a narrow corridor scenario where the start and goal are
separated by multiple static obstacles. D3QN fails to reach the goal and collides (path
length: 24.14, 20 steps). DWA-D3QN reaches the goal without collision (geometric length:
30.04, 23 steps). The D3QN trajectory exhibits directional deviations in obstacle-dense
regions, while DWA-D3QN navigates smoothly along the traversable channel.
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Figure 9. Scenario A: D3QN (left) fails and collides; DWA-D3QN (right) reaches the goal with
a smooth trajectory.

3.11.2. Scenario B: Path Coherence

Figure 10 shows the results in a scenario requiring precise local decisions. D3QN
requires 796 steps (geometric length: 930.62); although no collision occurs, it fails to reach
the goal, exhibiting high-frequency oscillations and local loops. DWA-D3QN reaches the
goal in 23 steps (geometric length: 30.46), without collision, following a monotonic path

with substantially fewer turns.
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Figure 10. Scenario B: D3QN (left) oscillates and fails; DWA-D3QN (right) produces a smooth,
efficient path.

3.11.3. Scenario C: Dense Obstacles

Figure 11 shows the results in a scenario with increased obstacle density and severely
constrained traversable space. D3QN reaches the goal in 29 steps (geometric length: 34.38),
without collision, but exhibits detour behavior. DWA-D3QN achieves a shorter path in
25 steps (geometric length: 30.38) while maintaining safety, selecting a more compact
trajectory that closely follows obstacle boundaries.

Across all three scenarios, DWA-D3QN consistently outperforms D3QN: it succeeds
where D3QN fails (Scenario A), eliminates oscillations (Scenario B), and achieves more
compact paths (Scenario C). These behavioral observations corroborate the quantitative
improvements in success rate, collision rate, smoothness, and step efficiency.

https:/ /doi.org/10.3390/a19070528


https://doi.org/10.3390/a19070528

Algorithms 2026, 19, 528

19 of 28

D3QN DWA_D3QN
steps=29, len=34.38, ok=True, coll=False steps=25, len=30.38, ok=True, coll=False

20.0 ‘ I

175{ 1

15.0 4 L r

2.5
O I [ |
0.0, . .
0 5 10 15 20
x (cell) x (cell)

Figure 11. Scenario C: D3QN (left) shows detours; DWA-D3QN (right) produces a shorter, more
compact trajectory.
3.12. Convergence Speed and Training Stability

Learning curves for D3QN and DWA-D3QN are compared under complex difficulty
with a 200,000-step budget. A sliding window of size 50 smooths the raw curves; shaded
regions indicate variance across random seeds.

3.12.1. Average Episode Reward Convergence

Figure 12 presents the reward curves. DWA-D3QN rises rapidly and plateaus at
approximately 2 x 10* steps with small fluctuations, while D3QN converges markedly
slower with persistent oscillations.

Mean episode reward (moving avg window=50)

—— D3QN
151 DWA_D3QN

10 -

Episode reward
(9]

04

sl

10,000 20,000 30,000 40,000 50,000
Environment steps

Figure 12. Average episode reward convergence curves for D3QN and DWA-D3QN under complex difficulty.

3.12.2. Success Rate Convergence and Stability

Figure 13 shows the success rate curves. DWA-D3QN achieves high success earlier and
approaches saturation sooner with smaller fluctuation amplitudes and weaker regressions
during the plateau phase.
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Figure 13. Success rate convergence curves for D3QN and DWA-D3QN under complex difficulty.

3.13. Comparative Analysis

DWA-D3QN is compared against three categories of baselines under complex diffi-
culty: value-based DRL (DQN, DDQN, Dueling DQN), heuristic-guided DRL (APF-DQN,
PBRS-guided D3QN), and classical planning (A*, DWA). A* replans at each step to adapt to
dynamic obstacles; classical DWA performs local velocity-space sampling and trajectory
evaluation at each control cycle. All methods share an identical test set to ensure fair
comparison. DRL results are reported as mean + standard deviation over 15 seeds; A*
and DWA results are reported as mean =+ standard error over 120 fixed maps. Statistical
significance was assessed using the paired Wilcoxon signed-rank test (« = 0.05).

Paired Wilcoxon tests with Cohen’s d confirm statistical significance: PPO vs. DWA-
D3QN success p = 0.0010, d = —1.38 (very large); SAC p = 0.0007, d = —1.20 (very large);
TD3 p = 0.0024, d = —1.01 (large); D3QN (PBRS) vs. DWA-D3QN success p = 0.0109,
d = —0.51 (medium). All three policy gradient methods achieve significantly lower success
rates than DWA-D3QN. Despite the additional training budget and exploration mecha-
nisms, PPO achieves only 54.8% success with high variance (£28.2%). All three methods
require substantially more steps per episode than DWA-D3QN (64.7-240.8 vs. 23.93), indi-
cating less efficient exploration in the discrete grid navigation task.

Two D3QN configurations are evaluated: D3QN (sparse) in Table 7 uses only Ri,sx;
D3QN (PBRS) in Table 14 adds the Chebyshev goal term. The 55.7 pp gap (85.7% vs. 30.0%)
isolates the contribution of goal-progress shaping.

DQN achieves 82.3% success with notable variance (+21.9%). DDQN reaches 89.5%
(£5.1%), confirming that Double Q-learning reduces overestimation and stabilizes training.
APF-DON attains 80.3% (£17.1%), indicating unreliable guidance from binary attraction—
repulsion signals. Dueling DON achieves 81.9% (4+21.2%) with high variance suggesting
that the Dueling architecture alone is insufficient for stable learning under sparse rewards.

A* achieves 76.7% success with mean steps 130.19, roughly 5.4 that of DWA-D3QN,
due to repeated global replanning under dynamic obstacles. Classical DWA reaches 93.3%
success, demonstrating strong real-time obstacle avoidance though with higher collision
rate (6.7%) than DWA-D3QN (5.9%).

DWA-D3QN achieves 94.1% success and 0.674 smoothness. The overall performance
comparison of success rate and collision rate across all methods is visualized in Figure 14,
while trajectory quality metrics including smoothness, mean steps and minimum obstacle
clearance are illustrated in Figure 15. Paired Wilcoxon tests (n = 15, seed 4 excluded)
with Cohen’s d confirm statistical significance: DWA-D3QN vs. DDQN success p = 0.0046,
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d = 1.01 (large); vs. D3QN (PBRS) success p = 0.0109, d = 0.51 (medium), smoothness
p = 6.10 x 1075, d = 2.00 (very large), collision p = 0.0101, d = —0.53 (medium). DWA-
D3QN achieves the lowest standard deviation (+3.4%) among all DRL methods, confirming
that dense kinematic priors stabilize policy learning.
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Figure 14. Task completion capability under complex difficulty. Error bars denote + one standard
deviation. DWA-D3QN achieves the highest success rate and lowest collision rate with minimal variance.
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Figure 15. Trajectory quality and efficiency under complex difficulty. Error bars denote £ one
standard deviation. DWA-D3QN achieves the best smoothness and clearance with competitive
step efficiency.
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Table 14. Performance comparison under complex difficulty. DRL: mean & SD over 15 seeds;
A*/DWA: mean + SE over 120 maps. (Bold values indicate the best performance among com-
pared methods).

Method Success (%) Collision (%) Smoothness Mean Steps Clelzlri:n ce
Value-based DRL

DQN 82.3 +21.9 177 +£219 053440082 2952 +1352 0.830 & 0.225

DDQN 89.5 + 5.1 10.5 £ 5.1 0.559 + 0.081 23.79+3.01  0.906 & 0.073

Bg%mg 81.9 +21.2 181+212  0533+0.070 29.87 +16.39 0.826 + 0.219

Heuristic-guided DRL

APF-DOQN 80.3 £ 17.1 197 £17.1 05194+ 0.078 42.05+31.63 0.814 4 0.186

([I)%%I) 85.7 &+ 17.0 140+ 160  05134+0.057 3290 +£2495 0.867 & 0.168
Classical planning

A* 76.7 + 3.9 233+39 0811 +0013 131081790i 0.767 + 0.039

DWA 933 +23 6.7 +£2.3 0.811 + 0.008 53.14 +10.95 0.933 + 0.023

DWA-D30QN
DWA-D3QN 94.1 + 34 5.9 4 3.4 0.674 + 0.068  23.93+226 0.981 4 0.120

3.14. ROS/Gazebo Preliminary Validation

To assess sim-to-real transferability, the grid-world-trained DWA-D3QN policy was
deployed in a ROS/Gazebo environment without fine tuning. An Ackermann-steered
vehicle model equipped with a simulated 2D LiDAR sensor navigated among dynamic
obstacles, following the kinematic model described in Section 2.4. The grid policy’s discrete
actions are converted to global waypoints and then tracked by a path-following controller
that generates continuous (v, ¢) commands. Quantitative evaluation was conducted over
50 independent trials with varying obstacle configurations. The policy achieved a success
rate of 96.0% with a collision rate of 4.0%. Figure 16 illustrates the navigation process at
different stages.

The quantitative results are summarized in Table 15.

Table 15. Quantitative ROS/Gazebo validation results over 50 independent trials.

Metric Value
Trials 50
Success rate 96.0%
Collision rate 4.0%
Average cross-track error 0.094m
Max cross-track error 0.27 m
RMS cross-track error 0.108 m

The average cross-track error over all successful trials was 0.094 m (RMS: 0.108 m,
maximum: 0.27 m), which was measured as the perpendicular distance between the vehicle
rear-axle center and the reference path segment at each control cycle (10 Hz). This level of
tracking accuracy confirms that the grid-trained policy transfers effectively to continuous
steering control under the Ackermann kinematic model described in Section 2.4.

Qualitative results demonstrate that the learned policy successfully transfers to the
continuous-state environment. The robot consistently avoids dynamic obstacles and reaches
the goal across 50 trials. The Rviz trajectory (Figure 17) shows a smooth, continuous path
without oscillations, confirming that the DWA-derived shaping signals produce trajectories
that are executable under the Ackermann steering kinematic model. Minor trajectory
deviations in early deployment steps are attributable to the domain gap between discrete
grid representation and continuous LiDAR observations. The two failure cases occurred in
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scenarios with narrow corridors and intersecting dynamic obstacle trajectories, representing
edge cases at the boundary of the grid-world training distribution.

(a) Initial position with LIDAR obstacle detection (b) Dynamic obstacle avoidance

(c) Approaching the goal after clearing obstacles (d) Goal reached

Figure 16. ROS/Gazebo simulation of DWA-D3QN policy. Quantitative results over 50 trials: success
rate 96.0%, collision rate 4.0%.

Figure 17. Rviz trajectory visualization of DWA-D3QN policy in the ROS/Gazebo environment.
The green curve shows the robot’s actual trajectory from start to goal, demonstrating smooth naviga-
tion with effective dynamic obstacle avoidance.

4. Discussion
4.1. Analysis of DWA-D3QN Versus Baseline Methods

DWA-D3QN achieves comprehensive superiority under both simple and complex
difficulties. The dual-configuration D3QN evaluation decomposes performance gains:
sparse-reward D3QN achieves 30.0%, PBRS-guided D3QN reaches 85.7% (a 55.7 pp gain
from the Chebyshev goal term), and DWA-D3QN reaches 94.1% (an additional 8.4 pp from
DWA-derived shaping). This confirms that both the goal signal and kinematic heuris-
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tics are essential. All improvements are statistically significant (p < 0.001 for sparse-
reward vs. PBRS-guided; p < 0.05 for PBRS-guided vs. DWA-D3QN; Wilcoxon test).

DWA-D3QN achieves the lowest standard deviation (£3.4%) among all DRL methods
compared to £17.0% for D3QN (PBRS) and £21.9% for DQN. This progressive reduction
demonstrates that Double Q-learning, the Dueling architecture, and DWA shaping each
contribute to training stability.

DDON (89.5%) outperforms D3QN (PBRS) (85.7%), which is likely because the Du-
eling architecture introduces additional parameters that increase early-training variance
under sparse rewards. DWA-derived dense signals mitigate this, enabling the Dueling
architecture’s representational capacity to manifest in the full model.

In terms of path quality, DWA-D3QN achieves the best smoothness among DRL
methods (0.674) and the highest min clearance (0.981). The smoothness improvement over
D3QN (PBRS) is statistically significant (Wilcoxon p < 0.0001). APF-DQN’s mean steps
(42.05, 1.8 x DWA-D3QN) highlight the limitations of binary attraction-repulsion heuristics.

4.2. Mechanistic Insights from Ablation Studies

Clearance awareness is the most critical single shaping dimension (88.5% success,
11.3% collision), indicating that obstacle safety distance awareness provides the strongest
individual contribution to task completion. Heading guidance reaches 84.0%, confirming
that directional alignment also plays a key role. Velocity smoothing alone achieves 83.3%
with the lowest mean steps (25.68), suggesting a trade-off between path efficiency and
collision risk.

The full model (94.1%) outperforms Heading only by 10.1 pp and Clearance only by
5.6 pp with both improvements statistically significant (p < 0.01 and p < 0.05, respectively,
Wilcoxon test), confirming the benefit of multi-dimensional shaping.

The 31.4 pp gap between DWA dense only (62.7%) and the full model (94.1%) demon-
strates that kinematic guidance alone is insufficient without the goal-progress signal. DWA
dense only exhibits high variance (+34.7%) with several seeds failing to converge, fur-
ther highlighting the stabilizing role of the Chebyshev goal term. APF-Euclidean (80.3%)
underperforms Chebyshev, validating the L potential.

4.3. Behavioral Analysis from Path Visualization

Across the three analyzed scenarios, DWA-D3QN exhibits superior performance over
D3QN in every case: it succeeds where D3QN fails (Scenario A), eliminates oscillations
(Scenario B), and achieves more compact paths (Scenario C). These observations corroborate
the quantitative results.

4.4. Training Dynamics and Convergence Behavior

DWA-D3QN converges faster (plateau at ~ 2 x 10 steps) with smaller fluctuations,
whereas D3QN requires more steps with persistent oscillations. DWA heuristic signals
provide continuous guidance, accelerating policy formation.

Robustness analysis confirms stable performance under perturbations of learning rate,
batch size, and exploration schedule with the success rate remaining at 96.0%. Sensitivity
analysis shows the composite reward is not brittle: the success rate remains above 89.0%
with the velocity term suppressed.

4.5. Performance Relative to Traditional Planning Algorithms

A* (76.7%, steps: 130.19) suffers from its static environment assumption, requiring fre-
quent replanning. Classical DWA achieves high success (93.3%) but with a higher collision
rate (6.7%) than DWA-D3QN (5.9%). The deployment-time comparison (Tables 12 and 13)
quantifies the computational advantage: continuous classical DWA requires 92.4 ms
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per decision cycle, whereas DWA-D3QN completes inference in 0.47-0.77 ms, represent-
ing speedups of 120-197x. Even the lightest continuous DWA configuration remains
21.8x slower. On the discrete grid, DWA-D3QN (0.47 ms) is comparable to grid DWA
(0.54 ms); the core advantage lies not in raw latency on the grid but in the offline internal-
ization of kinematic priors that enables deployment on continuous-state platforms without
online velocity search. DWA-D3QN internalizes DWA criteria through offline training,
combining local obstacle avoidance with global motion coherence.

4.6. Failure Mode Analysis

Despite the strong overall performance, several failure modes are observed. In scenar-
ios with dense dynamic obstacle congestion (four or more dynamic obstacles intersecting in
a confined region), DWA-D3QN occasionally exhibits oscillatory behavior where the agent
alternates between two actions without making progress, resulting in timeout failures. This
occurs when the DWA-derived clearance and heading terms produce conflicting gradients
in the Q-value landscape. In local minima situations, such as U-shaped obstacle formations,
the agent may exhibit repetitive back-and-forth motion, as the Chebyshev goal-progress
signal is insufficient to guide escape from non-convex obstacle configurations. These failure
cases typically represent less than 6% of all episodes and are more prevalent in the early
training phase with frequency decreasing as training progresses. Reward conflicts between
the heading incentive (pulling toward the goal through obstacles) and the clearance incen-
tive (pushing away from obstacles) can occasionally produce indecisive policies in narrow
passages, highlighting a limitation of the scalarized multi-objective reward formulation.
Future work could address these failure modes through curriculum learning that gradually
increases obstacle density or through adaptive weight scheduling that dynamically adjusts
the trade-off between competing reward terms based on local obstacle density.

4.7. Comparison with Policy Gradient Methods

PPO, SAC, and TD3 achieve success rates of 53.9-56.5% compared with 94.1% for DWA-
D3QN (Table 16). All differences are statistically significant (Wilcoxon p < 0.01). We attribute
this gap to two factors. First, the discrete action space (nine actions) may not fully leverage
the continuous control capabilities of policy gradient methods. Second, the DWA-derived
dense reward shaping provides structured kinematic guidance that is particularly effective for
discrete grid navigation, whereas the sparse task reward limits the learning signal available
to PPO/SAC/TD3. The high variance of PPO (£28.2%) and TD3 (£37.2%) further indicates
sensitivity to random seed initialization. These methods also require 3-10 times more steps per
episode (64.7-240.8 vs. 23.93), suggesting less efficient exploration. These findings highlight
that value-based methods with task-specific reward shaping may be more suitable for discrete
navigation tasks, while policy gradient methods excel in continuous control domains.

Table 16. Comparison with policy gradient and actor—critic methods under complex difficulty.
Results: mean £ SD over 15 seeds. PPO trained for 400k steps with random warmup of 15k steps
and entropy annealing from 0.08 to 0.01.

Method Success (%) Collision (%) Smoothness Mean Steps Min Clearance
PPO* 548 £28.2 4134215 0.628 £0.077 64.7+1043 0.593 £ 0.223
SAC 5394312 2634137 0.432+0.038 240.8 1459 0.737 4 0.137
TD3 561372 3244310 0.562+0.156 151.9 £138.7 0.676 + 0.310

D3ON (PBRS) 85.7 +£17.0 14.0+16.0 0.513 +0.057 32.90 £24.95 0.867 £ 0.168
DWA-D3QN  94.1 +34 59+34 0.674 £0.068 23.93 226 0.981 £ 0.120

* PPO: 400k training steps, random warmup 15k steps, entropy annealing from 0.08 to 0.01.
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5. Conclusions

This paper proposed DWA-D3QN, which is a DWA heuristically-guided Dueling Dou-
ble Deep Q-Network for intelligent vehicle path planning. The D3QN architecture decou-
ples state value and action advantage while mitigating Q-value overestimation through the
double estimator. PER enhances critical sample utilization. The reward integrates a Cheby-
shev goal-progress signal motivated by PBRS with dense DWA-derived proxies and auxil-
iary terms; the policy-invariance property of Ng et al. applies only to the standard PBRS cou-
pling of the goal term to the sparse task reward rather than the full trained return. The policy
network employs a compact Dueling architecture with 53,386 parameters and achieves
0.63 ms inference latency.

Under complex difficulty, DWA-D3QN achieves 94.1 + 3.4% success and 5.9 £ 3.4% colli-
sion over 15 seeds with the lowest variance among all DRL methods. A dual-configuration
evaluation reveals a 55.7 pp gain from the PBRS Chebyshev goal term and a further 8.4 pp
gain from DWA-derived shaping. Over the sparse-reward baseline, DWA-D3QN improves
success from 30% to 94.1%, which is a 64.1 pp gain. Ablation studies confirm that clear-
ance and heading terms provide essential safety and directional guidance, while velocity
smoothing refines trajectory quality. The full model outperforms Heading only by 10.1 pp
and Clearance only by 5.6 pp. The PBRS Chebyshev goal term contributes 31.4 pp over
DWA-dense-only shaping. Comparisons with PPO, SAC, and TD3 confirm statistically
significant advantages (PPO: p = 0.0010, SAC: p = 0.0007, TD3: p = 0.0024). Deployment-
time benchmarks confirm 120-197 x speedup over continuous classical DWA. ROS/Gazebo
quantitative validation achieves 96.0% success rate over 50 trials, further confirming sim-to-
real transferability. The deep integration of reinforcement learning and classical kinematic
evaluation achieves a balanced optimization of task completion, obstacle avoidance safety,
and trajectory quality in dynamic environments.

Limitations and Future Work

Several limitations should be acknowledged. (1) While ROS/Gazebo validation with
an Ackermann-steered vehicle model demonstrates basic sim-to-real transferability, the val-
idation environment remains relatively simplified compared to real-world conditions.
Quantitative evaluation under more challenging scenarios including sensor noise, com-
munication delays, varying terrain conditions, and diverse weather effects remains for
future work. The current action space uses omnidirectional discrete grid movement during
training; DWA is employed solely for training-phase reward shaping rather than for online
control. (2) This paper focuses on value-based DRL; comparisons with policy-gradient
methods such as PPO, SAC, and TD3 are deferred to enable a comprehensive assessment
of how different DRL paradigms interact with the proposed DWA-derived reward shaping.
(3) The framework addresses single-agent navigation; multi-agent scenarios with inter-
agent coordination, collision avoidance, and communication require further investigation.
(4) Failure modes including oscillatory behaviors in dense dynamic obstacle congestion
and local minima entrapment in non-convex obstacle configurations highlight limitations
of the scalarized multi-objective reward formulation.

Future work includes (1) extending the current Gazebo validation to the CARLA
simulator with domain randomization, dynamic weather, and more realistic sensor models
to comprehensively evaluate sim-to-real transfer; (2) investigating prediction-based antici-
pation mechanisms for dynamic obstacle trajectories to improve performance in densely
crowded environments; (3) extending the framework to multi-agent cooperative navi-
gation with decentralized DWA-D3QN policies; (4) accelerating training via distributed
replay and parallel environment sampling; (5) automating reward parameter learning via
meta-learning or population-based training to reduce manual tuning effort; (6) integrating
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the DWA heuristic signals directly into the training action space, enabling the agent to
learn under non-holonomic constraints from the outset rather than relying on post hoc
kinematic adaptation; and (7) developing curriculum learning strategies and adaptive
weight scheduling to address the identified failure modes of oscillatory behavior and local
minima entrapment.
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Abbreviations

The following abbreviations are used in this manuscript:

DQN Deep Q-Network

DDQN  Double Deep Q-Network

D3QN  Dueling Double Deep Q-Network
DWA Dynamic Window Approach

PER Prioritized Experience Replay
PBRS Potential-Based Reward Shaping
APF Artificial Potential Field

PPO Proximal Policy Optimization
SAC Soft Actor—Critic

TD3 Twin Delayed DDPG

TD Temporal Difference
MDP Markov Decision Process
DRL Deep Reinforcement Learning
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