Eif algorithms @\Py

Article
Dependence-Aware Lag-Resolved Correlation Analysis in
Multi-Sensor Stochastic Systems

Andrew Graham Ryan

Independent Researcher, Warrington WA5 8TA, UK; andrewryan63@gmail.com

Abstract

Exploratory lag-resolved correlation analysis is widely used when potential dependence
between concurrently recorded signals may be delayed, transient, or weak. In autocorre-
lated time series, however, scanning across candidate lags creates a multiple-comparison
problem, while temporal dependence invalidates naive permutation or parametric cor-
relation tests. This paper presents a practical dependence-aware scan-level inference
procedure for exploratory lag-resolved correlation analysis under temporal autocorrela-
tion. The procedure combines baseline standardisation, lag-resolved Pearson correlation,
dependence-preserving surrogate construction (here implemented using block permuta-
tion), and max-statistic correction so that inference is performed on the largest absolute
correlation observed across the scanned lag domain rather than on post hoc selected lags.
The contribution is integrative rather than metric-driven: established components are
assembled into a fixed, auditable inference pipeline that preserves within-channel temporal
structure while controlling familywise error across exploratory lag scans. The procedure
is intended for multi-sensor stochastic systems in which weak synchrony must be distin-
guished from artefacts of temporal dependence and analytical flexibility. Synthetic null
simulations illustrate false-positive inflation under naive lag scanning, characterise calibra-
tion through a block length sensitivity analysis, and compare complete inference pipelines,
demonstrating that, under the dependence regimes examined here, valid exploratory lag
inference requires scan-level multiplicity control in addition to dependence-preserving
surrogate generation.

Keywords: lag-resolved correlation; permutation testing; time series analysis; multi-sensor
systems; dependence-aware inference; multiple comparisons

1. Introduction

Lag-resolved correlation analysis is a routine tool in multi-sensor time series work [1,2].
W) Check for updates X . . . . .
When signals are recorded concurrently but potential coupling is delayed, intermittent,
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. can fail. Autocorrelation reduces the effective number of independent observations; lag
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A common response is to employ permutation-based inference. Properly constructed,
permutation tests avoid distributional assumptions and can adapt naturally to complex
data. However, naive permutation—simple shuffling or random reordering—destroys
precisely the dependence structure that defines the problem. The resulting null distributions
may be tractable, but they are not appropriate for autocorrelated signals. More careful
surrogate constructions exist, including block-based resampling [4,5] and frequency domain
methods [6], yet these approaches are often applied to fixed hypotheses or predefined lags.
They do not, by themselves, address the additional multiplicity introduced when the
analyst searches across an exploratory lag domain.

The present paper addresses this practical inferential gap by specifying a dependence-
aware scan-level inference procedure for exploratory lag-resolved correlation analysis
under temporal autocorrelation. The procedure integrates baseline standardisation,
lag-resolved Pearson correlation, dependence-preserving block permutation surrogates,
and max-statistic correction within a fixed analysis pipeline. Its contribution is integrative
rather than metric-driven: it does not introduce a new dependence measure, but assembles
established statistical components into an auditable procedure that treats lag selection as
part of the inferential problem rather than as an informal preprocessing step.

The aim is deliberately modest. The procedure is intended to constrain analytical
flexibility in settings where multiple baselines, lag ranges, dependence structures, or null
constructions might otherwise be explored post hoc. By fixing the baseline window;, lag
domain, surrogate construction, block length, number of permutations, and decision
rule before inference, the analysis produces corrected pairwise evidence for lag-resolved
synchrony under a specified dependence-preserving null model. The resulting detections
are interpreted operationally: they indicate structure exceeding null expectations under the
chosen procedure, not causality, directionality, or mechanism.

The remainder of the paper is organised as follows. Section 2 reviews related work on
dependence-preserving surrogates, multiple testing correction, and applied lag-resolved
analysis. Section 3 introduces the core components of the proposed procedure and defines
the deviation metrics and lag-resolved statistics. Section 4 describes the construction of
dependence-preserving permutation null models and the associated max-statistic correc-
tion procedure. Section 5 presents the fixed algorithmic pipeline and implementation
details, including a formal statement of the procedure. Section 6 presents synthetic null
simulations demonstrating false-positive inflation under naive lag scanning, examines
the calibration properties of the proposed procedure through a block length sensitivity
analysis, and compares the proposed inference framework with established dependence-
preserving surrogate pipelines. Limitations and scope are discussed in Section 7, followed
by concluding remarks in Section 8.

2. Related Work

The present procedure sits at the intersection of three established areas of statistical
practice: dependence-preserving surrogate construction for autocorrelated signals, multiple
testing correction for exploratory inference, and lag-resolved cross-correlation analysis in
applied multi-sensor systems. Each of these areas is well-developed individually. However,
published work typically emphasises either dependence-preserving surrogate construction
for fixed hypotheses or multiplicity correction within other search domains, while compar-
atively little attention has been given to integrating both within a pre-specified inference
procedure for exploratory lag-resolved scanning. The present work addresses this practical
methodological integration.
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2.1. Dependence-Preserving Surrogates and Block Resampling

Resampling procedures designed for temporally dependent observations have long
been used to avoid the unrealistic independence assumptions underlying naive permu-
tation tests. Early work on block bootstrap methods demonstrated that resampling con-
tiguous segments of a time series can preserve short-range dependence structure while
supporting nonparametric inference under weak stationarity assumptions [4,5]. Related
approaches, including the stationary bootstrap of Politis and Romano [7], extended this
logic by introducing random block lengths to improve asymptotic behaviour under certain
dependence conditions.

Frequency domain surrogate procedures have also been widely used in nonlinear time
series analysis. Theiler et al. [6] introduced phase-randomised surrogates that preserve
the power spectrum of the original process while disrupting temporal alignment structure.
Variants and extensions of these methods continue to be used in neuroscience, climate
analysis, and physiological signal processing [8,9].

More recently, Sheng and Shou [10] introduced the truncated time-shift test, a non-
parametric procedure for testing dependence between stationary autocorrelated time series.
Their work illustrates continued methodological activity in dependence-preserving testing
for correlated signals. The present procedure addresses a complementary problem: control-
ling familywise error across an exploratory lag domain rather than testing dependence at a
single fixed alignment.

These methods address an important inferential problem: preserving within-series
temporal structure under null hypothesis generation. However, they are most commonly
applied to fixed hypotheses or predetermined lag structures. When exploratory lag scan-
ning is performed across a broad lag domain, dependence-preserving surrogates alone do
not address the multiplicity inflation arising from repeated lag-wise comparisons.

2.2. Multiple Testing and Scan-Level Inference

The problem of multiplicity correction under exploratory analysis has likewise re-
ceived extensive attention. Classical familywise error rate (FWER) procedures based on
resampling were formalised by Westfall and Young [2], while max-statistic approaches be-
came particularly influential in neuroimaging applications involving large-scale correlated
testing [1]. In these settings, inference is based on the extremal statistic observed across a
search domain rather than on individual post hoc selected comparisons.

In practical lag-resolved correlation analysis, it remains common to evaluate corre-
lations across multiple candidate lags without formally incorporating the lag-selection
process into the inferential correction procedure. Many standard implementations either
assume approximate independence, rely on parametric dependence models, or focus on
fixed hypotheses rather than exploratory lag-domain searches.

The conditions under which naive permutation tests fail to control error under tempo-
ral dependence have recently been formalised. Romano and Tirlea [11] show that standard
permutation tests are generally not asymptotically level-a« when the null hypothesis con-
cerns zero autocorrelation rather than independence, describing a failure mechanism
complementary to the naive parametric threshold inflation demonstrated in Section 6.2.

The present work adopts the max-statistic principle specifically because lag scanning
itself constitutes an exploratory search process. Rather than treating the selected lag as
fixed after inspection, the procedure performs inference on the largest absolute correla-
tion observed anywhere within the scanned lag domain under a dependence-preserving
null model.
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2.3. Lag-Resolved Correlation in Applied Multi-Sensor Systems

Lag-resolved correlation analysis is routinely used in applied multi-sensor settings
where coupling may be delayed, transient, or weak. Examples include functional connectiv-
ity analysis in neuroscience [1], environmental and climate monitoring [12], and distributed
sensing applications involving autocorrelated multichannel observations. In such appli-
cations, exploratory lag scanning is often performed operationally to identify candidate
temporal alignments between channels.

Despite widespread use, inferential treatment varies substantially across domains.
Some analyses rely on uncorrected lag-wise correlations; others apply parametric thresh-
olds without accounting for temporal dependence; still others employ surrogate proce-
dures without formal multiplicity correction across the lag domain. As a result, apparent
synchrony can reflect a combination of autocorrelation, baseline drift, and exploratory
flexibility rather than reproducible cross-channel structure [3].

Recent applied work confirms that this problem remains practically significant in
modern autocorrelated time series settings. Lun et al. [13] demonstrate that autocorrelation
in environmental time series can substantially inflate the apparent significance of cross-
correlations under standard testing procedures, motivating dependence-aware inference
strategies for lag-resolved analysis.

The present procedure addresses this gap by integrating dependence-preserving block
permutation surrogates with max-statistic correction in a single, fixed inference pipeline
specifically designed for exploratory lag scanning.

3. Procedure Overview

The procedure introduced here is designed to detect weak, lag-resolved correlation
structure between multiple stochastic signals while explicitly accounting for temporal
dependence and exploratory lag selection. It is formulated as a practical scan-level inference
procedure rather than a domain-specific model. The emphasis is on how statistical decisions
are constrained—what is fixed a priori, what is allowed to vary, and how inference is
ultimately performed.

At a high level, the procedure comprises four components: baseline standardisation of
individual channels; construction of deviation metrics; evaluation of lag-resolved corre-
lation statistics; and statistical inference using dependence-preserving permutation null
models with max-statistic correction. Each component is specified explicitly, and none
relies on assumptions about the physical origin of the underlying signals.

The procedure operates on discretely sampled time series X;(#;), wherei =1, ..., N in-
dexes the channel or sensor and k = 1, ..., T indexes discrete sampling positions. The quan-
tity t; denotes the time associated with sample index k. Throughout, signals are treated as
stochastic processes characterised empirically by their observed dependence structure.

3.1. Baseline Standardisation

To facilitate comparison across channels and to remove static offsets and standardise
signal scale, each time series is first transformed into a standardised deviation signal.
A baseline distribution is estimated for each channel using a predefined reference interval
(baseline window) W; or calibration period. The choice of W; is fixed a priori and is kept
constant throughout the analysis.

For each channel i, the baseline mean y; and standard deviation o; are estimated
empirically. The raw signal X;(t;) is then mapped to a standardised deviation signal
E;(t;) via
Xi(tk) — pi

Ei(t) = —_
1

(1)
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This transformation yields dimensionless signals with comparable scale, allowing sub-
sequent cross-channel correlation analysis without introducing channel-specific weighting.

3.2. Lag-Resolved Correlation Statistic

Lag-resolved correlation is evaluated between pairs of standardised deviation signals
E;(ty) and Ej(tx ), where T denotes an integer lag expressed in sampling units. For each
channel pair (i, j), correlation statistics are computed across a predefined symmetric lag
range T € [—Tmax, Tmax)-

In the present implementation, Pearson correlation is used as the dependence met-
ric, yielding

Cij(t) = corry (Ei(tx), Ej(tkir)), ()

where corr (-, -) denotes the sample Pearson correlation evaluated over the overlapping
sample indices k for which both E;(t;) and E;(t) are defined. Pearson correlation is
therefore computed using the T — |7| paired observations available at lag 7. The procedure
itself does not depend on this specific choice. Alternative dependence measures may in
principle be substituted within the same inferential framework, although such extensions
are not developed or evaluated in the present study.

3.3. Exploratory Lag Scanning and Test Statistic

Exploratory lag scanning introduces an implicit multiple-comparison problem, as cor-
relation statistics are evaluated across many candidate lag values. To summarise lag-
resolved structure for inference, the procedure records the maximum absolute correlation
observed across the scanned lag range,

Tmax,ij = mTaX‘Cl](T)‘ ®3)

The associated lag 7" at which this maximum occurs is also recorded. The statistic
Tmax,ij Serves as the primary test statistic for assessing whether observed cross-channel
structure exceeds expectations under appropriate null models. The lag T* is treated strictly
as a descriptive property of the detected structure rather than as evidence of causality,
directionality, or temporal precedence.

3.4. Inference Strategy Overview

Statistical inference is performed by comparing the observed test statistic riayij to a
null distribution generated via dependence-preserving permutation procedures. These null
models are constructed to maintain key empirical properties of the individual observed
signals, especially their marginal distributions and within-channel autocorrelation structure,
while disrupting cross-channel alignment so that observed synchrony remains the object of
inference. Max-statistic correction is applied across lag scans to control familywise error
under exploratory testing. The detailed construction of permutation null models and the
associated correction procedures are described in Section 4.

4. Dependence-Preserving Permutation Null Models

Permutation-based inference provides a natural alternative to parametric testing when
distributional assumptions are unreliable or difficult to justify [14]. In the context of lag-
resolved correlation analysis, however, permutation procedures must be constructed with
particular care. Naive resampling schemes—such as random shuffling of observations—
destroy temporal dependence and yield null distributions that substantially underestimate
the probability of observing large correlation values under realistic noise conditions.
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The present procedure therefore employs permutation null models that explicitly
preserve the empirical dependence structure of the observed signals. The goal is not to
approximate an idealised notion of independence, but rather to generate surrogate data
that reflect what would be expected in the absence of cross-channel coupling, conditional on
the observed temporal structure.

4.1. Principles of Dependence Preservation

Let {E;(tx)} denote the standardised deviation signal for channel i. Each E;(t;) typi-
cally exhibits temporal autocorrelation, nonstationarity, and finite-sample structure that
cannot be ignored without distorting inference. A valid permutation scheme must therefore
satisfy two constraints:

1. The marginal distribution of each channel must be preserved.
2. The temporal dependence structure within each channel must be preserved to a degree
sufficient to maintain realistic autocorrelation properties.

Importantly, preservation of dependence is required only within channels. Any synchrony
or alignment between channels is treated as the object of inference and must be disrupted by
the permutation procedure.

The procedure therefore assumes that the deviation signals are approximately weakly
stationary over the analysis interval after baseline standardisation, so that within-channel
dependence may be represented meaningfully by the chosen surrogate construction.

4.2. Block-Based Permutation Strategy

In the present implementation, dependence preservation is achieved using a block-
based permutation scheme. Each deviation signal E;(f) is partitioned into contiguous
blocks of fixed length L, chosen to substantially exceed the dominant autocorrelation scale
of the signal. The blocks are then permuted randomly, while the internal structure of each
block is left unchanged.

In practice, the block length L should be selected with reference to the dominant
autocorrelation scale of the signal. A useful starting point is the smallest autocorrelation lag
¢ at which the empirical autocorrelation function p(¢) decays below a modest threshold (for
example, |[p(¢)| < 0.2). This should be regarded only as an initial reference scale rather than
a sufficient choice of block length. As demonstrated empirically in Section 6.3, satisfactory
calibration under strong temporal dependence may require block lengths that substantially
exceed the dominant autocorrelation scale. In the AR(1) simulations examined here, reliable
calibration was achieved only once L substantially exceeded that scale. The objective is
therefore not to estimate an optimal block length, but to select a conservatively large value
that adequately preserves within-channel dependence while retaining a sufficient number
of permutable blocks for reliable null calibration.

In multichannel applications, different channels may exhibit different autocorrelation
scales. The empirical findings of Section 6.3 motivate a conservative practical approach
to block length selection. Where inference is performed independently for each channel
pair, the selected block length may be referenced to the more slowly decaying channel
within that pair. Alternatively, where a common block length is preferred across an entire
multichannel system, a single value referenced to the largest estimated autocorrelation scale
provides a conservative choice that prioritises preservation of within-channel temporal
dependence, although at the cost of reduced permutation diversity.

Although the optimal value of L remains data-dependent, the simulation results
presented here indicate that underestimating block length poses a greater practical risk to
calibration than moderate overestimation. Excessively large block lengths are not without
cost, however, since they reduce the number of independently permutable blocks and
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consequently the resolution of the empirical null distribution. Block length should therefore
be chosen to balance adequate preservation of within-channel dependence against sufficient
permutation diversity for reliable statistical inference.

A known limitation of fixed block permutation schemes is that boundary disconti-
nuities can arise at block junctions, introducing artificial structure at the seams between
concatenated blocks. In practice, this effect is modest when L substantially exceeds the
dominant autocorrelation scale, since boundary artefacts remain localised relative to the
preserved within-block dependence. Alternative surrogate strategies address this limitation
in different ways: the stationary bootstrap [7] uses geometrically distributed block lengths
to smooth boundary transitions, whereas phase randomisation surrogates [6,8] operate in
the frequency domain and avoid block boundaries at the cost of assuming approximately
linear Gaussian structure. The fixed block scheme is retained here for its operational
simplicity, parameter transparency, and broad applicability to non-Gaussian signals.

Formally, let

Bim = {Ei(t(m—l)L-H)r-~-1Ei(tmL)}r (4)

where m =1,...,|T/L] indexes the contiguous complete blocks of channel i. If T is not an
exact multiple of L, the remaining observations form a final shorter block that is appended
unchanged after permutation of the complete blocks, thereby preserving the temporal
ordering of the remaining observations.

A permuted surrogate signal E;(t;) is constructed by randomly reordering the set of
complete blocks {B; ,,} and concatenating them in the new order. The block length L is
fixed a priori and applied consistently across all permutations and channel pairs. Sensitivity
to the choice of L is examined empirically in Section 6.3.

4.3. Lag-Resolved Null Distribution Construction
(p)

i
independently for each channel. The lag-resolved correlation statistic is then computed for

For each permutation replicate p = 1,..., P, surrogate signals E;"’ () are generated

each channel pair, yielding

Ci(f) (7) = corry (El(p)(tk), E](”) (tk+T))’ (5)

where corr (-, -) denotes the sample Pearson correlation evaluated over the overlapping
sample indices for which both surrogate signals are defined.

As in Equation (2), correlations are computed using the T — |7| paired observations
available at lag 7. The normalisation is therefore applied consistently to both the observed
and surrogate signals.

4.4. Maximum Statistic Null Distribution

For each permutation replicate, the maximum absolute lag-resolved correlation is
extracted across the entire scanned lag range,

A max‘épp)(r)‘. (6)

max,ij p

® o HP)
max,ij’ """/ max,ij

the maximum statistic under the null hypothesis of no between-channel dependence.

The collection {7 } therefore forms the empirical null distribution of

4.5. Max-Statistic Correction and Significance Assessment

Use of the maximum statistic directly implements scan-level multiplicity correction
across the lag scan. Rather than testing each lag independently, inference is based on the
probability of observing a correlation peak at least as large as the observed maximum
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anywhere within the scanned lag range under the null model. The corrected p-value is
computed as
P ~
T+ Yy 1(rr(fa)x,ij = Vmax,if)
Pcorr,ij = P+1 ’ (7)

where 1(+) denotes the indicator function. This is the standard add-one Monte Carlo esti-
mator for permutation p-values, ensuring a strictly positive corrected p-value following
the standard Monte Carlo convention. Under the dependence-preserving surrogate con-
struction described above, the resulting significance assessment accounts simultaneously
for temporal dependence and the multiplicity introduced by exploratory lag scanning. Its
empirical calibration is evaluated in Section 6.

4.6. Interpretation Under the Procedure

Rejection of the null hypothesis indicates that the observed lag-resolved correlation
structure exceeds what is expected under dependence-preserving noise alone. The pro-
cedure deliberately refrains from attributing causal or mechanistic interpretation to the
detected structure. The role of the null model is strictly operational: to define what consti-
tutes an unexpected degree of synchrony given the empirical properties of the data.

The inferential framework described here may be extended to alternative surrogate
schemes, including frequency domain phase randomisation or model-based resampling,
provided that the resulting null distributions preserve temporal dependence and are paired
with an appropriate scan-level max-statistic correction.

Table 1 summarises the principal inferential properties of commonly used approaches
to lag-resolved correlation analysis and places the proposed framework within this method-
ological context. The parametric and surrogate-based rows of this schematic comparison
are instantiated empirically in Section 6.4.

Table 1. Comparison of inference properties across common approaches to lag-resolved correlation
analysis. The “Exploratory lag scanning” column indicates whether the approach is commonly
applied in exploratory lag-scanning settings, not whether it provides valid scan-level inference.
Entries for block bootstrap and surrogate methods reflect standard practice; these methods can in
principle be extended to address multiplicity and exploratory scanning, but this integration is not
their typical application.

Dependence Multiplici Explorato
Approach Pliserved Contf:)lleay LagPScanni?\Ig
Parametric single-lag tests X X X
Naive permutation testing X X v
Block bootstrap /surrogates v Typically omitted Typically omitted
Ad hoc lag selection X X v
Proposed procedure v v v

Note: v indicates that the property is present; x indicates that it is absent. Bold type identifies the pro-
posed procedure.

5. Algorithmic Pipeline

The procedure is implemented as a fixed, sequential pipeline designed to constrain
analytical flexibility and minimise researcher degrees of freedom [3]. Each stage is specified
a priori, and intermediate outputs are treated as inputs to subsequent steps without post hoc
adjustment. Figure 1 provides a schematic overview of the full analysis procedure.

https:/ /doi.org/10.3390/a19070606
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Raw Baseline Deviation Lag Preservation Max-Statistic Corrected
Multichannel ) Standardisation ) Signals } Scan } Surrogates ) Null } Inference
Xi(tk) (}li, O'i) Ei(tk) Clj(T) 7 max Pcorr

Figure 1. Schematic overview of the proposed dependence-aware lag-resolved inference pipeline.
Raw multichannel signals are standardised using empirically calibrated baselines to form deviation
signals E;(t;). Lag-resolved correlations C;;(T) are evaluated over a scanned lag domain. Dependence-
preserving surrogate signals are generated to construct an empirical max-statistic null distribution for
the peak correlation magnitude, yielding a scan-level corrected p-value pcorr across lags. Empirical
familywise error calibration is evaluated in Section 6.

5.1. Input Specification

The pipeline operates on a collection of discretely sampled time series {X;(f;)}Y,
acquired concurrently from N sensors or channels. Signals are assumed to share a common
sampling rate and time base. Missing data, if present, must be handled prior to analysis
using a fixed preprocessing rule (e.g., interpolation or exclusion), as the procedure itself
does not incorporate data imputation.

All analysis parameters—including baseline windows, lag range [—Tmax, Tmax], block
length L, and number of permutations P—are specified before any correlation statistics
are computed.

5.2. Baseline Calibration and Deviation Transformation

Each input signal is mapped to a standardised deviation representation using the
transformation defined in Equation (1). For channel i, a baseline interval is selected and
used to estimate the baseline mean y; and standard deviation ¢;. These quantities define a
fixed affine transformation applied uniformly to the full signal, normalising scale across
channels and improving comparability by removing static offsets while preserving the
temporal structure of fluctuations.

5.3. Lag-Resolved Correlation Evaluation

For each ordered channel pair (i, j), lag-resolved correlation statistics are computed
over the predefined lag range using the standardised deviation signals E;(t) and E;(f54.c)-
No smoothing or interpolation is applied across lags; each lag is treated as a discrete
candidate alignment.

The output is a lag profile for each channel pair, together with the maximum absolute
correlation rnyay ;j and its associated lag 7*.

5.4. Null Model Generation

Dependence-preserving permutation surrogates are generated independently for each
channel using the block-based strategy described in Section 4. For each permutation repli-

cate, the full lag-resolved correlation analysis is repeated, yielding a surrogate maximum
(p)

max,ij*
This stage dominates computational cost; however, the procedure is embarrassingly

statistic 7

parallel and can be accelerated using standard parallelisation strategies when large numbers
of permutations are required.

For N channels, P permutations, series length T, and a scanned lag range of size
2Tmax + 1, overall complexity scales as (’)(N2 - P Tmax - T). In practice, P > 1999 supports
a minimum attainable p-value of approximately 5 x 10~* under the (P + 1) convention.
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5.5. Statistical Decision Rule
The observed test statistic max,ij is compared against the empirical null distribution

{?I(IQXI ; ]-}. Statistical significance is assessed using the max-statistic corrected p-value defined
in Equation (7). No additional lag-wise correction is required, as multiplicity across the
scanned lag domain is already incorporated into the max-statistic procedure.

The present procedure is designed to control familywise error across lags within an
individual channel pair, with its empirical calibration assessed in Section 6. In analyses
involving N channels, N(N — 1) /2 pairwise comparisons may be performed, each yielding
one corrected pairwise p-value. If global familywise error rate or false discovery rate control
across all channel pairs is required, secondary correction procedures such as Bonferroni
adjustment or Benjamini-Hochberg procedures may be applied to the set of corrected
pairwise p-values.

The present paper addresses within-pair lag multiplicity specifically; cross-pair multi-
plicity control is a natural extension but lies outside the current scope.

If peorr,ij < &, the result is classified as a detection of lag-resolved synchrony exceeding
dependence-preserving null expectations.

5.6. Outputs and Reproducibility

The pipeline produces, for each channel pair, the observed lag-resolved correlation
profile, the peak statistic 7may,ij, the associated lag 7%, and the corrected p-value peorr.

Because all parameters are fixed in advance and the null model is defined opera-
tionally, the procedure is fully reproducible given the original data and random seeds used
for permutation.

5.7. Formal Procedure Summary

Table 2 summarises the full inferential pipeline.

Table 2. Formal summary of the dependence-aware lag-resolved inference procedure.

Step Procedure

Fix all analysis parameters (W;, Tmax, L, P, &) before inspecting lag-resolved
statistics.

Estimate baseline mean y; and standard deviation o; for each channel from the
predefined baseline window W,.

3 Transform raw signals into standardised deviation signals using Equation (1).
Compute lag-resolved correlations C;;(7) for all channel pairs over

1

4 TE [*TmaX/ Tmax]‘

5 Record the maximum absolute correlation 7y ;j and associated lag T* for each
channel pair.

6 Partition each deviation signal into contiguous blocks of length L.

v Generate P dependence-preserving surrogate signals by random permutation of
block order.

8 For each surrogate replicate, recompute lag-resolved correlations and the
surrogate maximum statistic 755 azx,i T

9 Construct the empirical max-statistic null distribution from {?r(fgx,i i 5:1'

10 Compute corrected max-statistic p-values porr,ij using Equation (7).

11 Report lag-resolved synchrony only when peor,ij < a.

6. Synthetic Illustration and Calibration Analysis

To demonstrate the operation of the proposed procedure and assess its calibration
properties, we apply the full pipeline under a strict null hypothesis of no cross-channel
coupling. The goal is to establish that naive lag scanning inflates false-positive rates under
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temporal dependence, to characterise how calibration properties of the proposed proce-
dure depend on the choice of block length relative to the dominant autocorrelation scale,
and to compare the proposed scan-level inference framework with established dependence-
preserving surrogate pipelines. In particular, the analysis examines conditions under which
familywise error control is reliably achieved under varying dependence regimes.

6.1. Simulation Design

For the initial null illustration, each channel was generated independently as a station-
ary first-order autoregressive (AR(1)) process [15],

X =gx 46, eV N(0,1-¢7), (8)

where i € {1,2} indexes the simulated channels. The innovations were generated inde-
pendently for each channel, thereby satisfying the strict null hypothesis of no between-
channel coupling.

The autoregressive coefficient was fixed at ¢ = 0.7 and the series length at T = 2000.
This configuration produces appreciable within-channel temporal dependence (the ACF
decays below 0.2 by approximately lag 5) while maintaining a strict between-channel null.
Each simulated series was standardised using Equation (1), with the baseline window W;
taken as the full series; because the simulated processes are stationary with zero mean and
unit variance, this step is numerically near-inert but is retained so that the pipeline executed
corresponds exactly to Table 2. AR(1) processes were selected because they provide the sim-
plest stationary dependence model in which autocorrelation can be varied systematically
while preserving a strict between-channel null, thereby isolating the inferential behaviour
of the proposed procedure independently of higher-order process structure. Controlled
synthetic simulations were selected as the primary validation instrument because the true
null hypothesis is known exactly by construction. In contrast, real observational datasets
rarely provide independent verification that no cross-channel dependence is present, mak-
ing empirical false-positive rates difficult to interpret as evidence of calibration. Synthetic
null validation is therefore a methodological requirement for evaluating the empirical
calibration of false-positive control under known conditions, rather than a substitute for
subsequent application to real data. For each simulated pair, the lag-resolved correla-
tion C1,(7T) was evaluated over the symmetric lag domain 7 € [—40,40]. The maximum
absolute correlation was defined as

Ymax,12 = m{?lx |C12(T)‘ (9)

and was recorded for each replicate. A total of 200 Monte Carlo replicates were performed.
For each replicate, P = 1999 dependence-preserving block permutation surrogates were
generated using a reference block length of L = 120 to produce the corrected p-value.
The nominal significance level was « = 0.05.

6.2. False-Positive Inflation Under Naive Lag Scanning

Under a naive analysis, max 12 Was compared against the nominal two-sided single-lag
Pearson correlation threshold at @ = 0.05 without correction for multiplicity across the lag
scan. This produced severe inflation of the empirical familywise false-positive rate: the
naive threshold was exceeded in all replicates, yielding an empirical FWER of 1.00 (Table 3).

In contrast, the proposed procedure with dependence-preserving block permuta-
tion surrogates and max-statistic correction produced corrected p-values that were well-
calibrated under the null. At the reference block length L = 120, the empirical familywise
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error rate (FWER) was 0.045 at «# = 0.05—near the nominal level, as expected of a properly
calibrated max-statistic procedure.

Table 3. Empirical familywise error rate (FWER) at nominal & = 0.05 across block lengths L under
two AR(1) dependence regimes. Results are based on 200 Monte Carlo replicates with T = 2000,
Tmax = 40, and P = 1999. Monte Carlo standard errors are approximately 0.015-0.020 for estimates
near the nominal level, increasing to approximately 0.029 for the largest corrected FWER estimate.

@ L L/ACF Decay Scale Corrected FWER Naive FWER
0.7 20 ~ 4x 0.090 1.000
0.7 40 ~8x 0.070 1.000
0.7 80 ~16x 0.080 1.000
0.7 120 ~24 % 0.045 1.000
0.7 200 ~40x 0.055 1.000

0.95 20 ~0.6x 0.205 1.000
0.95 40 ~1.3x 0.120 1.000
0.95 80 ~2.5% 0.085 0.995
0.95 120 ~3.8x 0.065 1.000
0.95 200 ~6.3x 0.040 1.000

Figure 2 shows a representative empirical null distribution of 7,y 12 obtained from
block permuted surrogates, together with the naive single-lag threshold and an example
observed rmayx 12 from a null replicate. The naive threshold lies well below the bulk of the
empirical null distribution, demonstrating its inadequacy for scan-level inference under
temporal dependence.

Null distribution of 7,3« under block permutation
(¢ = 0.7, T = 2000, tmax = 40, L = 120, P = 1999)

254
' mmm Block permutation null distribution
]
20 ' ——- Naive single-lag 5% threshold (0.044)
: —— Observed ry,x (illustrative null replicate)
]
> 154 !
h=4 ]
2 '
@ 1
B 104
]
]
]
511
]
]
0- ]

0.06 0.08 0.10 0.12 0.14 0.16
Max absolute lag correlation

Figure 2. Simulation under a strict null hypothesis (no cross-channel coupling) illustrating false-
positive inflation in exploratory lag scanning (¢ = 0.7, T = 2000, Tmax = 40). The histogram shows
the empirical null distribution of 7,y 12 generated using dependence-preserving block permutations
(L = 120, P = 1999). The dashed line indicates the nominal two-sided single-lag parametric 5%
threshold, which fails to control familywise error across the lag scan. The solid line marks an example
observed max 12 from a null replicate. The separation between the naive threshold and the empirical
null distribution illustrates why scan-level correction is required for valid exploratory lag inference
under temporal dependence.

6.3. Block Length Sensitivity Analysis

To assess sensitivity of the calibration properties to the choice of block length L,
the simulation above was repeated across L € {20,40, 80,120,200} under two autocor-

https://doi.org/10.3390/a19070606


https://doi.org/10.3390/a19070606

Algorithms 2026, 19, 606

13 of 18

relation regimes: a moderately dependent AR(1) process with ¢ = 0.7 and a strongly
dependent AR(1) process with ¢ = 0.95. In both cases, T = 2000, Tmax = 40, and P = 1999
were held fixed. Each (¢, L) combination was evaluated as an independent Monte Carlo
experiment with newly generated simulated series and surrogate replicates. Table 3 reports
the empirical FWER of the corrected procedure and the naive approach at each block length.

For the moderately dependent process (¢ = 0.7), empirical FWER was highest at
L = 20 and thereafter fluctuated within the expected Monte Carlo variability, with the
larger block lengths achieving values close to the nominal significance level. At L = 20
(approximately 4 x the decay scale), corrected FWER was 0.090. For larger block lengths,
corrected FWER estimates ranged from 0.045 to 0.080, with no systematic monotonic pattern
observed once L substantially exceeded the autocorrelation scale.

The strongly dependent process (¢ = 0.95) produced a more severe version of the
same effect. When L was smaller than or only marginally larger than the dominant au-
tocorrelation scale (ACF below 0.2 by lag 32), substantial inflation occurred: corrected
FWER reached 0.205 at L = 20 and 0.120 at L = 40. As L increased further beyond the
autocorrelation scale, empirical FWER decreased progressively to 0.085 at L = 80, 0.065 at
L =120, and 0.040 at L = 200.

These results provide empirical support for the block length heuristic described in
Section 4.2. In the present simulation setting, the procedure becomes reliably calibrated
only when block length substantially exceeds the dominant autocorrelation scale; block
lengths that do not substantially exceed the dominant autocorrelation scale can produce
appreciable inflation even in otherwise well-behaved AR(1) settings. By contrast, the naive
approach yields FWER near unity across all scenarios, confirming that temporal depen-
dence and exploratory lag scanning together generate severe false-positive inflation unless
explicitly controlled. The empirical calibration reported here is established under the weak
stationarity assumptions described in Section 4. Real observational data may exhibit trends,
seasonal structure, regime changes, or other departures from these assumptions that can
affect the validity of any dependence-preserving resampling procedure, including block
permutation. The present results therefore establish calibration under controlled simulation
conditions rather than under arbitrary real-world dynamics. Application to observational
data remains an important direction for future work, but such studies address practical
performance rather than the calibration of false-positive control, which requires a known
null hypothesis.

6.4. Comparison with Existing Dependence-Preserving Inference Pipelines

The block permutation null model described in Section 4 is one of several dependence-
preserving surrogate constructions available for autocorrelated time series. Two widely
used alternatives are phase-randomised surrogates [6] and the stationary bootstrap [7].
A natural question is whether these established approaches alone resolve the false-positive
inflation demonstrated in Section 6.2, or whether scan-level max-statistic correction per-
forms the essential inferential role.

To address this question, we compare complete inference pipelines rather than sur-
rogate constructions in isolation. Six inference pipelines were evaluated under the same
strict null model used in Section 6.1, comprising two independent stationary AR(1) pro-
cesses with identical autoregressive coefficient ¢. All pipelines used the same lag-resolved
Pearson statistic, the same lag family v € [—40,40], and the same decision threshold
a = 0.05. The pipelines differed only in the construction of the null distribution and in
whether multiplicity across the exploratory lag scan was incorporated into the inferen-
tial procedure. The comparison comprised: (i) a naive single-lag parametric threshold;
(if) phase-randomised surrogates evaluated using a single-lag surrogate threshold; (iii) sta-
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tionary bootstrap surrogates evaluated using a single-lag surrogate threshold; (iv) the
proposed block permutation pipeline with scan-level max-statistic correction, with sig-
nificance assessed using the corrected p-value of Equation (7); (v) phase randomisation
combined with the same max-statistic correction; and (vi) the stationary bootstrap com-
bined with the same max-statistic correction. The single-lag evaluations therefore represent
these dependence-preserving surrogate procedures applied without scan-level multiplicity
correction, whereas pipelines (iv)—(vi) evaluate the same surrogate constructions once scan-
level correction is incorporated. The max-statistic pipelines are included to distinguish
the contribution of dependence-preserving surrogate construction from that of scan-level
multiplicity control.

All pipelines were evaluated using 200 Monte Carlo replicates with series length
T = 2000, surrogate sample size P = 1999, and nominal significance level « = 0.05.
For block permutation, a fixed block length of L = 120 was used, whereas the stationary
bootstrap employed a geometric block length distribution with expected block length
L =120.

Table 4 reports the empirical familywise error rate (FWER) for each pipeline,
with Figure 3 providing the corresponding graphical summary. Three principal obser-
vations emerge.

Table 4. Empirical familywise error rate (FWER) at nominal & = 0.05 for six inference pipelines
under the strict null, at two AR(1) dependence regimes. All pipelines share the same lag-resolved
Pearson statistic and lag family T € [—40, 40], differing only in their null construction and in whether
scan-level max-statistic correction is applied. Pipelines (ii) and (iii) employ the single-lag surrogate
threshold defined in Section 6.4, whereas pipelines (iv)—(vi) incorporate scan-level max-statistic
correction. Results are based on 200 Monte Carlo replicates with T = 2000, P = 1999 and L = 120.

Pipeline Dependence Scan-Level Empirical FWER
Preserved  Correction @ =0.70 @ = 0.95

Naive single-lag threshold X X 1.000 0.995
Phase randomisation (single-lag) v X 0.785 0.275
Stationary bootstrap (single-lag) v X 0.780 0.290
Block permutation + max (proposed) v v 0.055 0.050
Phase randomisation + max v v 0.065 0.040
Stationary bootstrap + max v v 0.060 0.045

Note: v indicates that the property is present; x indicates that it is absent. Bold type identifies the proposed block
permutation + max pipeline and its corresponding empirical FWER values.

First, dependence preservation alone is insufficient to provide valid exploratory lag
inference. Phase randomisation and stationary bootstrap surrogates, when evaluated using
single-lag thresholds without scan-level correction, yielded empirical FWER between 0.275
and 0.785. Here, the single-lag surrogate threshold is defined as the (1 — a) quantile of the
pooled per-lag surrogate correlation magnitudes across all surrogates and lag values, rather
than the distribution of scan maxima. Pooling across surrogate replicates and lag values
provides a stable estimate of the marginal single-lag null distribution while deliberately
omitting scan-level multiplicity correction, thereby isolating the effect of lag selection on
familywise error. Although substantially lower than the near-unity false-positive rate of
the naive parametric pipeline, these values remain far above the nominal significance level.
Preserving temporal dependence therefore mitigates false-positive inflation but does not
by itself control familywise error across an exploratory lag scan.

Second, pairing the same two surrogate constructions with scan-level max-statistic
correction restored nominal calibration. The proposed block permutation pipeline achieved
empirical FWER of 0.055 and 0.050 for ¢ = 0.7 and ¢ = 0.95, respectively. These values
arise from an independent Monte Carlo comparison experiment and are consistent with
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the corresponding L = 120 results in Table 3 to within Monte Carlo sampling error (ap-
proximately 0.015 at 200 replicates). Phase randomisation combined with max-statistic
correction yielded 0.065 and 0.040, and the stationary bootstrap combined with max-statistic
correction yielded 0.060 and 0.045. Thus, within the surrogate methods examined here,
scan-level maximum statistic correction is the component consistently associated with
nominal familywise error control. These results support the central methodological claim
of this work: preserving temporal dependence is necessary but not sufficient for valid
exploratory lag inference, whereas embedding dependence-preserving surrogates within a
scan-level maximum statistic framework restores nominal familywise error control.

10 0.995

1.0

0.8

o
o

----- nominal 0= 0.05

Empirical FWER

mm P =070

o
IS

mm P =095

0.2

0.0-
Naive Phase rand. Stat. boot. Block + max Phase rand. Stat. boot.
single-lag (single-lag) (single-lag) (PROPOSED) + max + max

Figure 3. Empirical familywise error rate (FWER) under the strict null for six inference pipelines
evaluated at two AR(1) dependence regimes (¢ = 0.70 and ¢ = 0.95). Dependence-preserving
surrogate methods applied using single-lag thresholds substantially reduce false-positive inflation
relative to the naive parametric baseline but remain far above the nominal significance level. Pairing
the same surrogate constructions with scan-level max-statistic correction restores nominal calibration
irrespective of the surrogate mechanism. The proposed block permutation pipeline exhibits the same
calibrated behaviour, supporting the conclusion that scan-level multiplicity control, rather than the
specific surrogate construction, is the critical component of valid exploratory lag inference.

Third, the uncorrected dependence-preserving pipelines exhibited lower FWER at
@ = 0.95 than at ¢ = 0.7. This behaviour is consistent with stronger autocorrelation broad-
ening the surrogate null distribution while simultaneously reducing the effective number
of independent lag comparisons. Despite this reduction, all uncorrected pipelines re-
mained substantially above the nominal level, whereas all max-statistic pipelines remained
well-calibrated.

All calibrated pipelines lie within Monte Carlo sampling error of the nominal sig-
nificance level and are not meaningfully distinguishable from one another. Accordingly,
the comparison concerns calibration under the strict null rather than relative superior-
ity of individual surrogate methods. Table 4 therefore provides empirical validation of
the conceptual comparison introduced in Table 1 for the parametric and surrogate-based
approaches considered here.

7. Limitations and Scope

The procedure presented here adopts a calibration-oriented approach to exploratory
lag inference. Its primary objective is not to maximise detection sensitivity, but to provide
reliable statistical inference under realistic temporal dependence while controlling family-
wise error across exploratory lag scans. This design choice introduces several limitations
that should be made explicit.

First, statistical detection of lag-resolved synchrony does not establish causality, di-
rectionality, or mechanism. The procedure is agnostic with respect to the physical or
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informational origin of observed structure. A statistically significant result indicates that
the detected alighment exceeds expectations under a specified dependence-preserving null
model; it does not imply direct interaction or temporal precedence between channels.

Second, statistical power depends on data length and dependence structure. Finite
sample sizes and strong autocorrelation broaden null distributions, reducing sensitivity to
weak effects. Because the primary objective of the present study is to establish reliable fam-
ilywise error control under exploratory lag scanning, the simulation study is intentionally
focused on calibration under the strict null; comparative power under specific alternative
dependence structures is left for future investigation. The present study therefore does not
characterise the power of the proposed procedure against meaningful alternatives, and the
trade-off between conservative false-positive control and detection sensitivity remains
to be quantified. Such a trade-off is inherent when controlling familywise error under
exploratory lag scanning. Non-detections should therefore be interpreted as inconclusive
rather than as evidence of absence.

Third, the present implementation employs linear correlation as the dependence
metric. While this choice facilitates interpretability and computational efficiency, it may fail
to capture nonlinear or higher-order dependencies. The procedure itself does not preclude
alternative statistics, but any substitution must be paired with null models that preserve
the relevant dependence structure.

Fourth, the block-based permutation strategy introduces a tuning parameter—the
block length L. Although L is fixed a priori, different choices may affect sensitivity to specific
timescales. Moderate overestimation of L is generally preferable to underestimation in
order to preserve conservative null behaviour; the sensitivity analysis in Section 6.3 demon-
strates that the procedure remains well-calibrated across a range of block lengths when
L substantially exceeds the dominant autocorrelation scale. The boundary discontinuity
limitation of fixed block schemes is discussed in Section 4.2.

Fifth, the present procedure controls familywise error across exploratory lag scans
within an individual channel pair. In analyses involving many sensors, additional mul-
tiplicity arises across the set of pairwise comparisons. Although secondary procedures
such as Bonferroni adjustment or Benjamini—-Hochberg procedures may be applied to the
resulting corrected pairwise p-values, the present work focuses specifically on within-pair
lag multiplicity rather than global cross-pair error control.

The procedure is not intended for settings in which relevant lags are known a priori.
In such cases—for example, when physical propagation delays are well-characterised—
targeted testing at specific lags is likely to be more powerful than exploratory lag scanning
with familywise error correction. The present approach is most appropriate when candidate
lags are uncertain, transient, or weakly constrained by prior knowledge.

Finally, the procedure assumes concurrent sampling and a shared time base across
channels. Extensions to irregularly sampled data or asynchronous sensor arrays would
require additional preprocessing or modification of the lag-resolved statistics.

Within these constraints, the scope of the procedure is deliberately broad. It is ap-
plicable to multi-sensor stochastic systems in which weak or transient synchrony must
be distinguished from correlated noise under exploratory analysis, and may be adapted
to a wide range of settings provided that dependence-aware null models can be con-
structed consistently.

8. Conclusions

This paper has introduced a dependence-aware procedure for lag-resolved correlation
analysis in multi-sensor stochastic systems. By integrating baseline standardisation, lag-
resolved correlation statistics, dependence-preserving permutation null models, and max-
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statistic correction, the procedure addresses a common but often underappreciated source of
false-positive structure arising from exploratory lag scanning under temporal dependence.

The contribution is practical and inferential rather than metric-driven. The procedure
constrains analytical flexibility by fixing inference decisions a priori and pairing exploratory
alignment with conservative statistical control. The comparative evaluation against phase-
randomised and stationary bootstrap surrogate pipelines further demonstrates that preserv-
ing temporal dependence alone is insufficient for valid exploratory lag inference. Rather,
nominal familywise error is consistently restored when dependence-preserving surro-
gate constructions are embedded within a scan-level max-statistic framework. In doing
so, the proposed procedure provides a disciplined means of distinguishing reproducible
lag-resolved synchrony from artefacts of correlated noise without relying on unrealistic
independence assumptions or post hoc lag selection.

Because the procedure is formulated independently of any particular signal origin or
coupling mechanism, it is intended for application across a broad range of multi-sensor
contexts, subject to the assumptions and limitations discussed throughout the manuscript.
Its utility lies not in maximising detection rates, but in ensuring that detected structure
remains statistically defensible under realistic dependence conditions.

The present implementation employs linear correlation and regularly sampled sig-
nals for clarity and computational simplicity. However, the inferential structure itself is
not tied to a specific dependence metric or sampling scheme. In principle, nonlinear or
rank-based measures, information-theoretic statistics, and irregularly sampled data could
be accommodated within the same inferential framework, provided that corresponding
dependence-preserving null models and scan-level correction procedures are developed
consistently. These extensions have neither been developed nor empirically evaluated in
the present study and therefore remain directions for future methodological research.

Future work may extend the procedure to additional surrogate constructions, adaptive
block length selection, cross-pair multiplicity correction, power comparisons under controlled
alternatives, or asynchronous sampling settings, while preserving the core principle estab-
lished here: valid exploratory lag-resolved inference requires explicit control of both temporal
dependence and multiplicity across the lag search domain, a conclusion that is consistent
across the dependence-preserving surrogate mechanisms examined in the present study.
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