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Abstract 

 Hydrogen (H2) is expected to play a critical role in modern industry, particularly in am-
monia synthesis, petroleum refining, and low-carbon transportation. The safe storage of 
H2 remains a major challenge due to its low volumetric density under ambient conditions. 
Metal–Organic Frameworks (MOFs), highly porous crystalline materials, have emerged 
as promising H2 storage candidates owing to their high surface areas and tuneable pore 
structures. Molecular simulations such as grand canonical Monte Carlo or density func-
tional theory are costly and limited in exploring large material spaces, motivating efficient 
predictive tools to accelerate discovery. Here, Machine Learning (ML) techniques are com-
pared to an explainable artificial intelligence (XAI) approach using symbolic regression 
(SR), trained on 10,123 experimentally measured H2 adsorption datapoints from real-
world MOFs. The best performing model achieved a goodness of fit of 0.9986 with lower 
computational demand, but reduced interpretability, addressed using XAI analysis and 
clustering. SR achieves a lower goodness of fit of 0.914 but produces a physically mean-
ingful equation highlighting structural features driving high gravimetric efficiencies. 
These results demonstrate strong ML capability for predicting how MOF properties and 
environmental conditions affect H2 uptake. This offers engineers and researchers a practi-
cal means of screening potential MOFs for H2 storage applications, with the XAI analyses 
providing additional confidence in the predictions. They allow researchers to understand 
the physical reasoning behind each output, assess the reliability of individual predictions, 
and make fully informed decisions, enabling predictive models to be acted upon with 
confidence in real-world contexts. 

 Keywords: AI; data-driven modelling; Gaussian process regression; high-throughput 
screening; ML; MOF; neural architecture search; structure property relationship; XAI 
 

1. Introduction 
Global warming continues to be an ever-important challenge. With the United Na-

tions Environment Programme reporting that greenhouse gas emissions had reached a 
record high level of 57.1 GtCO2e in 2023 [1], it is crucial that the world shifts towards more 
sustainable fuel sources. Hydrogen (H2) is a promising alternative [2], offering an in-
creased gravimetric efficiency of 120 MJ/kg compared to gasoline at 44 MJ/kg [3]. How-
ever, the safe and efficient storage of H2 remains a major technical challenge, primarily 
due to its low volumetric density under ambient conditions (liquid H2: 8 MJ/L, gasoline: 
32 MJ/L) [3]. Maintaining the cryogenic temperatures required for liquid H2 poses 
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significant logistical challenges, including the need for active cooling or venting due to 
heat leakage, currently prohibited in locations such as airports [4]. Storing gaseous H2 al-
lows for higher temperatures but requires far higher pressures, posing design and safety 
challenges [5]. These limitations have driven extensive research into alternative H2 storage 
strategies, including dissolution in underground aquifers [6] and Liquid Organic Hydro-
gen Carriers (LOHCs), where H2 is stored through hydrogenation and released through 
dehydrogenation. While LOHCs can achieve high volumetric efficiencies, they are often 
impractical for large-scale applications due to the slowness of these chemical processes 
[7]. Liquid hydrogen has already demonstrated to be a crucial technology for H2 storage 
on board aircrafts [8,9]. 

Metal–Organic Frameworks (MOFs) have emerged as promising candidates for H2 
storage due to their exceptionally high surface areas and tuneable pore structures [10]. 
MOFs are a family of highly porous, crystalline materials consisting of a central metal ion 
connected by organic linkers, as shown in Figure 1a. The overall structure of the material 
is determined not only by the type of metal and linker used, but also by how they are 
connected together, and these materials are able to store gaseous H2 with a higher volu-
metric efficiency for a given pressure when compared to compressed gas [11]. MOFs 
achieve these high volumetric efficiencies because they contain internal pores which act 
to increase the amount of surface area that gas molecules have to adsorb onto, as shown 
at different levels of magnification in Figure 1b. Factors intrinsic to the MOF such as sur-
face area and pore volume will affect the quantity of gas stored, as will extrinsic factors 
such as pressure and temperature. H2 is held at the surface via weak van der Waals forces 
[12], so a higher surface area creates more space for H2 molecules. This process is called 
physisorption and can result in multiple layers of molecules sticking to the surface of the 
pores depending on the temperature [10]. Higher temperatures reduce the amount of H2 
held at the surface as the weak van der Waals forces are easily overcome by the additional 
thermal energy, whereas higher pressures help drive molecules onto the surface and in-
crease the density of H2 within the pores. A higher pore volume similarly increases the 
empty space available for the H2 to occupy. 

 
(a) 

(b) 

Figure 1. (a) A Structural diagram of an MOF and (b) MOFs at different levels of magnification at 
100 nm [13], 20 nm [13], and 5 nm [14]. 

A key challenge faced by engineers when designing new MOFs is predicting their 
theoretical storage capacities. Measuring the uptake of H2 requires an extensive experi-
mental procedure, and due to the vast chemical space that MOFs exist within, it becomes 
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difficult to screen large quantities of potential structures quickly. Grand Canonical Monte 
Carlo (GCMC) simulations can provide theoretical estimates but are very computationally 
expensive, limiting their utility for large-scale materials discovery [15]. Data-driven ap-
proaches have therefore attracted significant interest as a faster, assumption-free alterna-
tive for generating predictions for complex phenomena [16–20], such as H2 uptake in 
MOFs. These models are able to capture the complex, nonlinear behaviour of H2 adsorp-
tion from large datasets and provide predictions far faster than conventional simulations. 
Additionally when trained on real-world data, they do not make the simplifying assump-
tions inherent to computational approaches such as GCMC. However, the widespread 
adoption of such black-box machine learning (ML) models is critically constrained by a 
fundamental limitation: they lack transparency and fail to provide any physical under-
standing of the mechanisms governing their predictions. For an engineer designing an H2 
storage system, this opacity makes it impossible to assess whether a given model output 
is physically reasonable, undermining confidence in the predictions and limiting real-
world deployment. 

Prior works have demonstrated the potential of AI for H2 uptake prediction in MOFs, 
but several important gaps remain. Reference [21] introduced the group method of data 
handling to capture complex feature interactions, though their dataset contained only 35 
datapoints, limiting generalisability. Reference [22] exhaustively trained 660 models 
across six architectures to identify an optimal topology, achieving a best R-squared of 
0.9946. References[23] and [24] both incorporated more input features, six and ten respec-
tively, with [24] notably expanding the dataset to 14,544 points by combining experi-
mental and simulated data. Reference [23] employed a relevancy factor; however, this ap-
proach captures only linear input–output relationships and ignores the feature interac-
tions critical to MOF behaviour. Most relevant to our paper is [25], which used the largest 
real-MOF database, to date, in the prior literature (2048 datapoints) and combined stand-
ard ML models with nature-inspired optimisation algorithms to improve accuracy whilst 
reducing computational cost. 

A common limitation across these previously published papers is the use of data-
bases that are very small and therefore not fully representative of the problem space. 
Black-box models require sufficient data to capture the complex behaviour of H2 storage 
and generalise to new datapoints; in other words, they offer significant accuracy for inter-
polation but often struggle with extrapolation. Critically, none of these works fully resolve 
the explainability challenge: relevancy factors and post-hoc analyses do not on their own 
provide a transparent understanding of how input features relate to H2 storage, as they 
do not reveal the model’s internal representation of the underlying physics. There are also 
no prior works that include databases of real-world MOFs comparable in size to the 
14,544-point dataset of [24]. 

To address these gaps, this paper presents a comparative study on different explain-
able artificial intelligence (XAI) approaches to provide more human-understandable in-
formation from the AI-based techniques. To do so, this study uniquely uses data extracted 
from hydrogen isotherm graphs from the literature to achieve the largest database of real-
world MOFs currently available in the literature. This method yields a more uniform dis-
tribution of values for pressure and gravimetric efficiency leading to better model perfor-
mance in real world conditions. This database of real-world MOFs is then used to tackle 
two fronts: (i) benchmarking of six black-box ML models and using explainability tech-
niques—such as Shapley Additive Explanations (SHAP) analysis and clustering—to ex-
tract the hidden pattern being identified by them; (ii) inherently explainable approaches 
based on Symbolic Regression (SR) that provide mathematical formulations for the pre-
diction. Clustering specifically is a method that previously has been underutilised in other 
works using XAI for hydrogen storage in MOFs, but which can provide key insights that 
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could be missed if using SHAP alone. The key contributions of this work can be summa-
rised below: 

• Improvement of the generalisability of the findings of the study to various MOFs by 
collection of a large database of real-world MOFs, containing 10,123 datapoints under 
various temperature conditions (being five times larger in terms of the size of the 
database compared to the largest found reference in the literature with 2048 data-
points [25]). 

• Using genetic algorithm-based symbolic AI approaches to find an interpretable 
closed-form equation for the estimation of gravimetric efficiency of various MOFs 
with high accuracy yet benefiting from easy-to-transfer equations. 

• Benchmarking different families of black-box ML architectures over the large data-
base to achieve high prediction accuracies. 

• Introducing clustering-based explainability along with SHAP analysis to improve the 
explainability of Artificial Neural Network (ANN) predictions. 

The remainder of this paper is structured as follows: Section 2.1 describes the data 
collection and curation process, including the selection of input features and the construc-
tion of the database. Section 2.2 details the methodology for each of the black-box models 
trained in this work. Section 2.3 covers the improvements to explainability through SHAP, 
clustering, and SR. Section 3 presents and discusses the results from each model, including 
a comparison against the existing literature. Finally, Section 4 draws conclusions from the 
findings and outlines directions for future work. 

2. Methodology 
2.1. Data Collection and Curation 

The first step for data collection is to determine the important factors that affect H2 
uptake within MOFs. It is necessary to provide enough information for the model to be 
able to make accurate predictions, but too many input features could add unnecessary 
noise and reduce the number of MOFs for which complete data is available in the litera-
ture [26]. Based on the theory of how MOFs practically store H2, the important input fea-
tures were chosen to be Brunauer–Emmett–Teller (BET) surface area, pore volume, tem-
perature, and pressure with gravimetric efficiency as the only output. These input features 
were chosen as follows: (i) surface area directly affects the amount of H2 that can adsorb 
onto the surface; (ii) pore volume shows how much of the material is empty space for the 
H2 to be stored within; (iii) temperature as heat is the main source of energy acting to 
overcome the Van der Waals attracting H2 molecules to the surface of the pores; and (iv) 
pressure acts to force H2 onto the surface [10]. Langmuir surface area has also been used 
in other works included in [23]; however, as it is just an alternate method for calculating 
surface area compared to BET, it provides little new information for a black-box ML model. 
Both values are very commonly measured in the literature measuring the uptake of H2 in 
MOFs as they are calculated using the adsorption of nitrogen, as can be seen in Equations 
(1) and (2). Langmuir assumes only a single layer of molecules is adsorbed onto the sur-
face [27], which is not true of H2 adsorption [10]. 𝑃ோ𝑣ேሺ1 − 𝑃ோሻ = 1𝑣௠𝑐 + ሺ𝑐 − 1ሻ𝑃ோ𝑣௠𝑐  (1)

𝐴 =  𝑣௠𝜎଴𝑁௔௩ (2)

where PR = 𝑃 𝑃଴ൗ  (pressure over atmospheric pressure),𝑣ே is the volume of nitrogen ad-

sorbed per gram of MOF, 𝑣௠ is the monolayer capacity, and c is related to the isosteric 
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heat of adsorption. In Equation (2), 𝜎଴ is the cross-sectional area of nitrogen at liquid den-
sity (16.2 Å), 𝑁௔௩ is Avogadro’s number, and A is the BET surface area [28]. By carefully 
considering and limiting which input features to include, this increased the number of 
sources which contained all the necessary information, eliminating any gaps within the 
database. 

An extensive data collection was done from 57 different references in the literature 
[29–85] measuring the H2 adsorption in MOFs for a given temperature as the pressure is 
increased. These references were found by combining the databases from references 
which also used ML to predict H2 storage in MOFs [23,86] with other references that were 
found to contain sufficient information [78–85]. Typically, the H2 adsorption is provided 
as a graph with a small number of important values mentioned specifically within the 
reference, such as the maximum adsorption achieved. In this work, the data from the 
graphs are extracted to achieve a far larger database. This also allows for a more continu-
ous range of pressure values as the maximum adsorption occurs at very standard pres-
sures such as 1 or 120 bar [81]. This also achieves a better distribution of temperature val-
ues as there were often isotherms for additional temperatures within the graphs, so a da-
tabase of 10,000 datapoints could be made from 215 different temperature conditions. This 
still limits how many unique MOFs are included to 120, which affected the number of 
datapoints for surface area and pore volume. 

In order to verify that the data had been extracted without error, the points were 
plotted back onto their respective graphs to prove they created the same plot as the origi-
nal. Metadata containing information such as the name of the MOF and the reference it 
was taken from were also included within the database to ensure there were no duplicate 
samples. 

From Figure 2 it can be seen that the distributions for BET surface area and pore vol-
ume are sufficiently even, with temperature and pressure both having a right skew. In 
order to even out this distribution the logarithm of pressure was taken, as this scales the 
data based off its order of magnitude. Values at 77 K are most abundant because hydrogen 
uptake is conventionally measured at the boiling point of liquid nitrogen and pressures 
up to 1 atm [87]. A correlation matrix was also plotted using both Pearson and Spearman 
values which is shown in Figure 3, which shows that temperature and pressure are highly 
independent as they are environmental conditions, but intrinsic features such as surface 
area and pore volume are closely linked. 

The database was then divided into an 80/20% split for training and validation re-
spectively. If a model is overfit, its predictive performance on new data will be drastically 
worse than its performance during training. To account for this, the accuracy of every 
model was measured against both sets and training was stopped before their performance 
diverged. 

 
(a) (b) 
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(c) (d) 

Figure 2. The distributions of (a) BET surface area, (b) pore volume, (c) temperature, and (d) pres-
sure. 

(a) (b) 

Figure 3. Pairwise relationships between BET surface area, pore volume, temperature, and pressure 
for this dataset, evaluated using (a) Pearson and (b) Spearman matrices. 

2.2. Black-Box Models Architecture 

2.2.1. Multi-Layer Perceptron 

An MLP is a type of feed-forward neural network that consists of an interconnected 
network of nodes, shown in Figure 4 [88]. Each node is provided with a series of values 
from weighted connections. The node sums these values together along with its own bias 
term to create an output value it can pass on to other nodes down the chain. 

 

Figure 4. Diagram of the MLP model used in this work. 
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On its own this would not be able to capture non-linear behaviour in a dataset, so an 
activation function is applied to the summed value to allow for a degree of nonlinearity. 
Without this, the network would be unable to model more complex relationships in the 
data. This is applied using Equation (3) [88]: 

𝑜௜ = 𝜎 ቌ෍𝑤௜௝𝑥௜ + 𝑏௜௠
௝ୀଵ ቍ (3)

where 𝑥௜ is an input, 𝑤௜௝ is the weight associated with each connection to a neuron with 𝑚 connections, 𝑏௜ is the bias term associated with that neuron, 𝜎 is the activation func-
tion, and 𝑜௜ is the output. During training, the weights and biases are optimised to pro-
duce a network that is able to closely map the inputs to the outputs. A challenge when 
implementing an MLP is determining the architecture of the model, that is, how many 
nodes and layers to use. The performance of a model is heavily dependent on the archi-
tecture, but the search space of possible networks is so large that an exhaustive evaluation 
is impossible [89]. It is possible to suggest reasonable values for the number of nodes or 
layers based on the specific problem; for example, if the number of total nodes is too large 
for the size of the dataset, then most bias values/weightings will not be fully optimised by 
the time the training has concluded. In contrast, larger networks are required for more 
complex behaviour [90]. 

There are typically two methods used to find the optimal model architecture. The 
first used by other works is trial and error [21,22], suggesting a small number of potential 
structures based on the size of the dataset and complexity of the problem and then com-
paring their relative performances. This is quick and can lead to models which perform 
well; however, with so few models trialled it is very unlikely that the most optimal archi-
tecture will be found. Another method used by other works is grid search [23,86,91], 
which systematically tests every possible combination of hyperparameters within a pre-
defined search space. This can produce better performing models than trial and error but 
requires the search space be sufficiently small otherwise the compute time becomes un-
feasibly large [92]. 

In this paper, an NAS is used, which randomly tests models within the search space 
whilst dynamically assigning weightings to regions that have led to well-performing 
models previously in the search to hone in on the optimal architecture. This probabilistic 
approach reduces the likelihood that poorer performing models are generated whilst still 
allowing those regions to be periodically trialled [93]. This allows for a much larger search 
space than grid search whilst still minimising the compute time. 

2.2.2. Generalised Regression Neural Network 

A Generalised Regression Neural Network (GRNN) works by storing all training ex-
amples in memory and estimates the solution for new inputs by taking a weighted aver-
age of all stored outputs (Equation (4)). These weightings for each training example are 
determined by their proximity to the new inputs (Equation (5)), and a smoothing param-
eter sigma controls how strongly distance affects the weightings. GRNNs train very 
quickly but suffer from large computational requirements for very large datasets due to 
the need to store and take an average of every training example for each prediction [94]. 

𝑌෠(𝒙)  =  ∑ 𝑌௜𝑒𝑥𝑝 ൬− 𝐷௜ଶ2𝛾ଶ൰௡௜ୀଵ∑ 𝑒𝑥𝑝 ൬− 𝐷௜ଶ2𝛾ଶ൰௡௜ୀଵ  (4)

𝐷௜ଶ =  (𝑿 − 𝑿௜)்(𝑿 − 𝑿௜) (5)
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where 𝑌෠  is the estimated output using the weighted mean and 𝑌௜ is a particular output 
from the database. 𝐷௜ is the distance between the set of new inputs 𝑿 and a particular 
datapoint 𝑿௜ stored in memory. 

2.2.3. Gaussian Process Regression 

Gaussian Process Regression (GPR) defines a prior probability distribution that rep-
resents an infinite number of functions where the structure of this distribution is described 
by a mean function and a covariance function. The covariance function represents the 
smoothness, scale, and correlation of function values at different inputs and determines 
which functions are most plausible prior to training. This includes a noise term which 
ensures that the functions do not need to go through every data point. This accounts for 
the inherent inaccuracy in the measurement of any input or output [95]. 

During training, the gaussian process adjusts which functions are deemed plausible 
according to the data and when this function is provided with a new input it produces a 
gaussian distribution of potential solutions. The mean of this distribution corresponds to 
the most likely solution and is calculated using Equation (6), and the variance represents 
the model’s uncertainty at that point using Equation (7) [96]. 𝑦ො(𝒙) = 𝒌்(𝒙)𝐾ିଵ𝒕 (6)𝜎𝒚ෝ𝟐(𝒙) = 𝑪(𝒙,𝒙) − 𝒌𝑻(𝒙)𝒌𝑻(𝒙)𝑲ି𝟏𝒌(𝒙) (7)

where 𝑘(𝑥) is the vector of covariances between the test input 𝑥 and each training input 𝑥௜, 𝐾 is the covariance matrix defined by 𝐾௜௝ = 𝐶(𝑥௜ , 𝑥௝), and 𝑡 is the vector of observed 
training targets. 𝐶(𝑥, 𝑥) is the covariance of the Gaussian process evaluated at the test 
input 𝑥, representing the prior variance at that point and 𝜎𝒚ෝ𝟐 represents the predictive 
standard deviation. 

2.2.4. XGBoost 

eXtreme Gradient Boosting (XGBoost) is a tree ensemble method where predictions 
are calculated as the sum of many regression trees. A regression tree differs from a simple 
decision tree by producing a continuous score on each leaf. The model minimises a loss 
function ℒ(𝜏) defined by Equation (8) where the optimal leaf weights are computed us-
ing the first and second derivatives of the loss. These measure the prediction error and its 
curvature. Trees are added sequentially to correct residual errors of previous trees, and a 
number of methods are used to reduce overfitting such as regularisation of leaf weights 
and shrinkage. Shrinkage reduces the size of newly added weights to reduce their impact 
and allow for new trees to improve the model and column subsampling [97]. ℒ(𝜏) = ෍𝑙(𝑦ො௜ ,𝑦௜)௜ + ෍Ω(f୩)௞  (8)

where 𝑙(𝑦ො௜ ,𝑦௜) is the loss measuring the error between the predicted value 𝑦ො௜ and the 
true target 𝑦௜, f୩ is one of k trees in the model, Ω is the regularisation term for a single 
tree, and 𝜏 is the set of all parameters across all trees in the model. 

2.2.5. Support Vector Regression 

Support Vector Regression (SVR) uses a loss function called an ε-insensitive loss 
function, which defines an ε tube. For predictions which lie within this tube, the magni-
tude of the loss function is zero and the loss is the distance from the tube to predictions 
which lie outside. These points outside the tube are the only ones that are used to optimise 
the model and are referred to as support vectors. The model is also able to balance the 
trade-off between fitting the training data and generalising for unseen data by including 
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a term U that penalises the magnitude of the vector w. These two goals are combined to 
create the following function which the model aims to minimise [98]: 

𝑈൭෍𝜉௜ ∗ே
௜ୀଵ + ෍𝜉௜ே

௜ୀଵ ൱ + 12 (𝒘𝑻𝒘) (9)

where N is the number of training samples, w is the weight vector defining the regression 
function, and 𝜉௜ measures how far above or below the tube any datapoint is (zero if the 
point is inside the tube). 

The advantage of using an ε tube is that the model avoids fitting to the noise of the 
data within the tube and only focuses on values which are poorly fit to the current func-
tion. 

2.2.6. Linear Regression 

A linear regression (LR) model is a very simple form of regression where the rela-
tionship between an output variable y and a single input x is assumed to be linear. The 
model takes the form of a straight-line equation with an additional term 𝜃 representing 
the randomness or noise that would cause any individual point to deviate from this line. 
This can be extended for multiple inputs by summing together each value with their own 
regression coefficients 𝛽௜ resulting in the following equation [99]: 𝑌 = 𝛽଴ + 𝛽ଵ𝑥ଵ + 𝛽ଶ𝑥ଶ + ⋯+ 𝛽௜𝑥௜ + 𝜀 (10)

2.3. Interpretable AI Model 

2.3.1. Symbolic Regression 

SR is a method by which one can create an inherently explainable interpretation of 
the database through the formation of a single equation that predicts the output feature. 
To do this, a tree-like structure such as the one shown Figure 5 is built from a library of 
elementary arithmetic operations through trial and error with a loss function determining 
the accuracy of each equation [100]. The loss function may contain metrics such as the root 
mean squared error of predictions, as well as the length of any tree in order to punish 
overly verbose equations. This method is demonstrated in Algorithm 1 based on [101]. 
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𝐺𝑟𝑎𝑣𝑖𝑚𝑒𝑡𝑟𝑖𝑐 𝐸𝑓𝑓𝑖𝑐𝑖𝑒𝑛𝑐𝑦 =  ቌ0.23𝑙𝑜𝑔൫7𝑃 𝐴ൗ ൯ଶ(𝑇 + 15.5)ଶ − 4𝑒 − 4ቍ (𝐴 + 63) + 0.15𝑉𝑃 + 0.8 

Figure 5. A tree diagram representation of a symbolic regression equation and the equation it rep-
resents. 

Initially, SR generates a population of trees at random and evaluates their respective 
loss values on the dataset. The next generation of equations contain variations of the best 
performers from the previous generation, while also introducing new candidates continue 
to explore alternative methods. These variations can either have new branches added on, 
values of individual nodes changed or even have branches removed to avoid equations 
becoming unnecessarily long. This is done for a fixed number of iterations until the final 
best performing model can be selected. 

Algorithm 1. Symbolic Regression Pseudo code 
Input: Dataset X = {BET, pore volume, T, P};  
target y = H2 storage (%); operator set 𝒪 = {+, −, ×, ÷, √, exp, log}  
Output: Best symbolic expressions ranked by accuracy and complexity 
1. Initialise np populations of L random expression trees; set H ← ∅ 
2. for each iteration do 
3. ⠀⠀for each population Pi (in parallel) do 
4. ⠀⠀⠀⠀Select expression via tournament selection; apply genetic operator 
5. ⠀⠀⠀⠀Simplify and optimise numerical constants (BFGS) 
6. ⠀⠀⠀⠀Update best expressions locally (Mi) and globally (H) 
7. ⠀⠀end for 
8. ⠀⠀Share top expressions between populations 
9. end for 
10. return H 

An important consideration when building a symbolic regression model is which 
functions to include within the library of operations. Basic functions such as additions and 
multiplications are always needed, but nonlinear operations such as trigonometric func-
tions, logarithms, or powers can either be a help or a hindrance to the model. 

Trigonometric functions for instance were found in testing to allow the model to very 
quickly adjust to the non-linear behaviour of the dataset but added an unnecessary ele-
ment of periodicity that limited the accuracy for new datapoints. There are also specific 
combinations of operations that can be added to avoid the model needing to derive them 
independently, such as taking an inverse or negative of a number, but adding too many 
leads to worse results as it drastically increases the search space [102]. The operations 
which were included within the search were: 

I. Additions/Subtractions 
II. Multiplications/Divisions 
III. Taking the negative of a number 
IV. Taking the reciprocal of a number 
V. Taking the logarithm of a number 

Another crucial factor when training a symbolic regression model is the length of 
final equation. The length is defined as being the total number of nodes within the tree 
and whilst longer trees do provide a higher accuracy, they cause the resulting equation to 
be harder to parse. Evaluating even very large equations is computationally inexpensive 
on modern hardware; however, in symbolic regression each candidate equation must be 
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evaluated for every data point, for every member of the population, and across all gener-
ations. For datasets containing 10,123 data points, this repeated evaluation can have a no-
ticeable impact on execution time. In addition, longer expressions increase the optimisa-
tion effort, as a greater number of nodes must be adjusted during training. It is therefore 
important to balance model interpretability with predictive reliability. To make the deci-
sion on how long the equation used in this work should be, a series of models with varying 
lengths were trained to compare their relative performances. 

When generating these equations there is also the decision of whether to impose unit 
consistency. Unit consistency means that only values of a consistent unit can be summed 
together, as in physics it is not possible to combine values which represent different phys-
ical properties. This can result in better equations being produced. When using this, it 
helps if the input features are measured in terms of their fundamental units as they are 
easier to combine, so in this work the units were converted to: 

• Newtons per metre squared for pressure (converted from bars) 
• Metres cubed per gram for pore volume (converted from centimetres cubed per 

gram) 
• BET surface area remains in metres squared per gram 

This makes each of these units easier to combine but still poses a challenge for units 
which only appear in a single term, such as the Newtons in pressure or Kelvin for tem-
perature. Under the current constraints the model could only include these units in a term 
if it was later cancelled out, heavily restricting their use. To solve this, constants are able 
to have units associated with them to allow for more complex combinations of input fea-
tures. The downside to this is that it becomes possible to combine any input feature re-
gardless of if there is a physically meaningful relationship, provided there is a constant. 

2.3.2. XAI Using SHAP Analysis 

While black box models usually offer higher accuracy in comparison with the rest of 
the ML or non-AI statistical models, they lack transparency of the identified pattern of the 
data. To be able to explain this concealed information, techniques like SHAP can be used 
on the standard black-box models. The process for this has been shown in Figure 6. 

 

Figure 6. Conceptual figure showing the overall process of explaining the high-fidelity black-box 
models in this paper. 

Feature importance is a useful tool for increasing the interpretability of a model. 
SHAP values are one such method for measuring the impact an input feature has on the 
accuracy of a prediction. To calculate these values, models are trained off a subset of the 
data with a single feature being omitted. This is compared to the accuracy of the model 
with that feature included, and the reduction in accuracy is therefore a measure of that 
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feature’s importance. Features are often codependent on one another so the effect that 
withholding a feature has on the model’s accuracy often depends on which other inputs 
are included. As such, this process is repeated for all possible combinations of input miss-
ing features. The weighted average is then calculated according to the following equation 
[103]: 𝜙௜ = ෍ |𝑆|! (|𝐹| − |𝑆| − 1)!|𝐹|!  ×  [𝑓ௌ⋃{௜}(𝑥ௌ⋃{௜}) − 𝑓ௌ(𝑥௦)]ௌ⊆ி\{௜}  (11)

where 𝜙௜ is the SHAP value, 𝐹 is the set of all input features, and 𝑆 is a subset of fea-
tures that does not include feature 𝑖. |𝑆| is the number of features in subset 𝑆, and |𝐹| 
is the total number of features. 𝑓ௌ is the model trained using only features in 𝑆, and 𝑓ௌ⋃{௜} 
is the model trained with feature 𝑖 included. 𝑥௦ and 𝑥ௌ⋃{௜} denote the values of the cor-
responding feature subsets for the input being explained. 

SHAP analysis can be presented in two different forms. A beeswarm plot displays 
individual SHAP values for every datapoint in the dataset, colour-coded by the magni-
tude of the corresponding feature value. This reveals not only the overall importance of 
each feature but also the direction of its effect. For example, whether high values of a fea-
ture push prediction upward or downward. A bar plot of mean absolute SHAP values 
provides a summary ranking of global feature importance by averaging the magnitude of 
contributions across all datapoints. 

The magnitude of the SHAP values is determined not only by the model itself, but 
also by the database that it is trained on. For this reason, the size of the SHAP values 
themselves are not necessarily an indication of any importance or certainty, nor can the 
magnitude of the SHAP values be usefully compared between models. Rather, it is the 
relative magnitudes for each input feature that can be used to determine an order of im-
portance. 

A key advantage of SHAP over other methods such as relevancy factor is that it cap-
tures nonlinear relationships and feature interactions. Relevancy factor measures only 
how the output varies about its mean when a single input is varied in isolation, assuming 
each feature is independent [103]. SHAP evaluates contributions across all possible fea-
ture combinations, making it better suited to problems such as H2 adsorption where in-
trinsic properties and extrinsic conditions interact in complex ways. 

2.3.3. K-Means Clustering 

Clustering is a method for understanding a model’s decision making by grouping 
datapoints together that lead to similar model outputs. By looking at how the data has 
been grouped together it is possible to get a more detailed understanding of its interpre-
tation of the dataset. This is less quantitative than SHAP values but allows for a more in-
depth comparison between the clusters, and what one would expect from a physics-based 
perspective. For models with only a single output, it is sometimes too trivial to use a single 
value to determine which outputs are “similar”, especially for complex phenomena such 
as H2 storage. In this case, the final output layer of the model is removed, and the penul-
timate layer is used so that there are more values which can be compared when measuring 
similarity [104]. This concept is illustrated in Figure 7. 
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Figure 7. Conceptual figure demonstrating the result of clustering. 

To group the datapoints together, a number of spheres are randomly created, and 
each datapoint is assigned to the nearest sphere based on its Euclidean distance to the 
centroid. The centroid 𝜇௜ of this cluster of datapoints is calculated using Equation (12) 
and the process is repeated with the datapoints being assigned to the new nearest centroid. 
This stops when the centroids stop moving by a significant degree. The goal is to minimise 
the distance of each datapoint to the centroid of its assigned cluster which is calculated 
with Equation (13) [105]. 𝜇௜ = 1|𝐶௜| ෍𝑥௫∈஼೔  (12)

𝐽 = ෍෍ ||𝑥 − 𝜇௜||ଶ௫∈஼೔
௞
௜ୀଵ  (13)

where J is the objective function to be minimised and 𝐶௜ represents the set of points in 
cluster i. 

When implementing clustering the number of clusters must be chosen manually at 
the start. The goal is to have multiple distinct groups with as little overlap as possible. To 
compute this, a silhouette analysis is done, which quantifies the overlap for each group 
and provides a silhouette score which can be used to find the best number of clusters [106]. 
In this work, four groups were found to yield a good mix of having enough groups to be 
able to draw meaningful conclusions whilst producing minimal overlap between groups.  

2.3.4. Performance Evaluation Metrics 

To evaluate how well a machine learning model or statistical algorithm performs on 
a given dataset, performance metrics are used to provide quantitative measures. Root 
Mean Squared Error (RMSE), R-squared, and Mean Absolute Error (MAE) are often used 
together to paint a complete picture of a model’s predictive power. MAE measures the 
average absolute distance between predicted and actual values, giving a straightforward, 
easily interpretable baseline of average error without heavily penalising large outliers. 
RMSE, on the other hand, squares the errors before averaging them and taking the square 
root; this means it disproportionately penalises larger errors, making it highly sensitive to 
outliers and exceptionally useful when large mistakes are particularly undesirable. Finally, 
R-squared (the Coefficient of Determination) provides a relative perspective: rather than 
measuring the raw numerical error, it measures the proportion of variance in the depend-
ent variable that the model successfully explains. While MAE and RMSE tell you the ab-
solute size of the errors, R-squared tells you how well the model fits the data compared to 
just guessing the simple average, with a score closer to 1 indicating a perfect fit. Consid-
ering 𝑛 to be the number of observations, 𝑦௜ to be the actual true value, 𝑦పෝ  to be the 
predicted value, and 𝑦ത to be the mean of the actual values, the mentioned metrics are 
defined as below: 
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𝑀𝐴𝐸 = 1𝑛෍|𝑦௜ − 𝑦పෝ|௡
௜ୀଵ  (14)

𝑅𝑀𝑆𝐸 = ඩ1𝑛෍(𝑦௜ − 𝑦పෝ)ଶ௡
௜ୀଵ  (15)

𝑅ଶ = 1 − ∑ (𝑦௜ − 𝑦పෝ)ଶ௡௜ୀଵ∑ (𝑦௜ − 𝑦ത)ଶ௡௜ୀଵ  (16)

They provide a mathematical summary of the distance between what a model pre-
dicts and what the actual, true values are. By establishing this baseline, metrics allow re-
searchers to objectively compare different models, tune system parameters, and deter-
mine if an algorithm is accurate and reliable enough for real-world applications. 

3. Results and Discussion 
The performance metrics for all six models trained in this work are summarised in 

Table 1, alongside results from comparable literature models. R-squared measures the 
goodness of fit as a percentage while RMSE and MAE measure the average error as a 
unitless hydrogen uptake ratio. The best performing model was GPR, achieving an R-
squared of 0.9986, RMSE of 0.0995, and MAE of 0.0497, though the training time far ex-
ceeded the other models. If this was trained on a larger synthetic dataset, the computa-
tional demand may become comparable to traditional simulations. This would only be for 
the initial creation of the model however, as the time for predictions amongst all models 
is near instant. XGBoost achieved the second-best performance with an R-squared of 
0.9966 whilst also having one of the fastest training times on this dataset. 

Table 1. Comparison of the performance of each model. 

Model Number of Datapoints Used R-Squared RMSE MAE Inference 
Time [ms] 

Reference 

MLP 10,123 0.995 0.201 0.1259 12 This work 
GRNN 10,123 0.985 0.3379 0.2203 10 This work 
GPR * 10,123 0.9986 0.0995 0.0497 16 This work 

XGBoost 10,123 0.997 0.1583 0.0981 28 This work 
SVM 10,123 0.972 0.4661 0.2801 239 This work 
LR 10,123 0.703 1.4949 1.0292 8 This work 

SR-Exact 10,123 0.924 0.7193 0.5141 7 This work 
SR-Rounded 10,123 0.914 0.7645 0.5352 7 This work 

MLP 141 0.994 0.126 0.071 - [22] 
GRNN 141 0.998 0.197 0.104 - [22] 
MLP 35 0.9 0.26 - - [21] 

CatBoost 717 0.991 0.032 - - [23] 
BSLO-LightGBM 2048 0.976 0.239 0.15 - [25] 

BSLO-BPNN 2048 0.909 0.501 0.328 - [25] 
HOA-BPNN 2048 0.871 0.597 0.359 - [25] 
IGWO-BPNN 2048 0.893 0.544 0.352 - [25] 

* The best performing model from this work. 

This increase in computation time for GPR became more significant when perform-
ing K-Fold cross validation to ensure the model had not been overfit. Across five folds the 
validation R-squared score remained consistent at 0.999 and RMSE held at 0.098±0.010. 
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This provides strong evidence to suggest the model has not been overfit; however, this 
validation would be much harder to perform on a larger database as the model must be 
retrained for each fold. XGBoost performed much better in this regard, also showing no 
drop in R-squared and an RMSE of 0.143±0.012 across a 10-fold validation but computing 
in less than 5 s total. This method therefore would scale much better to a larger dataset of 
hundreds of thousands of points. 

The MLP performed comparably, achieving an R-squared of 0.9950, RMSE of 0.2010, 
and MAE of 0.1259 following an extensive architecture search which found the optimal 
architecture to be three layers with 128 nodes, 55 nodes, and 19 nodes. 

The worst performing model was LR with an R-squared of 0.7002, which is expected 
given its inability to capture the nonlinear relationships between input features and H2 
uptake. Whilst the size RMSE and MAE will vary between databases depending on the 
size of the datapoints, the CatBoost model by [23] did manage to get a significantly lower 
RMSE than all other models. 

Whilst the performance of the models in this work were higher than that of others 
found in the literature, the relative performances of each model are the same. For instance, 
Reference [86] found that XGBoost achieved a higher R2 score than MLP, and that MLP 
outperformed SVM. This even holds true for larger synthetic databases such as in Refer-
ence [24]. This provides an increased degree of confidence in the consistent predictive 
power of these models. It also provides evidence that the models have not been overfit, as 
the performance of weaker techniques, such as SVM, have not been artificially inflated to 
that of better models. 

Even though the SR model did not achieve as high accuracies as the more sophisti-
cated black-box models in this work, it did achieve a higher R-squared score than the 
BPNN models by [25]. This does support the idea that there is not necessarily an inherent 
trade-off between model complexity and explainability [107,108]. More work would still 
need to be done in this area to definitively make the assertion one way or the other. 

The plots in Figure 8 highlight the relative predictive capabilities of each model. GPR 
has by far the most consistent predictions; however, it also shows the lack of a physics-
backed understanding of H2 adsorption due to both GPR and LR having negative predic-
tions for H2 uptake. There also would appear to be a run of three datapoints that both the 
SVM and GRNN model failed to make accurate predictions for. If these points are outliers, 
then their removal would potentially increase their respective accuracies; however, the 
fact that not every model struggled with these points suggests that they may not be anom-
alies. 

The ability of these models to make predictions outside of the training range largely 
becomes a limitation of the dataset itself. By using hydrogen isotherms, this work has 
achieved a very continuous distribution of pressure values across a wide range. This 
means that interpolation is likely to be highly accurate and there is little need for extrap-
olation. This is because most MOFs see diminishing returns in the amount of extra hydro-
gen adsorbed when going beyond 100 Bar and the database already includes many points 
up to this limit. 

Temperature remains an issue when discussing the implementation of these models 
for hydrogen storage predictions. The temperatures within the database are grouped to-
gether according to the boiling points of different gases. This is to keep temperatures 
steady and consistent when performing experiments. In practice, these MOFs are likely to 
be utilised under a variety of different temperatures and models trained on databases with 
such large gaps may prove to have large errors, even when interpolating. 

The MLP was selected for improving explainability as it offers a more interpretable 
architecture than GPR or XGBoost whilst still achieving a competitive predictive perfor-
mance. The order of feature importance from the SHAP values shown in Figure 9 are 
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Pressure > Temperature > Pore Volume > BET Surface Area. This aligns with what was 
observed when looking at graphs which illustrated the gravimetric efficiency of MOFs at 
different temperatures/pressures. The graphs showed that regardless of the surface area 
or pore volume, an increase in the pressure would always lead to a large increase in the 
H2 uptake, and increasing the temperature would always lead to a large decrease. 

   
(a) MLP (b) GRNN (c) GPR 

 
(d) XGBoost (e) SVM (f) LR 

Figure 8. True values against predictions plots for the (a) MLP, (b) GRNN, (c) GPR, (d) XGBoost, (e) 
SVM, and (f) LR models. 
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Figure 9. SHAP values for the MLP model. 

The magnitude of the mean SHAP value for pore volume is ~1.7× bigger than that of 
surface area. This large difference is likely due to the high correlation between the two 
features that can be seen in Figure 3. If the pore volume is high, there is a high chance that 
the surface area will also be high, hence when this feature is removed the model’s accuracy 
is not reduced by as significant a margin. This contrasts with the environmental conditions, 
where pressure was only ~1.2× larger. These two features are uncorrelated, so without it 
models are unable to infer a significant factor necessary to make their prediction. 

The clustering results shown in Figure 10 were also generated using the MLP and 
provide several insights into the model’s understanding of the data. The red cluster cor-
responds to low surface area and pore volume, which is associated with low adsorption 
rates, while the pink cluster represents higher surface area and pore volume. The light 
blue cluster appears to be associated primarily with high temperatures, which would also 
imply lower adsorption rates. However, the presence of several light blue points at lower 
temperatures suggests some uncertainty in the model’s interpretation of adsorption be-
haviour within this group. 

(a) (b) 

Figure 10. The clustering results for (a) temperature and pressure against pore volume, and for (b) 
temperature and pressure against surface area. 

The dark blue cluster is the most clearly defined and is confined to conditions of low 
temperature and high pressure, which are consistent with high adsorption rates. This in-
terpretation is supported by the transition of points from the dark blue cluster to the red 



Algorithms 2026, 19, 640 18 of 25 
 

https://doi.org/10.3390/a19080640 

cluster as surface area or pore volume decreases. Notably, the influence of surface area 
and pore volume on this cluster appears limited, reinforcing the SHAP analysis result that 
temperature and pressure are more influential features than surface area or pore volume. 

One limitation of these clustering results is the lack of variation at higher tempera-
tures. Most high-temperature points are grouped into a single light blue cluster, whereas 
points with lower surface area or pore volume might reasonably be expected to fall into 
the red cluster. In addition, some overlap between clusters is observed, with points bleed-
ing into other groups. This suggests that while the model captures key trends in H2 ad-
sorption, it would likely benefit from additional training data, particularly at higher tem-
peratures and across a broader range of surface area and pore volume values. 

Finally, the symbolic regression equations were generated and Figure 11 demon-
strates that below a length of 30, the errors increase exponentially whilst increasing the 
length beyond this gives diminishing returns especially for R-squared score. 

 

Figure 11. Graph showing how the length of an equation affects its prediction accuracy. The 
dashed line shows the length of the SR equation generated in this work. 

Equation (17) has a length of 30 but as SR generates functions randomly without any 
of the steps or thought processes a mathematician would take when creating an equation, 
there are often additional manual steps that must be taken before any physical meaning 
can be derived. For example, the equation includes a near zero term that, when removed, 
had no measurable impact on the overall equation. The constants also have far too many 
significant figures that decreased the readability of the expression. Rounding these does 
reduce the accuracy but makes the final expression far easier to understand. 𝐺𝑟𝑎𝑣𝑖𝑚𝑒𝑡𝑟𝑖𝑐 𝐸𝑓𝑓𝑖𝑐𝑖𝑒𝑛𝑐𝑦 =  −𝑃(7.608461 × 10ି଼ − 0.15746881𝑉) + 0.8070087 + ቌ−0.00042373448 + 0.22953977 𝑙𝑛ቀ6.959024𝑃 𝐴ൗ ቁଶ(𝑇 + 15.525435)ଶ ቍ × (𝐴 + 63.443703) 

(17)

The final equation shown in Equation (18) contains aspects that make sense from a 
physics-based perspective such as dividing pressure by area to get a force and using a 
logarithm to generate the non-linear behaviour of the adsorption isotherms. The rationale 
behind many of the constants is difficult to interpret; however, this equation is a much 
more generally applicable representation of the database as it can be easily incorporated 
into any excel, MATLAB file, or similar. 
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𝐺𝑟𝑎𝑣𝑖𝑚𝑒𝑡𝑟𝑖𝑐 𝐸𝑓𝑓𝑖𝑐𝑖𝑒𝑛𝑐𝑦 =  ቌ0.23 𝑙𝑛൫7𝑃 𝐴ൗ ൯ଶ(𝑇 + 15.5)ଶ − 12360ቍ (𝐴 + 63.4) + 0.1574𝑉𝑃 + 0.8 (18)

In practice, Equation (18) smoothly interpolates between values with little noise and 
a strong ability to extrapolate temperature. The equation accurately maps changes in tem-
perature to the respective change in the gradient of the adsorption isotherm, consistently 
providing physically meaningful predictions. Very high surface areas do pose a challenge 
however, since it predicts negative values of hydrogen adsorption at very low pressures 
(below 0.1 Bar) when the surface area exceeds 4000 m2g−1. This suggests the equation is 
most suitable for real world predictions of hydrogen adsorption at pressures above 1 Bar. 

These results show a strong ability for AI to make predictions on the uptake of H2 in 
MOFs. The black-box models did achieve the highest accuracies, demonstrating their ca-
pabilities to quickly screen potential MOFs. Whilst the models show a typical drop in ac-
curacy when extrapolating beyond the original dataset, their predictions remain suffi-
ciently strong to be able to provide a preliminary screening of a large search space. The 
few frameworks which show promising performance can then be verified using slower, 
but more rigorous techniques. 

The combination of SHAP and clustering was also able to provide insights into the 
model’s interpretation of the dataset, improving the feasibility of using them in real-world 
applications. Though there will always be some degree of obscurity in how any black-box 
model generates its predictions, the proposed techniques demonstrate the ability to un-
derstand how features are related on a broad scale, informing engineers’ design decisions 
when proposing potential MOFs. The inherently explainable SR model managed to 
achieve comparable accuracy to some of the ML models whilst providing a clearer under-
standing of how predictions were generated. This equation is also far easier to implement 
in practice, being able to generate predictions using either simple software or a calculator. 

4. Conclusions 
As engineers look to hydrogen (H2) as an alternative to fossil fuels, the need for effi-

cient storage becomes more important. Metal–Organic Frameworks (MOFs) address this 
need offering highly efficient volumetric efficiencies; however, the sheer number of po-
tential frameworks and the time-consuming nature of synthesising them creates the need 
to be able to screen many potential structures quickly. In this work, a number of AI models 
were trained on the largest database of real MOFs in the literature (at the time of writing), 
and an in-depth analysis of the model’s understanding of the database was done. The use 
of clustering to perform this analysis is something that has not been done by other papers 
predicting the uptake of H2 in MOFs, as well as the use of Symbolic Regression (SR) to 
build an inherently explainable model. 

The findings of this paper are as follows: 

• By using the data from graphs within a paper, a database of 10,123 real MOFs can be 
achieved that is ~400% larger than what has been produced in other works. 

• Based on the accuracies calculated from the test set, these MLs show a strong ability 
to model the uptake of H2 in MOFs with an R-squared score of as high as 0.9986. 

• Both SHAP and clustering can improve the explainability of an AI model and give 
engineers more confidence in their predictions. 

• Even a small SR equation can achieve accuracies sufficient to perform a preliminary 
screening of potential frameworks. 

This lays the foundation for future engineers and academic researchers to perform 
rapid, large-scale screening of potential MOFs without the need for costly synthesis or 
computationally expensive simulations such as GCMC. The SR equation in particular of-
fers a lightweight tool that can be evaluated in standard software such as Excel or 
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MATLAB, lowering the barrier for adoption in both industrial design workflows and ac-
ademic studies. The SHAP and clustering analysis also provides a framework that can be 
applied to future, larger datasets to further validate the physical insights identified here. 

In order to improve the reliability of these techniques in such applications, important 
areas for future research would be: validating the performance metrics by ensuring data-
points in the test set are sufficiently unique from those present in the training set; creating 
a database with a more continuous distribution of temperature values and including the 
isosteric heat of adsorption as an input feature using the corresponding graphs in the ref-
erences. 
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