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Abstract: Tomb murals are different from cave temple murals and temple murals, as they are
underground cultural relics, their painting style is unique, solemn, and austere, and the performance
image is characterised by simple colours, low contrast, and fewer survivors. During the digital
restoration process, it is important to have sufficient reference samples to ensure the accuracy of
the restoration. In addition, the style of mural paintings in the tombs varies greatly from other
styles of murals and types of word paintings. Therefore, learning the unique artistic style of tomb
murals, providing stylistically consistent training samples for digital restoration, and overcoming
the problems of dim lighting and complex surface granularity of tomb murals are all necessary
for research. This paper proposes a generative adversarial network algorithm that separates and
fuses style features to enhance the generative network’s ability to acquire image information. The
algorithm extracts underlying and surface style feature details of the image to be tested and conducts
fusion generation experiments. The generative network’s parsing layer modifies the input noise
tensor and optimises the corresponding weights to prevent misalignment between drawing lines
and fresco cracks. Finally, to optimise the fresco generation effect, we add the corresponding loss
function in the discriminator. The tomb murals dataset was established for experiments and tests,
and quantitatively and qualitatively analysed with other style migration models, and SSIM, FID,
LPIPS and NIQE were used as evaluation indexes. The results were 0.97, 269.579, 0.425 and 3.250,
respectively, and the effect of style migration of this paper’s method was significantly higher than
that of the control group model.

Keywords: deep learning; tomb murals; style migration; generative adversarial networks; feature
fusion

1. Introduction

Tomb murals are a form of wall painting known for their long history, diversity
of subject matter and wide-ranging artistic significance [1] These murals are a valuable
repository of shared artistic and cultural heritage across the country and around the world.
However, disseminating mural art presents more challenges than other forms of painting,
such as oil painting and drawing. This is due to the unique nature of murals and the
difficulties involved in completing the painting process. As shown in Figure 1, the tomb
mural location is poorly lit. The murals are on both sides of the tomb passage, which is
susceptible to damage by cuts and scrapes. The murals are usually of great length and
need to be captured and photographed in batches of sub-lenses. Due to various factors,
including time, each mural may differ. However, modern technology has enabled the
restoration of tomb murals for public enjoyment. The restoration and digital display of
the murals have used digital inpainting and stylistic relocation to preserve their integrity.
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Relocating the style of the mural art in the crypts is a challenging task due to flaking,
disease, and other natural or man-made factors. Modern relocation techniques can easily
erase or distort features of mural art. Therefore, it is important to approach this task
with caution.

Figure 1. Diagram of the excavation site and layout of the mural in the tombs. (a) Tomb mural scene.
(b) The location of the mural in the tomb.

For preserving tomb murals, digital inpainting is an effective approach. The restora-
tion of fragmentary samples of tomb murals via the internet can reduce the cost of manual
restoration and can prevent potential restoration errors. Recently, Wu et al. implemented
mural restoration using a deep learning network with added dual attention [2]. Figure 2
shows the restored mural split-screen of the tomb. Nonetheless, mural restoration algo-
rithms necessitate numerous training samples as a foundation. The application of style
migration algorithms for training sample provision has become a prevalent method. Specif-
ically, mural style migration is considered beneficial for augmenting the dataset used for
digital inpainting of tomb murals. This method provides a multitude of samples with
distinct styles and textures, thus amplifying the training dataset of the restoration model.
The restoration model can achieve a more comprehensive and robust feature representa-
tion, leading to improved quality and accuracy in the restoration outcomes. In addition,
the mural-style migration samples emulate the damage conditions on the tomb murals,
including cracks, fading, and missing elements. Consequently, the restoration model can
accurately recognise damage patterns and analyse the damage to the murals. This facilitates
a more precise restoration process. Finally, the images resulting from mural style migration
can serve as evaluation criteria for restoration outcomes. The quality and accuracy of
the restoration are measured quantitatively by comparing the similarity and consistency
between the restored outcomes and the generated samples. The use of this assessment
technique can provide quantitative metrics to help evaluate the performance and potential
for improvement of the restoration model.

In recent years, deep learning techniques have been continuously used by researchers
for style migration experiments, such as Gatys, who successfully performed style migra-
tion [3] on ordinary photographs by separating and reorganising the extraction of image
style and content by convolutional neural networks, respectively. However, the application
of this technique to tomb murals resulted in chaotic image colour fills and imbalanced
image gaps, which could not solve the problem of large area restoration during image
restoration. The dominant colour is extracted from the input image and converted into
palette-quantised chroma and luminance channels [4]; contour shapes are extracted by
the Laplacian of Gaussians filtering (LoG, LoG); the tensor quantisation is optimised to
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generate the image colour [5]; the contours are adaptively smoothed to generate the texture
by flow field computation; and finally the colour images and drawn textures are mixed to
produce the final result [6]. However, due to the large gap between the Western oil brush
painting and the tomb mural, the image produced by the application of this method is
prone to texture distortion, which is not conducive to the treatment of the fine cracks in
the mural. Chen et al. migrated into the image style of cartoon painting [7] by adding
cartoon semantic loss [1] and cartoon edge confrontation loss and using a simple patch level
discriminator, but the cartoon painting is simple in the use of colour and exaggerated in its
allegory, which is very different from the tomb mural in its profound expression and rich
colour, and the repair effect is poor in the case of a large break in the small dataset of mural
image repair. All of these methods mentioned above can generate images of significantly
higher quality in the corresponding domains. However, when these techniques are applied
to tomb paintings, the visual quality of the images is compromised by the presence of
noise and staining due to disease in the tomb paintings, as well as the variable applicability
of these methods, which leads to the confusion of the elements in the stylised images
generated. Therefore, the artistic style of tomb murals is fundamentally different from
that of ordinary paintings, so the commonly used style migration model is not suitable for
tomb murals.

Figure 2. The current situation of missing information on murals.

Tomb murals adorn the walls of tombs, showcasing the artistic and religious aspects
of the era. Striving to preserve this unique art form and express their own style, artists
used brush and ink to capture the essence of the times. The murals depict religious beliefs
and secular ideas that were clandestine in nature. By reflecting the zeitgeist, these murals
highlight the significant shifts in history over the different epochs. The technique of
creating murals is based on the traditional Chinese painting method of white drawing,
in which thin lines are used to outline a highly generalised piece of work [8]. The colours
employed within murals are unique and reflect the cultural development and material
constraints of the time. Over time, however, the colours have gradually faded, resulting
in significant changes in the saturation and overall appearance of the artwork. Most
importantly, murals are rare and challenging to acquire due to their historical specificity.
As a result, compiling the necessary dataset for deep learning model training is a crucial
issue at present. Consequently, the style migration method was developed.

In order to achieve better results in generating tomb mural images, this paper intro-
duces an innovative style migration model from real photographs to tomb mural art. We
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combine the style generation network architecture [9] with the proposed identity protec-
tion measures to achieve the style migration of tomb fresco art. Initially, it was found
that although many encoder-extracted image features are employed to calculate contrast
loss [10] in the current market, the model’s performance is limited due to the decline of
image features from inter-domain style differences and model optimisation difficulties.
Therefore, we believe that an iterative mapping approach that combines stylistic features
and latent vectors to construct the latent space can effectively overcome these problems
and improve the overall output quality.

We modify the regularisation on the original generator and added Perceptual Path
Length (PPL) [11] and a type of feature separation to achieve our goal. In addition, as the
painting technique of tomb murals differs from other styles, we simulate their line and
colour style by line loss and colour loss. To ensure the generated stylised images have high
visual quality, we propose using a semantic loss to control it. Finally, to mitigate the issue
of model training overfitting, the accuracy of the discriminator is regulated through the
inclusion of a micro-enhanceable enhancement. The primary achievements of this research
can be summarised as follows:

1. We construct a style migration model based on the original StyleGAN2 model, which
can efficiently learn the style mapping from real sketch photographs to tomb mural
art images for image style migration. Our method outperforms existing methods to
generate high-quality images of tomb mural art styles.

2. The generator proposes a separation and fusion of stylistic features to alleviate the
negative impacts of style discrepancies across domains. Additionally, the discrimina-
tor integrates three types of losses, namely, line texture loss, colour loss, and semantic
loss, which positively impact the quality of the images generated and the optimisation
of the models.

In this research, we generate a dataset of tomb murals using real-world photographs
and images of tomb mural art. The aim is to improve the effectiveness of the proposed
method in training and testing, and to aid future research on the transfer of artistic styles in
tomb murals.

2. Related Work
2.1. Image Style Migration

Due to the significant evolution of GPUs, research into deep learning and neural
networks has become popular once again. Researchers propose Neural Style Transfer (NST)
by combining texture migration techniques with deep learning models, which is currently
a prominent area of research. Gatys et al. conducted an investigation into the first effi-
cient and comprehensive neural approach. They identified two distinct elements—style
and content—and advocated their integration for the creation of the new images us-
ing a pre-trained convolutional neural network (CNN) [12]. This enables style migra-
tion from one image to another by minimising loss of content and style. However,
online optimisation is a time-consuming process. Currently, the most frequently em-
ployed deep learning methods that are based on online models are algorithmic networks
featuring pre-trained structures (e.g., VGG) [1] and utilising the approach introduced
by Gaty et al.

To remedy the inefficiency of Gatys’ model, Johnson and Ulyanov presented two dis-
tinct proposals. Instead of optimising the parameters of the resultant images as Gatys et al.
did, Johnson et al. suggested a Feed-forward (Feed-forward) approach that focuses on
optimising the model instead [13]. Specifically, a forward propagation neural network is
trained on the stylised image before the actual migration algorithm is performed; every
time the stylised migration task needs to be completed, only the target image is used as
input; and the trained neural network is subjected to one forward propagation computa-
tion, which will achieve the desired effect. In addition, Gatys et al. innovatively proposed
the concept of semantic loss (perceptual loss) function, which improves the pixel-by-pixel
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loss method mainly used in the past by integrating semantic information to calculate
image loss.

Ulyanov et al. proposed an alternative network structure that utilises a multi-scale
architecture as input for the generative network [14]. The generative network produces the
target image texture information that is then fed into the previously trained interpretation
network. This process results in stylised fusion to eventually obtain the target image.
The research also found that normalising individual images greatly improves the quality of
stylisation compared to batch images.

In the mural style migration experiments using the above models, the training of
the Johnson and Ulyanov models was significantly ahead of the Gatiss model in terms of
speed. Regularised training processing optimisation techniques allow the fast modelling of
each input image while training the model, thus increasing the speed of model training
convergence and reducing the time cost. However, both models also have some limitations
because they require prior pre-training on the style of tomb murals using a forward network
and an interpretation network. As a result, whenever it is necessary to migrate to a new
style, pre-training is required for each model adaptation.

With the booming development of artificial intelligence and big data in recent years,
various underlying models have seen considerable improvements and optimisations,
and expanded to new areas. Zhang et al. improved AdaIN in style control by fixing
the image optimisation target and setting cross-channel correlation, and comprehensively
implemented Adaptive Style Modulation (AdaSM) [15] to enhance global style control,
but large numbers of artefacts appeared in the field of mural applications. Fernandez et al.
introduced style migration into the field of reinforcement learning, and utilised the Neural
Policy Style Migration algorithm (NPST) [16] to achieve style migration to the field of
intelligent robotics, but the model is not applicable to static mural effects. Yu et al. added
the Covariance Attention Network (CovAttN) [17] to achieve stylistic uniformity between
different patches of the image in terms of stylistic fusion, but stylistic confusion occurs
when facing mural paintings where styles may be misaligned, which affects the final gen-
eration effect. Li et al. proposed a two-branch feature processing module to enhance the
overall features of the image [18] and preserve the object contours and an interpolation
module with spatial awareness to achieve semantic consistency of the generated content,
but texture disappearance occurs when using murals with darker stylistic colours and
fuzzy texture details.

2.2. Style Feature Style Migration

Feed-forward neural networks based on the research of Gatys et al. are being used
extensively to handle style migration tasks. Various transform-based methods implement-
ing encoder–decoder architecture have been proposed. The AdaIN [19] technique is one of
the most traditional methods that uses an adaptive instance normalisation layer to derive
the mean and variance of features, thus enabling the module to learn spatial features from
both shallow and deep features. Building upon AdaIN, the Whitening and Colouring
Transform (WCT) [20] optimises by replacing variance with covariance. OptimalWCT [21]
further improves results by utilizing a more general closed-form solution. Similarly, Linear
Style Transfer (LST) [22] proposes a linear transformation of cross-domain features to solve
the generic style migration problem. Additionally, ArtFlow [23] implements reversible
neural flow to solve the problem of content leakage during transformation. Additionally,
another approach to solving the image style transformation problem is the patch-based
approach, where pattern features are used to beautify content features [24]. Specifically,
StyleSwap [25] substitutes each activation patch of the content image with a corresponding
style patch.

With the widespread use of attention mechanisms [26], attention-based methods
have been introduced to the style migration field, resulting in a variety of attention-based
models [27]. Firstly, when computing attention towards style within the feature space,
taking into account the necessity of extracting features from various layers, SANet [28]
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merges both local and global style patterns to incorporate style features that match the
content features. Based on SANet model features, IEContraAST [29] can amalgamate
internal and external learning [30], and comparative learning [31]. It uses SANet as its
backbone and learns to incorporate human-perceived styles through the discriminator’s
external learning [32] to ensure precise content and style delivery. Furthermore, MANet [33]
and mcnet [27] utilise multi-adaptive and multi-channel correlation techniques, respectively,
to enhance feature fusion performance. PAMA [34] introduces progressive attentional
manifold alignment, which relocates style features dynamically using repetitive attentional
operations. Furthermore, within the style migration domain, there have been proposed
conversion methods that utilise self-attention mechanisms and positional encoding [35].
With regards to the style transfer task, StyTr2 [36] has modified the converter structure and
suggested the implementation of content-aware positional encoding. To ensure optimal
style transformation, StyleFormer [37] has modified the transformer structure by utilising
a combination of style libraries and parameterisation. Additionally, Zhu et al. [38] have
proposed a novel form of adversarial loss, employing generative adversarial networks
(GANs) and introducing image translation techniques that do not require pairwise data.
Methods that leverage multi-style models are capable of transforming images into various
styles without necessitating model retraining. These modelling techniques are versatile,
and require less time to train models for new styles.

2.3. Image Quality Analysis Metrics

In this paper, we use four objective evaluation metrics to quantitatively compare the
effects of the stylistic migration of images, three quality evaluation metrics with reference
images, and one quality evaluation metric without reference images. Structural similarity
(SSIM), Learned Perceptual Image Patch Similarity (LPIPS), and the Fréchet inception
distance (FID) were selected for reference image evaluation metrics, and the Naturalness
Image Quality Evaluator (NIQE) was selected for no-reference image evaluation metrics.

The structural similarity index (SSIM) [39] is a metric used to compare the degree
of similarity between two images. The SSIM measurement system consists of three main
contrast modules: luminance, contrast, and structure. The closer its value is to 1, the more
similar the two images are, i.e., the less the content structure is distorted during the
migration process. The SSIM function is a combination of the Luminance–Contrast
function, the Contrast–Contrast function and the Structure–Contrast function with the
following formula:

f (l(x, y), c(x, y)s(x, y)) =

(
2µxµy + c1

)(
2σxy + c2

)(
µ2

x + µ2
y + c1

)(
σ2

x σ2
y + c2

) (1)

where µx and µy are the average grey levels of the image, σx and σy are the standard
deviation of the grey levels of the image, σxy is the covariance, and c1 and c2 are constants.

The distance score (FID) [40] is a method for extracting high-level image information
through the top layer of a pre-trained neural network, and is used to measure the similarity
of features between the real image and the generated image. The proposers of FID use
the pre-trained Inception V4 [41] model to extract 2048-dimensional vectors as the feature
representation of the image before the fully connected layer, and evaluate the degree of
similarity between the feature vectors of the real and generated images by calculating the
mean and covariance distance between them. When the features of the generated image
and the real image are more similar, i.e., the smaller the mean and covariance, the smaller
the value of FID, which reflects the degree of similarity between the images. The specific
mathematical expression formula is:

FID =
∥∥µr − µg

∥∥2
+ Tr

(
Σx + Σg − 2

(
ΣxΣy

)1/2
)

(2)
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where µr is the average of the real image characteristics, µg is the mean of the generated im-
age characteristics, Tr is the trajectory of the real image characteristics, Σx is the covariance
matrix of the real image characteristics, and Σy is the covariance matrix of the generated
image features.

Learned Perceptual Image Patch Similarity (LPIPS) [42], also known as “perceptual
loss”, is a metric for evaluating the perceptual similarity between images, which can
be obtained by LPIPS, also known as “perceptual loss”, is a metric for evaluating the
perceptual similarity between images by forcing the generator to learn to reconstruct a
fake image into a real image by allowing the generator to reverse map in a fake image.
LPIPS uses a pre-trained VGG neural network to extract features from an image and
normalise the features. Then, their perceived similarity is determined by calculating the L2
distance between the feature representations of the generated image and the real image on
each fully connected layer. A lower value of LPIPS indicates that the two images are more
similar, and conversely, the greater the difference. The specific mathematical expression
formula is:

d(x, y) =
1
L

L

∑
l=1

∥wl ⊙ (Fl(x)− Fl(y))∥2 (3)

where wl is the weighting point of the layer, and Fl is the feature that was extracted.
The Naturalness Image Quality Evaluator (NIQE) [43] is a reference-free image quality

evaluation algorithm that aims at evaluating the naturalness of an image, i.e., whether
the image looks like a product of a natural scene. NIQE generates a simple but highly
regularised Natural Scene Statistics (NSS) model based on a set of “quality-aware” features
and fits it to the MVG model. The NIQE metric of the test image is then expressed as the
distance between the Multivariate Gaussian (MVG) model of the NSS features extracted
from the test image and the Multivariate Gaussian model of the quality-aware features
extracted from the natural image corpus. The lower value represents the better quality of
the image. The NIQE expression can be expressed as:

D(ν1, ν2, Σ1, Σ2) =

√
(ν1 − ν2)T

(
Σ1 + Σ2

2

)
(ν1 − ν2) (4)

where ν1, ν2 , Σ1 , and Σ2 denote the mean vector and covariance matrix of the natural
MVG model and the test image MVG model, respectively. This matrix can be obtained
from standard maximum likelihood estimation.

3. Method
3.1. Network Architecture

The network structure of the algorithm used in this paper is shown in Figure 3.
In this section, for the input image, firstly, the feature separation is realised based on the
StyleGAN2 [9] generator mapping network, and then the style mixing and feature fusion
using intermediate vectors are used to combine the identity features with the expression
features so as to realise the adequate training between different features of the input image.
For the discriminator, this paper adds three loss functions to help optimise the discriminator,
respectively: texture loss, colour loss, and semantic loss. The experimental results prove
that the model can solve the problems of the degradation of image features due to inter-
domain style differences and limiting the performance of the model due to difficulties in
model optimisation.
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Figure 3. Algorithmic network structure of this paper.

3.2. Style Feature Separation and Fusion

In order to synthesise mural images from tomb murals in a targeted manner, this
paper intends to distinguish between low- and high-level detail features depicted in the
murals. The low-level features pertain to personal identification information and depict
the figure’s identity status within the tomb mural. There exists a notable correlation
among diverse features found within the images depicted on tomb murals. This correlation
further complicates the process of synthesizing the character’s identity both qualitatively
and quantitatively. However, the feature-decoupling technique serves as an effective
measure to neutralise the impact of this correlation upon expression synthesis. This
research aims to synthesise low-level images of tomb murals or to locate and quantitatively
control fine high-level features in order to decouple the intertwined data variables in
the original data space. Despite the presence of multiple features in the entire image,
conventional generative adversarial networks are restricted to generating the entire image
based on a 512-dimensional feature potential code. As it is infeasible to depict the entire
512-dimensional vector, the feature vectors are prone to entanglement. If each characteristic
is assigned to one dimension of the vector, the other attributes can only be regulated
conjointly by merging several dimensions. This largely affects the feature stability for
the fine control of expression synthesis, which cannot be achieved with a single feature.
Therefore, it is argued in this paper that the autonomous and precise control of the features
of tomb murals can be achieved using feature decoupling. In this paper, we use the
mapping network of the StyleGAN2 generator for feature separation. This means that a
mapping network consisting of eight fully connected layers is used. The mapping network
converts the input feature codes into intermediate vectors that have the same form as the
input vectors. The intermediate vectors are then fed into the StyleGAN2 18-layer generative
network, which generates 18 control vectors after passing through the generative network.
The vectors produced by the trained generative model do not need to follow the distribution
of the training data because the inputs to the generator are encoded intermediate vectors,
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thus reducing the correlation between features. Figure 4 shows the structural framework of
the implementation.

Figure 4. Structural framework for feature separation.

In this paper, the advantage of ResNet50 [44] is sufficient network depth to extract
more feature information in different layers. Therefore, we implement feature code
extraction of real images using ResNet50 to optimise the start vector in the feature separa-
tion framework [45].

We feed the features extracted from ResNet50 into the generator for image generation
and adjusted the feature code for each level of image generation to match the image at that
level. The chosen generator has nine levels, and each level has two levels of feature codes
to control the direction of image synthesis. Thus, after a complete run of the generator,
18 × 512-dimensional feature latent codes can be obtained. In the whole feature separation
framework, the Euclidean distance between the original image features and the generated
image features is calculated as a loss function, and then the features of the original and
generated images [46] are extracted using the VGG19 [1] network. Next, the final tuned
feature code is used as input to the generator, and model optimisation is performed
based on the Adam optimiser until the loss value reaches the preset value. At this point,
the feature latent codes used in each stage of generation are considered ideal latent codes,
and the generated image obtained by using the feature codes as inputs is considered the
optimal image.

The original StyleGAN2 superimposes noise on all resolution layers of the synthetic
mesh from low to high through noise broadcasting as a way of increasing the diversity
of basic to advanced features of the image, e.g., increasing the diversity of features such
as skin colour, hair colour, background colour to pose, face shape, wear, etc., of a face
image. However, for the use of StyleGAN2 to generate images of tomb murals with specific
features, due to the historical nature of the murals, the surface of the murals is often
accompanied by a large area of noise and dirt, and sometimes, there are even scratches and
missing parts,and these advanced features are often removed by the model discriminator
as errors or artefacts after the addition of the noise-stacking module, which destroys the
uniqueness of the original tomb mural, thus the need to reduce the diversity of advanced
features in the image.

In response to the above problems of StyleGAN2 in the application of cryptographic
images, this paper removes the noise superposition in the 128 × 128 to 1024 × 1024 resolution
layers and retains the noise superposition in the 64 × 64 and lower-resolution layers in
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order to increase the noise weights of the low-resolution layers and suppress the noise
weights of the high-resolution layers. Figure 5 shows the optimised generator structure of
this paper, and it can be clearly seen that there is no noise-stacking module in the 128 × 128
and higher-resolution layers.

Figure 5. General framework for the generator after feature fusion and noise addition.

The StyleGAN2 generative network uses mapped latent space vectors at each level
of resolution, which can lead to some correlation between features learned at different
levels. The generative model uses two randomly selected input vectors and creates an
intermediate vector W’ for each input vector to reduce the correlation. The entire generative
network uses the first input vector to train a number of network layers, and then switches
to a different input vector at a random point in the network. By randomly swapping
feature vectors, the dependency of the network on the synthetic network is reduced, as well
as the connections between different features. Although it does not always improve the
performance of the model, this idea provides a very interesting side effect by allowing the
network to constantly mix the attributes of different images. Two photographs, A and B,
are used as inputs to this network model. The remaining features are then extracted from
image B, while extracting the base-level features from image A. The network is then able to
extract the remaining features from image B, while the low-level features are extracted from
image A. The two sets of extracted features are then compared. The two sets of extracted
features are then combined with the overall image used to create the overall image that is
fused into the new cryptographic image features image style; the fine spatial resolution
style is created by using the latent factors of the source image B. The resulting image, for
example, all the colours (textures and light) and finer high-level features, can be derived
from the high-level style of the source image B, including poses, textures, smudges, and
scratches. And coarse stylistic spatial resolution (e.g., 4 × 4 to 8 × 8) can be generated from
source image A by obtaining images generated using the latent factors.
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3.3. Regularisation Optimisation

Path length regularisation (PPL) [47] is a regularisation technique that is often used to
control the complexity of neural network models. In deep neural networks, the high com-
plexity of the model often leads to overfitting problems. To solve this problem, path length
regularisation effectively limits the complexity of the model and improves its generalisa-
tion performance by restricting the information propagation paths in the neural network.
The method has been widely used in computer vision, natural language processing and
other fields.

The basic idea of the method is to control the complexity of the model by limiting
the path length from each neuron in the neural network to the output layer. Specifically,
the method calculates the path lengths from each neuron to the output layer and weights
and sums these path lengths with a penalty term. This penalty term can be understood as a
constraint on the complexity of the model, which can effectively avoid the occurrence of
the overfitting phenomenon.

The advantage is that no additional hyperparameters are introduced compared to
other regularisation methods. This means that there is no need to manually adjust the
hyperparameters when using the method, and the default parameters can be used directly.
In addition, the method has a relatively small computational complexity, which makes it
suitable for large deep neural networks. The formula (5) is as follows:

Lpl = ∑
[

1
ϵ2 d(Gt(slerp(z1, z2)), Gt+ϵ(slerp(z1, z2)))

]
(5)

where ϵ is the subdivision sub-segment, which can be viewed as the step size, and is
generally replaced by 1 × 10−4, zi is the intermediate hidden code obtained by the hidden
space random code after the mapping network, d denotes the perceptual distance, which is
generally computed in the discriminator, t denotes a certain point in time, t ∈ (0, 1), t + ϵ
denotes the next point in time, G is the generator, and slerp denotes the linear interpolation,
that is, interpolation on the latent space is interpolated according to the parameter t.

In the main loss function, the regularisation term and the adversarial loss of the GAN
network are in one expression and can be optimised simultaneously. However, during train-
ing, it can be observed that the regularisation term is computed less frequently than the
main loss function, so in this paper, we use inert regularisation by evaluating the regulari-
sation term in a separate regularisation process that is run once every k training iterations.

The internal state of the Adam optimiser is shared between the loss term and the
regularisation term, which means that the optimiser processes the gradient of the main
loss first, and after k iterations processes the gradient of the regularisation term again.
In other words, 16 iterations of the main loss function are performed before an iteration of
the regularisation term is performed.

3.4. Texture Loss

In order for the discriminator to successfully identify the line drawing features of the
tomb paintings simulated by the generator during discrimination, and to avoid degradation
of the model performance due to differences in the number of sample categories, we use
texture loss to improve the line texture consistency between the generated image and the
input image. This is performed by extracting the edge mapping between the original image
and the produced image using the pretrained edge extraction network HED [48], and using
this edge mapping to compute the balanced cross entropy to obtain the texture loss. We
calculate the texture loss as:

Ll(G, X) = Ex∼X [− 1
N

N

∑
i=1

µE(x)i log E(G(x))i +

(1 − µ)(1 − E(x)i) log (1 − E(G(X))i) ]

(6)
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where N is the edge pixels extracted from the original or generated image, E is the edge
extraction network HED, and µ is the weights.

3.5. Colour Loss

Due to the wash of history, the colours of the tomb mural are no longer bright and
frivolous, so instead of pursuing the authenticity of the colours, the emphasis is on the
decorative nature of the colours of the mural as a whole. In order to simulate the colours
of the mural, a HSV hue channel-based colour loss is proposed. The hue channel’s [49]
histogram vector is initially extracted to represent the image’s colour characteristics. Then,
the cosine similarity between the generated image’s hue histogram vector and the tomb’s
murals is calculated to obtain the colour loss. We express the colour loss as:

Lc(G, X, Y) = Ex∼X,y∼Y

[
Hu(G(x)) · Hu(y)

∥Hu(G(x))∥ × ∥Hu(y)∥

]
(7)

where Hu is an 8-partitioned histogram vector of the tonal channels extracted from the image.

3.6. Semantic Loss

The subject matter of the tomb murals is mostly related to contemporary religion and
politics, which results in the absence of certain content elements. In the case of landscape
and architectural murals, in order to emphasise the landscape and architectural and even
human elements of the mural, painters of the time achieved this by reducing the depiction
of other larger, but less important, features, such as the sky, water and ground textures.
As a result, the direct stylisation of real photographs that contain a lot of sky and ground
can cause distortion and artefacts in these areas. To solve this problem, we have developed
a semantic loss to avoid over-processing the relevant areas of the stylised image.

First, we use a pre-learned classification model [50] with exceptional scene recognition
to obtain regions such as sky, ground or water in the image. Next, we calculate the
structural similarity (SSIM) [51] between the actual photo and the produced image to
obtain the semantic loss value. The equation for semantic loss is as follows:

Lse(G, X) = Ex∼X [1 − SSIM(Mx × x, Mx × G(x))] (8)

where Mx is the mask of the sky and the water region for x that was generated by the
pre-learned classification model.

3.7. Total Losses

Adversarial learning and optimisation are utilised during the training phase to pro-
duce adversarial networks. The generative network G and the discriminative network D
engage in a continuous game to update and optimise the network parameters. The genera-
tive network must have a low error rate to create “virtual samples” as similar as possible
to real samples and enable the discriminative network to distinguish them as authentic
data classes. The iterative optimisation of a generative adversarial network can be char-
acterised as a problem that is simultaneously very large and very small. The ultimate
aim of optimisation is to achieve a Nash equilibrium between the two parties involved.
The discriminative network is required to constantly enhance its ability to discriminate
between real and generated samples with utmost accuracy. Moreover, the optimisation
objective involves achieving high accuracy for the discriminative network as expressed
in Equation (9):

LGAN = Ex∼Pdata(x)[lg D(x)] + Ez∼Pz(z)[lg (1 − D(G(Z)))] (9)

where x is the true sample and z denotes the input n-dimensional random noise. Pdata(x)
is the true sampled distribution of the data, D(x) is the probability that the input sample
x will be identified as the true sample, Pz(z) is the prior distribution of the probability,
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D(G(Z)) is the likelihood of classifying the input sample as a counterfeit (i.e., not real)
sample is being measured. The Nash equilibrium is reached by the network when the
discriminator cannot differentiate between the various data source categories.

The total loss in this paper is expressed in terms of:

L(G, D, X, Y) = λLGAN(G, D, X, Y) + λ1Ll(G, X) + λ2Lc(G, X, Y) + λ3Lse(G, X) (10)

where the GAN models loss, where the discriminator is derived from a normalisation
function that aims to normalise and trim the StyleGAN2 output to fit the log-likelihood
distance between features after s-type activations. In order to minimise the loss, data
processing requires a large amount of GPU memory.

4. Experiments
4.1. Experimental Setup and Datasets

In this paper, we use the PyTorch framework to construct network models, and the
experimental equipment is a desktop with Win10 system, Intel I9 9900 K 5.0 GHz CPU,
64 G RAM, and NVIDIA RTX 2080Ti for GPU acceleration, Intel, Santa Clara, CA, USA.
During the training process, the image size is set to 512 × 512 as the input, the Adam
optimiser is used for the training model optimisation iteration, and the warm-up adjustment
strategy [52] is used to set the learning rate to 0.0005 when the model reaches optimal
convergence. We set the batch size to 8 and train our network with 200,000 iterations.

Due to the serious lack of tomb mural data samples, in order to meet the model
training needs, we create a non-public dataset. The metadata sample is the polo picture
mural in the tomb of Prince Zhang Huai of the Tang Dynasty that was collected and
standardised by the Shaanxi History Museum. We divide the polo picture of the tomb of
Prince Zhang Huai of the Tang Dynasty into mural blocks with a pixel size of 256 × 256.
The data are preprocessed, and 744 mural samples with rich texture details are screened
out, and digital expansion methods [53] such as translation, flipping, random cropping,
etc., are used to expand the number to 7000 as the basic training dataset. At the same time,
in order to increase the versatility of the model, we select 5000 photos from the public
datasets Vangogh2 Photo and Monet2Photo as supplements and add them to the basic
dataset. The dataset is divided into a training set, a test set, and a verification set according
to 8:1:1 to train the network model.

4.2. Comparison and Analysis with Learning Methods

This section is divided into two parts; on the one hand, the qualitative results of the
mural dataset are analysed to verify the validity of the style migration model in this paper.
On the other hand, quantitative metrics are used to demonstrate the change in performance
specific metrics for style migration improvement using this method.

Subjective and Quantitative Analysis of Each Model

To evaluate the effectiveness of the improved model in this paper, the same dataset is
used for training and testing in both qualitative and quantitative experiments. Figure 6
shows the comparison of this paper’s method with other style migration methods, including
Gatys [3], AdaIN [1], SANet [24], Artflow [23], CycleGAN [54], CUT [10], ChipGAN [55],
and LseSim [56]. Gatys and Artflow are instance-based style transformation methods;
they are typically applied in the field of nature photographs. CycleGAN and CUT are
image transformation methods characterised by the need for a relatively symmetric image
training domain. LseSim proposes a new spatially adaptive loss function that learns the
image feature domain invariant spatial correlation map training. SANet introduces a
spatial attention mechanism to achieve style integration. ChipGAN is for the migration
of ink painting styles by introducing a loss function about ink strokes. And the structural
similarity, perceptual similarity, distance score, and natural quality assessment of the results
of each experiment are counted. The statistical data are shown in Table 1, and the statistical
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results are represented using line graphs as shown in Figures 7–10. Our method is clearly
superior to other models, and these metrics prove the excellence of our model.

Figure 6. Results of the qualitative comparison with state-of-the-art methods.

As can be seen from the comparison results in Figure 6, Gatys uses iterative image
optimisation to obtain clearer conversion results, but the method takes a long time for
model training and loses too much time when used for bulk data expansion. AdaIN inputs
images with different contents and styles; it can achieve the overall transfer of styles,
but the network training will ignore the feature that there is sometimes a certain local
correlation between the contents and styles, which may produce some halos at the edges of
the image, affecting the overall visual effect of the generated image. The SANet network
employs an attention mechanism for the effective suppression of the repetition of some
image textures to ensure the uniqueness of the image texture information, but the stylistic
features of the stylised images can adversely affect the generation process, e.g., the noise
in the background of the generated image is more pronounced, thus affecting the natural
presentation of the generated image. The Artflow network follows the distribution of
stylistic features so that the low-level feature intervals of the generated image are fully
presented, but the network is trained with high-level features in the high-dimensional
space of the image through feature-clustering methods, which distorts the structure of the
content image and makes the generated image produce a significant deformation, which is
not in line with the generative purpose of the migration method. In contrast, our approach
achieves better results. By removing the noise insertion module for in the high-dimensional
space, it strengthens the connection similarity between the low-level features and reduces
the dot artefacts and content distortion that often occur in the original network generation.
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Moreover, the quality of the generated images is significantly improved due to the addition
of three loss functions in the discriminator to optimise the model performance.

Table 1. Quantitative comparison of different methods, FID, SSIM, LPIPS and NIQE assays. Best
results are shown in bold.

Method SSIM↑ FID↓ LPIPS↓ NIQE↓

Gatys 0.93 355.525 0.555 5.771
Artflow 0.83 323.090 0.508 5.210

CycleGAN 0.86 295.235 0.453 4.623
ChipGAN 0.92 343.747 0.592 4.058

AdaIN 0.88 330.744 0.498 4.553
SANet 0.96 330.206 0.501 5.905
CUT 0.94 258.743 0.467 3.748

LseSim 0.91 370.869 0.491 3.712

Ours 0.97 269.579 0.425 3.250

Figure 7. Indicators of structural similarity of experimental results.

Figure 8. Perceived similarity indicators of experimental results.
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Figure 9. Distance score metrics for experimental results.

Figure 10. Indicators of natural quality assessment of experimental results.

As can be seen from Figure 9, our model is not as good as the CUT model in terms
of FID metrics due to the concept of comparative learning introduced in the CUT model,
which maximises access to the common structure between images by comparing the mutual
information (MUTI) [57] between the input image and the output image. The model is
more effective in calculating the FID score when the image structure is more homogeneous
and clear. However, the training time of the model is long, and the requirement of the
image input is high.

4.3. Experiment on Ablation
4.3.1. Style Feature Separation Weight Coefficients

In this study, the feature layers after feature decoupling are first analysed from the
available research data, and the features with different depths are selected for fusion
computation to guide the subsequent image synthesis process. In image synthesis, feature
layers at different resolution levels contain different visual features of the tomb paintings.
The quality of image synthesis can be affected by the number of features selected for fusion,
and we choose to use feature codes from the first eight feature layers for fusion. This
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is because these features have a more significant role in influencing the quality of the
generated images, especially when dealing with important features of the murals, such as
cracks, noise and stains. In order to increase the diversity of the generated data, for each
computed feature layer combination, the remaining multiple features show a lower level
of influence. Thus, the weight coefficients of the feature inputs play a decisive role in the
impact of the model.

Figure 11 shows the results of the synthesised images when influenced by various
feature-weighting coefficients. Table 2 demonstrates the numerical statistics of the objective
metrics SSIM, FID, PSNR and NIQE for the experimental results. The various degrees
of expression under different weighting factors are depicted in Figure 11a–c. The degree
of distribution of stain texture in the mural is the main visual cue for this expression.
As can be seen from the rate of change in size plots, the detailed texture becomes more
balanced and careful with a weighting factor starting from −1.5, but the level of detail
in the image deliberately omits the information about the cracks that is necessary for the
fresco. When the coefficient is 1.0, the colour and texture information of the image is
best presented. However, the coefficients should not be too high or they will distort the
information received. The data in Table 2 show the same result, with all metrics performing
optimally when the weights are 1.0. Even the NIQE metrics show a sharp increase in values
when the feature weights are too large and the generated images deviate from the style that
the model needs to achieve.

It is clear from the flowchart that the feature distribution density of the source image
affects the size of such representations. However, in order to maintain the stability of the
identity and texture information in the image, the value of the weight coefficients should
be kept in the range of −1.0∼1.0.

Figure 11. Synthesised images with different weighting factors, where (a) Coef = −1.5, (b) Coef = 1.0,
(c) Coef = 2.5.

Table 2. Quantitative results of our method with different weighting parameters added. The best
values are shown in bold.

Method Coef = −1.5 Coef = 1.0 Coef = 2.5

SSIM↑ 0.76 0.77 0.72
FID↓ 326.013 297.150 336.078

PSNR↑ 23.41 23.95 24.02
NIQE↓ 3.543 3.155 4.191

4.3.2. Addition of a Random Noise Layer

By comparing the original StyleGAN2 model with the results generated by the research
in this paper with the human eye, the image generated by the original StyleGAN2 is
blurred, the surface colour blocks are different, and the texture details are missing, whereas
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the image generated by the improved model proposed in this paper is much clearer, and the
texture details of the edges and surface of the mural image are more obvious, and the
transition of the surface colours is smooth. As StyleGAN2 inputs noise at each resolution
layer of the synthetic network, the basic features such as the surface colour and texture of
the mural change significantly, resulting in blurred or even missing features, while this
paper controls the changes in the advanced features by suppressing the noise inputs at
the high resolution layer so as to make the basic features clearer and more in line with
the real situation. Therefore, the algorithm proposed in this paper can provide more
realistic and objective samples for the generation or migration of tomb murals. Figure 12
shows the synthetic image with different resolution noise added. When the noise is added
only below 16 × 16, the detailed information of the image cannot be presented in detail.
And when adding noise at 128 × 128 layers and above, the generated image will have
a lot of redundant information, which destroys the beauty of the overall structure of the
information and fails to satisfy the migration purpose. As can be seen from the specific
metrics in Table 3, the PSNR, SSIM, and NIQE metrics perform well with less fluctuation
as the Gaussian noise increases, and the FID metrics are minimised and optimised to the
highest degree at 64 × 64 resolution, but continuing to increase the noise tensor at higher
levels produces a greater degree of degradation. The intuitive analysis and quantitative
results demonstrate the effectiveness of our proposed method in terms of the effect of
different resolutions of the noise tensor.

Figure 12. Synthesised image with noise addition with different resolutions.

Table 3. Quantisation results of our method with different noise tensor additions. The best mean
results are in bold.

Method 16 × 16 64 × 64 128 × 128

SSIM↑ 0.846 0.864 0.797
FID↓ 328.324 280.449 380.833

PSNR↑ 20.40 20.42 19.31
NIQE↓ 3.285 3.284 3.355

4.3.3. Loss Function Ablation Experiments

The following figure shows the image generated after the proposed loss function
compared with the generated image without the addition of this function module: by
adding the colour loss and line loss, the generated image retains most of the salient regional
information consistent with the content image, and the migration effect is more natural and
the colours are more appealing, which is more in line with the characteristics of the murals
of the tomb. The addition of semantic loss reduces the distortion that may be caused by
missing elements in the generation of the mural to ensure the quality of the visual aspects
of the stylised images of the tomb murals. Figure 13 shows the generation effect of each
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function module. Where w/o Ll refers to the model generation effect of removing the
texture loss function, w/o Lse refers to the model generation effect of removing the colour
loss function, and w/o Lc refers to the model generation effect of removing the semantic
loss function. When the Ll function is missing, a large amount of texture information of the
generated result is removed by the model as error information, and the image display is
incomplete. When the Lse function is missing, the migration effect is not natural enough,
and the colours are more rigid and less natural. When the Lc function is missing, the mural
generation result may be distorted due to the missing necessary elements, which affects the
migration generation effect. Table 4 shows the quantitative analysis results of the ablation
experiments for each loss function, from which it can be seen that our proposed method
shows outstanding performance in all the metrics comparisons, and generates images with
better quality.

Figure 13. Generated ablation effects for each function module. Where (a) ours w/o Ll , (b) ours w/o
Lse, (c) ours w/o Lc, (d) ours.

Table 4. Quantitative results of loss function ablation experiments. Best results are shown in bold.

Method SSIM↑ FID↓ LPIPS↓ PSNR↑

Ours w/o Ll 0.802 335.331 34.440 19.43
Ours w/o Lse 0.800 342.972 40.284 19.59
Ours w/o Lc 0.861 376.027 34.989 20.48

Ours 0.871 310.503 32.667 20.91

4.4. Application Analysis in Digital Restoration

In order to verify the excellent results of the generative model generation results in
digital restoration, we add the generated images of this paper’s model to the original
training dataset for simple data augmentation and input into the digital restoration model
for training and testing. The test results with other commonly used style migration model
generated by the tomb style image results are input into the digital restoration model for
comparison; the comparison results are shown in Figure 14. Meanwhile, in order to better
visualise the excellence of this paper’s model in the field of digital restoration, we use SSIM,
FID, IPIPS, and NIQE metrics to analyse the results in terms of quality, and the results,
as shown in Table 5, show that our method significantly outperforms the other baselines in
terms of the various quality metrics, with the FID metrics being slightly worse than with
the AdaIN model. These specific indicators strongly demonstrate the effectiveness of our
proposed method.
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Figure 14. Digital restoration effects for various styles of migration models.

Table 5. Quantitative effects of different models for digital restoration. Best results are shown in bold.

Method SSIM↑ FID↓ LPIPS↓ NIQE↓

Gatys 0.819 481.126 0.272 4.205
Artflow 0.863 527.819 0.257 4.096

CycleGAN 0.822 511.409 0.198 4.173
ChipGAN 0.855 501.745 0.222 4.414

AdaIN 0.859 425.532 0.366 4.305
SANet 0.867 437.335 0.208 4.275
CUT 0.864 459.213 0.250 4.148

LseSim 0.868 476.218 0.225 4.538

Ours 0.871 458.260 0.166 4.032

5. Conclusions

This paper proposes a generative model for a tomb mural style based on feature
separation and fusion. The model aims to address the high cost of digital restoration and the
lack of training samples, while also improving the restoration of tomb mural style samples.
First, it is proposed to separate image features and detail features before fusion to improve
the performance of the model, and to adjust the noise insertion module of the parsing layer
in the generator framework to preserve the noise, cracks, etc., that are unique to tomb
murals, and to optimise the generation quality of the generator in a targeted way. Then,
texture loss, colour loss and semantic loss functions are used in the original discriminator to
constrain the model to learn the style of tomb murals. Extensive experiments on synthetic
and real datasets proved the effectiveness of our method and achieved the most excellent
results; objectively, our model, in terms of generative effectiveness, improved with SSIM
by 0.05, FID optimisation was second only to the CUT model, and the LPIPS and NIQE
were also optimised by reductions of 0.125 and 1.364. When using our model for digital
restoration, SSIM was improved by 0.052, the FID optimisation index was second only to
the AdaIN model, and LPIPS and NIQE also obtained 0.2 and 0.506 reduction optimisation,
which fully proves the feasibility of our method.

In the future, we will focus on more detailed and precise stylistic migration of chamber
murals, such as generating stylised images in a given cave or dynasty.
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