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Abstract: Group recommender systems aim to provide recommendations to a group of users as a
whole rather than to individual users. Nonetheless, prevailing methodologies predominantly aggre-
gate user preferences without adequately accounting for the unique individual intents influencing
item selection. This oversight becomes particularly problematic in the context of ephemeral groups
formed by users with limited shared historical interactions, which exacerbates the data sparsity
challenge. In this paper, we introduce a novel Disentangled Self-Attention Group Recommendation
framework with auto-regressive contrastive learning method, termed DAGA. This framework not
only employs disentangled neural architectures to reconstruct the multi-head self-attention network
but also incorporates modules for mutual information optimization via auto-regressive contrastive
learning to better leverage the context information of user—item and group—item historical interac-
tions, obtaining group representations and further executing recommendations. Specifically, we
develop a disentangled model comprising multiple components to individually assess and interpret
the diverse intents of users and their impacts on collective group preferences towards items. Building
upon this model, we apply the principle of contrastive mutual information maximization to train
our framework, aligning the group representations with the corresponding user representations
derived from each factor of the disentangled model, thereby enriching the contextual understanding
required to effectively address the challenges posed by ephemeral groups. Empirical evaluations
conducted on three real-world benchmark datasets substantiate the superior performance of our
proposed framework over existing state-of-the-art group recommendation approaches.

Keywords: group recommendation; disentangled neural network; multi-head self-attention;
contrastive learning

1. Introduction

Human interactions frequently involve group activities. The advent and proliferation
of social media platforms [1,2] alongside e-commerce websites [3,4] have catalyzed a shift
from personalized recommendations, which prioritize individual preferences, towards
group-oriented recommendations. The objective of group recommendation systems is to
identify items that foster consensus among group members. However, the diverse prefer-
ences inherent to different groups pose significant challenges for decision-making processes,
rendering traditional individual-focused recommendation strategies inadequate for group
settings. Consequently, there is a pressing necessity to develop methodologies tailored
to the group recommendation domain. The complexities of this domain are exemplified
by the following scenario (refer to Figure 1): When Kevin dines with friends Alice and
Bob, they might opt for barbecue, reflecting their majority preference. Conversely, a dining
arrangement involving Kevin, his colleague Carol and their superior James might favor
Chinese cuisine, illustrating the group’s deference to hierarchical influence. In contrast,
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the mutual preference of Carol and Anthony may lead them to choose fast food for conve-
nience. In addition, there are many application domains that would benefit from group
recommender systems. For example, on some e-commerce platforms like pinduoduo, in
order to sell goods in bulk, it is necessary to recommend items for a temporary user group
who is willing to buy at a slightly lower price. In another academic scenario, an institution
needs to recommend a journal for a group of scholars attending a famous conference to
improve the impact of this journal. Accordingly, understanding the intricate dynamics
within and across groups, as well as their contributions to collective decision-making, is
crucial for enhancing group recommendation systems.

Main Course:  Roast Chicken Noodles, Dumplings Steak

Side Dish: Fish, Kebab Cakes, Pastries Sandwich
Drink: Cola Juice Coffee, milk
Style: Barbecue Chinese Food Fast Food

Ttems

People

Group

Preference

Figure 1. An example of group recommendation.

The existing literature [3-9] has predominantly concentrated on personalized rec-
ommendations, with a significant emphasis on methodologies grounded in collaborative
filtering. However, the domain of group recommendation [10-12] has been garnering
escalating interest in recent scholarly endeavors. A considerable segment of this research is
dedicated to elucidating methodologies for the derivation of group representations, which
are subsequently utilized for inferential purposes. These methodologies frequently resort
to heuristic rules for the aggregation of individual user features into a cohesive group
representation, with prevalent approaches including mean pooling [13,14], the maximum
principle [15] and the least misery strategy [16].

Parallel to the ascent of deep learning paradigms and attention mechanisms, a number
of innovative approaches [17-19] have emerged, incorporating attention-based modules
within user—item bipartite graphs to effectively harness user interactions for the formula-
tion of group preference representations. The recent discourse has progressively shifted
towards an examination of the representational capacities of these frameworks. In this
vein, GroupIM [12] has emerged as a pioneering initiative aimed at augmenting perfor-
mance through architectural innovations and refined optimization objectives. Subsequently,
the HHGR model [20] was introduced, utilizing a hypergraph framework to encapsulate
the intricate higher-order relationships among users, both within and external to group
contexts. Furthermore, CubeRec [21] ventured into employing a hypercube structure for ar-
ticulating group preferences within the embedding space, thereby imbuing the model with
enhanced flexibility and the capability to navigate the complex dynamics of user—group
interactions. Recently, SGGCF [22] was proposed to capture the high-order interactions
between users, items and groups by modeling with a user-centered heterogeneous graph
and a self-supervised learning framework.

Despite the remarkable achievements of existing methodologies such as the afore-
mentioned CF-based methods, GroupIM, HHGR, CubeReC and SGGCEF, they are often
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encumbered by certain limitations as follows. Predominantly, when delineating user or
group preferences and underlying intentions, they resort to a hybrid modeling approach
utilizing conventional neural networks like MLP, attention layers or GNNSs, resulting
in a lack of fine-grained modeling of relationships between the factor elements of the
user/group interest preferences. This means that they are not applicable for inherently
complex and multifactorial recommendation tasks, which demand a more fine-grained
representation for the modeling approach to adequately represent user and group pref-
erences. To be more specific, we illustrate this with the example in Figure 1. The figure
shows a typical traditional model which constructs a neural network that translates input
features—reflecting the original culinary preferences of users or groups—into embeddings
that signify a synthesized decision-making probability distribution for potential meal op-
tions. This approach tends to oversimplify by directly targeting the gastronomic preferences
of users or groups without accounting for detailed attributes such as the selection of main
courses, side dishes or beverages. Furthermore, the ephemeral nature of certain group
recommendations exacerbates the issue of data sparsity. Given that ephemeral groups
often comprise individuals with minimal shared historical activities, there is a paucity of
meaningful group—item interaction data to accurately reflect the preferences and intentions
of such groups, leading to diminished recommendation performance. This lack of historical
data particularly hampers neural-network-based group recommendation architectures as
the scarcity of supervised signals hinders optimal network training.

According to these challenges, i.e., the lack of effective methodologies to represent
user/group preferences with fine-grained modeling and data sparsity issues, we propose
a disentangled self-attention-based neural framework to adequately model user/group
potential factors of preferences with more fine-grained representations and propose auto-
regressive user preferences and mutual information optimization objectives. Specifically,
we introduce a novel Disentangled Self-Attention Group Recommendation framework
with an auto-regressive contrastive learning method (DAGA), designed to derive nuanced
user and group representations and facilitate item suggestions based on historical user—
item and group-item interactions and group-related mutual information. To address the
limitations of synthetic modeling, we establish distinct factors, each represented by a sepa-
rate neural network module, to encapsulate potential user/group factors. These modules
allow attribute-specific input features to be processed accordingly, with the resulting rep-
resentations integrated for inferential purposes. On this basis, a disentangled multi-head
self-attention module is designed to better encode the user preferences assisted by the pref-
erence features of the other individuals of the same group so as to produce more accurate
group representations via an attention-based aggregator and further execute group recom-
mendation. Moreover, to mitigate the detrimental impact of data sparsity, we first leverage
the auto-regressive user preferences to train the disentangled multi-head self-attention
encoder and then employ the mutual information between user representations and group
representations, ensuring congruence within groups while maintaining distinctiveness
from other groups, unfolding contrastive learning to fine-tune our framework and assisting
with the sparse supervised signal of group—item historical interactions. To the best of our
knowledge, this is the first work that has designed a disentangled multi-head self-attention
module to encode users and groups with finer granularity coupled with auto-regressive
and contrastive mutual information optimization that is specifically tailored for ephemeral
group recommendations.

The principal contributions of this work are delineated as follows:

e We combine disentangled neural networks with a multi-head self-attention mechanism
and propose a disentangled multi-head self-attention module to generate precise
group and user representations, dissecting user intents for preference encoding from
multiple dimensions;

¢  We introduce optimization objectives based on auto-regressive user preference infor-
mation and group-related mutual information maximization to counteract information
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scarcity in group data, thus facilitating network training and enhancing the fidelity
of representations;

¢  Comprehensive experiments conducted across three public benchmark datasets for
group recommendations corroborate the efficacy of our framework, showcasing its
superiority over state-of-the-art baselines.

The structure of this paper is as follows: Section 2 delves into the pertinent literature.
Section 3 elucidates the foundational concepts of ephemeral group recommendations. The
architecture, components and theoretical underpinnings of our DAGA framework are
explicated in Section 4. Section 5 presents an empirical evaluation of the performance of our
framework on real-world datasets. Section 6 concludes with a summation and an outline
of prospective research directions.

2. Scientific Method

This section delineates the contributions relevant to the present study, categorically
segmented based on the targeted problems, the proposed framework and the adopted
optimization objectives.

2.1. Group Recommendation

Group recommendation methodologies have been conceptualized from dual perspec-
tives to cater to two distinct audience types: ephemeral [12,23] and persistent [19] groups.
The latter category, characterized by dense group—item interaction records, readily lends
itself to the application of collaborative filtering techniques directly to group—item interac-
tions [10,24]. The focus of this paper, however, is on the more pragmatically challenging
domain of ephemeral group recommendations, a subject that has received considerable
attention in the recent literature [12,20,21]. Within this domain, the primary challenge lies in
the paucity of group—item interaction data [12,25]. Consequently, this review is bifurcated
into two streams: methods for group preference aggregation and strategies to counteract
data sparsity.

Preference Aggregation: In the realm of ephemeral group recommendations, the
synthesis of group preferences is achieved by amalgamating individual member pref-
erences, which can be executed either at an early or late stage. Late-stage aggregation
involves deriving group—item recommendation scores after the individual preference pro-
cessing, employing strategies such as the maximum pleasure, least misery and average
satisfaction strategies [13,16,23]. These traditional approaches, however, are heavily heuris-
tics dependent, which compromises their adaptability and expressive capabilities [26,27].
Early aggregation, conversely, entails the initial consolidation of individual preferences to
formulate a collective group preference, which is subsequently utilized for recommenda-
tion generation. Probabilistic models [28-30] form the basis of several such methodologies,
assuming uniform significance across members while accounting for individual prefer-
ences and their contributions to the group dynamic. Advanced latent factor models [31,32]
facilitate group embedding within a vectorial space, enhancing representational granularity.
Further sophistication is achieved through the adoption of attention-based neural networks
[11,26], enabling nuanced aggregation of biased user embeddings within a group context.
Additionally, a model capable of delineating the intricate inter-member relationships via
attention mechanisms has been introduced [18]. Contemporary studies have extended
these methodologies by integrating ancillary information sources such as social networks
[33] and knowledge graphs [34], thereby enriching the learning paradigms for group rep-
resentation. Innovations such as hypercube-based representations [21] and hypergraph
convolutional neural networks [20] have been explored to encapsulate complex relational
dynamics within and beyond group entities. Moreover, the group identification (GI) task,
aiming to recommend the potential group to users, has recently attracted more attention
from researchers. As a representative work among them, CFAG [35] was the first to propose
using GNNss with factorized attention block to aggregate contextual information among
the items, groups and users so as to perform ranking-based GI tasks. GTGS [36] designed a
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transitional hypergraph convolution-layer-based framework and leveraged the cross-view
SSL method to predict the preferences of users for groups based on the users” previous
group participation and coordinated interests in items.

Data Sparsity Issue: Addressing the challenge of sparse data, the influence of user
social networks on group decision-making [19] has been leveraged to augment the avail-
able dataset. Innovations such as self-attention mechanisms [37] have been employed in
intra-group voting models [26] to concurrently assess user interactions and social influ-
ences. Additionally, methodologies that construct heterogeneous graphs from multifaceted
relationships among users, items and groups have been proposed [17,22]. The efficacy of
self-supervised learning (SSL) in ameliorating recommendation tasks [38-40] has prompted
the derivation of SSL-based optimization objectives to address data scarcity in ephemeral
group recommendation contexts. For instance, the double-scale contrastive learning frame-
work [20] has been designed to refine user and group representations through common
membership patterns. The mutual information optimization mechanism [12], focusing on
the cohesive embedding of user and group representations, has been developed to enhance
preference learning. Moreover, SSL objectives exploiting the geometric properties of hyper-
cubes [21] aim to mitigate the data sparsity issue by enriching group representations with
more comprehensive informational content.

2.2. Disentangled Neural Networks

The pursuit of disentangled neural networks and representation learning revolves
around the extraction of factorized representations that isolate and reflect the latent, intrin-
sic factors embedded within data [41]. The bulk of the research on disentanglement has
originated from the field of computer vision [42—44], with recent burgeoning interest in its
application to graph learning [45,46]. Additionally, generative models, particularly Varia-
tional Autoencoders (VAEs), have been leveraged for disentanglement purposes [47,48].
In the research field of group recommendation, IGRec [49] was the first work that used a
disentanglement-based method to disentangle the representations of user interests, provid-
ing for the subsequent group preference aggregation. However, DAGA, the framework
proposed in our work, can be distinguished from IGRec by the following aspects:

*  Encoder: IGRec considers the embedding of the disentanglement factors for the same
user when producing the representations of user disentangled interests. However,
our framework is realized by two MLP encoders and a multi-head disentangled self-
attention block which additionally considers the relationships between different user
representations within the same group when producing the representations of user
disentangled interests;

e Aggregator: IGRec depends on Gumbel-SoftMax among the disentangled factors to
aggregate the user interests. In our framework, the multi-factor representations are
jointly projected for group preference prediction by an MLP, which can automatically
extract and utilize the relevance between each factor and the group representation;

*  Optimization Objectives: IGRec leverages user—item and group—item historical inter-
actions to construct supervised signals for dual training. In our work, to alleviate the
data sparsity issue, we leverage auto-regressive user preferences to train the disentan-
gled multi-head self-attention encoder and employ the mutual information between
user representations and group representations.

An illustration of our framework will be unfolded with more details in Section 4.

2.3. Mutual Information Optimization

The paradigm of mutual information (MI) has significantly propelled the advance-
ments in SSL, particularly within the ambit of contrastive learning (CL). In recent years,
CL has emerged as a formidable approach, achieving unparalleled success across various
domains. Notably, in the realm of computer vision, CL-based methodologies have ascended
to the forefront, establishing new benchmarks [50-52]. A quintessential illustration of this
is found in [51], where CL techniques were innovatively applied to embed local image



Appl. Sci. 2024, 14, 4155

6 of 22

features into a latent vector space with the objective of maximizing the MI between local
and global representations.

This successful application of SSL and CL paradigms precipitated their widespread
adoption across diverse fields, extending notably to graph learning [53-56]. An exemplary
instance of this cross-disciplinary migration is seen in [53], which extrapolates the founda-
tional principles laid out in [51] to the domain of graph learning. In this domain, the focus
shifts to optimizing the MI between localized patch embeddings and overarching graph
summaries, thereby facilitating the learning of more nuanced node representations.

3. Problem Statement

For clarity and ease of comprehension, this section elucidates the ephemeral group
recommendation task and delineates the notational conventions adopted throughout
this paper.

Table 1 presents a summary of the principal notations utilized in this paper. Let
U = {u,uy,... ,uw} represent the set of users, Z = {i,ip,... ’i\I\} denote the set of
items and G = {g1,82, ..., g|g|} signify the set of groups, where g, € G identifies the n-th
group. These sets underpin the formulation of user—item, group—item and user—group
interaction records, reflecting historical preferences and affiliations. The binary interaction
matrices R € RU*IZl and Q € RI9I*[Zl encapsulate user-item and group—-item interactions,
respectively, where r,,; = 1 indicates an interaction between user u and item 7, and, similarly,
q¢i = 1 represents an interaction between group ¢ and item i.

Table 1. Summary of notations.

Notation Meaning Notation Meaning
u Set of users u; User i
7z Set of items ij Item j
g Set of groups Qi Group i
R User-item interaction matrix Q Group-item interaction matrix
VA User embedding matrix Zy Embedding matrix of factor k for users
P Group embedding matrix Py Embedding matrix of factor k for groups
K Number of factors Y Predicted preference distribution matrix

Group g € G encompasses a subset of users {uy,uy,...,u)g} C U characterized by
sparse interaction records q¢, a row vector in matrix Q. The matrices R and Q serve as the
raw features for users and groups, respectively, and are embedded into a latent space of
dimension d. The resultant user and group embeddings Z € RI“/*? (produced from MLP
Encoder2) and P € RI9/%4, respectively, are concatenated from disentangled embedding
matrices {Z1,Zy,...,Z¢} and {Py, P, ..., Pt}, corresponding to the k factors within our
framework. Each one of the factor-specific embedding matrices Z; and Py resides in a
subspace of dimension d/k.

The primary objective in this work is to address the challenges inherent in ephemeral
group recommendations characterized by minimal historical interactions among group
members. Our framework aims to harness limited historical group—item interactions to
predict item preference rankings for ephemeral groups composed of loosely connected
members. The user and group representations {Z1,Z, ..., Zy} and {Py, P,, ..., P}, derived
from the input feature matrix R, underpin the prediction of group preference distributions,
denoted by Y.

4. The Proposed Framework

This section describes the architecture and operational details of our neural group
recommendation framework DAGA. Our demonstration commences with an overview of
the architecture, highlighting the disentanglement strategy employed by the multi-head
self-attention mechanism to capture the nuanced intents of users and groups. Subsequently,
the discussion transitions to the optimization objectives crafted to navigate the challenges
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posed by data sparsity, culminating in a detailed examination of the constituent modules,
regularization strategies and optimization pipelines integral to DAGA.

4.1. Overview

Firstly, we introduce the building blocks of DAGA, designed to distill user and group
intents with enhanced granularity for better item recommendation, which are visually
encapsulated in Figure 2, exemplified through the processing of a group of users.

Multihead Disentangled
Self-attention Encoder

/ Factor-wise Attention
One-hot Raw Features of w //
Users within a Group e 7 Aggregator
(1) Userl-User4

R

/

Group
P Embedding

MLP Encoderl wy,

\ /
\ /

1

1

! \ / \ / \ /

1 ./ n___/ [ . \
Objectivel: £,o,-X™  (Eq9) : Shared Encoder redictor \____

1

1

1

1

1

1

(Predictive) |

Objective?: Lyser-X  (EqQ9) :
1

Objective3: Ly oup-Y  (Eq8) L e e e e e e e e e —————

Objective4: Ly,;-P,Z  (Eq10)
(Predictive % /
% xm Distribution) X Y

(2) Embeddingl of User1-4 (3) Embedding2 of User1-4 (4) Predictive Distribution

Figure 2. Schematic overview of the proposed DAGA framework illustrating its constituent compo-
nents and associated loss functions.

MLP Encoder: Serving as the cornerstone of DAGA, the encoder (MLP Encoderl)
leverages the user—item interaction matrix R as the input, facilitating the derivation of
embedded user representations Z with our multi-head disentangled self-attention en-
coder. Moreover, the disentangled MLP encoder (MLP Encoder?2) is utilized to embed
the features obtained from the aforementioned disentangled self-attention encoder to fur-
ther facilitate the derivation of embedded group representations P with the subsequent
attention-based aggregator.

Disentangled Self-Attention Encoder: Subsequently, the user representations are
encoded with the group’s prior information, drawing inspiration from [37]. That is to say,
the derivation of user representations can utilize similar preference context information
from the other group members to enhance the encoding process. To be specific, the
embeddings produced from MLP Encoder1 are transformed by three independent encoders
with the same structure, K, Q and V, for preparation of the attention mechanism. These K,
Q and V encoders consist of a layer that is a dimensional invariance embedding network
and a layer that is an embedding network to complete higher-dimension mapping (from
|Z| to d), which is followed by a strategic disentanglement of Z" (the intermediate variable
produced by our disentangled self-attention mechanism before obtaining Z) into k distinct
factors, represented as {Z}, Z7', Z%', ..., Z}' }.

This disentanglement process is predicated on the premise of isolating and elucidating
the latent intents embedded within the users’ original preferences. The encoder’s pivotal
function is to coalesce user features, latent within the raw interaction data R, and intrinsi-
cally associated with specific factors, into their respective disentangled representations Z}"
and Z;. This mechanism effectively transitions the raw user-item interaction data, reflective
of generalized item preferences, to the more nuanced, intent-driven representations associ-
ated with distinct attributes. Drawing from the illustrative scenario shown in Figure 1, the
encoder’s adept utilization facilitates the extraction of user intents pertaining to underlying
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attributes (e.g., food categories such as main courses, side dishes and beverages, or more
complex attributes like flavor profiles, temperature preferences, etc.) from the broader
spectrum of user preferences for various food items (e.g., roast chicken, fish, dumplings,
steak, sandwiches, cola, etc.).

Subsequent to generating disentangled user representations, we employ a distinct
multi-head self-attention calculation process with independent encoder networks for each
factor, facilitating their embedding into another hidden space for further processing. In the
illustrative case of food attributes, these disentangled operations yield refined representa-
tions that encapsulate the nuanced attributes of potential food selections.

Aggregator: The objective of the aggregation process is to synthesize disentangled
group representations within the hidden space through a meticulous aggregation of the
disentangled user representations corresponding to each factor. This phase incorporates an
attention aggregator to assign a set of trainable weights to individual group members within
each factor. This facilitates a weighted aggregation approach to generate the factor-specific
group representations from the constituent member representations. The culmination of
this process is the construction of comprehensive group representations by concatenating
the representations across all factors, thus reflecting the collective group intents pertaining
to various attributes.

Predictor: With the disentangled group representations at our disposal, we proceed to
predict the group preference distribution. This entails employing a predictor that effectively
maps the group intents associated with specific attributes to the overarching group prefer-
ences for the items, thereby completing the inference process. This operation is essentially
the converse of the initial encoding step and aims to recombine the disentangled factors
into coherent inference outcomes (from d to |Z|). Reflecting on the food attribute example,
this predictor translates the group’s attribute-based intents into concrete preferences for
the available food options. Similarly, the user preference distribution is predicted via an
auto-regressive behavior to regularize the training process. As illustrated in Figure 2, Em-
beddingl and Embedding? are the regressive preference distributions which are predicted
by a shared dimensionality reduction encoder (from d to |Z|).

Optimization Objectives: The DAGA framework integrates all the aforementioned
modules and is trained utilizing a set of optimization objectives that encompass both
supervised learning (Objectives 1, 2 and 3 in Figure 2) and SSL loss functions (Objective
4 in Figure 2). These are designed to leverage historical interactions and the mutual
information inherent within the contextual data. The supervised loss components are
derived by quantifying the congruence between the predicted preference distributions and
the historical preference data for both users and groups, employing KL divergence as a
measure due to its efficacy in comparing probability distributions. In parallel, a contrastive
SSL loss function is formulated to identify and differentiate between positive and negative
samples intra- and inter-group, where the group with its members is regarded as a set
of positive samples while different groups with their members constitute the negative
samples. This is achieved by adhering to the principle of mutual information maximization,
ensuring that the disentangled representations align with positive samples while diverging
from negative ones. The intricacies of these optimization strategies are expounded in
subsequent sections.

4.2. Supervised Learning

Training our framework for ephemeral group recommendations necessitates the uti-
lization of supervised signals. The most direct form of supervision in this context is derived
from the group—item interaction matrix Q. Given the sparse nature of group—item interac-
tions, the user—item interaction matrix R is employed as an auxiliary supervised signal to
augment the training process. To encapsulate the preference distributions inferred by the
predictor, we introduce the following formulation:

Output = softmax(MLP(Input)), 1)
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when P, Z and Z™ are input variables, and the output variables correspond to Y, X and
X™, where Y and X represent the preference distributions of groups and users, respec-
tively. X" represents the user preference distribution obtained from the intermediate
variable Z" produced by our disentangled self-attention mechanism. It is important to note
that Equation (1) is applied on a per-row basis, enabling the computation of individual
preference probabilities for each group and user.

To align these inferred distributions with their historical counterparts, we define nor-
malized distributions Q and R for the supervised signals Q and R, respectively, as follows:

i = qi/llqilli, Vi€ [0,|G]), 2)
£ =r1;/||x|[1, Vie0,|U]), 3)

where §; and f; denote the normalized historical preference distributions of groups and
users, respectively, choosing among candidate items.

To quantify the congruence between these distributions, we employ the KL divergence,
defined as

A(x
Dia (AlIB) = L A(x) log 525, @
1
which can be decomposed into
Dxr(Al[B) = H(A, B) — H(A), (5)
where
H(A ZA x;)log —— A ZA ) log A(x;) (6)
represents the information entropy, and
H(A,B) :ZA(xi) log 1
- B(x;) 7)

:—ZA )log B(x;).

H(A) represents the entropy of distribution A, and H(A, B) denotes the cross-entropy
between distributions A and B. Given that H(A, B) encapsulates the dissimilarity between
A and B within the context of KL divergence, we adopt the cross-entropy form to articulate
the loss functions, assessing the alignment between Q and Y, R and X and R and X",
respectively. These are expressed as:

Loop=— Y. Y. dijlogyi, (8)
i€[0,|G]) j€[0,|Z])
Euser = - Z Z ?i]' log xi]" (9)

ie0,lu)) jelo,|Z))

while L, can also be represented by Equation (9) by replacing the input with x;" i where
Gij, Yij, Pij, xij and x7 correspond to the elements within ¢;, y;, f;, x; and x{", respectively.
Equation (8) encapsulates the loss function associated with group—item interactions, pivotal
in the principal training phase of DAGA, while L. and L5, pertain to the user—item
interaction loss. Actually, in order to train our framework more efficiently, in practice, a
pre-training phase is conducted to train the disentangled multi-head self-attention encoder
with £, in an auto-regressive manner. In the subsequent training phase (called fine-
tuning and primary training in this paper), the loss function Lg¢youp and Lys.r are applied to
train the end-to-end framework. Our experiments indicate that this method can produce
the model with the best performance.
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4.3. Contrastive Leaning

To tackle the challenge of sparse supervised signals in ephemeral group recommenda-
tions we introduce a contrastive SSL loss function underpinned by the principle of mutual
information (MI) maximization [50-56]. The crux of this approach is to maximize the MI
between the disentangled representations of a group {Pf PS, ..., Pﬁ} and its constituent
members {Z},ZY, ..., Z¥} for each factor and for every member u € g.

To augment the sparse data, members of a group are treated as positive samples, while
members from other groups serve as negative samples. A parameterized discriminator D
assesses the similarity between groups and users, assigning higher scores to intra-group
pairings and lower scores to inter-group pairings.

This methodology is encapsulated in the following SSL loss function, which employs a
binary cross-entropy (BCE) format to discriminate between positive and negative samples
for each group:

EM[: 72 Zlogf Z Dug
9l EQ'B

ueg ic[1,k]
. (10)
g
? Z Y. log[1- T Y. D],
geg JE[1,Nueg] i€[1,k]
where X X
D!$ = D;(z!,Pf), D/¢ =D;(Z!, P), (11)

=gl + Nyeq represents the total number of samples considered, Ny is the count of
negative samples per group and I ¢ g denotes a user not belonging to group g. The nota-
tions D;, Z;' and Plg retain their aforementioned meanings, referring to the discriminator,
user embeddings and group embeddings within the i-th disentangled factor, respectively.
The essence of this loss function is to reinforce the alignment of group embeddings
with those of their constituent members while ensuring divergence from non-members
through the maximization and minimization of discriminator-generated similarity scores.
This approach generates a plethora of self-supervised signals, thereby mitigating the impact
of sparse historical group—item interactions.

4.4. Framework Details

This section elucidates the structural intricacies and operational dynamics of the
DAGA framework, emphasizing the synergy between supervised and SSL loss functions in
enhancing the model’s efficacy. Following a procedural overview of the training regimen,
we delve into the specifics of the model architecture.

4.4.1. Training Procedure

The training paradigm of DAGA, as delineated in Algorithm 1, employs a mini-
batch strategy to expedite computational efficiency, alongside a pre-training and fine-
tuning sequence designed to optimize recommendation performance. The core objective
encompasses the refinement of model parameters ® = {6,,1,04q, 02, Oag, Opg, Opu, Oac }
and the accurate prediction of group preference distributions Y. According to Figure 2,
01,044, Oz, Oag, Opg, Opu denote the model parameters of MLP Encoderl, the multi-head
disentangled self-attention encoder, MLP Encoder2, the Factor-Wise Attention Aggregator,
the Predictor of Group Embedding and the Shared Encoder (predictor of user embeddings),
respectively, while 6. denote the discriminator parameters of Equations (10) and (11).

Initiated with the stochastic initialization of parameters ©, the model undergoes pre-
training with £, .+, which instills foundational user representation learning and predictive
capabilities. Subsequent fine-tuning, leveraging £y; and Ly, refines the discriminative
prowess of our framework, particularly in discerning complex user—group dynamics. The
primary training involves a comprehensive optimization of L¢roup, Ly and Lyser, ensuring
the model’s adeptness in capturing and predicting nuanced group preferences.
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Algorithm 1 Training procedure of DAGA.

Require: User, item and group sets I/, Z, G; historical interaction matrices R, Q
Ensure: Optimized model parameters ®; predicted group preference distribution Y
1: Initialize: Randomly initialize model parameters ©
2: while in pre-training phase do
3:  Generate mini-batches from U/
4:  Update 6,1, 84, by minimizing user-item interaction loss £,
5: end while
6: Reload O for fine-tuning
7: while in fine-tuning phase do
8:  Generate mini-batches from G
9:  Identify positive and negative samples for each group
10:  Update 0,1, 644, 02, 0ag, Opu, 04 by simultaneously minimizing mutual information
loss £ and user-item interaction loss L5y
11: end while
12: Finalize ® for primary training
13: while not converged do
14:  Generate mini-batches from both ¢/ and G
15:  Identify positive and negative samples for each group
l6:  Update @ by simultaneously minimizing Leroup, Ly1 and Lyser
17: end while
18: Predict group preference distribution Y using optimized ©

4.4.2. Model Architecture

The framework architecture of DAGA comprises several key components: encoders,
disentangled multi-head self-attention encoders, aggregators, predictors and a discrimina-
tor. Each component plays a pivotal role in processing user preferences, disentangling user
intents, aggregating group preferences and predicting group—item interactions.

Encoder (MLP Encoder1): The foundation of user preference encoding lies in a two-
layer Multi-Layer Perceptron (MLP). This encoder transforms the original user preference
matrix R into hidden representations Z’, employing nonlinear activation functions ¢ and
distinct learnable weight matrices Wy and W, alongside biases b; and b, as follows:

7' = c(W]o(W{ R + by) + by). (12)

Disentangled Self-Attention Encoder: According to the conventional attention mech-
anism [37], to represent the user preference with the other members within a group, the
hidden representation Z’ is embedded into Z™ as follows:

78 = o(Who(WynZ' +byg) + bg), (13)
7K = o(Wgo (W Z' + bpk) + bx), (14)
zV = c(Wyo(WyyZ' +byv) + by), (15)

where W, and Wy, Wy and Wk and W,y and Wy with related byg and bg, bk and bk
and b,y and by are used to encode the Q, K.and V of the attention mechanism and perform
the mapping of the dimensionality increase, respectively. Moreover, the disentanglement
is realized by ZQ = {z8,78,... 20}, 7K = {zK, zK,... zZKy and 2V = {2V, Z¥,... Z)}.
Subsequently, the factor-wise self-attention mechanism is applied to calculate the attention
matrix and related encoded representations as follows:

1 QzkT
7= — softmax(——-)ZY, Vi€ [Lk|, (16)
rew T —L)zZy, e K

where H denotes the number of heads to average the results from different heads of our
disentangled self-attention module.
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Disentangled Encoders (MLP Encoder2): To further process the disentangled rep-
resentations Z}", a two-layer MLP is utilized, equipped with a unique parameter matrix
to cater to each factor, thus facilitating the embedding into another factor-specific feature
space as follows:

Z; = oc(W!'To(WITZM +b7) +b7), Vi€ [1,k]. 17)

Aggregators: The framework incorporates three aggregation mechanisms—Maxpooling,
Meanpooling and Attention—to synthesize group representations from user embeddings.
The Maxpooling and Meanpooling operations perform element-wise maximum and mean
calculations, respectively, across each factor of the disentangled representations. The Atten-
tion mechanism, primarily employed within DAGA, computes a weighted summation of
member representations for each factor with weights derived from attention networks and
disentangled encoder outputs as follows:

pP =Y alzf, Viel[lk, (18)

ucg

where the weight &' for each user u in group g is determined by the attention mechanism [37]
u_ &P (hfz¥)

=—2=r L 19
' Zueg eXP(hiTZiu) ( )

Predictor: The predictor component, comprising two fully connected layers followed
by a softmax function, is responsible for translating the aggregated disentangled group
representations or disentangled user representations into preference distributions for group-
item interactions or user—item interactions. The expressions, whose first layer performs
dimensionality reduction from d to |Z| and whose second layer is a normal fully connected
layer, are formally similar to Equation (1).

Discriminator: A parameterized bilinear layer functions as the discriminator D, dif-
ferentiating users based on group membership by calculating similarity scores. This is
essential for optimizing £y as follows:

D(z},p%) = o (2} TW,p$), (20)

where W, is a learnable weight matrix, and ¢ denotes the logistic sigmoid function, facili-
tating the generation of scores indicative of user—group affiliations.

This comprehensive model architecture enables DAGA to adeptly navigate the com-
plexities of ephemeral group recommendation by leveraging disentangled representations,
attentive aggregation and discriminative prediction to understand and cater to group
preferences effectively.

5. Experiments

This section delineates the comprehensive experimental evaluation conducted to assess
the efficacy of the proposed neural group recommendation framework (DAGA). We com-
mence with the experimental setup, including dataset descriptions, baseline comparisons
and other pertinent settings. Subsequent sections present our main findings, highlighting
the performance of DAGA in ephemeral group recommendation scenarios and analyzing
the influence of key framework parameters on the recommendation outcomes.

5.1. Experimental Settings

Datasets: To rigorously evaluate DAGA’s performance, we employ three public
benchmark datasets, Weeplaces, CAMRa2011 and Douban, each offering unique challenges
and insights into ephemeral group recommendation dynamics. Table 2 summarizes key
statistics of these datasets.

*  Weeplaces captures point-of-interest (POI) interactions within major US cities, offering
rich categorical data ranging from entertainment data to dining data. Groups are con-
structed based on simultaneous check-ins, aligning with previous methodologies [12];
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CAMRa2011, a movie rating dataset, is adapted to the group recommendation context
by focusing on households as implicit groups, with ratings transformed into binary
interaction data for compatibility with our framework [11];

Douban, sourced from a versatile social platform, facilitates the exploration of group
dynamics within cultural contexts. Group interactions are inferred from shared partic-
ipation in activities, following a strategy similar to that in [20].

Table 2. Statistics of the evaluated datasets. # represents the number of the indicators.

Dataset #Users (#U) #Items (#I)  #Groups #G) #U-IInteract #G-I Interact
Weeplaces 8643 25,081 22,733 1,358,458 180,229
CAMRa2011 602 7710 290 116,344 145,068
Douban 2964 39,694 2630 823,851 463,040

For experimental rigor, each dataset is partitioned into training, validation and test

sets in a 70:10:20 ratio, ensuring a comprehensive evaluation across diverse group recom-
mendation scenarios.

Baselines: The effectiveness of the proposed DAGA framework is evaluated against a

diverse array of baseline methods, encompassing traditional popularity-based approaches,
neural collaborative filtering techniques and advanced group recommendation models in-
corporating attention mechanisms and graph embeddings. The following selected baselines
are included:

Popular: A rudimentary yet widely applied method that recommends items based solely
on their overall popularity, disregarding personalized preferences or group dynamics;
NeuMF [57]: NeuMF represents the integration of neural network architectures into
collaborative filtering, enhancing recommendation performance by directly lever-
aging group-item interactions as the supervisory signal. NeuMF exemplifies the
advancements in neural collaborative filtering by predicting group preferences with
heightened accuracy;

AGREE [11]: AGREE innovates by incorporating an attention mechanism to deduce
group preferences from individual member preferences. It computes weights for each
group member and aggregates them to obtain a unified group preference vector, em-
ploying a neural collaborative filtering framework to model group—item interactions;
MOoSAN [18]: An advanced group recommendation model that utilizes a neural net-
work structure with multiple sub-attention modules. These modules are tasked with
capturing nuanced user preferences and effectively modeling the intricate dynamics
of user—item and group-item interactions;

SIGR [19]: SIGR introduces an attention-based model augmented with latent variables
to capture both global and local social influences among users. It conceptualizes
interactions within a bipartite graph structure, applying graph embedding techniques
to mitigate issues related to data sparsity;

GroupIM [12]: A cutting-edge group recommendation model that aggregates individ-
ual member preferences through attention networks to forecast group preferences. It
distinguishes itself by optimizing the mutual information between group and member
representations, addressing the challenge of sparse data;

HHGR [20]: HHGR utilizes a hypergraph neural network to encapsulate the complex
high-order relationships among users, groups and items. It is particularly noted for its
innovative double-scale self-supervised learning objective, designed to complement
traditional supervised learning signals and enhance the training process;

S?HHGR [20]: An extension of the HHGR model, this self-supervised variant represents
the state of the art in group recommendation. It leverages self-supervised learning
techniques to further refine the model’s ability to discern and predict group preferences;
SGGCF [22]: SGGCEF captures the high-order interactions between users, items and
groups by modeling with a user-centered heterogeneous graph and a self-supervised
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learning framework. SGGCF realizes a state-of-the-art performance for ephemeral
group recommendation.

Each baseline is selected for its relevance and contribution to the field of group rec-
ommendation, providing a comprehensive benchmark against which the performance of
DAGA is evaluated. Official implementations of these models, where available, are utilized
to ensure fidelity to the original methodologies.

Evaluation Metrics: The efficacy of DAGA and the compared baseline models is
quantified using two widely recognized metrics in the domain of recommendation systems:
Normalized Discounted Cumulative Gain at K (NDCG@K) and Recall at K (Recall@K) for
K = {20,50}. These metrics are selected for their ability to provide a comprehensive
assessment of the models’ performance from different perspectives.

e NDCG@XK is a metric that measures the quality of the ranked recommendation list
up to the K-th position, taking into account the position of relevant items. It is
particularly well suited for evaluating recommendation systems where the order of
recommendations is of importance. The computation of NDCG@K involves the gain
of each item (with more weight given to items at higher ranks) and a normalization
factor to ensure that the perfect ranking has a score of 1. This makes NDCG@K an
effective measure for understanding how well a model can rank truly relevant items
higher in the recommendation list;

*  Recall@K, on the other hand, assesses the model’s ability to retrieve relevant items
within the top K recommendations, regardless of their order. It is calculated as the
fraction of relevant items that are successfully included in the top K recommended
items out of all relevant items. Recall@K is particularly useful in scenarios where the
goal is to capture as many relevant items as possible in the top K recommendations
without an emphasis on the ranking order among these items.

Both NDCG@K and Recall@K provide valuable insights into the model performance,
with NDCGeK focusing on the ranking quality of the recommendations and Recall@K
emphasizing the model’s ability to identify relevant items. Employing both metrics allows
for a balanced evaluation of the recommendation models, catering to different aspects of
recommendation quality that are crucial in real-world applications.

Parameter Settings: The configuration of hyperparameters plays a pivotal role in the
performance and efficiency of the DAGA framework. To establish a robust experimental
foundation, we meticulously select and fine-tune the following hyperparameters:

e Learning Rate: Set at 5 x 1073, the learning rate determines the step size during the
gradient descent optimization process. This value is chosen to balance the trade-off
between convergence speed and stability;

e Weight Decay: A regularization parameter employed to prevent overfitting by penaliz-
ing large weights. For our experiments, weight decay is set to 0, emphasizing model
flexibility in learning from the data;

*  Dropout Ratio: Applied within the MLPs to mitigate overfitting through the random
omission of neurons during training. A dropout ratio of 0.4 is found to provide an
optimal balance between regularization and model complexity;

*  Batch Size: The number of samples processed before the internal parameters of the
model are updated. A batch size of 256 is selected to leverage computational efficiency
while maintaining sufficient gradient approximation;

*  Epochs: Both the pre-training and fine-tuning phases are conducted over 100 epochs,
ensuring ample opportunity for the model to learn and adapt to the training data;

*  Factor Number: Our disentangled network architecture incorporates eight factors,
allowing the model to capture a diverse array of latent user and group preferences;

*  Embedded Size: The dimensionality of the user and group representations in the latent
space is set to 192, with each factor contributing a 24-dimensional sub-representation.
This configuration facilitates a comprehensive yet computationally efficient represen-
tation scheme;
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*  Number of Negative Samples (Ny,g): In the mutual information maximization process
(Section 4.3), five negative samples are used for each positive instance, balancing the
learning signal derived from both positive and negative interactions;

®  SSL Loss Weight (A): The weight assigned to the SSL loss function £y during the fine-
tuning phase is set to 1, underscoring its equal importance alongside the supervised
loss components in model optimization.

These parameter settings are uniformly applied across all datasets and experiments pre-
sented in Section 5.2, ensuring consistency and comparability in our evaluation. Additionally,
Section 5.4 will explore the impact of varying some of the hyperparameters, providing deeper
insights into their influence on the recommendation performance of DAGA.

5.2. Experimental Results
Comparative Analysis of Performance
The empirical evaluation underscores the preeminence of DAGA across three bench-

mark datasets, as delineated in Tables 3 and 4. This section expounds on the comparative
performance analysis, highlighting the salient findings and their implications.

Table 3. The recommendation (NDCG) performance comparison on three datasets.

Dataset Weeplaces CAMRa2011 Douban
Metric N@20 N@50 N@20 N@50 N@20 N@50

Baseline Recommender

Popular 0.063 0.074 0.099 0.122 0.003 0.005
NeuMF 0.193 0.244 0.305 0.367 0.124 0.167
AGREE 0.224 0.267 0.307 0.418 0.201 0.224
MoSAN 0.287 0.334 0.423 0.466 0.163 0.209
SIGR 0.357 0.391 0.499 0.524 0.217 0.235
GroupIM 0.431 0.456 0.637 0.659 0.257 0.284
HHGR 0.379 0.398 0.517 0.532 0.254 0.267
S?HHGR 0.456 0.478 0.645 0.671 0.279 0.294
SGGCF 0.475 0.500 0.653 0.689 0.280 0.309
Our Recommender
DAGA 0.512 0.576 0.672 0.707 0.290 0.313

Table 4. The recommendation (Recall) performance comparison on three datasets.

Dataset Weeplaces CAMRa2011 Douban
Metric R@20 R@50 R@20 R@50 R@20 R@50

Baseline Recommender

Popular 0.126 0.176 0.172 0.226 0.009 0.018
NeuMF 0.271 0.295 0.393 0.450 0.248 0.316
AGREE 0.354 0.671 0.529 0.688 0.297 0.488
MoSAN 0.548 0.738 0.572 0.801 0.384 0.459
SIGR 0.524 0.756 0.585 0.825 0.436 0.560
GroupIM 0.575 0.773 0.753 0.874 0.523 0.696
HHGR 0.554 0.764 0.703 0.830 0.507 0.677
S’HHGR 0.592 0.797 0.779 0.883 0.561 0.741
SGGCF 0.689 0.794 0.789 0.891 0.573 0.744

Our Recommender

DAGA 0.723 0.814 0.801 0.905 0.608 0.771

Enhanced Performance of Attention-Based Models: Among the evaluated baselines,
models incorporating attention mechanisms, namely AGREE and MoSAN, consistently
outshine conventional heuristic and collaborative filtering approaches such as Popular and
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NeuMEF. This observation corroborates the pivotal role of attention mechanisms in adeptly
capturing and aggregating individual preferences within groups.

Superiority of Graph-Based Representations: The SIGR model, leveraging a bipartite
graph structure, exhibits superior performance compared to AGREE and MoSAN in the
majority of scenarios. This enhancement is attributed to SIGR’s nuanced representation of
user—group—item interactions, facilitated by the graph-based approach, underscoring the
efficacy of graph embeddings in capturing complex relational dynamics. Moreover, the
state-of-the-art method SGGCEF, leveraging the heterogeneous graph, realizes more suffi-
cient modeling to capture the relationships between users, groups and items, outperforming
the aforementioned baselines.

Advantages of Mutual Information Optimization: The GroupIM and SGGCF models,
apart from harnessing attention-based aggregation, integrate mutual information (MI)
SSL optimization objectives, endowing them with a distinct advantage over their counter-
parts. The MI objectives enrich the representation learning process, furthering the models’
predictive accuracy.

Contribution of Hypergraph Neural Networks: Diverging from the MI optimiza-
tion strategy, the SSHHGR model employs SSL objectives within a hypergraph neural
network framework. This approach enables S>HHGR to intricately model high-order
relationships between groups, users and items, thereby yielding notable performance gains
over other baselines.

Empirical Validation of DAGA: Central to our findings is the exceptional perfor-
mance of DAGA, which surpasses all baseline models across the evaluated metrics and
datasets. Notably, DAGA achieves this with a relatively simpler architecture, employ-
ing a disentangled multi-head self-attention encoder in conjunction with SSL objectives
and an attention-based aggregation mechanism. This configuration not only simplifies
the model but also accentuates the effectiveness of disentangled representations in group
recommendation tasks.

In summary, the empirical insights gleaned from the performance comparison validate
the efficacy of attention mechanisms, graph-based representations and, particularly, the
novel disentangled representation approach adopted by the self-attention mechanism in
DAGA. The findings underscore the potential of disentanglement and SSL in advancing
the state of the art in group recommendation.

5.3. Analysis of Parameter Complexity

While the empirical efficacy of our DAGA framework is evident from the experimental
outcomes, an equally significant advantage lies in its computational efficiency, particularly
in terms of parameter complexity. The innovative disentanglement design intrinsic to
DAGA significantly mitigates the parameter complexity, transitioning from an exponen-
tial to a linear growth pattern. This section elucidates the underlying mechanisms and
implications of this design choice.

Consider a conventional single-layer perceptron utilized as an encoder within a group
recommendation model. In such a scenario, embedding user representations from an
original dimension s into a hidden dimension d necessitates a trainable matrix of dimensions
s X d. The complexity and resource requirements for this model scale with the product
of the input and output dimensions, potentially leading to computational inefficiency,
especially for high-dimensional data.

In contrast, the disentanglement approach employed by DAGA and its self-attention/MLP
encoders restructures this model into k distinct factors, each responsible for capturing a
specific aspect of the user or group preferences. This architectural modification implies
that, instead of a single large matrix, the model now comprises k smaller matrices, each
with dimensions § x %. Consequently, the total parameter count is significantly reduced to
s X %, thereby alleviating the computational burden.

This reduction in parameter complexity does not compromise the performance; rather,
it enhances the DAGA framework’s efficiency, making it a compelling choice for scenarios
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where computational resources are limited. The disentangled representation not only
streamlines the learning process by focusing on distinct latent factors but also ensures that
the model remains scalable and adaptable to various group recommendation contexts.

In summary, the disentanglement design within DAGA serves a dual purpose: it
bolsters the recommendation capabilities of the model while simultaneously ensuring
computational parsimony. This approach marks a significant advancement in the design of
recommendation methods, marrying effectiveness with efficiency in a manner that sets a
new precedent for future research in the field.

5.4. Ablation Studies and Parameter Studies

This section delves into a comprehensive examination of the DAGA framework focus-
ing on the impact of the different aggregation mechanisms and key hyperparameters on
the performance of group recommendations.

5.4.1. Ablation Studies

To elucidate the significance of various aggregation modules within DAGA, ablation
experiments are conducted on the Weeplaces dataset utilizing variants of DAGA with
distinct aggregation strategies: Maxpooling and Meanpooling in lieu of the default Attention
mechanism. The performance metrics for the DAGA variants, namely, DAGA-Max, DAGA-
Mean and the standard DAGA-Attention, are summarized in Table 5.

Table 5. Ablation study: performance of DAGA variants on Weeplaces dataset.

Settings Model N@20 N@50 R@20 R@50
Aggregator
DAGA-Max 0.486 0.514 0.699 0.791
2-Layer with 4-Head DAGA-Mean 0.498 0.558 0.715 0.808
DAGA-Attention 0.512 0.576 0.723 0.814
Multi-Head Disentangled Self-Attention Encoder
1-Layer 0.493 0.539 0.713 0.802
4-Head with Att. Aggre. 2-Layer 0.512 0.576 0.723 0.814
3-Layer 0.510 0.565 0.720 0.809
2-Head 0.505 0.548 0.715 0.805
2-Layer with Att. Aggre. 4-Head 0.512 0.576 0.723 0.814
8-Head 0.508 0.570 0.718 0.810

The empirical results reveal that DAGA-Attention, incorporating the attention aggre-
gator, consistently outperforms the other variants. This finding underscores the superior
capability of the attention aggregator in effectively synthesizing individual member prefer-
ences into a cohesive group representation, thereby enhancing recommendation accuracy.
In contrast, DAGA-Max, which solely relies on the maximal elements within the member
representations, exhibits the lowest performance, highlighting the limitations of such an
approach in capturing the full spectrum of group preferences. DAGA-Mean demonstrates
moderate performance, indicating that averaging member representations, while more
comprehensive than Maxpooling, still lacks the nuanced adaptability afforded by the
attention aggregation.

In order to dissect the performance of our proposed multi-head disentangled self-
attention module, we further conduct experiments with different structure settings. To be
specific, multi-head disentangled self-attention encoders with 1-3 layers and with 2, 4 and
8 heads, respectively, are verified. When we test one of them, the other structure settings
are kept as default (two layers, four heads with attention aggregator).

The experimental results demonstrate that the effect of the layer setting is less impor-
tant than that of the head setting. The multi-head disentangled self-attention module with
two attention layers and four heads can produce the best performance, which indicates
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that the preference relationships between users are relatively easy to capture, and the more
complex model structures are not necessary.

5.4.2. Parameter Studies

Subsequent to the ablation studies, a series of parameter sensitivity analyses are
undertaken to assess the influence of key hyperparameters, including the factor number
and embedded size of user and group representations, on the framework performance. The
variations in performance metrics across different configurations of factor numbers and
embedding dimensions are depicted in Figure 3.

NDCG@20: #FACTOR-#EMBEDDING_DIM NDCG@50: #FACTOR-#EMBEDDING_DIM

#DIM=16 #DIM=32 #DIM=48 #DIM=64 #DIM=128 #DIM=192 #DIM=16 #DIM=32 #DIM=48 #DIM=64 #DIM=128 #DIM=192
 #FACTOR=1 mmmm #FACTOR=2 mmmm #FACTOR=4 HFACTOR=8 e #FACTOR=16 — HFACTOR=1 wmsmm #FACTOR=2 wmmm #FACTOR=4 H#FACTOR=8 == #FACTOR=16
(a) NDCG@20: Factor-Embed. Size (b) NDCG@50: Factor-Embed. Size
RECALL@20: #FACTOR-#EMBEDDING_DIM RECALL@50: #FACTOR-#EMBEDDING_DIM
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0.66
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0.56
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(c) Recall@20: Factor-Embed. Size (d) Recall@50: Factor-Embed. Size

Figure 3. Performance of variations of DAGA across embedding dimension sizes (16 to 192) and
factor numbers (1 to 16) on the Weeplaces dataset.

The analysis illustrated in Figure 3 demonstrates that increasing the embedded size
generally enhances the framework performance, which is attributable to the enriched
representational capacity of the neural networks. However, the performance gains tend
to plateau at higher dimensions, suggesting diminishing returns with excessively large
embedding sizes.

Interestingly, the optimal number of factors varies with the embedding size. Larger
embedding dimensions benefit from a higher number of factors, leveraging the finer
granularity afforded by the disentangled representations. Conversely, smaller embedding
sizes exhibit optimal performance with fewer factors, indicating that overly granular
disentanglement may be counterproductive when representational capacity is limited.

The comprehensive ablation and parameter studies elucidate the effectiveness of our
design and the hyperparameter configurations in optimizing the performance of DAGA
for group recommendations. These insights not only affirm the framework robustness but
also pave the way for future enhancements in disentangled representation learning for
recommendation methods.

6. Conclusions

In this work, we introduce a novel ephemeral group recommendation framework,
termed DAGA, which employs disentangled neural networks for self-attention-based
and MLP-based encoder design in conjunction with a self-supervised learning strategy
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predicated on mutual information to intricately model user intents and address issues of
data sparsity.

e Theoretical Contributions: The innovative disentanglement approach allows for the
independent transfer of user and group representations across distinct factors in the
self-attention mechanism and MLP encoders, effectively mitigating the amalgamation
of unrelated factor information. To facilitate the training of this framework, we for-
mulate both supervised and self-supervised loss functions. These functions capitalize
on the preference probability distributions at the input and output stages of DAGA,
as well as on the contextual insights gleaned through the maximization of mutual
information pertaining to group representations;

¢  Applied Contributions: Comprehensive empirical analyses conducted on three pub-
licly available benchmark datasets substantiate the superior performance of DAGA in
comparison to the state-of-the-art methodologies. Given the demonstrated efficacy
of collaborative filtering (CF) in recommendation systems, our future endeavors will
focus on the exploration of group recommendation models predicated on CF tech-
niques and the development of more nuanced objective functions to further enhance
model performance;

*  Main Limitations: Additionally, there are also some limitations to our proposed
framework. For example, DAGA performs best when the training flow follows the
training procedure as shown in Algorithm 1. However, when it comes to an end-to-
end training procedure, there will be some performance degradation. In our future
work, we will explore the more efficient end-to-end training framework for group
recommendation and also want to discover more applicable scenarios for the multi-
head disentangled self-attention encoder, including a variety of recommended and
non-recommended tasks.
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