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Abstract: With the widespread deployment of surveillance cameras, automatic violence detection
has attracted extensive attention from industry and academia. Though researchers have made great
progress in video-based violence detection, it is still a challenging task to realize accurate violence
detection in real time, especially with limited computing resources. In this paper, we propose a
lightweight 2D CNN-based violence detection scheme, which takes advantage of frame-grouping to
reduce data redundancy greatly and, meanwhile, enable short-term temporal modeling. In particular,
a lightweight 2D CNN, named improved EfficientNet-B0, is constructed by integrating our proposed
bi-directional long-term motion attention (Bi-LTMA) module and a temporal shift module (TSM)
into the original EfficientNet-BO. The Bi-LTMA takes both spatial and channel dimensions into
consideration and captures motion features in both forward and backward directions. The TSM is
adopted to realize temporal feature interaction. Moreover, an auxiliary classifier is designed and
employed to improve the classification capability and generalization performance of the proposed
model. Experiment results demonstrate that the computational cost of the proposed model is
1.21 GFLOPS. Moreover, the proposed scheme achieves accuracies of 100%, 98.5%, 91.67%, and
90.25% on the Movie Fight dataset, the Hockey Fight dataset, the Surveillance Camera dataset, and
the RWF-2000 dataset, respectively.

Keywords: violence detection; lightweight; temporal modeling; attention mechanism

1. Introduction

As a serious threat to public security, violence has attracted broad attention. For
the purpose of public security, numerous surveillance cameras have been installed in
important places such as banks, airports, train stations, and campuses. In surveillance
centers, special personnel are employed to monitor the videos in polling mode and thus
discover possible abnormal events. From the view of public security, it is desirable to
stop violence from taking place and thus protect the victims. Hence, it is essential to
recognize violent behaviors from surveillance videos reliably in real time. In reality, manual
monitoring is not efficient enough to efficiently discover violent behaviors in a great number
of videos. Therefore, most surveillance videos are used to trace back acts of violence when
needed. Motivated by these facts, researchers have proposed a variety of automatic violence
detection algorithms. In recent years, deep learning (DL) has been adopted as a mainstream
methodology in the area of violence detection. Nowadays, it is still a challenging problem
to achieve high violence detection accuracy with low computational cost.

Two-dimensional convolutional neural networks (CNNs) are usually used to realize
violence detection in combination with some kinds of recurrent neural networks (RNNs).
As is well-known, 2D CNNs have achieved great success in image classification tasks. How-
ever, due to the lack of temporal modeling capability, it is difficult for 2D CNNs to extract
motion information in videos, which is crucial for behavior recognition tasks. To overcome
this difficulty, schemes combining 2D CNNs and RNNs have been proposed [1-3]. In these
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schemes, 2D CNNis are responsible for extracting spatial features, and RNNS, e.g., long
short-term memory (LSTM) [1,3] and bi-directional long short-term memory (BiLSTM)
networks [2], are employed to extract temporal features. However, these approaches cannot
capture and encode long-range temporal information sufficiently and, hence, the violence
detection accuracy is limited.

Three-dimensional CNNs can extract both spatial and temporal features in videos
effectively and thus lead to high performance in tasks of behavior recognition. In compari-
son with 2D convolution kernels, 3D convolution kernels are capable of extracting motion
features lying in the temporal dimension of videos. The C3D [4], R3D [5], and I3D [6] are
typical 3D CNNSs proposed for action recognition tasks and exhibit significant improve-
ment in recognition accuracy. It is worth noting that 3D CNN models are computationally
expensive for real-world applications.

Two-stream networks combining RGB frames and optical flow have also been pro-
posed for video detection [7-12]. The idea is to make use of the spatial information lying
in RGB frames and the motion information lying in optical flow. The spatial features ex-
tracted by CNNs from RGB images and the optical flow are fused to realize video detection
tasks. Though good performance can be achieved by using these schemes, the complicated
calculation of optical flow turns out to be an obstructive factor for real-world applications.

Skeleton-based action recognition schemes rely on precise estimates of the sequence of
skeleton points [13,14]. The sequence of skeleton points is firstly extracted from the video
and then transformed to match the input format of the following CNN model [13] or graph
convolutional network (GCN) model [14]. Evidently, it is computationally demanding
to extract skeleton points from videos, and extra errors in skeleton points may lead to
misjudgment of actions.

Regarding the design of automatic violence detection systems, most researchers focus
on the architecture of the Internet of Things (IoT). For real-time applications, the latencies
required are usually on the scale of sub-second [15,16], and therefore it is more promising
to implement violence detection on cameras or edge devices than on clouds. The authors
of [15] embedded their algorithm on a camera module to realize on-camera violence crime
detection. NVIDIA RTX 3090 and Jetson TX2 were employed to test the latencies of their
models. The authors of [16] focused on violence detection on edge devices, each of which
serves multiple surveillance cameras. NVIDIA RTX 3070 TI and NVIDIA Jetson Xavier NX
were employed to test the inference speed of their model. The author of [17] proposed an
edge vision-based surveillance system for violence detection in public and private spaces.
For inference tasks, Jetson AGX Orin 64 GB was employed in their edge devices. Due to
the fact that surveillance cameras and edge devices are usually resource-limited platforms,
a violence detection model with low memory complexity and low computational cost
is desirable.

In this paper, we focus on edge device-based violence detection as in [16,17]. It is
expected that an edge device with limited resources, e.g., a desktop computer with a GPU
card, can detect violence reliably from videos acquired by a number of surveillance cameras.
Specifically, we propose a lightweight 2D CNN-based violence detection scheme. The key
idea is to extract both short-term and long-term motion features effectively from videos
using an improved EfficientNet-B0 [18], a lightweight 2D CNN. As shown in Figure 1,
the pipeline of the proposed scheme consists of three stages: data preprocessing, 2D
CNN-based feature extraction, and classification. In the data preprocessing stage, sparse
sampling [8] and RGB2Gray operation are performed to reduce data redundancy, and then
frame-grouping [15] is conducted to assemble three-channel images fit for the following 2D
CNN. In the following feature extraction stage, an improved EfficientNet-B0 is employed to
extract short-term and long-term motion features. In the classification stage, cross-entropy
loss (the main loss) is applied together with an auxiliary loss [19] to supervise the training
process of the model so as to improve the violence detection accuracy effectively.
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Figure 1. The pipeline of the proposed lightweight violence detection scheme. F1-F31 stand for RGB
frames sparsely sampled from the video clip. X;—X31 denote grayscale frames converted from F-Fsr
by RGB2Gray operation. I;-It are 3-channel images obtained by frame-grouping.

The contributions of this work include the following:

e A lightweight violence detection scheme is proposed for real-time applications. The
proposed scheme leverages the merits of frame-grouping [15] and EfficientNet-BO [18]
to remove data redundancy and lower the computational cost of the model effectively.
In comparison with state-of-the-art violence detection models, our model has a much
lower computational cost.

e  Animproved EfficientNet-B0 is built to boost the feature extraction capability. Specifically,
we put forward a bi-directional long-term motion attention (Bi-LTMA) mechanism and
integrate it into the original EfficientNet-BO. Moreover, the temporal shift module
(TSM) [20] is also adopted to realize temporal feature interaction. Both Bi-LTMA and
TSM are computationally lightweight and beneficial to violence detection accuracy.

e An auxiliary loss is introduced and applied jointly with the main loss in the phase
of model training to minimize the classification error. The auxiliary head module is
inserted in the middle stage of the improved EfficientNet-BO. Extensive experiments
have been conducted to tune the balance between the auxiliary loss and main loss and
illustrate its effectiveness.

e  Experiments have been carried out on four recognized datasets, i.e., the Movie Fight
dataset [21], RWF-2000 dataset [9], Hockey Fight dataset [21], and Surveillance Camera
dataset [22], to evaluate the performance of our proposed model. Numerical results
reveal the merits of the proposed model in terms of accuracy, computational cost,
and parameters.

2. Related Works
2.1. Violence Detection

Violence detection is an important branch of behavior recognition. Up to date, violence
detection algorithms can be categorized into three categories: algorithms based on hand-
crafted features, DL algorithms based on 3D CNNs, and DL algorithms based on 2D CNNs.

Traditional violence detection algorithms are based on hand-crafted features. The
most classical hand-crafted features include a histogram of oriented gradient (HOG) [23],
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space—time interest points (STIP) [24], and speeded-up robust features (SURF) [25]. Optical
flow and its variants were proposed later. In [26], Hassner et al. introduced the violent flows
descriptor (ViF) and combined it with a support vector machine (SVM) classifier to detect
violent behaviors, where the statistics of flow-vector magnitudes over time were taken
into consideration. In [27], oriented violent flow (OViF) was proposed to take advantage
of the motion magnitude change information in statistical motion orientations to exhibit
better accuracy. Moreover, improved dense trajectory (iDT) was adopted in [28] to mitigate
the adverse effect of camera motion on action recognition. The scheme proposed in [29]
combined video frames into dynamic images using approximate rank pooling. Afterward,
hand-crafted features were extracted and summarized by using a bag of visual words
(BOVW). Based on the hybrid handcrafted/learned features, a support vector machine
(SVM) classifier was trained to recognize violence. In [30], the video sequence was encoded
into a result image leveraging handcrafted descriptors, i.e., binary robust invariant scalable
key points (BRISK) [31] and features from an accelerated segment test (FAST) [32]. Then,
the resulting image was fed to a 2D CNN to learn high-level features and recognize fight
actions. Differently from these schemes, this work employs DL techniques to learn violence
features from videos automatically.

DL algorithms based on 3D CNNs [4-7,17,33] extract spatiotemporal features in videos
automatically. In [4], the authors applied 3D CNNss to extract spatiotemporal features in
videos and demonstrated that the proposed C3D features outperformed hand-crafted
features. Subsequently, two-stream networks such as Inflated 3D ConvNet (I3D) [6] and
Slowfast [7] emerged and achieved good performance in the field of behavior detection.
The I3D was constructed by using 2D ConvNet inflation, where RGB frames and optical
flow were taken as input. As the ResNet [34] gained widespread popularity in image
classification, several 2D ResNet variants were adapted to the 3D domain for behavior
recognition [5,33]. Feichtenhofer et al. proposed a residual 3D network (R3D) [5] based
on the original 2D ResNet architecture. The R(2 + 1)D [33] was proposed to split the 3D
convolutional filters into separate spatial and temporal components. In comparison with
R3D, the R(2 + 1)D is easier to optimize and demonstrates better action recognition accuracy.
Though these methods have made great progress in accuracy, they are computationally
expensive. We designed our violence detection model based on a lightweight 2D CNN to
meet the requirements of real-time applications.

DL algorithms based on 2D CNNs take 2D CNNSs as their backbone and adopt tempo-
ral modeling strategies to enable the extraction of motion features. The ConvLSTM network
proposed in [1] employed an LSTM network to aggregate the features extracted from
video frames by a 2D CNN. The CNN-BiLSTM Model proposed in [2] employed BiLSTM
instead of LSTM to improve the performance further. The temporal segment networks
(TSN) proposed in [8] utilized a sparse sampling strategy, where sampled frames were
fed into a 2D CNN for feature extraction and action classification purposes. Following the
TSN architecture, variant schemes [12,15,20,35,36] were proposed to boost the extraction of
motion features by inserting temporal modeling modules into 2D CNN backbones. The
temporal shift module (TSM) proposed in [20] shifted part of the channels of the feature
map along the temporal dimension to improve the temporal modeling capability. The
temporal difference network (TDN) [35] introduced a temporal difference module to im-
prove both short-term and long-term temporal modeling capabilities. The authors of [15]
proposed a frame-grouping method, based on which 2D CNNs could be used to extract
spatiotemporal features in videos. Moreover, spatial and temporal attention modules were
also applied to improve the violence recognition accuracy. The goal of this work is to
build a lightweight 2D CNN-based violence detection model. To this end, we propose an
improved EfficientNet-B0 that can be used to extract spatiotemporal features effectively
with low computational cost.
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2.2. Attention Mechanism on Temporal Information

It is critical to capture motion features for violence detection. Attention mechanisms
are widely applied to capture motion features effectively in violence detection models.

Self-attention mechanisms have been proposed for use in the area of computer vision.
The authors of [37] presented non-local operations to capture long-range dependencies
with deep neural networks. A non-local operation computes the response at a position
as a weighted sum of the features at all positions in the input feature maps. Vision
transformer (ViT) [38] and StNet [39] are typical self-attention modules modeling the long-
range spatiotemporal features in behavior recognition. Though these schemes are effective,
they come at the cost of significant computational overhead.

Some researchers use temporal attention mechanisms to enhance the long-range mo-
tion modeling ability of 2D CNNSs. In [40], the authors proposed a feature-level motion
attention mechanism and performed the channel-wise spatiotemporal fusion so as to im-
prove the action recognition accuracy. In [41] the authors proposed a motion excitation (ME)
attention mechanism, which enabled 2D CNNSs to capture long-range motion information.
The ME primarily focuses on motion-sensitive channels. Compared with [40], the scheme
in [41] uses a Multiple Temporal Aggregation structure to recalibrate the features after ME
and achieves higher accuracy.

We propose a bi-directional motion attention mechanism (Bi-LTMA) to boost the violence
detection performance. Differently from [41], the Bi-LTMA computes an attention map based
on bi-directional motion information in both channel and spatial dimensions. In addition to
Bi-LTMA, TSM [20] is also employed in our model to realize temporal feature interaction such
that the motion feature modeling capability of the model is enhanced further.

2.3. Auxiliary Loss

The concept of auxiliary head supervision was initially introduced in [42] to tackle
the issues of gradient disappearance and gradient explosion in the training of DL models.
Later on, variant schemes were proposed and applied in tasks such as image classification,
object recognition, image segmentation, and action recognition [19,43-47]. The authors
of [43] put two auxiliary classifiers on top of the output of two intermediate inception
modules (4a and 4d) and demonstrated competitive accuracy in the ILSVRC detection task.
In [44], the authors pointed out that auxiliary classifiers attached to early layers might
yield high error rates, and hence introduced horizontal and vertical connections to keep
the coarse-level information in the earlier layers. The authors of [46] point out that adding
a highly distinctive classifier to the intermediate layer is overly aggressive. In [19], the side
branches from the intermediate layers were designed delicately so that multiple auxiliary
classifiers were consistent in their optimization directions. Inspired by [19], we designed
an auxiliary classifier tailored to our model to enhance the training process.

3. Proposed Violence Detection Model

In this section, we present the details of the proposed lightweight violence detection
model shown in Figure 1.

3.1. Data Preprocessing

In the data preprocessing stage, sparse sampling, RGB2Gray, and frame-grouping
operations are performed successively so that the target video clip is put into the format
suitable for the following 2D CNN network.

The purpose of sparse sampling is to reduce redundancy in videos at the frame level.
In reality, there is a high degree of redundancy in videos especially in cases of high frame
rates. Dense sampling inevitably captures too many highly similar consecutive frames. For
violence detection in videos, dense temporal sampling is costly in both time and computing
resources. In contrast, sparse sampling preserving relevant information can be used to
model the long-range temporal structure over the video with a much lower cost [8,20]. In
this work, we adopt the sparse sampling strategy proposed in [8] to remove redundancy.
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As shown in Figure 1, a video clip of a fixed duration is divided into 3T segments, and one
frame is sampled from each segment. Thus, all 3T RGB frames, F = [F, Fy, ..., F31], are
captured from the video clip for use in the following procedure.

Based on the sparsely sampled RGB frames, the RGB2Gray operation is performed to
reduce redundancy further at the channel level. Traditionally, 2D/3D CNNs are employed
to learn features from RGB images/frames so as to realize tasks such as image classification
and object detection and tracking. However, though color information may be useful for
violence detection, motion information has been found to be the most crucial [27-30,39].
Moreover, compacting RGB images into single-channel images is beneficial to lowering
computational load. Based on this observation, RGB images were squeezed into single-
channel ones by using an averaging operation along channel dimension [15]. In this work,
we convert the sparsely sampled RGB images into grayscale images using the standard
weighted averaging method instead of the method in [15]. Mathematically, the obtained
grayscale pixel intensity I(x,y) can be given by

I(x,y) = WrIr(x,y) + WgIg(x,y) + WsIs(x,y), (1)

where, IR, Ig, and I represent intensities of the red, green, and blue channels of the pixel,
separately; Wr = 0.30,Wg = 0.59, and W = 0.11 are standard weighting coefficients
obtained from the human luminance perception system. As shown in Figure 1, 3T grayscale
frames, X = [Xj, Xp,. .., X31], are obtained from the video clip.

The function of frame-grouping is to reshape the obtained grayscale frames into three-
channel images. According to Figure 1, the obtained 3T grayscale frames are divided
into T groups, each of which contains three consecutive frames. For each group, a three-
channel image is constructed by putting the three grayscale frames into RGB channels [15].
Therefore, T three-channel images, I = [I1, I,. . ., IT], are obtained from a video clip and fed
to the following 2D CNN as input. The shape of Iis [T, C, H, W], where T is a temporal
dimension, C denotes the number of channels, and H and W represent the height and width
of the image, respectively. As reported in [15], the merit of frame-grouping is twofold.
Firstly, the synthesized three-channel images are fit for 2D CNNs in format. Secondly, the
synthesized three-channel images enable 2D CNNss to learn short-term motion features.
In this work, we take the advantages of frame-grouping and propose a new lightweight
2D CNN, i.e., improved EfficientNet-B0, to extract both short-term and long-term motion
features effectively.

3.2. Improved EfficientNet-B0O

The improved EfficientNet-B0 is a modified version of EfficientNet-BO [18]. Specifically,
we propose a new attention module, namely, Bi-LTMA, and integrate it into EfficientNet-
B0 to enable long-term motion feature extraction. In addition, the TSM module [20] is
adopted to realize temporal feature interaction. In what follows, we briefly review the
EfficientNet-B0 [18] and then present details of the improved EfficientNet-BO0.

EfficientNet-B0 is a state-of-the-art lightweight 2D CNN obtained by using a multi-
objective neural architecture search that optimizes both accuracy and FLOPS [18]. As shown
in Figure 2, it consists of nine stages. The specific structure of each stage can be found in
Table 1. Notably, the second to eighth stages are composed of inverted residual blocks,
named as mobile inverted bottleneck (MBConv) in Table 1. In fact, MBConvs resemble the
basic block of MobileNetV3 [48]. The structure of the inverted residual block is shown in
Figure 3. Within the block, depthwise separable convolution (DW Conv) is employed to
decrease the computational cost-effectively. For further detailed information, please refer
to [18,48] and references therein. To take advantage of EfficientNet-BO in both accuracy and
FLOPs, we select it as the backbone of the proposed model.



Appl. Sci. 2024, 14, 4895 7 of 19

stagel stage2~stage8 stage9
i i : Inverted Residual Inverted Residual Inverted Residual | ! i
i Conv3x3 —E-IP Block vee Block e Block f Convlx1 —p Avgpool —» FC —E-b Result
S e |
Figure 2. The architecture of the EfficientNet-B0.
Table 1. The structure of the EfficientNet-B0.
Stage Operator Resolution Channels Layers
1 Conv3 x 3 224 x 224 32 1
2 MBConvl, k1 x 1 112 x 112 16 1
3 MBConvé, k3 x 3 112 x 112 24 2
4 MBConvé, k5 x 5 56 x 56 40 2
5 MBConv6, k3 x 3 28 x 28 80 3
6 MBConvé6, k5 x 5 14 x 14 112 3
7 MBConvé, k5 x 5 14 x 14 192 4
8 MBConvé6, k3 x 3 7x7 320 1
9 Convl x 1 and Pooling & FC 7x7 1280 1
Conv | BN | DWConv | BN Conv | BN
_T 1x1,sl |[Swish | kxk,s1/s2 [Swish SE ™" 1x1, sl > Dropout +

Figure 3. The architecture of the Inverted Residual block. BN stands for batch normalization, Swish
is the activation function used, and SE denotes the Squeeze-and-Excitation attention module.

The goal of the improved EfficientNet-BO0 is to gain capabilities of long-term motion
feature extraction and temporal feature interaction. To this end, we integrate the Bi-LTMA
module and TSM module into inverted residual blocks in Figure 4, i.e., the second to eighth
stages, of the EfficientNet-B0. The modified inverted residual block is shown in Figure 4.
In what follows, we present the details of our proposed Bi-LTMA and that of TSM.

A

i 4

. BN DW Conv| BN Conv |BN
Ly Bi L TMA > N > N »|Dropout
" Conv,s1 P TISME >,k s/sdlswish] SF [ 1x1.s1 PN Q*

Figure 4. The architecture of the modified Inverted Residual Block. We insert the Bi-LTMA module
before the first convolution block, and the TSM module after the first convolution block.

The Bi-LTMA module is proposed to extract long-term motion information effectively.
As reported in the literature [1,2,15,41], long-term motion information plays a key role in
violence detection in videos. In [1,2], LSTM and BiLSTM were used to aggregate temporal
features. In [15], a temporal attention module, named T-SE, was employed jointly with
frame-grouping to recalibrate and aggregate global temporal features. In [41], motion
features were defined as a channel-wise difference between adjacent frames, and the
motion excitation (ME) module was proposed to excite the motion-sensitive channels. The
ME focuses on channel attention, where detailed spatial features are omitted by using
the pooling operation. Our idea of Bi-LTMA is partly inspired by ME. Differently from
ME, Bi-LTMA takes both spatial and channel dimensions into consideration and captures
motion features in both forward and backward directions.
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The architecture of the Bi-LTMA module is shown in Figure 5. To meet the lightweight
design requirements, the input feature F is downscaled by using a 1 x 12D convolution
(Convy). The downscaled feature is given by

F' = Convy xF, F € RTXC/rHxW, (2)

where r = 2 is the reduction ratio, * indicates the convolution calculation. Based on
the downscaled feature, motion information is then derived. Similar to ME [44], motion
information is obtained by computing the feature-level difference between two adjacent
frames. A 3 x 3 2D convolution (Conv,) is used as the mapping function to deal with the
problem of spatial misalignment. Specifically, given the features of two adjacent frames
F'(t) and F'(t + 1), we compute the bi-directional motion information as per the following:

Mg (t) = Convp x F'(t+1) = F'(t), t € [, T - 1], 3)
M, (t) = Convy x F'(t) —F'(t+1), t € [1,T—1],

where M¢(t) is the forward difference and M (t) is the backward difference. For the last
time step t = T, we set the motion information as M¢(T) = 0 and M;(T) = 0. Then,
another 1 x 12D convolution (Convs) is employed together with a concatenation (concat)
layer in each branch to restore the original shape of the input feature F. After that, forward
and backward attention weights, W and W, are generated separately by using sigmoid
functions as per the following:

W = d(concat(Conv3(Mf(t))))

W, = d(concat(Convz(My(t)))) ’ (4)

where d(e) is the sigmoid activation function, concat(e) stands for concatenation function.
The attention map A is computed by averaging the forward and backward attention weights
as follows:

A =05W;+05W,,. ()

[T,C/t,H,W]

E’%Convz

4
1/r

M/(t) H Conv3J

[T,C.H,W]

[T,C,H,W]

(% bcom -7

1/r

Fr(e+1 )%P[Conv2

[T.C/r,H,W]

Figure 5. The structure of the bi-directional long-term motion attention module.

As shown in Figure 5, a weighted feature can be obtained by performing Hadamard
product operation A ® F. DropConnect is an effective method to improve the generalization
ability of neural network models [49]. It randomly sets the weights to zero according
to a certain probability. To improve the generalization ability of the model, we put a
DropConnect structure after the A ® F operation, where G (o) represents the DropConnect
operation. Moreover, to preserve the original feature and, meanwhile, make use of the
Bi-LTMA attention mechanism, we employ a shortcut connection to fuse the original feature
with the weighted. Mathematically, the output feature of the Bi-LTMA module can be
expressed as

F =F+G(AOF). (6)
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The TSM module [20] is adopted in the modified inverted residual block to enhance
the temporal modeling of the improved EfficientNet-BO further. As reported in [20], TSM
module enables 2D CNNss joint spatial-temporal modeling via shifting part of the channels
along the temporal dimension. Moreover, inserting the TSM module into 2D CNNs does
not impose an additional computational cost. These merits of TSM are attractive to real-
time video understanding. It is also worth noting that in-place TSM may lower the spatial
feature learning capability of the backbone model to some extent [20]. Residual TSM is a
promising alternative to tackle this problem. Noting that most stages of EfficientNet-BO are
inverted residual blocks, we insert bi-directional TSM modules into residual branches of
stages of EfficientNet-BO to realize temporal feature interaction and meanwhile keep good
spatial feature learning capability of the backbone, as shown in Figure 4.

Given a video clip, the principle of the bi-directional TSM module is demonstrated
in Figure 6. As described above, the T three-channel images are obtained from a video
clip after frame-grouping. For a given three-channel image, the feature extracted by the
2D CNN layer right before the TSM module is denoted with a specific color. Assume
that the feature extracted from each three-channel image consists of C feature maps of
height H and width W, where C is the number of channels. As shown in Figure 6, the TSM
module realizes temporal feature interaction in three steps. Firstly, the features of all T
three-channel images are reshaped into a tensor of dimensions H x W, T, and C. Then, a
small number of the channels are shifted along the temporal dimension of the tensor. Some
of them are shifted backward by one step, the others are shifted forward by one step. The
upper and lower vacancies are padded with zeros. Finally, the resultant tensor is reshaped
to recover T output features, the format of which is the same as the input. Evidently, the
feature at arbitrary time step t is fused with those at time steps ¢t — 1 and ¢ + 1. It means
that the temporal perceptional field is expanded effectively by using the TSM module with
no additional computation cost.

G C=
H 1 |H H 1 I
= S & d
S § =
2 | 5 |[[H
,E >T Et —> 'II:J:
A\ 4
C C
Reshaped Temporal Shift

T || T

Input Output

Figure 6. The principle of TSM module.

3.3. Auxiliary Loss

We introduce an auxiliary loss to improve the classification capability of the proposed
model. As shown in Figure 1, the auxiliary head is inserted in an intermediate stage of the
improved EfficientNet-B0. Softmax classifier is employed in both the main branch and the
auxiliary branch. In reality, auxiliary heads are used only in the phase of model training
and discarded in the phase of inference [42]. Therefore, the auxiliary head does not impose
any additional computational cost to the model during inference. In what follows, we
introduce the auxiliary loss in detail.

An important issue is to determine the intermediate layer to which the auxiliary
head is attached. In principle, early layers of CNNs learn low-level features while later
layers learn high-level features. It is the high-level features in the final layers that are
important for classification [45]. As reported in [44], if a single auxiliary head is inserted at
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a too-early layer of typical CNNSs, the accuracy of the final classifier can be harmed badly.
The underlying reason is that the auxiliary classifier attached to an early layer benefits
short-term early features but may collapse information required to generate high-quality
features in later layers. On the other hand, if the auxiliary head is inserted at a too-deep
layer, the auxiliary loss will lose its advantage in combatting the gradient disappearance
problem [19]. Based on these observations, we attach the auxiliary head right after stage 7
of the improved EfficientNet-B0, as shown in Figure 7.

Auxiliary head
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Figure 7. The architecture of the auxiliary branch.

Another issue is to design the auxiliary branch reasonably so as to gain better final
classification accuracy. In some past approaches, auxiliary classifiers were connected to
hidden layers directly. Experiment results suggested that the final accuracies achieved were
hardly improved [43]. As analyzed in [19], discrepancy in optimization directions of the
main classifier and the auxiliary ones could degrade the model accuracy. In order to relieve
the optimization inconsistency between the auxiliary and main classifiers, the auxiliary
branch is designed to resemble the structure of stage 9 of the EfficientNet-B0 as shown
in Figure 7. Intuitively, discriminative high-level features can be learned by the auxiliary
branch in a way similar to the main branch.

For a given video clip, the total loss is obtained as shown in Figure 1. The main
classifier branch and the auxiliary classifier branch operate in parallel. For each of the T
three-channel images I = [I3, I, ..., It], the two Softmax classifiers independently give
instant scores, based on which the instant cross-entropy losses in both two branches can be
calculated. A unique main loss £,,,;, and an auxiliary loss L, are obtained by performing
average pooling over the instant cross-entropy losses. The total loss is formulated as

Liotat = Lumain + Maux, )
where A is a tunable balancing coefficient.

4. Experiments

In this section, we show the experimental results of our proposed scheme on four rec-
ognized datasets, Movie Fight dataset [21], Hockey Fight dataset [21], RWF-2000 dataset [9],
and Surveillance Camera dataset [22], comprehensively. First, we introduce the datasets
briefly and provide information on basic settings relevant to model building, training, and
testing. Second, ablation studies are presented and discussed to verify the effectiveness
of our proposed building blocks. Third, activation maps are visualized and compared
with those of the baseline to illustrate the effectiveness of our model. Fourth, we compare
our scheme with the state-of-the-art 2D CNN-based and 3D CNN-based ones in terms of
accuracy, GFLOPs, and parameters.
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4.1. Datasets
4.1.1. Movie Fight Dataset

The Movie Fight dataset is a collection of 1 to 2 s video clips from movies. It consists of
a total of 200 video clips, 100 violent samples, and 100 non-violent samples. All the video
clips are of the same resolution of 360 x 240 pixels. We used 80% of the dataset for training
and 20% for testing, employing five-fold cross-validation for evaluation.

4.1.2. Hockey Fight Dataset

The Hockey Fight dataset is a video database dedicated to the identification of violence,
containing 1000 action clips collected from National Hockey League (NHL) hockey games.
The dataset is split evenly, containing 500 videos with normal actions and 500 videos with
violent actions. Each clip consists of 40 frames of 360 x 288 pixels approximately, and the
authors manually labeled each clip. It is worth noting that the Hockey Fight dataset is
limited to violence in a single scenario and thus lacks diversity of background. Due to the
limitations in the dataset size and the absence of the dataset partitioning, we employed a
five-cross-validation on this dataset.

4.1.3. Surveillance Camera Dataset

The Surveillance Camera dataset has a total of 300 2-s video clips collected from
YouTube or acquired by surveillance cameras. There are 150 violent videos and 150 non-
violent videos with different sizes and different numbers of frames in this dataset. Due to
the relatively small sample size of this dataset, we also adopted a five-fold cross-validation
method in our experiments.

4.1.4. RWF-2000 Dataset

The RWF-2000 dataset is the largest dataset for violence detection at present, covering
a wide range of violent and non-violent behaviors from different scenes. It contains a
collection of 2000 video clips captured by surveillance cameras in real scenes. Each video
clip contains 150 frames. The dataset has been well split by the authors. Specifically, 80%
of the dataset is the training set and 20% is the testing set. In comparison with the Movie
Fight dataset and the Hockey Fight dataset, this dataset is closer to real-world violence and
more challenging. Based on this observation, we mainly focused on the RWF-2000 dataset
in our experiments.

4.2. Basic Settings

Our proposed scheme is implemented based on PyTorch. As for sparse sampling,
15 frames are sampled from each clip of the Hockey Fight dataset and Surveillance Camera
dataset, 18 frames are sampled from each clip of the Movie Fight dataset, while 24 frames
are sampled from each clip of the RWF-2000 dataset. The input images are cropped to
224 x 224 and normalized. In order to mitigate overfitting, random horizontal flipping
and random cropping are employed for data augmentation. During model training, Adam
optimizer is employed with a learning rate of 0.00005, weight decay of 0.01, and batch size
of 8. The training process spans 120 epochs. An Nvidia GeForce RTX 3080Ti GPU (NVIDIA,
Santa Clara, CA, USA) is used for model training and testing.

4.3. Ablation Studies
4.3.1. Ablation Studies on The Proposed Modules

We conduct experiments for all possible combinations of the Bi-LTMA module, the
TSM module, and the auxiliary classifier with an optimized coefficient A = 0.5 on the
RWE-2000 dataset. Here, the case without any of the three proposed modules is taken as
a baseline. For each combination, the model is trained and the corresponding accuracy,
FLOPs, and parameters are assessed carefully. The experiment results are given in Table 2.
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Table 2. Ablation studies on the proposed modules on the RWF-2000 dataset.
Bi-LTMA TSM Auxiliary Classifier Accuracy GFLOPs Params
87.5% 0.23 426 M
v 88.5% 1.21 448 M
Vv 88.25% 0.23 426 M
Vv 88.0% 0.23 426 M
Vv vV 89.25% 1.21 448 M
Vv Vv 88.75% 1.21 448 M
Vv Vv 89.25% 0.23 426 M
Vv Vv v 90.25% 1.21 448 M

We analyzed the effectiveness of the proposed modules and their combinations in
terms of accuracy according to Table 2. Compared with the baseline, the Bi-LTMA module,
the TSM module, and the auxiliary classifier bring accuracy increases of 1%, 0.75%, and
0.5%, respectively, when employed alone. It means that all the proposed modules are
beneficial to violence detection accuracy and Bi-LTMA contributes the best. The accuracy
can be improved further when two of the proposed modules are arbitrarily employed in
combination. For instance, the accuracy is improved from 88.5% to 89.25%, when Bi-LTMA
and TSM are combined instead of Bi-LTMA alone. Moreover, the best accuracy of 90.25% is
achieved, when all three proposed modules are employed. These observations confirm that
the proposed modules can be used to improve the violence detection accuracy effectively.

Referring to Table 2, we analyze the computational costs and parameters of models
with different combinations of the proposed modules. The baseline model is lightweight
with 0.23 GFLOPs and 4.26 M parameters. One can find that models employing TSM
or auxiliary classifiers, or even both, consume the same computing power and have the
same number of parameters as the baseline model. This is due to the fact that TSM has
no additional parameters and the shift operations involved are almost computationally
negligible. Meanwhile, the auxiliary classifier is discarded in the phase of inference and
thus the relevant computations and parameters can be neglected. In comparison with the
above-mentioned ones, models employing Bi-LTMA consume more computing power
(1.21 GFLOPs vs. 0.23 GFLOPs) and have slightly more parameters (4.48 M vs. 4.26 M).
This means that the computational cost of the proposed model is dominated by the Bi-
LTMA module.

4.3.2. Ablation Studies on The Bi-LTMA Module

We conduct ablation studies to evaluate the effectiveness of the architecture design
and the fusion method proposed for the Bi-LTMA module on the RWF-2000 dataset. The
TSM module and the auxiliary classifier with optimized coefficient A = 0.5 are employed
in our experiments.

Compared with the ME module [41], which focuses on the channel dimension of the
input feature, the novelty of Bi-LTMA is twofold: (1) a bidirectional architecture is adopted
to capture motion information in both forward and backward directions; and (2) both
the spatial dimension and channel dimension of the input feature are used to capture
motion information. Experiment results are given in Table 3 to illustrate the contributions
of the bidirectional architecture, channel dimension, and spatial dimension of the input
feature. As can be seen, the accuracy is 87.75% when the channel dimension of the input
feature is used alone, as in the ME module [41]. If the bidirectional architecture is adopted
together with the channel dimension of the input feature, the accuracy is improved to
89.75%. This means that the bidirectional architecture brings an improvement of 2% in
accuracy. Moreover, if the bidirectional architecture is adopted and both the spatial and
channel dimensions of the input feature are used as in Bi-LTMA, the best accuracy of 90.25%
is achieved. It reveals that motion information lying in the spatial dimension of the input
feature can be utilized to improve the accuracy effectively. These observations confirm the
advantages of the proposed Bi-LTMA.
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Table 3. Ablation studies on the architecture design of the Bi-LTMA module.

Bidirectional Spatial . .
Architecture Dimension Channel Dimension Accuracy
v 87.75%
Vv Vv 89.75%
v Vv Vv 90.25%

As shown in Figure 5, a DropConnect layer and a shortcut connection are employed
to realize feature fusion in the Bi-LTMA module. Experiment results are given in Table 4 to
highlight the contributions of the DropConnect layer and the shortcut connection. One can
find that the accuracy is 87% if neither the DropConnect layer nor the shortcut connection
is employed. Notably, the accuracy is improved to 87.75% when the DropConnect layer
is employed. Moreover, if both the DropConnect layer and the shortcut connection are
employed, as in the Bi-LTMA module, the best accuracy of 90.25% is achieved. This
suggests that the shortcut connection can be used to improve the accuracy further. These
observations confirm the effectiveness of the proposed fusion method.

Table 4. Ablation studies on the fusion method of the Bi-LTMA module on RWF-2000 dataset.

DropConnect Layer ~ Shortcut Connection Fusion Expression Accuracy
AOF 87.0%
v G(AOF) 87.75%
Vv Vv F+G(A ®F) 90.25%

4.3.3. Ablation Studies on the Auxiliary Head Module

We conducted experiments to evaluate the performance of our proposed auxiliary
classifier with the auxiliary head in Figure 7 and figured out the optimal coefficient A
in Equation (7) on the RWF-2000 dataset. To highlight the effectiveness of the designed
auxiliary head, a baseline scheme, which directly inserts the soft-max classifier at stage 7 of
the improved EfficientNet-B0, was also considered. Experiment results are given in Table 5.

Table 5. Accuracies achieved by using the baseline and our proposed auxiliary classifiers with
different values of A on RWF-2000 dataset.

N Accuracy
Baseline Our Proposed
0.1 88.75% 89.25%
0.2 88.75% 89.5%
0.3 89.0% 90.0%
0.4 89.25% 90.0%
0.5 89.5% 90.25%
0.6 89.25% 89.75%
0.7 88.75% 89.75%
0.8 88.75% 89.25%
0.9 88.5% 89.0%

As shown in Table 5, our proposed auxiliary classifier outperforms the baseline in
accuracy for all values of A. This suggests that the designed auxiliary head is effective
in relieving the optimization inconsistency between the auxiliary and main classifiers.
Moreover, for each of the schemes considered, one can find that the best accuracy can be
achieved when A = 0.5 is the case. This tells that A = 0.5 can be a good choice for the
combined loss in Equation (7) during model training.
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4.4. Model Performance Evaluation
4.4.1. Accuracy Evaluation

In order to evaluate the performance of our proposed violence detection model com-
prehensively, we conducted experiments on the four datasets mentioned above. Recall,
precision, F1 score, and accuracy were taken as metrics. The numerical results are illustrated

in Table 6. Figure 8 shows the normalized confusion matrices on the test sets of the four
datasets used.

Table 6. Recall, precision, F1 score, and accuracy of our model on the four datasets used.

Dataset Recall (%) Precision (%) F1 Score (%) Accuracy (%)
Movie Fight 100 100 100 100
Hockey Fight 100 98 99 98.5
Surveillance 97 98 95 91.67
RWE-2000 91 90 90 90.25
1.0 1.0
Normalized confusion matrix Normalized confusion matrix

True label
True label

Predicted label 0.0 Predicted label 0.0
(a) Movie Fight (b) Hockey Fight

Normalized confusion matrix Normalized confusion matrix

True label
True label

1 0 1
Predicted label Predicted label 01

(c) Surveillance (d) RWE-2000

Figure 8. Normalized confusion matrices on the four datasets used.

As can be seen from Table 6, the scores for recall, precision, F1 score, and accuracy
are no less than 90% on all four datasets. This confirms that our proposed model can be
used to detect violence in videos reliably in a variety of scenarios. It is also observed that
the scores on the RWF-2000 dataset are comparatively lower than those on the other three
datasets. Intuitively, this is due to the fact that the RWF-2000 dataset covers more diverse
and complicated scenarios than its counterparts. Though the recall and precision on the
Surveillance Camera dataset show notable advantages of 6% and 8% compared with that
on the RWF-2000 dataset, the corresponding accuracy of 91.67% is not as high as expected.
The reason lies in the risk of false detection, as will be analyzed in the following.

Based on Figure 8, we conducted a brief risk analysis of our proposed model. As can
be seen, the missed detection rate and false detection rate on the Movie Fight and Hockey
Fight datasets are notably lower than those on the other two datasets. This observation is
consistent with the numerical results in Table 6. It is also observed that the false detection
rate is generally higher than the missed detection rate on the datasets used. On the
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Surveillance Camera dataset, the false detection rate is up to 13%, notably higher than the
corresponding missed detection rate of 3%. This reveals that the loss of accuracy on the
Surveillance Camera dataset mainly comes from false detection events.

4.4.2. Inference Time

We measured the inference time of the proposed model on three different devices, a
desktop computer with Intel Core i7-8700 CPU @3.2GHz and 16G RAM, an RTX 2080Ti
GPU, and an RTX 3080Ti GPU (Intel, Santa Clara, CA, USA). These devices simulated edge
servers with limited resources to implement violence detection in videos from multiple
cameras. The average inference times on the test sets of the four datasets are shown
in Table 7.

Table 7. Average inference times on the test sets of the four datasets used.

Inference Time

Device
Movie Fight  Hockey Fight  Surveillance RWEF-2000
Inter Core i7-8700 CPU
@3.2GHz, 16G RAM 240.8 ms 198.9 ms 199.1 ms 323.3 ms
RTX 2080Ti GPU 21.5ms 21.0 ms 20.7 ms 22.6 ms
RTX 3080Ti GPU 199 ms 19.3 ms 18.9 ms 20.1 ms

We focus on the most challenging case of RWF-2000 in the following analysis. As can
be seen from Table 7, the inference time is 323.3 ms on the RWF-2000 dataset when the
desktop computer with Intel Core i7-8700 CPU @3.2GHz and 16G RAM is employed. It
means that an inference speed of three times per second can be achieved. For 25 fps videos,
this computer can serve three cameras if a latency of 960 ms is acceptable. In contrast, the
inference time is lower than 23 ms if an RTX 2080Ti GPU is employed instead. In this case,
the inference speed is higher than 40 times per second. For the same 25 fps videos and
the latency constraint of 960 ms, one RTX 2080Ti GPU can serve 40 cameras. Evidently,
even more cameras can be served if an RTX 3080Ti GPU is employed. These observations
confirm the applicability of the proposed model in real-time applications.

4.5. Visualization of Activation Maps

We demonstrate the effectiveness of our model in terms of motion feature extraction
using the Grad-CAM visualization method [50]. A baseline model, which employs the
original EfficientNet-B0 instead of the improved version, is trained for comparison. Given
a violent video clip, Grad-CAM visualizations are obtained for both our model and the
baseline model.

Experiment results on four violent video clips taken from the RWF-2000 dataset are
shown in Figure 9. One can find that, for each video clip, our model exhibits a more distinct
focus on the motion area where the violence occurs than the baseline model. Meanwhile,
our model shows far fewer misjudgments of motion areas. These observations confirm
that our model is effective in motion feature extraction. In principle, the advantage of our
model mainly comes from the proposed Bi-LTMA and the TSM.
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Figure 9. Grad-CAM results of our model and the baseline model.

4.6. Comparison with the State-of-the-Art Methods

We compare our model with the state-of-the-art models in terms of accuracy, compu-
tational cost, and parameters on the Movie Fight dataset, the Hockey Fight dataset, the
Surveillance Camera dataset, and the RWF-2000 dataset. For a comprehensive comparison,
models based on 2D CNNs [1,2,11,15,16,36], (2 + 1)D CNN [33], and 3D CNNis [4,6,7,9,17,34]
are taken into consideration. Experiment results of all models are given in Table 8.

Table 8. Comparison with the state-of-the-art methods on Hockey Fight and RWF-2000.

Datasets
CNN Type

Method P Movie Fight ~ Hockey Fight =~ Surveillance ~ RWF-2000 GFLOPs  Parameters
ConvLSTM [1] 2D 100% 97.1% - 77.00% 15.69 9.76 M
ConvBiLSTM [2] 2D 99.66% 98.78% - 79.1% 24.52 11.20 M
Efficient Spatiotemporal [15] 2D 100% 99.0% 92.0% 89.25% 4.26 529M
FightCNN-based Attention [16] 2D 99.5% 96.1% 71.00% 82.00% - 4.074 M

ViT Large-16 [11] 2D 99.5% 98.0% 84.60% - - --

Two-cascade TSM [36] 2D - 97.5% - 87.75% - 849 M
Ours 2D 100% 98.5% 91.67% 90.25% 121 448 M
R(2 +1)D-18 [33] 2+1)D 100% 95.0% - 81.25% 44.42 33.20M
R3D-50 [34] 3D 100% 96.0% 85.21% 80.90% 39.98 4620 M
VD-Net [17] 3D 99.0% 98.5% 92.50% -- 15.30 4928 M
Flow Gated Network(RGB) [9] 3D 100% 98.0% - 84.50% 17.2 0.248 M
SlowFast [7] 3D 100% 97.5% - 85.00% 23.89 33.79M
I3D(RGB) [6] 3D 100% 98.5% 84.67% 85.75% 111.33 1229 M
C3D [4] 3D 100% 96.0% - 82.75% 154.19 78.00 M

As observed from Table 8, each of the models achieves a comparatively lower accuracy
on the RWEF-2000 dataset than on the Hockey Fight dataset, the Movie Fight dataset, and the
Surveillance Camera dataset. The reason lies in the fact that the RWF-2000 dataset covers
more complicated scenarios than the other three datasets and, thus, is more challenging for
violence detection.

As can be seen from Table 8, our model achieves very competitive accuracies on the
four datasets. On the Movie Fight dataset, our model achieved the best accuracy of 100%.
On the Hockey Fight dataset, our model achieves an accuracy of 98.5%, which is 0.5%
lower than the best and ranked third among all models considered. On the Surveillance
Camera dataset, our model achieves an accuracy of 91.67%, which is 0.83% lower than
the best and ranked third among all models as well. However, on the RWF-2000 dataset,
one can find that our model achieves the best accuracy of 90.25% among all models
considered. Compared with the second-placed model, our model shows an advantage of
1% in accuracy. It reveals that our model is more robust than its counterparts in scenarios
with complicated backgrounds.
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Table 8 also shows that our model is lightweight in both computational cost and pa-
rameters. Among all the models considered, our model requires the lowest computational
power of 1.21 GFLOPs, which is only 28% of that of the second-placed model and far
less than those of others. Meanwhile, our model has only 4.48 M parameters, and ranked
third among all models considered. These merits can be attractive, especially for real-time
violence detection tasks on resource-limited platforms.

5. Conclusions

In this paper, we propose a lightweight 2D CNN-based violence detection scheme.
Frame-grouping is adopted at the preprocessing stage to reduce the data redundancy
of videos and realize short-term temporal modeling. An improved EfficientNet-B0 is
constructed and employed as a backbone to extract motion information from preprocessed
videos. Particularly, we integrate the newly proposed motion attention module Bi-LTMA
and the TSM module into the EfficientNet-B0 to enable long-term temporal modeling and
temporal feature interaction. Furthermore, an auxiliary classifier tailored for the improved
EfficientNet-B0 is proposed for use in the phase of model training to improve violence
detection accuracy. Experiment results suggest that our proposed model is lightweight
in both computational cost and parameters. Compared with state-of-the-art 2D CNN-
based and 3D CNN-based models, the proposed model requires much lower computing
power and achieves competitive accuracy, especially on the RWF-2000 dataset. For violence
detection applications on platforms with limited computing power, our proposed model
can be a promising candidate.
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