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Abstract: The research presented in the following paper focuses on the effectiveness of a modern
standard Arabic corpus, AraFast, in training transformer models for natural language processing
tasks, particularly in Arabic. In the study described herein, four experiments were conducted to
evaluate the use of AraFast across different configurations: segmented, unsegmented, and mini
versions. The main outcomes of the present study are as follows: Transformer models trained
with larger and cleaner versions of AraFast, especially in question-answering, indicate the impact
of corpus quality and size on model efficacy. Secondly, a dramatic reduction in training loss was
observed with the mini version of AraFast, underscoring the importance of optimizing corpus size for
effective training. Moreover, the segmented text format led to a decrease in training loss, highlighting
segmentation as a beneficial strategy in Arabic NLP. In addition, using the study findings, challenges
in managing noisy data derived from web sources are identified, which were found to significantly
hinder model performance. These findings collectively demonstrate the critical role of well-prepared,
segmented, and clean corpora in advancing Arabic NLP capabilities. The insights from AraFast’s
application can guide the development of more efficient NLP models and suggest directions for
future research in enhancing Arabic language processing tools.

Keywords: Arabic corpora; Arabic corpus; Arabic NLP; Arabic dataset; transformer model;
question answering

1. Introduction

Arabic is one of the most widely spoken languages, with over 300 million native
speakers worldwide [1]. It is also the official language of 22 countries across the Middle
East and North Africa [2]. Despite its widespread use, there is a lack of extensive research
in Arabic, mainly due to the absence of accessible and large Arabic corpora [3]. These
corpora are integral for studying various linguistic aspects, such as morphology, syntax,
semantics, discourse, and pragmatics, and for developing natural language processing
(NLP) systems [4].

Collecting an Arabic corpus for linguistic research serves several critical purposes.
First, corpora enable the study of the Arabic language in its authentic form [5]. This
differs from traditional linguistic research methods that rely on small artificial datasets.
Second, corpora are essential for the development of NLP systems, which are crucial
for machine translation, information retrieval, and text analysis applications [6]. Using
corpora to train NLP systems on the patterns of human language enables these systems to
effectively recognize and understand different linguistic phenomena. Third, corpora allow
for comparisons between Arabic and other languages [7], facilitating the identification of
similarities and differences to further enhance our understanding of language dynamics.

Numerous studies have shown that large-scale corpora improve the performance of
transformers, particularly for NLP tasks [5,8]. Transformer-based language models have
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demonstrated remarkable independent learning abilities in discovering relevant language
representations without supervision. Consistent access to large English corpora gives
English models an advantage over models for other languages [8].

A comprehensive Arabic corpus that consists of authentic Arabic texts is essential for
in-depth linguistic analysis. The findings presented in the following article emphasize the
significance of collecting an Arabic corpus and its implications for linguistic research. To
this end, roughly 48 corpora were gathered from various sources, including dataset reposi-
tories mentioned in scientific papers (32 corpora) and repositories without accompanying
publications (16 corpora). The majority of the collected corpora focus on modern standard
Arabic (MSA) and classical Arabic (CA), excluding Arabic dialects.

The following research questions were addressed in this present study:
RQ1: What freely available MSA corpora can be found online?
RQ2: Does pretraining a transformer model on a large Arabic corpus that includes web-

scraped data lead to worse performance than training without web-scraped data and noise?
RQ3: Does pretraining a transformer model on a segmented Arabic corpus lead to

better performance than training the model on an unsegmented Arabic corpus?
RQ4: How does pretraining a transformer model on a large Arabic corpus impact its

accuracy in NLP tasks, specifically Arabic QA tasks?
The contributions of the present study are as follows:

1. A detailed exploration and critical evaluation of freely accessible modern standard
Arabic (MSA) corpora from various online sources is performed.

2. AraFast, a comprehensive and large-scale Arabic corpus, is introduced to support
advanced NLP tasks.

3. An extensive assessment of the performance impacts of using different versions of
the Arabic corpus, including segmented, unsegmented, mini, and noisy variants, in
training NLP models is conducted.

The remainder of this paper is organized as follows: Section 2 highlights the mo-
tivations and main objectives of the present study. Section 3 presents a comprehensive
review of the literature on the collection of Arabic corpora. Section 4 describes the research
methodology employed in this study in detail. Section 5 details four experiments focused
on training an Arabic transformer model using the AraFast corpus. Section 6 presents the
use of the corpus in developing two transformer models and a discussion of the results.
The challenges and limitations of the following study are elaborated in Section 7. Finally,
Section 8 concludes the paper, offering insights and suggestions for the application of this
Arabic corpus in future studies.

2. Motivation and Objectives

In the fast-evolving field of NLP, the availability of high-quality, accessible data are
critical. The present study was initiated with the primary goal of developing a freely
accessible Arabic corpus, AraFast, tailored to enhance NLP applications such as language
modeling. The necessity for such a corpus stems from the considerable time and resources
currently required for data collection, which poses a significant barrier to research and
development in Arabic NLP.

Arabic, being a rich and complex language, presents unique challenges in text process-
ing and generation. Existing corpora are either lacking for comprehensive NLP tasks or are
not freely available, or there is a need for extensive preprocessing, limiting their utility for
widespread research and application development. By creating AraFast, we aim to fill this
gap, offering a robust Arabic corpus that supports not only basic NLP tasks, but also more
advanced applications such as chatbots, question-answering (QA) systems, summarization
tools, and sophisticated Arabic text generation.

Establishing an Arabic corpus, particularly one drawn from broad and diverse con-
tent, holds significant importance for several reasons. Firstly, the collected corpora were
assembled to create a ready-to-use corpus for future research, which helps in enriching
NLP tasks such as the QA and text generation domains.
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Moreover, new language models, especially currently trending models such as large
language models (LLMs), require rich information sources to become robust language
models [9]. LLMs are built based on deep learning approaches. However, deep learning
approaches are data-hungry, meaning that a large amount of data are required to improve
the performance of such models [10].

Furthermore, by combining corpora from various sources, biases present in individual
corpora can be mitigated, leading to more balanced and fair models. Compiling multiple
corpora can significantly expand the linguistic diversity covered. A larger and more
diverse corpus can help in training models that generalized better to unseen data, thus
improving their usability in real-world applications. A well-constructed corpus serves as a
fundamental resource for linguistic studies and the development of NLP tasks.

Another significant advantage of a ready-to-use corpus is the considerable time it
saves for researchers. Rather than spending valuable time searching for, cleaning, and
preprocessing data, researchers can use the corpus in its present condition and immediately
begin the model training process. This process accelerates the research and development
cycle, allowing researchers to focus more of their time on algorithms for building pretrained
models and developing Arabic NLP applications.

By using such a corpus, the findings of the present study are expected to contribute
valuable resources that will aid in the advancement of Arabic NLP applications in the
field of computational linguistics. In addition, the development of a large corpus will
provide essential training and validation data that will help in building and training deep
learning models, especially for tasks such as translation, sentiment analysis, and chatbot
development.

The objectives of the present study are threefold:

1. To conduct a comprehensive literature review of existing freely available online
MSA corpora.

2. To develop a large MSA corpus named AraFast.
3. To investigate the impact of using a large, segmented, clean Arabic corpus in NLP

tasks, with a specific focus on QA.

Through this work, AraFast is expected to become a key resource that will greatly
improve the capabilities and efficiency of technologies working with the Arabic NLP.

3. Literature Review

Arabic, as one of the most widely spoken languages worldwide, plays a crucial role in
areas such as NLP, computational linguistics, and language technology development. For
the advancement of research in these fields, the availability of high-quality Arabic corpora
is paramount. However, despite the growing interest in Arabic language resources and
Arabic NLP, there is a noticeable lack of studies on publishing Arabic corpora [4].

In 2022, Alyafeai et al. [11] introduced “Masader”, a public catalogue of Arabic NLP
datasets that includes 200 datasets annotated with 25 attributes. The authors also proposed
a metadata annotation strategy that can be extended to other languages. However, Masader
only contains Arabic datasets for testing and fine-tuning machine learning and deep
learning models; it does not include corpora for training transformer models.

Ahmed et al. [3] conducted a scoping review to identify freely available Arabic corpora
and subsequently presented a collection of 48 freely accessible sources. In their review,
they provided key information about each corpus, including its name, type or purpose,
corresponding website URL, size, and the primary sources from which it was compiled. In
line with the Preferred Reporting Items for Systematic Reviews and Meta-Analyses, only
published, peer-reviewed studies were included [12]. However, not all available corpora
were included, as the focus was on freely accessible resources; corpora that required a
subscription or contacting the owners were excluded [3].

Ali [8] discussed, in their study, the design and creation of an extensive Arabic corpus
comprising over 500 GB of data. The primary objective of their study was to enhance the
cross-domain knowledge of large-scale language models. The above corpus was developed
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by collecting text from 22 diverse sources. However, despite being the largest, most diverse,
clean Arabic corpus ever compiled, it is not publicly accessible to other researchers aiming
to improve models and systems for NLP tasks.

There is a shortage of Arabic corpora and collections of related published papers,
and access is limited. Compared to other languages, there are few freely available and
comprehensive Arabic corpora. This limitation hinders the development and evaluation
of NLP models and algorithms specifically tailored to Arabic. Additionally, diverse data
sources are often required to ensure the robustness and generalizability of models used for
Arabic NLP tasks. While efforts have been made to create Arabic corpora, there is still a
need for diverse, representative resources that cover a wide range of genres, registers, and
writing styles. Such diversity is crucial for developing training models that can effectively
handle the intricacies of various types of Arabic text.

In Table 1, a comparison of our study and related works is presented, taking into
account criteria such as the year of the study, the type of data, and the type of Arabic
text analyzed. The data presented in the table also indicate whether the study authors
proposed a text preprocessing algorithm and, if so, whether they specified the text size
before and after the preprocessing stage; initial preprocessing generally involves crucial
steps for cleaning the text and preparing it for training transformer models. Furthermore,
in the Table below, the availability of public data is also highlighted.

Table 1. Comparison of related works (Note: MSA: (modern standard Arabic), N/A: (not available)
and AD: (Arabic dialects).

Reference [11] Alyafeai et al. [3] Ahmed et al. [8] Ali Ours

Year of study 2021 2022 2022 2023
Type of data Dataset: text/speech Corpora: text/speech Corpora: text Corpora: text
Type of text MSA/DA MSA/DA MSA/DA MSA

Size before preprocessing N/A N/A 1 TB 833 GB
Size after preprocessing N/A N/A 500 GB 112 GB
Preprocessing algorithm ✖ ✖ ✔ ✔

Research methodology ✔ ✔ ✖ ✔

Availability of data ✔ ✖ ✖ ✔

4. Methodology

Equations: Rowley and Slack’s [13] keyword-based approach to literature reviews was
adopted as the research methodology for this study, consisting of five main steps: (1) con-
ducting resource searches, (2) applying selection criteria to filter the results, (3) retrieving
metadata information, (4) performing initial processing, and (5) analyzing the results. The
main steps with brief descriptions of each step are illustrated in Figure 1.
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A predefined set of keywords was used to identify relevant Arabic language resources,
and an initial list of corpus sources was compiled. Subsequently, a filtration process
guided by specific inclusion criteria was implemented to refine the collected resources. The
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corpora that met the criteria were examined and added to the final list, along with their
associated metadata. The gathered data underwent preliminary processing, and the final
set of resources was then analyzed, taking into account the accompanying metadata. The
relevant findings are presented in the following paper.

The initial search and filtering steps took place between August and September 2022,
while the process of downloading the corpus list occurred after the information on all of
the corpora was gathered and synthesized, with this process continuing until March 2023.
In the following subsections, detailed descriptions of each step are provided.

4.1. Conducting Resource Searches

The Google search engine was used to conduct a targeted search to directly identify
Arabic NLP corpora. In addition, a set of keywords was used to search for specific corpora
in well-known data repositories and on well-known indexing websites: GitHub (https://
github.com accessed on 13 August 2022), Kaggle (https://www.kaggle.com accessed on
10 August 2022), Metatext (https://metatext.io accessed on 27 August 2022), Huggingface
(https://huggingface.co accessed on 2 September 2022), Google Scholar (https://scholar.
google.com accessed on 3 August 2022), and SourceForge (https://sourceforge.net accessed
on 16 September 2022). The search included terms related to NLP and the Arabic language,
including various variations as follows:

• “Arabic” AND “NLP” OR “Natural Language Processing” AND “Resource”.
• “Arabic” AND “NLP” OR “Corpus”.
• “Arabic” AND “NLP” OR “Corpora”.
• “Arabic” OR “NLP” OR “Lexical database”.
• “Arabic” OR “Arab” OR “Arabian” AND “Corpora”.
• “Arabic” OR “Arab” OR “Arabian” AND “Corpus”.

Using the above step, we were able to generate our initial list of approximately
80 data sources.

4.2. Applying Selection Criteria for Filtering

In addition to the above search process, the retrieved corpora and their associated
articles, when available, were manually reviewed to improve the data collection process.
This manual screening process involved a predefined set of inclusion and exclusion criteria,
which are detailed below in Table 2. From the preliminary list, roughly 55 corpora were
retained, and those used for NLP tools, such as named-entity recognition (NER) and/or part
of speech, and those that did not contain ordinary text, such as word lists, were excluded.

Table 2. Inclusion and exclusion criteria.

Inclusion Criteria

Freely available/accessible Arabic corpora/corpus
Modern standard Arabic corpora/corpus
Classical Arabic corpora/corpus

Exclusion criteria

Paid Arabic corpora/corpus
Arabic dialect corpora/corpus
Arabic corpus/corpora serving natural language processing tools such as spell-checking,
named-entity recognition, or part of speech

4.3. Gathering Metadata

Metadata, including names, related articles, URLs, sizes, owners or authors, and
references, were gathered and compiled from various sources, resulting in the accumulation
of metadata for 48 corpora (see Table 3). Among them, 32 corpora were obtained by
following the links provided in scientific papers to dataset repositories. The remaining
16 corpora were sourced from repositories for which no associated published papers

https://github.com
https://github.com
https://www.kaggle.com
https://metatext.io
https://huggingface.co
https://scholar.google.com
https://scholar.google.com
https://sourceforge.net
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were found. The majority of the collected data comprised MSA and CA text, without the
inclusion of dialectal variations. As illustrated in Table 3, this allowed us to answer the first
research question (RQ1) noted in this section: What freely available MSA corpora can be
found online? The answer is summarized in more detail in Table 3.

Table 3. Collected corpora information.

Ref. Corpus Name (Categories) Repository/Link to Access Size

[14] OSCAR corpus (web crawling data) OSCAR’s web page https://oscar-project.org
accessed on 3 August 2022 ~82 GB

[15] Arabic Wikipedia articles (encyclopedia articles)
Wikimedia dump:
https://dumps.wikimedia.org/arwiki/
accessed on 3 August 2022

~2.27 GB

[16] Aljazeera News (Aljazeera articles through
web scraping)

Kaggle:
https://www.kaggle.com/datasets/arhouati/
arabic-news-articles-from-aljazeeranet accessed
on 10 August 2022

~1.67 GB

[17] SANAD (culture, health, politics, religion, and tech)
Kaggle: https://www.kaggle.com/datasets/
haithemhermessi/sanad-dataset accessed on
10 August 2022

~180 MB

[18] KSUCCA (classical Islamic Arabic texts)
SourceForge:
https://sourceforge.net/projects/ksucca-corpus/
accessed on 16 September 2022

~462 MB

[19] Arabic BERT Corpus (historical and Arabic
Wikipedia)

Kaggle: https://www.kaggle.com/datasets/
abedkhooli/arabic-bert-corpus accessed on
10 August 2022

~6 GB

[20] Arabic News Dataset (entrepreneurship, science,
and tech)

Kaggle: https://www.kaggle.com/datasets/
asmaaabdelwahab/arabic-news-dataset
accessed 10 August 2022

~33 MB

[21] Watan/Khaleej news (culture, religion,
economy, sport)

Soft112.com: https://arabic-corpus.soft112.com
accessed on 26 September 2022 ~152 MB

[22] Tashkeela (Islamic classical books)
SourceForge:
https://sourceforge.net/projects/tashkeela/
accessed on 16 September 2022

~610 MB

[23] ANT (culture, economy, politics, society, and sport) GitHub: https://antcorpus.github.io accessed
on 13 August 2022 ~18 MB

[24] MNAD (business, policy, national, health, sport,
and tech)

Kaggle:
https://www.kaggle.com/datasets/jmourad1
00/mnad-moroccan-news-articles-dataset
accessed on 10 August 2022

~1.06 GB

[25] CC100-Aarbic Dataset (web crawling data)
Metatext:
https://metatext.io/datasets/cc100-arabic
accessed on 27 August 2022

~28 GB

[26] EASC (Arabic articles with
human-generated summaries)

Metatext: https://metatext.io/datasets/essex-
arabic-summaries-corpus-(easc) accessed on 29
August 2022

~3.2 MB

[27] Arabic in Business and Management
Corpora (economic)

Metatext: https://metatext.io/datasets/arabic-
in-business-and-management-corpora-(abmc)
accessed on 29 August 2022

~4.5 MB

[28] Abu El-Khair corpus (articles from eight
Arabic countries)

Abu El-Khair’s web page:
http://www.abuelkhair.net/index.php/en/
arabic/abu-el-khair-corpus accessed on
20 September 2022

~18 GB

https://oscar-project.org
https://dumps.wikimedia.org/arwiki/
https://www.kaggle.com/datasets/arhouati/arabic-news-articles-from-aljazeeranet
https://www.kaggle.com/datasets/arhouati/arabic-news-articles-from-aljazeeranet
https://www.kaggle.com/datasets/haithemhermessi/sanad-dataset
https://www.kaggle.com/datasets/haithemhermessi/sanad-dataset
https://sourceforge.net/projects/ksucca-corpus/
https://www.kaggle.com/datasets/abedkhooli/arabic-bert-corpus
https://www.kaggle.com/datasets/abedkhooli/arabic-bert-corpus
https://www.kaggle.com/datasets/asmaaabdelwahab/arabic-news-dataset
https://www.kaggle.com/datasets/asmaaabdelwahab/arabic-news-dataset
https://arabic-corpus.soft112.com
https://sourceforge.net/projects/tashkeela/
https://antcorpus.github.io
https://www.kaggle.com/datasets/jmourad100/mnad-moroccan-news-articles-dataset
https://www.kaggle.com/datasets/jmourad100/mnad-moroccan-news-articles-dataset
https://metatext.io/datasets/cc100-arabic
https://metatext.io/datasets/essex-arabic-summaries-corpus-(easc
https://metatext.io/datasets/essex-arabic-summaries-corpus-(easc
https://metatext.io/datasets/arabic-in-business-and-management-corpora-(abmc
https://metatext.io/datasets/arabic-in-business-and-management-corpora-(abmc
http://www.abuelkhair.net/index.php/en/arabic/abu-el-khair-corpus
http://www.abuelkhair.net/index.php/en/arabic/abu-el-khair-corpus


Appl. Sci. 2024, 14, 5294 7 of 27

Table 3. Cont.

Ref. Corpus Name (Categories) Repository/Link to Access Size

[29] Saudi-NewsNet (Saudi newspapers articles) Metatext: https://metatext.io/datasets/saudi-
newspapers-corpus accessed on 27 August 2022 ~103 MB

[30] News Commentary (political and economic)
OPUS: https://opus.nlpl.eu/results/ar&ar/
corpus-result-table accessed on
26 September 2022

~119 MB

[31] OSIAN (international Arabic news) CLARIN https://vlo.clarin.eu/search?0
accessed on 23 September 2022 ~3 GB

[32] KACST (Islamic topics and Arabic poems)
SourceForge: https:
//sourceforge.net/projects/kacst-acptool/
accessed on 16 September 2022

~13.6 MB

[33] Arabic Big Corpus (Arabic book reviews)
GitHub: https:
//github.com/mohataher/arabic_big_corpus
accessed on 13 August 2022

~746 KB

[34] AKEC (Arabic articles and their key phrases) GitHub: https://github.com/ailab-uniud/akec
accessed on 13 August 2022 ~1.3 MB

[31] Osac (economic, history, education, religious,
and health)

GitHub:
https://github.com/motazsaad/osac-corpus
accessed on 13 August 2022

~567 KB

[35] BBC Crawler (business and sport)
GitHub:
https://github.com/motazsaad/bbc-crawler
accessed on 13 August 2022

~38 MB

[36] Arabic Stories Corpus (short stories)
GitHub: https://github.com/motazsaad/
Arabic-Stories-Corpus accessed on
13 August 2022

~606 KB

[37] Arabic-News (different categories)
GitHub:
https://github.com/motazsaad/Arabic-News
accessed on 13 August 2022

~1.78 GB

[38] Tashkeela2 (economy, health, politics,
sport, sociology)

GitHub: https://github.com/motazsaad/
tashkeela2/tree/master/data accessed on
13 August 2022

~9 MB

[39] Ajdir Corpus (BBC, CNN, and Aljazeera news)
AraCorpus’s web page: http://aracorpus.e3rab.
com/argistestsrv.nmsu.edu/AraCorpus/
accessed on 16 September 2022

~918 MB

[40] Common Crawl (CC) (web crawling data) STATM: https://data.statmt.org/ngrams/raw/
accessed on 1 September 2022 ~457 GB

[41] Shamela Corpus (Islamic topics)
GitHub: https:
//github.com/OpenITI/RAWrabica045000
accessed on 14 August 2022

~12.01 GB

[42] Commonsense Validation (commonsense sentences)
Metatext: https://metatext.io/datasets/arabic-
dataset-for-commonsense-validation- accessed
on 27 August 2022

~1.5 MB

[43] QED Corpus (education lectures)
Qatar Computing Research Institute:
https://alt.qcri.org/resources/qedcorpus/
accessed on 16 September 2022

~11 MB

[44] ArSAS Corpus (Arabic tweets)
SMASH: https://homepages.inf.ed.ac.uk/
wmagdy/resources.htm accessed on
17 September 2022

~1.9 MB
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https://metatext.io/datasets/saudi-newspapers-corpus
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https://github.com/ailab-uniud/akec
https://github.com/motazsaad/osac-corpus
https://github.com/motazsaad/bbc-crawler
https://github.com/motazsaad/Arabic-Stories-Corpus
https://github.com/motazsaad/Arabic-Stories-Corpus
https://github.com/motazsaad/Arabic-News
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https://github.com/motazsaad/tashkeela2/tree/master/data
http://aracorpus.e3rab.com/argistestsrv.nmsu.edu/AraCorpus/
http://aracorpus.e3rab.com/argistestsrv.nmsu.edu/AraCorpus/
https://data.statmt.org/ngrams/raw/
https://github.com/OpenITI/RAWrabica045000
https://github.com/OpenITI/RAWrabica045000
https://metatext.io/datasets/arabic-dataset-for-commonsense-validation
https://metatext.io/datasets/arabic-dataset-for-commonsense-validation
https://alt.qcri.org/resources/qedcorpus/
https://homepages.inf.ed.ac.uk/wmagdy/resources.htm
https://homepages.inf.ed.ac.uk/wmagdy/resources.htm
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Table 3. Cont.

Ref. Corpus Name (Categories) Repository/Link to Access Size

[45] BRAD-Arabic-Dataset (book reviews)
GitHub: https://github.com/elnagara/BRAD-
Arabic-Dataset/tree/master/data accessed on
16 August 2022

~11.61 GB

[46] Osman Arabic Text Readability (narratives)
SourceForge: https:
//sourceforge.net/projects/osmanreadability/
accessed on 16 September 2022

~49 MB

[47] CLCL (Arabic, French, and English
Wikipedia articles)

SourceForge:
https://sourceforge.net/projects/crlcl/
accessed on 16 September 2022

~4.4 MB

[48] Arabic Corpus (Arabic books)
SourceForge: https:
//sourceforge.net/projects/newarabiccorpus/
accessed on 16 September 2022

~233 MB

[49] Arabic word corpus (different categories)
SourceForge: https://sourceforge.net/projects/
arabicwordcorpu/files/ accessed on
17 September 2022

~5.4 MB

[50] A Corpus of Arabic Literature (history)
Zenodo: https:
//zenodo.org/record/5772261#.Y2eeoi8RrqR
accessed on 23 September 2022

~190 MB

[51] OpenITI Corpus (Islamic topics)
GitHub: https://github.com/OpenITI/
RELEASE/tree/v2019.1.1 accessed on
16 August 2022

~2 GB

[52] Arabic learner corpus (education)
Arabic Learner Corpus website:
https://www.arabiclearnercorpus.com
accessed on 23 September 2022

~2.3 MB

[53] Kunuz corpus (Islamic books)
JARIR at Manouba University:
http://www.jarir.tn/kunuzcorpus accessed on
23 September 2022

~42 MB

[54] Habibi corpus (Arabic song lyrics)
Habibi’s web page:
http://ucrel-web.lancaster.ac.uk/habibi/
accessed on 23 September 2022

~135 MB

[55] Hindawi Books (science, literature, sport, and
health)

Hindawi’s web page:
https://www.hindawi.org/books/ accessed on
28 September 2022

~27 GB

[56] OpenArabic/1300AH (Islamic topic)
GitHub repository:
https://github.com/OpenArabic/1300AH
accessed on 16 August 2022

~731 MB

[57] Corpora-List (classical text)
Corpora-List’s web page: http://korpus.uib.no/
icame/corpora/2004-2/0064.html accessed on
16 September 2022

~894 MB

[58] AraNPCC (medical)
Internet Archive library:
https://archive.org/details/AraNPCC
accessed on 20 September 2022

21 GB

[59] OpenITI-proc corpus (Islamic sentences)
Zenodo: https:
//zenodo.org/record/2535593#.Y4NKBi8RpD2
accessed on 23 September 2022

13 GB

[60] Corpora Arabic (news crawl)
Leipzig Corpora collection: https://wortschatz.
uni-leipzig.de/en/download/Arabic accessed
on 23 September 2022

1.8 GB

Total before/after filtering and preprocessing of the corpus Roughly 833 GB of material was collected/112 GB; the corpus
was called “AraFast”.

https://github.com/elnagara/BRAD-Arabic-Dataset/tree/master/data
https://github.com/elnagara/BRAD-Arabic-Dataset/tree/master/data
https://sourceforge.net/projects/osmanreadability/
https://sourceforge.net/projects/osmanreadability/
https://sourceforge.net/projects/crlcl/
https://sourceforge.net/projects/newarabiccorpus/
https://sourceforge.net/projects/newarabiccorpus/
https://sourceforge.net/projects/arabicwordcorpu/files/
https://sourceforge.net/projects/arabicwordcorpu/files/
https://zenodo.org/record/5772261#.Y2eeoi8RrqR
https://zenodo.org/record/5772261#.Y2eeoi8RrqR
https://github.com/OpenITI/RELEASE/tree/v2019.1.1
https://github.com/OpenITI/RELEASE/tree/v2019.1.1
https://www.arabiclearnercorpus.com
http://www.jarir.tn/kunuzcorpus
http://ucrel-web.lancaster.ac.uk/habibi/
https://www.hindawi.org/books/
https://github.com/OpenArabic/1300AH
http://korpus.uib.no/icame/corpora/2004-2/0064.html
http://korpus.uib.no/icame/corpora/2004-2/0064.html
https://archive.org/details/AraNPCC
https://zenodo.org/record/2535593#.Y4NKBi8RpD2
https://zenodo.org/record/2535593#.Y4NKBi8RpD2
https://wortschatz.uni-leipzig.de/en/download/Arabic
https://wortschatz.uni-leipzig.de/en/download/Arabic
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4.4. Preliminary Processing

After the data collection and scraping processes were complete, the data for processing
were then ready for preprocessing. This process involved filtering and tagging the data,
which were primarily HTML pages with various Arabic encodings. For example, a Python
verion 3.8.3 script was used to convert articles from the HTML format to plain text for the
Watan and Khaleej news corpus [6,21]. Meanwhile, certain files that contained unreadable
symbols required decoding to UTF-8, which made the text accessible on web pages and
to the Arabic model. It was important to decode all collected text to a unified Unicode
standard format. Subsequently, the data were converted to follow a standardized encoding
suitable for further analysis using Python scripts.

In the case of Wikipedia text, the tags and titles were removed, leaving only the
contents of the articles, which were then saved in plain text format. The WikiExtractor
verion 3.3 tool was used for Arabic Wikipedia articles. Numerous corpora, especially
Arabic news articles, were downloaded in CSV format. A Python script was then used to
extract the articles and save them in plain text format.

For large corpora such as common crawl (CC) [40], the BigTextFileSplitter verion 3.8.2
(https://www.withdata.com/big-text-file-splitter/ accessed on 2 April 2023) tool was used
to split such large corpora. Furthermore, some texts, such as the Tashkeela corpora [22],
contained emojis and diacritics, which were removed using Python scripts. Several corpora,
such as the Saudi-NewsNeCorpus, were converted from JSON format to plain text via a
Python script.

The size of the collected corpora was 833 GB before scanning, filtering, and selecting
the relevant data. After removing repeated articles and files, the size was reduced to 756 GB.
Then, the process of extracting text and articles from various file types, such as converting
EPUB to TXT format, was applied, resulting in about 720 GB of data. After applying
preprocessing steps to clean the data, noisy data were identified and removed, reducing the
corpus size to roughly 249 GB. Following this stage, the preprocessing step was conducted.

For preprocessing in general, Figure 2 illustrates the main preprocessing steps for
cleaning and organizing Arabic corpora. The process begins with the collection of corpora,
followed by the inspection of files and articles to identify duplicates. If duplicate articles
or files are found, they are removed. The next step involves checking for duplicated text
within the files. If duplicated text is detected, this text is also removed. Once the data are
free of duplicates, unwanted characters, symbols, and links are removed to ensure that
the text is clean. Finally, the cleaned text is saved as a separate file in a directory named
AraFast corpus, marking the end of the preprocessing stage.
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In the preprocessing stage, the steps detailed in Algorithms 1 and 2 are followed to
prepare and clean the overall corpus for training language models. Algorithm 1 enhances
the quality and consistency of Arabic text data by removing redundancies and various
forms of noise. It starts by identifying and excluding duplicate entries across different files
to maintain dataset integrity. It then performs text cleaning operations, including removing
URLs, links, emails, HTML line breaks, markup, repeated characters, extra spaces, and
other unwanted elements such as Tatweel, punctuation, noisy characters, and diacritics. It
also replaces slashes with dashes and ensures proper spacing around non-Arabic digits,
English digits, brackets, and between words and numbers. This thorough cleaning and
standardization process improve dataset quality, making it more suitable for training
Arabic language models and other NLP tasks. Well-processed and clean text is essential for
achieving accurate and reliable results and for the effective training of pretrained language
models (PLMs).

Additionally, Algorithm 2 merges preprocessed text files into a single directory for
easier organization and management. It starts by ensuring the existence of an output
folder, creating one if necessary. It then iterates through a list of preprocessed text files,
reading each file’s content and saving it with a unique name in the output folder. This
process centralizes the preprocessed text files, supporting enhanced data management and
facilitating subsequent analysis or training of language models. Having all preprocessed
text in one location is crucial for systematic data handling and the effective training of
PLMs. The above preprocessing algorithms resulted in a cleaned and preprocessed corpus
of 112 GB in size, ready to be used for pretraining a language model.

4.5. Results of the Analysis

In the following section, the findings of the data analysis are presented in Table 3,
with a specific focus on freely accessible Arabic corpora. As shown in Figure 3, most of the
corpora were obtained from reliable repositories, with a considerable number retrieved
from the GitHub repository. However, it is worth noting that of the 48 corpora analyzed,
17 were obtained from alternative sources, namely, websites owned by the respective
researcher or publisher.

Appl. Sci. 2024, 14, x FOR PEER REVIEW 10 of 27 
 

from the GitHub repository. However, it is worth noting that of the 48 corpora analyzed, 
17 were obtained from alternative sources, namely, websites owned by the respective re-
searcher or publisher. 

 
Figure 3. Most widely used repositories to host corpora. 

In terms of corpus size, the analysis revealed that 20 corpora were measured in giga-
bytes (GB), 25 were measured in kilobytes (KB), and the remaining 3 were measured in 
megabytes (MB), as shown in Figure 4. The variations in corpus size may be due to differ-
ences in content type and format. Corpora such as open super-large crawled aggregated 
corpus (OSCAR) involve the continuous generation of content [14]; in contrast, other cor-
pora, such as common crawl (CC) corpora, consist of data scraped from the web over sev-
eral years [25], and some corpora, such as Hindawi, are derived from books. Such corpora 
tend to be of larger sizes measured in GB; in contrast, corpora that primarily contain arti-
cles extracted from CSV files and converted to plain text are in measured KB.  

Algorithm 1: Preprocessing algorithm for Arabic raw text 
 Input: Raw text (text) 
 Output: Preprocessed text  
 BEGIN 

1  Function preprocess (text): 
2   Initialize unique-texts as an empty set//Initialize a set to store unique texts 
3   For each file-1 in folder-1://Loop through the files in folder-1 
4    For each file-n in folder-n://Loop through the files in folder-n 
5     If file-1.strip() is equal to file-n.strip()://Check for duplicate texts 
6      Continue to the next iteration//If duplicate, continue to the next iteration 
7     End If 
8     Add file-1.strip() to unique-texts//Add the text to unique-texts if not a duplicate 
9    End For 

10   End For 
11   Remove URLs from text//Text cleaning operations 
12   Remove links from text 
13   Remove emails from text 
14   Remove HTML line breaks from text 
15   Remove HTML/XML markup from text 

Figure 3. Most widely used repositories to host corpora.

In terms of corpus size, the analysis revealed that 20 corpora were measured in
gigabytes (GB), 25 were measured in kilobytes (KB), and the remaining 3 were measured
in megabytes (MB), as shown in Figure 4. The variations in corpus size may be due
to differences in content type and format. Corpora such as open super-large crawled
aggregated corpus (OSCAR) involve the continuous generation of content [14]; in contrast,
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other corpora, such as common crawl (CC) corpora, consist of data scraped from the web
over several years [25], and some corpora, such as Hindawi, are derived from books. Such
corpora tend to be of larger sizes measured in GB; in contrast, corpora that primarily
contain articles extracted from CSV files and converted to plain text are in measured KB.

Algorithm 1: Preprocessing algorithm for Arabic raw text
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Our analysis of the collected corpora led to several key findings. First, the majority of
corpora were obtained from well-established repositories, with GitHub emerging as the
most prominent platform. This finding highlights the significance of these repositories as
valuable sources of corpus content and their crucial role in facilitating knowledge sharing
and collaboration. The analysis further revealed variations in corpus size, which ranged
from GB to KB and MB. These differences are indicative of diverse content types and
formats, emphasizing the importance of considering storage capacity and bandwidth
limitations when working with corpora of different sizes.

5. Training an Arabic Transformer Model Using the AraFast Corpus

In the present study, a large MSA corpus (AraFast) was developed to train an Arabic
transformer model, and then we conducted a study to understand how well this corpus
works. Four experiments were set up to identify the best version of the corpus and to
determine how the size of the corpus would affect model training. Various forms of
the AraFast corpus were tested, including segmented, unsegmented, web-scraped, and
smaller versions.

To construct the experiments and obtain the best version of the AraFast corpus, we
proposed two Arabic transformer models: AraFastQA-mini, and AraFastQA-base, which
were both examined. The AraFastQA-mini model was pretrained on a 10 GB segmented
corpus (which is mentioned in Section 5.3); AraFastQA-base, in contrast, was pretrained
on the 112 GB segmented AraFast corpus (which is mentioned in Section 5.2). Both
models were developed with enhancements to the masking language modeling objective
function, building on AraBERT [61] and other transformers based on BERT versions [19].
Departing from predictions of a single token in a sentence, the proposed models predict
spans (continuous tokens) within a sentence. Additionally, the models employ a dynamic
masking strategy inspired by RoBERTa [62], as opposed to the static masking strategy used
in BERT. The use of this novel approach aims to improve the models’ ability to capture
context and dependencies within continuous segments of text.

In BERT, token masking occurs before pretraining begins, and it remains constant
throughout the training process. This static approach implies that the same set of tokens
is consistently masked whenever a particular sentence appears in training instances. In
contrast, RoBERTa employs a dynamic masking strategy, where tokens to be masked are
randomly chosen anew in each training epoch. This means that each time a sentence is
processed during training, a different set of tokens may be masked. This dynamic approach
allows the model to learn from a diverse range of masked patterns, potentially leading
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to robust learning and generalization. All of the experiments were conducted using the
proposed base vserion of AraFastQA model.

Table 4 outlines the experimental setup with a maximum sequence length of 512,
a training batch size of 256, 2.4 million training steps, and the AdamW optimizer. The
optimizer was utilized for training, ensuring efficient and effective optimization of the
model parameters. The experimental setup of the two models (AraFastQA mini and
base) is identical. In addition, in Table 4, the AraFast mini and base configurations are
provided, featuring 110 million parameters, a 100,000-token vocabulary size, 14.2 billion
tokens, 534 million sentences, a 12-layer encoder architecture with 12 attention heads and
768 hidden sizes, a 1 × 10−4 learning rate, span and dynamic masked language modeling
tasks, and a WordPiece tokenizer.

Table 4. AraFast mini and base configuration with their experimental setup.

Argument Value/Method

Maximum sequence length 512

Training batch size 256

Training steps 2.4 M

Optimizer AdamW

Parameters’ number 110 M

Vocabulary size 100 K

Number of tokens/sentences 14.2 B/534 M

Encoder architecture 12 layers, 12 attention heads, and 768 hidden sizes

Learning Rate 1 × 10−4

Pre-training task Span and dynamic masked language modeling

Tokenizer WordPiece

The findings of our experiments were used to address both RQ2, “Does pretraining
a transformer model on a large Arabic corpus that includes web-scraped data lead to
worse performance than training without web-scraped data and noise?”, and RQ3, “Does
pretraining a transformer model on a segmented Arabic corpus lead to better performance
than training the model on an unsegmented Arabic corpus?”. Further details about the
experiments are provided below.

5.1. Web-Scraped AraFast Corpus

In the NLP domain, training language models on Arabic text, particularly data acquired
through web scraping, involves significant challenges related to the nature and cleanness
of data. Arabic, characterized by its rich morphology and complex script, presents unique
challenges in NLP. Factors such as the use of dialects, the absence of diacritics, and variations
in encoding can lead to inconsistencies in the text data, impacting training stability.

The following subsection is a response to RQ2, “Does pretraining a transformer model
on a large Arabic corpus that includes web-scraped data lead to worse performance than
training without web-scraped data and noise?”. Therefore, to investigate the efficiency of
the Arabic web-scraping corpus, a proposed transformer model was trained on a dataset of
Arabic text obtained through web scraping, specifically common crawl (CC) data [40]. The
size of the Arabic corpus containing CC data was roughly 700 GB. Notably, when training
the proposed model on a larger corpus of CC data, an exploding loss curve was observed,
indicating that the model was unable to learn. Figure 5 shows the exploding gradients for
the model, particularly the epochs where the training data included high levels of noise.
This was evident in the sudden spikes in the loss curve. The loss value of training the
model on Arabic text with noise was roughly 131.3 at step 700 K. This value indicates that
the model could not correctly predict the masked tokens.
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To investigate the reasons for the noise, the Arabic corpus was examined and cleaned
several times. It was found that the main problem was in the method of scraping data from
the web. The size of the CC data was about 457 GB, and many issues affecting this data
could not be fixed. For example, many words were not meaningful due to repeated letters
and concatenated words, for example, “ �

I�.�Ë@
�
éªÒm.

Ì'A��
Ò
	
mÌ'@Z AªK. QË @ , ½¾ººº» , @ @ @ @ @ @ , ©ë”, which

means “ha, aaaaa, kkkkkk, wednesdaythursdayfridaysaturday” in English abbreviations
such as
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, which means “peace be upon him” in English and short letters. The high
frequency of such words led to the created vocabulary list of 700 GB in size being unclean,
featuring a lot of meaningless tokens (Figure 6). All of these tokens were found in the
original files of text, even though they were preprocessed many times, indicating that there
was a problem in the process of extracting the data from the web. In tokenization, the ##
symbol indicates that a token is a continuation of a word that started with a previous token.
An example of concatenating words is “ �

é«AJ.¢ë
Q�.
�
J
	
K @YJ
ªË@

�
èY«A�ÒªÒ

�
Jj. ÖÏ @” which equivalent to

“communityhelpEidyouobeyprint” in English.To overcome this and obtain a clean and
meaningful corpus, the CC files were removed, as they were disqualified for the Arabic
language models.
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The exploding gradient phenomenon during the training phase of the language model
was a prominent issue encountered due to the noisy nature of web-scraped data [63]. The
process of training language models on Arabic text sourced from the web entailed handling
various forms of noise, such as inconsistent spellings, colloquial language variations, and
a variety of dialects. Noise can worsen the problem of exploding gradients, a situation
where the gradients of the loss value of a model become excessively large, impeding the
training and learning process [64]. Exploding gradients occur when large error gradients
accumulate, causing vast updates to the neural network weights during training. This
process often leads to an unstable network, and the model fails to converge or produces
erratic predictions.
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Training deep learning (DL) models on clean Arabic text is crucial for achieving high
accuracy and efficiency in NLP tasks. Arabic poses unique challenges in text processing
due to its complex morphology and script. Clean and well-structured data ensure that
nuances such as diacritics, word segmentation, and context are accurately captured [65].
This is particularly important for tasks such as text classification, machine translation, QA,
text generation, and sentiment analysis, where the quality of input data directly affects the
model’s performance. Moreover, clean data aid in avoiding the common pitfalls of training
on noisy data, such as overfitting to irrelevant features or misinterpreting the syntax and
semantics of the language [66]. Therefore, investing time and resources in preprocessing
and cleaning Arabic datasets is essential for developing robust and effective NLP models
tailored to the Arabic language.

5.2. Segmented and Unsegmented Versions of the AraFast Corpus

The findings presented in the following subsection respond to RQ3, “Does pretraining
a transformer model on a segmented Arabic corpus lead to better performance than training
the model on an unsegmented Arabic corpus?”

In order to answer RQ3, in the following study, the web-scraped data were removed
from the AraFast corpus to make improvements for training the model. The size of the
updated corpus was roughly 112 GB. This version of the corpus was used to determine
how segmenting the text would affect training performance.

The Arabic language is characterized by lexical sparsity due to its complicated concate-
native system [67]. This characteristic results in words taking various forms while retaining
the same meaning. For example, the word “ÑêºJ


	
®ºJ
�

	
¯”, which translates to “will suffice you

against them” in English, is composed of multiple parts within a single word. In Arabic
morphology, the definite article “È@—Al”, equivalent to “the” in English, is always prefixed
to other words, but is not an inherent part of those words [61]. Consequently, direct tok-
enization of the corpus results in tokens appearing twice: once with “Al-”, and once without.
For instance, both “ �

é
	
JK
YÓ—madinah” and “ �

é
	
JK
YÖÏ@—Almadina”, “city” in English, must be

included in the vocabulary, leading to significant redundancy. To mitigate this issue, we
first segmented the words using Farasa [68] into stems, prefixes, and suffixes. For example,
“ �é�PYÖÏ@—Almadrasah”, “school” in English, is segmented into “+È@

�
è+ �PYÓ—Al + madrasa

+ h”. Subsequently, we employed a WordPiece tokenizer to generate the vocabulary list.
Initially, the proposed transformer model was trained on Arabic text without a seg-

menter such as Farasa, and the results were notably poor (Figure 7). This was evidenced
by a high loss value of approximately 1.3 at 829 K steps out of 2.4 M. Furthermore, the
loss value increased as the number of steps increased. The inefficacy of this approach was
primarily attributed to the inherent complexities of Arabic, a language characterized by rich
morphological structures and a plethora of syntactic intricacies [67]. The absence of vowels
in written text, the prevalence of morphology, the use of diacritics, and dots on letters such
as “ø



” Hamzah “significantly complicate Arabic language processing tasks [69]. Figure 6

shows the loss curve of training the proposed model with the segmented Arabic corpus.
Without segmentation, the model struggled to differentiate between root words and their
bound morphemes, leading to superficial understanding and processing of the language,
as reflected by the high loss value [61].

In contrast, the incorporation of the Farasa segmenter, which is known for its profi-
ciency in Arabic morphological analysis, drastically improved the model’s performance [67].
Farasa efficiently decomposes words into their base forms and morphemes, enabling mod-
els to capture linguistic subtleties with greater precision [68]. This strategic enhancement
led to a more stabilized and effective training process, as indicated by the reduced loss
value of around 0.1 when training the proposed model on the segmented Arabic corpus.
Figure 8 depicts the loss curve when training the model on segmented text. As shown, the
value reached around 0.16 at step 1.65 M, a small value compared to the value obtained
when training the model on unsegmented Arabic text. The significant decrease in the
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loss value demonstrated the improved capability of the model to grasp and internalize
the linguistic nuances of Arabic, thus facilitating a more accurate and efficient learning
curve. This decrease indicates that the model was able to learn more as the number of
steps increased. Figure 9 represents a sample of segmented text. It is a part of an Arabic
text discussing ignorance and how to overcome it. The red dotted lines, as a caution, are
because the words are segmented using the Farasa tool, which segments text into parts
using the (+) symbol to indicate if the part follows or is followed by another part of the
same word.
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A loss value that decreases during training is preferable. In machine learning (ML)
and DL, especially when training language models such as transformers, the loss value is
a measure of how well the model is performing with respect to its training objective. A
low loss value indicates that the predictions of the model are close to the actual outcomes,
highlighting the accuracy and effectiveness of the model [70]. Therefore, a decreasing loss
value during training is a positive sign, as it means that the model is learning and that its
ability to make predictions or generate text accurately is improving over time.
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The findings of this comparative study underscore the critical role of segmentation
in Arabic language modeling and the effectiveness of Farasa in optimizing model perfor-
mance. The contrast between the performance levels of the model with and without Farasa
emphasizes the need to incorporate advanced linguistic tools for languages with complex
morphological structures such as Arabic.

5.3. Mini AraFast Corpus

To investigate the effect of corpus size on the language model’s performance, an
experiment was conducted to train the transformer model on roughly 10 GB of data or less.
This mini corpus was extracted from the large AraFast corpus of 112 GB in size. In Figure 10,
the training loss curve for the transformer model is shown. The loss value reached roughly
0.24 at step 2.4 M; in contrast, it reached 0.37 at step 2.3 M. This result can be attributed to
the model being trained only on text from Arabic Wikipedia and Abu-Elkhair news [28],
which constituted the mini version of the AraFast corpus. Moreover, there was no diversity
in the domains of those texts. Due to the small data size and the limited domains, the
vocabulary size was only about 10 K tokens, potentially affecting the performance of the
training model.
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5.4. Results and Discussion: Training an Arabic Transformer Model

In the following section, the key findings of the four experiments conducted using
the AraFast corpus are discussed. To illustrate the general behavior of the transformer
model, seven representative steps of the training process with extraction of their loss values
were selected for all four versions of the AraFast corpus. Choosing these specific steps
allowed for a focused analysis of the model’s performance and the impact of different
corpus configurations on the training outcomes.
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In Table 5 and Figure 11, the training loss values for the different versions of the
proposed model are presented, namely, the mini model, the base model with segmentation
(seg.), the base model without segmentation, and the base model trained with noise, which
included data obtained following web scraping. The mini version exhibited a consistent
and steady decrease in loss as the number of steps increased, which suggests that effective
learning and generalization took place. The lowest loss value was seen at 2 M steps,
indicating that longer training leads to better performance with this model. The optimal
value of loss should be between 0 and 1, and should be less than the value at the start of
training. As the loss value decreases, the model’s learning improves. For instance, the loss
values of the mini and base models with segmentation, as shown in Table 5, dramatically
decreased as the model was trained on a high-quality corpus excluding noisy data.

Table 5. Training loss values for the AraFast QA experimental models.

Step Number Mini Base with Seg. Base without Seg. Base with Noise

10 K 2.7 4.6 4.68 300
50 K 0.91 1.22 2.3 231

100 K 0.83 0.55 1.46 6.47
500 K 0.77 0.28 0.9 1.17
1 M 0.7 0.2 17.3 890

1.5 M 0.43 0.15 23.07 760
2 M 0.24 0.1 20.9 870
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The base model with segmentation also showed a decreasing trend in loss, with
significant improvements as training progressed. Segmentation contributed positively to
the learning process, as evidenced by the low loss values compared to the base model
without segmentation. In contrast, the base model without segmentation initially paralleled
the base model with segmentation in terms of loss reduction. However, there was a
dramatic increase in loss after 500 K steps, peaking at 1.5 M steps. This finding indicates
that the problem of exploding loss was due to the representation of noisy data.

Finally, the loss values for the base model with noise were significantly higher than
those of the other models, particularly in the initial stages. A decrease was observed after
100 K steps, followed by irregular increases and decreases. The high loss values may
have been due to the model struggling to generalize the noisy data, although performance
seemed to improve slightly over time before rising again after 1 M steps. The above
findings indicate that the type of data used was not suitable for training, as it contained a
considerable amount of noise and meaningless data.

In sum, the training loss values of the various transformer models with Arabic text
confirmed the significance of several NLP and DL factors. First, the results suggest that
training a model on a large text corpus leads to better performance, as the mini and base
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models demonstrated continuous improvements in loss reduction with large corpus sizes.
This finding further implies that a large corpus can provide diverse examples from which
a model can learn, enhancing its ability to generalize and understand the nuances of
the Arabic language. Second, the application of segmentation in the base model led to
improved outcomes compared to the base model without segmentation. This finding
indicates that segmentation, which involves breaking text into meaningful subunits or
tokens, is a beneficial preprocessing step for Arabic text. It enables models to better capture
the structure of the language and understand the context of words and phrases, which
is particularly important given the morphological complexity of Arabic. Third, the high
loss values of the base model trained with noise highlight the importance of using clean
text for training. The presence of noise (in the form of irrelevant information, errors,
or inconsistencies in the data) can significantly obstruct the learning process, making it
difficult for a model to identify patterns and learn effectively. Thus, ensuring the quality
of data via cleaning and preprocessing is essential for the successful training of language
models on Arabic text.

The above results indicate the necessity of employing the following features: a large,
well-segmented, clean corpus for the development of robust and efficient models for Arabic
NLP tasks. These features are crucial for advancing the NLP field and achieving high levels
of accuracy in various applications, such as question-answering, machine translation, and
text summarization systems.

6. Comparison of the AraFastQA Model Versions and the ARBERT Model
6.1. AraFastQA-Mini and AraFastQA-Base

In the following section, the fourth research question (RQ4), “How does pretraining a
transformer model on a large Arabic corpus impact its accuracy in NLP tasks, specifically
Arabic QA tasks?”, is answered. To explore the above question, a case study using the
AraFast corpus and examining the effects of employing large and small Arabic corpora
is presented.

The significance of utilizing extensive Arabic corpora for training transformer models
has consistently been emphasized in prior research. The authors of several papers have
highlighted the effectiveness of large-scale Arabic language models and their applications
across various NLP tasks. For instance, Alrowili and Vijay-Shanker [71] discussed, in
their study, the development of a large Arabic language model using Funnel Transformer
architecture combined with the ELECTRA objective. Their work underscores the impor-
tance of using a substantial corpus to train models to efficiently handle the intricacies
of the Arabic language. In another study, Antoun et al. [72] introduced AraGPT2, a pre-
trained transformer model for Arabic language generation. The researchers emphasized
the necessity of a large diverse Arabic corpus for pretraining to enhance the model’s per-
formance in generation tasks. Moreover, Abdul-Mageed et al. [73] introduced ARBERT
and MARBERT in their study, deep bidirectional transformers for Arabic, and highlighted
how large-scale Arabic corpora enable these models to better capture the nuances of the
language, leading to improvements in various downstream tasks. Furthermore, Chouikhi
and Alsuhaibani [74] focused on using deep transformer language models for Arabic text
summarization. Their study underscores the importance of using extensive corpora in
training models to effectively summarize Arabic texts, highlighting the vital role of data
volume in model efficacy. In another study, Abdelali et al. [75] explored the interpretation
ability of Arabic transformer models. They discussed the impacts of large-scale Arabic data
on the interpretability and effectiveness of transformer models when processing data in the
Arabic language.

To demonstrate the impact of using large and small Arabic corpora, we examined
the two proposed Arabic transformer models: AraFastQA-mini, and AraFastQA-base.
Moreover, a few-shot learning (FSL) approach was adopted to assess the proposed models’
performance in an Arabic QA task. FSL focuses on enabling models to perform language
tasks with minimal training data, a crucial consideration in NLP, since the process of
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obtaining large, annotated datasets can be expensive and time consuming. For instance, by
exploring low-shot learning in NLP, Xia et al. [76] addressed, in their study, the challenges
of training models with a limited amount of data. Similarly, Ding and Ye [77] discussed,
using bidirectional prompt learning in NLP, a few-shot tasks in their study, highlighting the
models’ adaptability to effective learning from a limited number of examples. Pasunuru
et al. [78] investigated continual few-shot learning for text classification, and highlighted
FSL’s potential in dynamically evolving NLP applications. The findings of the above studies
underscore the growing interest in techniques that reduce dependency on large datasets,
while facilitating effective performance in various NLP tasks.

In Table 6, the results of tuning the two proposed models using the FSL approach are
presented. The F1 and exact match (EM) scores represent the models’ evaluation results
in the Arabic Typologically Diverse Question Answering (TyDi QA) dataset, a benchmark
for information-seeking question answering in typologically diverse languages, including
Arabic [79]. In Table 6, Figures 12 and 13, the performance comparison results of the
AraFastQA-mini and AraFastQA-base models in the Arabic QA task with the Arabic TyDi
QA dataset are presented. The evaluation metrics F1 score and EM are standard metrics for
assessing QA systems.

Table 6. Evaluation results of the proposed models and ARBERT with the TyDi QA dataset.

Number of Shots Metrics AraFastQA-Mini AraFastQA-Base ARBERT ArabicTransformer-Base

16 shots
F1 18.79 26.06 8.80 7.40

EM 3.47 12.24 0.10 0.02

32 shots
F1 22.69 30.66 10.02 7.59

EM 8.46 15.41 0.32 0.32

64 shots
F1 23.03 34.25 16.46 8.36

EM 10.2 19.65 3.04 0.21

128 shots
F1 29.89 48.36 30.24 10.69

EM 13.87 26.38 15.74 0.86

256 shots
F1 36.01 59.51 40.45 26.55

EM 12.06 38.01 22.14 15.20

512 shots
F1 44.5 67.23 57.88 43.85

EM 22.18 46.14 36.59 24.97

1024 shots
F1 58.9 73.23 63.42 61.72

EM 33.62 54.07 40.71 37.35

Full shot
F1 61.68 81.47 71.82 74.88

EM 45.05 66.12 49.83 51.68
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In Table 6, a comprehensive overview of the F1 and EM scores for both models across
different shot settings is shown, ranging from 16 shots to a full shot. The term “shot”
refers to the number of training examples the model has been exposed to, with “full shot”
indicating that training was conducted with the entire dataset.

As shown in Figures 12 and 13, AraFastQA-base consistently outperformed AraFastQA-
mini across all shot settings for both F1 and EM metrics. This trend suggests that the base
model demonstrated stronger Arabic language understanding and processing capabilities
in the context of QA tasks, which can be attributed to the model’s pretraining on a large
Arabic corpus. The incremental improvements observed with increasing shot sizes for
both models indicate that the additional training examples contributed to each model’s
ability to generalize and respond accurately to queries. This trend was particularly evident
in the full-shot setting, as both models exhibited their highest performance. Notably, the
base model consistently maintained a larger margin of improvement over the mini model,
which was pretrained on only 10 GB of data.

The impact of corpus size on model performance was most noticeable in the full-shot
setting, with the AraFastQA-base model significantly outperforming AraFastQA-mini.
AraFastQA-base achieved an F1 score of 81.46 and an EM score of 66.12; in contrast,
AraFastQA-mini’s F1 score was 61.68, and its EM score was 45.05. The substantial differ-
ences highlight the significant advantage of using a large Arabic corpus for comprehensive
tasks such as QA.

The AraFastQA-base model also demonstrated better learning and adaptation ca-
pabilities, as evidenced by its consistent performance across different shot sizes. In the
64-shot setting, for example, the F1 and EM scores of the base model surpassed those of the
mini model by 11.22 points and 9.45 percentages, respectively. The base model not only
began with a higher F1 score, but also showed a steeper improvement curve as more shots
were added.

The performance differences between the AraFastQA-mini and AraFastQA-base mod-
els can be attributed to the significant difference in the pretraining data volume. The base
model’s superior accuracy was likely a result of pretraining on a large corpus of 112 GB,
as compared to the mini model’s 10 GB size. In NLP, the breadth and diversity of the
pretraining corpus are crucial for a model to capture a wide range of linguistic patterns
and contexts. The base model’s exposure to a large Arabic corpus reflected a rich linguistic
experience that equipped the model with a broad knowledge base for extracting answers
and understanding complex language structures.

Overall, AraFastQA-base’s superior performance indicates its potential for practical
applications requiring a high accuracy in understanding Arabic. However, this high
accuracy may come at the cost of increased computational resources and inference times,
which are typical trade-offs when deploying large, capable models in real-world scenarios.
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The collected Arabic corpora are significant for NLP tasks, such as NER and machine
translation. These corpora provide valuable training data for NER models, enabling the
accurate extraction and classification of named entities in Arabic texts. The availability of a
diverse Arabic corpus can also improve the accuracy and fluency of machine translation
systems, contributing to cross-lingual communication. Furthermore, the collected Arabic
corpora can support cross-linguistic studies and comparative linguistic analyses. By com-
paring the Arabic corpus with corpora from other languages, researchers can gain insights
into language structure, evolution, and linguistic phenomena, thereby advancing linguistic
research and understanding of the Arabic language.

6.2. Evaluating AraFastQA-Base against Other Models

The proposed model AraFastQA-base was additionally compared with the ARBERT
model [73]. AraFastQA-base is a large-scale PML model designed specifically for modern
standard Arabic (MSA), and it was trained on 61 GB of SMA text with vocabulary compris-
ing 100 K words. ARBERT was built using the same architecture as BERT-base. In Table 6,
Figures 12 and 13, the F1 scores of the AraFastQA-mini, AraFastQA-base, and ARBERT
models on the TyDi QA dataset across various shot counts are illustrated. AraFastQA-base
consistently outperforms ARBERT, particularly as the shot size increases, indicating its
superior ability to handle the TyDi QA dataset. This is because the AraFastQA-base is
trained to predict spans of tokens rather than just single tokens. This span-based prediction
approach allows AraFastQA to capture more context and generate more coherent and
accurate answers. Additionally, AraFastQA employs a dynamic strategy in predicting
span tokens, which further enhances its ability to adapt to various questions and contexts,
improving its overall performance. In contrast, ARBERT’s single-token prediction approach
limits its contextual understanding and response accuracy.

Moreover, in Table 6, Figures 12 and 13, the performance of ArabicTransfromer [71] on
the TyDi QA dataset is displayed, measured using F1 and EM score across various shot
counts. The ArabicTransformer model, an Arabic language model employing the Funnel
Transformer architecture and the ELECTRA training objective, was pre-trained on a 44 GB
Arabic corpus with a vocabulary size of 50,000 tokens. This model is designed to operate
with lower computational and resource demands compared to models such as AraBERT
and AraELECTRA.

AraFastQA-base consistently outperforms ArabicTransformer-base, demonstrating its
superior ability to handle the dataset, especially as the shot count increases. AraFastQA-
base emerged as the best-performing model, consistently achieving the highest scores
across all shot counts, highlighting its superior performance with larger datasets. Fol-
lowing AraFastQA-base, the ArabicTransformer-base model shows better results, partic-
ularly as the shot count increases, though it still trails behind AraFastQA-base. ARBERT
ranks third, displaying steady improvement with increased shot counts, but ultimately
being outperformed by both the AraFastQA-base and ArabicTransformer-base. Lastly,
AraFastQA-mini is particularly effective in few-shot scenarios, outperforming ARBERT
and ArabicTransformer-base at lower shot counts (16 to 128) due to its tailored design for
limited training data. However, it lags behind the other models as the shot count increases.

One of the key reasons AraFastQA-base outperforms ARBERT and ArabicTransformer
is that it is trained on a larger corpus, has a better understanding of the morphology of the
Arabic language, and can generate more accurate responses. Therefore, while AraFastQA-
base demonstrates significant improvements compared to ARBERT, AraFastQA-mini does
not show the same level of performance, likely due to it being trained on a smaller corpus.

7. Challenges and Limitations

In the following section, the challenges encountered when collecting and preprocess-
ing the Arabic corpora are outlined, and potential solutions are proposed. The primary
challenge was consolidating all available corpora into a single location on the Google
Drive storage platform, a task that spanned approximately six months. The duration of
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this process was influenced by various factors, especially network disconnections, which
impacted the download and upload processes for large text files. This problem was exac-
erbated by the need to restart downloads in the case of network disruptions. To mitigate
this issue and effectively overcome the challenges associated with network interruptions,
the BigTextFileSplitter tool was employed to break down large files into 100 MB segments
during the upload and corpus creation processes.

Another significant challenge revolved around the availability of data. Despite our
comprehensive efforts to include all freely accessible Arabic corpora on the Internet, the
accessibility and diversity of the Arabic corpora remained limited. Notably, there is a
scarcity of publicly available large-scale Arabic text collections, especially when compared
to languages such as English [80], and many publicly available Arabic corpora are either
unclean or exist in formats such as JSON, CSV, and HTML rather than plain text. The rich
dialectal variations in Arabic further complicated the task of gathering representative and
balanced MSA corpora.

The limited availability of Arabic books in text format posed another challenge. The
Hindawi organization’s books were a notable exception, as these were available in PDF
and EBOOK formats. Moreover, Arabic corpora lack coverage in specialized domains and
specific subject areas, hindering the development of domain-specific NLP applications.
Many corpora focus on general language usage, but do not adequately cover the medical,
legal, and scientific domains or the technical literature, which poses challenges for research
in specialized areas.

Addressing the above challenges requires collaborative efforts to collect and share di-
verse, cleaned, domain-specific Arabic corpora. Moreover, investing in linguistic resources
and tools specific to Arabic is crucial to overcoming these limitations and driving advance-
ments in the area of Arabic language processing. This collaborative and resource-centric
approach is pivotal for the development of comprehensive and representative corpora, and
for advancements in various domains of Arabic research and applications.

8. Conclusions

The present study provides a comprehensive understanding of freely available MSA
corpora. A key contribution of this work is the introduction of AraFast, an Arabic corpus de-
signed to facilitate language modeling and NLP tasks. This readily available, preprocessed
corpus can expedite the development of language models and enhance the generation
of contextually relevant Arabic text. The potential applications of AraFast span various
domains, including chatbots, QA systems, summarization tools, and Arabic text generation.
Furthermore, the impact of segmentation and data quality on the AraFast corpus was
evaluated. The study findings also highlight the challenges posed by web-scraped data,
which often introduce noise and inconsistencies, affecting the model’s efficiency. These
evaluations not only validate the robustness of AraFast, but can also guide future corpus
development for Arabic NLP tasks.

For future research, it is suggested to further develop the AraFast corpus by collecting
and preprocessing data on Arabic dialects (AD), including them in the corpus. When the
AraFast corpus contains both MSA and AD, the Arabic PLMs trained on the developed
corpus will be able to handle other NLP tasks for AD as well. Moreover, the proposed
AraFastQA-base model will be compared with a greater number of existing Arabic PLMs
and evaluated on additional Arabic QA datasets.
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