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Abstract: Sensor-based human activity recognition has been widely used in various fields; however,
there are still challenges involving recognition of daily complex human activities using sensors. In
order to solve the problem of timeliness and homogeneity of recognition functions in human activity
recognition models, we propose a human activity recognition model called '‘BSTCA-HAR’ based
on a long short-term memory (LSTM) network. The approach proposed in this paper combines an
attention mechanism and a temporal convolutional network (TCN). The learning and prediction
units in the model can efficiently learn important action data while capturing long time-dependent
information as well as features at different time scales. Our series of experiments on three public
datasets (WISDM, UCI-HAR, and ISLD) with different data features confirm the feasibility of the
proposed method. This method excels in dynamically capturing action features while maintaining a
low number of parameters and achieving a remarkable average accuracy of 93%, proving that the
model has good recognition performance.

Keywords: humanactivity recognition; sensor data; LSTM; deep learning

1. Introduction

Human activity recognition (HAR) has numerous emerging uses that significantly enhance
human wellbeing, such as health monitoring [1], daily activities [2], and telemedicine [3]. The
two primary methods for tracking human activity are computer vision and wearable sensors.
Computer vision-based methods typically use cameras to monitor and record activities [4],
requiring multi-angle adjustments and deep learning techniques to process the captured images.
This complexity makes decoding human activities challenging. Moreover, these methods often
only analyze pixel information in the RGB streams, neglecting the detailed understanding of
human motion and privacy issues, which limits their applicability in certain scenarios.

Comparatively, sensor data preserve privacy, as these data are not affected by light
intensity and do not record facial features. As such, sensor-based HAR has attracted a
great deal of interest [5]. Because it can automatically identify human behaviors from data
acquired by various sensing devices and achieve adequate performance at a relatively
cheap computing cost, it is more palatable to both consumers and researchers [6]. There are
two types of HAR techniques: fixed sensor-based and mobile sensor-based [7]. Continuous
monitoring of a given region is made possible by fixed sensor techniques, which also
usually have cheap deployment and maintenance costs while guaranteeing steady and
dependable data collecting. Unfortunately, their applicability is limited to a small number
of indoor locations due to their susceptibility to ambient occlusion, backdrop, and light
fluctuations [8]. On the other hand, micro-electronic or biochemical-based wearable mobile
sensors are usually small, lightweight, and reasonably priced for individuals to wear. They
can be positioned on various body areas or in the subject’s pocket as needed. We can
now monitor and comprehend human behavior and health like never before thanks to
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the tremendous amount of data created by the recent rapid development of wearable sen-
sors [9]. Wide-ranging real-world uses for wearable-sensor-based health analytics include
surveillance systems, telemedicine, smart healthcare, assisted living facilities, and predic-
tive health diagnostics [10]. In addition to increasing the precision and effectiveness of
human activity detection, wearable sensor technology is portable, low-power, and effective.
It also offers creative and useful solutions for safety monitoring and health management.

Despite these benefits, modeling and analysis are significantly hampered by the
complexity and volume of data produced by wearable sensors. In order to successfully
analyze and interpret the data, a variety of techniques must be applied, including deep
learning and time series modeling. It is possible to identify human behavior more precisely
by analyzing, modeling, comprehending, and producing data from wearable sensors.
Consequently, the research presented in this paper explores activity recognition using
human gesture recognition algorithms based on wearable mobile sensors. This research
is of great significance and value in advancing smart health monitoring, smart wearable
devices, human—computer interaction technologies, and other related fields.

This study introduces a human activity recognition (HAR) model that combines
bidirectional long short-term memory (BiLSTM) with a temporal convolutional network
(TCN) and attention mechanism. The purpose of this integration is to overcome existing
challenges in HAR by increasing the model’s ability to capture temporal patterns and pull
out relevant features from the data, thereby enhancing both the accuracy and dependability
of the system. The pivotal contributions of this endeavor can be summarized as follows:

e The BSTCA-HAR architecture is proposed for accepting raw unlabeled sensor data as
input and then autonomously extracting features. The adaptability of the model is
enhanced through crafting the LSTM and convolutional layers with minimal parame-
ters, which enables the capture of long-term correlations within intricate time series
data while mitigating the risk of model overfitting.

*  We conducted detailed experimental tests on three publicly available mobile sensor
datasets in order to demonstrate the effectiveness of the BSTCA-HAR network in
human activity recognition research. Specifically, we utilized the WISDM, UCI-HAR,
and ISLD datasets to experimentally validate the performance of our model.

*  To demonstrate the superiority of the introduced architecture, we conducted detailed
comparative evaluations, comparing BSTCA-HAR with various techniques described
recently in the literature. These comparative experiments using the same datasets and
evaluation metrics clearly show the advantages of the new architecture in terms of
both performance and effectiveness.

2. Related Work

In recent years, HAR systems based on machine learning (ML) and deep learning (DL)
have become increasingly common [11]. Traditional ML methods emphasize the feature
engineering stage, in which key attributes are pinpointed and distilled to distinguish
between diverse activity profiles and minimize reliance on manual preprocessing. Feature
extraction from primitive data is crucial for the effective operation of HAR systems. These
features are then used as inputs to a classifier for recognizing human behavior. Earlier
studies used the discrete wavelet and Fourier transforms [12] to identify frequency-based
characteristics, then ML methods such as decision trees, logistic regression, and random
forest (RF) to classify the extracted features [13,14]. While these methods can obtain better
results on the HAR problem, they rely heavily on manual feature extraction. This process
is marked by its time-consuming and labor-intensive nature while also being crucially
contingent upon the excellence of feature extraction, factors which can easily lead to
unstable model performance.

DL techniques have been extensively employed within the realm of HAR. Their
attractiveness mainly lies in their ability to automatically extract features without human
intervention. Studies have shown that recurrent neural network (RNN)-based models can
be successfully applied to the problem of human behavior and activity recognition [15],
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effectively recognizing various human activities such as walking and running. However,
the high complexity of RNN models makes it difficult to effectively capture long-term
dependencies. In order to increase the convergence speed of the loss function, scholars
have proposed many RNN improvement methods to optimize model performance [16].

Subsequently, convolutional neural networks (CNN) have excelled in feature extrac-
tion. Mohi ud Din Dar et al. [17] achieved remarkable success in medical image analysis
using a CNN, particularly in the classification of Alzheimer’s disease. Analogous to our ap-
proach in the HAR system, where a CNN is utilized for feature extraction and classification,
converting raw sensor data into high-level abstract sequences addresses the issue of manual
feature extraction in traditional human activity recognition [18]. Zheng et al. [19] converted
trivial accelerometer data into an “image” format, with the convolutional layer extracting
deep spatial features from action video frames; however, its ability to capture temporal
information was limited, and it had difficulty dealing with complex temporal dependen-
cies. In addition, some previous models have utilized transformer-like methods to handle
irregularly sampled time series [20], as in Cho et al. [21], who utilized a self-attention
mechanism in their model for improved human behavior recognition accuracy obtained
better performance than traditional methods. However, these methods are deficient in
capturing temporal information, and cannot effectively handle time series data. To enhance
the model’s ability to capture features at different time scales, researchers have proposed
methods that incorporate multiple DL techniques. Pravanya et al. [22] demonstrated that
an architecture combining CNN and LSTM with an attention mechanism excels in handling
HAR tasks. Their model performed well in multi-scale feature extraction and key feature
recognition. Thakur et al. [23] constructed an end-to-end model that integrates the CNN,
autoencoder (AE), and LSTM architectures, enabling efficient HAR operations without the
need for intricate data preprocessing. Furthermore, in [24] they proposed a method for
hemiplegic gait prediction based on smartphone sensor data, combining both manually
designed and automatically extracted features. However, when dealing with multi-class
tasks and detecting intricately detailed movements, their system still faces challenges such
as structural complexity and high computational costs.

To address the aforementioned limitations, we propose a novel human activity recog-
nition model called BSTCA-HAR. This model deeply integrates the advantages of TCN,
attention mechanisms, and BiLSTM to overcome the constraints of existing solutions in
multiple dimensions. First, in terms of temporal information processing, BSTCA-HAR
employs BiLSTM as one of its core components. Through its unique bidirectional structure,
BiLSTM captures both forward and backward dependencies in sequential data, effectively
enhancing the ability to model long-term temporal dependencies. This feature makes the
model more accurate in parsing complex activity patterns, efficiently bolstering its capacity
to capture prolonged temporal correlations. Second, to meet the need for automated and
efficient feature extraction, BSTCA-HAR integrates a TCN module. TCN, with its unique
causal convolution mechanism, can effectively expand the receptive field without increas-
ing the model’s complexity, thereby automatically extracting features at different temporal
scales. Furthermore, the model incorporates an attention mechanism to further enhance its
feature extraction capabilities. This enables the model to adaptively assess the significance
of features across varying temporal intervals, increasing its sensitivity to key features and
enhancing both feature extraction ability and overall model performance.

In summary, the BSTCA-HAR model constructs an efficient end-to-end HAR system
that not only simplifies the data preprocessing process but also significantly improves
the model’s recognition performance and generalization ability in complex scenarios. It
effectively addresses the shortcomings of existing solutions in feature extraction, temporal
dependency modeling, and feature importance adjustment. Experimental results show that
the BSTCA-HAR model performs excellently on multiple publicly recognized datasets with
good generalization capability, verifying its effectiveness and advancement in addressing
current HAR issues.
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3. Methods
3.1. BiLSTM

LSTM is an RNN that solves the problem of the difficulty RNN models face in handling
long-term dependent data [25]. RNN networks outperform CNNSs in feature extraction
from sequential data by using gated units to control memory forgetting and updating while
selectively retaining long-term and short-term information. In our proposed model, we
employ bidirectional LSTM for enhancing temporal pattern recognition from sequential
data. Each layer comprises 64 memory units, with the input disseminated to distinct
gates—the input gate, the forget gate, and the output gate—that orchestrate the functioning
of each memory cell, governing the flow of information. By leveraging its ability to consider
both past and future information simultaneously, bidirectional LSTM has better ability
to understand the contextual information in sequential data. BiLSTM consists of two
independent LSTM networks; one processes the sequence in chronological order, while
the other processes it in reverse chronological order. Their outputs are then combined and
passed to subsequent layers to capture bidirectional dependencies in the sequential data.

LSTM consists of a set of recurrently connected memory units, each of which contains
one or more cell structures. Each cell structure retains or forgets data information through
different gates. The activation formulas for each LSTM unit are described as follows:

1.  Historical information deemed unnecessary or irrelevant is discarded by the forget
gate, as shown in Equation (1).

ft :U(W}fl’lt_l +Wf*xt—|—bf) (@)
2. The information retained from the previous time step along with the current in-

put information jointly serve as the updated state of the input gate, as shown in
Equations (2) and (3).

C=Wih_1+Wexx;+b;;Cr = ffCr1 + i Gt ©)

3. The current state information is output by the output gate, as shown in Equations (4)
and (5):

or =0(Wyhi—1 +Wyxi+b,) 4)

ht = 0t * tanh(Ct) (5)

where W;, W, Wy, and W, are the corresponding connection weights, while b;, b, b s
and b, are the corresponding biases. The variable f represents the forget factor deter-
mined by the forget gate at time ¢, ¢ is the Sigmoid function, C; corresponds to the
updated value of the cellular state at the moment ¢, and /; corresponds to the output
value of the current neural unit.

3.2. Temporal Convolutional Network

TCN is a network structure proposed by Lea et al. [26] that is more suitable for solving
time series data problems. It consists of stacked one-dimensional convolutional layers, each
with a unique inflated causal convolutional structure; for the causal convolution, the result
at any given time point solely depends on the inputs at that time point and those preceding
it. For a one-dimensional input sequence, the convolution kernel can expand the sensory
field using filter coefficients k and expansion coefficients 4. The expansion convolution
operation is shown as follows:
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k=1
F(s) = ;]f(i)xs—di (6)

where x is the input, f is the filter function, d is the dilation factor, k is the convolution
kernel size, and s — di determines the convolution operation to be performed only on past
input data.

In addition, the training stability of the TCN is crucial for overall model performance,
which is achieved by incorporating residual connections in the TCN network. The proposed
residual connection consists of two layers of causal convolution, ReLU nonlinear activation
function layers, and batch normalization layers. To prevent overfitting, dropout layers are
also included. To accommodate different input and output dimensions, a 1 x 1 convolution
is used to ensure that the elements maintain the same tensor shape after computation. The
batch normalization layer normalizes the feature vectors and parameters from the previous
layer, accelerating neural network training and improving convergence speed and stability.
The expression for the residual connection is

0 = Activation(x + F(x)), )

where x represents the input signal to the residual block, o denotes the output generated by
the residual block, and Activation is the activation function.

3.3. Attention Mechanism

The attention mechanism strategically allocates varying degrees of importance (weights)
to input information, enabling the model to prioritize focus on segments that exhibit
similarity to the input elements, thereby efficiently distilling the salient features within
the sequence.

The attention mechanism determines the hidden state y; generated at each specific
time point by taking a vector x,, as the weighted average of the state sequence y (extracted
key features). In this paper, the output sequence of the BiLSTM is passed into the TCN. The
TCN processes long sequence information through stacked one-dimensional convolutional
layers and residual connections, extracting important features from the sequence. The
hidden state sequence H = [hy, hy, ..., ht| output from the TCN layer is then fed into the
attention layer. The attention mechanism performs a weighted summation of these hidden
states to highlight key features. The attention mechanism first calculates the weight «,,; for
each time step, which represents the importance of each hidden state for the current task.
The formula can be expressed as follows.

exp(eni) (8)

eni = (Moo, yi)ani = g0
i=1 ni

The calculated weights «,,; are used to perform a weighted summation of the hidden
states from the TCN layer, generating a weighted average x,,. The formula can be expressed
as follows:

N
Xn = Z XnilYi ©9)
i=1

where N is the total number of time steps of the input sequence and a,,; is the weight
calculated for each state y;. After the vectors are computed, the vectors can be used to
compute a new state sequence M.

The aggregated context vector x, | is passed to the output layer, where the final output
M = tanh(Wy[x; : y;]) is calculated using the tanh function to generate the final prediction
results. In this way, the attention mechanism plays the role of filtering and enhancing
key features, allowing the model to better capture important information in the action
sequences and improving its recognition accuracy.
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3.4. BSTCA-HAR Prediction Modeling

Based on the proposed improvement of the LSTM neural network, a BSTCA-HAR
action recognition model combining attention mechanism and TCN parts is proposed.
BiLSTM is used as a network layer for feature extraction and preprocessing of the input se-
quence data, which is a three-dimensional tensor, (i.e., Samples, Time_Steps, and Features),
with one processing the sequence front-to-back and the other processing it back-to-front,
leading to a better understanding of the context and coherence of the actions and capturing
the bidirectional information in the action sequences during action recognition.

With the expansion of network depth and iterations, the weights change too quickly
for a network degradation effect to appear. We introduce the TCN to deal with time
series that become too long by using the reusable convolutional layer module and residual
connection to solve the problem of training difficulties” however, it is easy for the model to
ignore key time points or features. The key time points or features can be automatically
identified incorporation of the attention layer, thereby enhancing the precision of the HAR
framework. Figure 1 depicts the BSTCA-HAR model’s network structure.

Input Sequence N
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Figure 1. Framework diagram of the BSTCA-HAR model.

The bidirectional LSTM layer in the BSTCA-HAR model receives a three-dimensional
tensor as its input. To align with the expected input dimensions of the TCN layer, the input
samples introduced for the TCN layer are similarly structured as a three-dimensional tensor.
As a result, there is no need to resize or scale the output of the BiLSTM layer to fit these
dimensions, which streamlines the model’s architecture. The causal convolution process
within the TCN layer performs advanced feature refinement on the feature representation
from the preceding layer, facilitating a deeper level of feature extraction.

It is worth noting that the architecture outlined in this study substitutes for the tra-
ditional fully connected layer with a global average pooling (GAP) layer subsequent to
a 1D convolutional layer. The GAP layer efficiently conducts a global average pooling
operation across each feature map, ensuring a streamlined process with no additional
optimization parameters required within the layer itself. This improvement reduces the
number of parameters for model training from 81,382 to 34,631, which substantially re-
duces the consumed memory and computational cost and somewhat simplifies the model
structure while maintaining the model performance. In addition, we incorporate a batch
normalization (BN) layer subsequent to the GAP layer, aiming to expedite the model’s
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convergence and solve the problem of network training difficulty due to the changing
input data distribution in each layer. Finally, the computational results of the attention
network layer are output through the dense layer, and the output serves as an indication of
the probability of the present sample being part of a specific class. The equation is stated
as follows: &%
5i=¢N

L= €%
where N represents the total number of categories and a; specifically refers to the j-th value
within that output vector.

(10)

4. Experiment and Results
4.1. Datasets

We evaluated our model using the WISDM [27], UCI-HAR [28], and ISLD [29] datasets.
The WISDM dataset comprises accelerometer data from 36 subjects performing six specific
daily activities, as detailed in Table 1. The UCI-HAR dataset includes waist-embedded
sensor data from 30 subjects recording six activities, as detailed in Table 2. The ISLD dataset
consists of data from five sensors recording 18 activities from 10 subjects captured from
five different perspectives, with the category information presented in Table 3. The data
were split based on subject IDs, with the specific training and test sets detailed in Table 4.

Table 1. Activities included in the WISDM Dataset.

Activities Samples Percentage
Walking 424,400 38.6%
Jogging 342,177 31.2%
Upstairs 122,869 11.2%

Downstairs 100,427 9.1%
Sitting 59,939 5.5%
Standing 48,397 4.4%

Table 2. Activities included in the UCI-HAR Dataset.

Activities Samples Percentage
Walking 122,091 16.3%
Upstairs 116,707 15.6%

Downstairs 107,961 14.4%
Sitting 126,677 16.9%

Standing 138,105 18.5%

Laying 136,865 18.3%

Table 3. Activities included in the ISLD Dataset.

Gestures
Bending (Bd) jogging (jg)

Boxing (Bx) Jumping (Jm)

watch-checking (wc) Kicking (Kc)
Arms-crossing (Ac) Jumping-in-place (Jp)

Getting-up (Gu) Pointing (Pt)

Hands-clapping (Hc) Running (rn)
One-hand-waving (Ow) Head-scratching (Hs)

Two-hands-waving (Tw) Sitting-down (Sd)

Standing (St) Walking (Wk)
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Table 4. Sample sizes for the three public datasets.

WISDM UCI-HAR ISLD
Training set 13,654 7319 600
Test set 3036 2947 76

4.2. Experimental Setup

Utilizing an RTX 3090 GPU for effective computation, experiments were carried out
on a Windows 10 operating system and implemented using the TensorFlow and Keras deep
learning frameworks. Python 3.8 was utilized as the programming language. All layers
commenced their training with random weights and biases during the fully supervised
training phase of the model. To calculate the error between the expected and actual
numbers, the cross-entropy function was utilized. The network used the Tanh function
specifically for its attention layer while utilizing the ReLU nonlinear activation function for
the network; the Adam optimizer was chosen for training. During the data preparation
phase, signal interference or equipment malfunction during data collecting led to missing
values, which were first filled using linear interpolation. To lessen the training bias, the
data characteristics were then standardized to a range of 0 to 1. Ultimately, a sliding
window with a 50% overlap was utilized to partition the data, ensuring continuity across
the sequential elements. For the WISDM and UCI-HAR datasets, the sliding window
length was set to 128, while for the ISLD dataset it was set to 28. The user ID of the subject
served as the basis for data segmentation. To achieve optimal performance, extensive
hyperparameter tuning was conducted, including a grid search to determine the optimal
learning rate of 0.001, batch size of 192, and dropout rate of 0.2. The number of training
epochs was set to 100, with a learning rate scheduler employed to gradually reduce the
learning rate of training, ensuring the accuracy and stability of the model.

4.3. Evaluation Metrics

The performance of classifiers in HAR can be measured by a variety of performance
measures; in this paper, we have selected four performance metrics: accuracy, precision,
recall, and F;-Score. Accuracy is defined as the proportion of correctly predicted samples
out of the total number of samples. If the data are balanced, using the accuracy rate to
measure the classification performance is recommended. The accuracy rate is defined as
follows: % However, accuracy metrics do not adequately account for the
bias that arises from unbalanced datasets; thus, the F;-Score is often more useful as a
performance metrics than the accuracy. The F;-Score is the weighted average of precision
and recall, combining the performance of both. Especially in the case of unbalanced data
(for instance, both WISDM and ISLD are unbalanced datasets), the F1-Score offers a more
balanced evaluation of model performance compared to precision or recall individually.
The precision rate is defined as TPLEFP, recall is defined as TPE-%’ and the F;-Score is
calculated using the formula

F=)2uw
i

where TP represents positive examples of correct classification, TN indicates cases where
negative examples are accurately classified, FP signifies occasions where positive examples
are mistakenly labeled, and FN covers situations where negative examples are erroneously
mislabeled. w; = n;/N is the proportion of samples of class i, #; is the number of samples of
class i, and N is the total number of samples. The F1-score is used to assess the effectiveness
of the classification model, taking a value in the range between 0 and 1. When the F;-Score
is 1, this indicates that both the precision and recall rates of the model have reached the
optimal level.

_ precision; - recall;

, 11
' precision; + recall; (1)
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4.4. Experimental Results
4.4.1. Evaluation Study of Datasets

In this study, to undertake a rigorous validation of the BSTCA-HAR model’s perfor-
mance, we trained and then tested it on datasets with different characteristics. As shown in
Table 5, the BSTCA-HAR model performed excellently across all three datasets, particularly
achieving an accuracy of 96.1% on the ISLD dataset. This demonstrates the model’s high
generalization capability in handling tasks with a wide range of activity types, including
both static and dynamic activities. Overall, the model maintained high levels of accuracy,
recall, and precision, all above 92%, indicating its ability to accurately recognize user activ-
ities. These results are based on data evaluation in the final testing phase, reflecting the
model’s performance on independent test sets after the training process.

Table 5. Action recognition accuracy on the datasets.

Evaluation Metric WISDM UCI-HAR ISLD
Accuracy 93.2% 91.9% 96.1%
Recall 92.0% 92.0% 96.0%
Precision 93.0% 92.0% 96.0%

Figures 2—4 show the confusion matrices of the model on the test datasets, using
heatmaps to clearly reveal the specific performance of the model in classification tasks. To
distinguish the data representation, the horizontal axis depicts the forecasted outcomes,
whereas the vertical axis mirrors the observed or genuine values. On the WISDM dataset,
the model correctly classified 6612 instances. To highlight the concern regarding imbalanced
datasets, it is crucial to recognize that they can potentially skew the model’s predictions
in favor of the prevalent class, resulting in a bias towards the majority group and leading
to decreased performance on some minority classes (e.g., “Downstairs” and “Upstairs”).
Despite these confusions, the overall performance of the model remains quite impressive,
with an average accuracy of around 93%, indicating that the model can accurately classify
activities into the correct categories in most cases.
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Figure 2. Classification confusion matrix on WISDM.
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Figure 4. Classification confusion matrix on ISLD. Each activity is represented by an abbreviation,

with its full name as follows: Bd, Bending; Jg, Jogging; Bx, Boxing; Jm, Jumping; Wc, Watch-checking;

Kc, Kicking; Ac, Crossing the arms; Jp, Jumping in place; Gu, Getting up; Pt, Pointing; He, Clapping

hands; Rn, Running; Ow, Waving one hand; Hs, Head scratching; Tw, Waving two hands; Sd, Sitting
down; St, Standing; Wk, Walking.

When evaluated on the UCI-HAR dataset, which includes approximately 2947 new in-
stances, the model achieved an overall accuracy of around 92%, indicating a commendable
performance. This demonstrates that the model can accurately classify human activities
in most cases. However, despite the overall excellent performance, the model still shows
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some tendency for misclassification between certain activities. For instance, there may be
misclassifications between the activities “Walking” and “Downstairs” as these activities
share similarities in human movement patterns, particularly in terms of changes in acceler-
ation and angular velocity. When an individual walks, especially on uneven surfaces such
as stairs or slopes, the rhythm of their steps and the tilt of their body can create periodic
fluctuations similar to those observed when descending stairs. This similarity can cause
the data recorded by accelerometers and gyroscopes to overlap between the two activities,
increasing the difficulty for the model in distinguishing between them. Additionally, the
model’s performance on the “Standing” activity may also be influenced by other similar
static activities such as “Sitting”, as both are relatively static and lack significant dynamic
changes. The sensor data might not have enough distinction to separate them, although
this error is not very prominent; In the case of ISLD gesture recognition, upon excluding
the Null class from the classification tasks, our approach achieved an overall accuracy of
around 96% on the task test. Notably, the ISLD model achieved 100% accuracy in recogniz-
ing 14 specific behaviors with significant Doppler effects, such as bending and crossing the
arms. This accomplishment not only demonstrates our model’s ability to sensitively capture
subtle differences in movements but also further confirms its exceptional performance in
handling complex temporal dependencies and varying human gesture recognition tasks.

4.4.2. Experimental Results of the Suggested Model Using LOSO Cross-Validation

To further validate the model’s performance, we conducted a more comprehensive
evaluation using LOSO (Leave-One-Subject-Out) cross-validation. This method involves us-
ing data from one subject for testing while the remaining subjects’ data are used for training.
This approach simulates a realistic application scenario, providing a more rigorous evalu-
ation. Table 6 presents the performance of various models using LOSO cross-validation
on the WISDM dataset, which includes data from 36 subjects performing six activities.
The training set comprises data from 30 subjects, while the test set includes data from the
remaining six subjects.

Table 6. LOSO cross-validation for model performance evaluation on the WISDM dataset.

Models 95% Confidence Interval Accuracy
RF [30] (0.8191, 0.8228) 86.23%
SVM [31] (0.8592, 0.8647) 89.08%
Ensemble of AE [32] (0.7407, 0.7511) 88.01%
Bidrectional LSTM [33] (0.8896, 0.8997) 89.08%
CNN-LSTM [34] (0.8703, 0.8845) 88.01%
LSTM-CNN [8] (0.9095, 0.9154) 91.34%
Convolutional AE [35] (0.8997, 0.9058) 90.28%
CNN + Handcrafted features[36] (0.8609, 0.8712) 86.75%
Proposed (0.9245, 0.9391) 93.18%

We compared the proposed model with the traditional HAR model and examined the
accuracy of activity recognition. In this comparative evaluation, we consider the following
approaches: “Ensemble of AE”; “Bidirectional LSTM”; “CNN-LSTM ”; “LSTM-CNN";
“Convolutional AE”; “CNN + Handcrafted features”; and two shallow machine learning
methods, RF and SVM. We performed a five-fold cross-validation by taking the mean and
standard deviation of all accuracy measures to assess the accuracy of the model at a 95%
confidence level.

The following conclusions can be drawn. Regarding accuracy, although each baseline
model has its merits, the proposed method demonstrates certain advantages. Specifically,
while Ensemble of AE (88.01%) and Bidirectional LSTM (89.08%) effectively processed
the data and exhibited competitiveness, their average accuracy confidence intervals were
relatively wide, indicating potential instability in the results and a limited upper accuracy
bound. The hybrid CNN and LSTM models and the Convolutional AE model, although
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theoretically strong in feature extraction, had wider confidence intervals, suggesting slightly
lower performance stability and reliability. The CNN model combined with handcrafted
features (86.75%) was also limited by the quality and generalization ability of feature
engineering, with its confidence interval reflecting dependency on specific datasets. While
shallow machine Learning methods such as Random Forest (86.23%) and SVM (89.08%)
showed good stability and reliability, their wide confidence intervals in terms of accuracy
indicate potential limitations when dealing with highly variable datasets.

In contrast, the proposed method not only achieved an average accuracy of 93.18%
but also had a confidence interval of [0.9245, 0.9391], demonstrating high consistency
and stability. In summary, the proposed method not only achieves a significant improve-
ment in accuracy, it also demonstrates superior performance in terms of stability and
generalization ability.

4.4.3. Comparative Evaluation Using Various Network Architectures

As shown in Table 7, using six model structures (A, B, C, D, E, and BSTCA-HAR)
devised specifically for the purpose of experimental analysis and comparisons, we exam-
ined the effects of various network structures on the overall efficacy and functionality of
the model. This evaluation of the classification outcomes focuses on two crucial aspects:
first, the calibration and optimization of model parameters; and second, computation of
the F1-Score on the designated test set, offering an alternative and thorough assessment of
model performance. These evaluations were conducted on the WISDM test set.

Table 7. Evaluating the efficacy of different network architectures on the WISDM dataset.

Models Building Blocks Params F;-Score
A Conv_1 Max_pooling Conv_2 Flatten Dense Output 502,726  82.10%
B LSTM_1 Conv_1 Max_pooling Conv_2 GAP Output 34,438 82.48%
C LSTM_1 Conv_1 Max_pooling Conv_2  GAP BN Output 41,286 84.05%
D LSTM_1 Conv_1 Residual_Block GAP BN Output 34,598 88.82%
E LSTM_1,LSTM_2 Conv_1 Residual_Block ATT GAP BN Output 35,527 92.84%
Proposed Bi-LSTM Conv_1l  Residual_Block ATT GAP BN Output 34,631 93.17%

Using the conventional CNN architecture, Model A achieved an F;-Score of 82.10%
on the WISDM test set. With almost 502,000 parameters, primarily in the dense layer,
its performance is expensive and needs 1681 milliseconds of training time per round.
Notwithstanding its correctness, Model A’s quantity of parameters and training duration
are significant drawbacks. In Model B, time series functionality is introduced. The data
are initially fed into a two-layer LSTM and subsequently processed by a convolutional
component for the purpose of extracting salient features. This approach is necessitated by
the fact that activity recordings captured by mobile sensors inherently consist of time series
data where actions evolve dynamically over time; the LSTM architecture adeptly captures
these temporal nuances. The fully connected layer that comes after the convolutional
layers in Model B is swapped out with a GAP layer. By applying the GAP layer to every
feature map, this replacement normalizes the overall network topology and streamlines
the model, resolving the overfitting problem. Notably, Model B has 34,438 parameters,
which is a considerable drop of 93.15% compared to Model A. Despite this substantial
parameter reduction, the model’s efficiency remains virtually unchanged, suggesting that
the combination of LSTM for capturing temporal information and the GAP layer is both
feasible and effective.

Model C incorporates a BN layer subsequent to the GAP layer, aiming to normalize
the output from a previous layer and accelerate model convergence. Furthermore, in order
to lessen the computational and memory load, the classic max-pooling layer is employed
to shrink the spatial dimensions of the feature maps; nevertheless, this results in the loss of
some information, particularly significant features that could be lost when working with
time series data. For more effective feature extraction and temporal modeling, Model D
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substitutes a TCN layer with three residual blocks for the max-pooling layer. In addition
to preserving more time series data and features, replacing the max-pooling layer with
the TCN layer greatly enhances the model’s accuracy and performance, with Model D
surpassing Model C by an average of 4.77%. Model E builds on the foundation of Model D
by adding another LSTM layer and an attention mechanism, further enhancing the model’s
feature extraction capabilities, dynamic weight allocation, and ability to capture long-term
dependencies. In this paper, our model is based on Model E, utilizing the characteristics
of BiLSTM. By replacing the two LSTM layers with a BILSTM, we enhanced the feature
extraction and contextual understanding capabilities, allowing for better handling of com-
plex time series data. As a result, our model achieved an F;-Score of 93.17% on the test
set with only 34,631 parameters, highlighting its efficiency and effectiveness compared to
other models.

In summary, the performance differences between the models mainly stem from their
ability to handle time series data, feature extraction mechanisms, and the complexity
of the model structures. By replacing fully connected layers with BN and GAP layers
and incorporating advanced methods such as LSTM, TCN, attention mechanisms, and
bidirectional LSTM, our model makes significant progress in capturing complex temporal
dependencies and improving recognition accuracy. At the same time, it maintains a low
number of parameters and efficient computational capability.

4.4.4. Exploration of Hyperparameter Tuning on Model Efficacy

The profound influence of hyperparameters on model performance necessitates a
rigorous examination. Here, we conduct a thorough analysis of the influence of various
hyperparameters on the predictive ability of the model, including the number of units and
the size of the batch, among others. To assess the model’s performance in a methodical
manner, We embarked on a suite of tests utilizing the WISDM dataset, utilizing the F;-Score
as a reliable metric to quantify and compare the performance outcomes.

(1) Effect of the number of LSTM cells

Selection of LSTM unit count per layer is pivotal, as a higher number facilitates the
extraction of more intricate and profound features, enhancing the model’s learning capa-
bilities. However, this augmentation in feature complexity comes at the cost of increased
model parameters and potential exacerbation of overfitting issues. Figure 5 succinctly
illustrates the trade-off between accuracy gains and parameter growth in the BSTCA-HAR
model, emphasizing the strategic importance of optimizing the LSTM unit count. With the
increasing number of network parameters, the accuracy of the model does not increase;
thus. the F1-Score effect is the best when the number of Bi-LSTM units is 32.

250000 100.0
B Total Parameters —8— F1 score(%)

200000
177,479

150000 4

106,631

F1 score(%)

100000 4

Total Parameters

50000 -

92
Flters

Figure 5. Effect of increasing the number of LSTM layer cells on model performance.
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(2) Effect of Batch Size Variations

Batch processing with smaller batches is a commonly used data processing technique
in deep learning and other machine learning tasks. In this method, the dataset is divided
into multiple smaller batches (or subsets), each containing a certain number of samples.
In each iteration, the model calculates the gradient of the current batch of data and uses
this gradient to update the model’s weights. Because batch data are used instead of the
entire dataset, this update is typically faster than batch gradient descent using the entire
dataset and more stable than stochastic gradient descent using a single sample. Figure 6
demonstrates the trend of model accuracy with five different batch sizes. The results show
that the model has the highest accuracy when the batch size is set to 192.

Additionally, we conducted experiments with other hyperparameters, such as dif-
ferent learning rates and optimizers. The findings indicated that the influence of these
hyperparameters on the model’s execution was relatively marginal. For instance, we exper-
imented with several optimizers (Adam, SGD, RMSprop) and learning rates (0.001, 0.01,
0.1), discovering that these changes had no discernible effect on the F1-Score. Therefore,
for the sake of simplicity and emphasis, this paper primarily discusses the impact of the
number of filters and batch size on model performance.

100.0

93.17

F1 score (%)

87.5 A

85.0

80.0

64 128 192 256 320
Batch Size

Figure 6. Effect of batch size on model performance.

5. Conclusions and Future Work

This paper proposes a HAR recognition model called BSTCA-HAR based on an LSTM
neural network. In addition, the proposed model integrates an attention mechanism
and TCN network. The model inputs data collected by mobile sensors into the BILSTM
layer; the bidirectional structure of the LSTM considers both past and future information,
providing a better understanding of the context within sequential data. Subsequently, a
TCN is utilized to process long time series information and an attention mechanism is
introduced to learn the associations and dependencies between different time steps in the
action sequences, effectively improving the model’s recognition accuracy. After feature
extraction, GAP and BN layers are added to significantly reduce the number of model
parameters and accelerate the model’s convergence speed. We tested the proposed model’s
efficacy and generalizability using three publicly available datasets (WISDM, UCI-HAR,
and ISLD), each with varying data features. With accuracy rates of 93.2%, 91.9%, and 96.1%,
respectively, in human activity recognition, the model demonstrated strong performance.
Multiple baseline models were used in comparison studies, which showed that the BSTCA-
HAR model has higher training efficiency and improved generalization ability. Our model
possesses the capability to dynamically extract salient activity features while exhibiting the
benefits of a reduced parameter count and enhanced prediction precision.
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Lastly, more investigation into the cooperative learning of visual and non-visual
modalities may be conducted in future studies. This includes using multimodal data fusion
techniques to further increase the accuracy and resilience of action identification by merging
visual modalities such video frames and skeletal data with non-visual modalities such as
inertial sensor data.
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