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Abstract

Current travel planning tools suffer from information fragmentation, requiring users to
switch between multiple apps for maps, weather, hotels, and other services, which creates
a disjointed user experience. While Large Language Models (LLMs) show promise in
addressing these challenges through unified interfaces, they still face issues with halluci-
nations and accurate intent recognition that require further research. To overcome these
limitations, we propose a multi-layer prompt engineering framework for enhanced intent
recognition that progressively guides the model to understand user needs while integrating
real-time data APIs to verify content accuracy and reduce hallucinations. Our experimental
results demonstrate significant improvements in intent recognition accuracy compared
to traditional approaches. Based on this algorithm, we developed a Flask-based travel
planning assistant application that provides users with a comprehensive one-stop service,
effectively validating our method’s practical applicability and superior performance in
real-world scenarios.

Keywords: intent recognition; multi-layer prompt engineering; large language model;
travel assistant

1. Introduction

With the rapid development of the global tourism industry, more and more tourists
rely on online platforms for travel planning and decision-making [1]. The applications of
smart travel assistants are becoming increasingly diverse, including itinerary recommen-
dations, hotel reservations, attraction planning, transportation arrangements, etc. These
assistants provide users with a more convenient and efficient travel experience by integrat-
ing technologies such as big data and artificial intelligence [2].

Currently, there are many tourism industry apps on the market, such as the recom-
mendation systems of trip, Xiaohongshu, and other platforms [3]. These systems usually
rely on historical user data and recommendation algorithms to provide travel suggestions,
but there are the following problems: First, the recommendation algorithms of many
platforms are mainly based on collaborative filtering or user portraits and lack a deep
understanding of the user’s specific intentions, resulting in generalized recommended
content and difficulty meeting personalized needs. Second, in the travel planning process,
users must search for information across multiple platforms, leading to fragmentation of
information and increasing decision-making costs [4].

Due to the development of Al technology, it has been successfully applied in many
different fields, such as image processing [5,6] and natural language tasks [7-10]. In recent
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years, the application of Large Language Models(LLMs) (such as the Generative Pre-
trained Transformer (GPT) series [11]) in dialog systems has made significant progress [12].
These models have powerful natural language understanding and generation capabilities,
allowing intelligent assistants based on LLMs to interact with users more smoothly and
provide more complex travel recommendations. However, LLMs still have the problem of
“hallucination” in practical applications; that is, the model may generate information that is
inconsistent with reality or completely fictitious. Therefore, how to improve the reliability
of LLMs in intelligent travel assistants, reduce hallucination problems, and enhance intent
recognition capabilities are important research directions in the current development of
intelligent travel assistants.
The main contributions of this research can be divided into three categories:

*  Proposing a multi-layer prompt engineering method: By introducing a hierarchical
intent recognition strategy, the system’s ability to understand user input is improved,
and the hallucination phenomenon of LLMs is effectively reduced, thereby improving
the accuracy of intent recognition.

¢  Conducting experimental verification and performance evaluation: Experimental
tests were conducted on the CrossWOZ dataset [13]. The results show that compared
with the basic model itself, the multi-layer prompt engineering approach proposed in
this study significantly improves the accuracy of intent recognition and the overall
recommendation effect.

* A mobile intelligent tourism case study was built to demonstrate the efficiency of our
proposed method.

2. Related Work

Traditional dialog systems have evolved through three key stages. Initially, rule-
based systems like ELIZA [14] used pattern matching but lacked flexibility and struggled
with complex inputs. The second stage introduced machine learning methods such as
Support Vector Machines (SVMs) [15] and Hidden Markov Models (HMMs) [16], which
improved adaptability but required extensive labeled data and had limitations with com-
plex intentions. The current deep learning era employs Recurrent Neural Networks
(RNNs) [17], Long Short-Term Memory (LSTM) [18] networks, and Transformer [19] ar-
chitectures (BERT [20,21], GPT [22]) that significantly enhance context understanding and
response generation [23]. While these modern systems show substantial improvement in
intent recognition and natural language generation, they still face challenges related to
computational demands and data requirements [24].

In recent years, dialog systems powered by pre-trained LLMs like GPT [22], Chat-
GPT [25], and Claude have become mainstream [26]. These Transformer-based models
generate coherent text and maintain contextual consistency across multiple dialog turns.
Their advantages include superior context understanding without explicit state tracking,
high-quality language generation from pre-trained knowledge, and strong generalization
capabilities across various applications.

However, these systems face significant challenges. Hallucination remains a critical
issue, with models sometimes generating false information [27]. Their intention control
capabilities are limited by reliance on probability distributions, making it difficult to ac-
curately identify complex user needs. Additionally, these models cannot directly access
real-time information (weather, maps, flights), requiring integration with external APIs
or knowledge bases. While modern LLM-driven dialog systems have significantly ad-
vanced language understanding and generation, they still require complementary technical
approaches to improve stability, controllability, and user experience.
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Intent recognition has evolved significantly within dialog systems, progressing from
basic keyword matching methods (TF-IDF [28], BM25 [29]) to machine learning classifiers
(SVMs [30], random forest), and finally to sophisticated deep learning approaches. Early
keyword matching techniques, while simple to implement, struggled with semantic rela-
tionships and language variations. Machine learning methods improved generalization
but remained limited by manual feature extraction. Modern deep learning approaches
using RNNs, LSTMs, CNNs, and Transformer-based models like BERT and GPT have
substantially advanced intent recognition by capturing complex semantic relationships,
although challenges remain with long-tail intents and training data dependencies.

Prompt engineering has emerged as an effective alternative that leverages LLMs’ in-
herent knowledge without additional training [31]. While existing research has explored
various intent recognition methods, most approaches still face challenges with personaliza-
tion and factual accuracy [32]. Our study bridges this gap by implementing a multi-layer
prompt engineering approach that decomposes complex tasks into manageable subtasks
with independent prompts, enabling step-by-step reasoning and reducing error rates.
Unlike previous work that relies solely on a model’s-internal knowledge, we integrate
external APIs (maps, weather, etc.) to form a complementary system that combines the
flexibility of prompt engineering with the factual reliability of real-time data. This hybrid
approach addresses the hallucination problem that is common in LLMs while maintaining
personalization capabilities, particularly for complex travel planning needs, where fixed
label systems struggle. Our method represents a significant advancement over existing
techniques by balancing the trade-off between personalization and factual accuracy in
travel planning assistants, substantially improving intent recognition accuracy and overall
user experience.

3. Proposed Method

Figure 1 illustrates the overall architecture of our proposed multi-layer intent recog-
nition system for algorithms for improving the accuracy of identifying user intent in a
travel planning assistant. The proposed method utilizes structured prompts and hierarchi-
cal query processing to extract relevant information, reduce hallucinations, and improve
response quality.

—><Start an Al (onversation>

¥ GPT4 is invoked to

generate the response
Generate a targeted First intention
question prompt recognition

A

Y

Redundant information
filtering responds to users

Deep intention
recognition

Collect information and o
integrate to form Prompt
(End this round of dialogue)

Logging into the database

Figure 1. Workflow of multi-layer intent recognition.

The system consists of three key components: city extraction, intent classification,
and service invocation. Each module runs sequentially, refining the user’s input. The intent
classification module acts as the central control flow, determining which final service (e.g.,



Appl. Sci. 2025, 15, 11442

40f13

route generation, Point of Interest (POI) retrieval, or weather query) is executed in the
final stage.

City Extraction: The first layer focuses on identifying the cities mentioned in the user’s
query. The structured prompt instructs the language model to extract city names based
on predefined examples. The extracted city information is crucial for contextualization of
subsequent intent classification Algorithm 1.

Algorithm 1 City Extraction using Language Model

Require: User query g
Ensure: Extracted city name city
1: Construct the query string question by appending g to prompt_city
Invoke the language model I/m with question and retrieve output x
Initialize city < *”
Attempt to parse x as JSON
if parsing is successful then then
Extract city name city < x[“city”]
Print extracted city information for debugging
else
Print error message and raw output x
end if
return city

e
= O

Intent Classification: Once the city is determined by the first layer, the system pro-
cesses the user’s query to determine the precise intent, which may include route planning,
hotel recommendations, restaurant suggestions, or real-time weather requests. The lan-
guage model is guided by structured examples to accurately classify this intent. This
classification is crucial, as it acts as the system’s central control flow, directing the request to
the appropriate back-end service module for the final stage. If the intent is route planning,
the system proceeds to the Route Recommendation module. Conversely, if the intent falls
under a Real-time Query category (such as a request for hotels, restaurants, or weather),
the system bypasses the route generation process and instead triggers the external API invo-
cation module to retrieve structured, real-time data. In the case of API invocation, the city
name extracted from the first layer is mandatorily used as a contextual filter, ensuring the
accuracy and relevance of the retrieved POI data Algorithm 2.

Algorithm 2 Intent Recognition and Response Generation

Require: User query g, city name city
Ensure: Generated response response
1: Construct query string question < prompt_intention + g
Invoke LLM with question, retrieve output x
Parse x as JSON, extract intent intent < x[“intent”|
if intent is recognized then then
Retrieve relevant results based on intent
Format results into result_simple
Generate response using template
else
return Empty dictionary
end if
return response

_ =
=)

Route Recommendation: This module is only activated if the preceding intent classifi-
cation step confirms route planning intent. For travel-related queries, the system extracts
key places and generates the best routes, while the algorithm retrieves the place names and
makes travel plans accordingly Algorithm 3.
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Algorithm 3 Get Travel Route

Require: User query g, City name city
Ensure: Route recommendation result
1: CConstruct query question <— prompt_route + g+ “\nOutput3:”
Invoke LLM with question, retrieve output x
Initialize result < *”
if x is valid JSON then then
Extract places places < x[“places”]
for each place sequence p in places do do
Retrieve routes routel < get_route_result(p[0], p[1], city)
Retrieve routes route2 <— get_route_result(p[1], p[2], city)
Summarize routel, route2 using LLM
Append routes to result
end for
: else
Handle parsing error, log raw output
: end if
: return result

[T e T S S S S Ty
A A =

The proposed multi-layered hinting approach effectively improves the accuracy of
intent recognition by building hints at different stages. This approach minimizes hallucina-
tions and enhances contextual awareness, making it suitable for Al-driven travel planning
applications. Future work will explore optimization techniques to further improve accuracy
and efficiency.

4. Experiments

The experiments are designed to verify the effectiveness of the proposed multi-level
intent recognition algorithm in improving accuracy and reducing hallucination when
applied to LLMs in the travel domain. By combining carefully prepared datasets with
controlled experimental settings, we aim to explore both the baseline capabilities of different
models and the improvements achieved through our optimization method.

4.1. Dataset and Preprocessing

The dataset used in this study is the CrossWOZ dataset, which is a large task-oriented
Chinese conversation dataset. The dataset covers five domains—hotels, restaurants, tourist
attractions, subways, and cabs—and contains more than 6000 conversations and 100,000 di-
alog turns. Since this dataset contains user intent, dialog states, and relevant travel informa-
tion, it is suitable for evaluating intent recognition models, especially for the travel domain.

During data processing, the data is first loaded through Python 3.10’s json module.
The code reads the data from the JSON file and loads it into the dataset. To ensure
diversity in the sample, the code first selects travel-related conversations from the dataset.
The system extracts the intent of the user based on the keywords in the conversation and
further checks whether the conversation contains keywords such as “attractions”, “hotels”,
or “restaurants”.

When sampling, 100 conversations are selected by default. If the number of data
points is less than 100, all eligible data points will be returned to avoid oversampling. Data
sampling is realized through the random.sample() method, which ensures the randomness
and representativeness of sampling. Finally, the sampled data is saved as a new JSON file
for subsequent analysis and use.
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4.2. Experimental Design

This experiment applied the multi-level intent recognition algorithm to four models
(GPT-3.5, GPT-4, Qwen2-7B, Llama3-8B) to evaluate the performance difference before
and after optimization. We first loaded data from the data source and preprocessed it to
ensure that the data is compatible with subsequent model inputs. Then the four original
models were used to predict the preprocessed data, and the output results of each model
were recorded to obtain preliminary experimental results. Next, the designed multi-level
intent recognition algorithm was applied to optimize the original model to improve the
accuracy of intent recognition and enhance model performance. In the experimental group,
the optimized model was used to experiment on the same dataset, the output results were
recorded, and the changes in answers before and after optimization were compared. Finally,
the accuracy and hallucination rate were used as evaluation indicators to analyze the
performance differences between the original model and the optimized model.

In order to verify the effect of multi-level prompt word algorithm on improving
the accuracy of intent recognition, this study designed two experimental settings: the
experimental group and the control group. The difference between the experimental
group and the control group is whether the multi-level prompt word algorithm is used for
optimization, as follows:

Control Group: The selected model is directly used for intent recognition without
applying the multi-level prompting algorithm. In this setting, the model directly generates
responses based on user input and records the generated responses as predicted labels.
This set of experiments aims to evaluate the baseline performance of the model without
any optimization.

Experimental Group: In this setting, the model processes user input through a multi-
level prompting algorithm before performing intent recognition. This preprocessing helps
the model better understand user intent, reduce hallucinations, and improve accuracy,
allowing the impact of the algorithm on intent recognition to be evaluated.

Evaluation Metrics and Calculation Methods

First, during the experiment, we recorded the user input, expected answer, and actual
answer of each dialog to determine whether the model’s prediction was correct (i.e., whether
the model output matched the actual answer). Based on these records, we further calculated
the accuracy to measure the overall performance of the model. Accuracy is used to measure
the proportion of correct predictions, and its definition is shown in Formula (1).

Number of correct predictions
Total number of predictions

Accuracy = (1)
In order to further explore the authenticity and reliability of the content generated
by the large model in tourism planning tasks, this study introduced a second evaluation
indicator in addition to the traditional accuracy evaluation—the hallucination rate (HR).
This indicator aims to quantify the proportion of fictitious information in the model’s
answers, thereby more comprehensively evaluating the output quality of the model.
The hallucination rate (HR) is based on the following types of hallucination definitions:

1. Fictional Places: Responses include attractions or restaurants that do not exist in the
real world.

2. False Directions: Responses describe routes or geographic details between locations
that are clearly wrong.

3.  Fictional Information: Responses describe background or historical information that
does not match the actual information.
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4. Irrelevant Content: Additional information that is irrelevant to the user’s query and
may cause confusion is included.

5. Misattributed Content: Responses describe features or attractions in one city that are
incorrectly attributed to another city.

During the experiment, we recorded the user input, expected answer, and actual
model output and manually determined whether each answer had hallucinations based on
the above criteria. The hallucination rate (HR) was calculated using Formula (2).

Number of responses containing hallucinations

HR
Total number of responses

)

5. Results and Discussion

This experiment set the accuracy and hallucination rate as evaluation indicators to
measure the intent recognition performance of the model. The improvement effect of
the algorithm on the model can be demonstrated in multiple dimensions. Tables 1 and 2
compare the accuracy and hallucination rate before and after applying our method, with the
percentage improvements highlighted.

Table 1. Model performance comparison.

Model Accuracy Accuracy t Improvement
Qwen2-7B 76% 84% 8%
Llama3-8B 72% 87% 15%
GPT-3.5 87% 95% 8%
GPT-4 89% 95% 6%

1 Means accuracy obtained using the proposed method. Bold indicates the best result among all results.

Table 2. Model hallucination rate comparison.

Model Hallucination Rate Hallucination Rate t Improvement
Qwen2-7B 22% 3% 119%
Llama3-8B 18% 6% 112%
GPT-3.5 5% 0% 1 5%
GPT-4 2% 0% 12%

1 Means hallucination rate with the proposed method.

As can be seen from the tabular results, all models benefited from the multi-level
intent recognition optimization, with both accuracy and phantom rate being improved.
Notably, Qwen2-7B and Llama3-8B showed significant improvements, with their accuracy
increasing by 8% and 15%, respectively, and their phantom rate being significantly reduced.
This shows that the approach is particularly effective for small and medium-sized models.

In contrast, the improvements for GPT-3.5 and GPT-4, which already showed high
baseline performance, were more modest. After optimization, the phantom rates of both
GPT-3.5 and GPT-4 dropped to zero, indicating that the integration of external APIs and
accurate intent recognition can further stabilize the output of LLMs, even if their initial
phantom rates are already low. Overall, the experimental results verify the effectiveness of
the proposed multi-layer approach in improving the reliability and factual correctness of
model responses in travel planning tasks.

The experimental results demonstrate that the proposed multi-level intent recognition
algorithm significantly enhances dialog understanding by improving accuracy and reduc-
ing hallucination rates across models. Lightweight models like Qwen2-7B and Llama3-8B
see the greatest benefits, with notable accuracy gains (8% and 15%) and reductions in
hallucination rates (from 22% to 3% and 18% to 6%). In contrast, larger models like GPT-3.5
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and GPT-4, which already perform well, experience smaller but meaningful improvements,
including a reduction of hallucination rates to zero. However, small models still face
residual challenges in complex scenarios due to limited reasoning capabilities. These find-
ings highlight the practical value of structured prompt optimization, which is especially
effective for cost-efficient, smaller models, offering promising applications in tasks like
travel planning.

6. Use Case

We created a travel assistant to better demonstrate our proposed method. The main
design of the recommendation dialog system is shown in Figure 2.

T

m —P—[AI guides the user to chat ]

o O
la¥a)

A user makes a request

Multiple rounds
of dialogue

Recommend
restaurants/h
otels

Error-handling
mechanisms

A Checking the
weather

AN
-
Modify travel )

plans | Generating travel plans I

N

N Whether to
continue

End the conversation

Figure 2. Architecture of dialog system.

6.1. System Function Introduction

We built a web application focusing on personalized travel itineraries, aiming to
provide users with comprehensive travel planning and information services. The following
is a brief introduction to the main functions of the application:

*  Conversational chat: Users can express their travel needs and preferences to the smart
assistant through natural language conversations, and the smart assistant will provide
personalized travel suggestions and information based on the user’s input.

e  Travel itinerary generation: The system can automatically generate a detailed travel
itinerary based on the number of days and destinations specified by the user, and users
can obtain daily scenic spot recommendations and activity arrangements.

*  Personalized recommendations: The system supports intent-driven, dedicated infor-
mation retrieval for crucial POIs, including suitable restaurants and hotels, in addition
to scenic spots. This functionality is implemented via our multi-layer intent recogni-
tion, which directs the request to external APIs for real-time data.

*  Scenic spot navigation: The system provides navigation services between scenic spots
to help users plan the best travel routes and ensure the smooth progress of their travel.

*  Weather query: Users can query real-time weather information for the destination to
better arrange travel plans.

*  Error handling: The entire system is equipped with multiple error handling mecha-
nisms to help developers and users quickly locate error components.

¢  Conversation history data storage: With a database to save relevant session records, it
is easy to check at any time.
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6.2. Implementation Details

This section introduces the details for building the demo system.

6.2.1. Main Function

The front-end uses HTML+CSS to build the layout and Flexbox to achieve responsive
design and dynamically generates navigation links through Flask to ensure that page links
are displayed correctly in different environments.

We use Bootstrap 5 to implement responsive layout, and JavaScript handles form
submission and background data interaction. After obtaining weather data through
APIs, we update the page display, including temperature, humidity, wind speed, and
other information.

The code implements a travel assistant system based on the Flask framework, provid-
ing personalized travel planning services, including user interaction, weather query, tourist
attraction recommendations, etc. The demo system uses the OpenAl GPT-4 model for
intent recognition and integrates a database to record user input and system responses for
later management. External APIs, such as weather queries and Baidu Map APlIs, provide
real-time weather, attraction, and dedicated POI information for hotels and restaurants.

6.2.2. Dialog Data Storage

The system uses the SQLite database to store chat records, which includes two tables:
a conversation table and a message table. The conversation table records the start time
and title of each conversation, and the message table stores the detailed information
of each message, including conversation ID, role, content, timestamp, etc. This design
meets the basic needs of chat record storage and is also convenient for subsequent queries
and management.

SQLite was chosen as the database because it is lightweight and does not require a
separate server, making it ideal for small projects and local applications. SQLite stores data
in a single file, making it easy to deploy and maintain. In addition, it supports standard
SQL syntax and can efficiently handle CRUD (create, read, update, delete) operations,
making it ideal for storing structured data such as chat records.

6.2.3. API Information

This study involves the use of multiple APIs, including different LLMs used in the
experimental phase and APIs for map and weather information used in the construction of
the demo system. Table 3 lists all the API information used in this study.

Table 3. LLM and API information.

Use as Name

LLM GPT-4

LLM Qwen2-7B

LLM Llama3-8B

LILM GPT-3.5

MAP Baidu MAP API

Weather Baidu MAP API
6.2.4. Demo

The welcome page is designed to provide an intuitive and attractive initial experience,
as shown in Figure 3. It adopts a simple and elegant layout, with a text introduction on the
left and a travel-themed picture on the right to enhance the sense of immersion. The title
“Start your travel journey” complements the introduction and allows users to quickly
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understand the core functions. The “Start Planning” button uses high-contrast colors to
guide users to interact. The overall color scheme is mainly blue and white, conveying an
atmosphere of free exploration.

TRAVEL

START YOUR OWN
EXCLUSIVE

TRAVEL
JOURNEY...

WELCOME TO THE TRAVEL PLANNING ASSISTANT! WE ARE DEDICATED
TO PROVIDING YOU WITH THE BEST QUALITY TRAVEL EXPERIENCE.
WHETHER IT'S CITY SIGHTSEEING, ATTRACTION RECOMMENDATIONS, OR
CULINARY EXPLORATION, WE CAN TAILOR-MAKE THE PERFECT TRAVEL
PLAN FOR YOU. YOU CAN CHECK DESTINATION WEATHER AND
EXCHANGE RATE INFORMATION AT ANY TIME, AND BROWSE POPULAR
TRAVEL ROUTES. LET'S EMBARK ON AN LINFORGETTABLE JOLRNEY
TOGETHER!

START
PLANNING

Figure 3. Welcome page.

Figure 4 presents the conversation interface of the proposed system, which is com-
posed of several functional modules. Specifically, the sidebar is used to display conversation
records, allowing users to view and delete past chat histories. The title bar provides mul-
tiple functional buttons, including “Popular Routes,” “Weather Query,” and “Currency
Exchange,” as well as theme-switching options (dark and light mode). To further demon-
strate the versatility of the system, four representative application scenarios are illustrated
in Figure 4a—d, corresponding to travel planning, route planning, hotel recommendations,
and restaurant recommendations, respectively.
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Figure 4. Overview of the chat-based recommendation system.
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7. Conclusions and Future Directions

This study presents a travel planning assistant system based on multi-layer prompt
engineering that significantly enhances intent recognition accuracy while reducing hal-
lucinations. By implementing a hierarchical approach to prompt engineering combined
with external APIs (weather, maps, etc.), the system demonstrated substantial improve-
ments in intent recognition on the CrossWOZ dataset. The Flask-based framework offers
excellent scalability for future optimizations. Our contributions include a novel multi-layer
prompt engineering method that improves task understanding, integration with practical
external services creating a highly applicable system, and experimental validation showing
significant performance gains over traditional single-layer prompting techniques. This
research not only advances natural language processing applications in smart tourism but
also provides valuable insights for further exploration of multi-layer prompt engineering.

Our future research will focus on optimizing prompt design with dynamic adjustment
strategies, incorporating deep learning techniques like reinforcement learning, expanding
data sources to improve recommendation credibility, developing multi-modal interaction
capabilities, and conducting large-scale testing in real-world scenarios. These improve-
ments aim to enhance the intelligent travel assistant system’s adaptability, personalization,
and overall user experience. In addition, future work will also extend the system to
support more languages, enabling broader applicability across different linguistic and
cultural contexts.
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