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Abstract

Particle accelerators are complex facilities that collide particles at extreme high speed,
aiming to discover new physics. In this context, high-energy calorimeter systems play a
crucial role, as they provide the particle energy quantity, which is important information
for the potential new discoveries. Therefore, this work evaluates the performance of the
commonly used Optimal Filter (OF) method and several Convolutional Neural Network
(CNN) architectures in reconstructing the amplitude and phase of simulated signals that
represent the response pulses produced by high-energy calorimeters. The comparison
is conducted using quantitative metrics—including RMS, MAE, MedAE, and Coefficient
of Determination. The results show that different CNN architectures exhibit varying
performances depending on the calorimeter cell occupancy rate but generally outperform
the typical linear OF method, providing more accurate signal reconstructions. Considering
all evaluated occupancy levels (10%, 50%, 80%, and 100%), the CNN-based approaches
achieved an average improvement of approximately 79% in amplitude RMS and 62% in
amplitude standard deviation when compared to the OF method. For phase estimation, the
CNN s achieved improvements of approximately 26% for both RMS and standard deviation
metrics. Although the proposed strategy requires a large execution time due to the training
process across multiple folds, these findings indicate that CNNs are promising alternatives
for calorimeter energy reconstruction, particularly in high-occupancy conditions such as
those expected for high-luminosity experiments.

Keywords: high-energy calorimeters; data simulation; signal estimation; optimal filter;
convolutional neural network.

1. Introduction

In high-energy physics, parameter estimation plays a fundamental role in the analysis
of phenomena resulting from particle collisions [1], forming the basis for the reconstruction
of physical quantities and for the efficient operation of trigger systems under high-event-
rate conditions [2-4]. These computational procedures enable the identification of relevant
signals amid the large volume of data produced in modern accelerators [5], as exten-
sively discussed in classical works on fast electronics and detection techniques in particle
physics [6-8]. This ability to achieve precise signal reconstruction and triggering is essential
both for the search for new particles and for the experimental validation of fundamental
physics models [9].
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In this sense, calorimeter systems play a central role in this process. In large-scale
experiments, they are highly segmented detection systems designed to measure the energy
deposited by particles through electromagnetic or hadronic cascades that develop across
alternating layers of active and absorptive materials [10]. These detectors provide extremely
fast responses and detailed energy-deposition profiles, not only enabling high-resolution
measurements of energy and position but also supporting the efficient operation of online
trigger systems [6,11-13].

The way signals from calorimeters are sampled depends directly on both the detector
type and the operational regime, as well as on the properties of the incident particles [14].
Consequently, the application of robust digital filtering methods becomes indispensable to
mitigate contributions from electronic noise, intrinsic material fluctuations, or nonlinear
effects, ensuring faithful reconstruction of the physical parameters extracted from each
event [15]. In current experiments, the extremely high data rates require techniques capable
of discriminating signal and noise in near-real time. Such trigger systems rely on the
information provided by the calorimeter systems where the energy from each readout
cell is reconstructed [16]. In this context, classical processing approaches and modern
deep-learning-based methods have been increasingly explored to optimize calorimeter
energy reconstruction [17,18].

Among linear methods, the Wiener Filter has been investigated as an alternative to the
Optimal Filter, demonstrating improvements of up to 35% in energy estimation uncertainty
under high pile-up conditions in the ATLAS Tile Calorimeter [19]. A deconvolution-based
estimator was also proposed as a luminosity-independent approach capable of identifying
and separating overlapping pulse components, while a Maximum Likelihood formulation
has further extended the linear estimation framework for calorimeter systems [20]. On
the nonlinear side, Artificial Neural Networks deployed on FPGAs have been shown to
outperform the standard Optimal Filter both in energy resolution and in bunch-crossing
assignment for the ATLAS LAr Calorimeter upgrade [21], and CNN-based architectures
have been applied to pulse amplitude and arrival time reconstruction in scintillating crystal
calorimeters [22]. Graph Neural Networks have also been evaluated for energy regression
in highly segmented calorimeters, demonstrating gains over conventional approaches for
both single particles and jets [18].

While shallow Artificial Neural Networks (ANNSs) represent an early nonlinear alter-
native with a single hidden layer [23], deep learning models, composed of multiple stacked
layers capable of learning hierarchical representations, have enabled substantially more
expressive signal reconstruction, with CNNs emerging as a particularly effective class for
time-series data [24].

Among nonlinear approaches, CNNs are particularly well-suited for this problem
because calorimeter pulses are one-dimensional time series, and convolutional operations
naturally extract local waveform features, such as rising edges, decay regions, and pile-up
distortions, without requiring manual feature engineering, unlike simpler fully-connected
networks that treat all time samples as independent inputs [23,24]. Despite these advances,
a systematic comparison between the classical Optimal Filter and lightweight 1D-CNN
architectures under controlled pile-up conditions (with explicit evaluation across multiple
occupancy regimes) remains limited in the literature, motivating the present study.

Within this context, the present work addresses a core challenge in high-energy
calorimetry: the Optimal Filter (OF), despite being extensively used for energy recon-
struction [25-28], is a linear method that assumes Gaussian noise and a known pulse
shape, conditions that become increasingly violated as occupancy grows and signal pile-up
introduces nonlinear distortions. This fundamental limitation motivates the investiga-
tion of Convolutional Neural Networks (CNNs) as a nonlinear alternative capable of
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learning complex waveform patterns directly from data, without relying on explicit noise
models. Therefore, this work systematically compares the performance of the OF and
several lightweight 1D-CNN architectures applied to amplitude and phase estimation in a
calorimeter readout channel across multiple occupancy regimes. To this end, simulated data
generated with the Pulse Generator library is employed, similarly to recent works [20,29].
This framework reproduces pulse shapes characteristic of calorimeters used in high-energy
physics experiments. In this study, typical unipolar pulses are considered, allowing a
controlled evaluation of the reconstruction methods under a simplified yet representative
signal model.

The remainder of this paper is organized as follows. Section 2 provides background
on high-energy calorimeter systems and their signal characteristics. Section 3 describes the
two reconstruction methods under investigation: the Optimal Filter and the Convolutional
Neural Network, along with the cross-validation strategy adopted. Section 4 presents the
data simulation framework and the segmentation strategy employed. The experimental
results and comparative analysis are discussed in Section 5. Finally, Section 7 summarizes
the main findings and outlines directions for future work.

2. High-Energy Calorimeters

In high-energy physics experiments, calorimeters are designed to absorb nearly all
the energy of particles produced in collisions and to measure the amount deposited in
their sensitive elements. This makes them central components of modern detectors, as
they enable the measurement of both charged and neutral particles (such as photons and
neutrons), thereby allowing the reconstruction of neutral mesons, the determination of
missing transverse energy, and the identification of relevant physical states [30].

A fundamental characteristic of these systems is their segmentation (granularity).
Many calorimeters employ a highly segmented multilayer structure that combines ab-
sorbers and active layers, each equipped with independent readout electronics. This trans-
verse and longitudinal segmentation provides detailed energy-deposition profiles, which
are essential for trajectory reconstruction, particle identification, and energy calibration [6].

To study reconstruction methodologies without relying on real collisions, several sim-
ulation frameworks have been developed, such as Pulse Generator [31] and the Lorenzetti
Showers that simulate six layers (three electromagnetic and three hadronic) to investigate
innovative reconstruction strategies and trigger algorithms [32].

The detector granularity directly affects the calorimeter cell occupancy rate and the
complexity of reconstructing the response signals from each readout channel. In high-
luminosity environments, the large number of simultaneous collisions increases the like-
lihood of signal overlap (pile-up) across multiple cells. The higher the segmentation,
the more delicate the treatment of these effects becomes, requiring techniques capable
of handling not only electronic noise but also cross-talk, saturation, and cell-to-cell re-
sponse variations. Studies performed with the Lorenzetti simulator, for example, show that
ring-like patterns in deposited energy can assist in calibrating pulses in highly segmented
calorimeters operating under high pile-up [33].

Another essential aspect is the calorimeter response time. Timing resolution is critical
for mitigating pile-up effects and enabling real-time trigger systems, as delays in deter-
mining the signal time can lead to the overlap of pulses originating from subsequent
interactions [10]. Thus, ultrafast calorimeters are indispensable in experiments with high
event rates.

The choice of calorimeter type—homogeneous or sampling—as well as the materials
that compose it, depends directly on the experimental requirements for energy resolution,
particle density, response latency, and radiation tolerance. In particular, highly segmented
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calorimeters are widely employed in future detector proposals, enabling the use of particle-
flow-based algorithms that exploit fine granularity to improve jet energy resolution [34].

Once the calorimeter type and constituent materials are defined, it becomes possible
to employ detailed simulation tools capable of modeling the geometry, physical processes,
and detector response, thereby enabling the study of new reconstruction methodologies
that, when integrated into real systems, aim to provide more accurate results in shorter
processing times [35].

3. Materials and Methods
3.1. The Optimal Filter Method

The calorimeter frontend electronics provide an analog signal that is digitized in
order to be digitally processed. A well-known approach is based on a linear, simple and
fast response digital filter called Optimal Filter (OF) [26]. The OF method enables the
reconstruction of the amplitude (A), phase (7) and pedestal (p) of a digital pulse from its
discrete samples S; [28]. The measured signal can be described as S; = Ag(t; + ) + p + n;,
where A is the true pulse amplitude, g(t;) is a reference pulse sample at the time, T
represents the temporal shift, p is the pedestal and #; is the electronic noise.

Since the time delay is typically small, a first-order Taylor expansion of g(t; + T)
is performed:

Si = Agi+ Atgi+p +nj, 1)

where g; = g(t;) and g} = g'(t;).
The amplitude estimate is computed through the linear combination

X N-1
Aor =Y w;S;, 2)
i=0

where w; are the Optimal Filter weights.
To ensure that the estimator is unbiased, the condition E[Apf] = A must hold.
Assuming that the sample noise follows a Gaussian distribution with zero mean and
substituting the digital samples into the amplitude estimator:

R N-1 N-1 N-1
A=Apr=A) gwi+AT ) gwi+p) w=0 (3)
i=0 i=0 i=0

For this equality to hold for any values of A, 7, and p, the following constraints
are imposed:

N-1 N-1 N-1
Y giwi=1, Y giw;i =0, Y wi=0 4)
i=0 i=0 i=0

The weights w; are determined by minimizing the estimator variance, which is equiv-
alent to minimizing

N-1 N-1 N-1 N-1
I, = 2 wiw]-Cl-,j + /\( Z giwi> + €< Z g;ﬂh) + K( 2 wi> (5)
i=0 i=0 i=0

i,j=0
where C;; is the noise covariance matrix, and A, € and « are the Lagrange multipliers
associated with the constraints.
Thus, the linear system of the Optimal Filter must satisfy:

N-1 N-1 N-1 N-1
/

Logwi=1 ) gwi=0 ) w=0

i=0 i=0 i=0

w;iCij+ Agi+e€gi+x=0, Vk
=0

1
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Rewriting in matrix form:

Cii Cp -+ CGn &1 & 1\[w 0
Gy Cp - CnN &£ & 1||wm 0
Cnig Cnz - Cnn &NV 8y 1||lwn]| T |0
&1 O ce N 0 0 0 A 1
& & - & 0 00 0
1 1 cee 1 0 0 0 0

On the other hand, the phase reconstruction is performed through an analogous

linear estimator,
N-1

tor = ) biS;, (6)
i=0
where b; are the Optimal Filter weights for phase estimation.
To ensure that this estimator is also unbiased, the condition E[fpfr] = T must hold.
Assuming the same noise distribution as in the amplitude case, substituting the digital
samples into the phase estimator yields:

N-1 N-1 N-1
Tor=A Zgibi'i_ATZgz/‘bi'i'pzbi (7)
i=0 i=0 i=0
To ensure immunity to amplitude and pedestal variations, the following constraints
are imposed:

N-1 N-1
Z gibi =0, Z g:bl =1, Z bi =0 (8)
i=0 i=0 '

Under these conditions, the estimator reduces to ior = AT, which must then be
divided by the pulse amplitude—either the true value or an estimate obtained from
Equation (2)—to recover the phase .

The weights b; are determined by minimizing the estimator variance (Equation (5))
subject to the constraints above. Thus, for phase reconstruction, the Optimal Filter linear
system must satisfy:

N—-1 N-1 N-1 N-1
Zglbl:() Zg;blzl ZbZ:O b]Cl,]+/\gl+€g;+K:0, Vi
i=0 i=0 i=0 j=0
which, in matrix form, reads:
Cip Ci2 - CGn &1 & 1\ (b 0
Coi G2 - CnN & & 1|| b 0
Cnig Cnz - Cnn 8N 8y 1||bn]| T |0
91 g - 8N 0 0 0 A 0
& & - g 0 0 0 1
1 1 e 1 0 0 0 0

It is worth noting that the OF weights derived above are optimal under the assumption
of stationary Gaussian noise and a single, isolated pulse. Under pile-up conditions, the
noise is no longer stationary and the single-pulse assumption is violated, causing the OF to
lose its optimality. This degradation is precisely the operational limitation that motivates
the investigation of nonlinear alternatives such as CNNs, which do not rely on these
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assumptions and can instead learn reconstruction mappings directly from overlapping
waveform data.

3.2. Convolutional Neural Network

Although recent works have explored a variety of deep learning architectures for
calorimeter signal reconstruction, including Graph Neural Networks [18] and recurrent
approaches [21], the present work focuses on CNNs due to their well-established suitability
for fixed-length one-dimensional time series, computational efficiency, and compatibility
with hardware accelerators such as FPGAs, as discussed in the following.

Deep learning refers to a class of machine learning methods based on artificial neural
networks (ANNs) with multiple stacked layers, enabling the automatic learning of hier-
archical feature representations from raw data [23]. While shallow ANNs with a single
hidden layer have been applied to signal processing tasks, they treat input samples as
independent features and rely on global mappings, limiting their ability to capture local
temporal structures. CNNs constitute a specialized subclass of deep learning models de-
signed to process grid-structured data through shared convolutional filters, making them
naturally suited for sequential signals such as calorimeter pulses [24].

Convolutional Neural Networks are naturally adapted to their one-dimensional
form (1D-CNN) in the context of time series. Their typical architecture is composed of
convolutional layers, responsible for extracting local patterns; pooling layers, which reduce
dimensionality and mitigate overfitting; and dense (fully connected) layers, which combine
the extracted features to produce the final prediction [23].

Considering the problem of estimating the amplitude and phase of the calorimeter
response signals in signal pile-up conditions, a Convolutional Neural Network (CNN)
approach configured for regression tasks was employed. The signal pile-up introduces
nonlinear components to the noise, which the typical linear OF method is not able to deal
with. To this end, the CNN input consisted of a matrix obtained after the segmentation
stage, in which each row represents a pulse reconstructed from the free-running samples.
Each pulse was paired with its corresponding true amplitude value, used as the training
target. The choice of CNNs over other nonlinear architectures is motivated by the nature of
the problem. Fully-connected ANNSs, while capable of approximating nonlinear functions,
treat all time samples as independent inputs and do not exploit the local temporal structure
of the pulse waveform, requiring a larger number of parameters to achieve equivalent
representational capacity. Recurrent Neural Networks (RNNs), although designed for
sequential data, are optimized for long-range temporal dependencies and introduce higher
computational complexity, which is undesirable in the context of fast calorimeter read-
out [23]. CNNs, by contrast, apply shared convolutional filters that explicitly exploit local
correlations in the time domain, making them computationally efficient and well-suited
for fixed-length pulse waveforms with consistent local patterns across different occupancy
conditions [24].

The main advantage of CNNs in this context lies in their ability to automatically
learn local correlations within the pulse’s temporal waveform—such as rising edges, decay
regions, and subtle distortions introduced by electronic noise. These structures are difficult
to model explicitly using linear methods such as the Optimal Filter. As a result, the network
acts as a trainable feature extractor, producing effective filters for different occupancy
regimes and yielding a more robust amplitude reconstruction, even under high noise levels
or shape distortions [24].

To ensure stability during training, the samples were normalized and the pedestal was
removed beforehand. The networks were trained using the MSE loss function, the Adam
optimizer, early stopping with a patience of three epochs, and dropout regularization.
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These mechanisms help mitigate overfitting and contribute to model generalization across
different occupancy conditions.

Additionally, the evaluated CNNs are lightweight architectures with moderate com-
plexity, which favors their potential implementation in accelerated hardware such as GPUs
or FPGAs. This characteristic makes them promising candidates for fast calorimeter signal
reconstruction in high event-rate environments, such as those expected in next-generation
high-luminosity experiments. Prior work has demonstrated that neural network inference
can be executed on FPGAs with latencies of only a few clock cycles while utilizing a small
fraction of available hardware resources [21], and that FPGA-compatible compression of
ML models can achieve latencies suitable for real-time front-end processing [36]. These
results suggest that once trained offline, the CNN architectures evaluated in this work could
be deployed in inference mode on such devices, meeting the stringent latency requirements
of online trigger systems in high-luminosity experiments.

3.3. Cross Validation

The validation of the methods was performed using K-Fold Cross Validation, applied
differently to the Optimal Filter and the Convolutional Neural Networks, according to the
characteristics of each approach.

For the OF, the validation procedure was executed separately for each occupancy level.
For every occupancy setting, the data were divided into k = 100 partitions, with 90% used
for fitting the filter weights and 10% reserved for evaluation, ensuring that the performance
was assessed individually under different pulse-overlap conditions.

For the CNN:Ss, in contrast, cross-validation was applied to the complete dataset while
keeping the occupancy level only as an associative attribute. In this way, the training
process simultaneously used information from all occupancy conditions, allowing the
network to better generalize amplitude reconstruction across different scenarios. After each
of the 100 iterations, the evaluation was carried out separately for each occupancy level,
ensuring a fair and direct comparison with the performance obtained by the OF.

4. Data Simulation
4.1. Pulse Generator Library

Since performing real collisions for every new study is unfeasible, simulators capable
of reproducing the expected signals under different experimental conditions are employed.
One such simulator is the Pulse Generator (v1.1.0), which produces signals according to
user-defined parameters, providing information such as sampling time, true amplitude,
pulse samples, and true phase [31].

For this study, simulations were carried out to generate 2,000,000 time samples with
amplitudes following an exponential distribution with a mean of 100 ADC counts, phase
uniformly distributed between —5 and 5 ns, a constant pedestal of 30 ADC counts, and a de-
formation parameter of 0.01 ADC counts. These parameters are typically found in modern
calorimeter systems and have been adopted in previous work [19,20]. The Pulse Generator
also allows the simulation of different occupancy levels, which represent the probability
that a calorimeter channel receives signals resulting from a collision [37,38]. These levels
range from 0% to 100%, with higher values corresponding to a greater likelihood of pulse
pileup. In the case of zero occupancy, only electronic noise is present.

It is worth noting that, unlike full-detector simulation frameworks such as Lorenzetti
Showers [32], the Pulse Generator operates at the level of a single readout channel, without
modeling detector geometry, shower development, or inter-channel effects such as crosstalk.
Within this single-channel model, occupancy is implemented as an independent Bernoulli
trial per bunch crossing: for each sampling position in the free-running stream, a signal
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pulse is present with probability equal to the occupancy level, or absent (noise only)
with the complementary probability [19,37,38]. The resulting pile-up model is therefore
stochastic rather than deterministic: at 100% occupancy, every bunch crossing contributes
a signal pulse, whereas at intermediate levels such as 50%, signal pulses are present in
approximately half of the bunch crossings on average. When consecutive bunch crossings
both contain pulses, their individual contributions are superimposed within the same
7-sample readout window, producing the characteristic pile-up distortions that degrade
amplitude and phase reconstruction. The amplitudes of overlapping pulses are drawn
independently from the same exponential distribution described above, and their phases
are drawn from the uniform distribution over [—5, 5] ns. This model captures the essential
features of out-of-time pile-up in a controlled and reproducible single-channel setting [19].

Although the use of simulated data enables a controlled and reproducible evaluation
of the reconstruction methods, it is important to acknowledge the inherent limitations of
this approach. The Pulse Generator models electronic noise as additive and Gaussian, and
assumes a fixed, idealized pulse shape, whereas real calorimeter signals may exhibit non-
Gaussian noise contributions, gain variations, temperature-dependent shape distortions,
cross-talk between readout channels, and detector aging effects [6,10]. Furthermore, the
exponential amplitude distribution and the simplified pile-up model adopted here, while
representative of typical operating conditions, do not fully reproduce the complexity of
actual collision environments such as those encountered at the LHC. In particular, the model
does not simulate shower development, as real electromagnetic and hadronic cascades
produce signals with complex time structure that is not captured by a single exponential
pulse, nor does it account for the shaping effects introduced by front-end electronics such
as preamplifiers, which modify the pulse shape in a detector-specific manner. These
simplifications were deliberately chosen to provide a clean methodological benchmark;
however, validation on more realistic simulation frameworks and, ultimately, on real
detector data remains an important direction for future work.

4.2. Data Segmentation Strategy

For the application of the Optimal Filter estimation method, the data must be organized
into matrices with 7 columns (due to the use of a pulse with seven time samples) and #,
rows. Each row of the matrix corresponds to a complete pulse (calorimeter response for
a given collision), represented by its seven time samples, whose estimated amplitude
will later be compared with the reference value (known from simulation). However, the
library used provides the signals in a free-running (or streaming) format, that is, as a single
column containing m, continuous samples without explicit segmentation between pulses.
This format requires the adoption of a partitioning technique to reconstruct the matrix
arrangement needed for OF processing.

The strategy adopted, referred to as windowing, reorganizes the continuous time series
into sets of samples with controlled overlap. In the case of “windowing 7”, for example,
the first seven samples of the series form the seven columns of the first row of the matrix,
while the fourth entry of the true-amplitude column is used as the reference for this pulse.
The next set consists of samples with indices 2 to 8, whose reference amplitude corresponds
to the fifth entry in the amplitude column, and so on until all data are processed. This
procedure ensures structural compatibility between the data and the mathematical model
of the Optimal Filter, while preserving the temporal coherence of the simulated pulses.
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5. Results and Discussions
5.1. Architecture Selection

To evaluate the performance of Convolutional Neural Networks in comparison to
the Optimal Filter method, multiple CNN architectures were initially designed with the
goal of identifying those that exhibited the best performance for each occupancy level. To
enable a fair comparison among models, a standardized set of training hyperparameters
was defined, as presented in Table 1. Each architecture was then trained and evaluated
independently for the considered occupancy levels following these parameters.

Table 1. Standardized training configurations for all CNN architectures.

PARAM VAL DESC

Folds (K-Fold) 100 Cross-validation

Validation Split 0.1 10% for validation

Batch Size 4096 Samples per update

Epochs 15 Training iterations

Dropout Rate 30% Regularization

Optimizer Adam Optimization algorithm

Loss Function MSE Mean Squared Error

Metrics MAE Mean Absolute Error

Early Stopping 3 Patience (epochs without improvement)

Next, a reference architecture (CNN-1) was defined, from which all other variants
were derived. Each subsequent architecture incorporates a specific modification—such as
an increased number of convolutional or dense layers, variations in the number of filters,
changes in kernel size, replacement of the activation function, or expansion of the dense
layers—allowing for a controlled assessment of the individual impact of each modification
on reconstruction performance. The full configurations of the evaluated architectures are
presented in Table 2.

Table 2. Architectural configurations of the evaluated Convolutional Neural Networks.

Architecture

PARAM CNN-1 CNN-2 CNN-3 CNN-4 CNN-5 CNN-6 CNN-7

(Base) (+Layer) (Kernel 1) (Filters 1) (Dense 1) (Sigmoid) (LeakyReLU)
Conv. Layers 2 3 2 2 2 2 2
Filters 32,16 32,16, 16 32,16 64, 32 32,16 32,16 32,16
Kernel Size 3,2 3,2,2 53 3,2 3,2 3,2 3,2
Activation ReLU ReLU ReLU ReLU ReLU Sigmoid LeakyReLU
Dense Layers 1 1 1 1 2 1 1
Dense Neurons 32 32 32 32 64, 32 32 32

The upward arrow (1) indicates an increase in the corresponding parameter relative to the base architecture
(CNN-1).

5.2. Amplitude Reconstruction

With all architectures defined, each model was computationally implemented and
subjected to the training and energy reconstruction process for four selected occupancy
levels (10%, 50%, 80%, and 100%). Both the CNNs and the Optimal Filter method were
applied to the same datasets, enabling a direct comparison between linear and nonlinear
approaches. The choice of these occupancy levels allows evaluating how each method be-
haves as the number of simultaneous events increases, a scenario that naturally introduces
more contamination, noise, and pulse-shape distortion.

The initial goal is to investigate whether any of the seven evaluated architectures
exhibits a consistently superior performance across all occupancy levels, considering the
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average values of the metrics obtained over the 100-fold cross-validation process. Figure 1
presents the CNN results for four evaluation metrics (Root Mean Square—RMS, coefficient
of determination—R?, Mean Absolute Erro—MAGE, and Median Absolute Error—MedAE.),
used both among the architectures themselves and in comparison to the reference method,
the Optimal Filter.

Occupancy 10% Occupancy 50%
CNN-1 10.9962  1.2303 0.6717 =z CNN-1[EEEELE] 0.9756 | 3.5937 |l 15=
CNN-2 1 0.9967 1.1227 0.5768 42r CNN-2 EEXEETH 0.9763 | 3.4221 &
CNN-3 1 0.9966  1.0945 0.5464 8 CNN-3FEEELN 0.9763 | 3.3806 105'
CNN-4 1 0.9967 1.0962 0.5615 ||| 3 CNN-4EEELIHY 0.9761 | 3.3487 3
CNN-5/2.3332 0.9971 0.8472 0.3566 2‘5_ CNN-5 EEETFTY 0.9765 [7.3930 | 2.8636 “S_
CNN-6 [EXEIRA 0.9917 1.5714 0.9869 g  CNN-6FEEEH 0.9681 | 3.5819 || (> &
CNN-7 [EEE3EY 0.9849 ® CNN-7 TRTI 0.9637 FLNF1F] 6.2739 &
RMS R2 MAE MedAE RMS R? MAE MedAE
Occupancy 80% Occupancy 100%
CNN-1 21.0272\@14.6060 9.7965 203 CNN-1 24.578217.8827 =
CNN-2 20.9233\@14.5059 9.7108 03 CNN-2 PY®EEY] 0.9400 FVALYES 20?;
CNN-3 ELELEE] 0.9544 FEWEIE] 0.6794 A" CNN-3 PXRPIF 0.9401 [RAFLT) o
CNN-4 ELEYED] 0.9543 FERDL] g CNN-4 PYEFXE] 0.9396 FRA:TV4) g
CNN-5 EIJEXET] 0.9542 FEWELE] 9.7239 102_ CNN-5 PX®WSEYY 0.9399 WA P 10‘5_
CNN-6 EEEITE] 0.9433 fLR-7F7110.2883 g CNN-6 BEJIE 0.9256 FLREEE] g
CNN-7 EZXEIE]] 0.9453 FTFELTIN ® CNN-7 EXXELH] 0.9320 fEXELT o
RMS R2 MAE MedAE RMS R2 MAE MedAE

Figure 1. Comparison among the different CNN architectures for each occupancy level with RMS,
MAE and MedAE are expressed in ADC counts, while R? is dimensionless.

Based on the evaluated metrics, it is observed that for occupancies 10% and 50%, the
architecture with the best overall performance is CNN-5, while for occupancy 80%, CNN-3
yields lower RMS and MedAE values and an R? coefficient closer to 1, despite presenting
a slightly higher MAE than CNN-5; since improvements are observed in three out of
four metrics, CNN-3 is adopted as the best-performing architecture for this occupancy.
For occupancy 100%, CNN-3 also yielded the best results. In most of these scenarios, the
selected architectures exhibited lower RMS, MAE, and MedAE values, along with R? values
closer to 1, indicating a higher ability to reconstruct the amplitude.

With the best architecture for each occupancy level identified, energy reconstruction
using the Optimal Filter method was performed, allowing for a direct comparison with the
selected CNNs. The results are presented in Table 3. It can be observed that, for all analyzed
occupancy levels, the CNNs consistently outperformed the OF, exhibiting substantially
lower errors in all four evaluated metrics.

Table 3. Comparison between the Optimal Filter method and the CNN for energy estimation at
different occupancy (OCC) levels.

oce MET RMS R2 MAE MedAE
(ADC Counts) (ADC Counts) (ADC Counts)
10% OF 22.8215 0.7239 13.1604 6.2577
CNN-5 2.3439 0.9971 0.8608 0.3727
50% OF 64.8925 0.4384 51.6169 43.1066
CNN-5 13.2832 0.9765 7.3989 2.8654
80% OF 93.4024 0.0902 80.7884 73.5991
CNN-3 20.8919 0.9545 14.4668 9.6613
100% OF 112.0485 —0.2596 100.3583 93.9148
CNN-3 24.4370 0.9401 17.7741 12.9849
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These numerical improvements carry direct physical significance for calorimeter op-
eration. A reduction in the RMS value of the amplitude error is generally associated with
improved energy resolution, a key figure of merit for particle identification and invariant-
mass reconstruction in collision events [6]. As occupancy increases, the OF exhibits a
progressive decline in R?, explained by the increasing violation of its underlying assump-
tions: the OF weights are derived assuming stationary Gaussian noise and a single isolated
pulse per window (Section 3.1), and under pile-up, overlapping pulses introduce non-
Gaussian, non-stationary contamination that the filter cannot distinguish from the pulse
of interest. As this residual error grows with occupancy, it eventually exceeds the natural
variance of the reference amplitude distribution, causing R? to become negative, indicating
that, at 100% occupancy, the OF reconstruction is less accurate than simply predicting
the mean amplitude. Such degradation may adversely affect the quality of energy esti-
mates provided to downstream trigger and reconstruction algorithms. By contrast, the
CNN-based approaches maintain R? values above 0.94 across all evaluated occupancy
levels, suggesting that they constitute promising candidates for energy reconstruction
under severe pile-up conditions similar to those foreseen in future high-luminosity collider
environments [13].

In addition to the numerical metrics presented in Table 3, the analysis of the energy
estimation also benefits from visual indicators, particularly regarding the dispersion and
central tendency of the estimation error. Figure 2 shows comparative histograms between
the best CNN architecture selected for each occupancy level and the Optimal Filter, provid-
ing a complementary qualitative assessment.
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Figure 2. Comparative histogram of the amplitude estimation error between the CNN and the OF for
occupancies (a) 10%, (b) 50%, (c) 80%, and (d) 100%.

It is observed that for all analyzed occupancies, the CNNs exhibit lower error disper-
sion compared to the OF, indicating greater reconstruction stability, with more concentrated
distributions and error means significantly closer to zero, whereas the OF displays broader
tails and larger shifts.

Figures 3 and 4 further refine this analysis by showing the evolution of the mean
estimation error and its dispersion as a function of occupancy. As the occupancy increases,
the OF method exhibits a progressive deviation of the mean error from zero, accompanied
by a significant growth in the dispersion. In contrast, the CNN-based approaches maintain
mean error values consistently closer to zero across all occupancy scenarios, indicating a

https:/ /doi.org/10.3390/app16136414


https://doi.org/10.3390/app16136414

Appl. Sci. 2026, 16, 6414

12 of 24

more stable and unbiased behavior. Although the dispersion of the CNN estimations also
increases with occupancy, this growth remains systematically smaller than that observed
for the OF, demonstrating greater robustness under conditions of high pulse overlap.

Both figures also include the standard deviation associated with each metric. However,
in all cases, these deviations are small compared to the scale of the plots, making them only
noticeable when the figures are inspected with zoom.
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Figure 3. Mean values of the ampitude estimation error comparing the Optimal Filter with the
selected CNN architectures.
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Figure 4. Mean dispersion values of the amplitude estimation error comparing the Optimal Filter
with the selected CNN architectures.
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5.3. Phase Reconstruction

Following amplitude reconstruction using the proposed methods, phase reconstruc-
tion was carried out. To this end, T = AT was estimated using the OF and subsequently di-
vided by the amplitude to recover the phase (7). Three different approaches were compared:
division by the true amplitude associated with each pulse, division by the amplitude esti-
mated by the OF method, and division by the amplitude estimated by the best-performing
CNN for each occupancy level.

With the aim of comparing the performance of these three approaches, metrics similar
to those presented in Table 3 were evaluated, as shown in Table 4. From the obtained
results, it can be observed that, for all occupancy levels considered, the convolutional
neural network architectures produced results closer to those obtained using the Real
Amplitude (RA). This indicates that the CNN-based approaches provided a more accurate
amplitude reconstruction, corroborating the behavior previously discussed.

Table 4. Comparison between the Optimal Filter method and the CNN for phase estimation at
different occupancy (OCC) levels.

occ MET RMS R? MAE MedAE
(ADC Counts) (ADC Counts) (ADC Counts)
OF 59.7749 —4294.4764 28.2599 8.3293
10% CNN-5 68.4392 —5629.9730 30.4320 8.2421
RA 68.5128 —5642.0894 30.4309 8.2366
OF 115.9579 —3232.1234 73.2290 39.7867
50% CNN-5 105.7235 —2686.5954 61.0656 26.2197
RA 108.8613 —2848.4978 62.4031 26.1649
OF 128.8172 —2489.9870 83.4051 47.4020
80% CNN-3 85.9163 —1107.0899 46.6418 17.7376
RA 93.6572 —1315.7599 49.7136 17.4746
OF 130.6658 —2048.9237 84.8854 48.5061
100% CNN-3 59.4377 —423.1680 31.0889 12.9705
RA 67.8014 —550.9401 33.7301 12.6684

The negative values obtained for the coefficient of determination (R?) indicate that the
variance of the estimation error was larger than the variance of the reference signal itself.
The R? metric is defined as

R2— 1 ZilVi —]?_i)z ©)
Yiyi — )

where y; represents the reference values, j; the estimated values, and § the mean of the refer-
ence data. Therefore, negative R? values occur when the residual error term becomes larger
than the natural variance of the reference signal around its mean. In practical terms, this
indicates that the estimation error remained significantly high for all evaluated approaches
and occupancy conditions, despite the CNN-based methods still presenting comparatively
better reconstruction performance than the OF approach in most scenarios. It is worth
noting that the markedly larger negative magnitudes observed here, compared to those
reported for amplitude reconstruction in Table 3, arise from the normalization term in
Equation (9) rather than from a proportionally worse reconstruction: since the reference
phase T is uniformly distributed within a narrow interval (—5 to 5 ns), its variance around
the mean is intrinsically small, so the same absolute estimation error produces a substan-
tially larger negative R? than would be obtained for a quantity with broader natural spread,
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such as the amplitude. This also explains why even the Real Amplitude (RA) case (repre-
senting the best-case scenario, in which the true amplitude is used for division) still yields
large negative R? values, despite producing visibly concentrated error distributions in

Figure 5.
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Figure 5. Histograms of the phase estimation error for occupancies (a) 10%, (b) 50%, (c) 80%, and
(d) 100%, comparing three reconstruction approaches: division by the OF-estimated amplitude, by
the true amplitude, and by the CNN-estimated amplitude.

Despite the globally elevated estimation errors observed for phase reconstruction, the
relative improvements achieved by the CNN-based approaches carry relevant physical
implications. Phase estimation, or timing reconstruction, directly affects the ability of the
trigger system to correctly assign energy deposits to the appropriate bunch crossing, a
critical requirement in high-luminosity environments [13]. Timing errors of the magnitude
observed for the OF at high occupancy levels can lead to the misassignment of energy
deposits to adjacent bunch crossings, degrading the quality of event reconstruction and
potentially compromising the identification of rare physics processes [6]. The CNN-based
approaches, by reducing the phase RMS by approximately 26% on average compared to the
OF demonstrate a meaningful improvement in this regard, particularly at higher occupancy
levels where the OF deteriorates most severely. Furthermore, the CNN-estimated amplitude
consistently approaches the performance of the true amplitude reference (RA) across all
occupancy levels, indicating that the amplitude reconstruction quality directly propagates
into more accurate phase estimates.

In addition to the quantitative metrics presented in Table 4, another way to evaluate
the reconstruction performance of the proposed approaches is through the analysis of the
phase estimation error histograms, shown in Figure 5.

From Figure 5, it can be observed that for most occupancy levels, phase estimation
using the OF-estimated amplitude exhibits greater dispersion, with the exception of the 10%
occupancy case, where all three approaches yield comparable dispersions. As occupancy
increases, the dispersion associated with the OF grows substantially, while the mean error
remains close to zero across all cases. At 10% occupancy, the reconstructions obtained using
the CNN-estimated amplitude and the true amplitude are nearly overlapping, indicating
that the CNN amplitude estimation error was sufficiently small. For occupancies of 50%
and 80%, partial overlap between the CNN and true amplitude curves is still observed,
further suggesting good amplitude reconstruction by the CNNs. Finally, at 100% occupancy,
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the CNN yields a mean error closer to zero compared to the true amplitude case; however,
its dispersion is slightly larger in the tails of the distribution away from zero.

Another way to assess reconstruction performance is through the analysis of mean
phase estimation dispersion as a function of true amplitude interval. It is worth noting
that, for phase estimation, divisions by the estimated amplitude were normalized to ten
for true amplitude values below ten ADC counts, in order to avoid division by very small
numbers and the resulting overflow in the vertical axis, thereby preventing the introduction
of outliers without compromising the overall reconstruction quality. Figure 6 presents the
mean dispersion values of the phase estimation.
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Figure 6. Mean phase estimation dispersion as a function of true amplitude interval for occupancies
(a) 10%, (b) 50%, (c) 80%, and (d) 100%, comparing the OF, the true amplitude, and the best-performing
CNN architecture for each occupancy level.

From Figure 6, it can be observed that the OF consistently exhibits higher dispersion
values across most occupancy levels, particularly in the low-amplitude region. This behav-
ior is especially relevant since low-amplitude signals represent the most frequent events
in the dataset, meaning that the OF’s degraded performance in this regime affects a sub-
stantial portion of the total data volume. In contrast, the CNN-based approaches maintain
significantly lower dispersion values throughout this range, demonstrating superior phase
reconstruction stability precisely where it matters most. As the true amplitude increases,
the dispersion decreases rapidly for all methods; however, the OF exhibits a notably slower
convergence, maintaining comparatively elevated dispersion values across the low-to-
intermediate amplitude range before eventually converging at higher amplitude values.

5.4. CNN-8: Combined Architecture

With the goal of investigating whether combining the architectural improvements
from the best-performing networks for the studied occupancy levels (CNN-3 and CNN-5)
could yield further gains, a new convolutional neural network (CNN-8) was designed. This
architecture builds upon the base model (CNN-1) by incorporating two modifications: an
increased kernel size, from 3,2 to 5,3, and an expanded fully connected stage, going from
one to two dense layers with 64 and 32 neurons, respectively. A comparison between the
previously evaluated architectures and CNN-8 is presented in Figure 7.
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Figure 7. Comparison between the previously evaluated CNN architectures and the newly proposed
CNN-8 for each occupancy level. RMS, MAE, and MedAE are expressed in ADC counts, while R?
is dimensionless.

From Figure 7, it can be observed that at 10% occupancy, CNN-8 achieves an im-
provement only in RMS relative to the best-performing architecture for that level (CNN-5),
whereas at 50% occupancy it outperforms CNN-5 across all four metrics. At 80% occupancy,
CNN-8 yields better results than CNN-3 in terms of RMS, R?, and MAE. At 100% occu-
pancy, however, the new architecture performs worse than CNN-3, which had previously
delivered the best results for that occupancy level.

From a practical deployment perspective, the selection between these architectures
may be guided by the expected occupancy regime of the target experiment. In scenarios
where the calorimeter occupancy is anticipated to remain below 50%, such as in moderate-
luminosity runs or peripheral collision events, the results obtained in this study suggest
that CNN-5 may be the most suitable option, as its expanded dense stage provided su-
perior performance at lower pile-up levels, where pulse shapes are less distorted. For
high-occupancy conditions, with occupancy levels at or above 80%, CNN-3 appears to be
preferable, since its larger convolutional kernel size enables the capture of broader temporal
correlations associated with severe pile-up. In cases where the occupancy regime is not
known a priori or varies significantly during operation, CNN-8 may be considered as a
compromise architecture, albeit at a marginally higher computational cost and without
consistent performance gains across all evaluated occupancy levels. Regarding the sec-
ond dense layer in CNN-8 specifically, the results do not demonstrate that this additional
layer provides a statistically meaningful improvement, suggesting that the added rep-
resentational capacity does not translate into better generalization for the signal lengths
and occupancy conditions evaluated here. While these observations are specific to the
simulated datasets and occupancy scenarios considered in this work, they may provide
useful guidance for selecting an appropriate architecture without requiring the retraining
of all evaluated models.

Following the same approach presented previously, the CNN architectures will be
compared both for amplitude and phase estimation. Figure 8 presents the amplitude
estimation error histograms for the three CNN architectures under study.
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Figure 8. Histograms of the amplitude estimation error for occupancies (a) 10% (CNN-5),
(b) 50% (CNN-5), (c) 80% (CNN-3), and (d) 100% (CNN-3), comparing three reconstruction ap-
proaches: CNN-3, CNN-5 and CNN-8.

From Figure 8, it can be observed that for occupancies of 10%, 50%, and 80%, CNN-8
yields a mean error closer to zero along with a slightly lower dispersion. At 100% occupancy,
however, the new architecture presents a marginally larger dispersion and a mean error
slightly more distant from zero.

Figures 9 and 10 present the behavior of the three CNN architectures across all occu-
pancy levels in terms of mean estimation error and dispersion, including the corresponding
standard deviations. The results show that all architectures achieve very similar perfor-
mances, with only minor differences in both the mean values and the dispersion metrics
throughout the occupancy range. Although small variations can be observed when an-
alyzing the standard deviation bars in detail, the overall behavior remains remarkably
consistent among the three CNN models.

Following the amplitude reconstruction analysis, phase estimation was carried out
using each of the three architectures alongside the true amplitude, in order to assess how
the amplitude estimation quality influences phase reconstruction. Figure 11 presents
the phase estimation error histograms for the three CNN architectures and the true
amplitude reference.

From Figure 11, it can be observed that at 10% occupancy, all three CNN architectures
and the true amplitude yield nearly overlapping distributions, indicating comparable
performance across all approaches. At 50% occupancy, CNN-8 produces a mean error closer
to zero, while CNN-5 shows distributions largely overlapping with the true amplitude
reference. At 80% occupancy, CNN-8 and CNN-3 exhibit overlapping responses, whereas
the true amplitude presents a slight deviation. Finally, at 100% occupancy, all methods
yield noticeably distinct distributions: CNN-3 achieves a mean error closest to zero, albeit
at the cost of a slightly larger dispersion.
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Figure 9. Mean values of the phase estimation error comparing the previously evaluated CNN

architectures and the newly proposed CNN-8 for all occupancies.

i CNN-5
¥ CNN-8

N
o
1

=
o
1

o
1

Mean dispersion
values (ADC counts)

20

40 60
Occupancy (%)

80 100

CNN-3
CNN-8

N
o

1
i

=
o
1

o
1

Mean dispersion
values (ADC counts)

20

40 60
Occupancy (%)

80 100

Figure 10. Mean dispersion values of the phase estimation error comparing the previously evaluated

CNN architectures and the newly proposed CNN-8 for all occupancies.
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Figure 11. Histograms of the phase estimation error for occupancies (a) 10% (CNN-5), (b) 50% (CNN-
5), (c) 80% (CNN-3), and (d) 100% (CNN-3), comparing three reconstruction approaches: CNN-3,
CNN-5, CNN-8 and Real Amplitude.

Figure 12 presents the mean phase estimation dispersion as a function of true ampli-
tude interval. As in the previous analysis, estimated or true amplitude values below ten
ADC counts were normalized to ten to avoid division by very small numbers.
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Figure 12. Mean phase estimation dispersion as a function of true amplitude interval for occupancies
(a) 10%, (b) 50%, (c) 80%, and (d) 100%, comparing three reconstruction approaches: CNN-3, CNN-5,
CNN-8 and Real Amplitude for each occupancy level.

From Figure 12, it can be observed that the CNN architectures compared for each
occupancy level yield largely overlapping results across most true amplitude intervals,
suggesting that the three models achieve equivalent phase reconstruction quality. Overall,
these results indicate that although CNN-8 incorporates architectural improvements drawn
from the best-performing models, its gains over CNN-3 and CNN-5 are marginal and incon-
sistent across occupancy levels and metrics. Given that a more complex architecture entails
higher computational cost, the performance improvements observed in some scenarios do
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not appear to justify the additional overhead. Therefore, CNN-5 and CNN-3 remain the
preferred architectures for low-to-medium and high occupancy levels, respectively.

6. Computational Cost

Based on the obtained results, it is evident that the use of convolutional neural net-
works provides substantial improvements in reconstruction quality compared to the Op-
timal Filter method. However, since reconstruction systems in high-energy physics ex-
periments demand near-real-time operation, processing time becomes a critical factor in
the design of any methodology. In this study, each CNN architecture was trained and
subsequently applied to reconstruction, resulting in a high total execution time—around
6 h per architecture—whereas the Optimal Filter performs the same task in approximately
10 min. This computational cost of CNNs is almost entirely dominated by the training
phase, especially due to the use of K-fold cross-validation, in which the network is fully
retrained at each fold, producing multiple complete parameter-adjustment cycles.

Nonetheless, it is important to emphasize that this additional cost is confined exclu-
sively to the training phase. Once trained, the neural network can have its weights stored
and directly used in the inference stage, eliminating the need for retraining. In this phase,
processing occurs significantly faster, enabling near-real-time amplitude reconstruction.
Prior work has demonstrated that ANN inference on FPGAs can be executed with latencies
of only a few clock cycles, representing a small fraction of the resources available on modern
devices [21]. Given that the architectures evaluated here are lightweight, with at most two
convolutional layers and two dense layers, their inference complexity is comparatively
modest, reinforcing their suitability for hardware deployment. Thus, even if initial training
requires several hours, this computational investment may be justified by the improve-
ments in reconstruction accuracy and robustness observed in this study. Together with
the relatively modest complexity of the evaluated architectures, these results support the
feasibility of CNN-based approaches as competitive alternatives for continuous signal
reconstruction in high-luminosity environments [39,40].

7. Conclusions

This work showed that the application of Convolutional Neural Networks to 1D
grid-structured data (time series) proved to be highly effective for the signal amplitude
and phase reconstruction tasks in high-energy calorimeter systems, considering the signal
pile-up conditions. The CNNs were able to produce consistent estimates, outperforming
the traditional linear Optimal Filter method. Furthermore, no single architecture was
found to be universally ideal: different configurations respond differently to each oc-
cupancy regime, reinforcing the importance of carefully evaluating architectures before
practical deployment.

Quantitatively, considering all evaluated occupancy levels (10%, 50%, 80%, and 100%),
the CNN-based approaches achieved substantial average gains relative to the Optimal
Filter method. For amplitude reconstruction, the CNNs provided average improvements
of approximately 79% in RMS and 62% in standard deviation. These gains are expected
to contribute to improved energy-resolution performance, an important requirement for
particle identification and event reconstruction in high-luminosity environments [6,13].
Notably, while the OF degrades to below-baseline performance at full occupancy (R* < 0),
the CNNis consistently maintain high reconstruction quality (R? > 0.94), indicating their
potential applicability under severe pile-up conditions comparable to those foreseen in
future high-luminosity collider operations.

For phase reconstruction, average improvements of nearly 26% were obtained for
both RMS and standard deviation metrics, which translates into more accurate timing
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reconstruction, a critical factor for correct bunch-crossing assignment and trigger efficiency
in high-luminosity experiments [13]. Furthermore, the CNN-estimated amplitude was
found to consistently approach the performance of the true amplitude reference across all
occupancy levels, demonstrating that improvements in amplitude reconstruction directly
propagate into more reliable phase estimates.

Furthermore, the comparison between the best-performing CNN architectures for
each occupancy level and their combination into a new architecture (CNN-8) demonstrated
that such a combination can yield marginal gains in some scenarios; however, in the case
studied, these gains do not fully justify the additional computational cost associated with
training a more complex network. Among the evaluated architectures, CNN-5 and CNN-3
emerged as the most suitable choices for low-to-medium and high occupancy regimes,
respectively. CNN-5, with its expanded dense stage, demonstrated superior performance
at occupancy levels up to 50%, where pile-up distortions are moderate and finer amplitude
discrimination is possible. CNN-3, with its larger convolutional kernel size, proved more
effective at occupancy levels of 80% and above, where broader temporal correlations
introduced by severe pile-up require a wider receptive field. These findings suggest that,
in practical deployment scenarios, the choice of architecture should be guided primarily
by the expected occupancy regime of the target experiment: CNN-5 is recommended for
moderate pile-up conditions, while CNN-3 is preferred for high-luminosity environments
where signal overlap is severe.

The results also show that, as occupancy increases, noise levels and signal pile-up
intensify, degrading the performance of all evaluated methods. Despite this, the deteri-
oration observed in the CNNs was significantly smaller compared to the Optimal Filter.
Additionally, from a computational perspective, the cost of CNNs was substantially higher
in the present study due to the use of K-Fold cross-validation, which requires a full training
cycle of the network for each split of the data. However, this cost is concentrated exclusively
in the training stage, which is typically performed offline.

Several directions are planned for future work. First, the training workflow will be
refined to incorporate a model selection step within the cross-validation process: rather
than averaging performance across all 100 folds, the fold that yields the best validation
metrics will be identified and its corresponding weights preserved as the final model. This
strategy reduces computational overhead in subsequent deployments while retaining the
generalization benefits of the cross-validation framework.

Second, the selected model will be implemented and tested on hardware accelerators
such as FPGA devices [21,36]. Since the CNN weights are fixed after training, the inference
stage requires only a single forward pass through the network, which is well-suited for
pipelined FPGA execution. This implementation is expected to drastically reduce pro-
cessing latency, enabling near-real-time signal reconstruction compatible with the trigger
requirements of high-luminosity experiments. This stage will also include an evaluation
of the impact of fixed-point quantization (int8/int4) on reconstruction accuracy, as quan-
tization is a necessary step for FPGA deployment and its effect on the metrics reported
in this work has not yet been quantified. Simulated data will continue to be employed in
this stage, as knowledge of the true amplitude values remains necessary for training and
performance evaluation [31].

Third, the architectural search will be extended to deeper convolutional models,
incorporating additional convolutional layers and exploring alternative regularization
strategies, in order to assess whether the performance trends identified here generalize
to models with greater representational capacity. Finally, validation on real detector data
is envisioned as a longer-term objective, building upon the methodological foundations
established in this controlled simulation study.
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Fourth, future work will incorporate the Lorenzetti Showers simulator [32], which
enables the evaluation of particle shower parameters and the generation of more realistic
pulse shapes, allowing a more physically grounded assessment of the reconstruction
methods under conditions that more closely approximate real calorimeter environments.
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