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Featured Application

This work can inform upstream intelligent decision-making for Al-based internet of things
systems by providing data-level emerging technology prioritization and SMCC-oriented
capability-planning cues under incomplete multi-source evidence.

Abstract

Al-based internet of things (IoT) systems increasingly require upstream decision-making
mechanisms to identify emerging technologies that may shape future sensing—-memory—
communication—computation capabilities (SMCC). However, early technology signals
are often weak, fragmented, and distributed across heterogeneous sources with different
reliability levels, making reliable capability planning difficult. This paper proposes Agent-
Prophet, a source-aware multi-agent framework for emerging Al technology forecasting
in Al-based IoT systems. AgentProphet integrates evidence from papers, patents, policy
documents, and reports into a unified concept space, and combines role-specialized agent
reasoning, source-aware confidence calibration, and critic-guided refinement to gener-
ate target-year technology rankings. In the main balanced weak-signal forecasting task,
AgentProphet achieves a Growth-Aware NDCG@10 of 0.410 & 0.076, improving over GRU,
DirectLLM, DLinear, and ARIMA by 58.3%, 91.6%, 108.1%, and 314.1%, respectively. It also
obtains the highest E-Gain@10 of 0.305 = 0.060, E-MAP@10 of 0.056 & 0.008, and NDCG@10
of 0.474 £ 0.039. Cross-task robustness analysis shows that DirectLLM remains competitive,

and can be stronger in sparser or more mature signal regimes. A qualitative case study

W) Check for updates maps the forecasted capability directions to representative SMCC concerns as a data-level
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1. Introduction

With the rapid advancement of large-scale artificial intelligence (AI) models, internet
of things (IoT) systems are evolving from data-collection infrastructures toward intelligent
environments with enhanced perception, reasoning, and decision-making capabilities [1,2].
Foundation models, retrieval-enhanced reasoning, graph-based learning, and multimodal
perception are increasingly adopted in Al-based IoT applications, including smart cities, au-
tonomous systems, industrial monitoring, and intelligent healthcare [3,4]. The deployment
of these capabilities introduces new system-level requirements, including low-latency infer-
ence, distributed processing, memory and cache management, communication-efficient
collaboration, and resource-constrained execution across heterogeneous devices. In this
context, sensing—-memory—communication—computation (SMCC) co-design offers a useful
framework for coordinating sensing, memory, communication, and computation resources
in large-scale Al-based IoT systems [5-7].

For Al-based IoT systems, SMCC-oriented capability planning is concerned not
only with optimizing existing Al workloads, but also with anticipating how emerging
Al technologies may affect future sensing, memory, communication, and computation
requirements [5-7]. For example, retrieval-augmented generation may increase demands
on distributed memory, cache management, and retrieval traffic; graph-based learning
may introduce topology-aware communication and scheduling needs; and multimodal
perception may reshape sensing workloads and edge-cloud inference partitioning [2—4].
Therefore, emerging Al technology forecasting can provide upstream evidence for resource
allocation, capability planning, and long-term system evolution.

However, emerging Al technology forecasting is challenging because early signals are
often weak, fragmented, and distributed across heterogeneous sources, including scientific
papers, patents, policy documents, and reports [8,9]. These sources differ in timeliness, au-
thority, technical depth, and noise level. Historical popularity extrapolation may miss low-
visibility but high-growth technologies, while uniform treatment of heterogeneous sources
may amplify noisy auxiliary evidence. This setting forms an incomplete-evidence decision
problem: future technology states are only partially observable, and reliable prioritization
requires both multi-source evidence integration and source-aware reliability control.

Existing approaches only partially address this requirement. Time-series, bibliometric,
and patent-based methods mainly capture observable trend continuation, but often struggle
under sparse early signals [8,10,11]. Heterogeneous technology text modeling supports
concept organization and opportunity discovery, but typically focuses on representation,
retrieval, or retrospective analysis rather than future-oriented prioritization [12-15]. Recent
LLM-assisted forecasting methods offer stronger semantic abstraction and flexible prompt-
based reasoning, yet they often operate on homogenized inputs and do not explicitly model
source heterogeneity or calibrate weaker auxiliary evidence [16,17]. Moreover, generic
ranking accuracy is insufficient for evaluating whether a method can identify technologies
with weak historical visibility but substantive future growth potential.

To address these limitations, we propose AgentProphet, a source-aware multi-agent
framework for emerging Al technology forecasting in Al-based IoT systems. AgentProphet
aligns heterogeneous evidence into a unified concept space, preserves source-specific evi-
dence profiles, and decomposes forecasting into evidence assessment, signal characteriza-
tion, candidate ranking, source-aware confidence calibration, and critic-guided refinement.
We further design a growth-aware and emerging-oriented evaluation protocol to assess
future rise potential beyond conventional rank agreement.

Experiments on rolling forecasting tasks show that AgentProphet achieves stronger
performance in the main weak-signal setting, especially on growth-aware and emerging-
oriented ranking metrics. The application case study further illustrates how forecasted
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technologies can be mapped to SMCC-oriented capability planning cues for Al-based
IoT systems. This case study is a data-level and conceptual mapping analysis rather
than a hardware-integrated or system-level validation. Therefore, the findings should be
interpreted as upstream forecasting evidence for future capability planning, while direct
validation of latency, energy, communication overhead, resource utilization, reliability, and
deployment quality are left for future work.

The main contributions of this work are summarized as follows:

1.  We construct a source-aware concept evidence panel that aligns papers, patents, policy
documents, and reports into a unified concept space while preserving source-specific
evidence profiles for downstream forecasting and confidence calibration.

2. We develop AgentProphet, a role-specialized multi-agent framework with source-
aware confidence calibration and critic-guided refinement for emerging Al technology
ranking under incomplete multi-source evidence, with its main advantage positioned
in balanced weak-signal forecasting settings.

3. We design a growth-aware and emerging-oriented evaluation protocol and provide
a data-level SMCC-oriented case study to illustrate how forecasted Al technology
directions can inform sensing, memory, communication, and computation capability
planning in Al-based IoT systems.

2. Related Work
2.1. Multi-Source Evidence Integration for Technology Foresight

Technology foresight increasingly relies on heterogeneous evidence sources, including
scientific publications, patents, policy documents, and industrial reports. These sources
reflect different stages and perspectives of technological development. Scientific publica-
tions often capture early research exploration and conceptual emergence, patents indicate
technical protection and potential translation, policy documents reveal strategic priorities
and governance concerns, and reports provide industrial or market-oriented observations.
Integrating these sources can enrich technology foresight by combining academic, tech-
nical, strategic, and industrial signals. However, such integration also introduces source
heterogeneity in timeliness, credibility, technical depth, coverage, and noise level.

Prior studies have explored how heterogeneous scientific and technological texts can
be aligned and integrated for downstream analysis. Magerman et al. examined latent
semantic analysis for detecting similarity between patent documents and scientific pub-
lications [12], and Block et al. further studied semantic bridging between patents and
publications in technological analysis [13]. Beyond direct cross-source association, inter-
mediate semantic representations such as semantic networks and knowledge graphs have
been used to organize technological concepts and their relationships. Sarica et al. proposed
TechNet, a technology semantic network constructed from patent data [14], and Lee et
al. combined deep learning-based text mining with a knowledge graph for technology
opportunity discovery [15].

These studies show that semantic networks, similarity modeling, and knowledge
graph-based representations can support technology analysis and opportunity discovery.
However, their primary focus is often mapping, retrieval, or retrospective opportunity
discovery rather than future-oriented ranking under uncertain and incomplete evidence.
Moreover, heterogeneous sources are frequently integrated at the representation level, while
their different reliability, coverage, and forecasting relevance are not explicitly calibrated
for downstream forecasting. This motivates a source-aware evidence representation and
integration strategy that preserves source-specific profiles instead of merging all evidence
into a homogeneous signal.
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2.2. Emerging Al Technology Forecasting

Emerging Al technology forecasting is closely related to broader studies on emerging
technology detection, technology trend prediction, and weak-signal analysis. Existing
methods have widely used patent analytics, bibliometric indicators, and time-series model-
ing to identify technologies with potential future strategic importance. Patent-based studies
exploit structured technological signals to forecast future technology opportunities [10],
while subsequent work has incorporated data augmentation, deep learning, and weak-
signal detection to improve forecasting under sparse or limited observations [8,11,18].
Another related line of research predicts scientific topic or keyword trends from publica-
tion data, where neural models and time-series datasets are used to estimate future topic
popularity [19,20]. Indicator-based studies further characterize emerging technologies
through growth, novelty, impact, convergence, or timeliness-aware patterns [21,22].

Despite these advances, existing forecasting approaches often remain limited by
single-source evidence, historical trend extrapolation, or task-specific indicator design.
Hain et al. summarize the growing role of machine learning and Al in science, technology,
and innovation mapping and forecasting [9]. However, many existing methods primarily
capture observable trend continuation, while technologies with weak early visibility but
strong future growth potential remain difficult to identify. This limitation is especially
relevant to emerging Al technologies, whose early signals may be fragmented across
scientific, technical, policy, and industrial sources [8,9,13]. Therefore, forecasting methods
for Al-based IoT capability planning require not only trend modeling, but also evidence
integration and evaluation criteria that emphasize weak-signal emergence.

2.3. Multi-Agent Reasoning for Decision Support

Recent studies have explored language-model-based reasoning and forecasting
paradigms for complex decision-support tasks. Gruver et al. showed that large lan-
guage models (LLMSs) can perform zero-shot time-series forecasting by encoding numerical
sequences as text and framing forecasting as next-token prediction [16]. PromptCast formu-
lated time-series forecasting as a prompt-based sentence-to-sentence generation problem,
demonstrating that language models can support flexible forecasting when temporal pat-
terns are represented in natural language [17]. These studies suggest that LLMs can provide
semantic abstraction and flexible reasoning for forecasting tasks. However, they are mainly
designed for generic time-series settings and do not explicitly address emerging technology
ranking under heterogeneous multi-source evidence.

In parallel, multi-agent LLM systems have been increasingly used for complex reason-
ing, task decomposition, tool use, and scientific discovery. AutoGen introduced a general
framework for composing multiple conversational agents to solve complex tasks through
interaction [23]. SciAgents integrated retrieval, reasoning, and critique for scientific discov-
ery tasks, showing the potential of agent collaboration in knowledge-intensive research
workflows [24]. Recent surveys further indicate that agentic LLM systems can support
scientific automation, hypothesis generation, and decision-oriented reasoning [25]. These
studies motivate the use of role-specialized agents to decompose complex forecasting and
decision-support tasks into evidence assessment, candidate reasoning, refinement, and
decision synthesis.

Nevertheless, existing LLM-assisted forecasting and multi-agent reasoning studies
generally do not model heterogeneous evidence sources as distinct reliability-bearing
signals. They also provide limited mechanisms for calibrating source-aware confidence
or preventing weaker auxiliary evidence from dominating final ranking decisions. For
emerging Al technology forecasting, this limitation is important because papers, patents,
policy documents, and reports may provide complementary but unevenly reliable signals.
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AgentProphet addresses this gap by combining source-aware evidence modeling, role-
specialized multi-agent reasoning, source-aware confidence calibration, and critic-guided
refinement for upstream decision-making in Al-based IoT systems.

3. Materials and Methods
3.1. Problem Formulation

This study formulates emerging Al technology forecasting as a source-aware target-
year ranking problem for upstream decision-making in Al-based IoT systems. Let S denote
the set of heterogeneous evidence sources, including papers, patents, policy documents,
and reports, and let C denote the set of canonical Al technology concepts obtained after
cross-source alignment. Given historical observations within a window 7, the objective is
to estimate the future prominence of each concept at a t* and generate a ranked list that
prioritizes technologies with credible future growth potential.

Formally, for each concept ¢ € C, AgentProphet observes its historical source-aware
evidence profile X, before the target year t*. The forecasting task is to produce a ranked list

R = [C(I)IC(Z)I"'/C(K)]/ (1)

where ¢(;) denotes the concept ranked at position j, and K denotes the length of the target-
year recommendation list. The ranking is expected to prioritize candidate technologies
that may exhibit substantive future growth rather than merely recover concepts with high
historical frequency.

This objective differs from conventional popularity prediction. Rather than extrap-
olating historically frequent concepts, the goal is to rank technologies that have limited
historical visibility but show early evidence of future growth. The task is challenging be-
cause early Al technology signals are sparse, fragmented, and unevenly distributed across
papers, patents, policy documents, and reports. Since these sources differ in timeliness,
authority, technical depth, and noise level, a uniform aggregation of evidence may obscure
weak but credible emerging signals. We therefore formulate the task as uncertainty-aware
prioritization under incomplete multi-source evidence.

3.2. Multi-Source Evidence Construction and Representation

We construct a four-source Al technology corpus from 2017 to 2025, covering academic
papers, patents, policy documents, and reports. Papers and patents were collected from the
Wanfang Data Knowledge Service Platform using a Selenium-based crawler. The search
terms were defined by an Al technology keyword list, including intelligent agent, multi-
modal large language model, embodied intelligence, large-model reasoning, fine-tuning,
reinforcement learning, foundation model, pre-trained language model, self-attention
mechanism, and multi-head attention. Policy documents and reports were collected from
both publicly available sources and authorized non-public materials. Policy documents
were retrieved from official government websites, including national-level agencies and
municipal governments in regions with active Al industrial development. Reports were
collected from industry reports, enterprise technical reports, security research reports, and
internally curated Al-related materials. The retrieval and selection process followed the
same Al technology keyword scope used for papers and patents, covering terms related
to intelligent agents, multimodal large language models, embodied intelligence, large-
model reasoning, foundation models, reinforcement learning, and other representative Al
technologies. Documents were included if they explicitly discussed Al policy directions,
industrial development, technological trends, or annual AI hot-spot topics, and were ex-
cluded if they were duplicates, weakly related to Al, lacked identifiable publication years,
or contained insufficient extractable text.
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The evidence construction process was implemented in three main steps. Documents
were retained if they were within the target time window, belonged to one of the four
source types, and contained usable technology-related textual fields. Records were screened
and excluded if they were outside the target-year range, lacked key year information, or
contained no identifiable technology mentions. Duplicate records and repeated mentions
within the same document were also checked during preprocessing and aggregation. For
papers, titles, abstracts, keywords, classification codes, authors, and affiliations were re-
tained when available. For patents, the raw collection included titles, abstracts, patent types,
patent numbers, application or publication dates, and applicants when available; the evi-
dence panel retained titles, years, and extracted core technology keywords for downstream
aggregation. Policy and report PDFs were converted into structured records containing doc-
ument identifiers, years, and core technology keywords. First, technology-related mentions
are extracted from each source-year subset. Let M ; denote the set of technology mentions
extracted from source s € S in year t. Technology mention extraction follows the CTLKE
keyphrase-extraction design for Chinese technical literature [26]. Candidate technology
mentions were mainly extracted from source-specific keyword fields, including original
keywords and curated core-keyword fields, while document titles or identifiers were used
as contextual information during alignment. The extraction prompts and cleaning rules
were designed to emphasize technical noun phrases and Al-related keyphrases, while
reducing overly general, non-technical, or incomplete expressions. Second, raw mentions
are normalized and aligned into canonical concepts in C, so that lexical variants, abbre-
viations, and source-specific naming forms referring to the same underlying technology
are consolidated. Concept normalization was implemented through a rule-first, candidate-
linking, and review-queue strategy. Each raw mention was first surface-normalized by
unifying letter case, punctuation, spacing, full-width and half-width forms, and common
Chinese-English variants. Synonymous terms and abbreviations were then merged using
manual alias rules, lexical matching, semantic similarity, and contextual consistency. Am-
biguous mentions were disambiguated using available document-level context, source type,
year, and co-occurring keyword information. High-confidence mappings were accepted
automatically, while borderline cases were stored in a review queue for inspection. The
accepted mention-to-concept links were finally aggregated into the source-aware term-year
panel. Third, annual source-specific document-frequency statistics were calculated for each
accepted concept to form the source-aware global concept panel.

For forecasting, the final experimental panel retains 974 concepts and 3158 nonzero
concept-year rows. Primary-source evidence accounts for 96.49% of the nonzero panel
evidence, and no concept is supported exclusively by auxiliary sources. This setting
indicates that auxiliary evidence complements rather than replaces primary technical
evidence in downstream forecasting.

After cross-source alignment, AgentProphet preserves source-resolved observations
rather than collapsing all evidence into a single aggregated score. For each concept
c € C and year t, the source-aware evidence profile is represented as

__ r.paper _patent _policy _report total
xC,t - [xC,t 7 xC,t 7 xC,t 7 xC,t 7 COVC,i‘/ c,t }/ (2)
aper atent olic report e
where xP5P, xPE 2 POY and 177" denote source-specific document-frequency counts

of concept ¢ in papers, patents, policy documents, and reports, respectively. The term
cov.; denotes the number of sources with nonzero support, and fctf;tal denotes the total
document-frequency count across all sources. The historical evidence panel of concept c is
denoted as

Xe = {xct |t € Ty}, 3)
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1) Source-Aware Evidence Modeling

where 7}, denotes the historical window. For models requiring complete yearly trajectories,
missing concept-year observations are filled with zero source counts.

The resulting historical panel X; provides the basis for the history-only feature records
used in downstream agent reasoning and confidence calibration. This representation pre-
serves both temporal evolution and source-specific evidence distribution. AgentProphet
explicitly distinguishes primary and auxiliary sources: papers and patents are treated as
primary technical evidence, whereas policy documents and reports are treated as auxiliary
contextual evidence. The latter may provide early signals about policy attention or indus-
trial expectations, but they are potentially noisier and less technically specific. Therefore,
auxiliary evidence is retained as complementary context, while source-aware weighting
and confidence calibration prevent weaker contextual signals from being treated as equally
reliable as primary technical evidence.

3.3. AgentProphet Framework

AgentProphet forecasts emerging Al technologies by integrating heterogeneous evi-
dence with source-aware multi-agent reasoning, source-aware confidence calibration, and
critic-guided refinement. As shown in Figure 1, the framework consists of three stages:
source-aware evidence modeling, role-specialized multi-agent forecasting, and confidence-
calibrated critic-guided refinement. Before agent collaboration, each candidate concept is
converted into a compact history-only feature record, including last-year hotness, one-year
growth, trend slope, support years, primary-source counts, auxiliary-source counts, recent
source coverage, primary-source share, and emergence score. All agent prompts are re-
stricted to observations no later than the historical-window end year, and the target-year or
later outcomes are explicitly excluded from the prompt.

2) Multi-Agent Forecasting 3) Confidence Calibration & Critic-Guided Refinement

r N\ N\ N
( s N - -
Heterogeneous Sources Concept Alignment EvidenceAgent refine if needed
—————— [y
Primary (Technical) 1 =
- .| Extraction Qb' Pt P % feay v— ! CriticAgent
b o SN PRE WU L
@ Papers e ’17 ) - @ | —
Normalization o i =
1 =
. — : (O]
O_ Bt Merge variants, abbreviations, st dossaoLece f :
ents i i i ; i
= | and cross-source expressions | consistency and summarize ForecastAgent ! Review uncertainty-sensitive Target-Year
L | into canonical concepts evidenca'quzliy; : casssland propose locil Emerging
. -1 - corrections.
e : = Technology
‘ parallel | e —
: - ’ i i Ranking
Auxiliary (Contextual) | Source-Aware Concept Panel y j Focusion: I
SignalAgent > || « Weak primary support |
\ Concepts Papers Patents Policies Reports i : - I
P | Synthesize evidence )" conistsi evidence | 3]
11 Poicy Documents < edirabiapnits R —
G, | | —>| candidate future [Hconcepss; i Top-N emerging
— I
king. e / technologies
Reports J = e \ J
i o B [ Analyze temporal and \ / T — —
2 ‘ B structural patterns;
i Source-Aware Confidence Calibr
iy T characterize elmergenoe wmA;ar:t umr;m Z‘ m:m
signals. ljust confidence based on
Yearly, source-resolved m source-support profile
J document frequency signals B (Frwmary ve: ausdm)
= Output: Source-aware concept evidence panel Xc J.l].ﬂﬂ Output: Candidate ranking R, 4 Output: Refined ranking R,
_ ) /L s ) AL\ )

—— Evidence flow

-~ Optional refinement flow

[} Primary (technical) sources (e.g., papers, patents) Auxiliary (contextual) sources (e.g., policies, reports)

Figure 1. Overview of AgentProphet. The framework aligns heterogeneous technology evidence
into a source-aware concept panel X, performs role-specialized multi-agent forecasting to generate a
candidate ranking R .4, and applies confidence calibration with critic-guided refinement to produce
the final target-year emerging technology ranking R,a1.

Based on the source-aware evidence panel, AgentProphet decomposes forecasting into
four coordinated roles: EvidenceAgent, SignalAgent, ForecastAgent, and CriticAgent. This de-
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composition avoids a single undifferentiated generation step and separates evidence inter-
pretation, signal characterization, candidate ranking, and trustworthiness-oriented review.
To make the multi-agent procedure reproducible, Table 1 summarizes the prompt
objective, input fields, structured output schema, and downstream use of each agent. All
agents are prompted with history-only evidence. The numerical panel is truncated at the
end of the historical window, and the prompts explicitly prohibit the use of target-year
or post-target outcomes. To improve transparency and reproducibility, the complete role
prompts used by the agents and representative intermediate outputs generated during the

forecasting procedure are provided in Supplementary File S1.

Table 1. Input and output protocol of the four AgentProphet agents.

Agent Prompt Objective and Main Inputs Structured Output and Downstream Use
Al soureidence A i Nty eVl Ouputs anevidncequlty e Gz
EvidenceAgent . e 8 ’ pe, support years, moderate, or weak) and a concern field. The
primary/auxiliary-source support, source coverage, emergence lity label adi he evid
score, early-signal status, and risk flags. quality label adjusts the evidence score.
Classifies the temporal pattern of each concept using historical . .
Outputs a stage label (emerging, growing,
. hotness, mean hotness, recent growth, trend slope, support years, .
SignalAgent . mature, or declining) and a momentum score
recent primary support, recent source coverage, emergence score, . .
and early-signal status in [0, 1]. These values update the signal score.
Generates target-year hotness predictions from evidence quality, (?)EzziishEZidl;ticl :f;neZi’:slrz agil;;zeir:ld)
trend stage, momentum, candidate channel, historical hotness, . g & ! g/
ForecastAgent rowth, trend, SUDDOTt vears, recent PHMALY SUPPOLt, SoUrce semantic confidence, and a short reason. The
govera ,e an. d’emlzll? enZe scolre P ¥ support prediction is calibrated with numerical
8¢ & ’ trajectory estimates.
Reviews temporal-leakage risks, over-confident predictions, .
weakly supported candidates, and under-predicted emerging aor?dtf())ui(?nz(l)ﬁl;izd :Hlal tlfl_llf;:;’:cigit;r; realsigg,
CriticAgent candidates using top predictions, emerging underdogs, evidence P ge rags. Pp

quality, semantic confidence, growth features, source support,
and review channel.

after deterministic bounding as a localized
correction to the ForecastAgent prediction.

The AgentProphet forecasting module uses four role-specific agents. EvidenceAgent
and SignalAgent are executed in parallel, and their tags are then passed to ForecastAgent.
CriticAgent subsequently reviews the forecasted scores and applies bounded corrections
when the evidence supports an adjustment.

The EvidenceAgent first computes a numerical evidence score and then uses the LLM
to assign a source-quality tag. The raw evidence score is defined as

SeeW = 0.45Pnorm + 0.20hnorm + 0.20gnorm + 0.15Unorm, 4)

where pnorm, fnorm, §norm, and Unorm denote normalized primary-source support, last-year
hotness, one-year growth, and support-year coverage, respectively. The final evidence
score is

Sev = Sev  fev/ 5)

where gey is set to 1.30, 1.00, and 0.60 for strong, moderate, and weak evidence, respec-
tively. This step distinguishes credible primary or cross-source support from weak or
auxiliary-source-dominated evidence, while treating short history as uncertainty rather
than evidence failure.

The SignalAgent characterizes the temporal pattern of each concept. Its raw signal
score is

s;ag“ = 0.40hnorm + 0.30gnorm + 0.15¢norm + 0.15pn0rm, (6)

where {norm denotes the normalized trend slope. The LLM assigns a stage label and a
momentum score gmom € [0, 1]. The final signal score is
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Ssig = sé‘f‘g" (1+ (mstage — 1)gmom ), (7)

where stage is 1.50, 1.20, 0.90, and 0.60 for emerging, growing, mature, and declining
concepts, respectively.

The ForecastAgent combines numerical trajectory estimation with semantic forecasting.

IIm
c,t*r

semantic confidence score. The core fusion step can be summarized as

It outputs an absolute target-year hotness prediction /™, a semantic trend label, and a

hep = (1 —w;) AIC"‘;?‘ + wcfllcl,?l, 8)
where fz?‘ﬁ“ is the numerical trajectory estimate and w, is determined by evidence quality,
semantic confidence, semantic trend, and momentum. The semantic weight and the LLM
prediction are bounded before fusion to avoid uncontrolled amplification.

Finally, the CriticAgent reviews the ForecastAgent output using top predictions,
emerging underdogs, evidence quality, semantic confidence, growth features, and source-
support features. it applies a bounded multiplicative correction to the fused pre-critic
target-year hotness score flcrt*:

hc,t* = achc,t*- )]

where hi. ;+ denotes the critic-corrected target-year hotness score and & denotes the bounded
multiplicative correction factor.

The CriticAgent is constrained to output a. € [0.35,0.70] for strong penalties,
e € [0.70,0.98] for moderate penalties, a. = 1.0 for unchanged predictions, a. € [1.02,1.60]
for moderate boosts, and a. € [1.60,3.00] for strong boosts. Strong boosts are allowed only
for low-base candidates with credible history-side support, such as high emergence score,
early-signal evidence, cross-source support, or strong primary-source growth. The cor-
rected scores are then further constrained by deterministic boundary rules and persistence
residual calibration, preventing the critic from arbitrarily rewriting the ranking while still
allowing correction of clearly underestimated emerging technologies.

3.4. Confidence-Calibrated Critic-Guided Refinement

The candidate ranking R.,,q generated by the ForecastAgent is not directly treated as
the final output. In emerging technology forecasting, predicted rise potential and evidential
reliability may diverge. A concept may appear promising due to repeated auxiliary signals,
while another may have fewer but more credible primary-source observations. A ranking
based only on forecast strength may therefore overestimate weakly grounded candidates.

To mitigate this issue, AgentProphet introduces a confidence-calibrated refinement
layer. Confidence calibration adjusts the influence of candidate technologies according to
their source-support profiles. Concepts with consistent primary-source support receive
higher confidence, whereas concepts mainly supported by sparse or selective auxiliary
evidence are treated more cautiously. This design preserves sensitivity to early weak signals
while reducing the risk of weak-source dominance.

On top of the calibrated candidate list, the CriticAgent performs selective refinement
before finalizing the target-year ranking. It focuses on uncertainty-sensitive cases, including
highly ranked concepts with limited primary evidence, concepts with inconsistent source
profiles, and potentially undervalued candidates supported by sparse but meaningful
evidence. Rather than regenerating the full ranking, the CriticAgent provides localized
corrections where the predicted ordering is insufficiently supported by the available evi-
dence. After confidence calibration and critic-guided refinement, the final output ranking
is denoted by Ripq1.

Together, confidence calibration and critic-guided refinement form the trustworthiness
control layer of AgentProphet. This layer improves ranking robustness under partial, noisy,
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and cross-source inconsistent evidence, making the final output Rgp,, more suitable for
upstream capability planning in Al-based IoT systems.

3.5. Experimental Protocol and Implementation Details

We use a rolling forecasting protocol to evaluate whether AgentProphet can identify
emerging Al technologies before their future growth becomes fully observable. As shown
in Figure 2, we instantiate three rolling forecasting tasks with a five-year history window
and a two-year prediction horizon: Task1 (2017-2021 — 2023), Task2 (2018-2022 — 2024),
and Task3 (20192023 — 2025). This rolling design allows us to evaluate forecasting be-
havior under different signal-maturity regimes while keeping the history length consistent
across tasks.

Rolling-Window Task Definition

2017 2018 2019 2020 2021 2022 2023 2024 2025

T T T T T T T T T

arget 2023

t:
Task1 ‘ Historical Window 2017-2021 }—».
target 2024
@ Task2 ‘ Historical Window 2018-2022 }—»Q
target 2025
Task3 ‘ Historical Window 2019-2023 }—».

Primary sources Auxiliary sources

I% Reports ’

S Shared

@ Evidence Basis {@ Papers ]

-

Q- Patents ’ ‘ Tl Policies ’

Figure 2. Rolling-window forecasting tasks. Task2 is used as the main diagnostic weak-signal setting,
while Task1 and Task3 are retained for supplementary cross-task sensitivity analysis.

For each rolling forecasting task, we compute task-property diagnostics to characterize
the corresponding signal regime. Let ¢y denote the last observed year in the historical
window, t* denote the target year, and /;(c) denote the weighted hotness of concept ¢ in
year t. The weighted hotness is computed from source-resolved counts as

e (c) = 0.40xP3P" 4+ 0.40xF%™ 1 0.10x29"Y 1 0.10xP", (10)

These weights encode a fixed primary-source prior: papers and patents are treated as
primary technical evidence and together receive 80% of the weight, while policy documents
and reports are treated as auxiliary contextual evidence and together receive 20%. Papers
and patents receive equal weights because they respectively represent scientific exploration
and technical protection, whereas policy documents and reports receive equal but smaller
weights because they may provide early contextual signals but have lower technical speci-
ficity. This prior is consistent with the corpus composition, where primary-source evidence
accounts for 96.49% of nonzero panel evidence and no concept is supported exclusively
by auxiliary sources. We therefore use auxiliary sources as complementary signals rather
than allowing them to dominate the target-year ranking. The sensitivity of this fixed-prior
choice is examined in Section 4.3.

Let V1o(t*) denote the target-year Top-10 concepts ranked by h(c), and let H1o(to)
denote the historical Top-10 concepts ranked by /1, (c). The weak-signal emerging concept
set is denoted as Wio(t*). Itis constructed from Yy (+*) using history-window-only criteria.
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First, historically prominent concepts are excluded by removing the Top-10 concepts
ranked by last-year hotness, mean historical hotness, and primary-source support. Second,
a target-year Top-10 concept is retained as a weak-signal emerging concept if it satisfies
one of the following conditions: zero historical support but positive target-year hotness;
early-signal status, defined by at most two support years, at least one primary-source
observation, and positive one-year growth or positive trend slope; short historical support
with support years no larger than max (2, |0.60| 7} | ); or low-base challenger status, defined
by ht,(c) < 0.60 - hY10 and an emergence score of at least 0.60, where hX10
hotness in Yo (t*). For nonzero-history candidates, the concept must also be observed for

is the minimum

fewer than all history-window years, have positive one-year growth or positive trend slope,
and satisfy h (c) > hy,(c). These criteria aim to capture that Wyo(t*) captures target-year
prominent concepts that were not already dominant in the historical window.

The emergence score used in the low-base challenger rule is computed from rank-
normalized weak-signal features

e(c) = clipyg 1)( 025710 (<) + 0.30grorwin (€)
+ 0.207gjope (€) + 0.157 recent (€) (11)
+ 0.107primary (¢) + b(c)) 7t(c).

where 714, (c) is the inverse percentile rank of last-year hotness, 7growtn () and rgjope(c) are
percentile ranks of one-year growth and trend slope, rrecent (€) increases when support years
are fewer, and 7primary () is a log-damped primary-source support score. The bonus term
b(c) adds 0.18 for early-signal concepts, 0.06 when 714y, (c) > 0.60 with primary evidence,
0.08 when recent source coverage is at least two, 0.08 for bridge-rising concepts with at
least two support years, at least six primary-source observations, and 71y, (c) > 0.45, and
0.05 for light-primary early concepts with recent primary evidence and 714, (c) > 0.55. All
bonus terms are applied only when the concept has positive one-year growth or a positive
trend slope. The penalty 7t(c) is 0.20 for auxiliary-only concepts and 1.00 otherwise.
Based on these definitions, the four diagnostic properties are computed as follows:

Weak@10 = [Wyo(+)], 12)

[ V1o(#*) N Hio (ko)
Overlap@10 = , 13
Verlap@10 = 135 () U Hao ho) -

1

Hist. hotness = ————— Y Iy (c), (14)

‘Wlo(t )| cEWng(+) 0

and )

Growth = ————— max (hy(c) — hy,(c),0). (15)

When Wy (t*) = @, the two average-based diagnostics, Hist. hotness and Growth, are set to 0.

Here, Weak@10 counts weak-signal emerging truths within the target-year Top-10,
Overlap@10 measures the Jaccard overlap between historical and target-year Top-10 con-
cepts, Hist. hotness reports their average pre-target weighted hotness, and growth reports
their average positive target-year increase.

As shown in Table 2, Task2 and Task3 both contain four weak-signal truths at Top-
10, but Task2 has the lowest historical-target Jaccard overlap, lower pre-target hotness
than Task3, and the highest mean positive growth. Task1 represents a sparse zero-history
setting, as its weak-signal truths have no historical hotness, whereas Task3 shows stronger
continuation patterns, with higher historical-target overlap and higher pre-target hotness
among weak-signal truths. Therefore, Task2 is used as the main diagnostic weak-signal
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setting, while Task1 and Task3 are retained as supplementary settings for cross-task analysis
under sparse and more historically developed signal regimes, respectively.

Table 2. Task-property diagnostics for the rolling forecasting settings.

Task Target Weak@10 Overlap@10  Hist. Hotness Growth
Task1 2023 2 0.333 0.000 43.75
Task2 2024 4 0.176 0.800 117.25
Task3 2025 4 0.429 4.875 17.83

We compare AgentProphet with five baselines: LASTVALUE, ARIMA, DLINEAR,
GRU, and DIRECTLLM. For each concept ¢, let 11 (c) denote its weighted hotness in year
t, and let x. ; denote the source-aware evidence vector consisting of paper, patent, policy,
report, weighted-hotness, and source-coverage channels. Given a historical window ending
at o and a target year t*, each baseline produces a non-negative prediction score 3;«(c) for
each candidate concept. Candidate concepts are ranked in descending order of §; (c).

LASTVALUE is a strict persistence baseline that carries forward the weighted hotness
observed in the final history year

8¢+ (c) = max(hy(c),0). (16)

Since the historical panel is dense, this baseline uses the value in the last observed
year directly and does not backfill to the most recent nonzero observation.

ARIMA is a classical univariate time-series baseline fitted independently for each

concept [27]. In our implementation, the model is fitted to the weighted-hotness sequence
{ht(c) }te7, using an ARIMA(1,0,0) specification without a trend term

hi(c) = ¢p1hi—1(c) +et, (17)

where ¢ is the autoregressive coefficient and €; is the error term. The fitted model forecasts
the target-year score
8¢+ (c) = max(hs(c),0). (18)

For empty series, the prediction is set to zero; for constant or failed series, the method
falls back to the last observed weighted hotness.

DLINEAR is implemented as a lightweight DLinear-style multivariate baseline [28]. It
uses the same six historical evidence channels as GRU. Given a length-L window,

Vet = [Vet—141,- -+ Ve, (19)

we first compute a moving-average trend component and a residual annual component
Tep—r41t = MAR(Veror41:), (20)

Set-r41:+ = Ver—rt1:t — Tepori1t, (1)

where MA,, () denotes a moving average with window size m. The flattened annual and
trend components are concatenated into a feature vector

Zot = [vec(Scr—r41:);vec(Te—p11:4)]- (22)

A ridge-regularized linear projection is then fitted

2
min Y (w'zet +b—hipa(0)) +allwl3, (23)

w,b (o)

and the fitted one-step projection is applied recursively over the forecasting horizon
H =t* —ty. At each step, the predicted weighted-hotness channel is inserted into the
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next input window while the remaining channels are carried forward from the latest
window state. The final recursive prediction is clipped to obtain

8+ (c) = max(hH)(c),0). (24)

GRU is a neural sequence baseline over the same six-channel historical evidence
representation [29]. Given the historical input window V1 1., the sequence is encoded
by a gated recurrent unit

hC,tO = GRU(VC,t[)—L+1/ - Ve, k )/ (25)

and the final hidden state is mapped to a one-step weighted-hotness prediction through
feed-forward layers

"V (c) = folhey,), (26)

where fy(-) denotes the dense prediction head. target-year forecasting is then performed
recursively over H = t* — t; steps by updating the weighted-hotness channel after
each prediction

8+ (c) = max (k) (c),0). (27)

The implementation uses a GRU layer with 32 hidden units, followed by a 16-dimensional
ReLU dense layer and a linear output layer. The model is trained with mean squared error
loss and the Adam optimizer.

DIRECTLLM is a direct-prompt LLM baseline using the same history-derived concept
features [16]. For each candidate concept c, we construct a compact feature summary
¢(c; < tp), including its last observed hotness, mean historical hotness, recent growth, trend
slope, active years, and source-support statistics. Candidate summaries are grouped into
batches and passed to the LLM with instructions to use only the provided history-derived
features and public knowledge available before the cutoff year, without adding new terms
or using target-year outcomes. The LLM is then asked to predict the absolute hotness of
each candidate in the target year

7’1\1‘* (C) = LLM(Pdirectr (P(C; < tO))' (28)
The final prediction score is clipped to be non-negative
8+ (c) = max(h (c),0). (29)

Unlike AgentProphet, this baseline directly maps compact history-derived feature
summaries to target-year hotness predictions, without role-specialized agent decomposition
or critic-guided refinement.

Given the prediction scores defined above, we evaluate each method with metrics that
distinguish ordinary target-year ranking accuracy from growth-oriented and emerging-
oriented forecasting performance. In the following definitions, /;+ () denotes the predicted
target-year hotness score, equivalent to 3+ (c) above.

The primary metric is Growth-Aware NDCG@10 (GA-NDCG@10), a growth-oriented
variant of NDCG [30] adapted to technological emergence assessment [31,32]. The ground-
truth and predicted positive growth are defined as

g(c) = max(hy(c) — hyy(c), 0), (30)

and .
8(c) = max(hp(c) — hyy(c), 0). (31)

Positive growth is further converted into graded relevance by log normalization
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log (1 +g(c))
max log(1+ g(c’))’

relga(c) = (32)

GA-NDCG@10 is then computed by applying NDCG@10 to the ranking induced by
$(+), with relga () as the graded relevance score. This metric is treated as primary because
it directly reflects the objective of prioritizing concepts with substantive future rise potential
rather than preserving historical prominence.

We also report Emerging NDCG@10 (E-NDCG@10), Emerging Gain@10 (E-Gain@10),
Emerging MAP@10 (E-MAP®@10), and Standard NDCG@10. Emerging-oriented relevance
combines future growth with low historical prevalence

relg(c) = relga(c)(0.40 + 0.60A(c)), (33)

where A(c) = 1 —rankpct; (c) is the low-base factor derived from the percentile rank of
ht,(c) among candidate concepts.

A concept with lower historical hotness therefore receives a larger emerging-oriented
relevance multiplier, while the constant 0.40 preserves relevance for high-growth concepts
that are not strictly zero-history. EENDCG@10 applies NDCG@10 to relg(-). E-Gain@10 is
the accumulated normalized emerging relevance captured by the predicted Top-10 list

E-Gain@10 — ZCGR];;eIE(C) (34)
10
where Rjy denotes the predicted Top-10 list, &9 denotes the 20 highest emerging-relevance
concepts, and IlEo is the sum of the ten largest relevance values in &.

E-MAP@10 computes relevance-weighted average precision over the predicted

Top-10 list

10
E-MAP@10 = ILE Y Pe()) - relg(c(j)- (35)
10 j=1

where c(;) is the concept at rank j and Pg(j) = it Z{:l relg(c(;)). Concepts outside Ex
have zero emerging relevance in E-Gain@10 and E-MAP@10. Standard NDCG@10 uses
target-year hotness as the conventional graded relevance reference.

All LLM-based methods use qwen3-max-2026-01-23. AgentProphet is run five times
and reported as mean =+ standard deviation to reflect the stochasticity of multi-agent LLM
reasoning, while deterministic baselines and DirectLLM are reported as single values under
fixed configurations.

Baseline Selection Rationale. The baseline methods are selected to cover the main
methodological families relevant to weak-signal emerging technology forecasting under
heterogeneous historical evidence. LAST VALUE is included as a persistence-based base-
line, which tests whether target-year technology prominence can be explained by simple
continuation of the most recent observations. ARIMA represents classical statistical time-
series forecasting and evaluates whether univariate temporal extrapolation is sufficient for
short-horizon technology forecasting. DLinear is adopted as a lightweight linear neural
forecasting model, providing a stronger yet interpretable temporal baseline for multivariate
historical evidence. GRU represents recurrent neural sequence modeling and tests whether
nonlinear temporal dependencies in the historical evidence panel can improve forecasting
performance. DirectLLM uses the same LLM backbone as AgentProphet but directly gener-
ates the technology ranking without source-aware decomposition, confidence calibration,
or critic-guided refinement. It therefore serves as a key control for distinguishing the
benefit of the proposed source-aware multi-agent framework from the effect of simply
using an LLM.
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Together, these baselines provide a controlled comparison across persistence-based
continuation, classical time-series extrapolation, lightweight neural forecasting, recurrent
neural forecasting, and direct LLM-based reasoning. This design is aligned with the
objective of this study: to examine whether source-aware multi-agent reasoning improves
the ranking of emerging Al technologies under weak historical signals and heterogeneous
multi-source evidence. We therefore interpret the baseline comparison as a representative
evaluation across complementary methodological families, rather than as an exhaustive
benchmark of all possible technology-forecasting paradigms.

To ensure a fair and leakage-free comparison, all numerical baselines were configured
using only pre-target historical data. For each rolling forecasting task, we constructed an
internal validation split within the historical window, using the earlier years for model
fitting and the last available pre-target year as the validation year. Hyperparameter config-
urations were selected or confirmed according to validation performance on the primary
growth-aware ranking metric, and the selected configuration was then retrained on the full
historical window before generating the target-year forecast. Under this protocol, DLinear
was implemented with a sequence length of 3, a moving-average window of 3, and ridge
regularization with (« = 0.1). The GRU baseline used a sequence length of 3, a hidden size
of 32, a mini-batch size of 256, 12 training epochs, Adam optimization, and a fixed random
seed of 42. ARIMA was fitted independently for each concept-level time series, so that
each concept was forecast only from its own historical observations. These parsimonious
settings were adopted to match the short annual concept-level time series and to reduce the
risk of overfitting or unstable estimation. For the controlled ablation study, the FULL, D3,
D5, A2, A3, A4, and S2 variants share a fixed-prior protocol, so that each variant differs
only in the targeted component.

Because the LLM backbone may have been exposed during pre-training to public
information about technologies that became popular in 2024 or 2025, the evaluation may
be affected by temporal knowledge contamination, which is a known concern in LLM-
based evaluation [33,34]. We therefore treat the evaluation as contamination-aware rather
than contamination-free. To reduce prompt-side and evidence-side leakage, all numerical
evidence supplied to LLM-based methods is truncated at the end of the historical window.
Candidate features are constructed only from observations no later than y, and target-year
hotness values are used only for evaluation. The prompts explicitly specify the allowed
public-knowledge cutoff year, prohibit the use of target-year or later outcomes, and forbid
adding new technology terms. In addition, LLM rationales and adjustment reasons are
screened for post-cutoff-year references; unsafe free-text explanations are removed or
excluded from downstream structured records and counted as semantic leakage flags.

This design separates two types of contamination risk. Prompt-side leakage refers
to target-year or post-target evidence being included in the model input or prompt con-
text; this is controlled by historical-window truncation, target-year exclusion from fea-
ture construction, and explicit prompt instructions. Parametric contamination refers to
knowledge already stored in the pre-trained LLM; this cannot be fully eliminated without
retraining or using a strictly time-bounded model. Therefore, our claims focus on control-
ling prompt-side and evidence-side leakage, while treating parametric contamination as
a residual limitation.

4. Results
4.1. Main Results on Weak-Signal Forecasting

Table 3 presents the main results on Task2. As described in Section 3.5, Task2 is
used as the main diagnostic weak-signal setting because it contains nontrivial emerging
truths, the lowest historical-target Jaccard overlap, and the highest mean positive growth
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among the three rolling tasks. It is therefore suitable for evaluating whether a method can
identify technologies with future rise potential rather than simply preserving historically
frequent concepts.

Table 3. Main results on Task2. The upward arrows indicate that higher values are better. Bold
values denote the best result for each metric. AgentProphet is reported as mean =+ standard deviation
over five runs, whereas deterministic baselines and DirectLLM are reported as single values under
fixed configurations.

Method GA-NDCG@10 1 E-NDCG@10 1 E-Gain@10 1 E-MAP@10 1 NDCG@10 1
LASTVALUE 0.000 0.123 0.148 0.013 0.364
ARIMA 0.099 0.123 0.148 0.012 0.364
DLINEAR 0.197 0.181 0.232 0.022 0.427
GRU 0.259 0.296 0.151 0.036 0.386
DIRECTLLM 0.214 0.167 0.232 0.019 0.438
AGENTPROPHET 0.410 =+ 0.076 0.289 + 0.025 0.305 &= 0.060 0.056 =+ 0.008 0.474 4 0.039

AgentProphet achieves the best performance on four of the five Task2 metrics, includ-
ing the primary GA-NDCG@10, E-Gain@10, E-MAP@10, and Standard NDCG@10. Its
GA-NDCG@10 reaches 0.410 £ 0.076, outperforming GRU (0.259), DIRECTLLM (0.214),
DLINEAR (0.197), and ARIMA (0.099). This indicates a stronger ability to prioritize low-
history concepts with substantive future growth potential.

The improvements on E-Gain@10 and E-MAP@10 further show that AgentProphet
does not merely retrieve emerging candidates, but also ranks higher-gain candidates closer
to the top. GRU obtains a slightly higher E-NDCG@10 score, suggesting that neural
temporal models remain competitive for coarse-grained matching of some weak-signal
candidates. In contrast, LASTVALUE and ARIMA show similar behavior, reflecting the
influence of continuation effects in short-horizon forecasting. Overall, the Task2 results sup-
port the effectiveness of source-aware multi-agent reasoning for growth-oriented emerging
Al technology forecasting under incomplete multi-source evidence.

4.2. Ablation Study

Figure 3 presents the controlled ablation results on Task2. The FULL configuration
follows the fixed-prior protocol described in Section 3.5, so the ablation results should be
interpreted as within-study comparisons among controlled variants rather than as direct
comparisons with the five-run averaged results in Table 3.

The FULL configuration achieves a GA-NDCG@10 of 0.473. Removing critic review
(A4) reduces this score to 0.402, while E-Gain@10 and E-MAP@10 decrease to 0.209 and
0.046, respectively. Removing source-aware confidence calibration (S2) further reduces
GA-NDCG@10 to 0.388 and E-MAP@10 to 0.033. These declines indicate that critic-guided
refinement and confidence-aware reasoning are important for stabilizing rankings under
uncertain multi-source evidence.

Source-related ablations provide additional evidence for the source-aware design.
Removing auxiliary sources (D3) only slightly reduces the primary metric from 0.473 to
0.463, but weakens emerging-oriented metrics. Equal source weighting (D5) increases
E-NDCG@10 to 0.323, but lowers GA-NDCG@10, E-Gain@10, and E-MAP@10 compared
with FULL. This suggests that auxiliary sources can provide complementary weak signals,
but heterogeneous sources should not be treated as uniformly reliable.
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Figure 3. Task2 ablation results. The dashed horizontal line marks the GA-NDCG®@10 score of the
FULL configuration, and the light-blue shaded area highlights the FULL reference configuration.
FULL denotes the controlled full AgentProphet configuration; A2 removes evidence-side semantic
assessment; A3 removes the SignalAgent stage; A4 removes critic review; S2 removes source-aware
confidence calibration; D3 removes auxiliary sources; and D5 uses equal source weighting.

A2 and A3 further reveal a multi-objective trade-off. A2 slightly improves GA-
NDCG@10 to 0.476, but substantially lowers emerging-oriented metrics, indicating that
evidence-side semantic assessment helps preserve emerging-oriented ranking quality even
when the growth-aware score is similar. A3 reduces GA-NDCG@10 to 0.431 while main-
taining relatively strong E-Gain@10 and E-MAP@10, suggesting that the SignalAgent
contributes to growth-sensitive trend characterization. Overall, the ablation results show
that AgentProphet’s advantage is best understood as a balanced design across growth
awareness, emerging prioritization, and ranking trustworthiness.

4.3. Robustness and Sensitivity Analysis

To further assess residual contamination risk from named technology terms, we
conduct an anonymized Task2 robustness check. In this experiment, real technology
names are replaced by anonymous identifiers, and the LLM receives only history-window
source-year evidence profiles. The prompt explicitly prohibits inferring real technology
names, products, events, or external world knowledge. This setting removes direct name-
level semantic access to well-known technology terms and tests whether the forecasting
procedure can still exploit historical multi-source trajectories.

As shown in Table 4, because the anonymized AgentProphet run uses a simplified
anonymous candidate path with a reduced LLM-facing candidate set, this experiment is
intended as a supplementary sanity check rather than a strict apples-to-apples replacement
for the named main evaluation. The anonymized check shows that removing real technol-
ogy names changes performance, suggesting that named semantic access affects model
behavior and that parametric contamination cannot be completely ruled out. However,
AgentProphet still obtains nonzero emerging-oriented performance under anonymous
history-only inputs, with E-Gain@10 of 0.232, E-MAP@10 of 0.021, and NDCG@10 of 0.444.
This suggests that the framework does not rely solely on memorized target-year popularity
of named technologies; it also exploits historical source profiles, evidence quality, and
trajectory structure. We therefore interpret the results as contamination-aware evidence
rather than proof of a fully contamination-free LLM evaluation.
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Table 4. Named Task2 results vs. anonymized Task2 robustness check.
Method Setting GA-NDCG@10 E-Gain@10 E-MAP@10 NDCG@10
DirectLLM Named 0.214 0.232 0.019 0.438
DirectLLM Anonymous 0.327 0.148 0.013 0.364
AgentProphet Named 0.410 0.305 0.056 0.474
AgentProphet Anonymous 0.211 0.232 0.021 0.444

To evaluate robustness under different signal-maturity regimes, we report supplemen-
tary results on Task1 and Task3 in Table 5. Task1 corresponds to a sparser early-stage setting,
whereas Task3 contains stronger continuation patterns. These two tasks complement the
main Task2 setting and help clarify the boundary conditions of AgentProphet.

Table 5. Supplementary cross-task results on Task1 and Task3. Bold numeric values indicate the best
result in each metric column.

Task1 Task3
Method
GA-NDCG@10 E-NDCG@10 GA-NDCG@10 E-NDCG@10

LASTVALUE 0.000 0.112 0.000 0.503
ARIMA 0.133 0.067 0.102 0.290
DLINEAR 0.175 0.107 0.259 0.331
GRU 0.091 0.076 0.223 0.525
DIRECTLLM 0.278 0.112 0.431 0.551
AGENTPROPHET 0.083 0.124 0.204 0.507

The cross-task results show that forecasting performance is sensitive to signal ma-
turity. DIRECTLLM is more competitive on GA-NDCG@10 in Taskl and Task3, while
AgentProphet obtains the best Taskl E-ENDCG@10. Together with the task-property diag-
nostics in Table 2, these results indicate that AgentProphet is most effective in the balanced
weak-signal regime represented by Task2. When signals are extremely sparse or already
more mature, simpler LLM-based or continuation-sensitive baselines can become competi-
tive. This clarifies the boundary condition of AgentProphet: it is designed for trustworthy
weak-signal forecasting rather than uniformly dominating all signal regimes.

We further conduct a deterministic sensitivity analysis for the two design choices
that directly affect emerging-oriented evaluation: source weights and weak-signal truth
thresholds. For source weights, we recompute the source-weighted panel under six
alternatives: equal sources (0.25,0.25,0.25,0.25), primary only (0.50,0.50,0,0), paper
heavy (0.55,0.25,0.10,0.10), patent heavy (0.25,0.55,0.10,0.10), auxiliary upweighted
(0.35,0.35,0.15,0.15), and auxiliary high (0.30,0.30, 0.20, 0.20).

For weak-truth construction, we compare the default threshold set with a stricter
setting, a relaxed setting, and a stronger historical-prominence exclusion setting. The strict
setting changes the short-history fraction from 0.60 to 0.40, the low-base factor from 0.60
to 0.40, and the minimum emergence score from 0.60 to 0.70. The relaxed setting changes
these values to 0.80, 0.80, and 0.50, respectively. The historical-exclusion setting removes
historical Top-20 concepts instead of historical Top-10 concepts.

As shown in Table 6, the Task2 diagnostic characterization is stable under most
plausible source-weight perturbations. Equal weighting, primary-only weighting, auxiliary-
upweighted weighting, and auxiliary-high weighting preserve the same Weak@10 value,
historical-target overlap, target Top-10 set, and weak-truth set as the default protocol. Paper-
heavy and patent-heavy variants change part of the target Top-10 set; the patent-heavy
setting remains close to the default weak-truth set, whereas the paper-heavy setting shows
a moderate change while preserving the same Weak@10 count. Threshold perturbation also
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leaves the target Top-10 unchanged; the strict setting reduces Weak@10 from four to three,
while the relaxed and stronger historical-exclusion settings recover the default weak-truth
set. These results support the use of the 0.4/0.4/0.1/0.1 fixed-source prior as a transparent
main protocol, while indicating that the characterization of Task2 as a balanced weak-signal
setting is not driven by a single weight or threshold choice.

Table 6. Sensitivity of Task2 diagnostics to source weights and weak-truth thresholds.

Weight Scheme Threshold Scheme Weak@10 Overlap@10 Top10 Jac. vs. Default Weak Jac. vs. Default
Default technical primary Default 4 0.176 1.000 1.000
Equal sources Default 4 0.176 1.000 1.000
Primary only Default 4 0.176 1.000 1.000
Paper heavy Default 4 0.176 0.818 0.600
Patent heavy Default 5 0.250 0.818 0.800
Auxiliary upweighted Default 4 0.176 1.000 1.000
Auxiliary high Default 4 0.176 1.000 1.000
Default technical primary Strict 3 0.176 1.000 0.750
Default technical primary Relaxed 4 0.176 1.000 1.000
Default technical primary Exclude hist. Top-20 4 0.176 1.000 1.000

4.4. Qualitative Case Study: SMCC-Oriented Capability Mapping

To examine the relevance of the forecasting results to Al-based IoT systems, we
conduct a qualitative case study based on a representative Task2 run. AgentProphet
ranks several technologies with potential system implications, including large language
models, retrieval-augmented generation, graph attention networks, and U-Net. We group
these technologies into three capability directions: knowledge-augmented intelligence,
relation-aware reasoning, and multimodal perception.

As shown in Figure 4, the forecasted capability directions can be mapped to repre-
sentative SMCC concerns [6,7]. Knowledge-augmented intelligence, represented by LLMs
and retrieval-augmented generation, implies stronger demands on cache management,
retrieval transmission, and edge—cloud partitioning. Relation-aware reasoning, represented
by GAT and graph models, highlights topology modeling, graph-message aggregation,
and graph-oriented scheduling. Multimodal perception, represented by U-Net and vision
models, points to feature upload, shared visual backbones, and perception-to-decision
pipeline allocation.

This case study is intended as a qualitative capability-mapping analysis rather than
direct system-level validation of specific SMCC strategies. AgentProphet is not integrated
into physical IoT hardware, edge devices, communication stacks, or deployed SMCC
control loops in this study. Therefore, the case study does not show that an IoT system
runs faster, at lower cost, more reliably, or with lower energy consumption after using
AgentProphet. Instead, it illustrates how forecasted Al technology directions can serve as
upstream data-level evidence to inform SMCC-oriented capability planning. Whether these
cues improve concrete system outcomes such as latency, energy efficiency, communication
overhead, resource utilization, reliability, or deployment quality requires future system-
level experiments.
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Figure 4. Mapping from forecasted capability directions to representative SMCC concerns in Al-based
IoT systems.

5. Discussion
5.1. Interpretation and Boundary Conditions

The results indicate that AgentProphet is most useful in balanced weak-signal settings,
where early evidence is available but incomplete, heterogeneous, and not yet mature
enough for simple continuation-based forecasting. Its advantage therefore lies less in
universal forecasting dominance and more in uncertainty-aware prioritization under partial
multi-source evidence.

The ablation results suggest that source-aware confidence calibration and critic-guided
refinement are important for stabilizing rankings when evidence quality varies across
papers, patents, policies, and reports. This supports the design choice of preserving source-
specific evidence profiles rather than collapsing all signals into a homogeneous input.

For Al-based IoT systems, the SMCC-oriented case study should be interpreted as
qualitative capability mapping rather than system-level validation. The present study
shows how forecasted technology directions may inform upstream planning hypotheses,
but it does not demonstrate improvements in latency, energy efficiency, communication
overhead, resource utilization, or deployment reliability.

5.2. Limitations and Future Work

This study has three main limitations. First, the dataset is constructed from four source
categories, including papers, patents, policy documents, and reports. Although these
sources provide complementary scientific, technical, strategic, and industrial evidence, the
coverage is still limited by the selected data platforms, query strategies, and document
availability. In particular, reports and policy documents are fewer than papers and patents,
which may affect the stability of auxiliary-source signals. Future work will expand the
dataset to include broader international sources, open technical repositories, standards
documents, and additional industrial evidence.

Second, the SMCC-oriented application analysis is a qualitative capability-mapping
case study rather than a full system-level deployment or testbed validation. The observed
usefulness of AgentProphet should be interpreted as task-dependent. The current findings
are based on technology forecasting and SMCC-oriented capability mapping, and further
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validation is required before they can be generalized to other forecasting tasks, domains,
evaluation settings, or downstream decision-making scenarios. The case study illustrates
how forecasted technology directions may inform sensing, memory, communication, and
computation planning, but it does not directly measure system-level improvements such
as latency reduction, energy efficiency, communication overhead, edge—cloud resource
utilization, reliability, or deployment cost. It also does not demonstrate integration with
physical IoT hardware, edge—cloud middleware, or online resource-management mod-
ules. Future work will integrate AgentProphet with Al-based IoT testbeds to evaluate
whether forecast-driven capability planning can improve concrete system performance and
operational reliability.

Third, a remaining limitation is potential parametric contamination in LLM-based
forecasting. Although all prompts and numerical evidence are restricted to the historical
window, the pre-trained LLM may still contain public knowledge about technologies that
became prominent in 2024 or 2025. The anonymized robustness check reduces direct access
to named technology knowledge, but it cannot fully prove that all parametric knowledge
effects are removed. Therefore, the results should be interpreted as contamination-aware
rather than contamination-free. Future work will use time-bounded language models,
frozen archival models, or fully anonymized forecasting protocols to further isolate tempo-
ral generalization from pre-trained world knowledge.

6. Conclusions

This paper proposed AgentProphet, a source-aware multi-agent framework for emerg-
ing Al technology forecasting for upstream decision-making in Al-based IoT systems.
Motivated by SMCC-oriented capability planning, AgentProphet integrates heterogeneous
evidence from papers, patents, policy documents, and reports into a unified concept space
while preserving source-specific evidence profiles. By combining role-specialized agent
reasoning, source-aware confidence calibration, and critic-guided refinement, the frame-
work aims to identify technologies with weak historical visibility but substantive future
growth potential under incomplete and heterogeneous multi-source evidence.

Rolling forecasting experiments demonstrated that AgentProphet achieves strong
performance in the main balanced weak-signal setting, particularly on growth-aware and
emerging-oriented ranking metrics. However, the supplementary Task1 and Task3 results
show that DirectLLM can be more competitive under extremely sparse or more mature
signal regimes. Therefore, the contribution of AgentProphet should be interpreted as
conditional: it is most suitable for balanced weak-signal regimes, where early evidence is
available but incomplete and not yet sufficiently mature for simple continuation-based or
direct-prompt forecasting.

The SMCC-oriented case study further illustrated how forecasted Al technology
directions can be mapped to representative capability-planning cues, including cache
management, retrieval transmission, topology modeling, graph-message aggregation,
feature upload, and edge—cloud partitioning. This mapping should be understood as a
qualitative data-level interpretation rather than evidence of system-level deployment or
performance improvement. The present study does not show that AgentProphet makes
an IoT system faster, lower cost, more energy-efficient, or more reliable. Future work will
explore broader data coverage, stronger contamination-aware or anonymized forecasting
protocols, and system-level validation on concrete Al-based IoT or edge—cloud testbeds
where latency, energy, communication overhead, resource utilization, cost, reliability, and
deployment quality can be directly measured.
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