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Abstract

To address the coexistence of multiple defect types and class imbalance in complex urban
sewer scenarios, this study proposes a two-stage multi-label recognition method for sewer
defect images. In the first stage, a lightweight binary convolutional neural network is used
to distinguish between normal and defective images, thereby filtering out normal samples
and reducing the computational burden. In the second stage, a TResNet-based multi-
label classification model is developed, and a class-specific residual attention module is
introduced to enhance defect-specific spatial feature representation. In addition, F1-Normal
and F2-CIW are used to evaluate the recognition performance from both normal-pipeline
recognition and defect-economic-impact perspectives. Experiments on the Sewer-ML
dataset show that the proposed method achieves 90.88% F1-Normal and 53.93% F2-CIW,
outperforming the baseline models in overall performance.

Keywords: sewer defect recognition; multi-label classification; TResNet; CSRA

1. Introduction
Urban sewer pipelines are an important component of urban infrastructure. China has

a vast number of pipelines, many of which have been in service for a long time. Aging pipe
networks are prone to leakage, collapse, and other accidents, thereby adversely affecting
the environment, the economy, and public safety. Regular inspection and maintenance
are therefore essential. At present, inspection mainly relies on CCTV technology, whereby
pipeline robots acquire images that are subsequently interpreted by professional inspectors.
However, manual inspection involves a heavy workload, low efficiency, and subjective
bias. With the development of deep learning in image processing, automatic sewer defect
recognition has gradually become feasible, and relevant studies have already achieved
certain progress.

The internal environment of urban pipelines is highly complex, and different types of
pipelines exhibit different structural characteristics, as shown in Figure 1. Compared with
traditional digital image-processing methods based on manually extracted features, deep
learning methods that automatically learn features perform better in image recognition
tasks. Researchers both in China and abroad have applied such methods to sewer defect
image recognition. Hassan et al. [1] used the classical AlexNet [2] for sewer image defect
recognition. Similarly, Li et al. [3] applied an improved ResNet-18 [4] to end-to-end sewer
defect recognition. Unlike the end-to-end methods of Hassan and Li et al., Chen Kefan
et al. [5] divided sewer image defect recognition into two stages: in the first stage, a
lightweight SqueezeNet [6] was used to determine whether an image contained a defect,
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and in the second stage, InceptionV3 [7] was used to identify the specific defect type. Xie
et al. [8] likewise adopted a two-stage method for sewer image recognition.

  
(a) (b) 

Figure 1. Sewer defect images: (a) deformation and displaced joint; (b) fracture, surface damage, and
displaced joint.

Previous studies have mainly focused on single-defect recognition, whereas real-
world images often contain multiple defects simultaneously, which constitutes a multi-label
classification problem. Kumar et al. [9] trained an ensemble of small two-layer CNNs in
a one-versus-one manner to classify four defect types. Zeng Baozhi et al. [10] proposed
an improved label-graph-based GCN model for classifying seven defect types. Haurum
et al. [11], after comparative analysis, selected TResNet [12] for multi-label classification
and recognition.

In previous studies on multi-label sewer defect recognition, problems remained such
as incomplete coverage of defect categories and insufficient recognition accuracy. To further
address multi-label defect classification in complex urban sewer scenarios, this paper
proposes a two-stage recognition method. In the first stage, a small CNN model is designed
to determine whether defects exist in sewer images. In the second stage, a class-specific
residual attention module (CSRA) [13] is introduced into the TResNet model to recognize
the defect types present in sewer images.

2. Methodology
In real sewer image datasets, the number of normal samples is significantly larger

than that of defective samples, resulting in a markedly imbalanced class distribution. To
improve recognition performance, defect images are first preprocessed, and the recognition
task is divided into two stages: normal-abnormal recognition and defect-type recognition.
In the first stage, all defect categories are merged into a single abnormal class, which forms
a bin0ary classification problem together with the normal class, and a binary CNN model
is used for discrimination. In the second stage, abnormal samples are subjected to multi-
label defect classification using an improved TResNet network. The overall recognition
procedure is shown in Figure 2.

2.1. Image Preprocessing

The original images have different resolutions, and all are uniformly resized to
224 × 224 pixels. To prevent overfitting and augment the data, horizontal flipping is
applied with a probability of 50%; brightness, contrast, saturation, and hue are jittered
within ±10%; and normalization is performed. During inference, the images are likewise
resized to 224 × 224 and normalized.

2.2. Normal-Abnormal Recognition Model

To address the severe class imbalance between normal and defective samples in sewer
datasets, a lightweight convolutional neural network is designed for binary classification.
This stage acts as a fast filter to remove defect-free images, reducing computational burden
and improving the efficiency of subsequent multi-label recognition.
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The structure of the binary classification network is shown in Figure 3. The network
adopts a simple and stable structure with three convolutional layers and three fully con-
nected layers. Max-pooling is applied after each convolution to downsample features and
suppress overfitting. Zero padding is used to preserve edge information, where small
defects often appear. Adaptive average pooling is employed before fully connected layers,
and ReLU activation and dropout are adopted to further improve generalization.

 

Figure 2. Sewer defect recognition method.
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Figure 3. Binary classification network.

The model outputs two probabilities corresponding to the normal class and the ab-
normal (defective) class, respectively. It achieves efficient filtering with low computation,
making it suitable for real-world sewer inspection systems.

2.3. Defect Type Recognition Model

TResNet exhibits fast GPU training and inference efficiency in practice [11] and has
achieved excellent performance in multi-label image classification. To further improve
sewer defect recognition accuracy under complex urban sewer scenarios, a CSRA module
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specifically designed to improve multi-label classification performance is introduced at the
end of the TResNet network for multi-label classification of sewer defect images.

2.3.1. TResNet Architecture

In recent years, many models have surpassed ResNet50 [4] in ImageNet accu-
racy, but their actual GPU throughput is lower, whereas ResNet50 offers a better bal-
ance between throughput and accuracy. TResNet is an improved architecture based on
ResNet50 and achieves better performance under similar throughput. It includes three
variants—M, L, and XL—and this study adopts TResNet-L. Its main improvements in-
clude the SpaceToDepth transformation layer, the Inplace-ABN layer, SE blocks, and
deployment optimization.

ResNet50 initially uses a 7 × 7 convolution with stride 2 and a pooling layer for feature
extraction and 4× downsampling. TResNet replaces this module with a SpaceToDepth
transformation layer [14] to reduce feature-map size, aiming to reduce the information
loss caused by aggressive downsampling and thereby improve accuracy. The replacement
relationship is shown in Figure 4.

SpaceToDepth
BlockSize=4

Conv3*3*64
Stride=1

Conv7*7*64
Stride=2

MaxPool3*3
Stride=2

Replace

Figure 4. SpaceToDepth replacement relation.

TResNet uses an Anti-Alias Downsampling (AA) layer [15] to replace the original
downsampling module, as shown in Figure 5.

Conv 3*3
Stride=2

Conv 3*3
Stride=1 Fxied Blur Filter+

Replace

AA downsampling

Figure 5. AA Downsampling replacement relation.

TResNet replaces all BatchNorm + ReLU layers with Inplace-ABN layers [16], sub-
stantially reducing memory requirements during training and thereby significantly in-
creasing the feasible batch size. The activation function is changed from standard ReLU
to Leaky-ReLU.

ResNet contains two basic building blocks: BasicBlock and Bottleneck. Bottleneck
consists of two 1 × 1 convolutions and one 3 × 3 convolution, and generally yields higher
accuracy. BasicBlock consists of two 3 × 3 convolutions, offers a larger receptive field,
and requires fewer GPU resources. TResNet uses BasicBlock in the first two stages and
Bottleneck in the last two stages to achieve a balance between speed and accuracy.

TResNet further adds Squeeze-and-Excitation (SE) blocks [17] to both building blocks
to improve accuracy. The reduction ratio is set to 4 in BasicBlock and 8 in Bottleneck. The
two block designs are shown in Figure 6.
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Figure 6. BasicBlock layer and Bottleneck layer design of TResNet.

For a preprocessed sewer defect image I, sending it into the feature extractor Φ

(TResNet-L) yields a feature tensor p ∈ Rd×h×w, where d, h, and w denote the channel
dimension, height, and width of the tensor, respectively.

p = ϕ(I; θ) (1)

In Equation (1), θ denotes the parameters of the TResNet-L backbone. For an input
sewer image with a resolution of 3 × 224 × 224, the output feature tensor after TResNet-L
has a shape of 2432 × 7 × 7.

2.3.2. Class-Specific Residual Attention Module (CSRA)

CSRA generates class-specific features for each category through a spatial attention
scoring mechanism and combines them with class-agnostic average-pooled features. In
this way, it can effectively capture the different spatial regions occupied by different classes
of defects, thereby improving the performance of multi-label sewer defect classification.

After a sewer image passes through the TResNet-L feature extractor, the output is a fea-
ture tensor of size 2432 × 7 × 7, which can be decomposed into x1, x2, . . . , x49(xk ∈ R2432).
For i-th class (i ∈ R17), the class-specific attention score at j-th position of the feature tensor
p (j ∈ R49) is defined as follows [13]:

si
j =

exp(TxT
j mi)

49
∑

k=1
exp(TxT

k mi)

(2)

In Equation (2), T is a manually adjustable hyperparameter, and mi ∈ R2432 denotes
the classifier for the i-th class. The score si

j can be interpreted as the probability that the i-th
class appears at position j.

After obtaining the probability that the i-th class appears at the j-th position, this
probability is used to weight the original features, followed by a global summation over
the corresponding dimension, yielding the class-specific feature vector [13] ai:

ai =
49

∑
k=1

si
kxk (3)

In Equation (3), si
k denotes the attention score of the i-th class, and xk denotes the

vector decomposed from the feature map at each position.
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The global feature of the feature map g can be obtained by averaging the features over
all positions [18]:

g =
1

49

49

∑
k=1

xk (4)

Since the global feature vector g has been widely used and has shown good effective-
ness, it is treated as the main feature vector, while ai is treated as a residual component.
After assigning a weight coefficient λ to the residual component ai (λ = 0.4 in this paper)
and adding it to g, the residual attention feature fi for the i-th class is obtained [13]:

fi = g + λai (5)

Finally, all such residual attention features fi are multiplied by the classifier mi of each
class to obtain the final score vector [13]:

ŷ ≜ (y1, y2, · · · , yc) = (m1f1, m2f2, · · ·mcfc) (6)

In Equation (6), C denotes the number of classes.
The above describes the single-head attention mechanism of CSRA. CSRA can be

further extended to a multi-head attention mechanism, in which multiple different CSRA
modules are combined additively, thereby yielding better classification results. The prin-
ciple of this module is illustrated in Figure 7. The final score vector of the multi-head
attention mechanism [13] ys is given by:

ŷs =
H

∑
h=1

yTi (7)

 

Figure 7. Multi-head CSRA module.

In Equation (7), Ti denotes the hyperparameter of the i-th attention head. After
extending CSRA to a multi-head attention mechanism, the hyperparameters Ti can be
determined according to the number of heads H. In this paper, a multi-head attention
setting with H = 4 is adopted. According to Ref. [13], the hyperparameters of the attention
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heads are chosen as T1:4 = 1, 2, 4, ∞. Among them, T4 = ∞ has an effect equivalent to that
of a global max-pooling layer.

The defect recognition model takes preprocessed images as input and uses TResNet-L
for feature extraction. The backbone consists of five stages: the first stage uses Space-
ToDepth for downsampling; the second and third stages repeat BasicBlock 4 and 5 times,
respectively; the fourth stage repeats Bottleneck 18 times; and the fifth stage repeats Bottle-
neck 3 times. A four-head CSRA attention module is then used to capture spatial positional
information and output the category prediction logits, as shown in Figure 8.

Input(224×224)

SpaceToDepth

BasicBlock+SE

Bottleneck+SE

BasicBlock+SE

×4

×5

×18

Bottleneck
×3

logits

TResNet特征提取骨架

H1 H2 H3 H4

CSRA

TResNets

Figure 8. Multi-label classification network for defect type.

2.3.3. Loss Function

This paper adopts binary cross-entropy loss [19], which is commonly used in multi-
label image classification, as shown in Equation (8):

L =
1
C

c

∑
c
−[wcyc log(pc) + (1 − yc) log(1 − pc)] (8)

In Equation (8), c denotes the number of defect categories; yc denotes whether the
current image contains defect class c; pc denotes the probability that the model predicts
class c as positive; and wc denotes the class weight for class c in the current image.

To address the imbalance in the number of different defect types in sewer images,
different classes are weighted by wc in the loss function, so that minority classes receive
higher weights while majority classes receive lower weights, as shown in Equation (9):

wc =
N − Nc

Nc
(9)

In Equation (9), N denotes the number of images in the training set, and Nc denotes
the number of images in the training set that contain the corresponding defect class.

3. Experimental Results and Analysis
To evaluate the performance of the improved model on the multi-label classifica-

tion task for sewer defects, comparative experiments were conducted on the Sewer-
ML dataset [11]. This section introduces the dataset, experimental environment, pa-
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rameter settings, and evaluation metrics, and presents comparative analyses with
representative methods.

3.1. Dataset Description

A total of 131,631 sewer images are used in this study, including 65,751 normal images
and 65,880 defective images. The data split is shown in Table 1.

Table 1. Dataset distribution.

Type Training Set Test Set Validation Set Total

Normal images 51,909 6881 6961 65,751
Defect images 55,463 5325 5092 65,880

Total 107,372 12,206 12,053 131,631

The defects cover 17 categories [20], including cracks, surface damage, displaced
joints, and others. In terms of sample distribution, surface damage, displaced joints, and
construction-change-related defects account for relatively high proportions, specifically
24.68%, 41.19%, and 18.73%, respectively, whereas lateral reinstatement cuts and transition-
profile-related defects account for relatively low proportions, specifically 0.44% and 0.08%,
respectively. Considering that different defect types exert distinct economic impacts,
each defect category should be assigned a corresponding economic impact score, which
is determined by professional domain experts. Various pipeline defect datasets differ
substantially in defect categories, annotation criteria, sample distribution, and application
scenarios. Consequently, the category importance weight (CIW) exhibits strong dataset
specificity and is not applicable for direct cross-dataset transfer. When adopting a new
dataset, the CIW should be recalibrated comprehensively based on pipeline maintenance
costs, safety risk levels, and local industrial inspection specifications. Based on economic
impact scores, class weights (CIW) are assigned to each category, as shown in Table 2 [21].

Table 2. The defect type and its corresponding CIW.

Code Defect Type CIW

RB Cracks, breaks, and collapses 1.0000
OB Surface damage 0.5518
PF Production error 0.2896
DE Deformation 0.1622
FS Displaced joint 0.6419
IS Intruding sealing material 0.1847

RO Roots 0.3559
IN Infiltration 0.3131
AF Settled deposits 0.0811
BE Attached deposits 0.2275
FO Obstacle 0.2477
GR Branch pipe 0.0901
PH Chiseled connection 0.4167
PB Drilled connection 0.4167
OS Lateral reinstatement cuts 0.9009
OP Connection with transition profile 0.3829
OK Connection with construction changes 0.3829

3.2. Experimental Settings

The main hardware configuration used in this experiment is as follows: CPU: Intel(R)
Core(TM) i5-12400F; memory: 16 GB; GPU: NVIDIA GeForce RTX3060 with 12 GB video
memory. The experiments were conducted under the Windows 10 operating system using
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the PyTorch 1.13.1 and CUDA 11.7 deep learning framework. SGD with momentum was
used for training. The maximum number of iterations was set to 100, and the batch size
was set to 64. The learning rate was set to 0.1, the momentum to 0.9, and the weight decay
to 0.0001. The learning rate was multiplied by 0.1 at the 30th, 60th, and 80th epochs.

3.3. Evaluation Metrics

The Fβ score [22], which comprehensively considers both precision and recall, is
commonly used to evaluate model performance. Its calculation is given in Equation (10):

Fβ = (1 + β2)
Prc · Rcll

β2Prc + Rcll
(10)

In Equation (10), Prc denotes model precision, Rell denotes the recall of the model,
and β is the weight assigned to recall.

In practical sewer image defect inspection, identifying images that contain defects is
often more important than identifying the defect types within the images; that is, the recall
of the model is more important than its precision. If both cannot be satisfied simultaneously,
a higher weight should be assigned to recall. Therefore, β = 2 is adopted in this paper.
Considering the economic impact of each defect type, the CIWs in Table 2 are incorporated
into the F2 evaluation metric, yielding the F2-CIW metric [11]:

F2-CIW =

C
∑

c=1
F2-c · CIWc

C
∑

c=1
CIWc

(11)

In Equation (11), CIW_c and F2_c denote the category importance weight and F2 score
of class c, respectively, and C denotes the number of defect categories. Because the normal
class has no CIW, this paper simultaneously uses the F1-Score to evaluate normal pipelines,
hereinafter referred to as F1-Normal.

3.4. Comparative Experiments

ResNet-101 addresses the issues of gradient vanishing and model degradation preva-
lent in deep learning, and achieves outstanding performance in image classification tasks.
It has become a baseline algorithm in the general field of image classification. To better
verify the effectiveness of the proposed method, we conduct performance comparisons
under identical experimental conditions between our algorithm, the representative original
TResNet-L, and existing mainstream object detection algorithms including YOLOv8-L and
RT-DETR v2. The detailed quantitative evaluation results of model performance are shown
in Table 3.

Table 3. Comparison of experimental results.

Algorithm F1-Normal F2-CIW Param/M FPS

ResNet-101 90.78 50.46 90.31 50.03
TResNet-L 90.81 51.38 90.35 51.06
YOLOv8-L 89.21 50.77 43.7 42.5

RT-DETR v2 89.74 51.29 111.6 29.3
Ours 90.88 53.93 90.30 54.11

As can be seen from Table 3, the proposed method embeds a multi-head CSRA at-
tention module into the TResNet model to focus on the information of different defect
categories at diverse positions. It achieves better multi-label defect recognition capability
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and superior model performance than YOLOv8-L, RT-DETR v2 and ResNet-101. The
improvement in F2-CIW indicates that the CSRA module is beneficial for economically
important defect categories. By introducing class-specific spatial attention, the model can
focus on different defect regions for different labels, which is particularly suitable for sewer
images where multiple defects may coexist.

3.5. Performance of Individual Defect Classes

A comparison between model performance and economic impact is shown in Figure 9.
The model performs well on FS, OB, and OK defects, which have both relatively high
economic impact and high occurrence frequency. Functional defect classes such as FO,
IS, and RO are recognized less effectively because of their more complex features, but
their economic impact is relatively low. By contrast, RB and OS, which have the highest
economic impact, still exhibit insufficient recognition accuracy. Improving the classification
capability for these two defect types is therefore crucial for enhancing the overall score.

Figure 9. Class-wise performance of different defect categories.

To explore the effect of the number of attention heads H of the multi-head CSRA
module on the multi-label recognition performance of underground sewer pipelines, we
embed CSRA modules with different head numbers (H = 1, 2, 4, 6) into the proposed
improved algorithm for experiments. The corresponding F2-CIW test scores under different
head numbers are illustrated in Figure 10. It can be seen that increasing the number of
attention heads H obviously improves the multi-label defect recognition performance of
pipeline images, and the model achieves the optimal performance when H = 4.

1 2 3 4 5 6
52.9

53.0

53.1

53.2

53.3

53.4

53.5

53.6 F2-CIW

F2
-C

IW
/%

H  

Figure 10. Effect of the number of CSRA heads on F2-CIW performance.

3.6. Ablation Experiments

This experiment adopts a two-stage defect recognition method. In the first stage,
all sewer defects are grouped into one category, and a binary classifier is used to judge
the presence or absence of defects. In the second stage, fine-grained classification of
specific defect types is carried out. To verify the effectiveness of the two-stage strategy
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and explore the performance improvement brought by each module to the overall model,
we design progressive ablation experiments. Each experiment adds a new module to the
baseline model, and the model is evaluated via multiple metrics including F1-Normal, F2-CIW,
Param/M and FPS. The relevant details are shown in Figure 11 and Table 4.

 

Figure 11. One-stage Classification Confusion Matrix.

Table 4. Ablation study results.

Method F1-Normal/% F2-CIW/% Param/M FPS

TResNet 78.67 50.76 89.2 53.1
TResNet + Stage 1 Filtering 88.75 51.36 89.8 52.7

TResNet + CSRA 85.74 53.12 90.1 52.3
Ours 90.88 53.93 90.3 54.1

Figure 11 shows that the recall rate of the model for abnormal samples is as high as
98%, and the missing detection rate is only 2%. In practical engineering applications, recall
is more important than precision for the model. Overall, the model achieves superior classi-
fication performance on both positive and negative samples, and prioritizes the detection
capability of abnormal samples, which conforms to the practical application requirements
of this study. As shown in Table 4, the two-stage method achieves a significant improve-
ment in F1-Normal scores, and the CSRA attention mechanism contributes positively to the
promotion of F2-CIW scores. However, the improvement of F2-CIW is relatively marginal.
Since it targets the multi-label classification of 17 defect categories, its performance is con-
strained by small-sample defects, complex defect features, and difficult-to-identify defects
with high economic weights. The binary classification stage cannot break through the
bottleneck of fine-grained defect classification, resulting in only limited performance gains.

4. Conclusions
Urban sewer defects seriously affect public safety and economic development. This

paper proposes a two-stage multi-label classification algorithm. In the first stage, a bi-
nary classification network is designed to determine whether an image contains defects.
In the second stage, TResNet is improved by introducing a CSRA attention module to
enhance the classification performance of each defect category. Compared with the origi-
nal TResNet-L, YOLOv8-L and other algorithms, the proposed model achieves superior
multi-label recognition performance on the Sewer-ML sewer dataset.
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