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Abstract

Detecting defective pixels in CMOS Image Sensors is a critical task for ensuring high-quality
image acquisition, as even minor defects can significantly degrade performance in vision
systems and downstream processing. This study evaluates the performance of several
supervised machine learning algorithms for defective pixel detection using 300 grayscale
images of 512 × 512 pixels from the publicly available TAMPERE17 dataset, in which dead
and hot pixels were randomly introduced. The evaluated algorithms include k-Nearest
Neighbors (kNN), Naïve Bayes, Decision Tree, Random Forest, Support Vector Machine
(SVM), and Multilayer Perceptron. Performance was assessed using specificity, recall, pre-
cision, and the phi coefficient. A sensitivity analysis was additionally performed using
neighborhood windows of 3 × 3, 5 × 5, and 7 × 7 pixels during feature extraction. The
results showed that the neighborhood size has a noticeable impact on classification perfor-
mance, with the best overall results obtained using an SVM classifier with an RBF kernel
and a 3 × 3 feature extraction window. This configuration achieved a phi coefficient of
98.08%, together with a specificity of 99.00%, a recall of 99.00%, and a precision of 99.02%.
Statistical analysis further indicated that SVM (RBF) and Multilayer Perceptron exhibited
statistically comparable performance under the evaluated experimental conditions. The
analysis further revealed that defective pixels are primarily characterized by highly local
intensity variations, while larger neighborhoods do not necessarily improve classification
performance. Compared with previously reported defective pixel detection methods, the
proposed approach achieved highly competitive results and the highest phi coefficient
among the evaluated methods. Additionally, the impact of defective pixel detection on
image quality was assessed using a simple median filter correction stage and evaluated
through Peak Signal-to-Noise Ratio (PSNR) and Structural Similarity Index Measure (SSIM).
The best-performing configuration achieved a PSNR of 40.96 dB and an SSIM of 98.68%
after median filter correction, demonstrating substantial improvement over median filter-
ing alone, although the resulting image quality remains below that of the best-performing
state-of-the-art correction methods. The proposed framework provides reproducible ref-
erence results for evaluating supervised machine learning approaches to defective pixel
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detection while analyzing the influence of feature extraction window size on classification
performance and reconstructed image quality.

Keywords: classification; dataset; defective pixels; detection; machine learning

1. Introduction
Image sensors convert incident light into electrical signals using photosensitive el-

ements and are a fundamental component of every imaging system [1,2]. CMOS Image
Sensors (CISs) are particularly popular due to their high dynamic range, low power con-
sumption, high-speed image acquisition, and compatibility with digital technologies [3–5].
They are widely used in applications ranging from consumer cameras to industrial vision
and Internet of Things (IoT) systems, where high-quality image capture is essential [2,6–10].
However, CISs often contain defective pixels, which can degrade image quality and affect
subsequent image processing.

Defective pixels in CMOS Image Sensors are caused by fabrication defects, physical
damage, electrical failures, or sensor aging [11–15], and can be classified into two groups:
macro defects and micro defects [13,16–18]. The macro defects include Mura defects, while
micro defects include dead, hot, and stuck pixels. Dead pixels fail to respond to changes in
light intensity, consistently outputting a minimal or zero signal, and hot pixels exhibit a
consistently high output, regardless of the light input. In contrast, stuck pixels are where
one or more sub-pixels (e.g., red, blue, or green) are hot or dead.

Numerous methods have been proposed in the literature to automatically detect dead
and hot pixels using local statistics [12,14,19–24], image processing [25–28], and machine
learning [13,29–33]. Statistical methods are lightweight and rely on analyzing the values of
neighboring pixels to identify outliers, but they can be sensitive to normal variations that
do not indicate actual defects. Image processing approaches enhance and isolate defective
regions through filtering, segmentation, or frequency analysis; however, they often involve
high computational costs, especially when dealing with high-resolution images. In contrast,
machine learning techniques require a training phase with large labeled datasets but offer
superior adaptability and accuracy, as they can learn complex patterns and generalize
across different types of defects. Due to these advantages and given that model training
is performed offline, machine learning-based approaches are particularly well-suited for
real-time defective pixel detection when deployed in embedded or post-processing systems.

Although defective pixels are often addressed at the sensor level during manufacturing
or calibration, such solutions are not always available or sufficient in practical scenarios.
Software-based detection methods therefore play a complementary role, particularly in
low-cost imaging systems, legacy devices, and post-processing pipelines in computer vision
applications. Furthermore, since machine learning models are trained offline and deployed
for inference, the proposed approach can be integrated into embedded systems, enabling
efficient and potentially real-time defective pixel detection.

In this paper, we evaluate the performance of several supervised machine learning
classifiers for detecting defective pixels in grayscale images of size 512 × 512 from the TAM-
PERE17 dataset [34], which contains artificially introduced dead and hot pixels. The tested
algorithms include k-Nearest Neighbors (kNN), Naïve Bayes, Decision Tree, Random
Forest, Support Vector Machine (SVM), and Multilayer Perceptron. Performance was pri-
marily assessed through classification metrics, complemented by image quality evaluation.
A sensitivity analysis was also performed using neighborhood windows of 3 × 3, 5 × 5,
and 7 × 7 pixels during feature extraction. The results showed that the neighborhood size
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has a noticeable impact on classification performance, with the best overall results obtained
using an SVM classifier with an RBF kernel and a 3 × 3 feature extraction window. This
configuration achieved the highest phi coefficient among all evaluated methods while main-
taining high specificity, recall, and precision. Additionally, the impact of detection accuracy
on image quality was assessed by applying a median filter correction stage and evaluating
the resulting images using PSNR and SSIM metrics. The results indicate that incorporating
machine learning-based detection prior to correction substantially improves image quality
compared with median filtering alone. These findings highlight the potential of supervised
learning approaches for improving defective pixel detection and overall image quality
in CMOS Image Sensors. This study provides a systematic evaluation and comparison
of supervised machine learning models for defective pixel detection in grayscale images.
The analysis focuses primarily on classification performance using metrics such as speci-
ficity, recall, precision, and the phi coefficient. In addition, the study provides insights into
the effectiveness of handcrafted statistical and texture-based features for defective pixel
detection, the relative performance of different supervised learning classifiers for this task,
and the influence of feature extraction window size on classification performance. To fur-
ther assess the impact of detection accuracy on image quality, a simple median filter-based
correction is applied after detection, enabling evaluation through image quality metrics
such as PSNR and SSIM. Existing studies on defective pixel detection often employ differ-
ent datasets, defect generation procedures, validation strategies, and evaluation metrics,
making direct comparison among reported methods difficult. Beyond comparing classifier
performance, this work aims to establish a reproducible evaluation framework for defective
pixel detection based on supervised machine learning, incorporating image-level dataset
partitioning, feature selection, image-level cross-validation, and independent testing to
improve evaluation reliability and reduce information leakage. Furthermore, the study
investigates the sensitivity of the proposed methodology to the feature extraction window
size and analyzes how classification performance translates into reconstructed image qual-
ity. The reported results provide reference values that may serve as a benchmark for future
machine learning approaches to defective pixel detection. The remainder of this paper
is organized as follows: Section 2 reviews the related work on defective pixel detection.
Section 3 describes the proposed methodology based on supervised learning algorithms.
Section 4 presents the performance evaluation of the classification models. Finally, Section 5
concludes the paper.

2. Related Work
Defective pixels in CISs present a significant challenge as they can substantially de-

grade image quality and negatively affect overall system performance. This issue is exacer-
bated with higher-resolution sensors, where a greater number of defective pixels can affect
both image quality and subsequent processing tasks [35,36]. Consequently, considerable
research has been conducted to develop advanced techniques for accurately detecting and
effectively mitigating these defects to preserve image quality. In particular, our research
concentrates on developing algorithms for detecting micro-defects, such as dead and hot
pixels. These algorithms employ various techniques, including local statistics [12,14,19–24],
image processing [25–28], and machine learning [13,29–33].

Statistical methods evaluate the neighboring pixels within a window centered on
the pixel under examination to determine if it is defective. This analysis uses statistical
metrics that characterize the spatial distribution, and by comparing these metrics to prede-
fined thresholds, it becomes possible to identify whether the analyzed pixel is defective.
Chan [19] proposed a method for detecting defective pixels, labeling a pixel as defective
if its value falls outside a specific interval. This interval is centered on the average of its

https://doi.org/10.3390/app16146974

https://doi.org/10.3390/app16146974


Appl. Sci. 2026, 16, 6974 4 of 21

eight neighboring pixels, excluding the second-highest and second-lowest values, with its
half-range determined by the difference between these two excluded values. Cho et al. [20]
identified defective pixels by comparing the difference between the value of a pixel and the
average of its two horizontal neighbors. A pixel was labeled as defective if this difference
exceeded either the mean of the pixel and its four neighbors or the difference between
the maximum pixel value and this mean. El-Yamany [21] presented a robust approach for
detecting single and paired defective pixels, relying on comparison, averaging, and min-
max operations. Their method included two adjustable parameters to balance detection
sensitivity and specificity. Tchendjou et al. [22] introduced an algorithm that identifies
defective pixels by checking if the difference between the actual value of the pixel and
its estimated value exceeds a threshold or the maximum value of the pixel minus this
threshold. The threshold is the mean value of the pixel and a basic average of its eight
neighbors. The estimated value is calculated as either a weighted or unweighted average
of the adjacent pixels, depending on the version of the method: original (Tchendjou2018a)
and simplified (Tchendjou2018b). Tchendjou et al. [12] implement three detection algo-
rithms on FPGA devices: the first was the algorithm presented in [22]; the second was
similar to the first, except that it computed the estimated pixel value as the median of
the neighborhood window (Tchendjou2020); the third, described in [37], uses the local
dispersion parameters, such as the median and range, within pixel blocks of the input
image in the detection process. Yongji et al. [23] employed a method similar to Chan [19]
for defective pixel detection but with a slight variation. They used a 5 × 5-pixel window to
compute the average, excluding the two largest and two smallest pixels within the window.
López-Portilla et al. [14] propose a defective pixel detection algorithm, a modified version
of the one introduced by Tchendjou et al. [22], designed to simplify the computation for
better suitability in custom hardware implementations. The modifications include using
a 4-neighborhood instead of an 8-neighborhood for the calculation, eliminating two of
the four conditions used to check if a pixel is defective, and incorporating two adjustable
threshold values into the remaining conditions, thereby improving the results.

Image processing methods for detecting defective pixels begin with preprocessing
steps to improve defect visibility. Subsequently, segmentation techniques are employed
to distinguish the defective pixels from the background, thereby facilitating precise iden-
tification and detection. Guo et al. [25] propose a Fourier-transform-based method for
detecting spot-type defects in TFT-LCD modules. By applying an ideal low-pass filter
in the frequency domain and performing inverse transformation, the approach removes
periodic background patterns and preserves local anomalies, allowing simple segmentation
via thresholding. Qian et al. [26] present an automated algorithm for detecting sub-pixel
defects in LCDs utilizing super-large images captured by a line scan camera with over
200 million pixels. The method employs a quadrant gradient operator for accurate detec-
tion, estimating key parameters through a small sample to locate defects. Guo et al. [27]
propose a sub-pixel defect detection method based on notch filtering and image registration.
The process involves using a defect-free template for registration, applying notch filtering
to enhance the detection of defects, and then identifying the defects through threshold
segmentation. Sümer et al. [28] present an adaptive thresholding method for detecting
defective pixels in grayscale images captured with a line-scan camera. The method utilizes
local statistics from fixed-size blocks to segment dead pixels under varying illumination
conditions, and applies filtering to eliminate redundant detections.

Machine learning methods for defect detection involve training models on labeled
datasets to identify patterns associated with defects. These methods use features extracted
from the images to classify pixels as defective or non-defective. Yang et al. [29] present
an automated LCD defect detection system that extracts features using the Gray Level
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Co-occurrence Matrix (GLCM) and classifies five common defects using a neural network.
Chu et al. [30] propose a defect recognition method that combines multi-type statistical
features with an enhanced twin SVM classifier. By using features insensitive to affine trans-
formations and incorporating dummy boundary and representative samples, the classifier
achieves robust, noise-resistant, and efficient multi-class classification for identifying five
types of defects. Çelik et al. [31] propose a pixel defect detection algorithm using GLCM
features and SVM. The method first extracts features from defective and non-defective
samples using GLCM and then employs an SVM classifier to detect defective pixels using
a traditional sliding window approach. Çelik et al. [13] present a real-time pixel defect
detection system for LCD panels using deep learning-based one-stage object detectors,
integrated with a dual line-scan camera and gantry system for high-resolution image ac-
quisition. The approach achieves good results by treating defect detection as an object
detection task, enabling accurate localization of stuck and dead pixels on large screens
under production constraints. Ferreira et al. [32] propose a dead pixel detection method
that first applies Harris corner detection to locate candidate defective regions, followed
by feature extraction based on color and texture descriptors. The extracted features are
then classified using SVM and Random Forest, enabling effective identification of defective
pixels under varying lighting and image conditions. Çelik et al. [33] introduce a shallow
CNN-based method called DPNet, which treats pixel defect detection as a classification
problem within a sliding window framework.

The research presented above highlights the significant interest in developing new
methods for detecting defective pixels to improve image quality in modern visual systems.
Methods based on local statistics are computationally simple and require little processing
time. However, they are sensitive to normal pixel variations that do not necessarily indicate
defects. On the other hand, methods based on image processing can use image properties
such as edges, textures, or spatial transformations to identify anomalous patterns. When
mathematical transforms are used, defect detection can become more robust. However,
these methods can be computationally intensive, especially for high-resolution images,
which can also affect processing time. Finally, unlike the previous methods, machine
learning-based approaches require large and well-labeled datasets to train effective models.
Although training can be resource- and time-intensive, this step is performed offline; once
the model is trained, inference is computationally efficient, enabling fast classification even
for high-resolution images. In addition, these methods automatically adjust parameters
from the training data, allowing them to learn diverse defect patterns and achieve high
accuracy. Recent advances have also explored optimization-assisted machine learning
frameworks to improve feature selection and hyperparameter tuning, further enhancing
predictive performance in machine learning applications [38–40]. In the present work, we
focus on machine learning–based methods due to their superior adaptability, efficiency
during inference, and accuracy in detecting defective pixels.

3. Methodology
This study evaluates six widely recognized supervised learning algorithms for de-

fective pixel detection: k-Nearest Neighbors, Naïve Bayes, Decision Tree, Random Forest,
Support Vector Machine, and Multilayer Perceptron. In addition, filter-based feature selec-
tion was used to assess its impact on classification performance.

Figure 1 illustrates the methodology employed in this study, from dataset creation
to the evaluation of classification and image quality metrics. The dataset is generated
independently for each image by synthetically introducing defective pixels, selecting an
equal number of non-defective pixels, extracting features, and assigning labels. The image
set is partitioned at the image level, with 80% of the images used for training and validation
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and the remaining 20% reserved for testing. During the training and validation phase, pre-
processing, feature selection, image-level cross-validation, and hyperparameter tuning are
performed to obtain an optimized classifier. In the testing phase, the selected features and
standardization parameters derived from the training set are applied to predict defective
pixels, followed by correction using a median filter. Finally, the results are evaluated using
both classification and image quality metrics.
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Figure 1. Diagram of the proposed methodology. The dataset is generated independently for each
image by synthetically introducing defective pixels, selecting an equal number of non-defective
pixels, extracting features, and assigning labels. The image set is partitioned at the image level into
80% for training and validation and 20% for testing. The training phase includes preprocessing,
feature selection, cross-validation, and hyperparameter tuning to obtain an optimized classifier.
During testing, the selected features and standardization parameters from the training set are applied
for defective pixel prediction, correction using a median filter, and performance evaluation.

3.1. Image Dataset

The experiments were performed using the TAMPERE17 dataset [34], a freely available
and widely used resource within the research community. It is commonly employed for
evaluating digital image processing methods, including image denoising [41,42], blind
noise estimation [43,44], and lossy compression [45,46]. The dataset consists of 300 grayscale
images, each with a resolution of 512 × 512 pixels, carefully selected to represent diverse
visual characteristics, including highly textured scenes, extensive homogeneous regions,
and self-similar textures. The use of grayscale images simplifies feature extraction and
focuses the evaluation on intensity-based anomalies, which are the primary target of
defective pixel detection. Synthetic defective pixels are subsequently introduced to generate
labeled datasets for training, validation, and testing.

To simulate defective pixels, 0.5% of the pixels in each image were modified, generating
both dead and hot pixels. Dead pixels were assigned intensity values within the lowest
5% of the full dynamic range, while hot pixels were assigned values within the highest 5%
of the range. These settings are consistent with the evaluation criteria used in previous
studies [12,14,19,20,22,23].

For each image, defective pixel locations were randomly selected without repetition
to ensure unique coordinates. The generated defects were equally divided between dead
and hot pixels, and their intensity values were sampled from a uniform distribution within
the specified ranges. Stuck pixels were intentionally excluded from this study because
their detection generally requires temporal or multi-frame analysis, whereas the proposed
methodology is based exclusively on spatial features extracted from a single image. A fixed
random seed was used to ensure reproducibility of the defect generation process, while
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independent random realizations were generated for each image to avoid identical defect
patterns across the dataset.

3.2. Image Feature Extraction

After constructing the image dataset, the next step involves generating the feature
dataset by extracting local descriptors from pixel neighborhoods. Each image is processed
using a sliding window from which local features are extracted. To evaluate the influence
of neighborhood size on classification performance, feature extraction was performed using
neighborhood windows of 3 × 3, 5 × 5, and 7 × 7 pixels. For each window, 10 features were
extracted. Each window was subsequently associated with a label according to the state
of its central pixel, classifying it as defective or non-defective. Four of these features were
calculated directly from the pixel intensities within the window, capturing local intensity
variations and spatial relationships among neighboring pixels. The remaining features were
computed using the GLCM calculated over the corresponding neighborhood window to
characterize more complex textural patterns.

• Feature_1: The absolute intensity difference between the central pixel and the mean
intensity of its surrounding neighbors within the window.

• Feature_2: The standard deviation of pixel intensities within the window, including the
central pixel. This metric quantifies the local dispersion of intensity values, reflecting
the variability of pixel intensities within the neighborhood.

• Feature_3: The normalized intensity range within the window, calculated as the
difference between the maximum and minimum pixel values, divided by the full
dynamic range of pixel intensities.

• Feature_4: The kurtosis of pixel intensities within the window, used to quantify the
tailedness or sharpness of the local intensity distribution. This feature helps highlight
regions with extreme intensity deviations.

• Feature_5: The contrast derived from the GLCM, measuring the local intensity varia-
tion between pixel pairs. Higher values indicate greater differences between neighbor-
ing intensities.

• Feature_6: The correlation from the GLCM, which assesses the linear relationship
between a pixel and its neighbors, reflecting the degree of structural similarity in
the window.

• Feature_7: The energy computed from the GLCM, indicating the textural uniformity
of the local region. Higher energy suggests homogeneous areas, while lower values
may signal textural irregularities or defects.

• Feature_8: The entropy from the GLCM, measuring the randomness or complexity
of pixel intensity relationships. Higher entropy denotes greater texture complexity,
whereas lower entropy reflects more regular patterns.

• Feature_9: The dissimilarity from the GLCM, representing the mean absolute differ-
ence between neighboring pixel intensities. Larger values correspond to greater local
contrast, while smaller values imply smoother textures.

• Feature_10: The homogeneity from the GLCM, indicating how close GLCM elements
are to its diagonal. Higher homogeneity values imply similar neighboring intensities,
typical of smooth regions, while lower values reveal abrupt textural changes or defects.

The GLCM features were computed using a fixed set of parameters. Co-occurrence
matrices were calculated considering 256 gray levels, a pixel distance of 1, and four direc-
tions (0◦, 45◦, 90◦, and 135◦). The resulting GLCMs were normalized and made symmetric.
The final feature values were obtained by averaging the corresponding GLCM features
across all directions. The resulting feature set was subsequently analyzed to identify the
most informative descriptors for defective pixel classification.
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3.3. Feature Dataset Preprocessing

The feature dataset preprocessing constitutes the first stage of the training and valida-
tion process and includes dataset partitioning, data cleaning, and feature standardization.
In this work, each instance corresponds to a central pixel whose features are extracted
from a neighborhood window of size 3 × 3, 5 × 5, or 7 × 7, depending on the evaluated
configuration, allowing the problem to be formulated as a pixel-level classification task.

To ensure a reliable evaluation protocol and avoid information leakage, the dataset
partitioning is performed at the image level prior to feature extraction. Specifically, the
300 images are divided into 240 images (80%) for training and validation and 60 images
(20%) for testing. Feature extraction using the sliding window approach is then applied
independently within each set, ensuring that all pixel-window instances derived from a
given image belong exclusively to either the training or testing set. This prevents spatially
correlated samples from the same image from appearing in both sets. Although overlapping
windows introduce correlation among neighboring pixel-level instances, this does not lead
to information leakage, as no windows from the same image are shared across sets. The use
of overlapping windows is necessary to preserve pixel-level resolution and ensure full
spatial coverage, particularly given the low proportion of defective pixels in the dataset.

After feature extraction, preprocessing steps are applied independently to the training
and testing subsets. Feature standardization is performed using the mean and standard de-
viation computed from the training subset, and the resulting parameters are subsequently
applied to the testing subset to avoid information leakage. Rows containing invalid values
are removed from both subsets. After feature extraction, the complete dataset initially
contained a substantially larger number of non-defective pixel-window instances than
defective ones due to the low proportion of defective pixels introduced in the images. To ad-
dress this class imbalance, an undersampling strategy was applied by randomly selecting
non-defective samples for each image, resulting in a balanced dataset. After preprocessing
and undersampling, the training and validation subset contained 309,482 defective pixel-
window instances (50.02%) and 309,243 non-defective pixel-window instances (49.98%),
while the independent testing subset contained 77,400 defective pixel-window instances
(50.00%) and 77,387 non-defective pixel-window instances (50.00%).

3.4. Feature Selection

The initial feature dataset contains 10 distinct features extracted from local pixel neigh-
borhoods. To identify the most informative descriptors for defective pixel classification,
a filter-based feature selection approach was employed using various statistical estima-
tors, including correlation-based metrics, group difference tests, and information-theoretic
measures such as Pearson correlation, analysis of variance (ANOVA), chi-squared test,
information gain, Gini index, and gain ratio. As shown in Table 1, each estimator was
applied to evaluate the relationship between individual features and the target variable.

A cross-voting strategy was applied to identify the most relevant features based on
the rankings provided by different statistical estimators. For each estimator, the features
were ranked according to their numerical scores, and points were assigned proportionally
to their ranking positions, with the highest-ranked feature receiving the maximum score.
The cumulative scores obtained across all estimators were then used to determine the final
subset of selected features. As shown in Table 1, Feature_7, Feature_8, and Feature_10
consistently received lower scores than the remaining descriptors and were therefore
excluded. Consequently, Feature_1, Feature_2, Feature_3, Feature_4, Feature_5, Feature_6,
and Feature_9 were retained, resulting in a final set of seven features used for classifier
training, validation, and testing.
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Table 1. Statistical evaluation of the extracted features using filter-based feature selection methods.

Features Pearson ANOVA Chi2 Information Gain Gini Gain Ratio

Feature_1 0.80 91,855.64 9488.15 0.52 0.60 0.28
Feature_2 0.43 11,939.49 996.93 0.12 0.04 0.06
Feature_3 0.55 23,106.43 3185.95 0.18 0.05 0.07
Feature_4 0.47 15,112.94 4654.71 0.17 0.10 0.10
Feature_5 0.51 18,444.67 1672.84 0.21 0.09 0.17
Feature_6 −0.48 15,589.11 656.54 0.15 0.03 0.08
Feature_7 −0.04 91.97 13.22 0.01 0.01 0.01
Feature_8 0.05 125.10 1.08 0.01 0.01 0.06
Feature_9 0.46 14,107.13 1216.28 0.14 0.03 0.08

Feature_10 −0.05 166.48 24.33 0.05 0.02 0.03

It is worth noting that Feature_1 consistently achieved the highest score across all
evaluated filter methods. This result indicates that the local intensity deviation between
the central pixel and its neighborhood is the most informative descriptor for distinguish-
ing defective and non-defective pixels in the evaluated dataset. The remaining selected
features provide complementary statistical and texture information that contributes to
classifier performance.

The proposed cross-voting strategy provides a robust mechanism for integrating
information from multiple estimators without requiring scale normalization or arbitrary
threshold selection.

3.5. Classification Algorithms for Defective Pixel Detection

All classifiers were trained and evaluated using the seven selected features identified
in Section 3.4. The evaluated classifiers for defective pixel classification included k-Nearest
Neighbors, Naïve Bayes, Decision Tree, Random Forest, Support Vector Machine, and Mul-
tilayer Perceptron. Model selection and hyperparameter tuning were performed using
exhaustive search procedures combined with 10-fold GroupKFold cross-validation on the
training subset, ensuring that all instances derived from a given image remained within
the same fold. For each classifier, multiple candidate hyperparameter configurations were
evaluated, and the configuration yielding the highest average phi coefficient across the vali-
dation folds was selected. The cross-validation procedure was conducted at the image level,
consistent with the dataset partitioning strategy described in Section 3.3. The hyperparam-
eter search spaces, parameter settings, and selected configurations for each algorithm are
summarized in Table 2, which reports the search spaces considered during hyperparameter
optimization together with the final configurations selected through the cross-validation
tuning process.

Among the six evaluated algorithms, the kNN and Naïve Bayes classifiers were
configured as follows: The kNN model was configured with k = 7, using the Euclidean
distance metric and uniform weighting. In this setup, each pixel is classified based on a
majority vote among its seven nearest neighbors in the feature space, with all neighbors
contributing equally to the classification. The Naïve Bayes classifier was configured using
the GaussianNB variant with a variance smoothing parameter of 1 × 10−9, which helps
stabilize computations in the presence of features with very low variance. This probabilistic
model assumes that features are Gaussian-distributed and conditionally independent given
the class label.

The Decision Tree was configured using the Gini impurity criterion, a maximum
depth of 10, a minimum of five instances per leaf node, and a minimum of two instances
in internal nodes. These constraints aim to control overfitting while maintaining model
interpretability. The Random Forest model comprised 10 decision trees, also using the
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Gini criterion, with no restrictions on tree depth. This allowed each tree to grow fully and
independently, promoting diversity among the trees and improving generalization through
ensemble averaging.

We evaluated the SVM classifier using two configurations. The first configuration used
a Radial Basis Function (RBF) kernel with C = 10, γ = 1, and no limit on training iterations.
This kernel enables the model to learn non-linear decision boundaries by mapping inputs
into a higher-dimensional feature space. The second configuration used a Polynomial
kernel of degree 2, using the same values of the regularization parameter C and the kernel
parameter γ. This configuration enables the model to capture quadratic feature interactions,
providing a trade-off between linear and more complex non-linear mappings with moderate
computational cost.

Table 2. Hyperparameter search spaces, parameter settings, and selected configurations of the
supervised machine learning algorithms used in the study.

Algorithm Parameter Search Space/Setting Selected Value

kNN Number of neighbors (k) {1, . . . , 10} 7
Distance metric Euclidean Euclidean
Weight Uniform Uniform

Naïve Bayes Variant GaussianNB GaussianNB
Variance smoothing 10−9 10−9

Decision Tree Criterion {Gini, Entropy} Gini
Minimum samples per leaf {1, 2, 5} 5
Minimum samples for split {2, 5, 10} 2
Maximum depth {None, 5, 10} 10

Random Forest Number of trees {5, 10, 20} 10
Criterion {Gini, Entropy} Gini
Maximum tree depth Unlimited Unlimited

SVM (RBF) Kernel RBF RBF
Regularization parameter (C) {0.1, 1, 10} 10
Kernel coefficient (γ) {0.001, 0.01, 0.1, 1} 1
Iteration limit Unlimited Unlimited

SVM (Polynomial) Kernel Polynomial Polynomial
Polynomial degree {1, 2} 2
Regularization parameter (C) {0.1, 1, 10} 10
Kernel coefficient (γ) {0.001, 0.01, 0.1, 1} 1
Iteration limit Unlimited Unlimited

Multilayer Perceptron Hidden layer sizes {(64), (64, 32), (128, 64)} (64, 32)
Activation {tanh, ReLU} ReLU
Solver {Adam, SGD} Adam
Regularization parameter (α) {0.0001, 0.001, 0.01} 0.001
Iteration limit 200 200

Finally, the Multilayer Perceptron was configured with two hidden layers containing 64
and 32 neurons, respectively. The activation function was ReLU, introducing non-linearity
to capture complex feature relationships. The model was trained using the Adam optimizer,
with a regularization parameter of α = 0.001 to reduce overfitting, and the maximum
number of training iterations was set to 200.
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4. Results
We evaluated six supervised machine learning classifiers for defective pixel classifi-

cation: k-Nearest Neighbors, Naïve Bayes, Decision Tree, Random Forest, Support Vector
Machine, and Multilayer Perceptron. Model selection and hyperparameter tuning were
performed using 10-fold image-level cross-validation on the training and validation set
(80% of the images). The performance metrics were obtained from the independent test set
(20% of the images), which was not used during model training or hyperparameter tuning.
The evaluated metrics include specificity, recall, precision, and the phi coefficient, which
are defined as follows:

speci f icity =
TN

TN + FP
(1)

recall =
TP

TP + FN
(2)

precision =
TP

TP + FP
(3)

phi coe f f icient =
TP × TN − FP × FN√

(TP + FP)× (TP + FN)× (TN + FP)× (TN + FN)
, (4)

where TP denotes the number of true positive defective pixels correctly identified by the
algorithm, TN represents the number of true negatives (non-defective pixels correctly
classified), FP corresponds to false positives (non-defective pixels incorrectly classified
as defective), and FN refers to false negatives (defective pixels missed by the algorithm).
Specificity indicates the proportion of non-defective pixels correctly identified. Recall
measures the proportion of actual defective pixels that were correctly detected. Precision
expresses the proportion of predicted defective pixels that are truly defective. Finally,
the phi coefficient is a special case of the Pearson correlation coefficient that quantifies the
degree of association between predicted and actual classifications, capturing the balance
between correctly and incorrectly classified pixels.

Table 3 presents a comparison of the performance metrics for the six supervised
machine learning classifiers applied to defective pixel classification, using neighborhood
windows of 3 × 3, 5 × 5, and 7 × 7, evaluated on the independent test set. The results
show that the neighborhood size has a noticeable impact on classification performance.
The highest phi coefficient (98.08%) was achieved by the SVM classifier with an RBF kernel
using a 3 × 3 feature extraction window, together with a specificity of 99.00%, a recall of
99.00%, and a precision of 99.02%. In general, the 3 × 3 window produced the best results
across most classifiers, whereas the 7 × 7 window resulted in lower performance. These
findings suggest that defective pixels are primarily characterized by highly local intensity
variations and that larger neighborhoods may introduce additional contextual information
that is less discriminative for the classification task.

Among the evaluated classifiers, SVM (RBF) consistently achieved the highest perfor-
mance levels across the different neighborhood sizes. In contrast, the polynomial-kernel
SVM exhibited considerably lower performance, particularly in terms of recall and phi
coefficient. This result suggests that the selected feature set is better represented by the
flexible non-linear decision boundary provided by the RBF kernel than by polynomial trans-
formations. Multilayer Perceptron also achieved highly competitive performance across all
evaluated window sizes and was statistically comparable to SVM (RBF), although the latter
consistently achieved the highest observed classification performance. The consistently
higher observed performance of SVM (RBF) is particularly important in applications where
minimizing false positives and false negatives contributes to more accurate defective pixel
localization and improved image quality in subsequent correction stages.
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Table 3. Performance metrics of the supervised machine learning classifiers for defective pixel
classification obtained using different neighborhood window sizes (3 × 3, 5 × 5, and 7 × 7) for feature
extraction. Results are reported on the independent test set in terms of specificity, recall, precision,
and the phi coefficient.

Window Size Classifier Specificity (%) Recall (%) Precision (%) Phi Coefficient (%)

3 × 3

kNN (k = 7) 98.84 97.75 98.66 96.59
Decision Tree 97.66 97.73 97.72 95.40
Random Forest 98.81 98.13 98.84 96.93
Naïve Bayes 94.09 91.90 94.11 86.07
SVM (RBF) 99.00 99.00 99.02 98.08
SVM (POLY) 94.46 78.85 93.60 74.10
Multilayer Perceptron 99.09 97.96 99.01 97.04

5 × 5

kNN (k = 7) 99.01 97.17 98.99 96.20
Naïve Bayes 88.10 90.03 88.33 78.14
Decision Tree 97.39 97.41 97.39 94.80
Random Forest 98.91 97.77 98.90 96.68
SVM (RBF) 99.11 97.75 99.09 96.86
SVM (POLY) 95.98 77.02 95.04 74.35
Multilayer Perceptron 99.02 97.88 99.01 96.90

7 × 7

kNN (k = 7) 98.51 96.96 98.49 95.49
Decision Tree 96.74 96.90 96.74 93.65
Random Forest 98.49 97.44 98.48 95.94
Naïve Bayes 85.28 90.91 85.96 75.46
SVM (RBF) 98.69 97.33 98.67 95.64
SVM (POLY) 93.41 70.70 91.48 65.83
Multilayer Perceptron 98.56 97.61 98.54 96.18

Although classification performance varied with the neighborhood size, the average
feature extraction time remained approximately constant for all evaluated configurations,
with values close to 40 s per image. These measurements were obtained on a workstation
equipped with an AMD Ryzen 7 8845HS processor and 16 GB of RAM, using the complete
training dataset composed of 240 images. This behavior indicates that the computational
cost is largely dominated by the computation of the GLCM-based descriptors rather than
by the number of pixels contained in the neighborhood window. Therefore, while the
neighborhood size influences the discriminative power of the extracted features, its impact
on the overall feature extraction time was negligible in the evaluated implementation.

To assess whether the observed differences among classifiers were statistically signif-
icant, a Friedman test was performed using the phi coefficient values obtained from the
10-fold GroupKFold cross-validation for the best-performing 3 × 3 feature extraction win-
dow. The test revealed statistically significant differences among the evaluated classifiers
(p < 0.001). A subsequent Nemenyi post-hoc analysis showed that Multilayer Perceptron
and SVM (RBF), which achieved the two best average rankings (1.8 and 1.9, respectively),
did not differ significantly from each other. These results indicate that both classifiers
provide statistically comparable performance under the evaluated experimental conditions,
while SVM (RBF) with a 3 × 3 feature extraction window achieved the highest observed
phi coefficient among all evaluated configurations.

Table 4 summarizes the computational cost associated with hyperparameter tuning,
model training, and testing for each evaluated classifier. Considerable differences were
observed among the evaluated methods. Naïve Bayes, kNN, Decision Tree, and Random
Forest exhibited relatively low computational requirements, requiring less than 237 s for
hyperparameter tuning and less than 4 s for model training. In contrast, the kernel-based
SVM classifiers were substantially more computationally demanding. SVM (RBF), which
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achieved the highest observed ϕ coefficient, required 13,140.81 s for hyperparameter tuning
and 1243.36 s for model training, whereas SVM (Polynomial) required 32,944.97 s and
23,179.30 s, respectively. Although no statistically significant differences were observed
between Multilayer Perceptron and SVM (RBF), the former required considerably lower
computational effort, with a hyperparameter tuning time of 3286.68 s and a training
time of only 65.69 s. These results indicate that, among the evaluated classifiers, SVM
(RBF) achieved the highest observed classification performance. Although no statistically
significant differences were found with Multilayer Perceptron, the latter offers an excellent
trade-off between predictive performance and computational efficiency.

Table 4. Computational cost of the evaluated supervised machine learning classifiers. Hyperparame-
ter tuning time, training time, and testing time measured on the workstation described in the text
using the optimized configurations reported in Table 2.

Classifier Hyperparameter Training Testing
Tuning Time (s) Time (s) Time (s)

kNN 41.79 0.69 2.97
Naïve Bayes 0.00 0.03 0.01
Decision Tree 236.19 2.86 0.01
Random Forest 83.71 3.43 0.04
SVM (RBF) 13,140.81 1243.36 149.88
SVM (Polynomial) 32,944.97 23,179.30 148.52
Multilayer Perceptron 3286.68 65.69 0.15

Table 5 presents a comparative analysis between the best-performing configuration
identified in Table 3, namely SVM with an RBF kernel and a 3 × 3 feature extraction
window, and several state-of-the-art methods for defective pixel classification. The reported
metrics for the state-of-the-art methods were extracted from their original publications,
while the results for SVM (RBF) were obtained using the dataset employed in this study.

Table 5. Performance comparison between the best-performing configuration identified in this study
(SVM with RBF kernel and a 3 × 3 feature extraction window) and state-of-the-art defective pixel
detection methods. Metrics include specificity, recall, precision, and phi coefficient. Missing values
are indicated with a dash.

Algorithms Specificity (%) Recall (%) Precision (%) Phi Coefficient (%)

Chan [19] 90.06 96.13 8.88 27.59
Yongji [23] 93.93 84.68 12.11 31.21
Cho [20] 99.37 96.54 92.68 77.31

Tchendjou2018a [22] 99.80 95.59 84.91 89.74
Tchendjou2018b [22] 99.79 95.68 84.35 89.49
Tchendjou2020 [12] 99.92 95.14 92.77 93.85
López-Portilla [14] 99.91 94.70 91.22 92.84

Çelik [31] - 80.00 99.00 -
Çelik [13] - 97.80 97.00 -

Ferreira [32] - 92.10 88.80 -
SVM (RBF) 99.00 99.00 99.02 98.08

The proposed SVM (RBF) classifier achieved highly competitive performance across
all reported metrics. Compared with the reviewed state-of-the-art methods, it obtained
the highest phi coefficient (98.08%), indicating a superior balance between correctly and
incorrectly classified pixels. In addition, the classifier achieved a specificity of 99.00%,
a recall of 99.00%, and a precision of 99.02%, outperforming most of the reported approaches.
However, it is important to note that the reported results correspond to different datasets
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and experimental conditions; therefore, the comparison should be interpreted as indicative
rather than as a direct benchmark. Nevertheless, these findings support the effectiveness of
the proposed methodology for defective pixel classification.

In addition to the strong performance achieved by SVM (RBF), the other machine
learning algorithms evaluated in Table 3, particularly Multilayer Perceptron, Random
Forest, and Decision Tree, also showed competitive performance across the evaluated
metrics. These results indicate that several supervised learning algorithms are suitable
for defective pixel classification under the evaluated experimental conditions. However,
the observed differences in classification performance indicate that the choice of classifier
can significantly influence the final detection accuracy, with SVM (RBF) providing the best
overall results among the evaluated approaches.

Once defective pixels were detected, they were corrected using a median filter applied
to their eight neighboring pixels. The median filter was employed solely as a simple
post-processing step to assess the impact of detection accuracy on image quality, rather
than as an optimized correction strategy. A quantitative evaluation of the results was then
performed using two widely used image quality metrics: Peak Signal-to-Noise Ratio (PSNR)
and Structural Similarity Index Measure (SSIM) [6]. In all cases, subscript R denotes the
original defect-free (reference) images, while subscript 0 corresponds to the reconstructed
images obtained after defective pixel detection and median filter correction (output images).
The PSNR metric is determined using the maximum possible pixel intensity and the Mean
Squared Error (MSE), as described in the following equation:

PSNR = 10 × log
(2n − 1)2

MSE
, (5)

where n is the number of bits used to encode the intensity value of a pixel and MSE is
calculated as follows:

MSE =
1

M × N

M

∑
i=1

N

∑
j=1

(X0(i, j)− XR(i, j))2, (6)

where XR is the reference image, X0 is the output image, and M and N are the dimensions
of the images.

The SSIM is a widely used metric for evaluating image quality, as it quantifies similarity
between images based on luminance, contrast, and structural information. It is computed
locally over small windows and then averaged to obtain a global similarity measure,
as shown in the following equation:

SSIM =
(2µ0µR + C1)(2σ0,R + C2)

(µ2
0 + µ2

R + C1)(σ
2
0 + σ2

R + C2)
, (7)

where C1 and C2 are small constants that stabilize the computation; µ0 and µR represent
the local mean intensities of the output and reference images, respectively; σ0 and σR are
the corresponding local standard deviations; and σ0,R denotes the local cross-covariance
between the output and reference images, computed over a local window.

Table 6 presents a quantitative comparison of image quality after applying various
algorithms for defective pixel detection followed by median filter correction. PSNR and
SSIM are used as evaluation metrics. In addition to state-of-the-art methods, a baseline
based solely on a 3 × 3 median filter applied to the entire image is included to assess
the benefit of incorporating a prior defective pixel detection stage. The results show that
applying only the median filter yields relatively low performance (PSNR: 33.07 dB, SSIM:
94.60%), indicating that indiscriminate filtering can degrade image quality. In contrast,
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combining defective pixel detection with median filter correction substantially improves
the results. The best-performing configuration identified in this study, namely SVM (RBF)
with a 3× 3 feature extraction window, achieved a PSNR of 40.96 dB and an SSIM of 98.68%,
demonstrating that more accurate defective pixel detection leads to improved reconstructed
image quality.

Although these results do not surpass the best-performing state-of-the-art methods,
such as López-Portilla [14] (PSNR: 47.57 dB, SSIM: 99.84%) or Tchendjou2020 [12], they
remain competitive and confirm the effectiveness of supervised machine learning for defec-
tive pixel detection. In particular, the substantial improvement over the baseline median
filtering approach highlights the importance of accurate defective pixel identification prior
to correction, suggesting that detection quality has a direct impact on image fidelity preser-
vation. These findings further support the use of SVM-based defective pixel detection
combined with a simple median filter correction stage, even without employing a dedicated
image restoration algorithm.

Table 6. Comparison of image quality metrics with state-of-the-art defective pixel correction methods.

Algorithms PSNR (dB) SSIM (%)

Chan [19] 32.19 88.23
Yongji [23] 32.02 90.10
Cho [20] 32.27 94.54

Tchendjou2018a [22] 41.05 99.43
Tchendjou2020 [12] 40.93 99.41
López-Portilla [14] 47.57 99.84

Median filter only (3 × 3) 33.07 94.60
SVM (RBF) + median filter 40.96 98.68

Figure 2a,c,e display sample images from the TAMPERE17 dataset [34] that were
artificially corrupted by randomly introducing defective pixels, affecting 0.5% of the total
pixels in each image. Dead pixels were randomly initialized with values within the lowest
5% of the full dynamic range, while hot pixels were assigned values within the highest 5%.
In contrast, Figure 2b,d,f show the corresponding corrected images obtained after applying
the SVM (RBF) detection algorithm followed by median filtering. A visual inspection of the
results reveals that most defective pixels were successfully detected and corrected, resulting
in a noticeable improvement in overall image quality. These results provide visual evidence
of the effectiveness of the proposed defective pixel detection approach and illustrate the
impact of accurate detection on subsequent image correction.

Figure 3 presents a zoomed-in view of the 75 × 150-pixel region highlighted in
cyan in Figure 2a,b. Figure 3a shows more clearly the randomly added dead and hot
pixels, which represent 0.5% of the total pixels in the image. Figure 3b illustrates the
result of applying the SVM (RBF) algorithm for defective pixel detection, followed by
median filter correction. Pixels outlined in blue correspond to false positives, while those
outlined in green indicate false negatives. Of the 67 defective pixels present in Figure 3a,
the SVM (RBF) algorithm correctly detected 62, misclassifying five defective pixels as
non-defective (false negatives). Conversely, six non-defective pixels were incorrectly
classified as defective (false positives). As observed in Figure 3, all false positives and
false negatives occur in regions where dead pixels appear in very dark backgrounds and
hot pixels in very bright backgrounds. In both cases, the visual quality of the corrected
image is not significantly affected, suggesting that some classification errors have limited
perceptual impact on the final reconstructed image.
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(a) (b)

(c) (d)

(e) (f)

Figure 2. Defective pixel processing visualization using the TAMPERE17 dataset [34]. (a,c,e) Original
images with 0.5% randomly added defective pixels. (b,d,f) Results obtained with SVM (RBF) detection
followed by median filter correction.
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(a) (b)

Figure 3. Zoomed-in region from a TAMPERE17 dataset image, illustrating examples of false positives
and false negatives. (a) Original image with 0.5% of randomly added defective pixels. (b) Result
of SVM (RBF)-based detection and median filter correction, highlighting false positive pixels (blue
frames) and false negative pixels (green frames).

5. Conclusions
In this paper, we addressed the problem of defective pixel detection in CMOS Image

Sensors (CIS) by evaluating the performance of several supervised machine learning al-
gorithms. A total of 300 grayscale images of size 512 × 512 pixels from the TAMPERE17
dataset [34], artificially degraded with dead and hot pixels, were used to train and evaluate
the models. The assessed algorithms included k-Nearest Neighbors, Naïve Bayes, Decision
Tree, Random Forest, Support Vector Machine, and Multilayer Perceptron. A sensitiv-
ity analysis was also conducted using feature extraction windows of 3 × 3, 5 × 5, and
7 × 7 pixels. Based on specificity, recall, precision, and phi coefficient, the best overall
performance was achieved by an SVM classifier with an RBF kernel using a 3× 3 feature ex-
traction window, reaching a phi coefficient of 98.08%, together with a specificity of 99.00%,
a recall of 99.00%, and a precision of 99.02%. The best-performing configuration also
achieved a PSNR of 40.96 dB and an SSIM of 98.68% after median filter correction, demon-
strating that improved defective pixel detection translated into improved reconstructed
image quality. Although this configuration achieved the highest observed classification
performance, no statistically significant differences were found with Multilayer Perceptron
under the evaluated experimental conditions.

The use of local statistical and texture-based features extracted from pixel neighbor-
hoods proved effective for defective pixel detection, enabling supervised learning classifiers
to accurately distinguish between defective and non-defective pixels even in images with
very low defect rates. The sensitivity analysis further revealed that smaller neighborhoods
provide more discriminative information, suggesting that defective pixels are primarily
characterized by highly local intensity variations. The results also indicate that supervised
learning provides a flexible and reproducible framework for defective pixel detection,
and the reported findings may serve as reference benchmarks for future studies.

A limitation of this study is that the dataset was synthetically generated, where defec-
tive pixels are introduced under controlled conditions. Although this allows systematic
and reproducible evaluation, it may not fully capture the complexity, temporal behavior,
and variability of real defective pixels in CMOS image sensors. Although the proposed
methodology demonstrated strong performance under the evaluated experimental con-
ditions, further validation using real defective pixel datasets is necessary to assess its
applicability to real CMOS imaging systems. Furthermore, the correction stage relies on a
simple median filter used only to assess the impact of detection accuracy on image quality,
rather than as an optimized restoration strategy.

Future research should validate the proposed approach using real sensor data, more
diverse defect patterns, and advanced correction methods. Future studies could also inves-
tigate replacing the simple median filter employed in this work with more advanced image
restoration and denoising frameworks, such as detail-retaining convolutional neural net-
works, support-denoiser-driven restoration frameworks, deep-denoising-prior-based image
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restoration techniques, and denoiser-guided image deconvolution methods, which could
further improve reconstructed image quality while preserving fine image structures [47–50].
Moreover, future studies could compare the proposed handcrafted-feature-based frame-
work with modern deep learning approaches for defective pixel detection to better assess
the trade-off between classification performance, computational cost, and suitability for
deployment in resource-constrained imaging systems. Another promising direction is the
extension of the proposed framework toward multi-class defective pixel classification.
In particular, incorporating additional defect categories such as stuck pixels could enhance
the practical value of the method for image sensor diagnostics, although this would require
the inclusion of temporal or multi-frame information beyond the single-frame spatial anal-
ysis considered in this work. Furthermore, the implementation of high-performing models
such as SVM (RBF) on embedded and sensor-level hardware platforms represents an attrac-
tive research direction toward greater portability, lower power consumption, and reduced
hardware requirements. Such implementations could enable real-time defective pixel detec-
tion in resource-constrained imaging systems and facilitate integration into practical CMOS
image sensor applications, including industrial vision, surveillance, and IoT devices.
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