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Featured Application

Detection and classification of cyberattacks targeting autonomous ground vehicles, particu-
larly those with fixed-route navigation, find applications in public transportations.

Abstract

In this article, machine learning (ML) is proposed as a solution to detect and classify false
message injection attacks in autonomous ground navigation. First, multiple trajectories are
designed and simulated to collect authentic feature samples offered by the odometry and
inertial measurement unit (IMU) of an autonomous ground vehicle (UGV). Then, a dataset
comprising these samples and other injected samples that simulate two cyberattacks,
namely path modification (PM) and velocity drift (VD), is created to train, validate, and
benchmark various ML classification models. These include decision tree (DT), k-nearest
neighbors (KNN), multi-layer perceptron (MLP), random forest (RF), and support vector
machine (SVM). The optimum classification model is experimentally evaluated using
a UGV platform, and results suggest that the proposed solution allows the detection of
authentic and attacked messages with more than 98% average accuracy and sub-millisecond
prediction time. Thus, this solution is ideal for real-time classification, especially in fixed-
route applications, e.g., public transportation.

Keywords: autonomous navigation; machine learning (ML); message injection cyberattacks;
path modification (PM); unmanned ground vehicles (UGVs); velocity drift (VD)

1. Introduction
The adoption of autonomous unmanned ground vehicles (UGVs) has been witnessing

exponential growth recently for their benefits in a multitude of applications, including
scientific expeditions, search and rescue missions, exploring hard-to-reach terrains, and the
auto industry [1–8]. This growth had been backed by a market size of USD 3.12B in 2025,
which is projected to reach USD 79.83B by 2034 [9]. This increase in market size is attributed
to the continued demand for automation and rapid advancement in enabling software and
hardware technologies (e.g., navigation protocols, sensory equipment). Therefore, state-of-
the-art research has dedicated significant attention to promoting autonomous navigation,
especially in dynamic environments, with the use of data fusion techniques [10–13], collab-
orative vehicle-to-vehicle (V2V) networking [14–17], route optimization algorithms [18–21],
and most recently, artificial intelligence (AI) [22–25]. Fusion techniques focus on multi-
modal sensor integration strategies to provide accurate environmental perception and
localization, enabling vehicles to navigate complex landscapes while minimizing collisions.
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On the other hand, V2V networking facilitates cooperative perception and decentralized
coordination to allow real-time data exchange that offers navigation within a network
of autonomous vehicles. Furthermore, bio-inspired optimization algorithms use nature-
mimicking mechanisms, e.g., swarm intelligence, to address multi-objective navigation
challenges that achieve enhanced navigation efficiency and adaptability in highly dy-
namic environments. Lastly, AI-driven navigation leverages machine learning (ML), deep
learning (DL), and reinforcement learning to enable adaptive autonomy via continuous
policy optimizations.

Although much attention has been paid to continuously refining the accuracy and
trustworthiness of autonomous navigation solutions, fewer research efforts have addressed
the associated cybersecurity concerns. These concerns stem from the proneness of UGVs to
cyberattacks at the physical layer, e.g., denial-of-service (DoS), location spoofing, and false
message injections. Such attacks potentially result in irreversible consequences featuring
compromising sensitive data, capturing payloads, damaging properties, or worse, leading
to human casualties. For instance, the vulnerabilities of a self-driving vehicle, e.g., Tesla
car, was demonstrated in [26,27] by jeopardizing its engine control unit. Moreover, in [28,29],
counterfeit satellite signals were subtly broadcasted to drastically alter a vehicle’s perceived
coordinates, forcing it to deviate from its intended path or enter hazardous zones. The
injection of false sensory data or application of adversarial perturbations to deceive per-
ception systems into making incorrect decisions, e.g., emergency braking or failing to stop
at a traffic sign, was presented in [30]. In addition, unauthorized steering, acceleration, or
total remote takeover via intercepting and maliciously modifying the control instructions
sent to a vehicle was showcased in [31,32]. Also, interference, or network flooding, was
used to block critical navigation-related communications, leading to connectivity loss or
remote disabling of an entire vehicle fleet [33]. Hence, developing cybersecurity solutions
to mitigate attacks targeting autonomous UGV navigation is of utmost importance. These
solutions must not be invasive to existing standards, while at the same time be compatible
with legacy platforms. They must also introduce minimum to no modifications to the
readily available hardware (e.g., antennas, cameras, radars).

Recent UGV security approaches exploited proportional-integral observers and resid-
ual analysis to identify malicious data injections [34–37]. While these approaches provide
low latency, they are frequently constrained by their high sensitivity to environmental
noise and abrupt changes in kinematics. To mitigate these constraints, hardware and
signal integrity approaches were developed to leverage visual-inertial odometry as a trust
anchor or to monitor signal characteristics, e.g., Doppler shifts and angle of arrival [38–41].
However, they often suffer from cumulative sensor drift during extended missions and
impose significant computational overhead. Other approaches introduced architectures
for systematically reviewing simulated attacks or historical attack records to establish
defense guidelines [42–45]. However, because these approaches primarily depend on attack
records, they often struggle to adapt to sophisticated, evolving navigation threats. This has
led to data-driven approaches, featuring network-based intrusion detection with DL to
identify DoS and man-in-the-middle attacks [46–49]. Nevertheless, such approaches often
overlook subtle navigational deviations. Temporal state anomaly detection approaches
with sequential modeling, e.g., long short-term memory encoding and online learning,
were explored to identify sensor tampering and location manipulation [50–53]. Yet, exist-
ing detection models struggle to distinguish between physical fluctuations and malicious
injections in complex navigation scenarios, such as sharp turns or rapid speed changes.
Furthermore, given the challenges of background noise within robotic sensors, maintain-
ing the robustness in distinguishing between authentic navigation and anomalous state
transitions remains a critical hurdle. The solution proposed herein presents an approach
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to detect and classify malicious injection attacks, specifically designed for UGVs on fixed
routes, e.g., public transportations.

Under normal operating conditions, a rigid physical consistency and mathematical
coupling exist between wheel-derived odometry and the vehicle’s inertial responses. When
cyberattacks or anomalies inject erroneous values into the odometry, e.g., fake linear
velocities or fabricated steering angles, the untampered inertial measurement unit (IMU)
data continue to reflect the vehicle’s authentic physical kinematics. By evaluating the
instantaneous correlations between these two heterogeneous streams, i.e., odometry and
IMU, ML can promptly and efficiently detect the instances where odometry data violate
the established physical coupling boundaries. This targeted interlocking strategy enables
the reliable isolation of odometry tampering without relying on complex temporal filtering,
ensuring a high-precision and sub-millisecond navigation verification. The proposed
solution differs from those reported in literature in the following aspects:

i. Unlike multi-sensor fusion approaches that necessitate added hardware, e.g., an-
tenna arrays or external infrastructure [10,11], the proposed solution leverages
existing onboard telemetry to provide reliable detection of malicious injections.

ii. The proposed solution maintains protocol integrity and compatibility with legacy
platforms, allowing for convenient integration with established robotic naviga-
tion stacks. In contrast, cooperative approaches or those comprising architectural
overhauls require continuous network-wide database synchronization or a funda-
mental redesign of their core communication logic, both of which pose prohibitive
implementation barriers for standalone or legacy systems [17,42].

iii. The proposed solution is independent of weather conditions as it uses kinematic
telemetry data. Hence, it maintains consistent anomaly detection performance
as compared to perception-based approaches with visual or LiDAR data, which
impacts their precision in degraded conditions, e.g., fog, rain, or low-light [11,13].

iv. Compared to AI-based temporal and vision-centric approaches, the proposed so-
lution offers a high computational efficiency and low overhead, ensuring sub-
millisecond real-time prediction without high-end computing resources [23,25].

v. The proposed solution utilizes a systematic and lightweight data acquisition and
control procedure to enable precise logging of internal sensor states during au-
tonomous navigation. It also facilitates controlled injections of malicious cyberat-
tacks, ensuring rigorous experimentations and reproducibility. On the other hand,
other approaches were restricted by third-party datasets [46,48].

vi. Lastly, all resources developed in this work (i.e., training and validation datasets,
classification models) are made publicly accessible to serve as a standardized bench-
mark for future UGV navigation security research [54].

This article is organized as follows: Section 2 describes the setup for extracting teleme-
try feature samples (with and without cyberattacks) and creating the training dataset.
Section 3 details the development and comparative analysis of multiple AI-based anomaly
detection and classification models. Section 4 elaborates the experiments for validating the
optimum model in real-time. Finally, conclusions and future work are offered in Section 5.

2. Setup for Extracting Feature Samples and Creating Dataset
In the feature extraction setup elaborated herein, a four-wheeled robot from Clearpath

Robotics is exploited, which is equipped with a six-degrees-of-freedom IMU for linear and
angular motion sensing, along with wheel encoders for obtaining odometry data [55,56].
Four distinct routes are configured with the high-fidelity Gazebo simulation tool [57].
It enables visual simulations and incorporates complex multi-modal noise characteristics,
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e.g., additive white Gaussian noise, into IMU data. It also introduces quantization errors to
the encoders, creating a realistic setup for extracting features.

2.1. Preliminaries for Creating Autonomous Navigation

A controller algorithm for mission-driven autonomous navigation, shown in Figure 1,
is used within the Robot Operating System 2 (ROS2) platform. It is built as a sequential state
machine to execute heterogeneous navigational primitives, including linear displacement,
reactive obstacle avoidance, and precise heading transitions. It operates at a 50-Hz sampling
rate, i.e., 20-ms per sample, and data acquisition via “Idle”, “Running”, and “Done” phases.
During initialization in the Idle phase, the controller establishes a communication node
with the UGV via a namespace-based subscription mechanism to capture filtered odometry,
raw IMU data, and LiDAR scans. To maintain data stability, a three-second buffer, i.e.,
150 samples, is enforced before the mission begins, followed by ½-second intervals i.e.,
25 samples, between navigation tasks to allow Gazebo and sensor biases to reach steady
state and prevent data spikes. Upon transitioning to the Running phase, the controller
retrieves navigation primitives from a predefined queue and executes the logic for each
task. Once all tasks are finalized, the controller enters the Done phase to terminate the
mission by canceling the control timer, closing the data repository, and shutting down
the node.ℳ     : Task sequence defined as ℳ={task0, task1, … taskn–1} 

fs        : Control frequency (50 Hz), where Δt = 1/fs 
Ninit    : Initial stabilization buffer  
Ngap   : Inter-task transition buffer 
State: Controller state machine ∈ {Idle, Running, Done} 

 
1: Procedure Path_Control_Execution() 
2:     Initialize ROS2 node and establish CSV telemetry stream 
3:     subscribe to sensor topics {Odom, LiDAR, IMU} 
4:     for each timer interrupt at interval Δt do 
5:         if no odom_received then continue              # wait for sensor initialization  
6:         if state = Done then 
7:             vcmd  ← [0, 0]  
8:         else if state = Idle then 
9:             vcmd  ← [0, 0] 
10:           if  taskIdx =  0 then Nwait ← Ninit else Nwait ← Ngap 
11:           end if 
12:           if  waitCount < Nwait then waitCount ← waitCount + 1  
13:           else state ← Running, waitCount ← 0, 
14:               execute Reset_Reference_Coordinates( ) 
15:           end if 
16:       else if state = Running then  
17:          (v, w, is_finished) ← Execute_Mission_Logic(M[taskIdx]) 
18:           vcmd  ← [v, w] 
19:           if is_finished then  
20:               if taskIdx < n – 1 then state ← Idle, taskIdx  ← taskIdx + 1 
21:               else state ← Done 
22:           end if 
23:       end if 
24:       Execute Publish_Velocity(vcmd) 
25:       Save Telemetry_Log(vcmd,sensor_payload,timestamp) 
26:   end for  
27: end Procedure  

Figure 1. Pseudocode for the mission-driven controller algorithm.

A mission-driven autonomous navigation algorithm, shown in Figure 2, is executed
during the Running phase, which retrieves navigational primitives from a predefined queue
to fulfill mission requirements. It differentiates between three main tasks: “Obstacle”, “Dist”,
and “Turn”. Linear navigation is managed with a dual-stage velocity scheduling strategy
for Dist, i.e., fixed distance, and Obstacle, i.e., proximity-based, tasks. The UGV cruises at a
constant velocity obtained from a predefined speed library. The controller monitors the
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relative displacement and implements a proactive deceleration mechanism as the UGV
approaches target, i.e., verified with LiDAR or odometrical displacement.

vspeed          : Linear or angular velocity from Speed Library ℒ 
Kp, Kd    : Proportional (1.2) and derivative (0.6) control gains 
εdist, εyaw : Convergence thresholds (0.005 rad for orientation) 
ddecel       : Linear deceleration threshold (2-m) 

 
1: Procedure Execute_Mission_Logic(task) 
2:     Retrieve target_val and vspeed based on the specific 𝑡𝑎𝑠𝑘 configuration 
3:     if task.type ∈ {Dist, Obstacle} then  
4:         drem ← Calculate remaining distance to target pose or obstacle 
5:         if drem ≤ 0 then return (0, 0, true) 
6:         if drem ≤ ddecel then vout ← max(0.1, drem × 0.5) 
7:         else vout  ← vspeed 
8:         end if 
9:         return (vout, 0, false) 
10:   else if task.type =Turn then  
11:       erroryaw ← Normalize(target_yaw – current_yaw) 
12:       if | erroryaw | < εyaw then return (0, 0, true) 
13:       derivative ← erroryaw − pre_error 
14:       ωraw ← (Kp × erroryaw) + (Kd × derivative)  
15:       ωout  ← Clamp(ωraw , min = 0.15, max = vspeed)  
16:       pre_error ← erroryaw 
17:       return (0, ωout, false) 
18:   end if   
19: end Procedure  

Figure 2. Pseudocode for the mission-driven autonomous navigation algorithm.

Since motors are susceptible to stalling at low speeds due to simulated resistance,
a clamping mechanism is employed to maintain a minimum velocity until the target tol-
erance is achieved. As for Turn tasks, the controller switches to rotational logic using
proportional-derivative strategy to align UGV heading. The proportional component gen-
erates the torque to drive the UGV toward target heading, while the derivative component
provides active damping to suppress inertial oscillations. By normalizing angular errors
within a [−π, π] manifold and enforcing a stringent 0.005-radian tolerance, the controller
achieves sub-degree rotational accuracy. The Obstacle task utilizes a centralized scanning
window to filter LiDAR clouds, creating a safety buffer that triggers a controlled halt upon
proximity detection. Throughout execution, the controller maintains a continuous feedback
loop that validates task completion by evaluating the data transmitted from the subscribed
sensor nodes, i.e., filtered odometry, IMU, LiDAR. Once the specific convergence criteria
are met based on sensor feedback, the controller transitions back to a stabilization state
before proceeding to the next mission segment.

2.2. Collection of Authentic Feature Samples

Authentic IMU and odometry samples are collected from Gazebo simulations, which
are parameterized to replicate non-ideal sensor noise profiles. These features are detailed in
Table 1 and include the timestamp (Ts), task type (Tt), command linear velocity in the x-axis
(Clvx), command angular velocity in the z-axis (Cavw), odometry positions (Opx, Opy, Opz),
heading angle, i.e., yaw (Θ), odometry orientations (Oorx, Oory, Oorz, Oorw), odometry
linear velocity in x-axis (Olvx), odometry angular velocity in z-axis (Oavw), IMU linear
velocities (Ilvx, Ilvy, Ilvz), IMU angular velocities (Iavx, Iavy, Iavz), and IMU orientations
(Iorx, Iory, Iorz, Iorw). Ts denotes the cumulative simulation time for temporal sequencing.
Tt indicates the designated driving sequence or mission profile. Clvx and Cavw are used to
create authentic trajectories. Opx, Opy, and Opz denote the estimated Cartesian coordinates
of the vehicle within the global reference frame. Θ is analytically derived from odometry
data and is used to facilitate visual inspection. Oorx, Oory, Oorz, and Oorw are estimated
by the wheel encoders. Olvx and Oavw are also estimated from wheel encoders, which
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represent velocity. Ilvx, Ilvy, and Ilvz are measured by the IMU accelerometer onboard in
simulations. Iavx, Iavy, and Iavz are measured by the IMU gyroscope onboard in simulations.
Iorx, Iory, Iorz, and Iorw denote the vehicle’s attitude synthesized via filtering accelerometer
and gyroscope measurements.

Table 1. Extracted features for developing the classifiers.

Feature Representation Unit Brief Description

time stamp Ts ns Time elapsed since the start of the simulation

task type Tt - Indicates the designated driving sequence within
the tasks

command linear velocity in x-axis Clvx m/s Linear velocity operator sends to UGV in x-axis
command linear velocity in z-axis Cavw rad/s Angular velocity operator sends to UGV in z-axis
odometry position Opx, Opy, Opz m Position estimated in the simulation world
heading angle (yaw) Θ rad Calculated yaw angle from the odometry quaternion
odometry orientation Oorx, Oory, Oorz, Oorw - Attitude represented as a normalized quaternion

odometry linear velocity in x-axis Olvx m/s Estimated linear velocity derived from
wheel odometry

odometry angular velocity in
z-axis Oavw rad/s Estimated angular velocity derived from

wheel odometry
IMU linear velocities Ilvx, Ilvy, Ilvz m/s2 Measured by the IMU three-axis accelerometer
IMU angular velocities Iavx, Iavy, Iavz rad/s Measured by the IMU three-axis gyroscope

IMU orientations Iorx, Iory, Iorz, Iorw - Attitude of the vehicle relative to the inertial
reference frame

label - - Represent the type of the data
trajectory label - - Represent the number of the trajectory

The label represents the type of data, i.e., authentic or malicious. The trajectory label
represents trajectories 1 through 4. It is worthy to point out that Opz, Ilvz, Iavx, Iavy, Oorx,
Oory, Iorx, and Iory are not included in the dataset, as the simulations are in a 2-D plane.
Each data point is tabulated and indexed by nanosecond timestamps to ensure absolute
temporal alignment between control commands and the UGV response. This allows for
the precise characterization of sensor biases and baseline noise, particularly during the
Idle phase, which serves as a reference for authentic sensor behavior. To enhance the
robustness of the dataset and prevent subsequent classifiers from overfitting, a two-tiered
generalization is built. First, dynamic velocity profiles are integrated into the control
logic to introduce variations in UGV velocity across different mission segments. These
variations capture non-linearities in the sensor suite and mechanical latency under different
kinetic loads. Second, the spatial diversity of the dataset is expanded by considering four
distinct trajectories, i.e., separate routes. This ensures that the learning process captures
motion patterns and potential attack signatures, e.g., anomalies between commanded and
observed velocity, rather than memorizing coordinates. The resulting dataset maintains a
high-frequency temporal consistency, providing a granular and representative foundation
for motion analysis and security research.

2.3. Collection of Attack Data

Figure 3 illustrates a two-step scenario for launching malicious message injection
cyberattacks. In step 1, the attacker interrupts communications between the operator and
access point (AP) to deliberately disrupt their connection while simultaneously logging
navigation commands prompted by the operator, as depicted in Figure 3a. This is achieved
by injecting radio frequency interference to degrade the signal to interference plus noise
ratio (SINR) and force continuous backoff, rendering the operator unable to control the UGV.
This can also be achieved by flooding the local data distribution service (DDS) network,
exhausting the communication queues of AP control commands or via domain name system
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cache poisoning, interrupting the remote command stream during handshake. In step 2,
the attacker maliciously modifies logged commands, e.g., velocity, prior to launching them
to the target UGV, as demonstrated in Figure 3b. This two-step scenario assumes that the
odometry stream transmitted over ROS/ROS2 topics can be tampered with physical- or
network-level attacks, while the IMU stream remains authentic due to physical connection
with the onboard microcontroller. If both odometry and IMU streams are compromised,
the quality of attack detection will be degraded, leading to lower detection rates, higher
misdetection rates, and/or higher false alarms. Hence, this single-stream assumption is a
possible limitation of the proposed attack scenario, and that defense against multi-hardware
stream tampering is beyond the scope of this work.

Attacker

Operator Four-wheeled RobotAP

Jamming

DDS Network 
Flooding

(AP Queue Exhaustion)
RF

Jamming Low SINRLogging

 Operator

Attacker

Four-wheeled RobotAP

Operator Log

Modify

Modification Modified Log

(a) (b) 

Figure 3. Two-step scenario for launching malicious injection cyberattacks: (a) step 1 and (b) step 2.

Two simulated types of malicious injection attacks are studied in this work: path
modification (PM) and velocity drift (VD). PM is concerned with changing the UGV heading
by calculating new coordinates selected by the attacker. This is performed recursively (new
coordinate is based on previous calculated one) and is realized by altering the orientation
and position features. On the other hand, VD is concerned with modifying UGV linear
velocity and position features, which eventually causes inaccuracies in the estimated
position. Such attacks are generated by tampering sensory data, i.e., wheel odometry,
without inducing jamming at the physical layer due to safety and liability concerns.

Both attacks are distributed across trajectories 1–4 and adjusted to provide sufficient
data to train the detection and classification models. Figure 4 depicts a pseudocode
for generating PM and VD, whereas Table 2 summarizes the distribution of authentic,
PM, and VD samples. For each trajectory, the number of authentic samples is around
10,000. The dataset maintains a consistent 2:1:1 ratio for authentic, PM, and VD samples,
respectively, i.e., 50% authentic and 50% malicious. This ratio is selected to mitigate class
imbalances that often leads to overtraining or undertraining, ensuring classifiers will
establish well-defined decision boundaries with no bias towards a specific class. Rare attack
instances in practical deployments have no impact on classification performance as the use
of balanced datasets in training allows the development of classifiers with optimal decision
boundaries for all classes, resulting in high detection rates and low false alarms as will
be discussed in detail in Section 3.2. It is paramount to point out that because sequential
operation is assumed, PM and VD are independent and do not occur simultaneously.

Table 2. Distribution of authentic and attack samples.

Authentic Samples PM Attack Samples VD Attack Samples Total Samples/Trajectory

Trajectory 1 9400 4700 4700 18,800

Trajectory 2 11,000 5500 5500 22,000

Trajectory 3 12,600 6300 6300 25,200

Trajectory 4 11,000 5500 5500 22,000

Total samples/type 44,000 22,000 22,000 88,000
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𝒟         : Authentic ROS2 telemetry dataset read from “auth_data.csv” 
Btotal    : Total attack budget defined as Btotal = |𝒟| × 0.25 𝒯         : Target task types defined as 𝒯 = {Obstacle, Dist} 
Θdrift     : Minimum PM angle drift bounds (°), Θdrift = [10, 25] 
λ         : PM drift intensity factor λ = 10000 
Vscale   : VD velocity scale range Vscale = [0.6, 1.4] 

 
1: Procedure Attack_Generation_UGV() 
2:     B ← identify_blocks(𝒟, 𝒯) 
3:     A ← allocate_rows(B, Btotal)  
4:     for each b_id, G in B do 
5:         writerrow(“output.csv”, G, label ← 0) 
6:         if b_id ∈ A then 
7:             N_target ← A[b_id] 
8:             # --- Generate PM Attack (Label 1) --- 
9:             start ← rand(buf, |G| – N_target – buf) 
10:            f_flux ← U(0.8, 1.2)  
11:            Δθ ← (λ/N_target) × f_flux  
12:            Δθ ← clip(Δθ, Θdrift[0], Θdrift[1]) × rand_sign() 
13:            δ ← linspace(0, rad(Δθ), N_target)  
14:            for each i from 0 to N_target – 1 do  
15:                m'_atk[“yaw”] ← (m_auth[“yaw”] + δ[i] + π) mod 2π – π  
16:                m'_atk[“ori_z”] ← sin(m'_atk[“yaw”]/2)  
17:                m'_atk[“ori_w”] ← cos(m'_atk[“yaw”]/2)  
18:                m'_atk[“ori_x”, “ori_y”] ← 0.0  
19:                dist ← calc_dist(m_auth[i], m_auth[i + 1])  
20:                m'_atk[“x”, “y”] ← m'_prev[“x”, “y”] + dist × [cos(m'_atk[“yaw”]), 
21:                                              sin(m'_atk[“yaw”])]  
22:                writerrow(“output.csv”, m'_atk, label ← 1)  
23:            end for  
24:            # --- Generate VD Attack (Label 2) ---  
25:            start ← rand(buf, |G| – N_target – buf)  
26:            s ← U(V_scale[0], V_scale[1])  
27:            if 0.95 < s < 1.05 then s ← s + 0.1  
28:            for each i from 0 to N_target – 1 do  
29:                m'_atk[“odom_lin_x_v”] ← m_auth[“odom_lin_x_v”] × s  
30:                distMod ← calc_dist(m_auth[i], m_auth[i + 1]) × s  
31:                m'_atk[“x”, “y”] ← m'_prev[“x”, “y”] + distMod ×  
32:                                                 [cos(m_auth[“yaw”]), sin(m_auth[“yaw”])]  
33:                writerrow(“output.csv”, m'_atk, label ← 2)  
34:            end for  
35:        end if  
36:    end for  
37: end Procedure  

Figure 4. Pseudocode to generate attack samples for PM and VD.

Also, compound attacks induce simultaneous spatial and kinematic outliers. Because
compound tampering distorts cross-sensor telemetry, i.e., IMU and odometry, in multiple
features at once, the feature vector drifts significantly, immediately triggering a fail-safe
strategy. Table 3 elaborates trajectories 1–4, all of which have the same start and destination
positions. Travel distances, velocities, and task sequences are varied to contribute to the
diversity and inclusivity of the dataset, ensuring a comprehensive evaluation. Table 4
shows the selected range of values for the features in the dataset that lead to PM and VD
cyberattacks. Moreover, Figure 5 shows the impact of PM attacks on trajectories 1–4. It is
worth noting that demonstration videos for PM and VD can be found in [54].
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Table 3. Executed tasks (all authentic) for trajectories 1–4.

Trajectory 1 Trajectory 2 Trajectory 3 Trajectory 4
Task
Type

Distance
(m)

Velocity
(m/s) *

Task
Type

Distance
(m)

Velocity
(m/s) *

Task
Type

Distance
(m)

Velocity
(m/s) *

Task
Type

Distance
(m)

Velocity
(m/s) *

Obstacle 1.08 0.6 Turn - 0.7 Turn - 0.7 Turn - 0.7
Turn - 0.7 Obstacle 26.61 3.0 Obstacle 0.84 0.6 Dist 10.00 5.0
Dist 3.50 0.7 Turn - 0.6 Turn - 0.7 Turn - 0.8
Turn - 0.6 Obstacle 27.01 2.0 Obstacle 0.85 0.7 Dist 30.00 5.0

Obstacle 25.31 4.0 Turn - 0.8 Turn - 0.7 Turn - 0.8
Turn - 0.8 Dist 5.00 1.2 Obstacle 26.95 4.0 Dist 12.00 4.0
Dist 3.00 0.8 Turn - 1.5 Turn - 1.5 Turn - 1.5
Turn - 1.5 Obstacle 12.44 0.8 Obstacle 27.71 0.9 Dist 6.00 0.9
Dist 3.00 0.9 Turn - 0.7 Turn - 0.7 Turn - 1.8
Turn - 0.7 Obstacle 22.68 0.9 Dist 10.00 0.8 Dist 18.00 4.5

Obstacle 7.63 1.5 Turn - 1.8 Turn - 1.8 Turn - 0.7
Turn - 1.8 Obstacle 7.50 2.5 Obstacle 2.42 2.5 Dist 8.00 0.8

Obstacle 17.46 2.5 Turn - 1.1 Turn - 1.1 Turn - 1.2
Turn - 1.1 Obstacle 19.75 3.0 Obstacle 17.51 3.0 Dist 11.00 2.5

Obstacle 19.60 3.0 Turn - 1.2 Turn - 1.2 Turn - 1.1
Turn - 1.2 Obstacle 3.99 2.0 Obstacle 17.29 2.0 Dist 4.00 3.0

Obstacle 3.78 2.0 Turn - 1.3 Turn - 1.3 Turn - 1.3
Turn - 1.3 Obstacle 3.54 1.0 Obstacle 19.60 1.0 Dist 3.00 2.0

Obstacle 3.58 1.0 Turn - 0.8 Turn - 0.8 Turn - 0.9
Turn - 0.8 Obstacle 4.66 0.4 Obstacle 3.46 0.4 Dist 4.00 0.4

Obstacle 4.71 0.4 Turn - 0.9 Turn - 0.9 Turn - 1.4
Turn - 0.9 Obstacle 5.30 1.1 Obstacle 3.14 1.1 Dist 3.00 1.1

Obstacle 5.23 1.1 Turn - 1.4 Turn - 0.8 Turn - 1.1
Turn - 1.4 Dist 5.00 3.5 Obstacle 4.77 0.4 Obstacle 4.15 0.4
Dist 5.00 3.5 - - Turn - 0.9 Turn - 1.3

- - - - Obstacle 5.25 1.1 Obstacle 6.15 1.1
- - - - Turn - 1.4 Turn - 1.4

Dist 5.00 3.5 Dist 5.00 3.5
* Velocity for the Turn tasks is in (rad/s). Different colors are used to represent the tasks for each of Trajectories 1–4.

Table 4. Range of feature values for generating PM and VD attacks.

Feature Description Value Unit

Θ: Heading angle, i.e., yaw. Obtained by
altering orientation & position

Maximum cumulative drift
angle injected into Θ

10 (min)
25 (max) Degree

Olvx: Odometry linear velocity in x-axis.
Obtained by altering velocity & position

Scaling factor or applied
to Olvx

0.6 (min)
1.4 (max) -
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(a) (b) 

  
(c) (d) 

Figure 5. Designed trajectories with and without the presence of PM: (a) trajectory 1, (b) trajectory 2,
(c) trajectory 3, and (d) trajectory 4. Solid traces (in blue) represent authentic trajectories, whereas
dashed traces (in red) represent counterpart attacked trajectories.

3. Development and Evaluation of Detection and Classification Models
This section details the development of the ML models for detecting and classifying

PM and VD cyberattacks. It also benchmarks these models against each other to evaluate
their performance. Here, five models are developed using the following classifiers: decision
tree (DT), k-nearest neighbors (KNN), multi-layer perceptron (MLP), random forest (RF),
and support vector machine (SVM). By exploiting the instantaneous variation between the
IMU and odometry data, such models are trained to detect the presence of an attack and
classify its type. Subsequent subsections highlight feature analysis and hyperparameter
configurations, followed by comprehensive performance analysis addressing classification
accuracy, robustness against background noise, and prediction latency.

3.1. Feature Correlation and Importance Analysis

The correlation heatmap of the extracted features, computed using the Spearman
correlation algorithm, is illustrated in Figure 6a. It allows for the identification of correlated
features to discard those with the least impact on training models, thereby reducing
dimensionality that could otherwise affect the training quality and time. A correlation
factor |c| ≥ 0.8 is considered in this work, resulting in the identification of one feature
pair as strongly correlated: (Iorw, Oorw). Therefore, a feature importance analysis, shown
in Figure 6b, is carried out with the mean decrease in impurity algorithm. After the
relative importance scores within the aforementioned correlated pair are compared, Iorw
is discarded from the dataset. As a result, the final dataset that is used for training and
validating the ML classifiers contains the following features: Opx, Opy, Oorz, Oorw, Olvx,
Oavw, Ilvx, Ilvy, Iavz, Iorz, and, trajectory_label for split; and label for target. Both feature
correlation and feature importance analyses contribute to (i) the prevention of tree-based
classifiers, e.g., RF, from potentially making random or unstable node splits because of
correlated features, and (ii) the reduction of feature dimensionality without losing essential
kinematic information. This leads to faster training convergence, less memory consumption,
and subsequently, more efficient classifiers.
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Figure 6. Feature analysis showcasing (a) correlation and (b) importance.

3.2. ML Training and Validation

Upon finalizing the dataset, the ML classifiers are trained to detect and classify PM
and VD within a unified framework. Each classifier is optimized using the random search
algorithm, which allows for the systematic evaluation of combinations of hyperparameters
from a predefined range. During the training phase, each hyperparameter combination is
evaluated on 70% of the dataset using 10-fold cross-validation to ensure model robustness
and prevent overfitting. Then, the model with the optimum hyperparameter combination
is tested on the remaining 30% of the dataset.

Although the samples in the finalized dataset are continuous in time, the introduced
fluctuations, sensor noises, and data exchange rates during simulations impose fewer tem-
poral dependencies between such samples. Hence, the random 70–30 split provides a valid
feature-space baseline without severely compromising classifier optimization. To assess
the impact of temporal correlation on classifier development, real-time validations are
performed with a physical ground vehicle platform across routes featuring no temporal,
spatial, or otherwise sample-derivation overlap with the finalized dataset, ensuring the
solution’s true generalization and scalability. Details on such an assessment are presented
in Section 4. Table 5 presents the optimized hyperparameters of the models.
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Table 5. Optimized hyperparameters for each model.

Classifier Hyperparameters Optimized Value

RF

Bootstrap False

Criterion Gini

Max depth 25

Min. samples leaf 1

Min. samples split 10

No. of estimators 287

Max. features Sqrt

KNN

Algorithm Auto

Leaf size 30

Metric Euclidean

No. of neighbors 3

Power 2

Weight Distance

MLP

Activation Relu

Alpha 0.0002910635913

Hidden layers (128, 64)

Max. iter 173

Solver Adam

Momentum 0.953595

Initial learning rate 0.0030049873592

Learning_rate Constant

Early stopping True

DT

Criterion Gini

Max. depth 88

Min. samples leaf 2

Min. samples split 2

Max. features Null

Splitter Best

SVM

Svm_C 82.78543388872

Kernel rbf

Shrinking True

Probability False

Tolerance 1.00 × 10−3

Max. iter Null

The performance of such models is assessed using the validation accuracy (VA), preci-
sion (PR), F-score (FS), detection rate (DR), misdetection rate (MDR), false alarm rate (FAR),
as well as training time (TT) and prediction time (PT). These are computed as follows:

Validation Accuracy (VA) =
TP + TN

TP + FP + TN + FN
(1)

Precision (PR) =
TP

TP + FP
(2)
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F − score (FS) =
2 × Precision × Recall

Precision + Recall
(3)

Detection Rate (DR) =
TP

TP + FN
(4)

Misdetection Rate (MDR) =
FN

TP + FN
(5)

False Alarm Rate (FAR) =
FP

FP + TN
(6)

where TP, TN, FP, and FN are the true positive, true negative, false positive, and false
negative predictions, respectively. PR measures the exactness of detected anomalies, while
FS is for evaluating dataset imbalance. DR and MDR evaluate the class-specific detection
accuracies and misclassification rates, respectively, whereas FAR indicates the frequency at
which authentic labels are falsely flagged as attacks. Table 6 depicts a qualitative analysis of
the aforementioned evaluation metrics, along with the computational efficiency measured
by the TT and PT. A Windows 11 PC with an Intel i9-13980HX CPU @ 2.20 GHz and 16 GB
of DDR5 4800 MHz SODIMM memory is used for training and validation. MLP exhibits
the lowest VA in comparison to other models and is associated with the lowest class-specific
DR, MDR, and FAR. On the other hand, RF is found to outperform other classifiers, with VA
and class-specific DR greater than 98% together with class-specific MDR and FAR less than
2%. Also, its PT is 156.32 ms, obtained via testing 30% of the dataset (i.e., 26,400 samples).
This leads to a PT of 5.9 µs per sample, enabling real-time detection. Figure 7 shows
the confusion matrices of the five developed classifiers. Resulting RF and DT matrices
showcased in Figure 7a,b, respectively, demonstrate minimum misclassification across all
classes, i.e., authentic, PM, VD, suggesting the ability of tree-structured models to identify
discrete anomaly signatures. Conversely, Figure 7c depicts the performance of the KNN
classifier, which exhibits more misclassifications. For example, it misclassifies 219 PM samples
and 455 VD samples as authentic, while falsely flags 185 authentic samples as PM. Lastly,
Figure 7d,e show that MLP and SVM have the highest misclassifications and false alarms.

   
(a) (b) (c) 

  

 

(d) (e)  

Figure 7. Confusion matrices for the developed classifiers: (a) RF, (b) DT, (c) KNN, (d) MLP, (e) SVM.
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Table 6. Evaluation metrics of the developed classifiers.

Avg. Performance Metrics Class-Specific DR (%) Class-Specific MDR (%) Class-Specific FAR (%) Time (ms)

VA PR DR FS Auth PM VD Auth PM VD Auth PM VD TT PT

RF 99.26 99.42 99.1 99.26 99.75 99.41 98.13 0.25 0.59 1.87 1.23 0.04 0.13 2618.32 156.32

KNN 96.15 96.58 95.69 96.13 97.56 96.63 92.89 2.44 3.37 7.11 5.08 1.03 0.7 125.81 414.56

MLP 93.64 94.34 92.91 93.62 95.89 96.38 86.45 4.11 3.62 13.55 8.54 0.13 2.64 171,129.5 40.78

DT 98.76 98.91 98.59 98.75 99.28 99.2 97.29 0.72 0.8 2.71 1.7 0.1 0.42 495.31 2.59

SVM 94.64 96.23 93.25 94.71 98.94 94.81 86 1.06 5.19 14 9.55 0.34 0.4 187,217.9 32,593.01

4. Real-Time Experimentations
To validate operation in real-time, the trained RF classification model is integrated

into an experimental setup featuring the four-wheeled platform from Clearpath Robotics
(Kitchener, ON, Canada), i.e., Jackal. A simplified flowchart illustrating this setup is shown
in Figure 8. The serialized model file occupies 40.6 MB on disk. When loaded into the
active ROS2 Python node, the runtime RAM consumption—including Python version 3.12.7
interpreter dependencies and feature processing buffers—remains at 100 MB. The embed-
ded platform computing unit consists of a microcontroller with 16 GB RAM. Therefore,
the model requires less than 1% of the system’s memory, leaving ample resources for other
navigation stacks. Also, it executes natively on CPU without requiring GPU acceleration
frameworks, making it cost-effective and highly reliable for real-time autonomous ground
navigation cybersecurity. A malicious odometry node, i.e., Attack and Generate, is cre-
ated to mimic a man-in-the-middle attack. It uses the PM and VD cyberattack generator
illustrated in Figure 4 with a switch, i.e., trigger, to control the launch of the attack and
its type. In this setup, authentic samples are collected by the odometry and IMU sensors
presented in Figure 9. The malicious node obtains odometry samples and tampers with
the data stream to create either PM or VD attacks. Lastly, both IMU samples and tampered
odometry samples are fed to the RF classifier for real-time classification. Experimentations
are executed considering routes that differ from trajectories 1–4, i.e., turns and velocity
variations, and incorporated diverse terrain vibrations as well as noise and attack magni-
tudes. Table 7 summarizes live classifications of incoming authentic, PM, and VD messages.
Since each attack is triggered as standalone, experimental results are presented across three
separate runs.

in

in

out

in
RF

Classifier

Trigger

in out
Odometry

Wheel Encoder
RE22

in out
IMU

3DM-GX5-
IMU_SPL

command out
Four-wheeled

Robot

Jamming

out
Attack and 
Generate

 

Figure 8. A simplified flowchart of this experimental setup.
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Write to File

Broadcast

ROS2 Nodes Creation
Features Collection

   - Six Odmetry Features
   - Five IMU Features

Attack Detection

      - RF Classifier
      - Three-class Classifier

Capture IMU 
Features

Capture Odometry
Features

 

Figure 9. Hardware-software configuration for classifying odometry and IMU features.

Table 7. Live classification experiment.

Total Messages Messages Type Accuracy

2421 Authentic 98.48%
4202 Authentic injected with PM 97.12%
3466 Authentic injected with VD 94.86%

“Total Messages” are all incoming messages during testing, and “Accuracy” is com-
puted using (1) to present the percent of samples decided upon in favor of Class 0, i.e.,
authentic, Class 1, i.e., PM, and Class 2, i.e., VD out of the total messages received. Authen-
tic, PM, and VD messages are predicted with an accuracy of 98.47%, 97.12%, and 94.86%,
respectively, averaging an accuracy of 96.82%. The if-else conditional branch evaluation
logic of the RF classification model consists of lightweight, i.e., if-else logic, rather than
complex matrix operations. This leads to a timely inference within the 50 Hz frame budget
per sample and effortless execution with no control lag. Thus, the solution herein enables
accurate and real-time classification, especially for edge computing platforms.

5. Conclusions
In this work, a ML solution was proposed for detecting and classifying injection cyber-

attacks with applications for UGVs. A mission-driven autonomous navigation algorithm
was built to collect authentic odometry and IMU samples from four different simulated
trajectories. A cyberattack generator was also built to obtain injected PM and VD samples
to establish a dataset that contains authentic and malicious samples. The resulting dataset
was used to train different ML classification models, and evaluations showed that RF
exhibited optimum classification performance with VA and class-specific DR greater than
98% together with class-specific MDR and FAR less than 2%. The proposed solution was
tested experimentally via a physical UGV platform and demonstrated high accuracy with
a sub-millisecond PT, facilitating real-time classification. This solution allowed for the
accurate detection of two types of injection attacks with no added hardware or physical
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infrastructure. It also offered a lightweight setup with no modifications to the existing
experimental platform. Future work entails the exploration of this solution in detecting
and classifying other types of injection cyberattacks, e.g., ghost injection. Future work also
entails the investigation of the inclusion of sample features from other sensors, e.g., LiDAR
and camera, to improve detection and classification accuracies. Moreover, future work
entails stress-testing the proposed solution across diverse velocity bounds, elevated noise
regimes, and multi-tier attack intensities. Lastly, future work entails studying countermea-
sure strategies, e.g., reinforcement learning, to sideline the impact of cyberattacks targeting
UGVs by maintaining safe and trustworthy autonomous navigation in cyber-contested
environments.
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