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Abstract 

We compare six purposively selected term pairs using an English-language web corpus 

composed mainly of encyclopedic sources: engawa/veranda, tsuboniwa/impluvium, 

shōji/fusuma, tokonoma/chigaidana, ma/mu, and wabi/sabi. The pairs form three groups: 

cross-cultural comparisons, related Japanese architectural elements, and conceptual or 

aesthetic pairings. The study applies an audited corpus-based Bidirectional Encoder Rep-

resentations from Transformers (BERT) analysis. Each pair is tested across predefined 

seed-based fields under FULL corpus conditions and CLEAN conditions that remove 

glossary-like and explicitly definitional sentences. In the tested corpus, the pairs do not 

behave as simple equivalents or oppositions. In cross-cultural comparisons, engawa is 

more strongly associated with indoor–outdoor boundary vocabulary, while narrowly 

specified boundary and transitional probes also favor engawa; veranda is more strongly 

linked to circulation and sheltered outdoor use. Tsuboniwa leans toward meanings of 

miniature gardens, whereas impluvium is strongly associated with water, basins, and Ro-

man domestic systems. Within Japanese architectural vocabulary, fusuma dominates par-

tition-related fields, whereas tokonoma and chigaidana remain mostly weak or non-sep-

arating. Among abstract terms, ma and mu show an asymmetric bidirectional pattern, 

with correction-supported separation more consistent for ma-directed than for mu-di-

rected fields. Wabi and sabi show high contextual similarity in the selected English-lan-

guage corpus, with correction-supported separation only for impermanence and melan-

choly. The field comparisons identify where the paired terms differ, where no difference 

was detected, and where one term was more strongly associated with several fields. The 

findings concern contextual usage in this corpus rather than definitive architectural, his-

torical, or philosophical meanings of the terms. 

Keywords: architectural semantics; Japanese architecture; architectural terminology;  

spatial mediation; contextual language model; semantic overlap; philosophy of space; 

spatial relations; ma (間) and mu (無); nothingness 

 

1. Introduction 

Architectural discourse frequently depends on comparison. Buildings, spatial ele-

ments, and architectural terms are explained through analogy, contrast, translation, and 

conceptual pairing. This kind of explanation is especially visible in discussions of Japa-

nese architecture, where terms such as engawa, ma, wabi, sabi, shōji, and fusuma are often 
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interpreted through neighboring concepts or through more familiar cross-cultural labels. 

Comparison can clarify architectural vocabulary, although it also raises a methodological 

problem when the grounds of similarity and difference remain assumed rather than ex-

plicitly tested. 

Architectural theory has long shown that architectural meaning cannot be reduced 

to technical description. Bachelard’s account of inhabited space, memory, dwelling, and 

intimate experience shows why buildings exceed geometrical or technical description, 

while related architectural and semiotic theories explain how buildings also operate 

through signs, cultural interpretation, and social use [1–7]. These approaches remain es-

sential because they explain why architectural language carries more than object labels. 

They also leave open a more specific research problem: interpretive claims about analogy, 

overlap, fusion, and distinction are difficult to accumulate or evaluate when they are not 

tied to explicit comparison criteria, theoretical framing, and procedures for testing and 

refining claims [8]. 

Assuming similarity and difference without explicit comparison criteria is especially 

problematic in architectural discourse on Japanese spatial and aesthetic terms. Studies of 

the traditional Japanese house and contemporary Japanese architecture have repeatedly 

emphasized flexible relations between interior and exterior, mediated boundaries, spatial 

intervals, atmosphere, and the connection between architecture and nature; Garda et al. 

[9] support these claims for the traditional Japanese house, while Ek [10], Kurokawa [11], 

Li et al. [12], Nuijsink [13], and Shigaki [14] extend related concerns into contemporary 

Japanese architectural interpretation. Related work on spatial configuration and bounda-

ries also shows that architectural meaning often emerges through relational conditions 

among spaces, boundaries, and uses. Hillier and Hanson’s spatial theory links spatial con-

figuration to social organization, Hensel’s boundary theory treats spatial and material 

boundaries as active performative regions, and Kim’s space-syntax analysis of Edo sam-

urai residences shows how engawa and doma function as mediating spatial hinges be-

tween interior, exterior, Omote, and Ura domains [15–17]. Related Japanese spatial schol-

arship on atmosphere, nature, interval, and borrowed scenery further explains why terms 

such as engawa, doma, shakkei, and ma cannot be reduced to fixed physical definitions 

[10–12,18–20]. 

Cross-cultural translation presents the same issue in the engawa/veranda compari-

son. Scholarship treats engawa as an intermediary condition between interior and exterior 

rather than as a simple exterior appendage [10–12]. A deliberately more exploratory cross-

cultural case is the comparison between tsuboniwa and impluvium. The literature review 

identified no previous study that treats these terms as an established architectural pair, 

and the present study does not claim that they are functionally, historically, or culturally 

equivalent. 

Nevertheless, the absence of an established precedent does not in itself invalidate a 

comparison. Comparative inquiry should not be restricted to objects already recognized 

as equivalents; it may also test explicitly stated partial correspondences between non-

equivalent architectural configurations. In this case, the proposed correspondence con-

cerns an inward-facing environmental condition embedded within domestic space. A tsu-

boniwa introduces a small garden into an enclosed or compact spatial arrangement, where 

it may contribute daylight and ventilation while framing vegetation, weather, and sea-

sonal change as part of the interior experience [21]. Seasonal change becomes perceptible, 

for example, when rain darkens moss and stone, autumn foliage alters the garden’s com-

position, or accumulated snow temporarily covers its surfaces and transforms the view 

from adjoining rooms. The Roman comparison concerns not the impluvium basin in iso-

lation, but its role as the central receiving element within the atrium [22]. More specifi-

cally, the impluvium is treated in this study as the lexical anchor of the compluvium–
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impluvium–cistern configuration. In this arrangement, rainwater drains inward through 

the roof opening or compluvium, which also admits light; the impluvium receives the 

water, which is then channeled into an underground cistern and retained for household 

use [23]. 

The term impluvium was selected instead of atrium for reasons of corpus specificity. 

The word atrium denotes both the central space of an ancient Roman house and, in con-

temporary architectural usage, a central, often glass-roofed hall extending through several 

stories [24]. These contemporary atria need not have any relationship to rainwater collec-

tion. Using atrium as the target term would therefore combine ancient Roman and mod-

ern architectural referents and dilute the particular environmental operation under exam-

ination. The historically narrower term impluvium provides a more specific lexical anchor 

for the Roman rainwater-reception system. 

A Roman peristyle garden would provide a more immediate comparison with the 

tsuboniwa at the object-category level, since the peristyle was commonly organized as an 

open-air garden [22]. Such a pairing would be legitimate, but it would address a different 

question by comparing two spaces already identified categorically as gardens. The delib-

erately asymmetrical tsuboniwa–impluvium pairing instead tests whether partial compo-

sitional and environmental correspondences can produce contextual overlap despite sub-

stantial differences in material content, cultural framing, and practical purpose. Both con-

figurations make exterior environmental phenomena present within an inward-facing ar-

chitectural condition, but they organize those phenomena differently. This study, there-

fore, presents this pairing as an exploratory comparison. 

Conceptual and aesthetic terms raise a related problem. Ma is often translated as 

space, interval, pause, void, or negative space; scholarship more precisely frames it as a 

spatiotemporal, interstitial, relational, and experiential condition [18–20]. Likewise, wabi 

and sabi are often discussed together. Still, Japanese aesthetic scholarship treats them as 

historically and conceptually differentiated aesthetic terms: Marra [25] supports the 

broader treatment of Japanese aesthetic vocabulary as a field of aesthetic categories, in-

cluding sabi, while Saito [26] links wabi and wabi-sabi aesthetics to imperfection, insuffi-

ciency, aging, material condition, and transience. These examples show why architectural 

comparison needs to move beyond intuitive pairing. Some terms may separate clearly, 

some may overlap, and others may be so tightly coupled in discourse that treating them 

as sharply distinct becomes misleading. 

Computational approaches have already been used in adjacent built-environment 

and text-analysis research. Caetano et al. [27] clarify the terminology of computational 

design. Ding et al. [28] review NLP applications to construction-related texts. Horvath [29] 

analyzes the discourse on computational architecture using corpus-based methods. Kla-

vans et al. [30] use text mining to extract metadata. In the digital humanities, Moretti’s 

account of distant reading also shows how cultural patterns can be studied at scales be-

yond those allowed by close reading [31]. Following Cash’s argument that design research 

requires explicit theoretical framing, methodological standards, and procedures for eval-

uating evidence, computational comparison functions here as auditable support, with in-

terpretive judgment remaining necessary [8]. Da’s critique of computational literary stud-

ies further motivates caution when statistical or text-mining outputs are used to make 

claims about complex cultural and interpretive objects, since such outputs can invite over-

claims when method, object, and interpretation are not properly aligned [32]. In this 

study, BERT serves as a technical basis for context-dependent text representation because 

its bidirectional representations condition tokens on left- and right-context, allowing word 

meaning to be modeled contextually across uses [33,34]. Distributional vector semantics 

research supports the premise that word meaning can be modeled from observed patterns 
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of use, while contextualized embedding and polysemy research show that word repre-

sentations and sense interpretations vary across individual contexts [35–37]. 

This article builds on two earlier studies in the same research sequence, but its pur-

pose is narrower. The first established a reproducible computational framework for Japa-

nese architectural semantics and introduced the FULL/CLEAN audit for testing whether 

results depend on glossary-like or explicitly definitional language [38]. The second ex-

tended that framework to a 28-term mapping of Japanese architectural concepts [39]. This 

study uses this inherited framework to test a fixed set of pairwise comparisons, without 

revalidating the framework, or any other computation done in these two studies. 

Pair selection followed a purposive, three-part design rather than an attempt to rep-

resent the full range of Japanese architectural terminology. First, the cross-cultural family 

comprises one recurrent translation problem, engawa/veranda, and one author-proposed 

exploratory comparison, tsuboniwa/impluvium. These pairs test whether architectural el-

ements placed in cross-cultural comparison retain distinct contextual associations or be-

come partially assimilated through explanatory analogy. Second, the within-culture ar-

chitectural family, shōji/fusuma and tokonoma/chigaidana, examines elements that are 

historically, spatially, or functionally related and are frequently co-described within dis-

cussions of Japanese interiors. Third, the conceptual and aesthetic family, comprising 

ma/mu and wabi/sabi, examines abstract terms whose scholarly distinctions may be pre-

served, attenuated, or blurred in English-language architectural and aesthetic discourse. 

The six pairs are therefore illustrative test cases rather than a representative or ex-

haustive sample. Their intentional heterogeneity allows the same field-based procedure 

to be applied to four different relationships between terms: translation, cross-cultural 

comparison, physical or historical association, and conceptual co-description. Future 

studies may apply the same design to other purposively justified pairs to test different 

architectural relations. The unifying problem is not that all six pairs belong to a single 

architectural category, but that comparative framing can alter how relations between 

terms are presented and interpreted. Translation, analogy, and repeated co-description 

may preserve distinctions, simplify them, suppress them, amplify them, or redistribute 

semantic emphasis between paired terms. For example, rendering engawa simply as ve-

randa may preserve an edge-related resemblance while underrepresenting its indoor–out-

door boundary role, whereas reducing shōji and fusuma to translucent versus opaque 

panels may amplify material contrast while obscuring their shared sliding-partition dis-

course. The study consequently treats the relation between terms as its object of analysis, 

rather than treating any one pair as a definitive account of the terms involved. 

This study makes two linked contributions. Methodologically, it provides a reusable 

procedure for testing where a proposed architectural comparison holds, becomes reduc-

tive, or remains unresolved. Architecturally, its empirical findings show how familiar 

translations, analogies, and paired concepts are reorganized across spatial, material, func-

tional, and experiential fields in English-language discourse. Across the six pairs, each 

field is constructed around an association hypothesized for one term and tests whether 

that association is stronger for that term, does not clearly distinguish the pair, or is 

stronger for the other term. Separate similarity measures then assess how closely the two 

terms are used across their broader corpus contexts. These findings are relevant to cross-

cultural architectural interpretation, historiography, glossary preparation, architectural 

education, and heritage communication. The computational results, however, do not in-

dependently establish architectural function, historical development, or philosophical 

meaning. 

Although sources on traditional houses and formal interiors frequently discuss sev-

eral physical terms targeted by this study, the analysis does not restrict them to domestic 

architecture. The study analyses all retained occurrences regardless of building type. Be-
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cause the corpus was not stratified by building type, the study cannot determine whether 

the terms occur more frequently in domestic, religious, cultural, hospitality, or public ar-

chitecture. The conclusions therefore concern the contextual behavior of the selected terms 

across the English-language corpus, not Japanese domestic architecture alone and not the 

totality of Japanese architectural practice. 

This study addresses the following research questions: 

RQ1: Do the cross-cultural architectural comparison pairs engawa/veranda and tsu-

boniwa/impluvium show statistically recoverable separation, overlap, or asymmetric pull 

across declared pair-specific concept fields under FULL and CLEAN corpus conditions? 

RQ2: Does the within-culture architectural pair shōji/fusuma show within-vocabu-

lary differentiation, shared-field behavior, or corpus-dominance effects under the same 

audit logic? 

RQ3: Do the conceptual and aesthetic pairs behave differently, with ma/mu showing 

structured conceptual contrast and wabi/sabi showing tighter coupling or high contextual 

similarity? 

RQ4: What pattern does the within-culture architectural pair tokonoma/chigaidana 

show under the same FULL/CLEAN audit logic, and how should weak, non-separating, 

or selectively separating results be interpreted? 

The article is organized as follows. Section 2 describes the corpus, FULL/CLEAN au-

dit design, comparison battery, concept fields, and statistical procedure. Section 3 reports 

the audited pairwise results. Section 4 discusses implications for architectural comparison, 

cross-cultural analogy, internal semantic differentiation, and methodological caution. Sec-

tion 5 returns to the research questions and summarizes the contribution of controlled 

pairwise comparison. 

2. Materials and Methods 

The complete codebase, configuration files, filtering settings, logs, run manifests, CSV 

outputs, context-audit files, diagnostic files, and exported figures for the reported run are 

available in the public repository listed in the Data and code availability statement. This 

study inherits the corpus files and fine-tuned BERT (Bidirectional Encoder Representa-

tions from Transformers) model from the reproducibility framework study published by 

the same authors [38]. They are available through the public repository released with 

Gjata and Yamada [38]. This section describes the analytical design and run settings, while 

the repository provides the full implementation record required for exact reruns. This sec-

tion omits the full corpus-construction and model-training procedure reported in Gjata 

and Yamada [38]. Instead, it specifies the pairwise comparison design, the concept-field 

operationalization, the run settings, and the reporting logic used here. 

2.1. Research Design 

This study uses an audited corpus-based semantic framework previously applied to 

Japanese architectural concepts and extends it to selected cross-cultural, within-culture, 

and conceptual/aesthetic comparisons. This study applies the workflow to Japanese archi-

tectural vocabulary, but future studies can reuse the same pairwise design for other archi-

tectural term sets. An earlier methodological study established the reproducible corpus, 

the FULL/CLEAN audit, the model-training procedure, and the validation logic for Japa-

nese architectural terms, as reported by Gjata and Yamada [38]. A subsequent taxonomy 

study reused the same framework to map broader conceptual hierarchy and data-driven 

structure across a 28-term Japanese architectural vocabulary [39]. 

For each field, both terms are compared with the same field centroid. The direction 

of the resulting difference shows whether the field favors the term named in the field label 

or the paired term. A difference is classified as FDR-supported when its 95% bootstrap 
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confidence interval excludes zero, and its Benjamini–Hochberg adjusted p-value is below 

0.05. When the confidence interval excludes zero, but the adjusted p-value is at least 0.05, 

the direction is reported as CI-only. When the confidence interval crosses zero, the com-

parison is treated as unresolved. Neither a CI-only result nor an unresolved result is evi-

dence that the terms overlap or are equivalent. Correction-supported separation indicates 

that one term is more strongly associated with the declared field than the other. A non-

correction-supported result indicates that the field does not provide clear evidence of 

higher cosine similarity for one term; it is not, by itself, evidence of semantic overlap or 

equivalence. Shared participation or high contextual similarity is inferred only when the 

directional result is accompanied by additional contextual, architectural, corpus-support, 

or interchangeability evidence. Asymmetric dominance describes a repeated correction-

supported pattern in which one term aligns more strongly across several fields, including 

fields initially hypothesized for the other term. 

The six pairs fall into three analytical families, although the computational procedure 

remains the same across them. The two cross-cultural comparisons have different bases. 

Engawa/veranda examines a familiar translation analogy, whereas tsuboniwa/impluvium 

examines a researcher-defined compositional correspondence between non-equivalent 

configurations. Within-culture Japanese comparisons, shōji/fusuma and tokonoma/chi-

gaidana, address related or co-described architectural elements within the same spatial 

vocabulary. Clean separation is not expected in every field, since shōji and fusuma often 

belong to the same partition discourse. At the same time, tokonoma and chigaidana are 

historically and spatially adjacent within formal interiors. Conceptual and aesthetic com-

parisons, ma/mu and wabi/sabi, extend the same procedure to abstract relations, includ-

ing structured conceptual contrast and high contextual similarity, without forcing West-

ern equivalents. 

Broad seed words often occur in contexts associated with both terms and produce 

differences close to zero. The analysis therefore uses narrower seed-based fields. Results 

near zero are not treated as automatic evidence of shared semantic territory. They may be 

consistent with shared participation, but they may also reflect insufficiently specific fields, 

heterogeneous contexts, limited corpus support, or statistical uncertainty. Figure 1 sum-

marizes the analytical design of this study. 

 

Figure 1. Study-specific analytical design. The figure distinguishes the published FULL/CLEAN an-

alytical base from the steps specific to this pairwise comparison study: target-pair selection, pair-

specific concept-field definition, FULL/CLEAN bootstrap comparison, and article-level outputs. 
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The analysis reuses the published FULL/CLEAN corpus framework and fine-tuned 

BERT model, applying them to a narrower pairwise-comparison battery. The workflow 

has five stages: reuse of the published analytical base, selection of target pairs, definition 

of pair-specific concept fields, FULL/CLEAN cosine similarity to the field centroid com-

parison with bootstrap estimation and correction-based support labeling, and export of 

the figures, matrices, and audit files reported in the article. 

The Results section uses the synthesized figure set as the main presentation of the 

findings, while the archived master CSV provides the underlying numerical values. The 

context-audit CSV is treated separately as qualitative evidence used to justify the inter-

pretation for the discussion, not as an additional statistical result. 

2.2. Corpus Basis and FULL/CLEAN Audit 

The study reuses the English-language corpus created and validated by Gjata and 

Yamada [38] and subsequently reused in the 28-term taxonomy study [39]. The corpus is 

a dated July 2025 web snapshot assembled from 845 source records. As documented in 

the original methodological study, collection began with the search term “architecture” in 

Wikipedia and Britannica and expanded recursively through linked material concerning 

architecture, history, philosophy, religion, and aesthetics. The main body retains prose 

and relevant technical captions, while excluding navigation material and tables. Ten ad-

ditional records were also manually added through the J-STAGE and ProQuest search-

and-selection procedure reported in [38], using the query terms “Japanese,” “space,” and 

“engawa.” A record-level audit undertaken for the present revision classifies nine of these 

records as academic sources and one as a newspaper source; the manually added set is 

therefore not described as ten peer-reviewed journal articles. 

Examination of the archived source inventory shows that the corpus draws primarily, 

by number of source records, from English-language encyclopedic sources. Of the 845 

non-empty records, 608 are English Wikipedia pages, and 150 are Encyclopaedia Britan-

nica pages. The complete inventory contains ten academic sources: nine from the manu-

ally added set and one additional academic source elsewhere in the inventory. It also con-

tains 14 specialist dictionary entries from the Japanese Architecture and Art Net Users 

System (JAANUS), 11 specialist essays from Kogei Standard, and 52 other online and ex-

pository sources. The latter group includes cultural and institutional websites, profes-

sional criticism, journalism, design publications, blogs, social-media pages, commercial 

sites, and other popular explanatory materials. Table 1 summarizes this composition by 

record count. Because individual records vary substantially in length, these counts should 

not be interpreted as proportional contributions to the corpus text. 

Table 1. Broad composition of the archived corpus inventory by number of source records. Record 

counts do not indicate each group’s contribution to the corpus word count. 

Source Group Source Records 

English Wikipedia 608 

Encyclopaedia Britannica 150 

Academic sources 10 

JAANUS specialist dictionary entries 14 

Kogei Standard specialist essays 11 

Other online and expository sources 52 

Total 845 

For example, an academic paper may contribute considerably more text than a short 

encyclopedia entry. Because per-source word and token totals were not retained as ana-

lytical metadata, reliable content-weighted proportions cannot be reconstructed retro-
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spectively. The original construction protocol reports that URL, title, site, access date, and 

content checksum were logged [38]. Broad source groups could be reconstructed for the 

present audit from the archived URLs and titles, but publication type, author nationality, 

professional or disciplinary affiliation, geographic origin, and historical period were not 

originally encoded as structured source-level analytical variables. The relative contribu-

tion of English-language material written by Japanese architects, historians, cultural insti-

tutions, or scholars therefore cannot be quantified from the preserved metadata. Likewise, 

the corpus cannot be divided retrospectively into reliable Japanese-authored and exter-

nally authored subcorpora without a new source-level classification exercise. 

For the contextual BERT pathway used here, the FULL corpus contains 1,975,868 

words. The CLEAN corpus contains 1,968,370 words after the removal of glossary-like 

and explicitly definitional sentences, a reduction of 7498 words or 0.38%. FULL and 

CLEAN are two versions of the same source snapshot; the contrast does not alter source 

composition or topic coverage. FULL retains the explanatory environment in which the 

terms circulate, while CLEAN audits whether directional findings remain after removing 

the sentences most likely to state explicit definitions or translations. 

The use of a broad English-language expository corpus is deliberate. The analysis 

tests whether field-specific associations remain recoverable across heterogeneous explan-

atory usage, rather than only within specialist scholarship that states distinctions through 

highly controlled technical vocabulary. The CLEAN condition provides a related audit by 

excluding glossary-like and explicitly definitional sentences and testing whether the ob-

served directions depend on such direct explanatory shortcuts. Persistence, and in some 

fields strengthening, after this removal indicates that the contrasts are not produced solely 

by explicit definitions. This design does not make the corpus representative of Japanese 

specialist scholarship. Its heterogeneity may attenuate distinctions that would be sharper 

in a specialist corpus; consequently, weak or non-separating results may reflect broad 

English-language circulation as well as seed construction, limited contextual support, or 

genuine high contextual similarity. 

The corpus is therefore a legitimate object for studying how Japanese architectural 

terminology circulates in broad English-language online explanation. Still, it is not a rep-

resentative corpus of Japanese architectural scholarship. Encyclopedic sources dominate 

the source inventory by record count, although their precise contribution to the corpus 

text cannot be determined from the preserved metadata. The corpus may consequently 

reproduce translation conventions, simplified definitions, and editorial structures charac-

teristic of Wikipedia, Britannica, and related English-language expository sources. 

Throughout this study, results are interpreted as contextual patterns within the selected 

English-language corpus rather than as direct evidence of the complete architectural, his-

torical, or philosophical meanings of the terms. 

2.3. Preprocessing and Normalization 

The analysis loads the active configuration and filtering file before preprocessing. 

Text processing is deterministic. The corpus was represented in three aligned forms: raw 

sentence lists, tokenized sentence lists, and lemma-based sentence lists. These parallel rep-

resentations enabled consistent location of target terms and concept seeds while preserv-

ing the full-sentence context required for BERT-based extraction. 

This step is necessary because the corpus contains mixed forms of the same architec-

tural term. A term may appear in Japanese characters, standard romanization, simplified 

romanization, or English explanatory wording. Normalization aligns equivalent surface 

forms across Japanese-script forms, romanized forms, macron variants, and common 

spelling variants. Sentence-level contexts then provide the main unit of evidence. Each 

target occurrence is represented through its local sentence context, not through an isolated 
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dictionary entry or a single static word vector. When the tokenizer divides a target term 

into subword units, the relevant pieces are recombined so that the target occurrence re-

mains the unit entering the analysis. 

The script also limits circularity in concept-field construction. When testing a pair, 

direct pair terms are removed from the corresponding concept seed lists, preventing the 

comparison from becoming a keyword-matching exercise and keeping the analysis fo-

cused on contextual semantic behavior. 

2.4. Model, Runtime Settings, and Software Environment 

The reported analysis used the fine-tuned cased BERT masked language model in-

herited from the reproducibility framework developed by Gjata and Yamada [38]. The 

inherited model was loaded as the source of contextual representation for all pairwise 

comparisons under both corpus conditions. The inherited fine-tuning settings were a 

learning rate of 3 × 10−5, a per-device training batch size of 32, three training epochs, a 

warm-up ratio of 0.06, weight decay of 0.01, a maximum sequence length of 128, a masked-

language-modeling probability of 0.15, and gradient accumulation over two steps. 

Contextual representations were extracted from the last hidden layer of the fine-

tuned model using target-occurrence mean pooling. The analysis retained up to 256 con-

texts per term. Contextual embeddings were precomputed in batches of 128 before boot-

strap testing, thereby avoiding the repeated encoding of the same sentences during 

resampling. The analysis used 2000 bootstrap iterations and 50,000 permutation iterations. 

Context sampling preserved the observed context distribution of each term without forc-

ing equal context counts across paired terms, because uneven term circulation is treated 

as part of the corpus evidence. 

The analysis was run in Python 3.11. The core software environment used PyTorch 

2.2.2+cu121, Transformers 4.51.3, Tokenizers 0.21.4, NumPy 1.26.4, pandas 2.2.2, SciPy 

1.13.1, scikit-learn 1.4.2, spaCy 3.8.7 with en_core_web_sm 3.8.0, regex 2025.9.1, PyYAML 

6.0.2, matplotlib 3.10.6, tqdm 4.67.1, Pillow 11.0.0, packaging 25.0, safetensors 0.6.2, and 

accelerate 1.10.1. The full package list, including inactive or supporting dependencies, is 

archived with the reproducibility materials. 

Reproducibility controls were fixed across the run; the seed was set to 42; the script 

set the Python hash seed, forced single-thread BLAS/OMP behavior where applicable, en-

abled deterministic PyTorch algorithms, disabled cuDNN benchmarking, disabled TF32 

fast paths, and recorded the execution environment in the run manifest. The run logs and 

manifest also record corpus paths and hashes, model-cache locations, checkpoint source 

paths, BERT weight-file hashes, bootstrap settings, sampling mode, output paths, and the 

unique run tag. 

2.5. Target Pairs and Concept Fields 

The study tests six predefined pairs: engawa/veranda, tsuboniwa/impluvium, 

shōji/fusuma, tokonoma/chigaidana, ma/mu, and wabi/sabi. As explained in Section 1, se-

lection was purposive rather than statistically representative. We selected the six pairs 

before examining the computational results and did not choose them from a larger set 

based on favorable outcomes. 

Pair inclusion followed four entry conditions. First, each pair required an architec-

tural, historical, translational, or conceptual rationale independent of the computational 

result. Second, it had to contain a plausible partial correspondence so that the analysis 

would not test a trivial opposition. Third, it had to contain at least one defensible differ-

ence that could be operationalized through declared concept fields. Fourth, both target 

terms had to yield retrievable contextual evidence under the FULL and CLEAN corpus 

conditions, while cases with limited support were retained only with explicit interpretive 
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caution. These conditions define a set of testable relations; they do not imply that every 

pair is an established equivalence in the literature. No pair was included or excluded be-

cause of the direction or apparent strength of its final result. 

We included tsuboniwa/impluvium as a deliberately asymmetrical cross-cultural 

comparison between non-equivalent configurations. Before examining the results, we de-

fined the limited basis of the comparison: both bring outdoor environmental elements into 

an inward-facing domestic setting, but tsuboniwa emphasizes garden composition and 

seasonal perception, whereas impluvium emphasizes rainwater collection and manage-

ment. We selected the pair in advance to examine this specific correspondence and did 

not derive it retrospectively from the results. 

Each pair is tested against declared, pair-specific concept fields. For engawa and ve-

randa, the fields are transitional threshold, indoor–outdoor boundary, light and ventila-

tion, garden viewing, perimeter circulation, sheltered outdoor space, social leisure, and 

outdoor dining. For tsuboniwa and impluvium, the fields are a miniature garden, light 

and ventilation, interior garden view, rainwater catchment, atrium basin, and Roman do-

mestic water system. For shōji and fusuma, the fields are light diffusion, paper lattice, 

filtered privacy, opaque partition, painted decorative panel, and flexible room division. 

For tokonoma and chigaidana, the fields are recessed alcove, ritual display, focal display, 

staggered shelving, built-in storage and display, and formal shoin setting. For ma and mu, 

the fields are relational spacing, temporal pause, compositional balance, negative space, 

nothingness and nonbeing, and indeterminate potentiality. For wabi and sabi, the fields 

are austere simplicity, humble plainness, rustic materiality, aging and patina, imperma-

nence and melancholy, and material decay. 

These fields represent specific associations used for comparison; they are analytical 

probes, not exhaustive definitions of the terms. The analysis distinguishes between fields 

representing an association hypothesized for one term and the seed terms used to opera-

tionalize them. A label such as Engawa_TransitionalThreshold identifies the architectural 

probe being tested, while the associated seed terms, such as threshold, liminal, in-between, 

intermediary, transitional, and mediating-space, provide the lexical evidence used to con-

struct that probe’s concept centroid. The seed terms were therefore not intended as dic-

tionary definitions of engawa, veranda, or any other target term. They were selected as 

architectural indicators of the specific semantic domain being tested. This distinction fol-

lows a measurement-validity logic in which systematized concepts are operationalized 

through indicators, and those indicators are evaluated by whether the resulting observa-

tions meaningfully capture the concept being measured [40]. 

Concept fields were operationalized through clusters of lexical indicators rather than 

single keywords because the analysis tests broader semantic fields, not association with 

one particular word. The indicators represent related expressions of the architectural as-

sociation under examination and are combined into an equal-weight field centroid. Com-

bining multiple lexical indicators into an equal-weight centroid reduces the influence of 

any single keyword. However, the choice and combination of indicators can still affect the 

field centroid and the resulting comparison. Accordingly, single-word configurations 

were used as diagnostic component probes in the sensitivity analysis, while the main anal-

ysis retained multi-indicator fields intended to represent broader architectural domains. 

The lead author constructed seed fields through an iterative calibration stage. The 

seed terms were author-defined lexical indicators of the intended concept fields. First, we 

tested initial broad, non-targeted fields such as boundary, nature, space, and enclosure, 

but their vocabulary applied readily to both terms and produced predominantly centered 

contrasts. We subsequently examined several seed lists for each narrower field, and the 

authors retained the list that produced the largest interpretable difference in cosine simi-

larity. Because outputs from the same corpus informed this choice, the selected configu-
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ration may affect the estimated direction and magnitude. The reported contrasts are there-

fore treated as exploratory results conditional on the retained seed list, not as seed-inde-

pendent confirmatory estimates. Some fields nevertheless remained centered or favored 

the other term despite repeated refinement. Once calibration was complete, the selected 

configuration was fixed and applied without further alteration under FULL and CLEAN 

conditions. 

Seed selection was conducted as an author-designed calibration process and was not 

blind to target identity. It did not involve an independent rating exercise, and no inter-

rater agreement statistic was calculated. The final seed lists are therefore treated as de-

clared seed lists used to represent the field rather than as independently validated meas-

urement instruments. The confidence intervals and corrected values quantify contextual 

sampling uncertainty after the final configurations were fixed; they do not incorporate 

uncertainty introduced during seed calibration. 

The field label identifies the hypothesis represented by its seed list. For example, 

Engawa_Transitional Threshold tests whether engawa is more similar than veranda to a 

centroid constructed from threshold and mediation vocabulary. The label does not affect 

the calculation: engawa and veranda are both compared with the same centroid using the 

same formula. 

Broad or symmetrically mixed seed fields would operationalize a different question. 

Combining lexical indicators associated with both terms into one centroid primarily tests 

their participation in a composite shared domain and tends to reduce directional discrim-

ination. The target-oriented fields instead test individual architectural claims separately. 

For example, mediation and threshold vocabulary tests whether an association commonly 

attributed to engawa is selectively aligned with engawa or also participates in veranda 

discourse, while shelter and exterior-occupation vocabulary tests the corresponding spec-

ificity of associations commonly attributed to veranda. 

Although target orientation does not mechanically determine the observed direction, 

the estimated direction and magnitude remain conditional on the lexical indicators used 

to construct each field. Replacing, removing, or adding seed terms can shift the field cen-

troid and affect the plotted directional value. The analysis treats this constraint explicitly, 

consistent with vector-space semantic research showing that semantic representations are 

sensitive to corpus choice, context definition, weighting, similarity metrics, and other 

model-construction parameters. Hamilton et al. [41] further show that seed sets can influ-

ence propagated scores in domain-specific lexical graph methods. To document the final 

operationalization, the complete seed lists are reported in Appendix C and preserved in 

the archived configuration. They were constructed from multiple related indicators, and 

direct target terms were removed from the relevant fields. The reported confidence inter-

vals and corrected values quantify contextual sampling uncertainty conditional on the fi-

nal selected configuration; they do not incorporate uncertainty introduced by the preced-

ing seed-calibration process. The effects are conditional on these declared probes. Each 

target-oriented probe encodes an architecturally motivated expected direction, while al-

lowing that expected direction to fail. A target-oriented field that remains near zero is 

interpreted as shared, weakly separating, or insufficiently specific under the declared 

seeds. A field that leans toward the opposite term may indicate corpus dominance, co-

description, or a seed set that captures a semantic domain more strongly associated with 

the other term. 

We conducted a targeted seed-sensitivity analysis for the Engawa_Transitional-

Threshold field on eight configurations: the reported baseline, three reduced multi-indi-

cator configurations, the individual indicators in-between, boundary, and transitional, 

and a combined boundary–transitional configuration. The diagnostic component probes 

used single-word and two-word configurations. Their purpose was to determine whether 
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individual lexical components behaved differently from the broader cluster. Every con-

figuration was tested identically with engawa and veranda under the same FULL/CLEAN, 

bootstrap, permutation, and correction settings as the main analysis. The complete con-

figurations are reported in Appendix D, while the results are presented in Section 3.2. The 

sensitivity analysis was limited to the Engawa_TransitionalThreshold field. 

2.6. Contextual Comparison Procedure 

For each corpus condition, the pipeline collected contextual occurrences of the two 

target terms in a pair and of the seed terms assigned to each concept field. The fine-tuned 

BERT model then generated contextual representations for each sentence in which a target 

or seed term occurred. The comparison was target-centered: when a term was split into 

subword units by the tokenizer, the relevant subword vectors were mean-pooled so that 

the target occurrence remained the unit entering the analysis. 

In the precomputed contextual pathway used for the reported results, each target 

term was calculated as the mean of its retained occurrence embeddings. In contrast, each 

concept field was calculated as an equal-weight centroid across seed words. The analysis 

first calculated a mean embedding for each seed word, then averaged those seed-word 

means to form the concept-field centroid. Averaging occurrence embeddings within each 

seed word before averaging across seed-word means prevented seed words with more 

corpus occurrences from automatically dominating the concept field. 

The stored directional statistic was calculated as Δ = cosine(term1, concept centroid) 

− cosine(term2, concept centroid). In all figures, the effect equals the cosine similarity of 

term 2 minus that of term 1: plotted Δ = term2 − term1. Therefore, negative plotted values 

fall toward the first term in the pair title, while positive plotted values fall toward the 

second term. This sign convention affects only the presentation of the figure, not the un-

derlying stored comparison. Because each cosine-similarity component is bounded be-

tween −1 and +1, the difference in cosine similarity is theoretically bounded between −2 

and +2. Values near these extremes would require one term to be perfectly aligned with 

the concept centroid and the other perfectly opposed, which is not a realistic reference 

condition for averaged contextual BERT representations. The analysis therefore does not 

apply conventional small, medium, or large thresholds to this raw contrast. 

2.7. Bootstrap Assessment and Overlap Logic 

Bootstrap resampling is used to estimate the sampling uncertainty of each difference 

in cosine similarity, following standard resampling logic in which replicate datasets are 

generated from the observed data and the statistic is recalculated across those replicates 

[42]. The script repeatedly resamples the available contexts and recalculates the compari-

son. This stage used 2000 bootstrap iterations. Bootstrap intervals remain the main sum-

mary of uncertainty. When label-permutation p-values are available, they provide the pri-

mary null-test values used for multiple-testing correction; if permutation p-values are un-

available for a given result, the pipeline falls back to the configured bootstrap p-value. 

When support is too sparse, the pipeline skips the result or assigns a low-support 

label, so strong claims remain limited to adequately supported comparisons. Because tar-

get_context_sampling was set to observed, target contexts were not artificially equalized 

across paired terms. This choice preserves differences in corpus circulation as evidence, 

while the corpus-support audit reports the resulting imbalance in context counts. Concept 

centroids were recomputed during resampling from the retained concept-seed occurrence 

embeddings. Permutation p-values were used as the primary null-test values when avail-

able, and bootstrap confidence intervals were retained as the main uncertainty summary. 

Interpretation follows the study’s design. A result is classified as correction-sup-

ported separation only when its 95% bootstrap confidence interval excludes zero, and its 
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BH-FDR-adjusted value is below 0.05. When the confidence interval excludes zero, but the 

corrected value does not pass the declared threshold, the result is retained as a CI-only 

descriptive directional pattern and is not treated as evidence of established separation. A 

result whose confidence interval crosses zero establishes only that the declared probe does 

not provide clear evidence of higher cosine similarity for one term with either term. When 

the field is theoretically shared, or the terms are architecturally adjacent, adequate corpus 

support and contextual evidence may make this pattern consistent with shared participa-

tion. The same result may also reflect weak discrimination, insufficiently specific seeds, 

heterogeneous contexts, limited corpus support, or statistical uncertainty. It is therefore 

not treated by itself as proof of semantic overlap or equivalence. 

Distinguishing correction-supported separation from unresolved non-separation 

prevents a result whose confidence interval crosses zero, or whose BH-FDR-adjusted 

value does not pass the declared threshold, from being interpreted as evidence that the 

terms either differ or overlap. Positive claims of shared participation or high contextual 

similarity are made only when non-separation is accompanied by additional contextual, 

architectural, corpus-support, or interchangeability evidence. The method therefore dis-

tinguishes among correction-supported differences, comparisons that remain unresolved 

under the declared field, and correction-supported cases in which one term carries greater 

contextual weight than the other. 

2.8. Contextual-Proximity Diagnostics 

Two supplementary measures assess how closely the terms in each pair occur across 

corpus contexts. Global centroid similarity compares the mean embedding of all retained 

contexts for one term with the mean embedding of all retained contexts for the paired 

term. Symmetric nearest-neighbor overlap measures the extent to which the individual 

contexts of the two terms occupy the same local neighborhoods in the embedding space. 

The concept-conditioned analysis repeats these comparisons using only the contexts 

most closely associated with the relevant field, defined by the 0.67 concept quantile. 

Higher values indicate that the terms occur in more similar corpus contexts. They do not 

demonstrate that one term can replace the other in a sentence without changing its mean-

ing, nor do they establish conceptual equivalence. 

The active interchangeability settings keep the top concept-nearest portion of con-

texts using a concept quantile of 0.67. The module requires at least ten usable instances, at 

least twenty term contexts, and at least forty total concept contexts before reporting a re-

sult. If support is too sparse, the module skips the result or assigns a low-support label. If 

no separate interchangeability bootstrap count is specified, the module reuses the main 

bootstrap count. 

2.9. Multiple-Testing Correction and Reporting Logic 

Because the study tests several pairs, concept fields, and corpus conditions, multiple-

testing correction is required. The pipeline applies Benjamini–Hochberg false-discovery-

rate correction, Benjamini–Yekutieli correction, and Holm’s sequentially rejective multi-

ple-test correction to the primary test results [43–45]. Corrected values are used to identify 

the strongest correction-supported effects. Statistical correction determines the strength of 

the inferential claim, not whether a concept is architecturally meaningful. 

The interpretation uses a tiered reporting logic defined for this study. Results that 

survive multiple-testing correction are treated as the strongest inferential findings, while 

results with bootstrap confidence intervals that exclude zero but without corrected signif-

icance are treated as descriptive or supportive patterns [42–45]. Directionally consistent 

results that do not survive correction remain visible as descriptive patterns but are not 
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classified as established separation or overlap. Supported results favoring the less ex-

pected term are examined as possible corpus-dominance or co-description effects. 

This tiered logic fits the dataset because some pairs separate only on selected fields, 

while others blur through physical adjacency, shared translation practice, or repeated co-

description. The analysis produces a diagnostic map of separation, overlap, and domi-

nance, avoiding the imposition of a forced taxonomy. 

2.10. Output Structure and Audit Record 

The pipeline produced the figures and matrices presented in the article, together with 

a more extensive reproducibility archive. The Results section uses the synthesized figure 

set, which groups the comparisons into cross-cultural architectural pairs, within-culture 

architectural pairs, conceptual/aesthetic pairs, a directional support matrix, and a corpus-

support audit. The numerical source for these figures is paper_master_results.csv, which 

is archived in the public repository. The main manuscript reports the plotted effects and 

the directional support matrix. Appendix A Figure A1 reports the row-level confidence-

interval tests, permutation p-values, and Benjamini–Hochberg FDR-adjusted values used 

to audit the support labels. 

The context-audit file, paper_context_audit_master.csv, is used only as qualitative 

support in the discussion. It contains sampled target-term and concept-seed contexts that 

help interpret co-description, corpus dominance, high contextual similarity, homographic 

noise, and low-support cases. These examples are not treated as additional statistical evi-

dence and are not used to revise the reported effect sizes, confidence intervals, or support 

labels. 

3. Results 

3.1. Overview of the Audited Comparison Results 

Results were classified according to their confidence intervals and Benjamini–

Hochberg-adjusted p-values. “Correction-supported” refers to results whose 95% boot-

strap confidence interval excludes zero and whose Benjamini–Hochberg FDR-adjusted 

value is below 0.05. All remaining results are classified as “no separation supported after 

correction.” This second category includes both confidence intervals crossing zero and 

directional patterns that do not survive multiple-comparison correction; neither is treated 

as established evidence of separation. Low-support cases are interpreted separately when 

the retained context count is limited. In the directional-effect plots, effects are plotted as 

term 2 minus term 1, matching the left-to-right axis in each panel. Negative values fall 

toward the first term in the pair, and positive values fall toward the second. Horizontal 

intervals report 95% bootstrap confidence intervals. Filled markers indicate intervals ex-

cluding zero, while open markers indicate intervals crossing zero. Marker fill reports the 

confidence-interval result independently of the correction-based classification; a filled 

marker is classified as correction-supported only when the BH-FDR-adjusted value is also 

below 0.05. Blue markers indicate FULL results, and orange markers indicate CLEAN re-

sults; color provides the same distinction visually. FULL refers to the original corpus con-

dition, while CLEAN refers to the corpus condition after removal of glossary-style and 

explicitly definitional sentences. 

The plotted quantities are raw directional cosine-difference contrasts, not standard-

ized effect sizes or distances between the paired terms. Because each cosine-similarity 

component is bounded between −1 and +1, the contrast is theoretically bounded between 

−2 and +2. Values near these extremes would require one term to be perfectly aligned with 

the concept centroid and the other perfectly opposed, which is not a realistic reference 

condition for averaged contextual BERT representations. The analysis does not apply con-
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ventional small, medium, or large thresholds to this raw contrast. The correction-sup-

ported absolute contrasts in the main comparison battery range from 0.017 to approxi-

mately 0.080 and are described as modest field-specific shifts. Their interpretation consid-

ers directional stability, bootstrap uncertainty, persistence across FULL and CLEAN, sen-

sitivity to seed composition, and architectural plausibility. A small stable negative value 

indicates that the first term is more consistently associated with the declared field than the 

second, while a small stable positive value indicates the reverse. A value near zero estab-

lishes only that the declared probe does not provide clear evidence of higher cosine simi-

larity for one term. It may reflect shared participation, insufficiently discriminating seeds, 

heterogeneous contexts, limited corpus support, or statistical uncertainty. Because the 

tested pairs are near-neighbor concepts, the analysis uses these contrasts to identify rela-

tive contextual emphasis within particular fields rather than to claim large overall seman-

tic or practical differences between the terms. This interpretation is consistent with statis-

tical guidance that effect magnitude, uncertainty, and substantive importance should be 

considered together rather than reduced to statistical significance alone [46,47]. 

Across the comparison battery, supported separation appeared in specific concept 

fields. The cross-cultural architectural comparisons separated only in selected concept 

fields. The within-culture architectural comparisons split into two patterns: shōji/fusuma 

produced uniform fusuma-directed effects, while tokonoma/chigaidana remained mostly 

non-separating, except for the formal shoin setting. The conceptual and aesthetic compar-

isons also differed: ma/mu showed an asymmetric bidirectional pattern, with correction-

supported separation more consistent for ma-directed fields. In contrast, wabi/sabi 

showed high contextual similarity except for impermanence and melancholy. The com-

plete numerical output is archived in paper_master_results.csv, while the manuscript-fac-

ing figures report the directional effects, confidence intervals, FULL/CLEAN audit read-

ings, and retained corpus support. 

3.2. Cross-Cultural Architectural Comparisons 

The cross-cultural architectural comparisons showed selective, field-specific separa-

tion. In the engawa/veranda comparison, engawa had higher similarity than veranda to 

the indoor–outdoor-boundary field in both conditions, with effects of −0.043 in FULL and 

−0.042 in CLEAN. Perimeter circulation, sheltered outdoor space, and outdoor dining fa-

vored the veranda, with FULL/CLEAN effects of +0.023/+0.021, +0.017/+0.015, and 

+0.026/+0.026, respectively. Social leisure favored engawa, with effects of −0.028 in FULL 

and −0.030 in CLEAN. The transitional threshold, light and ventilation, and garden view-

ing did not clearly separate. 

The seed-sensitivity analysis clarified this non-separating result. The baseline, core, 

and no-in-between configurations showed small veranda-directed effects of +0.013/+0.012, 

+0.014/+0.012, and +0.015/+0.014 in FULL/CLEAN, respectively, but all corresponding 

confidence intervals crossed zero. The reduced configuration and in-between alone re-

mained approximately centered. By contrast, boundary alone favored engawa by −0.036 

in both conditions, transitional alone favored engawa by −0.068/−0.070, and the combined 

boundary–transitional configuration favored engawa by −0.054/−0.055. For these three 

configurations, the confidence intervals excluded zero, and BH-FDR q was below 0.001 

under both corpus conditions. The broad transitional-threshold field is therefore not uni-

formly separating: narrowly specified boundary and transitional components align 

strongly with engawa, whereas broader composite seed sets include vocabulary that 

weakens or reverses that alignment. 

In the tsuboniwa/impluvium comparison, separation was concentrated on the implu-

vium-facing fields. Rainwater catchment, atrium basin, and Roman domestic water sys-

tem favored impluvium in both conditions, with effects of +0.036/+0.036, +0.036/+0.036, 
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and +0.032/+0.032. Tsuboniwa had higher similarity than impluvium to the miniature-gar-

den field, with an effect of −0.019 in both FULL and CLEAN. Light, ventilation, and inte-

rior garden view did not separate clearly (Figure 2). 

 

Figure 2. Cross-cultural architectural comparison effects. Directional effects are shown for 

engawa/veranda and tsuboniwa/impluvium under FULL and CLEAN corpus conditions. Effects 

are plotted as term 2 minus term 1, with 95% bootstrap confidence intervals. Blue markers indicate 

FULL results, and orange markers indicate CLEAN results. Filled markers indicate that the 95% 

bootstrap confidence interval excludes zero, whereas open markers indicate that the interval crosses 

zero. 

Engawa/veranda showed FDR-supported differences in the boundary, circulation, 

occupation, and social-use fields. For tsuboniwa/impluvium, the rainwater-catchment, 

atrium-basin, and Roman-domestic-water-system fields showed FDR-supported differ-

ences favoring impluvium. The miniature-garden field pointed toward tsuboniwa, but the 

result did not survive FDR correction. The remaining fields showed no detected difference. 

3.3. Within-Culture Architectural Comparisons 

The within-culture architectural comparisons did not produce a single internal pat-

tern. The shōji/fusuma comparison yielded the most uniform architectural result in the 

study. In this comparison, all six tested fields favored fusuma. Under FULL, effects ranged 

from +0.022 for light diffusion to +0.055 for opaque partition. Under CLEAN, the same 

fields remained fusuma-directed and increased in magnitude, ranging from +0.047 for 

light diffusion to about +0.080 for filtered privacy and opaque partition. 

This pattern included fields for shōji, light diffusion, paper lattice, and filtered pri-

vacy, as well as for fusuma, opaque partition, painted decorative panel, and flexible room 

division. Across the tested partition vocabulary, the result is fusuma-dominant. 

The tokonoma/chigaidana comparison showed weaker separation. Recessed alcove, 

ritual display, focal display, staggered shelving, and built-in storage and display pro-

duced no clear split, with confidence intervals crossing zero under both FULL and 

CLEAN. The formal shoin setting was the only supported directional result, favoring chi-

gaidana with an effect of +0.055 in both conditions (Figure 3). 
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Figure 3. Within-culture architectural comparison effects. Directional effects are shown for 

shōji/fusuma and tokonoma/chigaidana under FULL and CLEAN corpus conditions. Effects are 

plotted as term 2 minus term 1, with 95% bootstrap confidence intervals. Blue markers indicate 

FULL results, and orange markers indicate CLEAN results. Filled markers indicate that the 95% 

bootstrap confidence interval excludes zero, whereas open markers indicate that the interval crosses 

zero. 

The within-culture results show two different patterns. Shōji/fusuma showed sup-

ported fusuma dominance across all tested fields. Tokonoma/chigaidana remained mostly 

non-separating, with only the formal shoin setting producing a supported chigaidana-

directed result. 

3.4. Conceptual Comparisons 

The conceptual and aesthetic comparisons produced two different patterns. The 

ma/mu comparison showed a clear bidirectional structure. The Ma-labeled fields pointed 

toward ma, while the Mu-labeled fields pointed toward mu. Temporal pause, composi-

tional balance, and negative space favored ma in both conditions, with effects of 

−0.036/−0.040, −0.039/−0.044, and −0.047/−0.051, respectively. Relational spacing was 

weaker: it pointed toward ma in both corpus conditions, but the FULL confidence interval 

crossed zero, while CLEAN did not. On the mu-facing side, nothingness, nonbeing, and 

indeterminate potentiality all pointed toward mu under FULL and CLEAN, with confi-

dence intervals excluding zero in the plotted results. 

Wabi/sabi had the highest global centroid similarity and nearest-neighbor overlap 

among the six pairs. The analysis detected no difference between wabi and sabi in the 

austere-simplicity, humble-plainness, rustic-materiality, aging-and-patina, and material-

decay fields across FULL and CLEAN. Only impermanence and melancholy were clearly 

separated, favoring sabi with an effect of +0.017 under both corpus conditions (Figure 4). 
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Figure 4. Conceptual/aesthetic comparison effects. Directional effects are shown for ma/mu and 

wabi/sabi under FULL and CLEAN corpus conditions. Effects are plotted as term 2 minus term 1, 

with 95% bootstrap confidence intervals. Blue markers indicate FULL results, and orange markers 

indicate CLEAN results. Filled markers indicate that the 95% bootstrap confidence interval excludes 

zero, whereas open markers indicate that the interval crosses zero. 

The conceptual comparison results show that ma/mu produced the clearest bidirec-

tional conceptual split among the abstract pairs. Apart from the weaker FULL result for 

relational spacing, the Ma-labeled fields separated toward ma, and the Mu-labeled fields 

separated toward mu. The ma/mu bidirectional split differs from wabi/sabi, where most 

fields remained near the zero line, and only impermanence and melancholy showed sup-

ported separation toward sabi. 

3.5. Directional Support Matrix 

Figure 5 records the statistical status of the comparison battery, while Figures 2–4 

report the continuous effects and confidence intervals. This distinction is especially im-

portant for ma/mu: the plotted effects show a bidirectional pattern, whereas only the blue 

cells satisfy both the confidence-interval and BH-FDR criteria. Orange cells preserve CI-

level directional information but are not interpreted as correction-supported separation. 

Neither an orange cell nor a confidence interval that crosses zero demonstrates semantic 

equivalence or overlap. Such results may occur because both terms are associated with 

the field, the field does not distinguish them adequately, the contexts are heterogeneous, 

the number of retained occurrences is limited, or the estimate is statistically uncertain. 

Support was uneven across the comparison battery. Engawa/veranda comparison 

separated in the boundary, circulation, occupation, and social-use fields. Tsuboniwa/im-

pluvium separated most clearly through the impluvium-facing water, basin, and Roman 

domestic-system fields. Shōji/fusuma produced the strongest within-culture pattern, with 

all six fields favoring fusuma. The tokonoma/chigaidana pair showed an FDR-supported 

difference only in the formal-shoin field. Ma/mu showed a bidirectional pattern, but cor-

rection-supported separation was asymmetric. Temporal pause, compositional balance, 

and negative space favored ma under both corpus conditions, whereas indeterminate po-

tentiality favored mu with correction support only under FULL. Relational spacing and 

nothingness/nonbeing did not show correction-supported separation. Wabi/sabi showed 

high contextual similarity across most tested fields, with correction-supported separation 

only for impermanence and melancholy, which favored sabi. 
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Figure 5 records the correction-based classification, while Figures 2–4 report the con-

tinuous effects and confidence intervals. This distinction is especially important for 

ma/mu: the plotted effects show a bidirectional pattern, whereas the matrix identifies only 

those fields satisfying both the confidence-interval and BH-FDR criteria. Results not clas-

sified as correction-supported after correction should not be converted into strong nega-

tive claims. They may reflect shared participation, insufficiently discriminating fields, het-

erogeneous contexts, limited corpus support, or statistical uncertainty. 

 

Figure 5. Directional support matrix for the pair-concept comparison battery. Blue cells indicate 

correction-supported separation in the named direction: the 95% bootstrap confidence interval ex-

cludes zero, and the BH-FDR-adjusted value is below 0.05. Orange cells indicate a CI-only direc-

tional pattern: the bootstrap confidence interval excludes zero, but the result does not survive BH-

FDR correction. Orange cells are retained to document disagreement between the uncertainty sum-

maries and are not interpreted as evidence of established separation. White cells indicate that the 

bootstrap confidence interval crosses zero. Effect estimates and confidence intervals are reported in 

Figures 2–4, while permutation p-values and BH-FDR-adjusted values are reported in Appendix A 

(Figure A1). 

3.6. Corpus Support and Interpretation Limits 

The corpus-support audit reports the retained target-term contexts available under 

FULL and CLEAN. These counts were not equalized across terms. Unequal support is 
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treated as part of the corpus condition because the study examines how terms circulate in 

broad online encyclopedic discourse rather than in an artificially balanced sample. 

Although CLEAN removed only 7498 words, or 0.38% of the corpus, the removal 

was concentrated around definitional contexts associated with particular targets. Retained 

engawa contexts declined from 171 to 138, fusuma from 49 to 37, and wabi from 68 to 58. 

Across the 38 tested fields, FULL and CLEAN agreed in directional sign for 37 fields, in 

confidence-interval classification for 37 fields, and in correction-supported classification 

for 37 fields. The median absolute change in Δ was 0.0014. The similarity of the results 

therefore indicates that the findings were generally not dependent on the removed defi-

nitional sentences. 

Corpus support varied across the tested pairs. Engawa and veranda both had high 

retained-context support, with moderate reduction after CLEAN filtering. Ma reached the 

retained-context ceiling in both conditions, while mu had lower but still usable support. 

Shōji had substantially more retained contexts than fusuma, yet the directional effects con-

sistently favored fusuma. The fusuma-dominant result is therefore unlikely to be a simple 

artifact of retained-context count. 

Tsuboniwa/impluvium and wabi/sabi received moderate support. Tokonoma/chigai-

dana received less support, especially for chigaidana, so its weaker results warrant cau-

tious interpretation (Figure 6). 

 

 

Figure 6. Pair-level corpus support in broad online encyclopedic discourse. Bars show retained tar-

get-term context counts under FULL and CLEAN corpus conditions. Counts report available docu-

mentation support and were not equalized across terms. 

3.7. Contextual-Proximity and Seed-Sensitivity Diagnostics 

Global centroid similarities under FULL/CLEAN were 0.723/0.725 for engawa/ve-

randa, 0.670/0.670 for tsuboniwa/impluvium, 0.773/0.767 for shōji/fusuma, 0.870/0.869 for 

tokonoma/chigaidana, 0.843/0.845 for ma/mu, and 0.919/0.918 for wabi/sabi. The corre-

sponding symmetric nearest-neighbor overlaps were 0.705/0.699, 0.657/0.657, 0.758/0.751, 

0.838/0.836, 0.747/0.744, and 0.869/0.869. Wabi/sabi therefore showed the highest contex-
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tual proximity, while tsuboniwa/impluvium showed the lowest. For engawa/veranda, 

concept-conditioned centroid similarity within the transitional-threshold field was 

0.778/0.777, with nearest-neighbor overlap of 0.732/0.725. These diagnostics qualify rather 

than replace the directional results: high contextual similarity can coexist with field-spe-

cific separation, while a non-separating directional result does not by itself establish inter-

changeability. Figure 7 visualizes the targeted seed-sensitivity analysis described in Sec-

tion 2.5 using the eight configurations listed in Appendix D; Section 3.2 summarizes the 

corresponding effect estimates and inferential results. 

 

Figure 7. Seed-sensitivity analysis for the Engawa_TransitionalThreshold field under FULL and 

CLEAN corpus conditions. This sensitivity check compares eight seed configurations. Effects are 

plotted as veranda minus engawa; negative values favor engawa and positive values favor veranda. 

Blue markers show FULL estimates, orange markers show CLEAN estimates, and horizontal bars 

show 95% bootstrap confidence intervals. Filled markers indicate intervals excluding zero, whereas 

open markers indicate intervals crossing zero. Boundary, transitional, and combined boundary–

transitional configurations favored engawa. They met the BH-FDR threshold in both corpus condi-

tions, whereas the broader configurations and the in-between-only probe did not clearly separate 

the terms. 

4. Discussion 

The results suggest that architectural comparison becomes clearer when treated field 

by field. The analysis detected differences between the paired terms only in selected fields, 

while the remaining fields were non-separating and could reflect shared participation, 

weak discrimination, corpus limitations, or statistical uncertainty. For some comparisons, 

however, architectural adjacency, recurrent co-description, or high contextual proximity 

provided additional grounds for interpreting non-separation as shared participation or 

high contextual similarity. In several cases, one term carried more contextual weight than 

its counterpart. Architectural discourse often relies on analogy, translation, and near-

equivalence, but these relations are rarely evaluated against explicit criteria. The present 

findings suggest that audited field-by-field semantic comparison can make those interpre-

tive moves more explicit and auditable. 

The FULL/CLEAN audit adds methodological weight because patterns that persist 

under CLEAN are less likely to be driven by glossary-like or explicitly definitional sen-
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tences. Such patterns indicate that some associations remain embedded in broader explan-

atory discourse. Weak or centered results remain diagnostically relevant, but their inter-

pretation is conditional. Non-separation may reflect shared use, physical adjacency, co-

description, insufficient field discrimination, limited corpus support, or statistical uncer-

tainty. The discussion therefore distinguishes correction-supported separation, unre-

solved non-separation, and high contextual similarity supported by additional evidence. 

4.1. Cross-Cultural Comparisons 

The two cross-cultural comparisons represent different types of relation. Engawa/ve-

randa evaluates the limits of a familiar translation analogy. Tsuboniwa/impluvium eval-

uates a researcher-defined compositional comparison and does not assume lexical, func-

tional, historical, or cultural equivalence. 

The engawa/veranda analysis examines whether the English gloss veranda and the 

Japanese term engawa show the same associations across the predefined fields. Architec-

tural literature treats engawa as an intermediary condition between interior and exterior. 

Kim describes engawa and doma as spatial hinges mediating between interior and exte-

rior domains [17], while Kurokawa defines engawa as a third space positioned between 

interior and exterior [11]. This interpretation also agrees with recent accounts of Japanese 

spatial mediation, transparency, layered permeability, and interpenetration, in which 

boundary zones organize relationships among interior, exterior, architecture, nature, and 

the experiencer. This reading is consistent with Ek’s account of spatial narration and at-

mosphere [10] and Li et al.’s analysis of layered permeability and boundary expansion 

[12]. Kurokawa provides the most direct architectural formulation by describing engawa 

as a third space positioned between interior and exterior, under the eaves and open to-

ward the garden [11]. The computational evidence is more specific. In the main analysis, 

the indoor–outdoor boundary field favored engawa, whereas the broader transitional-

threshold field remained non-separating. The sensitivity analysis further showed that 

boundary and transitional vocabulary, tested separately and together, favored engawa, 

while the broader composite configurations remained non-separating or leaned slightly 

toward veranda. The corpus therefore supports engawa’s boundary–transition associa-

tion most clearly when it is operationalized narrowly. This finding is consistent with the 

broader mediation interpretation established in the literature. Still, it does not demon-

strate that all threshold, liminality, intermediary, and passage vocabulary forms a single 

uniformly engawa-specific field. 

“Veranda” is not wrong as a partial translation. It captures edge, shelter, and exterior 

occupation. The limitation is that it narrows engawa’s architectural role: veranda empha-

sizes sheltered use, circulation, and outdoor occupation, while engawa aligns more 

strongly with the indoor–outdoor boundary and with narrowly specified boundary–tran-

sition vocabulary. The result qualifies common translation practice by showing that ve-

randa explains part of engawa’s physical form without fully capturing its boundary-mak-

ing function. 

English sources sometimes explain engawa using the word veranda, which may in-

crease the contextual similarity between the two terms. Because JAANUS introduces 

engawa through the English category “veranda,” the comparator term may absorb part of 

the contextual field through which engawa is explained [48]. Translation-mediated prox-

imity between engawa and veranda does not make “veranda” an incorrect translation, but 

it means that veranda-directed fields are not fully independent of engawa’s English-lan-

guage circulation. Some of veranda’s strengths in exterior occupation, shelter, and circu-

lation may reflect veranda’s own semantic field. At the same time, some associations may 

also result from using veranda-like wording to explain engawa to English-language read-

ers. The comparison is asymmetrical because veranda explains part of engawa’s edge and 
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exterior-use profile. In contrast, engawa retains stronger alignment with indoor–outdoor 

boundary vocabulary and with the narrowly specified boundary–transition probes. 

Kurokawa uses the gloss “engawa verandah” but distinguishes engawa from a West-

ern terrace and defines it as a third, intermediary space between interior and exterior [11]. 

The present results are consistent with, but do not independently establish, that broader 

mediation account. The main indoor–outdoor boundary field and the narrowly specified 

sensitivity probes favored engawa, whereas the composite transitional-threshold field re-

mained non-separating. Veranda may therefore absorb part of engawa’s contextual mean-

ing in English discourse without reproducing the full architectural interpretation estab-

lished in the literature. 

The tsuboniwa/impluvium result evaluates an exploratory and deliberately asym-

metrical comparison, not an established analogy or a test of presumed equivalence. The 

supported results substantially restrict the proposed correspondence: tsuboniwa is more 

strongly associated with miniature garden composition, whereas impluvium is more 

strongly associated with rainwater catchment, the atrium basin, and Roman domestic wa-

ter infrastructure. The lack of clear separation in the light-and-ventilation and interior-

garden-view fields does not by itself demonstrate semantic overlap; it may also reflect 

limited discrimination within those fields or insufficient corpus evidence. The analysis 

therefore neither establishes equivalence nor renders the comparison meaningless. In-

stead, it identifies which parts of the proposed compositional correspondence are sup-

ported, which remain unresolved, and where the functional and cultural differences be-

tween the configurations become dominant. In this respect, the unconventional compari-

son therefore identifies where the two configurations differ clearly and where the selected 

fields do not distinguish them. Its basis is limited to the proposed compositional and en-

vironmental correspondence. 

Together, the two cases show that cross-cultural comparisons may have different 

foundations. Engawa/veranda evaluates the limits of a familiar translation analogy. Tsu-

boniwa/impluvium tests a limited compositional correspondence between configurations 

that remain functionally, historically, and culturally distinct. Each comparison must there-

fore be interpreted according to its stated basis rather than treated as evidence of general 

equivalence. 

4.2. Within-Culture Architectural Comparison 

Within-culture architectural pairs show that terms from the same cultural and spatial 

vocabulary do not necessarily produce balanced differentiation. The shōji/fusuma result 

is especially instructive because fusuma dominated all tested partition-related fields, in-

cluding fields that might have been expected to favor shōji. Architecturally, fusuma and 

shōji remain distinct. Shōji is associated with translucent paper screens, filtered light, and 

variable enclosure; fusuma with opaque sliding partitions and decorated panels. The cor-

pus results suggest something narrower: partition discourse is more strongly organized 

through fusuma. This finding concerns corpus discourse, not the built-form distinction 

between shōji and fusuma. Shōji remains architecturally tied to translucent paper, filtered 

light, permeability, and atmospheric modulation, while fusuma remains tied to opacity, 

sliding partitioning, and room division [49–52]. Tanizaki’s account of Japanese interiors 

links shōji, paper surfaces, eaves, dimness, and shadow to a broader aesthetic of indirect 

light [53]. Pallasmaa’s sensory theory of architecture similarly frames spatial experience 

as multisensory rather than primarily visual [5]. The fusuma-directed pattern therefore 

indicates that fusuma has higher similarity to the partition and room-division fields in this 

corpus, even though shōji retains a distinct sensory and material role in architectural in-

terpretation. 



Architecture 2026, 6, x FOR PEER REVIEW 24 of 41 
 

https://doi.org/10.3390/xxxxx 

The corpus results do not determine the established physical and material character-

istics of the architectural elements. The model measures contextual use in textual sources. 

Built-form identity remains a separate architectural question. A term can dominate a field 

when it appears in contexts that more explicitly organize the relevant discourse. Fusuma 

appears to carry a stronger semantic role in relation to room division, partitioning, and 

flexible enclosure. At the same time, shōji may be distributed across a wider range of ma-

terial, atmospheric, and constructional descriptions. The finding cautions against assum-

ing that architectural taxonomy and corpus-based semantic alignment will always match. 

The context audit supports this cautious reading. The sampled shōji contexts often 

foreground paper, translucency, latticework, light, or openings, while sampled fusuma 

contexts more often describe sliding doors, partitions, wall substitution, and flexible room 

configuration. Some fusuma contexts also co-mention shōji, suggesting that the result is 

partly shaped by shared partition discourse rather than by a simple one-term/one-field 

mapping. This proximity in wording is also evident in architectural reference sources. 

Fusuma is defined as an opaque sliding screen, while akari-shōji is defined as a translucent 

screen or sliding door made with white Japanese paper on a light wooden or bamboo 

frame [49,50]. At the same time, shoin-style descriptions place fusuma and shōji together 

within the same interior system of sliding doors and room division [54–56]. The result 

should be interpreted through both close wording distance and corpus-level dominance, 

as they may reflect both similar descriptive language and fusuma’s consistently higher 

similarity across the tested fields. The tested English explanatory corpus recovers their 

shared sliding-partition environment and assigns stronger partition and room-division 

responsibility to fusuma, without collapsing their architectural roles. 

Tokonoma/chigaidana shows the opposite pattern. Most fields remained weak or 

non-separating, with only formal shoin settings clearly favoring chigaidana. This pattern 

is plausible in architectural terms, but it requires precise interpretation. Tokonoma and 

chigaidana both belong to the formal Japanese interior composition and are associated 

with shoin-style settings [54,57–59]. The supported chigaidana direction for formal shoin 

settings points to a narrower corpus association with built-in shelving and shoin-style 

room composition. At the same time, tokonoma remains part of the same architectural 

system. Tokonoma serves a broader display alcove function, especially through scrolls, 

flowers, incense containers, and other selected objects in tea and formal reception contexts 

[60]. Chigaidana, by contrast, is described more specifically as part of shoin-style built-in 

room composition. The formal shoin-setting field aligns with chigaidana because it prior-

itizes built-in compositional settings over display function [54,57]. Their weak separation 

points to co-description within the same formal interior system. 

The weak separation between tokonoma and chigaidana is consistent with their fre-

quent co-description in shoin-style interiors. Britannica describes shoin, tokonoma, and 

chigai-dana as formative elements of shoin-zukuri. It identifies chigai-dana as built-in 

wall shelving and a companion bay to the tokonoma [54,57]. Nabunken similarly defines 

the shoin room through the co-presence of tokonoma, chigaidana, and tsukeshoin [55]. At 

the same time, JAANUS describes chigaidana as staggered shelves belonging to shoin-

style decoration and established together with the decorative alcove [58]. JAANUS also 

identifies tokonoma and chigaidana as characteristic features of the main reception room 

in shoin-zukuri [61]. Their shared room type, style history, display environment, and 

built-in furnishing vocabulary do not make the two terms equivalent. They do explain 

why the English explanatory corpus often places them in the same frame, making fine-

grained separation across several tested fields difficult. 

The pair requires a restrained interpretation. Some architectural relations are too ad-

jacent, too shared, or too unevenly documented to support strong separation across many 

fields. 
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Taken together, the internal pairs show that within-culture comparison is not auto-

matically easier than cross-cultural comparison. Shōji/fusuma reveals corpus dominance, 

while tokonoma/chigaidana reveals a shared setting and co-description. Both outcomes 

are useful because they prevent a forced taxonomy in which every pair must separate 

cleanly. 

4.3. Conceptual and Aesthetic Pairs 

Conceptual and aesthetic pairs show two different kinds of abstract relations. Ma/mu 

produced a coherent bidirectional tendency, although correction-supported separation 

was asymmetric. Temporal pause, compositional balance, and negative space favored ma 

under both corpus conditions, with effects of −0.036/−0.040, −0.039/−0.044, and 

−0.047/−0.051, respectively. Relational spacing also pointed toward ma, although it did not 

produce correction-supported separation. On the mu-directed side, nothingness and non-

being pointed toward mu without correction-supported separation, while indeterminate 

potentiality received correction support only under FULL. The continuous results there-

fore suggest a bidirectional pattern, but the conservative inferential classification provides 

more consistent support for the ma-directed fields than for the mu-directed fields. 

The ma-directed pattern is consistent with established accounts of ma as a spatial-

temporal and relational condition rather than simple emptiness. Nitschke connects ma 

with Japanese place and architectural planning, while Pilgrim treats it through interval, 

pause, and experiential relation [19,20]. Isozaki provides a broader architectural frame-

work in which Japanese architectural forms are understood through historically layered 

spatial and textual relations [18]. These sources help distinguish ma from an undifferenti-

ated void. English-language explanatory discourse may compress ma into familiar terms 

such as “void,” “gap,” or “negative space,” but the corpus results indicate a more specific 

contextual orientation toward temporal pause, compositional balance, spacing, and rela-

tional interval. Mu, by contrast, points more strongly toward nothingness, nonbeing, and 

potentiality. The continuous estimates suggest an interval-oriented tendency for ma and 

a nothingness-oriented tendency for mu, although FDR-supported evidence is more con-

sistent for the ma-directed fields. The further interpretation of mu as more than physical 

emptiness comes from the philosophical literature discussed below, not from the compu-

tational results. 

The corpus-level contrast should not be equated with a complete philosophical ac-

count of mu. In Nishida’s logic of place, absolute nothingness is not merely physical emp-

tiness, nonexistence, or privative absence. It is the non-objectifiable place within which 

being, nonbeing, and particular determinations arise, while not itself becoming one more 

determinate object [62]. Watsuji offers a related but more explicitly relational account. His 

treatment of emptiness and betweenness does not understand negation as the complete 

elimination of the individual elements involved. Instead, emptiness makes possible the 

relations through which individuals, communities, and their mutual determinations exist 

[63]. Although neither account establishes the particular relationship between ma and mu 

proposed below, both caution against reducing mu to a physically empty location or an 

isolated absence. 

The interpretation advanced here aligns with Nishida and Watsuji in treating noth-

ingness or emptiness as more than a material vacancy. It aligns with Nishida insofar as 

mu cannot be isolated as a determinate object alongside other objects; determinate 

presences instead arise within a more comprehensive, non-objectifiable place [62]. It aligns 

with Watsuji in treating emptiness as relational and in understanding negation as some-

thing that does not simply annihilate the elements being related [63]. Nevertheless, the 

present interpretation also diverges from both accounts. Nishida’s absolute nothingness 

is not a negative component contained within a larger system, but the ultimate place en-
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compassing the opposition between being and nonbeing. Watsuji’s account is principally 

concerned with ethical and interpersonal betweenness, whereas the present discussion 

extends relational emptiness into spatial composition, rhythm, light, and shadow. The 

proposed ma–mu relationship should therefore be understood as an interpretive devel-

opment made in dialogue with these sources, rather than as a direct restatement of either 

philosopher. 

On that basis, the present discussion proposes a relational interpretation of ma and 

mu. Ma is frequently approached as an interval: an unoccupied distance between objects, 

a temporal pause, or an interruption between events. Nevertheless, an interval cannot ex-

ist as an isolated object. It is recognizable only through the elements between which it 

occurs. Similarly, absence is indispensable to the production of temporal and spatial rela-

tions. A rhythm, for example, cannot be produced by pitches alone. Its structure arises 

through the sequence pitch–pause–pitch, in which silence is not incidental but participates 

in the formation of the melody. At the scale of the individual element, the pause may be 

interpreted as a mu-like moment of absence or non-assertion. At the scale of the complete 

sequence, however, the organized relationship among pitch, pause, and pitch constitutes 

ma. In this interpretive model, mu can be understood as a negative or absent moment 

operating within ma. In contrast, ma is the larger relational system through which that 

absence becomes perceptible and meaningful. Interpreting the pause as a mu-like moment 

within the larger relational structure of ma does not mean that the philosophical meaning 

of mu is exhausted by an isolated pause. Rather, the analogy shows how absence becomes 

experientially significant only within a structured field of relations. 

The phenomenon of komorebi (木漏れ日) extends this argument from rhythm to vis-

ual and spatial experience. Komorebi describes sunlight filtered through foliage, but its 

experiential quality cannot be attributed exclusively to either the illuminated patches or 

the intervening shadows. Light becomes perceptible through shadow, while shadow ac-

quires form through its contrast with light. During the day, light ordinarily constitutes the 

dominant environmental condition. Against that luminous field, patches of shadow ap-

pear as interruptions or local absences of light and can therefore function as mu-like mo-

ments within the broader light-shadow configuration. Komorebi, however, is not reduci-

ble to those shadows alone. Like the sequence pitch–pause–pitch, it is the complete and 

changing system of illumination, obstruction, movement, and contrast. In this sense, the 

relationship between light and shadow may be approached as ma, while the locally absent 

or interrupted component performs a mu-like role within it. 

Although komorebi is commonly translated as “sunlight filtering through trees” [64], 

this translation grammatically privileges light without determining the actual object of 

aesthetic attention. It cannot be established from the translated definition, or from the pre-

sent study, whether an observer admires the illuminated patches, the shadows that give 

those patches their form, or the inseparable relation between them. Light alone would 

eliminate the patterned contrast, while uninterrupted shadow would similarly eliminate 

the phenomenon as it is ordinarily experienced. What is admired may therefore be neither 

light nor shadow as an independent object, but their reciprocal production of a changing 

visual field. The experience cannot be assigned exclusively to one side because the light 

and shadow become perceptually meaningful through one another. 

The relationship becomes more revealing when the environmental condition is re-

versed. At night, darkness is physically associated with the absence of light, but it may 

become the perceptually present and continuous field within which experience is orga-

nized. A patch of artificial or filtered light is physically present, yet it can function phe-

nomenologically as an interruption or absence within the continuity of darkness. Dark-

ness, although materially defined by missing light, becomes experientially present, while 

the physically present light becomes a break in that field. The example therefore turns 
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physical absence into perceptual presence and physical presence into relational absence. 

What counts as the absent moment cannot be assigned permanently to darkness, shadow, 

silence, or emptiness as material properties. It depends on the larger field within which 

something appears as continuous, interrupted, present, or absent. Ma may consequently 

be understood here as the organized relational configuration, while mu identifies its neg-

ative, non-fixed, or self-negating moment. 

Several parts of this interpretation have precedents in other fields, although no source 

identified here advances the complete day-night komorebi reversal proposed in this 

study. Pilgrim defines ma through intervals between spatial or temporal things and spe-

cifically identifies both the room between walls and the rest between musical sounds as 

forms of ma [20]. More recent music scholarship similarly describes ma through the tem-

poral interplay of sound and silence rather than through silence considered inde-

pendently [65]. These accounts align closely with the proposed pitch–pause–pitch model, 

in which the pause contributes to a larger organized relation. Tanizaki’s treatment of Jap-

anese interiors similarly presents shadow as an active constituent of aesthetic experience 

rather than merely a deficiency of illumination [53]. At a different disciplinary level, re-

search on figure-ground organization demonstrates that perceptual significance depends 

on how a visual field is organized and that the same available information can support 

changing relations between figure and background [66]. The figure-ground account pro-

vides an analogous perceptual framework for the proposed reversal between daylight and 

nighttime conditions. It does not, however, independently establish that a patch of light 

becomes mu at night. The particular claim that physical absence can become experiential 

presence, while physical presence can function as relational absence, remains the inter-

pretive contribution developed here. 

This interpretation is compatible with several aspects of the computational results, 

but they do not demonstrate it. The correction-supported alignment of temporal pause, 

compositional balance, and negative space with ma is consistent with the interpretation 

of ma as an organized spatial or temporal relation rather than undifferentiated emptiness. 

The mu-directed fields provide less consistent support: nothingness and nonbeing did not 

produce correction-supported separation, while indeterminate potentiality received cor-

rection support only under FULL. The results therefore do not establish that mu operates 

as a negative moment within ma. At the pair level, ma and mu nevertheless retained rel-

atively high contextual proximity, with global centroid similarities of 0.843/0.845 and sym-

metric nearest-neighbor overlaps of 0.747/0.744 under FULL/CLEAN. The coexistence of 

contextual proximity and field-specific directional separation is compatible with a rela-

tionship in which ma and mu are neither synonymous nor completely independent. Still, 

it does not prove the more specific relational interpretation proposed here. 

This study did not test rhythm and komorebi analogies as variables in the computa-

tional analysis, and the present results do not provide empirical support for the proposed 

day–night reversal or for the claim that mu operates as a constituent negative moment 

within ma. These ideas represent a post-analysis interpretive proposition developed by 

the lead author through reflection on the computational findings and their comparison 

with established accounts of ma, nothingness, emptiness, and relationality. They are pre-

sented as an untested philosophical interpretation of the results, not as conclusions gen-

erated by the model or as definitions established by the corpus. Their value lies in identi-

fying a possible relationship between ma and mu that may be examined more directly 

through future philosophical, perceptual, architectural, or corpus-based research. 

The ma/mu distinction affects how empty space, intervals, pauses, and spatial rela-

tionships are described and interpreted in architecture. If the two terms are collapsed into 

a general language of emptiness, the relational and temporal force of ma is weakened. At 

the same time, the philosophical complexity of mu is reduced to physical vacancy. The 
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corpus results indicate that broad English-language discourse preserves a difference be-

tween interval-oriented and nothingness-oriented contexts. However, the correction-sup-

ported evidence is stronger for the ma-directed fields. The distinction is relevant to archi-

tectural interpretation because spatial emptiness is rarely experienced as an isolated ab-

sence. It is organized through boundaries, sequences, rhythms, illumination, movement, 

material presence, and the relationships among occupied and unoccupied conditions. The 

ma/mu comparison therefore provides a case in which corpus-based analysis is broadly 

consistent with distinctions argued in the literature while also showing which dimensions 

are clearly recovered and which remain unresolved. 

The context audit further shows why the ma/mu result should be interpreted with 

restraint. Sampled ma contexts are mostly aligned with Japanese spatial, aesthetic, or com-

positional uses, including interval, emptiness, balance, and pause. Sampled mu contexts 

include intended philosophical uses connected to nothingness or nonbeing, together with 

off-target or homographic cases such as Chinese land-area usage and proper-name occur-

rences. These cases do not overturn the directional pattern, but they restrict its interpreta-

tion. The evidence supports a corpus-level contrast between interval-oriented and noth-

ingness-oriented contexts, not a fully disambiguated lexical account of mu or a compre-

hensive reconstruction of its meaning in Japanese philosophy. 

The corpus results do not alter the historical distinction between wabi and sabi in 

Japanese aesthetic scholarship. The study narrows their interpretation to the corpus-level 

claim. In this corpus, sabi remains most clearly separable through impermanence and mel-

ancholy, while much of the surrounding vocabulary of rusticity, simplicity, material ag-

ing, and decay circulates as shared aesthetic territory. The finding describes contemporary 

English-language explanatory discourse while leaving broader historical treatments of 

Japanese aesthetic categories and specific wabi/sabi distinctions intact [25,26]. The high 

interchangeability values reported in Section 3.7 support corpus-level high contextual 

similarity rather than historical or conceptual identity between wabi and sabi. 

4.4. Contributions to Architectural Interpretation and Research 

The main interpretive contribution is that architectural comparison is evaluated by 

concept field, not by assuming that two whole terms are either equivalent or different. The 

comparison becomes clearer when each relation is broken down into concept fields. 

Engawa and veranda overlap, but not across all architectural fields. Tsuboniwa and im-

pluvium share an interiorized spatial resemblance as both configurations bring an exterior 

environmental element into an inward-facing domestic space. Still, tsuboniwa is primarily 

associated with garden experience and impluvium with water infrastructure. Shōji and 

fusuma belong to the same partition discourse, although fusuma carries stronger contex-

tual weight in the tested corpus. 

Tokonoma and chigaidana remain close because of historical and spatial co-descrip-

tion. The ma/mu results support a distinction between interval-oriented and nothingness-

oriented contexts. In contrast, the wabi/sabi results suggest that historically distinguisha-

ble aesthetic terms may become tightly coupled in contemporary English-language ex-

planatory use. 

The findings refine existing architectural interpretations by qualifying familiar com-

parisons within the selected English-language corpus, without proposing universal defi-

nitions of the six terms. In the engawa/veranda comparison, the results support a partial 

edge-related analogy: the terms share some associations. In contrast, engawa aligns more 

strongly with boundary mediation and veranda with circulation and sheltered exterior 

use. For tsuboniwa/impluvium, the results indicate that an inward-facing spatial resem-

blance coexists with different contextual centers, namely garden experience and water in-

frastructure. Within the tested Japanese architectural vocabulary, fusuma’s dominance 
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across the partition fields suggests a corpus-level asymmetry that supplements, but does 

not displace, the conventional physical distinction between translucent shōji and opaque 

fusuma. The weak separation of tokonoma/chigaidana is consistent with, although it does 

not independently demonstrate, their historical and spatial co-description within the 

shoin ensemble. Among the abstract pairs, ma showed stronger alignment with interval-

oriented fields than mu. 

In contrast, wabi and sabi showed high contextual similarity across most tested 

fields, with clearer separation only in relation to impermanence and melancholy. These 

patterns help formulate more precise questions about which dimension supports an ar-

chitectural analogy, whether apparent similarity reflects shared architectural properties 

or repeated co-description, and where English-language explanation may preserve, redis-

tribute, or blur established distinctions. Architectural historians could apply the frame-

work to period- or source-stratified corpora; theorists could examine which relational, 

spatial, material, or experiential fields organize a concept; and practitioners could use the 

corpus-specific findings to qualify translations, interpretive labels, and educational texts. 

These interpretations are supported within the sampled corpus and may reflect broader 

patterns in Japanese architectural discourse. Their generalizability beyond this corpus, 

however, remains an open empirical question requiring validation through multilingual, 

specialist, and source-stratified corpora. 

Small directional shifts should not be interpreted as large semantic differences be-

tween the terms. Their potential architectural relevance depends on directional stability, 

statistical uncertainty, consistency across corpus conditions, and agreement with inde-

pendent architectural evidence. In this study, they are used to qualify relative contextual 

emphasis within particular fields, rather than to claim large or standardized practical ef-

fects. This field-specific reading is consistent with architectural theory that treats meaning 

as relational. Eco’s semiotic account supports treating architecture as a signifying system, 

while Forty’s account of architectural vocabulary shows that architectural words shape 

how buildings are thought, described, and valued [2,3]. Hensel’s work on spatial and ma-

terial boundaries supports the idea that boundaries have an active, performative capacity, 

and Hillier and Hanson’s spatial theory treats configuration as part of social organization 

[15,16]. Field-specific corpus comparison extends this theoretical position by making se-

lected semantic relations explicit and auditable through contextual association. 

The results also refine spatial and boundary-oriented interpretations. Engawa and 

ma serve as central cases because both show that architectural meaning often lies in me-

diation, relation, and interval. These patterns agree with wider spatial theory: Hensel [15] 

treats spatial and material boundaries as extended, active regions of action, while Hillier 

and Hanson [16] treat configuration as socially organized. The tsuboniwa/impluvium and 

tokonoma/chigaidana cases add a necessary limit to that reading. Spatial resemblance and 

spatial adjacency can support comparison, but they can also produce weak separation, co-

description, or limited cross-cultural comparison. 

The practical value of this field-specific approach lies in qualifying architectural ex-

planations rather than automatically generating translations. For example, a bilingual 

glossary need not reject veranda as an initial orientation for engawa, but it should identify 

what that familiar gloss captures and what it leaves underexplained. In the tested corpus, 

the two terms participate in a shared edge-related field, while engawa is more strongly 

associated with the indoor–outdoor boundary and veranda with perimeter circulation, 

sheltered exterior use, and outdoor dining. A layered glossary entry, museum label, or 

teaching text could therefore retain the familiar comparison while explicitly identifying 

its limits. The same procedure can be used to evaluate whether apparently simple distinc-

tions, such as translucent shōji versus opaque fusuma, adequately represent how the 

terms are organized in a broader body of explanatory discourse. In museum, heritage, 
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conservation, and educational contexts, the framework can function as an audit of poten-

tially reductive analogies by separating shared fields, term-specific associations, and un-

resolved fields. It should be used as evidence supporting expert interpretation, not as an 

automatic translator or a substitute for architectural-historical scholarship. 

4.5. Methodological Significance, Limitations, and Future Research 

The study examines six term pairs across 38 fields, a scope between single-term close 

reading and large-vocabulary mapping. It is not a broad distant-reading map of architec-

tural discourse, and it is not a close reading of one term or building. It tests fixed, archi-

tecturally motivated pairs through final calibrated concept fields, paired corpus condi-

tions, uncertainty estimation, and correction-based support labels. That structure allows 

the study to identify several different outcomes: defensible analogy, partial equivalence, 

semantic dominance, co-description, high contextual similarity, and weak support. 

Seed configurations were calibrated using outputs from the same corpus. The re-

ported contrasts are exploratory estimates obtained after author-guided seed calibration, 

not confirmatory estimates based on independently selected seeds. The persistence of cen-

tered and reversed results nevertheless demonstrates that target orientation did not me-

chanically determine every outcome. 

The targeted sensitivity analysis demonstrates this dependence directly. Boundary, 

transitional, and their combination produced correction-supported engawa-directed ef-

fects, whereas broader composite configurations remained non-separating and in-be-

tween alone was centered. Seed composition therefore affects both effect direction and 

field interpretation. The results should be understood as evidence about explicitly de-

clared lexical operationalizations, not as seed-independent measurements of the complete 

architectural concept. Because the sensitivity analysis was limited to one field, it shows 

how seed composition affected that field but does not measure the stability of the remain-

ing fields under alternative configurations. Those results remain conditional on their de-

clared seed lists. 

A middle-scale approach fits this problem because architectural scholarship often 

works through comparison. Engawa is compared with veranda, ma with void, wabi with 

sabi, and Japanese partition terms with one another. These comparisons are often persua-

sive, but the basis of comparison is not always made explicit. The present framework 

makes the comparison itself the object of analysis. It asks not whether two terms are 

simply similar, but where, under which concept field, and with what level of statistical 

and evidentiary support the interpretation is justified. The results also show that target 

orientation did not mechanically determine empirical direction. The engawa-oriented 

transitional-threshold probe remained non-separating, the shōji-oriented probes leaned 

toward fusuma, and several tokonoma- and chigaidana-oriented probes remained cen-

tered. These outcomes demonstrate that the target-oriented fields operated as falsifiable 

tests of attributed architectural associations: the expected direction could be supported, 

remain unresolved, or reverse. 

The study shows that several architectural comparisons depend on specific concept 

fields rather than whole-term equivalence. Engawa/veranda and tsuboniwa/impluvium 

are usable comparisons when their limits are made explicit. It also qualifies common in-

terpretive habits that treat partial translations or adjacent concepts as if they were full 

equivalents. The translation of engawa as veranda captures edge, shelter, and exterior oc-

cupation only partially; it leaves engawa’s stronger association with indoor–outdoor 

boundary vocabulary and the boundary–transition pattern identified by the targeted sen-

sitivity analysis underexplained. The physical distinction between shōji and fusuma re-

mains architecturally meaningful, but the corpus organizes the tested partition discourse 

more strongly through fusuma. The distinction between wabi and sabi also remains his-
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torically meaningful, but broad English-language explanatory discourse often treats them 

as a shared or co-described aesthetic field. 

The broad expository character of the corpus may also attenuate distinctions main-

tained more consistently in specialist architectural or philosophical discourse. An unex-

pected or centered contrast should therefore not automatically be treated as a modeling 

error, but neither does it establish semantic overlap. It may indicate that the distinction is 

weakly or inconsistently encoded in the sampled English-language discourse. Compari-

son with a specialist corpus would be required to distinguish this corpus effect from lim-

itations in field operationalization or contextual support. 

Several limitations follow from the corpus design described in Section 2.2. Because 

encyclopedic sources dominate the inventory by record count, the recovered associations 

may reflect not only English-language usage but also editorial conventions and explana-

tory strategies characteristic of encyclopedic writing. Definitional compression, compari-

son through familiar English analogs, categorical summaries, and repeated co-description 

may reinforce particular associations or make paired concepts appear more tightly cou-

pled than they would in specialist historical or theoretical writing. Centered, dominant, 

or near-fused patterns may therefore reflect editorial organization as well as architectural-

semantic relations. The corpus also does not contain a systematically curated body of Jap-

anese-language architectural-historical scholarship. Moreover, author nationality, disci-

plinary affiliation, geographic origin, and publication period were not encoded as analyt-

ical metadata. The study therefore cannot quantify the relative contribution of English-

language texts produced by Japanese architects, scholars, or cultural institutions and ex-

planations produced outside Japan. The findings should consequently be interpreted as 

evidence about the contextual circulation of the selected terms in this corpus, not as a 

complete account of their architectural, historical, or philosophical meanings. The concept 

fields are diagnostic probes, not complete definitions. Their results are also conditional on 

seed-word construction: narrower, target-oriented seeds make field-specific separation 

more visible, but they also increase the importance of transparent seed justification, since 

alternative seed lists could yield different centroid positions. Other fields, such as season-

ality, ritual practice, construction detail, bodily posture, visual framing, or urban density, 

could shift parts of the interpretation. The context audit also indicates that some target 

terms, especially highly compact romanized forms such as ma and mu, are vulnerable to 

homographic or off-target contexts. Low-support cases, especially tokonoma / chigaidana, 

require similar restraint because a more specialized corpus might sharpen distinctions 

that remain weak here. 

The strongest implication is that audited concept-field comparison can expose the 

structure of an architectural analogy: where it holds, where it weakens, where one term 

dominates, and where shared discourse prevents a clean separation. The method contrib-

utes to architectural semantics when its results remain tied to architectural interpretation 

and evidential limits. 

Future research should test these patterns through source-stratified and multilingual 

corpora. At minimum, subsequent corpus construction should distinguish among: (i) Jap-

anese-language architectural and architectural-historical texts; (ii) English-language texts 

written by Japanese architects, scholars, historians, and cultural institutions; (iii) English-

language explanations produced outside Japan; and (iv) encyclopedic, academic, profes-

sional, heritage, journalistic, and popular publication types. Authorship, disciplinary 

background, geographic origin, publication type, and historical period should be rec-

orded as source-level metadata so that their effects can be evaluated rather than inferred. 

Comparing these strata would help determine whether weak separation, apparent fusion, 

or asymmetric dominance reflects broader discourse patterns or the editorial and transla-

tional structure of the present corpus. Further studies should also extend the pairwise 
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framework to additional architectural analogies and connect corpus-based findings with 

built-form and historical analysis, including spatial organization, material detail, circula-

tion, enclosure, visual framing, and change across periods. The archived workflow allows 

other researchers to substitute alternative indicators and examine how the results change. 

Future research could extend the framework from six selected pairs to larger vocabularies 

through staged screening followed by detailed pairwise audits. Multilingual and source-

stratified corpora could test whether the same associations persist across languages, peri-

ods, and publication types, while applications to other architectural traditions could ex-

amine how locally specific spatial, material, and aesthetic concepts are preserved, refor-

mulated, or collapsed through translation and comparative interpretation. 

5. Conclusions 

The study examined selected architectural, conceptual, and aesthetic term pairs 

through an audited corpus-based semantic framework that complements interpretive 

analogy with explicit field-based evidence. The pairs separated in specific concept fields, 

while other fields remained shared, asymmetric, weakly supported, or nearly fused. The 

main conclusion is that architectural comparison becomes more explicit and auditable 

when evaluated field by field rather than term by term. 

For RQ1, the cross-cultural pairs showed selective, field-specific separation. The 

engawa/veranda pair was treated as an edge-related and exterior-adjacent comparison. 

Within that shared edge condition, the main analysis aligned engawa more strongly with 

indoor–outdoor boundary vocabulary. In contrast, the targeted sensitivity analysis 

showed that narrowly specified boundary and transitional probes also favored engawa. 

Veranda leaned toward circulation, sheltered outdoor use, and dining. The exploratory 

tsuboniwa/impluvium comparison produced a different pattern: tsuboniwa showed a CI-

only direction toward the miniature-garden field, while impluvium showed FDR-sup-

ported differences in the rainwater, basin, and Roman-domestic-system fields. These find-

ings show that cross-cultural analogs are strongest when their limits are made explicit. 

RQ2 produced a different pattern: shōji/fusuma did not yield balanced internal dif-

ferentiation. Instead, fusuma dominated all tested partition-related fields under both cor-

pus conditions. Fusuma’s higher similarity across the tested fields does not negate the 

established physical distinction between shōji and fusuma. It shows that fusuma carried 

greater semantic weight as the organizing term for discourse on partition, enclosure, and 

room division. 

The two pairs examined in RQ3 produced different results. Ma/mu produced a bidi-

rectional pattern in the continuous estimates, but correction-supported separation was 

more consistent for the ma-directed fields. Temporal pause, compositional balance, and 

negative space favored ma with correction support under both corpus conditions, 

whereas relational spacing was CI-only under CLEAN. On the mu-directed side, the noth-

ingness-and-nonbeing field showed a CI-level separation that was not supported after 

FDR correction under both corpus conditions. At the same time, indeterminate potential-

ity was correction-supported under FULL but CI-only under CLEAN. Wabi/sabi, by con-

trast, showed high contextual similarity across most tested fields, with correction-sup-

ported separation only for impermanence and melancholy, which favored sabi. Abstract 

Japanese terms, therefore, do not form one uniform semantic type: some show field-spe-

cific differentiation. In contrast, others circulate as tightly coupled contextual fields with-

out thereby becoming historically or conceptually identical. 

RQ4 addresses the tokonoma/chigaidana pair, which remained weakly separated, 

with only the formal shoin-setting field favoring chigaidana. This pattern supports a meth-

odologically restrained interpretation: some terms resist broad statistical separation be-

cause they are historically adjacent, spatially co-described, or unevenly represented in the 
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corpus. Here, historical adjacency and co-description provide a plausible interpretation of 

the weak separation, although corpus imbalance, field specificity, and statistical uncer-

tainty cannot be excluded. 

Within the selected English-language corpus, the study demonstrates how audited 

semantic comparison can identify where an architectural translation or analogy is sup-

ported, where it remains unresolved, and where it reduces or redistributes the meanings 

associated with the paired terms. For architectural scholarship, this approach evaluates 

each pairing separately for each predefined semantic field and reveals where English-lan-

guage explanation preserves, redistributes, or compresses architectural distinctions. Its 

primary contribution is a field-specific diagnostic for computational architectural seman-

tics, shifting analysis from whole-term equivalence to focused testing of individual se-

mantic relations. The framework can support bilingual glossary development, architec-

tural education, museum and heritage communication, and critical evaluation of cross-

cultural analogies, provided that its outputs remain subordinate to architectural, histori-

cal, and linguistic interpretation. The findings show which fields distinguish the paired 

terms and which fields show no detected difference in this corpus. 
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Abbreviations 

The following abbreviations are used in this manuscript: 

AI Artificial intelligence 

APC Article processing charge 

BERT Bidirectional Encoder Representations from Transformers 

BLAS Basic Linear Algebra Subprograms 

CBOW Continuous bag of words 

CI Confidence interval 

CLEAN 
Corpus condition after removal of glossary-style and explicitly definitional sen-

tences 

CSV Comma-separated values 

FDR False discovery rate 
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FULL Original corpus condition 

FULL/CLEAN Audit comparison between the original corpus and the cleaned corpus 

GPT Generative Pre-trained Transformer 

JAANUS Japanese Architecture and Art Net Users System 

JSPS Japan Society for the Promotion of Science 

KAKENHI Grants-in-Aid for Scientific Research 

NLP Natural language processing 

OMP OpenMP 

RQ Research question 

TF32 TensorFloat-32 

Appendix A. Statistical Reference Matrix 

Appendix A reports the statistical reference matrix used to audit the support labels 

summarized in Figure 5. The matrix provides the confidence-interval test, row-level per-

mutation p-value, and Benjamini–Hochberg FDR-adjusted value for each FULL and 

CLEAN result. 

 

Figure A1. Statistical reference matrix for support labels. For each FULL and CLEAN result sum-

marized in Figure 5, the matrix reports whether the 95% confidence interval crosses or excludes 
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zero, the row-level permutation p-value (p_perm), and the Benjamini–Hochberg FDR-adjusted 

value (qBH). 

Appendix B. Reference Meanings of Selected Japanese  

Architectural Terms 

Appendix B provides brief dictionary-based reference meanings for selected Japa-

nese terms relevant to the study context. These entries are included as lexical orientation 

for readers, not as definitions imposed on the model or as statistical evidence. The com-

putational analysis relies on contextual corpus occurrences, pair-specific concept fields, 

and the FULL/CLEAN audit, not on dictionary meanings. 

1. Chigaidana (違い棚): Set of staggered shelves [67]. 

2. Engawa (縁側): (n) veranda; porch; balcony; open corridor [67]. 

3. Fusuma (襖): (n) fusuma (Japanese sliding screen) [67]. 

4. Impluvium: (in an ancient Roman building) a pool under an opening in the roof [68]. 

5. Ma (間): (n-adv, n) space (between); gap; interval; distance; (n-adv, n-t) time (be-

tween); pause; break; (n-adv, n, n-t) span (temporal or spatial); stretch; period (while); 

(n-adv, n) relationship (between, among); (n) space; room; time; pause; (n, suf) inter-

val; period of time; among; between; inter- [67]. 

6. Mu (無): (n) nothing; naught nil; zero [67]. 

7. Shōji (障子): (n) shōji (paper sliding door) [67]. 

8. Tokonoma (床の間): (n) tokonoma (alcove where art or flowers are displayed) [67]. 

9. Sabi (寂): (n) patina; antique look; elegant simplicity [67]. 

10. Tsuboniwa (坪庭): (n) inner garden (esp. small, traditional); courtyard [67]. 

11. Veranda/Verandah: A veranda is a roofed platform along the outside of a house [69]. 

12. Wabi-Sabi (わびさび/侘寂): (n) aesthetic sense in Japanese art emphasizing quiet sim-

plicity and subdued refinement [67]. 

Appendix C. Concept-Field Seed Lists 

Appendix C provides the concept-field seed lists used to construct the tested seman-

tic probes. In each field heading, the term named before the field identifies the hypothe-

sized orientation of the probe, not an exclusive assignment of the seed list to that target. 

Every field centroid listed below was compared identically with both terms in the corre-

sponding pair. The lead author constructed these seed lists during iterative calibration; 

they were not directly extracted from published sources or independently selected by 

multiple raters. 

Appendix C.1. Engawa/Veranda 

- Engawa: transitional threshold 

Seed terms: threshold; threshold-space; liminal; liminality; in-between; intermediary; 

transitional; transitional-zone; passage-between; mediating-space. 

- Engawa: indoor–outdoor boundary 

Seed terms: interior; exterior; indoors; outdoors; inside; outside; boundary; interface; 

adjacent; garden. 

- Engawa: light and ventilation 

Seed terms: daylight; filtered-light; light-admission; natural-light; ventilation; air-

flow; breeze; passive-cooling; cross-ventilation; seasonal-cooling. 

- Engawa: garden viewing 

Seed terms: garden; viewing; view; observation; contemplation; sitting; resting; pro-

spect; seasonal; landscape. 

- Engawa: perimeter circulation 
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Seed terms: perimeter; peripheral; corridor; walkway; passage; circulation; edge; 

route; exterior-corridor; covered-passage. 

- Veranda: sheltered outdoor space 

Seed terms: porch; roofed; covered; shelter; shade; protection; weather; rain; sun; out-

door. 

- Veranda: social leisure 

Seed terms: socializing; conversation; guests; entertaining; leisure; outdoor-living; re-

laxation; gathering; hospitality; recreation. 

- Veranda: outdoor dining 

Seed terms: dining; meal; breakfast; lunch; tea; coffee; drinks; table; refreshment; 

serving. 

Appendix C.2. Tsuboniwa/Impluvium 

- Tsuboniwa: miniature garden 

Seed terms: miniature-garden; small-garden; enclosed-garden; courtyard-garden; 

planted-court; moss; stones; planting; garden-composition; landscape-composition. 

- Tsuboniwa: light and ventilation 

Seed terms: daylight; light; ventilation; airflow; air; breeze; cooling; domestic; inte-

rior; opening; indirect-light. 

- Tsuboniwa: interior garden view 

Seed terms: view; viewing; observation; prospect; visual; relief; interior; room; en-

closed; outlook. 

- Impluvium: rainwater catchment 

Seed terms: rainwater; collection; catchment; runoff; drainage; drain; channel; cistern; 

water-control; water-collection. 

- Impluvium: atrium basin 

Seed terms: atrium; basin; sunken-basin; pool; shallow-pool; courtyard; opening; 

roof; central; court; compluvium; collecting-basin. 

- Impluvium: Roman domestic water system 

Seed terms: roman; domus; atrium; columns; house; villa; antiquity; household; 

drainage; water-system; domestic-water. 

Appendix C.3. Shōji/Fusuma 

- Shōji: light diffusion 

Seed terms: translucent; translucency; daylight; light; light-filtering; filtered-light; fil-

tering; diffused-light; diffusion; soft-light; glow. 

- Shōji: paper lattice 

Seed terms: paper; lattice; wooden-lattice; grid; frame; paper-frame; thin-paper; lat-

ticework; panel-frame; wooden-grid; japanese-paper; washi; light-diffusing. 

- Shōji: filtered privacy 

Seed terms: partial-privacy; privacy; screen; barrier; translucent; semi-transparent; 

visual-filter; filtered-view; veiled; soft-boundary. 

- Fusuma: opaque partition 

Seed terms: opaque; opacity; concealment; enclosure; closed; visual-barrier; private; 

seclusion; solid; blocked-view. 

- Fusuma: painted decorative panel 

Seed terms: painting; painted; decoration; decorative; artwork; image; motif; orna-

ment; pictorial; decorated-panel. 

- Fusuma: flexible room division 

Seed terms: sliding; track; movable; partition; divider; room-divider; movable-wall; 

room-separation; flexible-space; interior-layout. 
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Appendix C.4. Tokonoma/Chigaidana 

- Tokonoma: recessed alcove 

Seed terms: alcove; recess; niche; recessed-space; wall-recess; formal-alcove; focal-re-

cess; architectural-recess; honored-alcove; alcove-space. 

- Tokonoma: ritual display 

Seed terms: ritual; ceremonial; ceremony; sacred; offering; reverence; honorific; sol-

emn; devotional; formal-placement. 

- Tokonoma: focal display 

Seed terms: scroll; hanging-scroll; flower; ikebana; artwork; calligraphy; presenta-

tion; focal-point; ornamental-focus; contemplative-focus. 

- Chigaidana: staggered shelving 

Seed terms: shelf; shelves; shelving; staggered-shelves; tiered-shelf; built-in-shelf; 

ledge; shelf-display; shelf-composition; stepped-shelves. 

- Chigaidana: built-in storage and display 

Seed terms: storage; cabinet; built-in-furnishing; furnishing; fixture; interior-fitting; 

storage-display; decorative-storage; display-furniture; architectural-furniture. 

- Chigaidana: formal shoin setting 

Seed terms: shoin; shoin-zukuri; reception-room; tatami-room; zashiki; formal-room; 

traditional-room; elite-residence; room-composition; built-in-composition. 

Appendix C.5. Ma/Mu 

- Ma: relational spacing 

Seed terms: interval; spacing; gap; distance; between; relation; adjacency; proportion; 

rhythm; measured-distance. 

- Ma: temporal pause 

Seed terms: pause; silence; stillness; quiet; rest; suspension; breath; waiting; tem-

poral-pause; hush. 

- Ma: compositional balance 

Seed terms: relation; arrangement; composition; balance; proportion; rhythm; adja-

cency; coordination; relational-field; compositional-order. 

- Ma: negative space 

Seed terms: void; emptiness; blank; vacant; hollow; unfilled; negative-space; blank-

ness; empty-field; spatial-void. 

- Mu: nothingness and nonbeing 

Seed terms: nothingness; nonbeing; nonexistence; nullity; negation; nihil; no-thing; 

unbeing; nonentity; ontological-absence. 

- Mu: indeterminate potentiality 

Seed terms: potential; possibility; latent; indeterminate; undefined; receptive; open-

ended; emergence; unrealized; formless. 

Appendix C.6. Wabi/Sabi 

- Wabi: austere simplicity 

Seed terms: austere; spare; minimal; simplicity; reduced; bare; ascetic; unembel-

lished; severe; restrained. 

- Wabi: humble plainness 

Seed terms: humble; modest; plain; unpretentious; frugal; unassuming; self-effacing; 

poverty; ordinary; simple. 

- Wabi: rustic materiality 

Seed terms: rustic; raw; natural; earth; wood; stone; texture; handmade; grain; tactile. 

- Sabi: aging and patina 
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Seed terms: aged; weathered; patina; oxidation; faded; worn; surface; time-marked; 

tarnish; mellowed. 

- Sabi: impermanence and melancholy 

Seed terms: transient; impermanent; fleeting; ephemeral; melancholy; solitude; lone-

liness; wistful; contemplative; passing. 

- Sabi: material decay 

Seed terms: decay; deterioration; withering; desolation; ruin; erosion; crumbling; di-

lapidation; oldness; decline. 

Appendix D. Engawa/Veranda Seed-Sensitivity Configurations 

Appendix D lists the lexical composition of the eight Engawa_TransitionalThreshold 

configurations used in the targeted seed-sensitivity analysis. The baseline configuration 

reproduces the “Engawa: transitional threshold” seed set listed in Appendix C.1 and is 

repeated here so that all sensitivity-analysis configurations are documented together. The 

configurations comprise the reported baseline, three reduced multi-indicator variants, 

three single-indicator component probes, and one two-indicator boundary–transitional 

probe. All eight configurations were applied identically to engawa and veranda under 

FULL and CLEAN using the same context-level tokenization, bootstrap, permutation, and 

multiple-comparison-correction settings as the main analysis. The results of this test are 

summarized in Section 3.2 and visualized with 95% bootstrap confidence intervals in Fig-

ure 7. 

- Engawa: transitional threshold “Baseline” 

Seed terms: threshold; threshold-space; liminal; liminality; in-between; intermediary; 

transitional; transitional-zone; passage-between; mediating-space. 

- Engawa: transitional threshold “No-in-between” 

Seed terms: threshold; threshold-space; liminal; liminality; intermediary; transi-

tional; transitional-zone; passage-between; mediating-space. 

- Engawa: transitional threshold “Reduced” 

Seed terms: threshold; threshold-space; in-between; transitional; transitional-zone; 

passage-between; mediating-space. 

- Engawa: transitional threshold “Core” 

Seed terms: threshold; in-between; transitional; passage-between; mediating. 

- Engawa: transitional threshold “Boundary & transitional only” 

Seed terms: boundary; transitional. 

- Engawa: transitional threshold “Boundary only” 

Seed terms: boundary. 

- Engawa: transitional threshold “Transitional only” 

Seed terms: transitional. 

- Engawa: transitional threshold “In-between only” 

Seed terms: in-between. 
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