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Abstract

While YOLO's efficiency and accuracy have made it a popular choice for object detection
and tracking in real-world applications, models trained on smaller datasets often suffer
from intermittent detection failures, where objects remain undetected across multiple
consecutive frames, significantly degrading tracking performance in practical scenarios.
To address this challenge, we propose PrED (Predictive Enhancement of Detection), a
novel framework that enhances object detection and aids in tracking by integrating low-
confidence detections with multiple similarity metrics—including Intersection over Union
(IoU), spatial distance similarity, and template similarity, and predicts the locations of
undetected objects based on a parameter called predictability index. By maintaining object
continuity during missed detections, PrED ensures robust tracking performance even when
the underlying detection model experiences failures. Extensive evaluations across multiple
benchmark datasets demonstrate PrED’s superior performance, achieving over 11% higher
DetA with at least 6.9% MOTA improvement in our test scenarios, 17% higher detection
accuracy (DetA) and 12.3% higher Multiple Object Tracking Accuracy (MOTA) on the KITTI
training dataset, 8% higher DetA and 2.6% higher MOTA on the MOT17 training dataset,
compared to ByteTrack, establishing PrED as an effective solution for enhancing tracking
robustness in scenarios with suboptimal detection performance.

Keywords: autonomous driving; object detection; detection improvement; object tracking;
YOLO; Kalman Filter

1. Introduction

The advancement of fast and efficient deep learning algorithms, coupled with in-
creased computational power, has made real-time object detection a reality. State-of-the-art
models like R-CNN [1] and YOLO [2] have become foundational tools in this domain,
with their capabilities extending to real-time object tracking in video streams. Applications
of object detection and tracking are critical in numerous fields, including traffic monitoring
and search-and-rescue missions, where simultaneous and accurate detection and tracking
are essential. In autonomous vehicles, particularly those operating in off-road environ-
ments without predefined paths, object detection and tracking are vital for environmental
perception. They enable vehicles to predict obstacles’ trajectories and plan a path to avoid
them, maintain formation in vehicle platoons, and ensure safe traversal with situational
awareness by keeping key objects within the line of sight. Figure 1 demonstrates the
necessity for autonomous vehicles to maintain the line of sight of obstacles.
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Figure 1. Importance of detection and tracking of objects for an autonomous vehicle. Under-

standing the position and motion of the object in front helps the vehicle in planning trajectories to
avoid collision.

In some cases, when the training dataset is not sufficiently large, deep learning models
may encounter challenges such as misclassification and missed detections between frames.
Since object tracking performance is heavily dependent on object detection [3], missed
detection severely limits tracking accuracy. These detection gaps can be mitigated through
two primary approaches. The first involves retraining the model using a larger dataset,
though acquiring additional data is often challenging or impractical. A more feasible
approach is to predict the location of the missing object by leveraging information from
previous frames. The Kalman Filter is particularly useful for this purpose, as it employs a
Newtonian motion model to estimate an object’s position during detection gaps. However,
the Kalman Filter may diverge from the ground truth when an object’s motion becomes
irregular—especially when captured by a moving camera, where the relative motion
between the camera and objects varies from frame to frame. Therefore, it is essential to
implement a validation mechanism to check whether the predicted location of the object
has sufficiently high confidence before drawing a bounding box in the frame.

In this study, we propose a framework that utilizes YOLO v8, a model trained on
a small dataset that exhibits irregular and low-confidence detection performance, as the
primary detector. When detections are missed, the algorithm compensates by utilizing pre-
viously discarded low-confidence bounding boxes, an eight-dimensional weighted Kalman
Filter, and various similarity metrics to predict object locations based on a predictability
score. The structure of this paper is as follows: Section 2 reviews existing object detection
mechanisms and recent efforts to improve them. The methodology underlying the pro-
posed framework is detailed in Section 3, followed by a discussion of its performance in
Section 4. Section 5 provides a comprehensive discussion of key findings and implications.
Finally, Section 6 presents conclusions and outlines potential directions for future research.

2. Literature Review

Traditional machine-learning methods for object detection often rely on feature engi-
neering. Ballard D. Hough [4] introduced General Hough Transform for feature extraction,
and Harris Corner detection [5] is proposed to detect objects through corner detection in
2D images. However, these two methods are sensitive to the geometric features of the
images, so changes in image size, rotation, and intensity can affect the detection. Lowe [6]
proposed SIFT (Scale Invariant Feature Transform) which is a scale and rotation invariant
feature extraction method.
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With extensive improvement in deep learning, object detection has become faster and
more effective, with less dependence on feature engineering. Girshick et al. [1] utilized deep
learning in object detection while proposing an R-CNN model. Later, Fast R-CNN [7] and
Faster R-CNN [8] were introduced with improved time efficiency over R-CNN. The above
approaches are called two-stage approaches, where a scene or extracted features from a
scene are divided into multiple regions, and detections are made in those regions. Around
the same time, YOLO (You Only Look Once) [2] was proposed as a fast and accurate
single-stage method for object detection. YOLO uses a pre-defined set of bounding boxes
that look for objects in their regions. Each bounding box can detect only one object. Being a
single-stage detector, YOLO is significantly faster than the two-stage models (1000X faster
than R-CNN and 100X faster than Fast R-CNN) [9]. As it has been proven as a quick and
accurate method, this method has garnered widespread popularity, and various research
is being conducted to improve this method. Currently, there are nine versions of this
architecture with multiple publications, with the latest version published in 2024 [10-13].
In this study, we have explored YOLO v8 as it was published in 2023 with considerable
resources to work with.

Several approaches exist for multi-object tracking (MOT), including Tracking-by-
Detection (TBD), Joint Detection and Tracking, and Detection-based MOT Enhanced by
Transformers, all of which represent detection-based tracking mechanisms [3]. TBD em-
ploys object detection as its backbone, followed by subsequent data association steps.
Early TBD-based MOT algorithms [14-18] relied on different R-CNN architectures as their
detectors. Following the publication and widespread adoption of YOLO, researchers in-
creasingly integrated it as the detector within their MOT frameworks. Bathija et al. [19]
explored object tracking by combining YOLO v3 with SORT, incorporating Kalman Fil-
ters to track objects. Kapania et al. [20] utilized a combination of DeepSORT, YOLOV3,
and RetinaNet to track objects from drone footage. Du et al. [21] enhanced the DeepSORT
algorithm by replacing the R-CNN detector with YOLO and modifying the feature parame-
ters. Yang et al. [22] presented a Cascaded-Buffered IoU (C-BloU) tracker to track objects
having indistinguishable appearances and irregular motions. Zhang et al. [23] proposed
ByteTrack , a Multi-object tracking (MOT) method where they tracked objects by associating
almost every detection box instead of only the high score ones. The method achieved a
MOTA accuracy of 80.3% (Multi-object tracking accuracy), 77.3% IDF1, and HOTA (higher
order tracking accuracy) of 63.1% on the MOT17 dataset, outperforming multiple other
tracking algorithms. Aharon et al. [24] proposed Bot-SORT, utilizing similar tracklet associ-
ation techniques as ByteTrack, but utilizing ResNet50 as the feature extractor, achieving a
2.9% higher IDF1 score than ByteTrack. ByteTrack served as a benchmark for several other
studies. Notably, BoostTrack [25] leverages a combination of different similarity metrics to
evaluate low-confidence bounding boxes, outperforming ByteTrack by 0.6% in MOTA and
4.5% in IDF1 in the MOT17 dataset.

In parallel to TBD approaches, several researchers have explored Joint Detection and
Tracking (JDT) methodologies. Zhang et al. [26] proposed an encoder-decoder structure
for detection and Re-Identification. Liu et al. [27] proposed a modification on YOLO v3
for object tracking where a 3D feature extractor is introduced in the backbone of the CNN
model to utilize motion models for different object sizes.

However, conventional MOT algorithms are primarily designed to optimize tracking
performance rather than enhance detection capabilities. These methods typically rely
on high-accuracy backbone detection models or JDT frameworks and focus on maintain-
ing consistent track ID associations across frames. To the best of our knowledge, no
existing algorithm has been specifically designed to enhance overall system performance
when working with suboptimal detection models. While algorithms such as ByteTrack
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demonstrate some improvement in detection accuracy and MOTA through low-confidence
bounding box matching, these gains are incidental rather than systematic and remain
insufficient for robust performance enhancement.

Our study reveal that there is a substantial opportunity for further exploration in sys-
tematically improving detection performance for models with suboptimal accuracy. To ad-
dress this gap, we propose a framework designed to enhance object detection and tracking
in scenarios where traditional models face significant limitations. Table 1 demonstrates the
fundamental differences among ByteTrack, Bot-SORT, BoostTrack, and PrED (proposed).
The details of the proposed algorithm will be explained in the subsequent sections.

Table 1. Fundamental differences among ByteTrack, Bot-SORT, BoostTrack, and PrED.

Aspect ByteTrack Bot-SORT BoostTrack PrED (Proposed)
Extends ByteTrack by Incorporates hlgh_
associating Camera and low-confidence

Utilizes both high- ) & Utilizes high- and rewarded detections
. Motion . .

Core Concept and low-confidence Compensation and low-confidence as well as predicts

detections. P boosted detections. bboxes where

IOU-Re-ID fusion for
similarity calculation.

detections are
missing.

Detection Handling

Separates detections
into high- and
low-confidence
groups; matches high
first, then recovers

Detection separation
and matching is
similar to ByteTrack;
utilizes modified
Kalman Filter and

Applies confidence
boost to all tracklets
and then filters
low-confidence

Applies one-shot
matching of both
high- and
low-confidence
tracklets before
separating them
based on detection

using low-confidence IOU-Re-ID fusion for detections. . .
. . . confidence to achieve
detections. improved tracking.
more accurate
associations.
Employs IOU and Combines 10U, Combines IOU,
Similarity Metrics Employs IoU-based = appearance cosine Mahalanobis, Mahalanobis,
y similarity. similarity as a part of and BBox Shape and Template
IOU-Re-ID fusion. similarity. similarity.
Incorporates
Incorporates tr ack detection bbox and .
confidence using Uses object-level
track bbox

Tracklet Confidence

No confidence
mechanism utilized

appearance
embedding similarity
and exponential
moving average
updates.

confidence scores.
Boosts detection and
track confidences
over time using
adaptive weighting.

predictability scores
with reward—penalty
cycles to adapt track
memory dynamically.

Track Deletion

Tracks are deleted
after 30 consecutive
unmatched frames.

Tracks are deleted
after 30 consecutive
unmatched frames.

Tracks are deleted
after 30 consecutive
unmatched frames.

Tracks are deleted
after the
predictability score
decays to zero,
allowing
high-confidence
objects longer
memory retention.
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3. Methodology

The proposed algorithm implements a TBD framework that leverages YOLOVS as
the primary detector while incorporating a combination of similarity metrics for tracklet
matching and undetected bounding box generation. Figure 2 demonstrates the overview of
the proposed framework. The flow of our methodology is described below.

Predicted
BBox

No
High-confidence matched tracks gjmi|aritys
—l Threshold

BBoxx

through
YOLO

I

Penalize aftrack id]

a[track id]=confidence J

Create new Draw BBox
track id with track ids

Assign track Draw BBox Unmatched
ids with track ids predicted BBox
Reward a[track id]

Assign track Draw BBox
ids with track ids

Reward aftrack id]

Similarity Hungarian
Calculation Matching

>
Low-confidence matched track

Previous
templates

Draw BBox
with track ids

emplate
similarity>
hreshold

Figure 2. Overview of PrED.

3.1. Implementation of Kalman Filter

To predict the object motion, an 8-dimensional Kalman filter is considered with the
object’s position and velocity being the state vectors.

xt:[th Py:  Pwr Py Pixr Py Puy pht} 1)

Here, (x¢,y¢) denote the center coordinates, and (w¢, h;) represent the bounding box
width and height at time t for a tracklet.

Considering both sensor noise and measurement noise to be negligible in our system,
we selected the values for Q (sensor noise) and R (measurement noise) to be 10 x 1072 - Ig
and 10 x 107 - I, respectively, where I, denotes the identity matrix of p dimensions.

3.2. Similarity Metrics

PrED employs three similarity metrics in different proportions based on specific
cases: Intersection over Union (IoU) similarity (Sjoy), distance-based similarity (Sp;s;),
and template similarity (Stenp). Figure 3 demonstrates the procedure for calculating IoU.
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Area of Overlap

IouU —
Area of Union

Figure 3. JOU calculation.

Various distance metrics can be used to measure the difference between predicted and
YOLO-detected objects. In this work, we utilize the Mahalanobis distance, which calculates
the distance of a detected point from the probability distribution obtained from the Kalman
Filter. The Mahalanobis distance is given by

Spise =\ ( — ) TE(% — 0) @

where ¥ represents the YOLO-detected object’s location, ji is the predicted track’s location,
and X is the covariance matrix of the predicted track. Since objects in the scene move with
different velocities, this probabilistic approach provides a more accurate estimate of an
object’s subsequent location.

The final similarity metric in PrED is template matching [28]. Template matching
involves comparing sections of an image to pre-stored template images. In PrED, cropped
images from the bounding boxes are stored as templates associated with specific track IDs.
For each frame, YOLO-predicted bounding boxes are used to crop the images, which are
then compared with the stored templates. The templates are subsequently updated with
the newly cropped images from the tracked bounding boxes. To minimize computational
requirements, each template is resized to a standard size of (40 x 40) pixels.

3.3. Algorithm

The PrED algorithm consists of three sequential stages. First, it calculates the similarity
metrics between all active tracklets” predicted boundary boxes and detections generated by
the detector. Then, it performs prediction-detection pairing and draws bounding boxes for
both high-and-low confidence matched pairs. Simultaneously, new tracklets are created
for unmatched high-confidence detections. Finally, the algorithm examines unmatched
tracklets and strategically generates bounding boxes where necessary to maintain consistent
tracking. The overall algorithm is illustrated in Algorithm 1.

A critical innovation of the PrED algorithm is the introduction of a predictability score
(«), which serves as a dynamic confidence measure assigned to each detected object. This
score operates within a normalized range where a€[0, 1] with higher values indicating
greater tracking reliability. The predictability score is continuously updated through a
reward—penalty system based on subsequent detection performance, enabling the algo-
rithm to adapt to object-specific tracking characteristics and environmental variations.
The detailed mathematical formulation and update mechanisms for the predictability score
are presented in the following sections.
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Algorithm 1 Proposed Algorithm

1: Input: Video

2: Initialize: Kalman_Filters, a, templates

3: Initialize: pq, p2, p3

4: for each frame of video do

5: Initialize: detections_high, detection_low, track_predicted, remain-
ing_unmatched_tracks < empty set.

6 if detection > threshold then

7: detection_high <— detection

8: else

9: detection_low <— detection
10: end if
11: function REMOVE DUPLICATE BBOX(detection_high)
12: end function
13: track_predicted « tracks.Kalman_Filters

14: similarity_matrix= CALCULATE SIMILARITY( detections_high, detections_low,
track_predicted)

15:

16: function PROCESS MATCHED DETECTION(similarity_matrix)
17:

18: end function

19:

20: function PREDICT MISSING BBOXES(unmatched_tracks, track_predicted)
21:

22: end function

23: foriin track_id do

24: if a[i]==0 then

25: Delete track][i]

26: end if

27 end for

28: end for

3.3.1. Deletion of Duplicate Bounding Boxes

First, PrED collects all bounding boxes detected by its YOLO backbone and categorizes
them into two groups: high-confidence and low-confidence detections. High-confidence
bounding boxes typically provide the most accurate predictions of objects. However,
in some cases, multiple high-confidence bounding boxes may be generated for the same
object. To address this, PrED calculates the normalized distances between the centroids
of detected objects and prunes any bounding box that meets the following criteria: (1) its
centroid is very close to an existing detection’s centroid, and (2) it has an iou level of 0.5 or
higher with the close existing detection’s centroid. Algorithm 2 demonstrates the process.

Algorithm 2 Deletion of duplicate bounding box

1: function REMOVE DUPLICATE BBOX(detection_high)
2 for detl in detection_high do

3 for det2 in detection_high do

4 Tnorm = \/ (det.x/W)2 + (det.y/H)?2

5: if 0.85 < 7y0rm < 1.15 then
6.
7
8

9

iou=CALCULATE IOU(det1,det2)
if iou>threshold then
Delete det2
: end if
10: end if
11: end for
12: end for
13: end function
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Figure 4 illustrates a scenario where a military vehicle is assigned two high-confidence
bounding boxes by the detector.

Figure 4. Deleting redundant bounding boxes for the same objects by PrED (bottom). Both of the
bounding boxes are of high confidence scores, as predicted by base YOLO (top). ByteTrack (middle)
also treats both of the bounding boxes as separate detections.

3.3.2. Similarity Calculation

Later, the high-confidence detections and the Kalman-filter predicted tracklet bound-
ing boxes are similarity-matched. The similarity is calculated using the following equation:

SHc = t1 - Sjou + t2 - Saist + 13 - Stemp ®)
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Here, t1,t5, and t3 are 0.8, 0.1, and 0.1, which are determined for optimal performance
based on observations.

Next, the remaining bounding boxes predicted by the associated Kalman filters, along
with low-confidence detections, are considered. For this case, the generalized form of the
similarity for track ID i is given by

Stc = 28[i](p1Siou + p2Saist + P3Stemp) )

where,

1 = ali] Dé[l:] <05 )
05 «afil >=05

Here, p1, p2, and p3 are coefficients that control the contribution of IOU similarity,

Distance similarity, and template similarity to the overall similarity metric. Through

extensive grid search, we determined that the optimum values for these coefficients are

p1 = 04, p» = 0.2 and p3 = 0.4. Figure 5 illustrates the performance trends of detA, MOTA,

and IDF1 across different combinations of py, pa, and p3 values. The results demonstrate

that the configuration p; = 0.4, p» = 0.2 and p3 = 0.4, achieves the best performance for

two key metrics, detA and IDF1, while maintaining a MOTA score within 0.23% of the
optimal value observed.

3D Performance Space: detA vs MOTA vs IDF1

Y& Best IDF1 (p1=0.4, p2=0.2, p3=0.4)
Best MOTA (p1=0.7, p2=0.1, p3=0.2)
Best detA (p1=0.4, p2=0.2, p3=0.4)

- 0.430

- 0.425

0.420

(14 Ayuapl) T4A1
HOTA Score

0.415

0.410
0.458

0.552 0.459

0.460 “@d\
0554 G
MOTA

Gov 0.405
0555 0.461 e"-e"“

0.556 0.462 59,0‘

Figure 5. Performance trends for different combinations of P1, P2, and P3. The grid search was
conducted on the MOT17-13 sequence.

3.3.3. Pair Matching and Drawing Matched Bounding Boxes

Following similarity computation, all detected bounding boxes are matched with
predicted tracklets based on their corresponding similarity scores. The Hungarian algo-
rithm is employed to perform the optimal matching operation, ensuring efficient tracklet-
detection association. After the matching operation is conducted, both high-confidence and
low-confidence matched tracks undergo similarity-based validation. For high-confidence
matched tracks, if the matched similarities exceed a predefined threshold, bounding boxes
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are generated, tracks are updated with their corresponding matched detected bound-
ing boxes, and their « values are rewarded with an increment of 7;,. Conversely, when
high-confidence detections fail the threshold criterion, new tracks are initialized using
the threshold-failed high-detection bounding boxes, their respective detection confidence
scores are assigned as initial & values, and bounding boxes are subsequently drawn.

Similarly, low-confidence matched tracks that successfully pass the threshold valida-
tion are updated with their corresponding matched detected bounding boxes, bounding
boxes are generated, and their respective a scores receive a reward increment of #;, where
the optimum #; is found 0.125. Here, the optimal 77, and #; are found following an extensive
manual tuning from the possible set {0.05,0.10,0.15...,1.0}. The comprehensive procedure
for tracklet-detection pair matching and matched bounding box generation is detailed in
Algorithm 3.

Algorithm 3 Pair Matching and Drawing Matched BBox

1: function PROCESS MATCHED DETECTION(similarity_matrix)
2 function HUNGARIAN MATCHING (similarity_matrix)
3 end function
4: for each hT in high_conf_matched_tracks do
5: if Similarity[hT]>J then
6 Update hT.KalmanFilter()
7 Draw BBox
8 afht]+ = ny
9: else
10: Create new track
11: Draw BBox
12: a[hT] = conf
13: end if
14: end for
15: for eact 1T in low_conf_matched_tracks do
16: if Similarity[IT]>J then
17: Upate IT.KalmanFilter
18: Draw BBox
19: aflT]+ =1,
20: end if
21: end for

22: end function

3.3.4. Predicting Bounding Boxes on Missing Detections

In this step, the unmatched tracklets’ « values initially undergo a penalty of Aj, af-
ter which they are evaluated to determine whether the « value exceeds the predictability
threshold <. This condition indicates consistent successful detection and tracking perfor-
mance over multiple frames, despite the object being absent in the current frame. When
this criterion is satisfied, the template region enclosed by the tracklet’s predicted bounding
box undergoes similarity comparison against the previous frame’s template from the same
track. If the computed similarity exceeds the required threshold, the algorithm determines
that the object remains present in the current frame, and a bounding box based on the
tracklet’s spatial prediction is generated. Subsequently, the « value receives a small reward
of Ay. Here, A1 and A; are set as 0.05 and 0.025, respectively. Conversely, if the tracklet’s
value reaches zero, indicating complete loss of predictability, the respective track is deleted
from the active tracking set. Algorithm 4 provides a detailed illustration of the missing
object prediction methodology.

An essential component of our proposed algorithm is the memory decay mechanism
for forgotten objects. The predictability index, , is designed such that only tracks with
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a sufficiently high predictability score are able to project bounding boxes, minimizing
the occurrence of false positive detections. However, when « falls below the threshold,
the tracking predictor is not immediately deleted. Instead, the track is preserved, and «
is incrementally reduced over time. This approach allows the track to be matched with
future detections before « reaches zero, enabling the retention of an undetected track across
multiple frames. If the track is successfully matched before a reaches zero, its predictability
score is rewarded, pushing it back above the threshold and preserving its track history.
The value of « is constrained between 0 and 1, and once « for a track reaches zero, the track
is deleted. This memory decay mechanism ensures that the algorithm retains track history
and can continue to detect tracks even in the presence of detection interruptions by YOLO.

Algorithm 4 Predicting Missing Objects

1: function PREDICT MISSING BBOXES(remaining_unmatched_tracks, track_predicted)
2 for umT in remaining_unmatched_tracks do
3: alumT]— = M
4 if «[umT] > -y then
5: temp_similarity = CHECK TEMPLATE SIMILARITY(umT.BBox,
umT.previousTemplate)
6: if temp_similarity>J then
7: Draw BBox
8: alumT]+ = Ay
9: end if
10: else if a[umT] == 0 then
11: Delete umT
12: end if
13: end for

14: end function

3.4. Testing Environment

The proposed algorithm undergoes comprehensive evaluation across multiple testing
scenarios to validate its performance under diverse conditions. Initially, the algorithm
is evaluated using a custom test environment developed in Unreal Engine, specifically
designed to simulate realistic platoon movement scenarios with controlled parameters.
Subsequently, the algorithm is assessed using established benchmark datasets, including
KITTI [29] and MOT17 [30-32] training datasets. We utilize training datasets rather than
test sets for two key reasons: first, test datasets lack ground-truth track IDs necessary for
tracking performance evaluation, and second, our algorithm specifically targets enhance-
ment of suboptimal detection models—a scenario that training datasets effectively simulate
through their inherent detection challenges. This evaluation approach provides compre-
hensive performance analysis while ensuring access to complete ground-truth annotations
required for accurate assessment of both detection and tracking improvements.

3.5. Performance Metrics

To assess the performance of the proposed framework, four distinct metrics are
considered—Detection Accuracy (detA), Multiple Object Tracking Precision (MOTP),
and Multiple Object Tracking Accuracy (MOTA), and IDF1 [33,34].

Detection Accuracy measures how well a tracking algorithm predicts an object location
in each frame, typically utilizing IOU thresholds. For a sequence of frames, if the algorithm
yields True Positive TP, False Positive FP, and False Negative FN, detA can be computed as

TP

detA = T FP T EN ©)
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MOTP quantifies the average spatial misalignment between the correctly detected
objects (true positives) and their corresponding ground truth targets [30]. It is computed as

T di

TP =
MO S0

)
Here, ¢; denotes the number of matches in frame t and di expresses the bounding box
overlap of object i in frame t with its ground truth. Thus, MOTP measures how closely
the predicted bounding box aligns with the ground truth for true positives, indicating the
detected objects’ localization precision.
The MOTA is calculated following this formula:

Xi(my + fpr + mmey)

MOTA =1 —
248t

(®)

where m;, fps, and mme; are the number of misses, false positives, and mismatches, respec-
tively, for time t, normalized by the total number of objects present in all frames.
The IDF1 metric is used to evaluate the consistency of a tracker by measuring the du-
ration over which the tracker correctly follows an object. It is calculated using the formula:
2-IDTP

IDFl = 5 15Tp + IDEP + IDEN ©)

where

e IDTP (ID True Positive) refers to the number of correctly tracked detections,

e IDFP (ID False Positive) refers to the number of incorrectly tracked detections as well
as false detections,

e IDEN (ID False Negative) refers to the number of ground truth objects that are
not tracked.

Given our primary objective of enhancing detection accuracy, we focus on detA
and MOTA as our key performance indicators. As demonstrated in the analysis by
Luiten et al. [34], improved detection performance typically increases detA and MOTA
while potentially decreasing IDF1 and Higher-order Tracking Accuracy (HOTA), since
algorithms that prioritize detection may permit ID switches to capture more objects. There-
fore, we evaluate our method using detA and MOTA, which directly align with our
detection-focused approach. For direct comparison of performance, we selected ByteTrack
as ByteTrack demonstrated the highest weighted macro-average MOTA score on different
benchmark datasets [35].

3.6. Hardware

All experiments were conducted on a system with Intel Xeon Gold 6130 32-core CPU
with 2.1 GHz clock speed, 128 GB RAM, and NVIDIA TITAN RTX GPU.

4. Results
4.1. Qualitative Performance Analysis in Custom Test Environment

First, we tested our detection enhancement algorithm on a model trained on the
custom Unreal Engine scenario. A dataset of 7898 images, including 3004 open-source
images from the Roboflow community captured under diverse dynamic lighting conditions
and 212 simulated images generated in Unreal Engine, were used to train the YOLO
model using five classes: Human, Four-legged animals, Car, Military Vehicles, and Tank.
Only deer are included in the “Four-legged animal” class, and the “Military vehicles”
class encompasses military trucks, armored personnel carriers (APC), and armored cars.
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Examples from the training dataset are shown in Figure 6. The ‘Adam’ optimizer was used
to train the model with a learning rate of 0.001111 and momentum of 0.9 for 120 epochs.
Figure 7 shows the Precision—Recall curve and Figure 8 shows the F1 curve for all classes.
The lack of precision and recall—attributable to the limited size of the dataset—resulted in
missed detections in several frames due to low confidence, particularly for smaller objects
with lower confidence scores. This is evident in Figure 9, where a significant portion of
each class objects are misclassified as “background” (i.e., not detected), with the “Person”
class exhibiting the highest rate of missed detection due to its smaller size in a frame.
In total, 29% of the objects in the test dataset were rejected due to misclassification as
background. Upon closer observation, it was found that “Person” objects located farther
from the camera were more frequently misclassified due to their smaller image footprint
and limited discriminative features. The reduced scale of these distant objects makes it
challenging for the model to extract meaningful spatial cues, leading to a higher false-
negative rate. A potential approach to mitigate this limitation involves incorporating
scale-aware detection strategies or leveraging depth cues to enhance spatial representation
such as multimodal fusion for object detection [36,37] or utilizing RGB-D camera data
for model training [38] to impart depth information, which increases model complexity
and data dimensionality. PrED is designed to alleviate this issue within the RGB domain,

as demonstrated in the following sections.

Figure 6. Sample training images for the custom scenario model.

Precision-Recall Curve
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Figure 7. Precision—Recall curve of the custom scenario detection model.
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Figure 8. F1 curve of the custom scenario detection model.
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Figure 9. Normalized confusion matrix of the trained model on the test custom detection dataset.

4.1.1. Scenario 2: Object Getting Detected by Backbone for One Frame

Figure 10 illustrates a scenario where an object is detected by a YOLO detector in a
single frame and then disappears. In this case, the pedestrian on the left side of the frame
was detected in frame 1 but lost in subsequent frames. PrED, however, continues to track
the pedestrian (track 10) in the following frames. The high-confidence detection in frame
1 initializes the track, allowing PrED to leverage low-confidence bounding boxes. Even
when no low-confidence bounding box is available in frame 4, PrED is still able to detect
track 10 (bounding box with red dot) due to its high « value, which enables it to retain the
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object’s line-of-sight for future frames and enhances detection. In contrast, ByteTrack fails
to detect the object in any of the frames.

4.1.2. Scenario 1: Two Similar Objects in Close Proximity

Figure 11 illustrates a scenario in which two similar objects (four-legged animals/deer)
are in close proximity. The YOLO backbone successfully detects the deer further from the
vehicles in frame 1 and 2 but loses its detection in subsequent frames. For PrED, these
two detections raise the « value of the object high enough that it maintains tracking the
deer (track 5) in subsequent frames. Meanwhile, the deer close to the vehicles (track 4) are
being predicted without any bounding box based on its high a (bounding box with red dot).
Despite that, no switch in tracking ID was observed. As the « value for track 4 decays, its
bounding box prediction ceases in frame 5 but reappears in frame 6 with the same tracking
ID due to the availability of a low-confidence bounding box. Notably, ByteTrack fails to
detect either of the two objects over the six frames.

4.1.3. Scenario 3: Object Moving out of the Frame

The phenomenon of objects rapidly moving out of the frame is common for dashboard-
mounted camera scenarios. Figure 12 illustrates a scenario where a vehicle on the right
side of the frame gradually disappears from the observer’s point of view. Although the
detector fails to detect the object after frame 1, PrED continues tracking the object until it
fully disappears. By frame 4, the object (track 7) retains a high « value due to its continuous
detection in prior frames. However, no bounding box is predicted at this stage due to
low similarity in template matching, effectively preventing the generation of false-positive
bounding boxes. In contrast, ByteTrack ceases to detect the object after frame 1.

Again, in Figure 13, we can observe that to maintain the line-of-sight of the disappear-
ing vehicle, PrED keeps creating a bounding box around the disappearing vehicle, even
when the detector does not generate even low-confidence bounding boxes for the object
(frame 3 and 4, red dot in the bounding box). The algorithm discards the track after the
object completely disappears from the frame.
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Figure 10. Comparison of performance of ByteTrack (middle) and PrED (right) in retaining detection
and tracking. The left column consists of high-confidence detection by backbone YOLO. Here, the
human is getting tracked after detection by YOLO in frame 1, leveraging low-confidence bounding
boxes and high « values. The bounding box with a red dot at the center indicates an object missing
by the base detector, but still getting tracked due to its high «.
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Figure 11. Detection and tracking of low-confidence objects by ByteTrack (middle) and PrED (right).
The left column consists of high-confidence detections by backbone YOLO. In the right column, track
5 is being consistently predicted in subsequent frames after getting detected by the backbone in frame
1, and successfully avoids ID-switching with track 4, despite both of them being objects of the same
class (four-legged animals).
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Figure 12. Comparison of performance of ByteTrack (middle) and PrED (right) when an object
gradually moves out of the frame. The left column consists of high-confidence detection by back-
bone YOLO. The military vehicle in the right edge of the frame (track 7) is gradually moving out of
sight. PrED is tracking the vehicle till the last frame.
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Figure 13. Comparison of performance of ByteTrack (middle) and PrED (right) when an object
gradually moves out of the frame and backbone YOLO stops generating low-confidence bounding
box. The left column consists of high-confidence detection by backbone YOLO. The military vehicle
(track 12) is not getting detected by YOLO even with low-confidence bounding boxes after frame 1,
but PrED continues to track the vehicle till its complete absence.

4.2. Evolution of «

The predictability score « is the key contribution of this study. Figure 14 illustrates its
evolution across frames. In frame ¢, a new high-confidence object under the “four-legged
animal” class is detected but unmatched with any existing track, creating a new object
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Object Detection by
backbone detector

Final object detection
and tracking

ID with « = 0.54 (initialized from its confidence score). In frame t + 1, the same object
is detected again with high confidence and matched with object 5, so «[5] increases by
71, = 0.25 10 0.79. At frame t 4 2, it matches a low-confidence detection, leading to another
increment by 7; = 0.125, yielding a[5] = 0.915. In frame f + 3, the backbone detector misses
the object, but since «[5] is higher than v = 0.5, the missing object prediction function takes
place. The score is first penalized by A; = 0.05, then partially recovered by A, = 0.025
after confirming that the template similarity between the predicted and stored templates
exceeds J, prompting the bounding box to be drawn in the final frame.

= | o SPUE
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Figure 14. Frame-by-frame evolution of predictability score «. of track 5 (Four-legged animal). The
object is detected by the backbone detector with high confidence in frames t and ¢ + 1, and thus the
track ID is initialized and continued to frame t + 1 after calculation of a. The object is detected via a
low-confidence bounding box in frame f + 2. In the final frame, despite the backbone failing to detect
the object, the high « triggers template similarity calculation. The bounding box with a red dot at the
center indicates the template-matched track continuation in the absence of backbone detection.

4.3. Ablation Study

Table 2 presents an ablation study examining the individual contributions of the
key algorithmic components introduced in this work. For this analysis, we selected se-
quence MOT17-13, which features a challenging combination of dense pedestrian and
vehicle populations alongside significant camera motion that simulates vehicular move-
ment—conditions that directly align with our algorithm’s intended application domain.

The ablation results demonstrate that the predictability score « constitutes the primary
contributor to false negative reduction, achieving an 18% decrease in false negative cases
while providing a modest 0.16% improvement in detection accuracy, alongside more
substantial gains of 1.2% in MOTA and 1.3% in IDF1. The subsequent incorporation of
template matching as a similarity metric yielded significant performance enhancements,
contributing an additional 2% improvement in detection accuracy and a 3.4% increase in
IDF1 score relative to the a-only algorithm.

PrED v1.5 introduced variable reward factors that assign differential weights to low
and high-confidence matches, with low-confidence matches receiving reduced influence
in the a calculation. This modification effectively addresses the false positive inflation
previously caused by extended track memory retention, resulting in a 1.7% improvement
in detection accuracy and a substantial 6% increase in MOTA to 0.5513.

The artificial bounding box creation (ABC) component demonstrates considerable poten-
tial, independently improving MOTA by 5% even without the variable reward function. While
ABC increases false positive rates due to erroneous bounding box generation in object-absent
regions, the consistent improvements observed across all performance metrics (detA, MOTA,
IDF1) confirm its critical contribution to the overall algorithm effectiveness. The complete
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PrED v2.2 system, incorporating all four components, achieves comprehensive performance
gains: a 23.4% reduction in false negative cases, accompanied by improvements of 4.4% in
detection accuracy, 6.8% in MOTA, and 8.8% in IDF1 compared to the baseline. These results
are particularly noteworthy given that MOT17 represents one of the most challenging bench-
marks due to its dense object populations. The 4-9% performance improvements achieved
under these demanding conditions translate to even greater gains in our target application
domain—dash-mounted camera tracking from moving vehicles—as empirically validated
through experiments on KITTI and custom Unreal Engine scenarios.

Table 2. Ablation study on MOT17-13 sequence for different parameters. Here, a = introduc-
tion to predictability score in algorithm, TM = template matching, ABC = artificial bbox creation,
VR = variable reward Ffactor.

Tracker « ™ ABC VR FN FP IDSW detA MOTA IDF1
Baseline X X X X 9391 898 154 0.4184 0.486 0.487
PrED v1 v X X X 7676 2080 377 0.420 0.498 0.500
lilrlE E v v 7497 2137 360 0.4402 0.4915 0.5344
I;rlE 15) v v X v 7593 1048 423 0.4571 0.5513 0.5654
Ii}r;EOD v v v X 7217 1382 436 0.4613 0.5528 0.5726
lilrzE 2D v v v v 7192 1366 448 0.4622 0.5542 0.5748

Symbols: v'= component used, X = component not used.

4.4. Quantitative Performance Analysis
4.4.1. Custom Unreal Engine Test Environment

Table 3 presents a performance comparison of the three frameworks across different
scenarios in the Unreal Engine test environment. Two sample videos from the test environ-
ment were selected, and a total of 784 images were manually evaluated for performance
analysis. The results demonstrate that the proposed framework significantly enhances
detection performance over the baseline YOLO model by reducing false negative cases.
The reduction in false negative cases was 33.4% for the low-density scenario and 19.2% for
the high-density scenario, resulting in a 15.8% and 11.2% increase in detection accuracy
for both cases, respectively. Additionally, the proposed framework achieved MOTA scores
of 66.4% and 41.1%, outperforming ByteTrack by 15.8% and 6.9% in the low-density and
high-density scenarios, respectively.

Table 3. Performance comparison in test scenarios. Here, our proposed algorithm is PrED (PrED v2.2).

Density Algorithms FN FP IDSW DetA MOTA
Base YOLO 639 6 na 0.508 na
Low ByteTrack 648 3 2 0.508 0.506
PrED 425 1 3 0.666 0.664
Base YOLO 2973 17 na 0.301 na
High Bytetrack 2786 16 1 0.342 0.342
PrED 2402 111 7 0.413 0.411

4.4.2. KITTI Training Dataset

To evaluate PrED’s performance on a benchmark driving scenario dataset, we trained
a model using the KITTI dataset processed by Sebastian Krauss [39]. The KITTI training
dataset contains 7464 images captured under a wide range of shadow patterns and lighting
conditions under dry weather, providing natural variability for model evaluation. Four
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1.4 Megapixel Point Grey Flea 2 cameras were used to capture RGB and greyscale videos
at 10 FPS. The images were later cropped to 1382 x 512 pixels to generate the dataset.
To simulate suboptimal detection performance, we employed the Adam optimizer with
a learning rate of 0.000833 and momentum of 0.9 for 50 epochs. The resulting model’s
performance characteristics are illustrated in Figure 15 (Precision-Recall curve), Figure 16
(F1 curve), and Figure 17 (normalized confusion matrix). The confusion matrix reveals
significant detection deficiencies: even at the default confidence threshold of 0.25, the model
misclassifies 25% of ‘cyclist’ objects, 31% of ‘pedestrian” objects, 62% of “person sitting’
objects, and 16% of “van’ objects as background, demonstrating the substantial room for
improvement that PrED aims to address.

Precision-Recall Curve
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Figure 15. Precision—Recall curve of KITTI object detection model.
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Figure 16. F1 curve of KITTI object detection model.
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Figure 17. Normalized confusion matrix of KITTI object detection model.

Table 4 presents the performance comparison between PrED and ByteTrack on the
KITTI training dataset. Consistent with our custom dataset results, PrED significantly
outperforms ByteTrack, achieving 8% higher detA and MOTA. Despite some increase in
false positive and ID switch cases, the substantial 37.6% reduction in false negative cases
proves particularly impactful, enabling PrED to excel across additional tracking metrics,
including MOTP, IDF1, and HOTA. These comprehensive improvements demonstrate
that PrED’s detection enhancement strategy effectively translates into superior overall
tracking performance.

Table 4. Performance comparison in KITTI training dataset. Here, our proposed algorithm is PrED
(PrED v2.2).

Algorithms FN FP IDSW detA MOTA MOTP IDF1 HOTA
ByteTrack 17,703 1288 285 0.488 0.5932 0.7957 0.6974 0.5681
PrED 11,055 3655 531 0.571 0.666 0.8087 0.7362 0.5998

4.4.3. MOT17 Training Dataset

To evaluate PrED’s performance in high-density tracking scenarios, we trained a
model using the MOT17 training dataset. The MOT17 training dataset contains image
sequences from different Full-HD (1920 x 1080 pixels, 25 FPS) and VGA (640 x 480 pix-
els, 14 FPS) videos. The training utilized all 15,948 day-and-nighttime images under dry
weather without preprocessing or augmentation to maintain realistic conditions. To simu-
late suboptimal detection performance, we employed the Adam optimizer with a learning
rate of 0.000625 and momentum of 0.9 for only 20 epochs—deliberately limiting the train-
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ing duration. The resulting model’s performance characteristics are shown in Figure 18
(Precision—Recall curve), Figure 19 (F1 curve), and Figure 20 (normalized confusion matrix),
which demonstrate the detection deficiencies that PrED is designed to address.

Precision-Recall Curve
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Figure 18. Precision—Recall curve of MOT17 object detection model.
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Figure 19. F1 curve of MOT17 object detection model.
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Figure 20. Normalized confusion matrix of MOT17 object detection model.

A quick overview of these figures reveals the model’s limited capacity to detect objects
across multiple classes, as evidenced by low detection confidence scores and frequent
misclassification of objects as background. Table 5 demonstrates that PrED achieved a 13%
reduction in false negative cases, translating to 4% improvement in detection accuracy
and 1.5% improvement in MOTA compared to ByteTrack. The improvements in detA and
MOTA may appear modest compared to those achieved on the KITTI dataset; however, they
highlight the robustness of the proposed architecture even in dense, pedestrian-dominant
environments such as MOT17. As expected, ByteTrack achieves higher MOTP since PrED
deliberately incorporates lower-confidence detections to draw bounding boxes to reduce
false negatives, which may introduce some localization noise. While the detection enhance-
ment in this scenario was insufficient to improve IDF1 and HOTA metrics, this outcome
aligns with our algorithm’s primary objective of enhancing the detection performance of
low-classification-accuracy objects, particularly in challenging high-density environments
where even modest improvements represent significant practical gains.

Table 5. Performance comparison in MOT17 training . Here, our proposed algorithm is PrED (PrED
v2.2).

Algorithms FN FP IDSW detA MOTA MOTP IDF1 HOTA
ByteTrack 72555 41182 8288 0.4804 0.5507 0.8071 0.5579 0.4407
PrED 63518 43833 11294 0.520 0.5652 0.786 0.5134 0.402
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5. Discussion

The proposed PrED framework represents a targeted approach to enhancing detection
accuracy and subsequent tracking performance when working with suboptimal detection
models. Given the strong dependence of tracking performance on detector accuracy, our
primary objective was to effectively leverage low-confidence detections and recover unde-
tected tracks to improve overall system performance. Since PrED is specifically designed
for autonomous vehicle applications, maximizing detection accuracy takes precedence over
minimizing identity switches, as missed detections pose greater safety risks than occasional
track fragmentation.

The PrED architecture integrates three key mechanisms designed to enhance overall
detection robustness. First, it employs a one-shot similarity computation for bounding
boxes that considers both high- and low-confidence detections, enabling more effective
similarity matching across frames. Second, it maintains an adaptive predictability score for
each object, which governs the object’s memory retention lifetime through dynamic reward
and penalty updates based on prediction consistency. Finally, when the backbone detector
fails to identify an object with previously high confidence, PrED performs a template-based
similarity assessment to estimate the object’s location and regenerate its bounding box,
thus ensuring temporal continuity and mitigating missed detections.

The proposed architecture demonstrates robust performance across all three evaluation
environments by predicting undetected objects and generating corresponding bounding
boxes, thereby improving object visibility and enhancing both detection and tracking ac-
curacy. In the custom Unreal Engine environment, the algorithm achieves substantial
improvements over ByteTrack, with gains of 8-16% in both detection accuracy and MOTA.
On the KITTI dataset, PrED outperforms ByteTrack by 8% in both detection accuracy and
MOTA, with corresponding improvements observed across all complementary metrics
(MOTP, IDF1, HOTA). Even on the challenging MOT17 benchmark, PrED maintains its
advantage with improvements of 4% in detection accuracy and 1.5% in MOTA, demonstrat-
ing the algorithm’s effectiveness across diverse scenarios ranging from controlled synthetic
environments to real-world pedestrian tracking challenges.

These consistent performance gains across varied testing conditions validate the
framework’s robustness and its potential for deployment in autonomous vehicle systems,
where reliable object detection and tracking are paramount for safe operation.

6. Conclusion

The proposed PrED framework addresses the critical challenge of maintaining object
visibility when base detection models fail to identify objects across consecutive frames.
By accurately predicting object locations during detection gaps, PrED effectively bridges
temporal discontinuities and enhances overall tracking performance. The framework
achieves this objective through reliable position prediction for objects lost by the detec-
tion algorithm, as evidenced by substantially reduced false negative rates compared to
baseline methods.

PrED demonstrates substantial performance improvements across diverse evaluation
scenarios. In automotive applications, the framework notably enhances baseline YOLO
detection accuracy, leading to consistent gains across all major tracking metrics. Moreover,
its performance on the challenging MOT17 dataset highlights PrED’s robustness and
generalization capability beyond its primary autonomous vehicle domain.

However, several avenues exist for future enhancement of the framework. Current
processing speeds of 13 FPS for low-density scenarios and 3—4 FPS for moderate-to-high-
density scenarios limit real-time applicability of PrED. Future work will focus on optimizing
memory management and sorting algorithms to achieve higher throughput. Additionally,
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integrating lightweight neural networks for object-specific feature extraction and directional
analysis could further improve tracking precision. These developments would advance
PrED toward a more efficient, real-time capable framework suitable for deployment in
safety-critical autonomous vehicle systems.

Author Contributions: Conceptualization, A.R. and S.A.; methodology, A.R.; software, A.R.; vali-
dation, A.R. and S.A; formal analysis, A.R.; investigation, A.R. and S.A.; resources, S.A., HW. and
T.W.; data curation, A.R.; writing—original draft preparation, A.R.; writing—review and editing,
S.A.; visualization, A.R.; supervision, S.A.; project administration, S.A., H-W. and T.W. All authors
have read and agreed to the published version of the manuscript.

Funding: This research received no external funding

Data Availability Statement: The source codes of our study are available at: https://github.com/11
rahi23/PrED (accessed on 11 November 2025).

Acknowledgments: The authors would like to acknowledge the use of Unreal Engine assets by
Advanced Science and Automation Corp (ASAC) for model training and evaluation.

Conflicts of Interest: The authors declare no conflicts of interest .

Abbreviations
The following abbreviations are used in this manuscript:

PrED Predictive Enhancement of Detection
YOLO  You Only Look Once

10U Intersection over Union

detA Detection Accuracy

MOTA  Multi-Object Tracking Accuracy
IDF1 Identity F1

HOTA  Higher Order Tracking Accuracy
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