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Abstract: Construction contract review demands specialized expertise, requiring compre-

hensive understanding of both technical and legal aspects. While AI advancements offer 

potential solutions, two problems exist: LLMs lack sufficient domain-specific knowledge 

to analyze construction contracts; existing RAG approaches do not effectively utilize do-

main expertise. This study aims to develop an automated contract review system that in-

tegrates domain expertise with AI capabilities while ensuring reliable analysis. By trans-

forming expert knowledge into a structured knowledge base aligned with the SCF classi-

fication, the proposed structured knowledge-integrated RAG pipeline is expected to ena-

ble context-aware contract analysis. This enhanced performance is achieved through three 

key components: (1) integrating structured domain knowledge with LLMs, (2) imple-

menting filtering combined with hybrid dense–sparse retrieval mechanisms, and (3) em-

ploying reference-based answer generation. Validation using Oman’s standard contract 

conditions demonstrated the system’s effectiveness in assisting construction professionals 

with contract analysis. Performance evaluation showed significant improvements, achiev-

ing a 52.6% improvement in Context Recall and a 48.3% improvement in Faithfulness 

compared to basic RAG approaches. This study contributes to enhancing the reliability of 

construction contract review by applying a structured knowledge-integrated RAG pipe-

line that enables the accurate retrieval of expert knowledge, thereby addressing the in-

dustry’s need for precise contract analysis. 

Keywords: contract review; automated contract analysis; retrieval-augmented generation; 

large language models; knowledge base; standard contract form 

 

1. Introduction 

Construction projects often encounter disputes due to inadequate contract manage-

ment, including ambiguous terms, poor communication, and misinterpretations of obli-

gations. Contract document errors and omissions are primary causes of disputes in major 

construction markets [1], significantly impacting project success by escalating costs and 

delaying timelines. Recent industry reports highlight a dramatic rise in construction dis-

pute costs over a short period [2]. 
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Construction contract review is critical as dispute values continue to rise, requiring 

timely and specialized expertise. Generally, major Korean construction companies have 

substantial global project expertise. They deploy diverse teams of professionals with 15–

20 years of experience in legal, contract, project management, and risk management fields. 

These teams manage comprehensive project preparation cycles that typically span 4–6 

months, including the bidding and contract negotiation phase. 

Engineers often struggle with legal aspects, while lawyers may lack understanding 

of technical details [3] (p. 10). International projects add complexity due to varying legal 

systems, necessitating the knowledge of diverse contracts and legal systems [4]. Expertise 

in contract review demands understanding and interpreting complex conditions involv-

ing both technical and legal knowledge. This requires deep familiarity with practices that 

vary according to project type and characteristics and according to country and regional 

preferences. Professionals must integrate these aspects to identify risks, provide clear in-

terpretations, and align with project objectives. Particularly in the case of FIDIC forms, the 

complexity is heightened, where highly interconnected clauses necessitate a comprehen-

sive analysis of their interactions [5] (p. 30). Numerous cross-references and complex sen-

tence structures further increase the risk of misunderstandings [6]. 

The emergence of Artificial Intelligence (AI) and Large Language Models (LLMs) of-

fers promising approaches to provide expert knowledge and increase productivity in con-

tract management. AI-driven contract analysis tools, in particular, hold the potential to 

streamline contract review processes and strengthen risk management capabilities. By au-

tomating repetitive tasks, these technologies enable construction professionals to effi-

ciently manage contracts. However, applying current LLMs in contract management pre-

sents limitations. As general-purpose models, they raise concerns about the trustworthi-

ness of their outcomes in precision-critical contractual contexts. The lack of domain-spe-

cific knowledge leads to missing subtle meanings in complex clauses, which hinders the 

models’ ability to interpret the contract holistically. This makes it difficult to provide reli-

able analysis across the entire document, as nuances and interdependencies between 

clauses may be overlooked or misinterpreted. 

To overcome these limitations, this study proposes a structured knowledge-inte-

grated RAG pipeline that enhances the Retrieval-Augmented Generation (RAG) process 

for construction contract review. The proposed approach includes three key components: 

(1) a structured knowledge framework that systematically organizes technical and legal 

expertise; (2) a two-stage retrieval mechanism combining classification-based filtering 

with dense–sparse retrieval methods for accurate improved knowledge retrieval; and (3) 

reference-based answer generation that improves response accuracy and reliability. 

This research aims to bridge the gap between contract review challenges in practice 

and the limitations of general purpose LLMs and RAG approaches. The structured 

knowledge-integrated approach enhances the practical applicability of automated con-

tract review tools in construction projects by addressing key challenges in knowledge re-

trieval and response generation. This research hypothesizes that the structured 

knowledge-integrated RAG pipeline provides significantly improved performance in con-

struction contract review compared to existing LLMs and RAG approaches, particularly 

in terms of retrieval accuracy and response generation reliability. 

2. Research Background 

2.1. AI and LLM Applications in Contract Management 

The application of AI and LLMs in construction contract management has progressed 

substantially, leading to significant technological advancements as well as various imple-

mentation challenges. Early research predominantly employed rule-based Natural Lan-

guage Processing (NLP) methods for risk detection, compliance checking, and clause 
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analysis [7–11]. These approaches were later expanded to include uncertainty analysis and 

automated compliance checking [12,13]. 

Conventional machine learning methods began with litigation outcome prediction 

using various classifiers [14]. Subsequent studies implemented Support Vector Machines, 

Naïve Bayes, and other machine learning approaches for compliance checking and re-

quirement classifications [15–17]. Hybrid approaches combining rule-based and machine 

learning methods were also explored [18,19]. 

Deep learning and transformer-based models further enhanced contract analysis ca-

pabilities, including Bi-LSTM, Conditional Random Fields, and BERT [20–23]. Recent ad-

vancements employ architectures like DeBERTa and pre-trained BERT for risk prediction 

and dispute classification [24–27]. More recently, LLMs with knowledge-augmented ap-

proaches have shown significant potential in contract management [28,29]. 

However, current AI solutions face significant limitations. LLMs struggle with do-

main-specific knowledge not widely represented in their training data [30]. Simply in-

creasing the model size does not significantly help in recalling specialized information 

[31]. 

Figure 1 examines FIDIC Sub-clause 19.2’s 14-day notice requirement and whether it 

acts as a time-bar provision. This analysis reveals a critical limitation in LLMs’ contract 

analysis capabilities. Although experienced construction professionals can recognize that 

Clause 19.2 operates as a time-bar, three LLMs (GPT o1, GPT-4 Turbo, and Claude Sonnet) 

all incorrectly concluded otherwise. Their responses revealed two major oversights: fo-

cusing solely on explicit language in one clause and missing the contractual link between 

Sub-clause 19.2 and 19.4, where timely notice is a prerequisite for Force Majeure relief. 

This example highlights the challenges that current LLMs face in processing the complex, 

the interconnected nature of construction contracts. Proper interpretation requires deep 

domain knowledge and the ability to analyze clauses comprehensively, not in isolation. 

Current methods also face substantial challenges, including performance degrada-

tion when handling lengthy documents, with accuracy dropping to 55% for contracts ex-

ceeding ten paragraphs [32]. These limitations are particularly evident in RAG systems, 

which face challenges in handling large volumes of unstructured data and generating re-

liable outputs when processing complex contract conditions. 

While AI and LLM-based approaches have made progress—from early rule-based 

methods to advanced deep learning and knowledge-augmented techniques—several 

gaps remain. Existing studies often rely on semantic or lexical similarity, making it diffi-

cult to capture the contextual interplay of technical and legal details essential for construc-

tion contracts. Domain knowledge is often missing from general-purpose LLMs. Moreo-

ver, unstructured and lengthy contractual documentation can significantly undermine re-

trieval performance, which in turn degrades the effectiveness of RAG systems. Hence, a 

more specialized approach that systematically incorporates expert domain knowledge is 

required to overcome the fundamental difficulties of complex contractual structures. 
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Figure 1. Example of LLMs’ limitation in interpreting FIDIC clauses. 

2.2. Research Problems and Motivation 

This study aims to address two critical research problems in automated construction 

contract review. First, LLMs lack sufficient domain-specific knowledge to analyze con-

struction contracts effectively. The process demands simultaneous understanding of both 

technical and legal aspects, yet LLMs struggle to integrate and apply this specialized ex-

pertise reliably. Second, existing RAG approaches do not effectively utilize domain exper-

tise in their retrieval and answer generation processes. They rely heavily on semantic and 

lexical similarity, limiting their ability to capture deeper contractual relationships and im-

plications that require domain knowledge. 

These challenges necessitate a new approach that can systematically integrate tech-

nical and legal expertise while ensuring reliable and consistent automated analysis. By 

integrating structured domain knowledge into the RAG pipeline, the proposed system 

aims to overcome current limitations while enhancing the accuracy and consistency of 

automated contract reviews. This is achieved by implementing a structured knowledge 

framework that systematically organizes technical and legal expertise, developing an en-

hanced retrieval mechanism for complex documents, and establishing reliable answer 

generation processes based on structured reference knowledge. 

3. Materials and Methods 

3.1. System Requirements 

To effectively address these challenges, the proposed construction contract review 

system must meet several requirements. These requirements focus on integrating expert 

knowledge, incorporating precise retrieval mechanisms, generating accurate and 
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traceable answers, and maintaining connections to reference sources, all of which are cru-

cial for processing complex construction contracts. 

First, the system needs to integrate technical and legal expertise through a systemat-

ically organized knowledge structure. LLMs often struggle with domain-specific 

knowledge that is not widely represented in their training data—especially in specialized 

fields like construction contracts. Therefore, integrating structured knowledge into the 

RAG pipeline is essential for accurately analyzing specific clauses and handling special-

ized terms, ensuring comprehensive coverage and precise interpretation of contract 

clauses. 

Second, the system must incorporate precise retrieval mechanisms to effectively re-

trieve relevant clauses and information from extensive text documents. To overcome lim-

itations in handling large volumes of unstructured information and maintaining con-

sistent interpretations, the system should employ classification-based filtering to extract 

pertinent information, even from lengthy and complex documents with interconnected 

clauses. 

Third, the system must generate answers that are not only accurate but also traceable 

to their sources. Given the uncertainty inherent in LLM outputs, implementing reference-

based answer generation ensures all responses are supported by and linked to specific 

sections of the knowledge base. This approach enhances the reliability and trustworthi-

ness of the automated analysis, allowing users to verify outputs. 

3.2. System Architecture 

The system’s core functionality comprises three main components, as illustrated in 

Figure 2. First, the knowledge base contained structured information required for contract 

review. It stored SCF information and organized expert knowledge, mapping clauses to 

relevant expert analyses, legal information, and practical considerations. This structured 

repository provided a clear framework for analyzing various types of construction con-

tracts. 

Second, the Retrieval Component employed a two-stage retrieval mechanism to ef-

fectively retrieve relevant information. In the first stage, classification-based filtering nar-

rowed down pertinent sections by categorizing clauses based on predefined criteria. In 

the second stage, dense–sparse retrieval methods extracted precise information from the 

filtered results. This combination ensures both precision and relevance, enabling the sys-

tem to identify modified, added, and omitted clauses by comparing the input contract 

against the SCF, even in lengthy and complex documents with interconnected clauses. 

Third, the Generation Component performed differential analysis by comparing the 

input contracts to the SCF. It utilized contextual understanding to identify deviations and 

assess their implications. By leveraging the robust knowledge base and the precise re-

trieval of relevant information, the system generated trustworthy contract analyses. These 

components worked together to ensure high accuracy and consistency in the generated 

results. 
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Figure 2. System architecture. 

Conventional approaches to contract analysis face significant limitations. Base LLMs 

rely solely on basic user prompts, leading to hallucination issues and high fine-tuning 

costs for domain-specific tasks. Search-augmented LLMs, while incorporating web search 

capabilities, struggle with unreliable information sources and often blend non-expert 

opinions with expert knowledge. Basic RAG systems, though more advanced, fail to ef-

fectively handle complex contractual contexts due to scattered domain information and 

unstructured expert knowledge. 

The proposed method features structured domain knowledge and organized expert 

insights integrated into the RAG pipeline. Structuring the Knowledge Base according to 

SCFs provides a clear framework for analyzing construction contracts. This integration 

enhanced the accuracy of contract clause interpretation while maintaining the efficiency 

of automated analysis. Consequently, the system delivered transparent and traceable re-

sults, effectively addressing the complexities inherent in construction contract review pro-

cesses. As shown in Table 1, the proposed method offers significant advantages over con-

ventional approaches in information retrieval mechanisms and context processing meth-

ods. 

Table 1. Comparison of information retrieval and context processing methods. 

 
Information Re-

trieval Mechanism 
Context Information Prompt Limitations 

Base LLM None None 
- Basic user 

prompt only 

- Hallucination issues 

- High cost requirements (for 

fine-tuning) 

Search-Aug-

mented LLM 
Web search 

- Unstructured web information  

- Combined expert and non-ex-

pert information  

- Dynamic online content 

- User prompt 

- Retrieved web 

context 

- Unreliable information 

sources  

- Mixes expert/non-expert con-

tent 

Basic RAG 
Corpus-based re-

trieval 

- Scattered domain information 

- Unstructured expert 

knowledge 

- User prompt 

- Retrieved con-

text 

- Poor information retrieval for 

complex reasoning 

- Limited context understand-

ing 

Proposed 

Method 

Knowledge-based 

retrieval 

- Structured domain infor-

mation 

- Organized expert knowledge 

- User prompt 

- Retrieved con-

text 

- High initial costs 

- Requires ongoing mainte-

nance 

  



Buildings 2025, 15, 923 7 of 21 
 

3.3. Knowledge Base Component 

This section addresses the first requirement: the systematic integration of expert 

knowledge to support accurate interpretation and analysis of contract clauses. The 

knowledge base includes expert knowledge organized around the SCF, mapping each 

clause to relevant expert analyses, legal information, and practical considerations. The 

knowledge base was developed through multiple expert sources: comprehensive clause-

by-clause expert analysis and legal interpretations [3] (Section 4), fundamental practical 

considerations for contract implementation [33] (Section 2), and region-specific practical 

issues when applying FIDIC conditions in the United Arab Emirates construction context 

[34] (pp. 293–385). 

Figure 3 illustrates the process of integrating knowledge into the SCF classification 

within the knowledge base. The workflow encompassed data collection from both SCFs 

and related guidebooks, highlighting the extraction of relevant information for each 

clause. Text preprocessing and information processing stages prepared the data by clean-

ing and standardizing it. The aggregation stage consolidated this information, aligning it 

with the knowledge base structure through the SCF classification. This classification en-

sured that each clause is precisely categorized and linked, facilitating comprehensive con-

textual analysis that considers the context of each clause. By employing the SCF classifi-

cation, the system systematically organized contract clauses, ensuring that each clause is 

accurately mapped to its corresponding knowledge. 

Table 2 presents the composition of the knowledge base, integrating each SCF clause 

or sub-clause with three specific types of information. The knowledge was structured 

around the FIDIC Red Book 1999, providing a detailed framework for each contract 

clause. 

Each sub-clause of the FIDIC Red Book was systematically documented, integrating 

the original contract text (165 corpuses; averaging 168 words per clause) with three key 

components: (1) expert analysis (165 corpuses: averaging 1042 tokens each) providing de-

tailed explanations of contractual requirements and obligations; (2) legal information (106 

corpuses: averaging 468 tokens each) covering legal requirements and jurisdictional con-

siderations; and (3) practical considerations (123 corpuses: averaging 98 tokens per each) 

addressing common challenges and historical problems. 

The knowledge base requires continuous updates to incorporate new acquired infor-

mation from project implementations and to reflect occasional changes in SCFs. Within 

this structured framework, metadata-based management was implemented to maintain 

consistency and manage updates effectively. Each instance in the SCF classification sys-

tem included metadata fields such as version number, publication date, and revision his-

tory. This metadata supported flexible reflection of updated information including minor 

changes, SCF revisions, and reprints and acquired knowledge through project lessons 

learned while maintaining the hierarchical organization of contract clauses. 

Table 2. Composition of the knowledge base for FIDIC Red 1999. 

Type Description 
Number of 

Corpus 

Average Number 

of Tokens 

Clause/Sub-Clause of SCF 
Clause text from standard contract forms, providing the 

base reference for analysis and comparison 
165 168 

Expert Analysis 
Detailed explanations of contractual requirements and obli-

gations 
165 1042 

Legal Information 
Case law, legal requirements, and jurisdictional considera-

tions 
106 468 

Practical Considerations Common challenges and historical problems  123 98 
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Figure 3. Structured integration process of knowledge into the SCF classification within the knowledge base. 
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3.4. Retrieval Component 

This section covers the second requirement, inclusion of precise retrieval mecha-

nisms. Combining classification-based filtering with hybrid search methods, this compo-

nent accurately and efficiently retrieved relevant information from complex contract doc-

uments. 

The retrieval mechanism operates as a two-stage process. First, clause classification 

based on SCF classification narrowed the search scope within the knowledge base, ensur-

ing that only pertinent clauses are considered, reducing noise and improving efficiency. 

Second, a hybrid search combined dense vector embeddings and sparse keyword-based 

methods to precisely identify relevant information, an approach that showed superior 

performance in text retrieval tasks [35]. Dense retrieval implemented FAISS, a k-NN 

search library, with the text-embedding-3-small model for semantic similarity searches, 

mapping textual data into a high-dimensional vector space to capture contextual mean-

ing. Sparse retrieval employed BM25—a well-established TF-IDF-based function that 

ranks documents according to query terms. 

This two-stage retrieval mechanism effectively targeted specific domain knowledge, 

enhancing the accuracy and reliability of contract analysis. By processing input contracts 

through this combined classification and hybrid retrieval method—integrating both dense 

and sparse retrieval techniques with relationship-aware ranking that considers intercon-

nections among contract elements—the system effectively identified relevant clauses and 

associated expert knowledge. 

Furthermore, using SCF classification in the initial filtering reduces the search space 

and aligns the retrieval process with standardized contract structures. This alignment is 

crucial for maintaining consistency and ensuring that the retrieved information is contex-

tually relevant. By structuring the retrieval mechanism in this way, the system efficiently 

handles the complexity and length of construction contracts, providing accurate and reli-

able analytical results. 

3.5. Generation Component 

This section addresses the third requirement: generating accurate and traceable an-

swers by maintaining connections to reference sources. The Generation Component is re-

sponsible for producing contract analyses based on the information prepared by the Re-

trieval Component and the structured knowledge base. 

After the Retrieval Component identified relevant clauses and associated expert 

knowledge, the Generation Component performed a differential analysis between the in-

put contract clauses and the corresponding SCF clauses. By comparing the input contract 

to the standard forms, it identified discrepancies such as modifications, additions, or omis-

sions. Utilizing contextual information from the knowledge base—including expert anal-

yses, legal information, and practical considerations—the component assessed the impli-

cations of these discrepancies. It ensured that each conclusion and recommendation is ex-

plicitly linked to specific sections of the knowledge base and SCF clauses, allowing users 

to easily trace the generated analyses back to their underlying sources, thus enhancing 

trustworthiness. 

Figure 4 illustrates the sequence diagram of the proposed method, detailing the in-

teractions between the system components during the contract analysis process. The pro-

cess begins with the user submitting an input contract to the system. The System Control-

ler received the contract and orchestrated the analysis by coordinating with the Retrieval 

Component. The Retrieval Component classified the input contract clauses based on the 

SCF classification to narrow down relevant sections. It then performs a hybrid retrieval 
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using both dense vector embeddings and sparse keyword-based searches to fetch perti-

nent information from the knowledge base. 

 

Figure 4. Sequence diagram of proposed method. 
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Subsequently, the Generation Component compared the input contract clauses with 

the corresponding SCF clauses to identify differences. It integrated contextual information 

such as expert analyses and legal considerations to assess the implications of these dis-

crepancies. The system then generated detailed analyses and recommendations, explicitly 

referencing the relevant sources. Finally, the output was delivered to the user, providing 

transparent and traceable insights into the deviations from the SCF. By maintaining clear 

connections to reference sources throughout the analysis, the Generation Component pro-

duced outputs that are not only accurate but also verifiable. 

3.6. Evaluation Method 

In this study, the Retrieval Augmented Generation Assessment System (RAGAS) 

comprehensively assessed the performance of four approaches: Base LLM, Search-Aug-

mented LLM, Basic RAG, and the proposed method that incorporates structured infor-

mation. This assessment demonstrates how effectively structured domain knowledge in-

tegrates into the RAG for construction contract analysis. 

Test cases were designed to evaluate the system’s capability to analyze contract 

clauses by considering multiple aspects, including expert analyses, legal information, and 

practical considerations. Each test case provides detailed ground truth answers that en-

compass all these aspects, ensuring that the system’s responses can be thoroughly evalu-

ated for completeness and accuracy. 

The evaluation method utilized RAGAS metrics, enabling assessment without reli-

ance on ground truth human annotations [36]. These metrics evaluated both retrieval and 

generation capabilities and were categorized into retrieval performance, response quality, 

and overall system effectiveness, as detailed in Table 3. 

Context Precision measured how relevant the retrieved information is to the query, 

ensuring that the system focused on pertinent contract clauses without unnecessary con-

tent. Context Recall evaluated the completeness of the retrieved information, confirming 

that all critical clauses needed to answer the query were included. 

Answer Relevancy assessed how directly the system’s responses address the user’s 

specific queries, ensuring practical usefulness for contract reviewers. Faithfulness meas-

ured how accurately the responses reflect information from the SCFs and expert 

knowledge base, maintaining the integrity of contract interpretation. 

Answer Correctness combined accuracy and quality to provide an overall measure 

of the system’s practical utility, determining whether the answers are correct and useful 

for professional contract review. These metrics assessed the system’s ability to retrieve 

relevant contract information and generate accurate, reliable analyses. 

Table 3. Evaluation metrics and description. 

Category Metric Metric Description Components Component Description 

Retrieval 

Context, Preci-

sion 

Relevance of retrieved 

information 

Ground Truth, 

Context 

Measures the proportion of relevant 

context within the retrieved infor-

mation 

Context Recall 
Completeness of re-

trieved information 

Ground Truth, 

Context 

Assesses the proportion of all rele-

vant context successfully retrieved 

Generation 

Answer Rele-

vancy 

How directly the re-

sponse addresses the 

query 

Answer, Question 

Evaluates alignment between the 

answer and the question for rele-

vance 

Faithfulness 
Consistency with re-

trieved context 
Answer, Context 

Checks that the answer accurately 

reflects the retrieved context 

Overall 
Answer Cor-

rectness 

Combined accuracy and 

usefulness of the answer 

Answer, Ground 

Truth 

Determines overall answer accuracy 

and utility against the ground truth 
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4. Experimental Validation 

4.1. Dataset 

The test dataset comprises the FIDIC Red Book (1999 version), which is widely used 

in the industry and Oman’s Standard Contract (2019 version). As a localized adaptation, 

Oman’s contract was developed based on the FIDIC Red Book 1999. Oman’s contract con-

tains 167 sub-clauses, compared to FIDIC’s 165 sub-clauses. The modifications include the 

deletion of 10 sub-clauses and the addition of 12 new sub-clauses. Among the 155 main-

tained sub-clauses, the composition is as follows: 54 major changes, 53 minor modifica-

tions, and 46 remained unchanged. The definition section was excluded as they serve as 

interpretative sources rather than standalone clauses, making them un-suitable for clause-

to-clause comparison. 

While maintaining a similar structure and conditions to FIDIC Red Book 1999, 

Oman’s contract includes modifications to reflect local laws and policies, practical require-

ments, and adjustments to reduce employer’s contractual risks. These modifications in-

clude additions or deletions of clauses and changes in sentences, phrases, or terms. Figure 

5 illustrates a simple example showing the differences between the FIDIC Red Book and 

Oman contract, where added conditions in Oman contract are highlighted in green. In the 

[Labor Laws] clause, Oman’s contract adds conditions for Omanization requirements, 

stating that the Contractor shall make every effort to employ Omani nationals. Con-

versely, as an example of deletion, in the [Employer’s Claim] clause, certain conditions 

regarding claim substantiation and determination procedures were removed. 

 

Figure 5. Example of modifications in Oman standard contract from FIDIC. 

4.2. Experimental Setup 

The experimental setup involves comparing four approaches, as detailed in Table 4. 

A total of 320 test queries were used for each approach for RAGAS evaluation. The Base 

LLM employs the GPT-4o-mini-2024-07-18 model as a benchmark. The Search-Aug-

mented LLM uses web search using the Perplexity API with the llama-3.1-sonar-large-

128k model. The Basic RAG and the proposed method implement a hybrid retrieval sys-

tem combining dense and sparse retrieval techniques using FAISS and BM25. 

All approaches, excluding Perplexity, use the same Base LLM (GPT-4o-mini-2024-07-

18) to ensure consistent comparison. This consistent baseline allows for the evaluation of 

each approach’s effectiveness in contract analysis tasks, demonstrating the advantages of 

integrating structured domain knowledge into the RAG pipeline. For each query in terms 

of input information, the Base LLM and Perplexity API only receive the query as input 

tokens. The Basic RAG receives approximately 4000 tokens per query from unstructured 

documents, with each corpus containing around 800 tokens. The proposed method uses 

structured domain knowledge, with input tokens ranging from 1000 to 2000 depending 

on the varying of knowledge information for each sub-clause. 
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Table 4. Experimental setup. 

Approach Base Model Retrieval Configuration 

Base LLM GPT-4o-mini-2024-07-18 N/A 

Search-Augmented LLM Llama-3.1-sonar-large-128k 
Web Search (Perplexity API) 

Top-k: 5 

Basic RAG GPT-4o-mini-2024-07-18 

Dense: FAISS, text-embedding-3-small 

Sparse: BM25, k1 = 1.5, b = 0.75 

Hybrid Weights (Dense: 0.5, Sparse: 0.5) 

Top-k: 5 

Proposed Method GPT-4o-mini-2024-07-18 

Dense: FAISS, text-embedding-3-small 

Sparse: BM25, k1 = 1.5, b = 0.75 

Hybrid Weights (Dense: 0.5, Sparse: 0.5) 

Top-k: 5 

4.3. Experimental Results 

The experimental results reveal significant performance variations across different 

model approaches, as Table 5 illustrates. Each approaches shows distinct characteristics 

in both information retrieval and answer generation capabilities. 

Table 5. Performance result of different LLM approaches. 

 
Evaluation Metrics (Mean ± SD) 

Context Metrics Answer Metrics 
Overall Perfor-

mance 

Model Type 
Context Preci-

sion 
Context Recall 

Answer Rele-

vancy 
Faithfulness 

Answer Correct-

ness 
Average Score 

Base LLM  

(GPT-4o-mini) 
N/A N/A 0.818 ± 0.312 N/A 0.687 ± 0.240 0.752 ± 0.200 

Search-Augmented 

LLM  

(Perplexity API, 

llama-3.1-sonar-large) 

0.721 ± 0.297 0.558 ± 0.392 0.884 ± 0.093 0.770 ± 0.252 0.616 ± 0.205 0.710 ± 0.134 

Basic RAG  

(GPT-4o-mini, Dense 

+ Sparse Retrieval) 

0.587 ± 0.115 0.635 ± 0.363 0.895 ± 0.148 0.602 ± 0.249 0.697 ± 0.213 0.683 ± 0.119 

Proposed Method  

(GPT-4o-mini, Dense 

+ Sparse Retrieval, 

Structured Infor-

mation) 

0.625 ± 0.089 0.969 ± 0.132 0.903 ± 0.150 0.893 ± 0.198 0.750 ± 0.197 0.828 ± 0.087 

4.3.1. Information Retrieval Performance 

The Base LLM does not provide context retrieval metrics because it operates without 

accessing external documents. The Search-Augmented LLM, despite having access to ex-

ternal information, shows moderate retrieval capabilities (Context Precision: 0.721, Recall: 

0.558) but with high variability (±0.297 and ±0.392, respectively), indicating stability issues 

in retrieval performance. 

The Basic RAG implementation utilizes a hybrid retrieval approach combining dense 

and sparse retrieval methods (Context Precision: 0.587 ± 0.115, Recall: 0.635 ± 0.363). While 

this approach enables both the semantic understanding and exact matching of contract 

terms, its Context Precision is lower than the Search-Augmented LLM, though with im-

proved stability, as shown by lower standard deviations. 
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The proposed method achieves high Context Recall (0.969 ± 0.132) while exhibiting 

similar Precision (0.625 ± 0.089) compared to the other methods. This superior perfor-

mance, particularly in stability as indicated by the lowest standard deviations among all 

approaches, stems from the structured organization of domain knowledge, enabling the 

more comprehensive and reliable retrieval of relevant contract information. 

4.3.2. Answer Generation Quality 

The Base LLM exhibits strong Answer Relevancy (0.818), reflecting its robust lan-

guage understanding capabilities developed through pre-training. The Search-Aug-

mented LLM shows improved Answer Relevancy (0.884) and Faithfulness (0.770), indi-

cating the effective integration of retrieved information in answer generation. The Basic 

RAG shows moderate Faithfulness (0.602), indicating the integration of retrieved infor-

mation in answer generation, though not surpassing the Search-Augmented LLM’s per-

formance (0.770) 

The proposed method significantly enhances both metrics (Faithfulness: 0.893 ± 

0.198, Answer Relevancy: 0.903 ± 0.150), demonstrating the effective utilization of struc-

tured knowledge in generating accurate and relevant responses. Additionally, the com-

paratively low standard deviations (±0.198 for Faithfulness and ±0.150 for Answer Rele-

vancy) indicate consistent response quality across various queries, highlighting the relia-

bility of the proposed method. 

Furthermore, the proposed method achieves the highest Answer Correctness of 0.750 

± 0.197, indicating its superior ability to provide accurate and correct responses essential 

for construction contract review. The integration of structured information in the 

knowledge base enhances the quality and organization of the content used for answer 

generation. This leads to significant improvements in both Faithfulness (from 0.602 to 

0.893) and consistency of performance, as shown by lower standard deviations across met-

rics. 

4.3.3. Resource Usage 

The resource usage analysis reveals cost differences across the approaches, based on 

average cost per query. The Base LLM shows the lowest cost at USD 0.0002 per query, 

while the Search-Augmented LLM using Perplexity API requires the highest at USD 

0.0030 per query. The Basic RAG implementation requires USD 0.0005 per query. The pro-

posed method achieves better efficiency than Basic RAG at USD 0.0003 per query. This 

demonstrates that the integration of structured domain knowledge can enhance cost effi-

ciency by selectively utilizing relevant information. 

5. Discussion 

5.1. Performance Analysis 

By fulfilling the three requirements outlined in Section 3.1, the structured 

knowledge-integrated RAG pipeline effectively addresses significant challenges in auto-

mated contract analysis for construction contracts. Firstly, the systematic integration of 

expert knowledge through a well-organized knowledge structure enables the system to 

handle specialized technical and legal tasks with greater accuracy. By incorporating do-

main-specific expertise into a knowledge base, the system mitigates the limitations of 

LLMs in dealing with specialized knowledge not widely represented in their training 

data, ensuring the precise interpretation of contract clauses. 

Secondly, the incorporation of precise retrieval mechanisms addresses challenges in 

handling large volumes of unstructured information and maintaining consistent interpre-

tations. By combining classification-based filtering with hybrid dense–sparse retrieval 
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techniques, the system mitigates limitations of basic RAG approaches, improving the re-

trieval of relevant clauses and contextual information. 

Thirdly, maintaining connections to reference sources enhances traceability, mitigat-

ing the probabilistic nature of LLM outputs and ensuring the reliability. Through refer-

ence-based generation, the system allows users to trace conclusions back to original 

sources, strengthening trustworthiness where accuracy is paramount. 

5.2. Performance Enhancements via Structured Information Integration 

The proposed method achieved Context Recall of 0.969 and Faithfulness of 0.893, 

showing significant improvements over Basic RAG’s performance (Context Recall: 0.635, 

Faithfulness: 0.602). This represents a 52.6% improvement in Context Recall and 48.3% 

improvement in Faithfulness compared to the Basic RAG approach. These substantial im-

provements demonstrate enhanced reference maintenance and reduced hallucinations 

through structured knowledge integration. 

Figure 6 illustrates the comparative analysis of responses to “What measures must 

the Contractor take to protect the environment?” across different models. The Base LLM 

offered only general environmental protection practices without addressing specific con-

tractual requirements. It missed critical obligations like taking “all necessary measures,” 

limiting pollution and noise damage, controlling emissions, and complying with the en-

vironmental impact statement. 

Both the Search-Augmented LLM and Basic RAG included key contractual obliga-

tions but diluted their responses with irrelevant information about local regulations, mon-

itoring systems, and legal consequences. This additional content reduced the precision 

required in contractual contexts. Moreover, both models exhibited variability in perfor-

mance metrics. The Search-Augmented LLM demonstrated even more pronounced vari-

ability, with a Context Precision standard deviation of ±0.297 and Context Recall standard 

deviation of ±0.392. This high variability undermines the reliability essential for tasks that 

require consistent precision, such as contract analysis. 

The proposed method often generated responses closely matching the contractual 

content. It specified that the Contractor must take all necessary measures to protect the 

environment both on and off site, limit damage from pollution and noise, ensure that 

emissions do not exceed specified values, and comply with environmental impact state-

ments. This demonstrates the effectiveness of integrating structured information with ad-

vanced retrieval techniques for contractual content, enhancing consistency and maintain-

ing high recall. 
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Figure 6. Comparison of retrieved contexts and generated answers by different models. 
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5.3. Limitations in Answer Generation 

The system’s answer generation capabilities show fundamental limitations despite 

high overall performance (Average Score: 0.828 ± 0.087). A critical finding is that these 

limitations occur during the answer generation phase, even when accurate information 

exists within the source context. The high standard deviations in Answer Correctness 

(0.750 ± 0.197) and Faithfulness (0.893 ± 0.198) metrics indicate significant inconsistency in 

response quality, revealing three issues. 

The oversimplification shows a tendency across the analyzed cases. This extends to 

the generalization of specific numerical values and procedural details, indicating a limi-

tation in maintaining professional domain precision. For example, when the context 

clearly specified “liquidated damages at a rate of 0.1% per day up to a maximum of 10% 

of the contract price”, the generated answer simply stated “financial penalties for delays” 

losing critical numerical precision. 

Critical information omission manifests through the consistent absence of contractual 

context and conditional limitations. This reveals the system’s difficulty in expert-level 

judgment of information significance. For instance, while source materials explicitly de-

tailed prerequisite conditions for insurance claims, including notification periods and doc-

umentation requirements, the generated response omitted these crucial preconditions. 

Professional reasoning failure presents the most significant challenge, particularly in 

processing complex causal relationships. The system fails to capture the interconnected 

nature of contractual rights and obligations. For example, in Sub-clause 16.1, the system 

fails to recognize the logical sequence of Engineer’s payment certificate failure → 21-day 

notice → work suspension → time extension/cost compensation claims, demonstrating in-

ability to comprehend the logical flow and relationships. This failure stems from two key 

factors: oversimplification reduces the complex contractual procedures to disconnected 

events, losing the nuanced conditions that link each step, while critical information omis-

sion removes key contextual elements about how these rights operate differently. 

To address these issues, several fundamental improvements are necessary. First, the 

development of expert reasoning structures capable of complex context integration is 

needed. Second, the system must enhance its ability to process multiple context layers 

simultaneously. Third, mechanisms to preserve professional detail precision need to be 

implemented, rather than resorting to oversimplification. While simplification is neces-

sary, it should be performed with expert-level judgment to maintain essential professional 

details. These improvements require fundamental reconsideration of how LLM systems 

process and integrate professional domain knowledge, beyond simply the expansion of 

knowledge bases. 

5.4. Limitations 

The system faces several structural limitations beyond the answer generation issues 

discussed in Section 5.3. First, the system’s effectiveness is fundamentally constrained by 

its reliance on a specific knowledge base for SCFs, limiting its applicability to contracts 

outside this scope, particularly for customized or significantly modified contracts. 

Second, while RAGAS evaluation provides quantitative insights, it cannot fully cap-

ture the nuanced judgments required in professional contract analysis, emphasizing the 

need for comprehensive human expert evaluations. 

Third, while the current study used fixed weights (0.5, 0.5) for dense and sparse re-

trieval to maintain experimental consistency, future research could explore the following 

enhancement approaches. Pre-retrieval improvements include query refinement tech-

niques and weight optimization. Post-retrieval document enhancement methods increase 

the utility of retrieved documents for generation tasks [37]. 
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Lastly, this study focused on clause-by-clause comparison, which does not fully re-

flect industrial requirements. This limitation arises because comparison target contracts 

may have significantly different structures from SCFs, and contract analysis requires an-

alyzing cross-references simultaneously. Future research needs to consider the depend-

encies and logic between clauses more comprehensively. 

6. Conclusions 

Construction contract review poses significant challenges due to the necessity for 

specialized technical and legal expertise and the limitations of existing AI applications in 

handling domain-specific knowledge. This study addressed these challenges through a 

structured knowledge-integrated RAG pipeline, focusing on the integration of structured 

domain expertise with LLM. The proposed system demonstrated significant improve-

ments through three components. 

First, the implementation of classification-based filtering enhanced retrieval accuracy 

by narrowing the search scope before executing dense and sparse searches. Second, the 

structured organization of domain knowledge—encompassing expert analyses, legal in-

formation, and practical considerations—enabled comprehensive contract analysis. Third, 

the reference-based generation process, ensuring content alignment with structured 

knowledge, produces reliable outputs and enables traceability. 

The research hypothesis regarding the structured knowledge-integrated RAG pipe-

line’s superior performance in construction contract review was conclusively validated 

through experimental results. The practical evaluation using Oman’s Standard Condi-

tions demonstrated that the system significantly outperformed basic RAG approaches, 

achieving a Context Recall of 0.969 and Faithfulness of 0.893—representing substantial 

improvements of 52.6% and 48.3%, respectively. Furthermore, the system achieved the 

highest average score with stable performance (0.828 ± 0.087) among all tested models, 

indicating consistent and reliable outputs. The evaluation through RAGAS confirmed the 

system’s capability in handling complex reasoning and multi-context understanding. 

Despite these promising results, several limitations require attention. The system 

faces challenges in answer generation, including the oversimplification of contractual de-

tails, omission of critical information, and failure in professional reasoning. The system’s 

structural limitations include its dependence on SCF-based knowledge, which restricts 

applicability to non-standard contracts, and the inherent limitations of RAGAS evaluation 

in capturing nuanced professional judgments. Future work should focus on developing 

enhanced expert reasoning structures, improving multi-context processing capabilities, 

and expanding the knowledge base beyond SCFs. Additionally, the optimization of re-

trieval weights and implementation of pre/post-retrieval enhancement methods could 

further improve system performance. 

Theoretically, it establishes a systematic method to transform expert knowledge into 

a structured SCF-based format and introduces an enhanced two-stage retrieval mecha-

nism. Practically, it provides an empirically evaluated framework for analyzing modified 

clauses in localized contracts with traceable results. These innovations improve the relia-

bility and accuracy of automated contract review in the construction industry. 
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