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Abstract

Cloud-native software-delivery pipelines increasingly rely on Policy-as-Code (PaC) to
automate security, compliance, and governance enforcement. Although Policy-as-Code is
widely adopted within Continuous Integration (CI) pipelines and Kubernetes admission-
control frameworks, governance requirements are often implemented independently, poten-
tially increasing maintenance effort and creating opportunities for policy drift. Despite the
growing adoption of Policy-as-Code, comparatively little empirical evidence exists regard-
ing the reuse of a shared policy-definition layer across complementary enforcement stages
within the software-delivery lifecycle. This paper presents and empirically evaluates a
reusable multi-stage Policy-as-Code enforcement model based on a shared policy-definition
layer implemented using the Open Policy Agent (OPA) framework and its Rego policy
language. Rather than proposing a new Policy-as-Code technology, the study investigates
whether a shared policy-definition layer can support consistent policy enforcement across
Continuous Integration validation and Kubernetes admission control. The model was
evaluated using Conftest and OPA Gatekeeper through a structured experimental study
comprising 29 Kubernetes manifests, 37 experimental scenarios, eight Kubernetes resource
types, and 261 policy assertions covering representative cloud-native workload-governance
requirements. Within the evaluated dataset, all intentionally introduced insecure configu-
rations were correctly identified without observed false positives or false negatives. The
shared policy-definition layer was successfully reused across both validation stages, while
Kubernetes admission control mitigated all evaluated CI bypass scenarios by providing
an independent deployment-time enforcement boundary. The results demonstrate that a
shared policy-definition layer can support consistent policy enforcement across comple-
mentary enforcement stages while enabling policy reuse without requiring duplicate policy
implementations within the evaluated environment. More broadly, the study contributes

W) Check for updates empirical evidence supporting policy reuse as a governance strategy for cloud-native

software delivery and provides a reproducible foundation for future investigations in-
Academic Editor: Paolo Bellavista

volving larger datasets, broader governance-policy portfolios, alternative Policy-as-Code
Received: 18 June 2026

Revised: 10 July 2026

Accepted: 16 July 2026 . . . . . .
Published: 17 July 2026 Keywords: pohcy—as—code, governance consistency; pohcy reuse; continuous integration;

ecosystems, and production-scale deployments.

Copyright: ©2026 by the authors. Kubernetes admission control; DevSecOps; governance-as-code; cloud-native security;

Licensee MDPI, Basel, Switzerland. open POlle agent; rego

This article is an open access article

distributed under the terms and
conditions of the Creative Commons
Attribution (CC BY) license.

Computers 2026, 15, 453 https://doi.org/10.3390/computers15070453


https://crossmark.crossref.org/dialog?doi=10.3390/computers15070453&domain=pdf&date_stamp=2026-07-17
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/computers
https://www.mdpi.com
https://orcid.org/0000-0002-7094-0458
https://orcid.org/0009-0003-3921-2430
https://doi.org/10.3390/computers15070453

Computers 2026, 15, 453

2 of 30

1. Introduction

The widespread adoption of cloud-native architectures, Infrastructure-as-Code (IaC),
and Kubernetes-based deployment platforms has transformed modern software-delivery
processes. Organizations increasingly rely on Continuous Integration and Continuous
Delivery (CI/CD) pipelines to accelerate software releases while maintaining security, com-
pliance, and operational governance requirements [1-4]. As software-delivery pipelines be-
come more automated and distributed, ensuring consistent governance enforcement across
multiple stages of the software-delivery lifecycle has emerged as a significant challenge.

DevSecOps extends traditional DevOps practices by integrating security and gov-
ernance activities directly into software development and deployment workflows [2].
Rather than relying on isolated security reviews performed late in the lifecycle, DevSecOps
promotes continuous verification, automated compliance checking, and policy-driven gov-
ernance throughout software delivery. However, several studies report that organizations
continue to face difficulties arising from fragmented governance controls, duplicated policy
implementations, inconsistent enforcement mechanisms, and the operational complexity of
managing security and compliance requirements across heterogeneous toolchains [5-8].

Policy-as-Code (PaC) has emerged as a promising approach for expressing gover-
nance requirements as executable policies that can be versioned, tested, reviewed, and
automatically enforced throughout the software-delivery lifecycle [9-11]. Its adoption has
expanded beyond security assurance to encompass compliance automation, infrastruc-
ture governance, and identity-management enforcement, reflecting its growing role in
cloud-native software delivery [12,13]. Among the available Policy-as-Code technologies,
Open Policy Agent (OPA) [14] and its declarative policy language Rego have become
widely adopted due to their portability and ability to operate across diverse enforcement
environments [10,11].

In Kubernetes environments, Policy-as-Code is commonly enforced through two com-
plementary mechanisms. The first performs pre-deployment validation during Continuous
Integration (CI), where deployment artifacts are evaluated before progressing through
the delivery pipeline. The second performs deployment-time validation through Kuber-
netes admission control, where workload definitions are inspected immediately before
acceptance by the cluster. Previous studies have demonstrated the effectiveness of both
approaches for improving governance assurance and reducing configuration-related risks
in cloud-native environments [15-17]. However, existing work primarily evaluates these en-
forcement mechanisms independently and provides limited empirical evidence regarding
the reuse of a shared policy-definition layer across complementary enforcement stages.

This gap is particularly relevant because organizations frequently maintain separate
policy implementations targeting equivalent governance requirements across CI pipelines,
deployment platforms, and runtime environments. Such duplication can increase main-
tenance effort, complicate policy evolution, and create opportunities for policy drift, po-
tentially leading to inconsistent policy enforcement across different stages of the software-
delivery lifecycle.

To address this gap, this paper presents and empirically evaluates a reusable multi-
stage Policy-as-Code enforcement model based on a shared policy-definition layer imple-
mented using Rego policies executed during both CI validation and Kubernetes admission
control. Rather than proposing a new Policy-as-Code technology, the study investigates
whether maintaining a shared policy-definition layer can support consistent policy enforce-
ment across complementary enforcement stages.

The proposed model was implemented using Conftest and OPA Gatekeeper [18] and
evaluated through a structured experimental study comprising 29 Kubernetes manifests,
37 experimental scenarios, eight Kubernetes resource types, and 261 policy assertions.
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The evaluation investigates the practical feasibility of policy reuse across complementary
enforcement stages, the characteristics of layered policy enforcement, and the ability of
Kubernetes admission control to mitigate CI bypass scenarios.

The main contributions of this work are:

*  Areusable multi-stage Policy-as-Code enforcement model centered on a shared policy-
definition layer reused across Continuous Integration validation and Kubernetes
admission control.

*  Astructured empirical evaluation comprising 29 Kubernetes manifests, 37 experimen-
tal scenarios, eight Kubernetes resource types, and 261 policy assertions designed to
systematically assess policy reuse across complementary enforcement stages.

*  Empirical evidence that a shared policy-definition layer can support consistent policy
enforcement across Continuous Integration validation and Kubernetes admission
control while providing an additional deployment-time enforcement boundary against
the evaluated CI bypass scenarios.

All policies, manifests, experimental scenarios, workflows, and evaluation results are
publicly available through an open replication package.

The remainder of this paper is organized as follows. Section 2 reviews the literature
on DevSecOps governance, Policy-as-Code, and Kubernetes policy enforcement. Section 3
presents the research methodology and experimental design. Section 4 introduces the
proposed reusable multi-stage Policy-as-Code enforcement model. Section 5 describes
the experimental evaluation and presents the results. Section 6 discusses the implications,
limitations, and broader significance of the findings. Finally, Section 7 concludes the paper
and outlines future research directions.

2. Background and Related Work
2.1. DevSecOps Governance and Security Automation

The widespread adoption of DevOps practices has transformed software delivery by
promoting automation, collaboration, and continuous integration throughout the software
development lifecycle [1,2]. As organizations increasingly adopt cloud-native architectures
and Infrastructure-as-Code (IaC), software-delivery pipelines have become more com-
plex, distributed, and highly automated, creating new challenges for maintaining security,
compliance, and governance throughout the software-delivery lifecycle [3,4].

To address these challenges, DevSecOps extends DevOps principles by integrat-
ing security and governance activities directly into development and deployment
workflows [2,19]. Rather than treating security as a separate activity performed late in the
lifecycle, DevSecOps promotes continuous verification, automated compliance checking,
and policy-driven governance throughout the delivery process. Consequently, governance
decisions are increasingly expected to be performed automatically and consistently across
multiple stages of the software-delivery lifecycle.

Despite its growing adoption, ensuring consistent policy enforcement across hetero-
geneous software-delivery pipelines remains a significant challenge. Security controls
are frequently implemented through multiple tools operating at different stages of the
delivery pipeline, resulting in duplicated policy implementations, fragmented enforce-
ment mechanisms, and potentially increased maintenance effort [5-8]. These challenges
become particularly relevant in cloud-native environments, where deployment decisions
are increasingly driven by declarative configuration artifacts evaluated by heterogeneous
validation and enforcement mechanisms.

Collectively, these studies demonstrate that automating governance throughout the
software-delivery lifecycle is essential for achieving scalable security and compliance in
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cloud-native environments. However, existing research has primarily focused on improv-
ing governance within individual delivery stages, providing comparatively little guidance
on how governance policies can be maintained consistently across complementary enforce-
ment stages. This limitation motivates further research into Policy-as-Code approaches
that support the consistent reuse of governance requirements throughout the software
delivery lifecycle.

2.2. Policy-as-Code and Governance Automation

Policy-as-Code (PaC) has emerged as a promising approach for addressing governance
challenges in modern software-delivery environments. The fundamental idea is to express
governance requirements as executable policies that can be versioned, tested, reviewed,
and automatically enforced using engineering practices similar to those applied to software
artifacts [9-11].

By transforming governance requirements into machine-readable policies, organiza-
tions can improve consistency, traceability, and automation throughout software-delivery
processes. Recent work highlights the growing adoption of Policy-as-Code for compliance
management, access control, infrastructure governance, and continuous assurance [12,13].
These characteristics have established Policy-as-Code as one of the key enabling technolo-
gies supporting governance automation in cloud-native environments.

Several complementary research directions have also emerged. Haverinen et al. [9] in-
vestigate Security-as-Code models for representing governance requirements as executable
artifacts that can be integrated into automated software-delivery processes. More broadly,
existing research highlights the growing role of Policy-as-Code and Security-as-Code ap-
proaches in improving compliance automation, traceability, and continuous assurance
across cloud-native software-delivery environments.

Among the available technologies, Open Policy Agent (OPA) and its declarative
policy language Rego have become widely adopted due to their flexibility, portability,
and ability to operate across heterogeneous execution environments [10,11,14]. These
characteristics make OPA particularly suitable for enforcing governance requirements
throughout cloud-native software-delivery pipelines. Moreover, its independence from the
underlying enforcement mechanism enables the same policy definitions to be evaluated
across different validation stages, making OPA an appropriate platform for investigating
policy reuse through a shared policy-definition layer.

Although existing studies clearly demonstrate the benefits of Policy-as-Code for gov-
ernance automation, they predominantly focus on policy definition, policy languages,
enforcement frameworks, or individual execution contexts. Comparatively little empirical
attention has been devoted to evaluating whether a shared policy-definition layer can
support consistent policy enforcement across complementary enforcement stages. Conse-
quently, the research challenge addressed in this work no longer concerns the availability
of Policy-as-Code technologies themselves, but rather understanding whether reusable
policy definitions can be consistently enforced throughout the software-delivery lifecycle.

2.3. Policy Enforcement in Kubernetes Environments

Kubernetes has become one of the dominant platforms for orchestrating cloud-native
applications, leading to growing interest in automated governance and policy-enforcement
mechanisms. The extensive configuration surface exposed by Kubernetes manifests in-
creases the likelihood of security misconfigurations and policy violations, motivating the
adoption of automated validation techniques [15,16].

Existing approaches include static configuration analysis, vulnerability scanning, run-
time monitoring, and admission-control validation. Among these mechanisms, admission
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control plays a particularly important role because it enables policy evaluation immediately
before resources are accepted by the cluster. Admission controllers intercept requests after
authentication and authorization but before resource persistence, providing a deployment-
time enforcement boundary capable of rejecting non-compliant workloads [20]. Through
validating admission webhooks, governance policies can be enforced independently of
upstream development and deployment activities.

Previous studies demonstrate the effectiveness of policy-driven admission-control
mechanisms for improving governance assurance and reducing configuration-related risks
in Kubernetes environments [17]. Collectively, these studies establish admission control as
an effective deployment-time governance mechanism capable of preventing non-compliant
workloads from reaching production clusters while complementing upstream software-
delivery activities.

However, existing research has predominantly evaluated admission control as an
isolated deployment-time enforcement mechanism. Comparatively little empirical attention
has been devoted to understanding its relationship with earlier validation stages, such
as Continuous Integration, or to investigating whether a shared policy-definition layer
can support consistent policy enforcement across both execution contexts. Consequently,
although Kubernetes admission control is now well established as a deployment-time
governance mechanism, its role within broader multi-stage Policy-as-Code governance
strategies remains relatively underexplored.

2.4. Policy Enforcement Across the Software-Delivery Lifecycle

Modern software-delivery pipelines provide multiple opportunities for policy enforce-
ment. Governance policies may be evaluated during source-code validation, Infrastructure-
as-Code (IaC) analysis, Continuous Integration (CI), deployment verification, Kubernetes
admission control, or runtime operation. These enforcement points differ in their objectives,
execution context, and timing, collectively contributing to a defense-in-depth strategy
for cloud-native software delivery by establishing complementary governance-validation
boundaries throughout the software-delivery lifecycle.

Several studies highlight the benefits of performing policy validation during Continu-
ous Integration, where governance violations can be detected before deployment artifacts
progress through the delivery process [6,9]. Early validation shortens feedback cycles,
enables developers to correct configuration issues before deployment, and reduces the
propagation of non-compliant artifacts through subsequent stages of the delivery pipeline.

Similarly, Kubernetes admission-control mechanisms provide an independent
deployment-time enforcement boundary capable of preventing non-compliant workloads
from reaching production environments [17]. Unlike CI validation, admission control
evaluates deployment requests immediately before resource persistence within the cluster,
allowing governance policies to be enforced independently of upstream development and
deployment activities.

Although Continuous Integration validation and Kubernetes admission control pur-
sue the same governance objectives, they operate at different stages of the software-delivery
lifecycle and therefore provide complementary rather than competing enforcement capa-
bilities. Continuous Integration primarily supports early developer feedback and defect
prevention, whereas Kubernetes admission control performs authoritative deployment-
time validation immediately before workload admission. Together, these complementary
enforcement stages strengthen governance assurance by establishing multiple validation
boundaries throughout the software-delivery lifecycle.

Despite this complementarity, existing research has predominantly investigated these
enforcement mechanisms in isolation. The literature provides extensive discussion of
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Policy-as-Code technologies, governance automation, and Kubernetes admission control,
yet comparatively little empirical evidence is available regarding whether reusable policy
definitions can be consistently enforced across complementary stages of the software-
delivery lifecycle. Consequently, the interaction between multiple policy-enforcement
stages remains relatively underexplored, particularly with respect to policy reuse, layered
governance assurance, and resilience against CI bypass scenarios. These observations
directly motivate the research gap discussed in the following subsection.

2.5. Research Gap

The reviewed literature demonstrates significant progress in DevSecOps governance,
Policy-as-Code, compliance automation, and Kubernetes policy enforcement. Exist-
ing studies have established the value of executable policies, automated governance,
and deployment-time validation for improving security and compliance throughout the
software-delivery lifecycle. However, these contributions have largely been evaluated
within individual enforcement contexts, with most research focusing either on Continuous
Integration (CI) validation or Kubernetes admission control.

Previous work has shown that Policy-as-Code can support governance automation
and compliance assurance, while Kubernetes admission-control mechanisms provide an
effective means of preventing non-compliant workloads from reaching production envi-
ronments. Despite these advances, comparatively little empirical research has examined
whether reusable policy definitions can be consistently enforced across complementary
enforcement stages within the same software-delivery lifecycle.

This gap is particularly relevant in cloud-native environments, where governance
requirements are frequently enforced through heterogeneous toolchains operating at dif-
ferent stages of the delivery process. In practice, organizations often maintain separate
policy implementations targeting equivalent governance requirements, which can increase
maintenance effort, complicate policy evolution, and create opportunities for policy drift.

The research gap addressed in this work, therefore, does not concern the availability
of Policy-as-Code technologies or enforcement mechanisms themselves. Mature solutions
already exist for policy definition, Continuous Integration validation, and Kubernetes ad-
mission control. Instead, the gap lies in the limited empirical evidence regarding whether
reusable policy definitions can be consistently enforced across complementary enforce-
ment stages while preserving equivalent governance behavior throughout the software
delivery lifecycle.

Furthermore, although the potential organizational benefits of policy reuse are fre-
quently discussed in the literature, their practical feasibility has received comparatively
little empirical attention. In particular, it remains unclear whether a shared policy-definition
layer can preserve consistent policy enforcement across multiple validation stages and
whether deployment-time admission control effectively complements earlier Continuous
Integration validation by mitigating governance failures caused by CI bypass scenarios.

To address this gap, the present study evaluates a reusable multi-stage Policy-as-Code
enforcement model centered on a shared policy-definition layer implemented using Rego
policies and executed across complementary enforcement stages. Rather than proposing a
new Policy-as-Code technology, the study empirically investigates whether policy reuse
can support consistent policy enforcement throughout the software-delivery lifecycle. The
following sections introduce the proposed architectural model and present a structured
experimental evaluation designed to assess the practical feasibility of layered Policy-as-
Code enforcement in cloud-native software-delivery pipelines.
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3. Research Methodology
3.1. Research Method

This study follows a Design Science Research (DSR) approach, which is well suited
to investigations involving the design, implementation, and empirical evaluation of arti-
facts intended to address practical engineering problems while generating scientifically
grounded knowledge [21,22]. In this work, the artifact consists of a reusable multi-
stage Policy-as-Code enforcement model that enables the execution of a shared policy-
definition layer across complementary enforcement stages of a cloud-native software-
delivery pipeline.

The research process comprised three sequential phases. First, a structured literature
review was conducted to analyze the state of the art in DevSecOps governance, Policy-as-
Code, and Kubernetes policy enforcement. This phase established the scientific context
of the study, identified limitations in existing approaches, and motivated the research
gap presented in Section 2. Second, the proposed Policy-as-Code enforcement model was
designed and implemented using Open Policy Agent (OPA), Rego, Conftest, and OPA
Gatekeeper. Finally, the resulting artifact was evaluated through a structured experimental
study based on representative Kubernetes governance scenarios.

The experimental evaluation does not aim to compare alternative Policy-as-Code
technologies, policy languages, or enforcement engines. Rather, it investigates whether
maintaining a shared policy-definition layer across complementary enforcement stages
can support consistent policy enforcement throughout the software-delivery lifecycle.
Consequently, the same Rego policy definitions were reused throughout all experiments,
allowing the evaluation to isolate the effects of policy reuse from those of the underlying
enforcement technologies.

The experimental methodology was explicitly designed to ensure traceability between
the research questions, the experimental scenarios, the collected evidence, and the evalua-
tion metrics. Each research question is addressed through dedicated experimental scenarios
and objective evaluation criteria, enabling the systematic assessment of policy-detection
capability (RQ1), policy coverage across complementary enforcement stages (RQ2), and
the effectiveness of deployment-time admission control in mitigating governance failures
caused by CI bypass scenarios (RQ3).

By combining artifact design with a structured empirical evaluation, the adopted
Design Science Research methodology not only demonstrates the practical feasibility of the
proposed enforcement model but also provides reproducible empirical evidence regarding
policy reuse across complementary enforcement stages.

Figure 1 summarizes the overall research process adopted in this study.

3.2. Experimental Environment

The experimental environment was designed to reproduce a representative cloud-
native software-delivery pipeline in which identical Policy-as-Code definitions are enforced
during both Continuous Integration (CI) validation and Kubernetes admission control.
The environment combines widely adopted open-source technologies representative of
contemporary DevSecOps practice while allowing the experimental evaluation to focus on
policy reuse rather than on differences between individual enforcement technologies.

The Policy-as-Code implementation is based on the Open Policy Agent (OPA) frame-
work and its declarative policy language Rego. A single set of Rego policy definitions
constitutes the shared policy-definition layer reused throughout the evaluation. During
Continuous Integration, policy evaluation is performed using Conftest integrated into
GitHub (3.18.3) Actions workflows, enabling Kubernetes manifests to be validated before
deployment artifacts progress through the delivery pipeline. During deployment, the same

https://doi.org/10.3390/computers15070453


https://doi.org/10.3390/computers15070453

Computers 2026, 15, 453

8 0f 30

policy definitions are evaluated through OPA Gatekeeper using Kubernetes validating
admission webhooks.

RESEARCH METHODOLOGY

(Design Science Research Approach)

Phase 1 — Research Problem Structured Literature Review Research Gap Identification
Problem Ensuring consistent governance « DevSecOps governance Lack of empirical evidence on the reuse
\dentificati across multiple enforcement « Policy-as-Code of a shared policy-definition layer across
cnsicauon stages in cloud-native pipelines. « Kubernetes policy enforcement complementary enforcement stages.
Reusable Multi-Stage Policy-as-Code Enforcement Model
Phase 2 —
RiEEs Des'g'" 2 . S":";d y Open Policy 3 Conftest OPA Gatekeeper
Implementation Bl ;;"'"W‘ Agent (OPA) g0 (Cl validation) (Admission control)
Representative Kubernetes Dataset
Phase 3 — ; Quantitative Evaluation
[SE ENTE]] 29 37 ; 261 Using predefined
Evaluation Kubernetes manifests experimental scenarios policy assertions objective metrics
' — )
Can the shared policy-definition layer Can the shared policy-definition layer

provide consistent coverage across
complementary enforcement stages?

effectively mitigate governance failures
caused by Cl bypass scenarios?

Policy-detection capability m Policy coverage across stages
effectively detect governance violations?

m Cl bypass mitigation
Does Kubernetes admission control

SIS - Feasibility of policy reuse « Consistent policy enforcement |« Layered governance assurance
Evid Practical feasibility of maintaining and Consistency of decisions across | Effectiveness of admission control
R reusing a shared policy-definition layer. complementary enforcement stages i in strengthening goverance
and execution contexts. H through layered enforcement.

Figure 1. Overview of the Design Science Research methodology adopted in this study. The research
process comprises three sequential phases: (i) problem identification through a structured literature
review leading to the identification of the research gap; (ii) design and implementation of the reusable
multi-stage Policy-as-Code enforcement model centered on a shared policy-definition layer; and
(iii) structured experimental evaluation using a representative Kubernetes dataset. The evaluation
addresses the three research questions concerning policy-detection capability (RQ1), policy coverage
across complementary enforcement stages (RQ2), and the effectiveness of Kubernetes admission
control in mitigating governance failures caused by CI bypass scenarios (RQ3). Together, these
activities provide reproducible empirical evidence regarding the practical feasibility of policy reuse
across complementary enforcement stages.

The evaluation platform consists of a GitHub Actions Continuous Integration pipeline
executing Conftest and a Kubernetes cluster configured with OPA Gatekeeper. Both
enforcement stages evaluate identical deployment artifacts without modification, ensuring
that any differences in enforcement behavior arise from the execution context rather than
from differences in policy implementation.

The environment was intentionally designed to isolate the effects of policy reuse from
those of the underlying enforcement technologies. Consequently, the study evaluates
the behavior of the shared policy-definition layer across complementary enforcement
stages rather than comparing alternative policy engines, policy languages, or Kubernetes
governance frameworks. This design strengthens the internal validity of the study by
ensuring that the underlying policy implementation remains constant throughout the
evaluation, allowing observed differences to be attributed solely to the execution context.

Table 1 summarizes the software components used throughout the study. These tech-
nologies were selected because they are widely adopted within contemporary cloud-native
software-delivery pipelines and support the evaluation of a common policy-definition layer
across complementary enforcement stages.

https:/ /doi.org/10.3390/computers15070453


https://doi.org/10.3390/computers15070453

Computers 2026, 15, 453 9 of 30

Table 1. Experimental environment.

Component Technology

CI platform GitHub Actions

CI policy evaluation Conftest

Shared policy-definition layer Rego policies

Policy engine Open Policy Agent (OPA)
Admission controller OPA Gatekeeper

Target platform Kubernetes

Evaluated artifacts Kubernetes manifests

3.3. Dataset Construction

The evaluation dataset was specifically constructed to support the systematic empirical
investigation of policy reuse across complementary enforcement stages. Rather than aiming
to statistically represent Kubernetes deployments observed in practice, the dataset was
designed to provide controlled and reproducible experimental conditions in which the
expected outcome of every policy evaluation is known a priori. This design strengthens
the internal validity of the study by enabling precise verification of policy behavior while
ensuring complete traceability between deployment artifacts, expected policy decisions,
and observed outcomes.

The dataset was constructed using Kubernetes resource specifications, official Ku-
bernetes documentation, and representative cloud-native deployment patterns as design
references. Each manifest was intentionally created to exercise one or more governance
requirements commonly encountered in Kubernetes environments. Collectively, the evalu-
ated artifacts cover representative governance concerns, including workload configuration,
namespace governance, container security, and deployment validation, corresponding to
policy classes frequently enforced within contemporary DevSecOps pipelines.

To ensure systematic coverage of different governance conditions, the deployment
artifacts were organized into five complementary categories. Each category was designed
to address a specific evaluation objective and to provide evidence for one or more research
questions, as summarized in Table 2.

Table 2. Experimental dataset categories and evaluation objectives.

Category Evaluation Objective RQ
Compliant workloads Baseline policy validation and compliance verification RQ1
Negative controls False-positive assessment using unrelated resources RQ1
Single-policy violations ~ Evaluation of individual policy-detection capability RQ1
Multi-policy violations ~ Evaluation of policy coverage under layered enforcement RQ2
CI bypass scenarios Evaluation of admission-control behavior after CI bypass RQ3

The complete dataset comprises 29 Kubernetes manifests spanning eight Kubernetes
resource types and evaluated through 37 experimental scenarios, resulting in a total of
261 policy assertions. Every experimental scenario specifies its expected outcome before
execution, allowing the observed behavior to be compared directly against predefined
expectations. This design establishes complete traceability between deployment artifacts,
policy assertions, research questions, and the corresponding experimental evidence.

The CI bypass scenarios deserve particular attention because they reproduce situa-
tions in which deployment artifacts reach the Kubernetes API server without undergoing
upstream Continuous Integration validation. Although intentionally simplified, these sce-
narios represent a realistic deployment condition in which Kubernetes admission control
acts as an independent deployment-time enforcement boundary capable of preventing
non-compliant workloads from reaching the cluster.

https://doi.org/10.3390/computers15070453


https://doi.org/10.3390/computers15070453

Computers 2026, 15, 453

10 of 30

Although the dataset was intentionally designed for controlled experimentation rather
than statistical representativeness, its systematic construction provides a rigorous and fully
reproducible basis for evaluating policy reuse across complementary enforcement stages.
Consequently, the reported findings should be interpreted as empirical evidence regarding
the practical feasibility of maintaining a shared policy-definition layer under well-defined
experimental conditions rather than as a statistical characterization of governance violations
in production Kubernetes environments.

3.4. Research Questions

The experimental evaluation is guided by three research questions derived directly
from the research gap identified in Section 2. Collectively, these questions investigate the
feasibility of reusing a shared policy-definition layer across complementary enforcement
stages. Rather than comparing individual Policy-as-Code technologies, policy languages,
or enforcement engines, the research questions examine three complementary aspects
of the proposed approach: policy-detection capability, policy coverage across multiple
enforcement stages, and the contribution of deployment-time admission control as an
independent enforcement boundary.

*  RQ1: Can reusable Policy-as-Code definitions accurately detect insecure Kubernetes
configurations automatically?
This research question investigates the detection capability of the shared policy-
definition layer. Specifically, it examines whether intentionally introduced governance
violations are correctly identified while compliant workloads and unrelated Kuber-
netes resources remain free from false-positive detections. The objective is to establish
the effectiveness of reusable Policy-as-Code definitions as an automated governance
mechanism under controlled experimental conditions.

¢  RQ2: Does multi-stage Policy-as-Code enforcement provide broader policy coverage
than single-stage enforcement?
This research question investigates the extent to which combining Continuous Integra-
tion validation with Kubernetes admission control enables governance requirements to
be enforced across complementary stages of the software-delivery lifecycle. It focuses
on the complementary role of each enforcement stage and on the practical feasibility of
reusing a common policy-definition layer throughout the software-delivery lifecycle.

¢ RQ3: Can Kubernetes admission control mitigate governance failures caused by CI
bypass scenarios?
This research question investigates the role of Kubernetes admission control as
an independent deployment-time enforcement boundary. Specifically, it examines
whether governance enforcement is preserved when Kubernetes manifests reach the
Kubernetes API server without undergoing upstream Continuous Integration vali-
dation, thereby assessing the contribution of layered policy enforcement under CI
bypass conditions.

Collectively, these research questions address the central objective of the study: to
provide empirical evidence regarding the practical feasibility of reusing a shared policy-
definition layer across complementary enforcement stages while preserving consistent
governance enforcement throughout the cloud-native software-delivery lifecycle. The fol-
lowing subsections describe the experimental environment, dataset construction, evaluation
metrics, and experimental design used to investigate each research question systematically.
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3.5. Evaluation Metrics

The experimental evaluation is based on a set of quantitative metrics designed to pro-
vide objective and reproducible evidence for answering the research questions. Collectively,
these metrics assess three complementary aspects of the proposed reusable Policy-as-Code
enforcement model: policy-detection capability (RQ1), policy coverage across complemen-
tary enforcement stages (RQ2), and the effectiveness of Kubernetes admission control in
mitigating CI bypass scenarios (RQ3). Table 3 summarizes the evaluation metrics adopted
throughout the study.

Table 3. Evaluation metrics.

Metric Definition Unit

Detection Rate (DR) Percentage of expected policy violations correctly detected by %
the evaluated enforcement stage.
False Positive Rate (FPR)  Percentage of compliant resources incorrectly reported as policy %

violations.

False Negative Rate (FNR) Percentage of expected policy violations that remain unde- %
tected.

Policy Coverage (PC) Percentage of evaluated governance policies enforced by each %

enforcement stage.
CI Bypass Protection (CBP) Percentage of CI bypass scenarios correctly rejected by Kuber- %
netes admission control.

The Detection Rate (DR) measures the proportion of expected policy violations cor-
rectly identified by the evaluated enforcement stage:

TP

DR=——
TP+ FN

x 100 1)
where TP denotes the number of correctly detected policy violations and FN the number
of expected policy violations that remain undetected.

The False Positive Rate (FPR) measures the proportion of compliant resources incor-
rectly classified as policy violations:

FpP

FPR=£p 77N

x 100 (2)
where FP denotes the number of compliant resources incorrectly classified as policy viola-
tions and TN the number of compliant resources correctly accepted.

The False Negative Rate (FNR) measures the proportion of expected policy violations
that remain undetected:

FNR x 100 3)

~“ TP+ FEN

Policy Coverage (PC) measures the proportion of governance policies enforced by a
given enforcement stage:

Penforced

PC = x 100 (4)

total
where Py rorces denotes the number of governance policies enforced by the evaluated
enforcement stage and P, the total number of evaluated governance policies.
Finally, CI Bypass Protection (CBP) measures the effectiveness of Kubernetes admis-
sion control in mitigating CI bypass scenarios:

CBp — Sodked 100 (5)
Sbypass
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where Spjocreq denotes the number of CI bypass scenarios correctly rejected by Kubernetes
admission control and Sy, .ss the total number of evaluated CI bypass scenarios.

For all percentage-based metrics, values approaching 100% indicate more effective
policy enforcement, whereas the ideal value for both the False Positive Rate and the False
Negative Rate is 0%.

Figure 2 summarizes the complete experimental workflow adopted in this study. The
workflow illustrates the relationship between the evaluation dataset, the shared policy-
definition layer, the two complementary enforcement stages, and the quantitative eval-
uation process. By reusing identical policy definitions throughout all validation stages,
the experimental design isolates the effects of policy reuse from those of the underlying
enforcement technologies. Consequently, each research question is addressed through
explicit, objective, and fully traceable experimental evidence.

1. Input 2. Shared Policy Layer 3. Enforcement Stages 4. Evaluation
——— e
Dataset 3.1 Continuous Integration (Cl) Validation CuantitativelExaluition
* 29 Kubernet ifest: i { B
ikl Shared Policy Evaluation of | + Datection capability

Policy evaluation
using Conftest

€I Workf L
i Kubernetes (DR, FPR, FNR)
:xecution

Definition Layer !

* 8 resource types

37 scenarios

* 261 policy assertions

Scenario Categories
« Compliant workloads
« Negative controls
« Single-policy violations
« Multi-policy violations

+ Cl bypass scenarios

Single set of

Rego policy
definitions

Automated validation during Continuous Integration

manifests |

3.2 Kubernetes Admission Control

* Reused across all

enforcement stages

i : , Evaluation of
Kubernetes A |
—| ushoadmission | b1 Kupemetes
API Server webhook g B
(OPA Gatekeeper) 1 manifests

Deployment-time validation using admission control

« Policy coverage (PC)

« Clbypass protection (CBP)

Answers to RQs
* RQ1: Detection capability
* RQ2: Policy coverage

+ RQ3: Cl bypass mitigation

Traceability of the Evaluation Process -

1. Scenarios define 2. Policies evaluated
expected outcomes —> consistently
(a priori) across stages

3. Observed results
compared with —
expected outcomes

4. Metrics quantify
performance for
each RQ

Figure 2. Overview of the experimental workflow adopted in this study. The evaluation uses a
systematically constructed Kubernetes dataset together with a shared policy-definition layer imple-
mented using Rego. The same policy definitions are reused during both Continuous Integration
(CI) validation and Kubernetes admission control, ensuring that any observed differences arise from
the execution context rather than from differences in policy implementation. Experimental results
are quantified using well-defined evaluation metrics and mapped directly to the research questions
through a fully traceable evaluation process.

3.6. Experimental Design

The experimental design was structured to evaluate the proposed reusable Policy-as-
Code enforcement model under controlled and reproducible conditions while ensuring
complete traceability between the research questions, the experimental scenarios, and the
collected evidence. All experimental scenarios were executed using identical Kubernetes
manifests, a common set of Rego policy definitions, and identical validation procedures
across both enforcement stages. Consequently, any observed differences in policy decisions
originate from the execution context rather than from differences in policy implementation.

Each experimental scenario followed a predefined execution protocol. Kubernetes
manifests were first evaluated during Continuous Integration using Conftest integrated
into GitHub Actions workflows. The same manifests were subsequently submitted to a
Kubernetes cluster protected by OPA Gatekeeper, where deployment-time policy decisions
were enforced through Kubernetes validating admission webhooks. The observed policy
decisions from both enforcement stages were then compared against the expected outcomes
defined a priori for each scenario and quantified using the evaluation metrics introduced in
the previous subsection.
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Figure 2 provides an operational overview of the evaluation workflow, illustrating
the relationship between the evaluation dataset, the shared policy-definition layer, the
complementary enforcement stages, and the quantitative evaluation process. Together,
the execution protocol and evaluation workflow establish complete traceability from the
experimental artifacts to the empirical evidence used to answer each research question.

Table 4 summarizes the traceability between the research questions, the experimental
scenarios, the quantitative evaluation metrics, and the empirical evidence collected through-
out the evaluation. Detailed expected outcomes and their interpretation are presented in the
corresponding evaluation subsections, ensuring that each research question is investigated
through predefined experimental scenarios and objective evaluation criteria.

Table 4. Traceability between research questions, experimental scenarios, evaluation metrics, and
collected evidence.

RQ Scenarios  Metrics Collected Evidence

RQ1  S01-524 DR, FPR, FNR  Detection capability of the shared policy-definition layer
RQ2  S01-529 PC Policy coverage across complementary enforcement stages
RQ3  S25-529 CBP Admission-control effectiveness under CI bypass scenarios

3.7. Replication Package

To support reproducibility, transparency, and independent verification of the reported
results, all artifacts developed for this study are publicly available through an open repli-
cation package. The repository contains the complete implementation of the proposed
reusable multi-stage Policy-as-Code enforcement model together with the resources re-
quired to reproduce the experimental evaluation presented in this paper.

The replication package includes:

¢ The Rego policy definitions implementing the shared policy-definition layer;

*  The Kubernetes manifests comprising the evaluation dataset;

*  The experimental scenarios together with their expected policy outcomes;

¢ GitHub Actions workflows implementing Continuous Integration validation;

¢ OPA Gatekeeper constraints and Kubernetes admission-control configuration;

¢ The traceability matrices linking research questions, experimental scenarios, evalua-
tion metrics, and collected evidence;

e Experimental results, execution instructions, and supporting documentation required
to reproduce the evaluation.

Providing these artifacts publicly enables independent verification of the reported
results while facilitating future extensions of the proposed evaluation methodology. Re-
searchers and practitioners may reuse the evaluation dataset, policy definitions, validation
workflows, and experimental methodology to investigate additional governance policies,
Kubernetes resource types, complementary enforcement stages, or alternative Policy-as-
Code ecosystems under comparable experimental conditions. The complete replication
package is publicly available in a GitHub repository (https://github.com/Impnogueira/
policy-reuse-evaluation, accessed on 1 July 2026).

Overall, the methodology presented in this section establishes a rigorous and re-
producible experimental framework comprising a systematically constructed evaluation
dataset, a reproducible execution environment, explicitly defined research questions, quan-
titative evaluation metrics, and complete traceability between the research questions,
experimental scenarios, collected evidence, and reported results. This framework provides
the methodological foundation for the empirical evaluation presented in the following
sections and supports the systematic investigation of policy reuse across complementary
enforcement stages in cloud-native software-delivery pipelines.
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4. Reusable Multi-Stage Policy Enforcement Model

Building upon the research methodology presented in Section 3, this section introduces
the reusable multi-stage Policy-as-Code enforcement model proposed in this work. The
model addresses the research gap identified in Section 2 by investigating how reusable
policy definitions can support consistent governance enforcement across complementary
stages of the cloud-native software delivery lifecycle.

Rather than proposing a new Policy-as-Code technology, the model defines an architec-
tural approach centered on a shared policy-definition layer reused across complementary
enforcement stages. By separating policy definition from policy enforcement, governance
requirements can evolve independently of the mechanisms responsible for their execution
while preserving equivalent policy behavior throughout the software-delivery lifecycle.

The proposed architecture exploits the complementary characteristics of the two
evaluated enforcement stages. Continuous Integration validation provides early detection
of governance violations together with rapid developer feedback, whereas Kubernetes
admission control performs authoritative deployment-time validation immediately before
workload admission. Instead of treating these mechanisms as competing alternatives, the
proposed model combines them through a common policy-definition layer that supports
layered governance enforcement.

The remainder of this section presents the proposed architecture, describes its log-
ical layers and complementary enforcement stages, and introduces the representative
governance-policy portfolio used throughout the experimental evaluation.

4.1. Architectural Overview

Figure 3 presents the proposed reusable multi-stage Policy-as-Code enforcement
model. The architecture is organized into three logical layers that separate policy defi-
nition from policy enforcement, enabling reusable policy definitions to be consistently
evaluated across complementary enforcement stages throughout the cloud-native software
delivery lifecycle. Table 5 summarizes the responsibilities of each architectural layer.

Shared Policy-Definition Layer

Define once, enforce everywhere
1. SHARED

POLICY-
DEFINITION
LAYER

Representative Policy Portfolio

Rego Policy

Definitions

Security Configuration
(Shared)

Namespace ‘ Container ‘ Deployment

Policies Policies Policies Policies Policies

v v

Cl Enforcement Layer
(Early Validation)

Admission-Control Enforcement Layer
(Deployment-Time Validation)

2. ENFORCEMENT
LAYERS
(COMPLEMENTARY
VALIDATION
STAGES)

Kubernetes CI Workflow Conftest Folley,

Manifests (GitHub Actions) (oPA) Evalustion
Results

1 Evaluates Kubernetes manifests before they progress
through the software delivery pipeline,
providing early governance feedback.

Kubernetes IOPA Gatakegpar Kabermates Admission
Manifests Validating API Server Decision
Webhook (Allow/Deny)

Performs validation immediately before resource persistence,

preventing non-compliant workloads from reaching the cluster.

Consistent Governance

Unified enforcement througl

|
3. CONSISTENT |

GOVERNANCE | Consistent Unified
OUTCOMES ‘ | Policy Governance
‘ Decisions Requirements

Across Defense Compliance and
Traceability

Policy Reuse Layered J Improved

Enforcement Stages in Depth

| Legend: — PolicyFlow/Reuse === Validation Activity [ elicy-Definiton Layer [] enforcement Layers Outcomes Layer

Figure 3. Reusable multi-stage Policy-as-Code enforcement model. A shared policy-definition layer is
reused across complementary enforcement stages, enabling consistent governance validation during
both Continuous Integration and Kubernetes admission control.
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Table 5. Logical layers of the proposed enforcement model.

Layer Responsibility

Shared Policy-Definition =~ Defines reusable governance requirements independently of the en-
Layer forcement mechanism through shared Rego policies.

Continuous Integration ~ Evaluates Kubernetes manifests before they progress through the
Enforcement Layer software-delivery pipeline, providing early governance feedback.

Performs deployment-time validation immediately before Kubernetes
resource persistence, preventing non-compliant workloads from reach-
ing the cluster.

Admission-Control
Enforcement Layer

The separation between policy definition and policy enforcement constitutes the fun-
damental architectural principle of the proposed model. Governance requirements are
specified once within the shared policy-definition layer, which captures them indepen-
dently of any specific enforcement technology, and are subsequently evaluated by multiple
enforcement mechanisms without requiring duplicate policy implementations. As summa-
rized in Table 5, the enforcement layers determine only when and where these requirements
are evaluated, so the same governance logic can be reused across heterogeneous execution
contexts and can evolve independently of the execution environment while preserving
equivalent governance behavior across complementary enforcement stages.

Although the present study evaluates two complementary enforcement stages, the pro-
posed architecture is intentionally extensible. Additional validation mechanisms may be in-
corporated into the software-delivery lifecycle, provided they support execution of the same
policy definitions. Consequently, the architecture can accommodate additional enforcement
technologies without requiring changes to the underlying governance requirements.

4.2. Governance Consistency Through Policy Reuse

The primary objective of the proposed model is to support governance consistency
through policy reuse. In many cloud-native software-delivery environments, equivalent
governance requirements are implemented independently within Continuous Integra-
tion pipelines, deployment platforms, infrastructure-validation tools, and runtime secu-
rity mechanisms. Although these controls frequently pursue similar governance objec-
tives, independently maintained policy implementations may gradually diverge as they
evolve, leading to inconsistent policy decisions across different stages of the software
delivery lifecycle.

The proposed architecture addresses this challenge through the same separation of pol-
icy definition from policy enforcement introduced above. Because governance requirements
are specified once using Rego rather than reimplemented per enforcement mechanism,
they can be enforced consistently throughout the software-delivery lifecycle without the
divergence risk just described.

This extensibility, discussed above with respect to the overall architecture, applies
equally to policy reuse across enforcement stages: additional validation technologies
capable of evaluating the same policy definitions may be incorporated without requiring
changes to the underlying governance requirements, allowing the architecture to evolve
while preserving consistent governance behavior.

This architectural approach is consistent with recent Policy-as-Code and Security-as-
Code research advocating governance artifacts that can be versioned, reviewed, tested,
and maintained using established software-engineering practices [9-11]. The present work
extends this perspective by investigating whether reusable policy definitions can support
consistent governance enforcement across multiple complementary enforcement stages
rather than within a single execution context.
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By enabling governance requirements to be maintained independently of the mecha-
nisms responsible for their enforcement, the proposed model establishes the architectural
foundation for reducing duplicate policy implementations and limiting opportunities for
policy drift. Although the present study does not directly quantify these potential organi-
zational benefits, it provides empirical evidence regarding the practical feasibility of the
proposed architectural approach under the evaluated experimental conditions.

4.3. Multi-Stage Enforcement Architecture

The proposed architecture operationalizes the shared policy-definition layer through
two complementary enforcement stages positioned at different points of the cloud-native
software-delivery lifecycle. Each stage fulfills a distinct operational role while evaluating
the same governance requirements, thereby establishing multiple governance-validation
boundaries throughout the software-delivery process.

The first enforcement stage performs pre-deployment validation during Continuous
Integration (CI). Kubernetes manifests are evaluated before they progress through the
software-delivery pipeline, enabling governance violations to be identified early in the
development process. This stage provides rapid developer feedback, facilitating timely
remediation before deployment activities commence.

The second enforcement stage performs deployment-time validation through Ku-
bernetes admission control. Deployment requests are intercepted immediately before
resource persistence within the Kubernetes API server, where governance policies are eval-
uated using validating admission webhooks [23]. This stage establishes an independent
deployment-time enforcement boundary capable of preventing non-compliant workloads
from reaching the target cluster, including situations in which upstream CI validation has
been bypassed.

Table 6 summarizes the complementary responsibilities of the two enforcement stages.
Continuous Integration validation focuses on preventing non-compliant Kubernetes man-
ifests from progressing through the software-delivery pipeline, whereas Kubernetes ad-
mission control provides an independent deployment-time safeguard immediately before
workload admission.

Table 6. Complementary roles of the two enforcement stages.

Enforcement Stage Lifecycle Position ~ Primary Objective

Early detection of governance violations and
rapid developer feedback.

Prevent non-compliant workloads from being
admitted to the Kubernetes cluster.

Continuous Integration =~ Pre-deployment

Admission Control Deployment-time

Together, these enforcement stages implement a layered defense-in-depth strategy
in which identical governance requirements are evaluated at multiple points throughout
the software-delivery lifecycle. Rather than replacing one another, they combine early
developer feedback with authoritative deployment-time validation while relying on a
common policy-definition layer to preserve equivalent governance behavior across both
execution contexts.

The experimental evaluation presented in Section 5 investigates the practical feasibility
of this architecture by assessing whether reusable policy definitions can be consistently
enforced across both validation stages under controlled experimental conditions.

4.4. Policy Portfolio

To evaluate the proposed reusable multi-stage Policy-as-Code enforcement model,
a representative portfolio of Kubernetes governance policies was implemented using a
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shared policy-definition layer. The portfolio comprises five governance policies imple-
mented through a total of nine Rego deny rules. Rather than providing exhaustive coverage
of Kubernetes security practices, the selected policies represent common governance con-
cerns frequently encountered in cloud-native software-delivery pipelines while exercising
different categories of governance constraints.

Table 7 summarizes the policy portfolio used throughout the experimental evaluation,
together with its enforcement across the two complementary validation stages. The selected
policies were chosen because they represent governance controls commonly recommended
in Kubernetes security guidance and widely adopted within cloud-native software-delivery
pipelines. Collectively, they cover complementary aspects of workload governance, in-
cluding container security, resource management, and deployment configuration, while
remaining suitable for systematic evaluation under controlled experimental conditions.

Table 7. Policy portfolio and enforcement across complementary enforcement stages.

Policy Name

P1
P2

P3

P4
P5

Governance Objective CI Admission
Control
No Root Execution Prevent execution of containers with root privileges. v v
No Privilege Escalation Prevent workloads from enabling privilege escalation. v v
- Ensure explicit resource requests and limits for workload scheduling
Resource Requests and Limits . - v -
and runtime stability.
P 1 £ 1 i le i h
No Mutable Image Tags revent deployment of workloads using mutable image tags suc v v
as latest.
No Privileged Containers Prevent execution of privileged containers with elevated host access. v/ -

All policies are evaluated during Continuous Integration using the shared Rego
policy definitions. During deployment-time validation, three representative policies are
additionally enforced through OPA Gatekeeper constraints implementing the same gov-
ernance requirements. This configuration was intentionally selected to evaluate policy
reuse across complementary enforcement stages rather than to maximize admission-control
policy coverage.

The remaining governance policies could also be implemented at the admission-control
stage. Their omission from the evaluated prototype reflects the implementation scope
adopted for this proof-of-concept rather than an inherent limitation of OPA Gatekeeper or
the proposed architectural model. Consequently, the experimental evaluation focuses on
the consistency of policy reuse across complementary enforcement stages rather than on
the completeness of the implemented admission-control policy portfolio.

Accordingly, the objective of the selected policy portfolio is not to assess the complete-
ness of Kubernetes governance controls or to compare alternative governance technologies
or policy frameworks. Instead, it provides a representative, reproducible, and systemati-
cally constructed set of governance requirements that enables the empirical evaluation of
policy reuse under controlled experimental conditions.

5. Experimental Evaluation
5.1. Evaluation Dataset

The proposed reusable multi-stage Policy-as-Code enforcement model was evaluated
using the systematically constructed Kubernetes dataset introduced in Section 3. The
dataset provides controlled and reproducible experimental conditions in which the expected
outcome of every policy assertion is known a priori, enabling objective assessment of policy-
detection capability, policy coverage across complementary enforcement stages, and the
effectiveness of deployment-time admission control.
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Table 8 summarizes the principal characteristics of the dataset. The evaluation com-
prises 29 Kubernetes manifests organized into 37 experimental scenarios spanning eight
Kubernetes resource types. The policy portfolio introduced in Table 7 consists of five
governance policies (P1-P5) implemented through nine Rego deny rules, resulting in a total
of 261 policy assertions evaluated throughout the study.

Table 8. Characteristics of the evaluation dataset.

Characteristic Value
Kubernetes manifests 29
Experimental scenarios 37
Kubernetes resource types 8
Governance policies (P1-P5) 5
Rego deny rules 9
Policy assertions 261

Figure 4 provides an overview of the dataset organization and illustrates how the
experimental scenarios are distributed across the evaluation categories used to investigate
the three research questions.

Evaluation Dataset

37 Scenarios
Resource Types

1
‘\
1
29 Manifests I Dataset Coverage
I
1
I
I
I
I
I
1

Expected Pass Expected Fail B (et o o e |
14 Scenarios 15 Scenarios L
! B Policy Modules
I
sl SRRe S o e it
C li Negati Single-Policy Multi-Policy }
Workloads Controls Violations Violations !
_______________________________________ [ Rego Rules
1
9 Manifests 5 Manifests 9 Manifests 9 Manifests J (Deny Rules)
(9 Scenarios) (5 Scenarios) (9 Scenarios) (9 Scenarios) 4

I
______ J_ - 1 Assertions
1 " .
1 Cl Bypass Scenarios : (Policy Evaluations)
!

i
! 5 Manifests

1
1 (5 Scenarios)
.

CW: Compliant Workloads | NC: Negative Controls | SPV: Single-Policy Violations | MPV: Multi-Policy Violations

Cl Bypass Scenarios are a subset of Multi-Policy Violations in which manifests
are deployed directly to the cluster without undergoing CI validation.

Figure 4. Organization of the evaluation dataset. The dataset comprises 29 Kubernetes manifests
distributed across 37 experimental scenarios, including compliant workloads, negative controls,
single-policy violations, multi-policy violations, and dedicated CI bypass scenarios. Collectively, these
scenarios evaluate eight Kubernetes resource types, five governance policies (P1-P5) implemented
through nine Rego deny rules, and a total of 261 policy assertions.

As illustrated in Figure 4, the experimental scenarios were intentionally organized to
evaluate complementary aspects of the proposed enforcement model. Compliant work-
loads and negative controls assess policy-detection capability by verifying the absence of
false-positive detections. Single-policy and multi-policy violation scenarios evaluate the
ability of the shared policy definitions to identify governance violations under progressively
more complex conditions. Finally, the dedicated CI bypass scenarios investigate the role of
Kubernetes admission control as an independent deployment-time enforcement boundary
capable of maintaining governance enforcement when upstream Continuous Integration
validation is bypassed. Since these scenarios exercise the Kubernetes validating admis-
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sion webhook directly, they specifically evaluate the resilience of the admission-control
enforcement chain rather than all possible deployment bypass mechanisms.

Collectively, the dataset provides systematic coverage of the experimental conditions
required to address the three research questions introduced in Section 3. The following
subsections present the experimental evidence obtained for each research question, be-
ginning with the evaluation of policy-detection capability during Continuous Integration
validation (RQ1).

5.2. RQ1: Automatic Detection of Insecure Configurations

The first research question investigates whether the proposed reusable Policy-as-Code
enforcement model can correctly identify the evaluated insecure Kubernetes configurations
while avoiding false-positive detections on compliant workloads and unrelated resources.
This evaluation focuses on the correctness of the shared policy definitions during Continuous
Integration (CI) validation, independently of the deployment-time enforcement stage.

Figure 5 illustrates the CI validation workflow adopted throughout the experiments.
Kubernetes manifests are evaluated against the shared Rego policy definitions during
GitHub Actions execution using Conftest. Policy violations are reported before deployment
artifacts progress through the software-delivery pipeline, enabling governance decisions to
be enforced during pre-deployment validation.

Inputs Cl Validation (Pre-deployment) Workflow
-

Dpata | Evaluation Ao

set | Dataset Cl Workflow (Automated Pipeline)
29 Kubernetes
manireHs Checkout Run Conftest Collect Cl

Repository (OPA + Rego) Results
£ Rego Policy Set
02y Retrieve repository Evaluate manifests Parse and store

Set | 5 policy modules content with Rego policies validation results

9 deny rules
T

Test | Experimental H

Cases | Scenarios *
37 scenarios
(S01-837) Cl Validation Results

Grounq| Ground Truth Pass Fail

Truth | (Expected Results) (Compliant) (Violations)
261 pt?licy Expected: 128 Expected: 133
assertions Obtained: 128 Obtained: 133

Legend
Inputs / Artifacts D Cl Workflow Steps D Cl Results —» Workflow / Data Flow --=-% Evaluation Flow

Figure 5. Continuous Integration Policy-as-Code validation workflow. Kubernetes manifests are
evaluated against the shared policy-definition layer during GitHub Actions execution using Con-
ftest. Policy violations prevent pipeline progression and provide immediate governance feedback
before deployment.

The evaluation considered all 29 Kubernetes manifests comprising the experimental
dataset. Fourteen manifests were expected to satisfy all evaluated governance policies
(P1-P5), whereas 15 intentionally contained one or more governance violations. Together,
these scenarios generated 40 expected policy violations, providing controlled experimental
conditions for verifying the correctness of policy evaluation while quantifying false-positive
and false-negative behavior.

Table 9 summarizes the quantitative results obtained for RQ1. Within the evaluated
dataset, all expected policy violations were correctly identified without producing false-
positive or false-negative detections. Consequently, the proposed approach achieved a
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Detection Rate (DR) of 100%, a False Positive Rate (FPR) of 0%, and a False Negative Rate
(FNR) of 0%.

Table 9. Detection results for RQ1.

Metric Value
Policy portfolio evaluated P1-P5
Kubernetes manifests evaluated 29
Expected policy violations 40
Detected policy violations 40
False positives 0
False negatives 0
Detection Rate (DR) 100%
False Positive Rate (FPR) 0%
False Negative Rate (FNR) 0%

To further assess the robustness of the implemented policy definitions, the evaluation
included representative edge-case scenarios involving multi-container workloads, digest-
based image references, omitted security fields, hardened security contexts, init containers,
StatefulSets, and Jobs. All evaluated scenarios produced the expected policy decisions,
indicating consistent governance behavior across different Kubernetes resource types and
workload configurations within the scope of the evaluation dataset.

Overall, the experimental results provide empirical evidence that the proposed
reusable Policy-as-Code enforcement model correctly identified all expected governance
violations represented in the evaluation dataset while maintaining perfect detection accu-
racy under the evaluated experimental conditions. Although these findings should not be
interpreted as characterizing detection performance across arbitrary Kubernetes workloads,
they demonstrate the correctness of the implemented policy definitions and their ability to
distinguish compliant from non-compliant manifests within the systematically constructed
evaluation dataset. Consequently, RQ1 is answered affirmatively.

5.3. RQ2: Governance Assurance Through Multi-Stage Enforcement

The second research question investigates whether multi-stage Policy-as-Code enforce-
ment provides broader governance assurance than relying on a single enforcement stage.
Rather than comparing the individual effectiveness of Continuous Integration (CI) vali-
dation and Kubernetes admission control, the evaluation examines their complementary
roles within the proposed architecture and the practical feasibility of consistently enforcing
reusable Policy-as-Code definitions across multiple validation boundaries.

The experimental evaluation considered the five governance policies (P1-P5) intro-
duced in Table 7. All policies were enforced during Continuous Integration validation
using the shared Rego policy definitions, while three policies (P1, P2, and P4) were addi-
tionally implemented as OPA Gatekeeper constraints for deployment-time enforcement;
the remaining two (P3 and P5) were evaluated only during CI, for the reasons discussed in
Section 4.

Policy identifiers correspond to the governance portfolio defined in Table 7. As
summarized in Table 10, Continuous Integration validation enforced the complete policy
portfolio, corresponding to a Policy Coverage (PC) of 100%. Deployment-time admission
control enforced three of the five governance policies implemented within the evaluated
prototype, corresponding to a Policy Coverage of 60%. As discussed in Section 4, the
remaining two policies remained exclusive to CI validation because their implementation as
Gatekeeper constraints was outside the scope of the present proof-of-concept. Accordingly,
the reported Policy Coverage values reflect the implementation scope adopted for the
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evaluated prototype rather than inherent limitations of Kubernetes admission control, OPA
Gatekeeper, or the proposed reusable Policy-as-Code enforcement model.

Table 10. Policy coverage across complementary enforcement stages.

Policy CI Admission Scope
P1 v v Multi-stage
P2 v v Multi-stage
P3 v - CI only
P4 v v Multi-stage
P5 v - CI only
Policy Coverage (PC) 100% 60% -

Although admission control enforced only a representative subset of the evaluated
policy portfolio, the combination of both enforcement stages preserved enforcement of
all governance policies considered in this study. More importantly, the same Rego policy
definitions were reused across both execution contexts without requiring duplicate policy
implementations. The remaining governance policies could likewise be implemented at the
admission-control stage without requiring changes to the proposed architectural model,
further confirming that the reported coverage differential reflects the scope of the evaluated
prototype rather than the capabilities of the underlying enforcement mechanisms.

These results indicate that the principal contribution of the proposed architecture is not
to increase the number of governance policies that can be enforced, but to demonstrate the
practical feasibility of reusing common policy definitions across complementary enforce-
ment stages. Continuous Integration validation provides comprehensive pre-deployment
governance verification, whereas Kubernetes admission control reinforces deployment-time
protection for representative governance requirements. Together, these complementary
validation stages establish multiple governance-validation boundaries while preserving
consistent governance behavior.

Consequently, RQ2 is answered affirmatively: within the evaluated implementation,
reusable Policy-as-Code definitions were enforced consistently across both validation stages,
with the reported Policy Coverage values reflecting the scope of the evaluated prototype
rather than a capability limit of the underlying architecture.

5.4. RQ3: Admission Control and CI Bypass Mitigation

The third research question investigates whether Kubernetes admission control can
maintain governance enforcement when deployment artifacts bypass Continuous Inte-
gration (CI) validation. This evaluation examines the role of admission control as an
independent deployment-time enforcement boundary within the proposed reusable multi-
stage Policy-as-Code architecture.

Figure 6 illustrates the admission-control workflow adopted throughout the exper-
iments. Deployment requests submitted directly to the Kubernetes API server are in-
tercepted by OPA Gatekeeper through Kubernetes validating admission webhooks and
evaluated against the shared Rego policy definitions before resource persistence occurs.

To reproduce CI bypass conditions, deployment manifests were submitted directly
to the Kubernetes API server using kubectl apply-dry-run=server. This approach exer-
cises the Kubernetes validating admission webhook chain while intentionally bypassing
the CI validation stage, allowing deployment-time policy enforcement to be evaluated
independently. It therefore assesses the resilience of the admission-control enforcement
chain rather than all possible deployment bypass mechanisms.
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Admission Control Validation under Cl Bypass Scenarios
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Figure 6. Admission-control validation workflow executed by OPA Gatekeeper. Deployment requests
are intercepted immediately before resource persistence and evaluated against the shared policy-
definition layer. Non-compliant workloads are rejected regardless of whether upstream CI validation
has been executed.

Table 11 summarizes the results obtained for the CI bypass experiments. All five
evaluated scenarios produced the expected outcome. The baseline compliant workload was
successfully admitted, whereas every non-compliant workload was rejected before resource
persistence. Consequently, the proposed approach achieved a CI Bypass Protection (CBP)
of 100% for the evaluated scenarios.

Table 11. Admission-control results for CI bypass scenarios.

Scenario Governance Condition Expected Observed
525 Baseline compliant workload Allowed Allowed

526 P1 - No Root Execution Rejected Rejected

S27 P2 — No Privilege Escalation Rejected Rejected

528 P4 — No Mutable Image Tags Rejected Rejected

529 P1 + P2 + P4 violations Rejected Rejected

CI Bypass Protection (CBP) 100%

The multi-policy violation scenario provides additional evidence regarding the be-
havior of the admission-control mechanism. Rather than terminating evaluation after
detecting the first violation, OPA Gatekeeper evaluated all applicable admission-control
constraints associated with the deployment request, demonstrating consistent enforcement
of the governance requirements implemented at the deployment stage.

These results demonstrate that Kubernetes admission control provides an effective
independent deployment-time enforcement boundary capable of preserving governance
enforcement even when upstream Continuous Integration validation is bypassed. Al-
though the evaluated prototype implements deployment-time enforcement for only three
representative governance policies (P1, P2, and P4), the experiments demonstrate the
practical feasibility of the proposed defense-in-depth architecture under the evaluated
experimental conditions.

Consequently, RQ3 is answered affirmatively: Kubernetes admission control comple-
ments Continuous Integration validation by providing an independent deployment-time
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enforcement boundary, mitigating all evaluated CI bypass scenarios while preserving
consistent governance enforcement for the supported deployment-time policy portfolio.

5.5. Summary of Findings

The experimental evaluation provides consistent empirical evidence supporting the
three research questions investigated in this study. Across 29 Kubernetes manifests,
37 experimental scenarios, and 261 policy assertions, the proposed reusable Policy-as-
Code enforcement model achieved a Detection Rate (DR) of 100% with a False Positive
Rate (FPR) and False Negative Rate (FNR) of 0% (RQ1); Continuous Integration validation
enforced the complete governance-policy portfolio (P1-P5) while Kubernetes admission
control enforced the representative subset implemented within the evaluated prototype
(P1, P2, and P4), with the two stages together preserving enforcement of the full portfolio
through common policy definitions (RQ2); and Kubernetes admission control achieved a
CI Bypass Protection (CBP) of 100% by correctly rejecting every non-compliant deployment
submitted through the five evaluated CI bypass scenarios (RQ3).

Collectively, these results provide empirical evidence supporting the practical fea-
sibility of policy reuse across complementary enforcement stages within a cloud-native
software-delivery pipeline. Although the evaluation was intentionally limited to the
selected governance policies, the implemented admission-control constraints, and the
controlled experimental environment, the findings demonstrate that reusable Policy-as-
Code definitions can preserve consistent governance behavior while supporting a layered
defense-in-depth architecture spanning both pre-deployment and deployment-time valida-
tion. Section 6 discusses the broader implications of these findings, their limitations, and
their relationship to existing Policy-as-Code research.

6. Discussion
6.1. Policy Reuse and Governance Consistency

The experimental results demonstrate that the principal contribution of the proposed
approach lies not in introducing new Policy-as-Code technologies, but in showing that
reusable policy definitions can be consistently enforced across complementary stages of
the software-delivery lifecycle. Within the evaluated environment, identical governance
requirements were enforced during both Continuous Integration (CI) validation and Ku-
bernetes admission control, providing empirical evidence that policy definition can be
effectively decoupled from policy enforcement.

This observation extends the current discussion surrounding Policy-as-Code. Existing
research has primarily emphasized executable governance artifacts, compliance automation,
and policy enforcement within individual execution contexts [9-11]. Similarly, studies
addressing Kubernetes governance have generally evaluated admission control, static
analysis, or CI validation as independent enforcement mechanisms [15,17]. Comparatively
little empirical evidence has been available regarding whether common policy definitions
can be reused consistently across multiple enforcement stages while preserving equivalent
governance behavior.

The present study contributes to this discussion by demonstrating the practical feasibil-
ity of this architectural approach under controlled experimental conditions. Throughout the
evaluation, the same Rego policy definitions were executed by different enforcement mech-
anisms without requiring duplicate policy implementations or policy-specific adaptations.
Although the study does not quantify long-term organizational outcomes, it demonstrates
that governance requirements can be maintained independently of the mechanisms respon-
sible for their execution.
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From a software-engineering perspective, this architectural separation offers sev-
eral potential organizational advantages. Maintaining governance requirements within
a common policy-definition layer may simplify policy evolution, reduce duplicated pol-
icy implementations, and limit opportunities for policy drift as governance requirements
evolve over time. These potential benefits are frequently discussed in the Policy-as-Code lit-
erature [6,12,13], yet empirical evaluations of reusable policy-definition architectures have
remained comparatively limited. The present study, therefore, provides initial empirical
evidence supporting this architectural principle.

It is important to distinguish the scope of these findings. The reported results do not
demonstrate that policy reuse automatically improves governance effectiveness, reduces
operational costs, or simplifies long-term policy maintenance. Rather, they demonstrate
that reusable Policy-as-Code definitions can preserve equivalent governance behavior
across complementary enforcement stages under the evaluated experimental conditions.
Quantifying the long-term impact of policy reuse on maintenance effort, policy evolution,
governance consistency, and organizational processes remains an important direction for
future research.

Overall, the findings reinforce the view that Policy-as-Code should be regarded not
only as a mechanism for governance automation, but also as an architectural principle that
separates governance definition from governance enforcement. This perspective broadens
the role of Policy-as-Code beyond individual validation tools by positioning reusable
policy definitions as shared governance artifacts capable of supporting layered governance
throughout the cloud-native software-delivery lifecycle.

6.2. Implications of Multi-Stage Enforcement

The experimental results also speak to how the two enforcement stages contribute
to governance assurance. Rather than increasing the number of governance policies that
can be enforced, their principal value lies in extending policy enforcement across com-
plementary stages of the software-delivery lifecycle. Instead of operating as competing
alternatives, Continuous Integration (CI) validation and Kubernetes admission control
fulfill distinct yet complementary governance functions that collectively strengthen the
overall enforcement architecture.

The evaluation demonstrates that these two enforcement stages address different
operational objectives. Continuous Integration validation supports early detection of gover-
nance violations and provides rapid feedback before deployment artifacts progress through
the delivery pipeline, thereby reducing remediation effort and preventing non-compliant
configurations from propagating downstream. Kubernetes admission control, by contrast,
performs authoritative deployment-time validation immediately before resource persis-
tence, ensuring that governance requirements remain enforceable even when upstream
validation activities are bypassed.

These findings highlight an important architectural implication. The effectiveness of a
multi-stage Policy-as-Code architecture should not be assessed solely in terms of policy-
detection accuracy or the number of implemented governance policies. Instead, its principal
value lies in establishing complementary validation boundaries that operate at different
stages of the software-delivery lifecycle while evaluating common policy definitions. Under
the evaluated experimental conditions, this layered approach increased resilience against
governance failures by ensuring that deployment-time validation complemented, rather
than duplicated, the protection provided by Continuous Integration validation.

These observations are consistent with the broader defense-in-depth principle widely
adopted in cybersecurity, whereby multiple independent protection mechanisms collec-
tively improve system resilience. Within the proposed architecture, the complementary
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enforcement stages reduce reliance on any single validation mechanism while preserving
a common set of policy definitions. Consequently, equivalent governance behavior can be
maintained even when one validation boundary is intentionally or unintentionally bypassed.
More broadly, the findings suggest that reusable Policy-as-Code architectures may
provide organizational benefits beyond governance automation alone. By separating policy
definition from policy enforcement, organizations may evolve governance requirements in-
dependently of individual validation mechanisms while preserving consistent governance
behavior across heterogeneous software-delivery environments. Although the present
study does not directly evaluate long-term organizational outcomes such as reduced main-
tenance effort, simplified policy evolution, or lower operational costs, it demonstrates the
practical feasibility of this architectural approach under the evaluated implementation
scope and provides a foundation for future empirical investigations involving larger policy
portfolios, production-scale environments, and alternative Policy-as-Code ecosystems.

6.3. Admission Control as a Defense-in-Depth Mechanism

The CI bypass experiments provide some of the strongest empirical evidence pre-
sented in this study because they evaluate the proposed architecture under conditions in
which the primary pre-deployment validation stage is intentionally circumvented. Rather
than assessing policy evaluation alone, these experiments investigate whether layered
governance can be maintained when one of the validation boundaries is absent.

Traditional DevSecOps workflows frequently rely on Continuous Integration (CI)
validation as the primary governance-enforcement mechanism. In practice, however,
deployment artifacts may reach downstream environments through alternative deployment
paths, operational workarounds, emergency procedures, configuration errors, or temporary
process exceptions. Under such conditions, relying exclusively on CI validation may leave
production environments exposed to non-compliant deployments.

The experimental results demonstrate that Kubernetes admission control provides
an effective independent deployment-time enforcement boundary. In every evaluated CI
bypass scenario, non-compliant workloads were rejected before resource persistence within
the Kubernetes cluster, thereby preserving governance enforcement despite the absence of
upstream CI validation. These findings indicate that deployment-time admission control
complements, rather than replaces, earlier validation activities by providing an additional
validation boundary immediately before workload admission.

The evaluated CI bypass scenarios specifically exercise the Kubernetes validating admis-
sion webhook chain through server-side validation using kubectl apply-dry-run=server.
Consequently, the reported results demonstrate the effectiveness of deployment-time ad-
mission control within the evaluated admission workflow and should not be interpreted as
covering every possible deployment bypass mechanism or unauthorized deployment path.

From an architectural perspective, these observations reinforce the applicability of
the defense-in-depth principle to Policy-as-Code governance in cloud-native software-
delivery environments [24]. Rather than relying on a single validation stage, governance
requirements are evaluated across multiple complementary validation boundaries while
reusing the same policy definitions. This layered architecture reduces dependence on any
individual control mechanism and preserves equivalent governance behavior even when
one validation boundary is intentionally bypassed.

It is important, however, to interpret these findings within the scope of the evaluated
implementation. The admission-control experiments considered only the representative
subset of governance policies implemented as OPA Gatekeeper constraints together with
a controlled set of CI bypass scenarios. Consequently, although the results demonstrate
the practical feasibility of this defense-in-depth approach under the evaluated experimen-
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tal conditions, further studies involving larger policy portfolios, additional deployment
paths, and production-scale infrastructures are required to assess the generalizability of
these observations.

6.4. Threats to Validity and Limitations

The findings of this study should be interpreted in light of several threats to validity
and limitations associated with the experimental design, the evaluated policy portfolio,
and the implementation scope.

Regarding internal validity, the experimental evaluation employed deterministic
Policy-as-Code definitions together with predefined experimental scenarios for which the
expected outcome of every policy assertion was known a priori. To minimize execution-
related inconsistencies, all experiments reused the same Rego policy definitions, identical
validation procedures, and equivalent deployment artifacts across both Continuous Inte-
gration (CI) validation and Kubernetes admission control.

The evaluation dataset and the corresponding expected policy outcomes were con-
structed by the same authors who implemented the evaluated Policy-as-Code definitions.
Although every experimental scenario specifies its expected outcome a priori and the com-
plete replication package enables independent verification of the reported results, the
absence of an independent validation of the expected outcomes represents a potential
source of experimenter bias.

Regarding construct validity, the selected evaluation metrics were designed to provide
objective evidence for answering the three research questions. This was supported by
the explicit traceability established in Section 3 between the research questions, experi-
mental scenarios, evaluation metrics, and expected outcomes. Nevertheless, governance
effectiveness was assessed primarily through policy evaluation, policy coverage, and pro-
tection against CI bypass scenarios. Other potentially relevant dimensions, including policy
maintainability, policy evolution, organizational adoption, developer productivity, and
operational cost, were beyond the scope of the present study.

Regarding external validity, the evaluation employed a systematically constructed
dataset comprising 29 Kubernetes manifests and 37 experimental scenarios. Although
the dataset intentionally covers compliant workloads, negative controls, single-policy
violations, multi-policy violations, and CI bypass scenarios, it represents a controlled
experimental environment rather than a statistically representative production deployment.
Accordingly, the reported findings should not be interpreted as characterizing governance
behavior across arbitrary Kubernetes environments.

Furthermore, the evaluated scenarios were intentionally designed by the authors rather
than derived from operational incident datasets or production repositories. Although this
design improves experimental control and reproducibility, it may not capture the full
diversity of governance violations encountered in operational cloud-native environments.

A further limitation concerns the evaluated policy portfolio. The study considered five
representative Kubernetes governance policies implemented through nine Rego deny rules.
Although these policies address common workload-security and configuration-governance
concerns, they do not encompass the broader range of organizational, regulatory, or domain-
specific governance requirements encountered in large-scale cloud-native environments.

The implementation was intentionally restricted to a single Policy-as-Code ecosystem
based on Open Policy Agent (OPA), Rego, Conftest, and OPA Gatekeeper. Although
the proposed architectural model is conceptually independent of these technologies, the
reported evidence is limited to the evaluated ecosystem. Additional empirical studies are
therefore required to assess the applicability of the proposed architectural principles across
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alternative Policy-as-Code languages, policy engines, admission-control frameworks, and
software-delivery platforms.

Finally, the evaluation focused on functional correctness and governance consistency
rather than operational performance. Consequently, the impact of reusable Policy-as-Code
definitions on admission-control latency, policy-evaluation overhead, resource consump-
tion, scalability, and overall system performance was not investigated. These aspects
require dedicated empirical evaluation under production-scale workloads.

Despite these limitations, several characteristics strengthen the credibility of the re-
ported findings. The study employed a systematically constructed evaluation dataset,
explicitly defined research questions, quantitative evaluation metrics, complete traceability
between experimental artifacts and reported results, and a publicly available replica-
tion package containing the policy definitions, Kubernetes manifests, workflows, and
supporting documentation. Collectively, these elements provide a transparent and re-
producible foundation for assessing the proposed reusable multi-stage Policy-as-Code
enforcement architecture.

6.5. Future Research Directions

The findings of this study suggest several promising directions for extending both the
proposed architectural approach and the empirical evidence supporting reusable Policy-as-
Code strategies.

A natural continuation of this work involves evaluating the proposed architecture
using substantially larger datasets derived from public Kubernetes repositories, industrial
deployments, and production-oriented software-delivery pipelines. Such studies would
strengthen the external validity of the reported findings while providing additional evi-
dence regarding the scalability, robustness, and practical applicability of policy reuse under
realistic deployment conditions.

Future evaluations should also investigate the proposed architecture in large-scale
industrial environments comprising hundreds of microservices, multiple development
teams, and heterogeneous deployment pipelines. Evaluating the approach under these
conditions would provide valuable evidence regarding its long-term applicability and
governance consistency in production cloud-native systems.

Another promising direction is to investigate policy reuse across governance do-
mains beyond Kubernetes workload validation. Candidate application areas include
Infrastructure-as-Code verification, GitOps deployment workflows, software supply-chain
governance, identity and access management, and multi-cloud policy enforcement. Ex-
tending the proposed architectural principles across these complementary domains would
provide valuable insight into the broader applicability of reusable Policy-as-Code strategies
throughout the software-delivery lifecycle.

Interoperability across heterogeneous Policy-as-Code ecosystems also warrants further
investigation. Although the present study demonstrates successful policy reuse within the
Open Policy Agent ecosystem, future work should examine whether equivalent governance
behavior can be achieved across alternative policy languages, policy engines, admission-
control frameworks, and software-delivery platforms. Comparative evaluations involving
platforms such as Kyverno would be particularly valuable for assessing the generalizability
of the proposed architectural principles beyond a single technological ecosystem.

Operational performance represents another important avenue for future work. The
present study focused on functional correctness and governance consistency rather than run-
time characteristics. Future investigations should therefore evaluate the impact of reusable
Policy-as-Code definitions on policy-evaluation latency, admission-control throughput, re-
source consumption, and scalability under production-scale workloads. Particular attention
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should be devoted to the latency introduced by validating admission webhooks under high
request concurrency, since excessive webhook latency may affect Kubernetes control-plane
responsiveness in large-scale production clusters. Such studies would complement the
functional evaluation presented in this paper by characterizing the operational trade-offs
associated with reusable multi-stage policy enforcement.

More broadly, the proposed architecture provides a foundation for investigating Policy-
as-Code governance across multiple platforms, technologies, and enforcement stages. As
cloud-native software-delivery ecosystems continue to evolve, understanding how reusable
policy definitions can support consistent governance across increasingly heterogeneous
operational environments represents a promising direction for future research.

7. Conclusions

This paper investigated whether reusable Policy-as-Code definitions can support
consistent governance across complementary stages of the cloud-native software-delivery
lifecycle. Although Policy-as-Code has become a widely adopted approach for automating
security, compliance, and governance, comparatively little empirical evidence has been
available regarding the reuse of common policy definitions across multiple enforcement
mechanisms.

To address this research gap, this work proposed and empirically evaluated a
reusable multi-stage Policy-as-Code enforcement architecture centered on a common policy-
definition layer executed during both Continuous Integration validation and Kubernetes
admission control. The proposed architecture was implemented using Open Policy Agent,
Rego, Conftest, and OPA Gatekeeper and evaluated through a structured experimental
study comprising 29 Kubernetes manifests, 37 experimental scenarios, eight Kubernetes
resource types, and 261 policy assertions.

The experimental evaluation provided positive evidence for all three research ques-
tions, as detailed in Section 5: perfect detection accuracy on the evaluated dataset with
no observed false positives or false negatives (RQ1), consistent enforcement of the pol-
icy portfolio across both stages through a single set of reused policy definitions (RQ2),
and full mitigation of the evaluated CI bypass scenarios by deployment-time admission
control (RQ3).

Beyond these individual findings, the principal contribution of this work lies in
demonstrating the practical feasibility of separating policy definition from policy enforce-
ment: common policy definitions can be reused across complementary enforcement mecha-
nisms while preserving equivalent governance behavior, providing a reusable foundation
for layered, defense-in-depth Policy-as-Code governance without requiring duplicate
policy implementations.

The reported findings should be interpreted within the scope of the evaluated envi-
ronment, which consisted of a controlled experimental dataset and a single Policy-as-Code
ecosystem based on Open Policy Agent, Rego, Conftest, and OPA Gatekeeper. Accord-
ingly, additional empirical studies involving larger datasets, production-scale deployments,
alternative Policy-as-Code ecosystems, and heterogeneous software-delivery platforms
are required to assess the broader applicability and generalizability of the proposed archi-
tectural approach. More broadly, these findings establish a reproducible foundation for
future research on scalable, technology-independent, and reusable governance architectures
spanning heterogeneous cloud-native software-delivery environments.
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