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Highlights

What are the main findings?

• A compact two-frame multi-layer light detection and ranging (LiDAR) representation
and a convolutional neural network–long short-term memory (CNN-LSTM) recurrent
proximal policy optimization (Recurrent PPO) policy are developed to extract local
geometric structures and short-term dynamic cues for unmanned aerial vehicle (UAV)
obstacle avoidance.

• A velocity-projection action shield is introduced to correct high-risk policy outputs during
training and execution, and simulation results show an average success rate of 91.88%,
with an average online computation time of 0.78 ms across four test configurations.

What are the implications of the main findings?

• Lightweight temporal LiDAR observations can improve local navigation and short-term
collision awareness without explicit obstacle tracking or trajectory prediction.

• The proposed framework provides a computationally efficient obstacle-avoidance strat-
egy that reduces collision risk for small UAVs in mixed static–dynamic environments.

Abstract

Autonomous obstacle avoidance for UAVs in dynamic obstacle-dominated complex envi-
ronments must address time-varying local collision risks from multiple directions under
the constraints imposed by local sensing, environmental uncertainty, execution safety, and
limited onboard computation. Planning-based methods often require frequent replanning
or explicit obstacle prediction, whereas conventional reinforcement learning policies may
produce myopic decisions under partial observability. To address these limitations, this
study proposes a dynamic obstacle-avoidance framework that combines a temporal LiDAR
representation with safety-aware action correction in recurrent reinforcement learning.
Multi-layer LiDAR observations are constructed using sector-wise minimum pooling. Ad-
jacent two-frame stacking and a CNN-LSTM architecture are then used to extract local
geometric structures and short-term dynamic cues, and a velocity-control policy is op-
timized using Recurrent PPO. In addition, a smooth velocity-projection safety shield is
introduced to modify policy outputs and reduce collision risk during both training and
policy execution. Experiments conducted in mixed static–dynamic obstacle scenarios based
on Gym-PyBullet-Drones show that the proposed method achieves an average success
rate of 91.9% across four test configurations, with an average online computation time of
0.78 ms. Ablation studies further support the contributions of two-frame observations,
LSTM-based temporal modeling, and the safety shield.
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1. Introduction
Unmanned aerial vehicles (UAVs), particularly multirotor platforms, have been widely

used in civilian applications, such as forest-fire monitoring, warehouse inspection, and ex-
press delivery, owing to their high maneuverability and cost-effectiveness [1]. In practical
applications, UAVs are often required to navigate autonomously and avoid obstacles in
unknown or partially known environments that may contain both static and moving ob-
jects. In this study, complex dynamic environments refer to local mixed static–dynamic
obstacle-avoidance scenarios in which nearby moving obstacles continuously change the
local collision-risk distribution perceived by the UAV. Compared with static-obstacle en-
vironments, these scenarios are more challenging because the UAV must perceive local
obstacle geometry, capture short-term collision cues, and generate safe control commands
in real time under limited onboard computational resources and control-cycle constraints.
Consequently, dynamic obstacle perception, real-time planning, execution safety, and com-
putational efficiency remain central challenges for autonomous UAV navigation in such
environments [1–5].

Existing UAV obstacle-avoidance methods can be broadly divided into two cat-
egories: planning-based and optimization-based approaches, and learning-based ap-
proaches. Planning-based and optimization-based methods offer good interpretability
and have been widely used in engineering systems [4–9]. However, when applied to dense
or rapidly changing dynamic scenes, these methods often require frequent replanning,
explicit obstacle-state estimation, or multi-stage perception–prediction–planning pipelines,
which increases system complexity and online computational cost. Learning-based meth-
ods can generate control commands from local sensor observations with relatively low
inference latency [10–17]. Nevertheless, feedforward policies are often limited in their
ability to encode obstacle-motion trends under partial observability, which may lead to
myopic decisions and increased collision risk [18–20]. Therefore, achieving real-time UAV
dynamic obstacle avoidance with lightweight local observations and reduced collision risk
remains a challenging problem.

To address the above challenge, this study develops a temporally-aware deep re-
inforcement learning framework for UAV dynamic obstacle avoidance by integrating
a two-frame multi-layer light detection and ranging (LiDAR) representation, convolu-
tional neural network–long short-term memory (CNN-LSTM) feature extraction, recurrent
proximal policy optimization (Recurrent PPO), and velocity-projection action correction.
Compact and conservative multi-layer LiDAR range observations are constructed through
sector-wise minimum pooling. Two-frame stacking and LSTM hidden states are then
combined to capture short-term dynamic variations from consecutive local observations.
In this study, temporal awareness refers to the use of short-term temporal information from
consecutive LiDAR observations and recurrent hidden states, rather than relying only on a
single instantaneous range observation. Specifically, the two-frame LiDAR stack provides
explicit short-term range changes, while the LSTM module aggregates recent observation
history to support local decision-making under partial observability. At the control level,
Recurrent PPO is used to learn a velocity-control policy, while a velocity-projection safety
shield is applied during both training and execution to correct high-risk policy outputs,
reduce collision risk, and encourage lower-risk avoidance behaviors. The aim of this study
is to develop and evaluate the proposed framework for UAV dynamic obstacle avoidance
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under controlled simulation conditions. Training and testing are conducted in simulation,
and real-world sensor noise and hardware-related uncertainties are not explicitly modeled.

The main contributions of this study are summarized as follows:

• A lightweight temporal LiDAR representation is designed for UAV dynamic obstacle
avoidance. By combining sector-wise minimum pooling, two-frame stacking, and low-
dimensional navigation features, the proposed representation preserves local obstacle
geometry and short-term dynamic cues while maintaining a compact input dimension.

• A CNN-LSTM-based recurrent policy is trained using Recurrent PPO for UAV velocity
control in partially observable dynamic environments. The two-frame observation
provides explicit short-term variation information, and the LSTM hidden state further
encodes historical observation dependencies, thereby alleviating the myopic behavior
of single-frame feedforward policies.

• A velocity-projection action shield is incorporated into both training and execution.
The shield smoothly corrects high-risk actions generated by the policy and introduces
the safety-shield correction reward into the reward function, which helps reduce
collision risk in the tested simulation scenarios and encourages the policy to generate
fewer high-risk action outputs.

2. Related Work
2.1. Conventional Obstacle-Avoidance Methods

Conventional UAV obstacle-avoidance methods mainly include graph-search or
sampling-based path planning, local reactive avoidance, and optimization-based trajec-
tory planning. Graph-search and sampling-based planners, such as A* [21] and a rapidly
exploring random tree (RRT) [22], can generate feasible paths when environmental maps
are available, but their direct responsiveness to unknown dynamic obstacles is limited.
Artificial potential field (APF) [23] provides a simple reactive mechanism for local obstacle
avoidance with low computational cost, but it is prone to local minima in complex environ-
ments. Velocity obstacle (VO) [24] characterizes dynamic collision risk in relative-velocity
space, but it usually requires explicit estimation of obstacle states, including position
and velocity.

In recent years, optimization-based trajectory planning has been widely used for
quadrotor obstacle avoidance. For example, EGO-Planner [6] reduces the computational
burden of local trajectory optimization by avoiding full Euclidean signed distance field
(ESDF) construction, thereby improving real-time planning performance and engineering
applicability. FASTER [9] maintains flight safety by retaining a safe backup trajectory
in known free space. For dynamic obstacles, ViGO [7] tracks and geometrically repre-
sents dynamic objects in a voxel map using an onboard depth camera, and combines this
representation with gradient-based B-spline trajectory optimization to evaluate dynamic
collision risk through a receding-horizon distance field. FAPP [8] integrates point-cloud seg-
mentation, dynamic object association, adaptive motion estimation, trajectory optimization,
and replanning to handle cluttered dynamic environments. Intent-prediction-driven model
predictive control (MPC) methods [4] further model the motion intent of dynamic obstacles
probabilistically, generate trajectory predictions, and incorporate intent probabilities into
MPC trajectory scoring to improve safety in human–robot mixed scenarios.

Despite these advances, planning-based methods usually require several coupled
modules. In environments with multiple moving obstacles, perception errors, prediction
uncertainty, and accumulated inter-module errors may degrade avoidance performance.
Moreover, for small UAVs with limited onboard computation, producing real-time avoid-
ance decisions without explicitly detecting, tracking, and predicting each dynamic obstacle
remains an important and practically relevant problem.
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2.2. Learning-Based Obstacle-Avoidance Methods

Learning-based methods employ neural networks to map sensor observations to con-
trol commands and usually incur low online inference cost during deployment [13]. The suc-
cess of deep Q-network (DQN) [16] demonstrated the ability of deep reinforcement learning
to extract decision-relevant features from high-dimensional inputs, which promoted subse-
quent applications in navigation, obstacle avoidance, and target tracking [10–15,17,25,26].

Compared with visual sensors, LiDAR provides direct range measurements and is less
sensitive to illumination changes, making it particularly practical for obstacle avoidance [1].
However, raw point clouds are high-dimensional, variable in size, and structurally irregular;
using them directly for policy learning increases the complexity of the policy network and
the training process. Consequently, LiDAR-based learning studies often transform point
clouds into task-oriented representations. Some methods compress raw point clouds into
low-dimensional representations suitable for reinforcement learning while preserving key
geometric information, such as small-obstacle cues [25,27]. Others project and compress
point clouds into two-dimensional range maps to facilitate feature extraction by deep
neural networks [11,26,27]. These studies indicate that lightweight and informative LiDAR
representations are important for learning-based obstacle avoidance on UAV platforms
with limited computation and sensing resources.

2.3. Temporal Modeling and Action Filtering in Reinforcement Learning

Dynamic obstacle avoidance is inherently partially observable: a single observation
captures only the current local range distribution and provides limited information about
obstacle-motion trends and short-term collision risk. Recurrent neural networks have been
shown to mitigate partial observability in deep reinforcement learning [19]. In applied
obstacle-avoidance studies, temporal-memory mechanisms have been used to exploit
historical observations and improve adaptability to changing environments in obstacle-
avoidance tasks involving unmanned surface vehicles and UAVs [28,29]. Memory-based
deep reinforcement learning has also been applied to monocular-image-based navigation,
where a deep recurrent Q-network with temporal attention is used to process image-derived
depth observations for UAV obstacle avoidance [20]. For LiDAR-based mobile-robot
navigation, spatiotemporal attention has been combined with a 2D LiDAR descriptor to
highlight dynamic obstacles without explicit object tracking [18]. These studies suggest that
temporal processing can improve collision-avoidance decision-making based on sequential
sensor observations.

In addition, reinforcement learning policies are usually represented by black-box
neural networks, which makes execution safety difficult to guarantee. To improve safety,
previous studies have introduced action-filtering or safety-layer mechanisms at the policy
output to correct high-risk actions [10,30].

Motivated by the above observations, this study addresses dynamic obstacle avoidance
for small quadrotors using a two-frame sector-pooled LiDAR representation, CNN-LSTM
temporal feature extraction, and a safety shield that smoothly corrects high-risk velocity
commands. Unlike modular approaches that require explicit perception, tracking, and pre-
diction of individual dynamic obstacles [3,4], the proposed method does not explicitly
model obstacle trajectories. Instead, it learns a policy mapping from compact local LiDAR
observations and self-state information to velocity commands, with a lightweight safety
shield applied as post-policy correction.

3. Materials and Methods
This study adopts a learning-based local obstacle-avoidance methodology, in which

the UAV generates velocity commands online from compact onboard LiDAR observations.
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The proposed framework uses established components, including the CNN module for
spatial feature extraction, LSTM for temporal feature aggregation, and PPO for policy learn-
ing. For local dynamic obstacle avoidance, these components are configured and integrated
within a task-specific framework that combines a two-frame multi-layer LiDAR range
representation, a CNN-LSTM recurrent policy trained using Recurrent PPO, and a velocity-
projection safety shield. The two-frame representation provides compact nearest-obstacle
information and short-term range variation cues, while the recurrent policy supports local
decision-making under partial observability. The velocity-projection safety shield corrects
high-risk velocity commands during both training and execution and incorporates the
correction magnitude into the reward function. Compared with single-frame feedforward
reinforcement learning (RL) policies, this combination introduces short-term temporal
perception and recurrent memory into the local avoidance policy. Compared with purely
learned action outputs, the safety shield provides an additional action-level correction
mechanism for potentially risky velocity commands. Through this design, the framework
is intended to improve local dynamic obstacle-avoidance reliability in the tested simula-
tion scenarios without requiring explicit obstacle tracking, trajectory prediction, or global
replanning during online execution.

3.1. Problem Formulation

This study considers the dynamic obstacle-avoidance task of a single quadrotor UAV
in a bounded workspace. The UAV is required to navigate from a start position to a
goal position while avoiding static obstacles, dynamic obstacles, and boundary fences.
The UAV primarily performs horizontal motion, while limited altitude variation is allowed
to maintain flight within the prescribed altitude range.

Since the policy cannot access the full states of all obstacles, the task is modeled as
a partially observable Markov decision process (POMDP). The policy makes decisions
based on local observations, including onboard LiDAR measurements, UAV velocity,
the relative goal position, the previous action, and an auxiliary navigation feature vector.
The observation at time step t is defined as follows, where t denotes one high-level policy
decision step. The PyBullet simulation and the low-level proportional-integral-derivative
(PID)-based flight controller operate at 240 Hz, while each high-level policy action is applied
for eight simulation steps. Therefore, consecutive policy decision steps are separated by
8/240 = 1/30 s, corresponding to a policy frequency of 30 Hz:

ot =
[

Lt, Lt−1, prel
g,t, vt, at−1, mt

]
, (1)

where ot denotes the observation vector, Lt and Lt−1 denote the current and previous
LiDAR range observations, respectively, prel

g,t denotes the goal-relative position, vt denotes
the UAV velocity, at−1 denotes the previous action, and mt denotes an auxiliary navigation
feature vector derived from the current LiDAR observation and the relative goal direction.
The detailed construction of mt is described in Section 3.3. The goal-relative position is
defined as

prel
g,t = pg − pt, (2)

where pg denotes the goal position, and pt denotes the UAV position at time step t.
The local observation does not include absolute altitude or the attitude quaternion as

separate entries. Absolute altitude is not explicitly provided because the task is conducted
within a narrow constrained altitude range, while the vertical information required for
navigation is retained through the relative goal altitude in prel

g,t, the vertical velocity com-
ponent in vt, and the multi-layer LiDAR observations. The policy outputs a normalized
continuous action, which is converted into a velocity command containing horizontal
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motion components and a vertical altitude-regulation component before being tracked by
the low-level PID-based flight controller. The attitude quaternion is therefore not included
in the high-level local observation, because attitude stabilization and command tracking are
handled by the low-level controller using the required vehicle-state information, including
orientation. An episode ends when the UAV reaches the goal, collides with an obstacle
or a boundary fence, or exceeds the maximum number of allowed steps, which is set to
1000. The safety-shield mechanism and reward design are detailed in Sections 3.6 and 3.7,
respectively.

3.2. LiDAR State Representation

Before being fed into the policy network, the raw LiDAR range measurements are
compressed into a compact multi-layer range representation through sector-wise minimum
pooling. Here, sector-wise minimum pooling refers to dividing each LiDAR pitch layer into
fixed horizontal sectors and retaining the minimum range value within each sector. This
operation preserves the nearest-obstacle information in a compact and conservative form.
The onboard LiDAR performs horizontal 360◦ scanning at five pitch layers, with 216 raw
rays uniformly emitted in each layer. To reduce the input dimension, each pitch layer is
uniformly divided into 72 angular sectors, and each sector contains three adjacent rays.
The minimum range measurement within each sector is selected as the sector-level range
value. After this operation is independently applied to all pitch layers, each LiDAR frame
contains 360 range values. With two-frame stacking, the resulting LiDAR tensor has a
shape of 2 × 5 × 72, corresponding to 720 range values.

Sector-wise minimum pooling compresses the LiDAR observation while preserving the
nearest-obstacle information in each sector. Unlike average pooling, which may weaken the
response of small or nearby obstacles, minimum pooling retains the nearest-obstacle range
in each sector, providing a more conservative representation for collision avoidance. The use
of a compact LiDAR representation is motivated by prior LiDAR-based learning studies,
in which sensor inputs are compressed to reduce reinforcement learning complexity while
preserving geometric information relevant to navigation and collision avoidance [11,25,26].

Figure 1 visualizes the resulting two-frame LiDAR range representation.

Figure 1. Two-frame (5 × 72) LiDAR range observation heatmap. Each frame contains five pitch
layers and 72 horizontal sectors, and brighter colors indicate shorter obstacle ranges. The red dashed
boxes highlight representative sectors with short-range obstacles and local temporal range variations
between the previous frame and the current frame. By stacking the previous and current LiDAR
observations, local range-distribution changes between adjacent time steps are represented explicitly,
providing short-term temporal cues for dynamic obstacle avoidance.

3.3. Overall Framework

Figure 2 illustrates the overall framework of the proposed method.
The two-frame LiDAR range representation described in Section 3.2 is first processed

by a two-dimensional CNN [31]. In this framework, the CNN is used to extract local
spatial and geometric features from the 2 × 5 × 72 LiDAR range tensor before temporal
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aggregation by the LSTM. Since the horizontal LiDAR dimension is periodic, whereas
the pitch dimension is not, circular padding is applied along the horizontal direction and
zero padding is applied along the pitch direction during convolution. The CNN encoder
consists of two convolutional layers with 32 and 64 channels, respectively. The kernel sizes
of the two convolutional layers are 3× 5 and 3× 3, respectively, and both layers use a stride
of (1, 2).

Figure 2. Overall framework of the proposed method. The stacked two-frame LiDAR observations
are processed by a CNN to extract local range features, which are combined with UAV state and
navigation features and encoded by a MLP. The fused representation is then fed into the LSTM-based
recurrent module for temporal feature aggregation. Based on the recurrent features, the Actor outputs
a continuous velocity-control action, while the Critic estimates the state value for Recurrent PPO
training. The goal-guidance term provides auxiliary task-direction information during early-stage
training, and the safety shield corrects potentially risky actions before execution in the environment.

The extracted spatial features are then flattened and concatenated with the relative
goal position, UAV velocity, previous action, and an auxiliary navigation feature vector.
The auxiliary navigation features are derived from the current LiDAR observation and
the relative goal direction, including goal-direction clearance, left/right clearance, vertical-
channel clearance, the goal-direction blockage flag, and the goal-pitch-angle error. These
features provide supplementary information about local traversability without relying on
explicit obstacle detection, tracking, or global map information.

The fused feature vector is mapped by a two-layer multi-layer perceptron (MLP) and
then passed to the LSTM [32]. The LSTM hidden state encodes historical observation
information and captures short-term temporal variations in consecutive LiDAR observa-
tions. Based on the temporal features, the Actor branch outputs a normalized continuous
action containing horizontal motion components and an altitude-regulation component,
while the Critic branch estimates a scalar state value for Recurrent PPO updates. In the
implemented network, the post-MLP feature dimension, the LSTM hidden dimension,
and the hidden-layer dimensions of both the Actor and Critic heads are set to 256.

Based on the implemented CNN-LSTM Actor-Critic architecture, the complete Actor-
Critic network contains 2,749,223 trainable parameters, corresponding to approximately
10.49 MiB of parameter storage in a 32-bit floating-point format. During online execution,
only the Actor path is required for action generation, which contains 2,156,838 parameters
and requires approximately 8.23 MiB of parameter storage in a 32-bit floating-point format.
The Actor LSTM hidden and cell states require approximately 2 KiB of additional memory.
A deterministic Actor forward pass requires approximately 4.0 million multiply-accumulate
operations, equivalent to approximately 7.9 million floating-point operations when one
multiplication and one addition are counted separately.
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Before being executed, the action generated by the Actor is further processed to
improve exploration efficiency during early training and reduce near-obstacle collision risk
during both training and execution. A goal-guidance term is used only during early training
to provide auxiliary velocity guidance toward the goal. The safety shield then corrects
potentially risky velocity components according to local LiDAR ranges. The corrected
velocity command is finally sent to the low-level flight controller for execution.

3.4. Recurrent PPO

PPO [33] constrains the policy update magnitude by optimizing a clipped surrogate
objective. In this study, Recurrent PPO is adopted to train the Actor and Critic networks.
Owing to the LSTM module, the policy depends not only on the current observation ot but
also on the recurrent hidden state ht−1, which encodes historical observation information.
The clipped surrogate objective for policy optimization is written as

LCLIP(θ) = Et
[
min

(
ρt(θ)Ât, clip(ρt(θ), 1 − ε, 1 + ε)Ât

)]
, (3)

where LCLIP(θ) denotes the clipped surrogate objective, θ denotes the current policy param-
eters, Et denotes the empirical expectation over time steps, ρt(θ) denotes the probability
ratio, Ât denotes the generalized advantage estimate, ε denotes the PPO clipping coefficient,
and clip(·) denotes the clipping operator. The probability ratio is defined as

ρt(θ) =
πθ(at | ot, ht−1)

πθold(at | ot, ht−1)
, (4)

where πθ denotes the current policy, πθold
denotes the old policy before the current PPO

update, θold denotes the corresponding old policy parameters, at denotes the action at time
step t, ot denotes the observation at time step t, and ht−1 denotes the recurrent hidden
state from the previous time step. The Critic network is trained using the value-function
loss, and an entropy regularization term is included to encourage exploration. The overall
optimization objective follows the standard PPO formulation, combining the clipped policy
objective, value-function loss, and entropy bonus.

3.5. Curriculum Learning and Goal-Guided Action Fusion

In the early stage of reinforcement learning, purely random exploration often leads to
inefficient behaviors, such as detours, oscillations, and frequent collisions. Previous studies
have shown that gradually increasing task difficulty through curriculum learning can
improve learning efficiency when complex tasks are learned from scratch [34]. To improve
training stability and sample efficiency, this study adopts a curriculum learning strategy
together with an early-stage goal-guidance term. Here, curriculum learning refers to a
training strategy in which the task difficulty is progressively increased, allowing the policy
to learn simpler navigation behaviors before being exposed to more difficult mixed static–
dynamic obstacle scenarios. The curriculum gradually increases the task difficulty during
training by exposing the policy from simpler obstacle configurations to more complex static–
dynamic mixed environments. In this way, the policy first learns basic goal-directed flight
and obstacle-avoidance behaviors and is then trained under more challenging dynamic
conditions. Meanwhile, the goal-guidance term provides auxiliary velocity guidance
toward the goal during early training to reduce inefficient exploration when the policy
is still insufficiently trained. The influence of this guidance term is gradually weakened
during training and is not used during testing.

Let the normalized policy action after action-space clipping be at =
[
at,x, at,y, at,z

]T,
with at ∈ [−1, 1]3. In the implementation, the received action is first clipped to this range
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and then converted into a velocity command by applying the maximum command velocity
and the vertical action-scaling coefficient. The maximum command velocity is vmax, and the
vertical action-scaling coefficient is sz. The policy velocity before speed normalization is
defined as

ṽπ,t = vmax
[
at,x, at,y, szat,z

]T. (5)

To ensure that the command velocity does not exceed the maximum speed, the policy
velocity is normalized as

vπ,t =

 ṽπ,t, ∥ṽπ,t∥2 ≤ vmax,

vmax
ṽπ,t

∥ṽπ,t∥2
, ∥ṽπ,t∥2 > vmax.

(6)

The normalized goal-direction vector is computed as

eg,t =
prel

g,t

∥prel
g,t∥2

+ εg
, (7)

where εg is a small positive constant used to avoid division by zero. The goal-guided
velocity is then defined as

vg,t = kgvmaxeg,t, (8)

where kg = 0.45 is the guidance gain. The candidate velocity after goal-guided action
fusion is given by

v0
t = βvπ,t + (1 − β)vg,t, (9)

where β ∈ [0, 1] is the policy-weight coefficient. During training, β is gradually increased
so that the influence of the goal-guidance term decreases over time. When β = 1, the can-
didate velocity is fully determined by the learned policy, and the goal-guidance term is
disabled during testing. The action-fusion parameters, including the goal-guidance gain kg,
the vertical action-scaling coefficient sz, and the policy-weight schedule β, were set through
preliminary simulation-based tuning to stabilize early exploration and maintain feasible
velocity commands. The resulting candidate velocity v0

t is further processed by the safety
shield described in Section 3.6.

3.6. Velocity-Projection Safety Shield

To reduce the collision risk caused by occasional high-risk actions generated by the
neural policy, a velocity-projection safety shield is designed based on LiDAR sector ranges.
Inspired by the safety-layer paradigm for continuous action spaces [30], the proposed
safety shield acts on the policy output and reduces collision risk by suppressing excessive
approaching-velocity components along high-risk LiDAR sector directions.

The safety shield takes the candidate velocity v0
t from Section 3.5 as input, and the

intermediate velocity is initialized as v(0)
t = v0

t . Let ni denote the unit vector along the
center direction of the ith LiDAR sector, and let lt,i denote the corresponding sector range.
The velocity-dependent distance threshold is defined as

Dt = D0 + kv∥v0
t ∥2, (10)

where D0 = 0.16 m is the base distance threshold and kv = 0.12 is the velocity-dependent
gain. The LiDAR sectors are checked sequentially in ascending order of their range values,
so sectors corresponding to closer obstacles are processed with higher priority. After a
correction is triggered in one sector, the updated intermediate velocity is used for the
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subsequent sector checks. For each LiDAR sector, the approaching-velocity component
along the sector direction is computed as

q(m)
i =

(
v(m)

t

)T
ni, (11)

where v(m)
t denotes the intermediate velocity after m sector-wise corrections within the

current control step. When q(m)
i ≤ 0 is non-positive, the velocity is not directed toward

the obstacle along this sector, and no correction is applied. When q(m)
i > 0 is positive,

the maximum allowable approaching-velocity component is defined as

qmax
i = α max(0, lt,i − Dt), (12)

where α = 1.8 is the safety projection gain that converts the remaining distance margin into
an upper bound on the approaching velocity. Therefore, a smaller sector range or a larger
candidate speed reduces the allowable approaching velocity. When lt,i ≤ Dt, the allowable
approaching component becomes zero, so the approaching-velocity component along
this sector is suppressed. When q(m)

i > qmax
i , only the excessive approaching component

is removed:
∆vi =

(
q(m)

i − qmax
i

)
ni, (13)

v(m+1)
t = v(m)

t − ∆vi. (14)

If q(m)
i ≤ qmax

i , no correction is triggered for that sector. During training, the accumu-
lated correction magnitude is further used to construct the safety-shield correction reward,
encouraging the policy to reduce high-risk actions. The same shield mechanism is also
applied during testing to maintain consistency with training.

Figure 3 illustrates the sector-wise velocity-projection process used by the safety shield.

Figure 3. Illustration of the velocity-projection safety shield. The candidate velocity is projected onto
LiDAR sector directions sequentially. In the lower-left sector, the approaching component exceeds the
allowable bound and is therefore reduced along the sector direction, yielding the corrected velocity.
In the upper-right sector, the approaching component of the corrected velocity remains within the
allowable bound, so no further correction is triggered.

The collision threats addressed by the shield arise when a candidate command con-
tains an excessive velocity component toward a nearby static or moving obstacle. Such
commands may result from partial observability, short-term policy errors, or rapid changes
in the local obstacle configuration. The risk may be associated with a single obstacle along
the commanded direction or with multiple nearby obstacles located in different direc-
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tions around the UAV. The resulting collision-risk reduction relies on several operating
conditions. Collision-relevant surfaces must be detected with sufficient advance distance,
the pooled sector ranges and their representative directions must adequately approximate
the nearest-obstacle boundaries, and the sensing–control update rate and low-level velocity
tracking must be fast relative to changes in the local scene. The shield itself uses the current
sector ranges and the candidate UAV speed; it does not explicitly estimate obstacle velocity
or predict future obstacle trajectories. Its effectiveness may therefore be reduced when an
obstacle is missed or detected late because of finite angular resolution, occlusion, or missing
returns, or when a moving obstacle approaches faster than the available sensing and control
response. In narrow passages or dense clutter, corrections from multiple sectors may also
restrict several velocity components, producing conservative motion or stagnation. This be-
havior is more likely in concave or trap-like configurations, where local velocity correction
alone may not provide a long-horizon escape direction. Accordingly, the shield is intended
to reduce local collision risk rather than replace global navigation or long-horizon planning.

Since the safety-shield parameters act directly on the allowable approaching-velocity
bound, their influence is discussed through a local analytical sensitivity analysis. For each
LiDAR sector, this bound limits the velocity component of the UAV toward the correspond-
ing obstacle direction. A larger remaining clearance permits a larger approaching velocity,
whereas a smaller clearance makes the shield more restrictive.

In the active-clearance region lt,i − Dt > 0, holding the measured sector range lt,i and
candidate speed ∥v0

t ∥2 fixed gives the following local partial derivatives:

∂qmax
i

∂D0
= −α,

∂qmax
i

∂kv
= −α∥v0

t ∥2,
∂qmax

i
∂α

= lt,i − Dt. (15)

These derivative relationships indicate the expected monotonic effects of the three
parameters in the active-clearance region. Increasing D0 enlarges the base protected dis-
tance and reduces the allowable approaching velocity, thereby making the shield intervene
earlier. Increasing kv also reduces the allowable approaching velocity, and this effect be-
comes stronger as the candidate speed ∥v0

t ∥2 increases. In contrast, increasing α raises
the allowable approaching velocity when lt,i − Dt > 0 and therefore makes the shield less
conservative in regions with positive clearance. Based on this trade-off, D0, kv, and α were
selected through preliminary simulation-based tuning and were then kept fixed during
both training and testing across all scenarios to maintain a consistent evaluation protocol.

3.7. Reward Function

Single-step reward refers to the immediate reward assigned at each reinforcement
learning decision step. In this study, the single-step reward is designed as a combination of
six components: goal progress, obstacle clearance, velocity stability, safety-shield correction,
action smoothness, and time/stagnation.

The numerical coefficients and thresholds in the reward function were manually set
through empirical pilot tuning in simulation. They were selected according to the simula-
tion scale, UAV speed limit, LiDAR sensing range, obstacle size, and relative magnitudes
of different reward components. The same set of coefficients and thresholds was used for
all training, ablation, and testing experiments.

The base reward at each decision step is defined as:

rt = rprog + robs + rstab + rshield + ract + rtime. (16)

If the UAV reaches the goal or collides with an obstacle at the current step, an additional
terminal reward is added to the base reward:
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Rt =


rt + Rgoal, goal reached,

rt + Rcol, collision,

rt, otherwise,

(17)

where Rgoal = 200 and Rcol = −150 are the terminal goal-reaching reward and terminal
collision reward, respectively; Rcol is a negative reward. The reward components are
detailed below.

(1) Goal-progress reward. This component encourages progress toward the goal by
rewarding reductions in the Euclidean goal distance between adjacent decision steps. It
serves as the primary task-driving reward and is defined as:

rprog = kp(dt−1 − dt), (18)

dt = ∥prel
g,t∥2

, (19)

where kp = 120. This reward is positive when the UAV moves closer to the goal and
negative when it moves away from it.

(2) Obstacle-safety reward. This component assigns a negative reward to unsafe
clearance conditions only when the UAV enters a dangerous-clearance region. It discour-
ages flight too close to obstacles and traversal through excessively narrow gaps. Let the
range of the jth LiDAR sector at time step t be lt,j, and let the RL decision period be ∆tRL.
The two-frame LiDAR range variation rate is defined as:

l̇t,j =
lt,j − lt−1,j

∆tRL
. (20)

To improve sensitivity to approaching obstacles, a short-term predicted range is
estimated over a fixed prediction window τ = 0.45 s:

l̂t,j = lt,j + min
(
l̇t,j, 0

)
τ. (21)

The effective clearance at the current step is defined as the minimum over all current
and predicted sector ranges:

ct = min
j

(
min

(
lt,j, l̂t,j

))
. (22)

The obstacle-safety reward is formulated with logarithmic compression as:

robs = ko log
[

clip
(

ct

Dobs
, εs, 1

)]
, (23)

where Dobs = 0.7 m is the obstacle-risk distance threshold, εs is the lower bound used to
prevent divergence of the logarithmic term, and ko = 0.8. When ct ≥ Dobs, the clipping
result is one and robs = 0; when ct < Dobs, the reward becomes negative, and smaller
clearance values produce stronger negative rewards.

(3) Velocity-stability reward. This component assigns a negative reward to abrupt
velocity variations and unstable behaviors, such as sudden stops, sudden accelerations,
and unnecessary vertical oscillations. Let vt denote the current velocity and vt−1 denote
the previous velocity. This reward is defined as:

rstab = ksmstab, (24)
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mstab = ∥vt,xy − vt−1,xy∥2 + wz|vt,z − vt−1,z|, (25)

where wz = 1.2 and ks = −0.12. Larger velocity changes produce more negative reward
values, and the vertical component is weighted more heavily to suppress unnecessary
ascent and descent.

(4) Safety-shield correction reward. This component feeds the safety-shield correction
magnitude back into policy training as a negative reward. Let the velocity correction
generated by the ith sector be ∆vi, and let It denote the set of sectors that trigger correction
at time step t. The accumulated correction magnitude is:

Msh = ∑
i∈It

∥∆vi∥2, (26)

rshield = kshMsh, (27)

where ksh = −0.35. A larger accumulated correction magnitude produces a more negative
reward value. This design encourages the policy to generate lower-risk actions, reduce its
reliance on the safety shield, and gradually shift from passive correction to active avoidance.

(5) Action-smoothness reward. This component assigns a negative reward to large
magnitude jumps and abrupt direction reversals in the raw policy outputs between ad-
jacent decision steps. Let the raw policy action be at and the previous action be at−1.
The magnitude change is measured using a dead-zone smoothness metric:

m∆a = max(0, ∥at − at−1∥2 − δa). (28)

The cosine similarity between adjacent action directions is defined as:

st =
aT

t at−1

∥at∥2∥at−1∥2 + εa
. (29)

The reverse-switching metric is defined as:

mrev = max(0,−st). (30)

The combined action-smoothness reward is:

ract = k∆am∆a + krevmrev, (31)

where k∆a = −0.08 and krev = −0.06; δa = 0.05 is the action-change dead-zone threshold,
and εa is a small constant for numerical stability. The dead zone avoids assigning negative
rewards to small action changes, while the reverse-switching metric is activated only when
the cosine similarity is negative, corresponding to direction changes larger than 90◦. This
reward component mainly assigns negative rewards to large action jumps and reverse
switching between adjacent actions, thereby reducing high-frequency control oscillations
near obstacles.

(6) Time-and-stagnation reward. This component encourages efficient goal reaching
while assigning a negative reward to persistent low-speed stagnation before the UAV enters
the near-goal region. It is defined as:

rtime = ktime + rhover, (32)

where ktime = −0.1 is the fixed per-step time reward, which is negative. The stagnation
reward rhover is defined as:
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rhover =

{
khover, ∥prel

g,t∥2
> Dnear and ∥vt∥2 < vhover,

0, otherwise,
(33)

where khover = −0.1 is the stagnation reward coefficient, which is negative, Dnear = 0.45 m
is the near-goal distance threshold, and vhover = 0.12 m/s is the low-speed threshold. When
the UAV has not entered the near-goal region, and its speed is below vhover, an additional
negative reward is applied. After the UAV enters the near-goal region, this negative reward
is disabled to avoid discouraging normal deceleration near the goal.

4. Results
4.1. Simulation Environment and Parameters

All experiments were conducted on an Ubuntu 20.04 LTS system (Canonical Ltd.,
London, UK) equipped with an Intel Core i5-14600KF CPU and an NVIDIA GeForce RTX
5060 Ti GPU. The simulation environment was built using Gym-PyBullet-Drones [35],
a PyBullet-based UAV simulation platform that integrates the Gym interface, the PyBul-
let physics engine, and multirotor control interfaces. Compared with visually oriented
simulators, such as AirSim [36] and Flightmare [37], which are commonly used for photo-
realistic rendering and perception-oriented tasks, this study does not rely on high-fidelity
visual rendering. Therefore, Gym-PyBullet-Drones was adopted as a relatively lightweight
PyBullet-based platform to reduce experimental complexity and facilitate frequent ablation
studies and iterative parameter tuning [35,38].

The main simulation parameters are summarized in Table 1. The flight altitude was
constrained within a narrow range, the start altitude was randomly sampled within this
range, and the goal altitude was fixed. Walls were placed outside the core operating region.
The obstacle height was fixed, and the obstacle radius was randomly sampled within a
predefined range. At the beginning of each episode, the initial positions and horizontal
velocity components of the dynamic obstacles were randomly sampled. The sampled
initial positions were constrained to avoid overlap with static obstacles, other dynamic
obstacles, and regions around the start and goal positions. The dynamic obstacles then
moved independently with constant horizontal velocities. When an obstacle reached
the boundary of the core operating region, the corresponding velocity component was
reflected to keep the obstacle inside the workspace. Except for these boundary corrections,
the obstacle velocities remained constant during motion. To evaluate the obstacle-avoidance
performance of the UAV under different dynamic obstacle speeds, two speed settings
were considered: a standard setting and a high-speed stress-test setting. These speed
settings were selected according to the scale of the simulation task, the simulated quadrotor
model used in Gym-PyBullet-Drones [35], the obstacle size, the sensing range, the control
frequency, and the UAV motion constraints. In particular, the standard dynamic obstacle
speed limit of 0.15 m/s corresponds to 25% of the maximum UAV command speed, while
the high-speed setting of 0.35 m/s corresponds to approximately 58% of the maximum
UAV command speed and was used to increase local collision risk.

For a fair comparison, fixed random seeds were used during testing, and all methods
were evaluated using the same start points, goal points, obstacle distributions, and dynamic
obstacle-motion settings.

The four mixed static–dynamic obstacle configurations are shown in Figure 4.
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Table 1. Main simulation parameters.

Parameter Value

Physical simulation frequency 240 Hz
Policy control frequency 30 Hz
Core operating region 8 m × 8 m
Flight/start altitude range 1.9–2.1 m
Goal altitude 2.0 m
Obstacle height 4.0 m
Obstacle radius 0.2–0.3 m
Maximum UAV speed 0.6 m/s
Dynamic obstacle speed limit 0.15/0.35 m/s
Maximum allowed steps per episode 1000 steps

(a) (b)

(c) (d)
Figure 4. Mixed static–dynamic obstacle distributions in the simulation environment. Orange
cylinders represent dynamic obstacles, and blue-gray cylinders represent static obstacles. The four
configurations are: (a) 6 static and 18 dynamic obstacles, (b) 25 static and 8 dynamic obstacles,
(c) 16 static and 17 dynamic obstacles, and (d) 8 static and 25 dynamic obstacles.

The four obstacle configurations were designed to represent different combinations
of static–dynamic obstacle density. Configuration (a), with six static and 18 dynamic
obstacles, represents a dynamic obstacle-dominated setting with relatively sparse static
clutter. Configuration (b), with 25 static and eight dynamic obstacles, emphasizes dense
static clutter with fewer moving obstacles. Configuration (c), with 16 static and 17 dynamic
obstacles, provides a balanced mixed static–dynamic setting. Configuration (d), with eight
static and 25 dynamic obstacles, represents a dynamic obstacle-rich setting, and the dynamic
obstacle speed is further increased in the high-speed test to raise the collision risk. These
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configurations were used to evaluate how different static–dynamic obstacle distributions
affect obstacle-avoidance performance.

4.2. Curriculum Learning and Training Procedure

A staged curriculum learning strategy was used during training. The training proce-
dure includes two auxiliary strategies: early-stage goal guidance and curriculum learning.
The goal-guidance strategy provides an auxiliary velocity component pointing toward the
goal during the early training stage. Its purpose is to reduce inefficient random exploration
when the policy is still poorly trained and to help the UAV first acquire basic goal-directed
navigation behavior. The influence of this guidance term is gradually reduced during
training, and the policy performs independently without goal guidance during testing.

The curriculum learning strategy controls the order and difficulty of the training sce-
narios. Instead of exposing the policy directly to dense mixed static–dynamic environments
at the beginning of training, the task difficulty is increased progressively. In the first stage,
with the assistance of the goal-guidance term, the UAV learns goal-directed navigation and
basic obstacle avoidance in fixed static-obstacle scenarios. In the second stage, training
is performed in randomized obstacle scenarios, where the number of static and dynamic
obstacles is gradually increased, while the policy-weight coefficient is increased and the
goal-guidance weight is reduced. In the final stage, the training distribution is shifted
toward dynamic obstacle-dominated scenarios, and the policy performs obstacle avoidance
independently without guidance. This staged design is intended to improve training stabil-
ity and allow the policy to acquire basic navigation, static-obstacle avoidance, and dynamic
obstacle-avoidance behaviors progressively.

The main training hyperparameters are summarized in Table 2.

Table 2. Training hyperparameters.

Parameter Value

Discount factor 0.99
Generalized advantage estimation (GAE) parameter 0.95
Clipping range 0.2
Rollout steps per update 19,200
Learning rate (initial) 2.5 × 10−4

Entropy coefficient 0.015
Batch size 256
Value-function coefficient 0.5
Maximum gradient norm 0.5

Figure 5 compares the training success-rate curves under three training settings: the
complete training strategy with both goal guidance and curriculum learning, a variant
without goal guidance, and a variant without curriculum learning. The proposed goal-
guidance and curriculum learning setting reaches a high success rate earlier than the
ablation settings, suggesting faster convergence and improved training efficiency. The blue
curve shows a temporary decrease approximately between 150,000 and 300,000 training
steps, whereas the red curve shows a temporary decrease approximately between 250,000
and 400,000 training steps. These temporary decreases are associated with the curriculum-
stage switch, after which the training scenarios change from fixed obstacle configurations
to randomized obstacle configurations. As a result, the policy encounters more diverse
obstacle layouts, which increases the training difficulty and leads to a short-term decrease
in the success rate. After further training, the policy gradually adapts to the randomized
scenarios, and the success rate increases again. Compared with the setting without curricu-
lum learning, the curriculum-based settings still reach a high success rate earlier, indicating
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that curriculum learning improves training efficiency despite the temporary performance
drop during the difficulty transition.

Figure 5. Training success-rate comparison under different training strategies. The proposed setting
combines goal guidance and curriculum learning, whereas the two ablation settings remove goal
guidance and curriculum learning, respectively. The faster rise and higher plateau of the proposed
setting suggest that goal guidance and curriculum learning improve early-stage exploration and
training efficiency.

Seven representative saved checkpoints were selected during training and evaluated
under the same testing protocol. Figures 6–8 show the test success rate, average number of
safety-shield activations, and average safety-shield correction reward of these checkpoints,
respectively. The test success rate is low at the first two checkpoints, increases sharply at
the third checkpoint, and remains close to 100% in subsequent checkpoints. The number
of shield activations first increases as the policy begins to complete more effective flight
interactions, and then decreases as the policy learns to generate lower-risk actions. Simi-
larly, the safety-shield correction reward becomes less negative after the early low-reward
checkpoints. These results suggest that the policy progressively reduces its reliance on
safety-shield correction during training.

Figure 6. The test success rate of representative saved checkpoints during training. The increase in the
success rate after the early checkpoints suggests improved navigation reliability as training progresses.
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Figure 7. Average number of safety-shield activations for representative saved checkpoints. A shield
activation indicates that the velocity-projection safety shield corrected a potentially risky action.
The decreasing trend after the early checkpoints suggests that the learned policy gradually reduces
its reliance on shield correction.
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Figure 8. Average safety-shield correction reward for representative saved checkpoints. The correction
reward is negative, and values closer to zero indicate smaller accumulated safety-shield corrections.
The later checkpoints show less negative correction rewards, suggesting that the policy tends to
generate lower-risk actions during training.

4.3. Ablation Experiments

To verify the contribution of each key module, three ablation variants were designed:
without frame stacking, without LSTM, and without the safety shield. Figures 9 and 10
report results under three test scenarios: six static/18 dynamic obstacles, eight static/25 dy-
namic obstacles, and eight high-speed static/25 dynamic obstacles. For each scenario
setting, the reported value is the mean ± standard deviation calculated from three different
test scenario instances, with 500 randomized test episodes in each instance. The vari-
ants remove the two-frame short-term temporal cues, LSTM-based temporal memory,
and safety-shield correction mechanism, respectively. In the variant without the safety
shield, both the shield module and the corresponding safety-shield correction reward were
removed during training and testing.

As shown in Figures 9 and 10, the complete method achieves the highest mean success
rate across all three ablation scenarios, and its advantage becomes more evident as the task
difficulty increases. In the six static/18 dynamic scenario, the complete method reaches a
success rate of 95.60%, exceeding the ablation variants by 2.07–2.47 percentage points. In the
eight static/25 dynamic scenario, its advantage increases to 5.00–6.80 percentage points. Un-
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der the high-speed eight static/25 dynamic setting, where the upper speed limit of dynamic
obstacles is increased to 0.35 m/s, the complete method achieves a success rate of 81.07%,
outperforming the variants without frame stacking, without LSTM, and without the safety
shield by 10.07, 9.94, and 15.14 percentage points, respectively. These results indicate that
temporal input representation, recurrent temporal modeling, and safety-shield correction
all contribute to navigation reliability, with the safety shield providing the largest improve-
ment under the most challenging conditions. Path length is computed only over successful
episodes. Although some ablation variants yield shorter mean paths, their substantially
lower success rates suggest that these trajectories are more direct but less reliable. Overall,
the mean ± standard deviation results show that the complete method achieves the highest
success rate among the evaluated variants while maintaining an acceptable path length.

Figure 9. Mean ± standard deviation of success rate for the ablation experiments under different test
scenarios. The complete method is compared with variants without frame stacking, without LSTM,
and without the safety shield. The results indicate that the complete method achieves the highest
mean success rate across the tested scenarios.

Figure 10. Mean ± standard deviation of path length for the ablation experiments under different
test scenarios. Path length is computed only over successful episodes. The complete method yields
slightly longer paths in some scenarios but maintains higher success rates, whereas some ablation
variants produce shorter paths with lower success rates.
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4.4. Baseline Comparison

The baselines include: (1) standard PPO [33], representing a basic deep reinforce-
ment learning (DRL) baseline without the two-frame temporal observation, LSTM-based
recurrent memory, or velocity-projection safety shield; (2) EGO-Planner [6], representing
optimization-based local trajectory planning that generates dynamically feasible local trajec-
tories according to the available obstacle information and UAV motion constraints; (3) Adap-
tive APF [39], representing an improved conventional reactive obstacle-avoidance method
that computes the control command from goal-attractive and obstacle-repulsive terms
based on the relative goal direction and local obstacle distances; and (4) RRT-DWA [40],
representing a hybrid planning method in which a RRT generates a collision-free reference
path from the start position to the goal position using the static-obstacle map, while DWA
performs local velocity-space search to track the reference path and avoid nearby obstacles
according to local LiDAR observations. The global RRT path is generated at mission start,
and key sub-goal points selected from this path provide intermediate guidance for DWA
local planning.

To ensure comparable external evaluation conditions, all methods were tested on the
same hardware and under the same simulation scenarios, including identical start and
goal positions, obstacle layouts, dynamic obstacle-motion settings, maximum speed limits,
episode horizons, and success, collision, and timeout criteria. Each method used a fixed
parameter configuration across the four test settings. However, because the methods have
different information requirements and internal processing structures, identical internal rep-
resentations were not imposed. Each method uses the environmental information required
by its corresponding perception and planning pipeline. Specifically: the proposed method
and PPO use local LiDAR observations; Adaptive APF uses local LiDAR observations;
RRT-DWA uses local LiDAR observations and a static-obstacle map for global planning;
and EGO-Planner uses a local point-cloud map.

For each test configuration, three independently generated scenario instances were
used, and each instance contained 500 randomized test episodes. The reported metrics are
presented as the mean ± standard deviation and include the success rate, collision rate,
timeout rate, path length over successful episodes, and online computation time. Path
length was computed only over successful episodes to measure trajectory efficiency under
successful navigation.

Because the compared methods do not share the same computational structure,
their online computation times are mainly determined by their respective online deci-
sion pipelines. For the proposed method and PPO, the timing covers one policy-network
inference and action generation. For Adaptive APF, it covers one velocity-command com-
putation based on the potential field. For EGO-Planner, it covers one local trajectory
replanning process. For RRT-DWA, it covers one online local DWA planning process; the
initial global RRT reference-path generation is performed at mission start and is excluded
from the per-step timing. All timings were measured on the same hardware and excluded
physics simulation, rendering, and low-level flight control. Therefore, the reported values
are intended to reflect the online computational burden of each method.

The four obstacle scenarios reported in Table 3 represent different testing conditions.
Static-obstacle-dominated settings mainly test whether a method can complete navigation
in scenes with dense static clutter and constrained free space while avoiding excessive
detours or timeout. Dynamic obstacle-dominated settings place greater emphasis on
short-term obstacle-motion awareness, rapid local reaction, and collision-risk reduction.
Therefore, variations in the reported evaluation metrics across the four configurations
reflect not only overall performance but also the sensitivity of each method to different
static–dynamic obstacle distributions.
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As shown in Table 3, the proposed method achieved the highest average success rate
among the evaluated methods across the four test configurations, with an average success
rate of 91.88%, an average collision rate of 8.00%, and a near-zero average timeout rate
of 0.12%. It obtained the highest success rate in the 25 static/eight dynamic, 16 static/
17 dynamic, and high-speed eight static/25 dynamic scenarios. Compared with standard
PPO, the proposed method increased the success rate by 9.80, 16.33, 19.20, and 22.54 percent-
age points in the four test configurations, respectively. These results suggest that, under the
tested simulation settings, the two-frame LiDAR representation, LSTM-based temporal
modeling, and safety-shield correction contribute to improved obstacle-avoidance stability.

Table 3. Baseline comparison under different static–dynamic obstacle distributions. The proposed
method is compared with PPO, EGO-Planner, Adaptive APF, and RRT-DWA in terms of the success
rate, collision rate, timeout rate, path length, and online computation time. Values are reported as
the mean ± standard deviation over three independently generated scenario instances, with 500 ran-
domized test episodes per instance. Path length is computed only over successful episodes. Bold
values indicate the best result for each metric.

Scenario Method Success (%) Collision (%) Timeout (%) Path Length
(m)

Online Computation
Time (ms)

6 S/18 D

Proposed 95.60 ± 1.20 4.40 ± 1.20 0.00 ± 0.00 8.13 ± 0.22 0.82 ± 0.05
PPO [33] 85.80 ± 0.92 13.87 ± 0.64 0.33 ± 0.31 8.77 ± 0.10 0.49 ± 0.03
EGO-Planner [6] 72.40 ± 2.03 27.60 ± 2.03 0.00 ± 0.00 7.97 ± 0.09 0.85 ± 0.01
Adaptive APF [39] 80.73 ± 0.23 13.87 ± 0.92 5.40 ± 1.06 11.46 ± 0.13 0.51 ± 0.01
RRT-DWA [40] 95.93 ± 0.64 1.93 ± 0.58 2.13 ± 0.12 9.15 ± 0.40 1.30 ± 0.02

25 S/8 D

Proposed 97.33 ± 0.23 2.53 ± 0.23 0.13 ± 0.23 8.17 ± 0.23 0.75 ± 0.02
PPO [33] 81.00 ± 1.71 16.87 ± 2.30 2.13 ± 0.61 9.03 ± 0.20 0.50 ± 0.03
EGO-Planner [6] 85.87 ± 1.92 14.13 ± 1.92 0.00 ± 0.00 7.96 ± 0.19 0.57 ± 0.01
Adaptive APF [39] 41.33 ± 0.61 5.67 ± 0.76 53.00 ± 0.20 12.49 ± 0.31 0.46 ± 0.01
RRT-DWA [40] 82.93 ± 1.50 0.67 ± 0.42 16.40 ± 1.91 9.89 ± 0.34 1.36 ± 0.02

16 S/17 D

Proposed 93.53 ± 0.12 6.13 ± 0.42 0.33 ± 0.31 8.62 ± 0.37 0.76 ± 0.01
PPO [33] 74.33 ± 0.23 24.73 ± 0.70 0.93 ± 0.76 8.78 ± 0.35 0.49 ± 0.02
EGO-Planner [6] 66.47 ± 1.75 33.53 ± 1.75 0.00 ± 0.00 8.03 ± 0.12 0.75 ± 0.09
Adaptive APF [39] 39.80 ± 0.60 6.40 ± 1.00 53.80 ± 0.87 12.67 ± 0.30 0.47 ± 0.01
RRT-DWA [40] 88.40 ± 1.83 3.80 ± 0.87 7.80 ± 1.11 10.28 ± 0.27 1.36 ± 0.02

8 S/25 D
high-speed

Proposed 81.07 ± 0.90 18.93 ± 0.90 0.00 ± 0.00 8.88 ± 0.20 0.77 ± 0.01
PPO [33] 58.53 ± 1.30 41.47 ± 1.30 0.00 ± 0.00 9.13 ± 0.13 0.53 ± 0.01
EGO-Planner [6] 37.07 ± 0.70 62.93 ± 0.70 0.00 ± 0.00 7.93 ± 0.48 0.84 ± 0.04
Adaptive APF [39] 16.93 ± 1.63 82.00 ± 1.06 1.07 ± 0.58 10.36 ± 0.28 0.60 ± 0.01
RRT-DWA [40] 78.47 ± 1.22 20.67 ± 1.42 0.87 ± 0.50 10.75 ± 0.14 1.43 ± 0.03

Compared with EGO-Planner, which is based on local trajectory optimization, the pro-
posed method showed higher success rates in scenarios with a higher proportion or higher
speed of dynamic obstacles. Although EGO-Planner achieved relatively short successful
path lengths, its average success rate decreased in dynamic obstacle-dominated scenarios,
especially in the high-speed eight static/25 dynamic scenario. PPO and Adaptive APF
had low online computation times, but their average success rates were lower; Adaptive
APF also produced higher timeout rates, especially in the 25 static/eight dynamic and
16 static/17 dynamic scenarios. These results suggest that, in the tested dynamic simulation
scenarios, standard PPO and Adaptive APF may still have certain limitations in simultane-
ously maintaining low computational cost and stable obstacle-avoidance behavior.

RRT-DWA achieved high success rates in most scenarios, with an average success rate
of 86.43%. For the six static/18 dynamic scenario, the success rates reported in Table 3
are close for the proposed method and RRT-DWA, with values of 95.60 ± 1.20% and
95.93 ± 0.64%, respectively. Because RRT-DWA achieved the highest average success rate
among the baselines and its success rate was closest to that of the proposed method in the six
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static/18 dynamic scenario, a two-sided exact McNemar test was conducted using matched
episode-level success/failure outcomes to avoid over-interpreting this small numerical
difference. The discordant outcomes were balanced, with 58 episodes successful only for
the proposed method and 63 episodes successful only for RRT-DWA. The test showed
no statistically significant difference in the success rate between the two methods in this
scenario (p = 0.7163) [41]. Therefore, this study does not draw a superiority conclusion
regarding the success rate of either method in this individual scenario. However, RRT-DWA
produced longer successful paths. Under the timing definitions stated above, RRT-DWA
and the proposed method had average online computation times of approximately 1.36 ms
and 0.78 ms, respectively. The average path length over successful episodes of the proposed
method was 8.45 m, close to the 7.97 m of EGO-Planner and shorter on average than those
of Adaptive APF and RRT-DWA.

Overall, the proposed method achieved the highest average success rate among
the evaluated methods while maintaining a low timeout rate, competitive path length,
and relatively short online computation time. These results suggest a reasonable balance
among avoidance reliability, path efficiency, and online computational cost under the tested
simulation conditions.

Figure 11 provides representative trajectory comparisons of different algorithms under
the same start and goal, obstacle layout, and dynamic obstacle-motion settings. In these
selected cases, the proposed method produces relatively smooth collision-free trajectories,
whereas several baseline methods show detours, oscillatory motions, or collision failures.

A magnified view of a local turning maneuver of the proposed method is provided in
Figure 12. The zoomed region illustrates how the UAV adjusts its trajectory when passing
through nearby obstacles.

Figure 11. Representative trajectory comparison of different algorithms under the same start and goal,
obstacle layout, and dynamic obstacle-motion settings. Obstacles are shown in gray, and triangles
indicate collision points. The trajectories of the proposed method and baseline methods are shown
with different colors. The comparison shows that the proposed method generates collision-free
trajectories in the selected representative cases, whereas some baseline methods exhibit detours,
oscillatory motions, or collision failures.

Figure 13 provides an exploratory qualitative example of a possible extension scenario
in which the goal position changes over time in a dynamic obstacle environment. In this
example, the UAV adjusts its trajectory according to the changing goal position while
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avoiding surrounding obstacles. This example is intended to show a possible task scenario
in which the proposed framework may be further extended from fixed-goal obstacle avoid-
ance to moving-goal navigation. However, this study mainly focuses on fixed-goal UAV
obstacle avoidance, and systematic quantitative evaluation under moving-goal conditions
will be investigated in future work.

Figure 12. Detailed view of the local obstacle-avoidance behavior of the proposed method. Orange
cylinders represent dynamic obstacles, and blue-gray cylinders represent static obstacles. The green
box indicates the zoomed region. The red curve denotes the UAV trajectory, and the arrows in-
dicate the UAV’s motion direction. The enlarged view highlights a local turning maneuver near
surrounding obstacles.

Figure 13. Exploratory qualitative example of a possible moving-goal extension scenario in a dynamic
obstacle environment. Orange cylinders represent dynamic obstacles, and blue-gray cylinders
represent static obstacles. The red curve denotes the UAV trajectory, and the green dashed curve
denotes the moving-goal trajectory. The labels and arrows indicate the UAV and moving-goal
positions and their motion directions in this representative example.
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5. Discussion
The results suggest that combining temporal LiDAR representation, recurrent temporal

modeling, and safety-shield-based action correction is associated with improved UAV
obstacle-avoidance reliability in the tested mixed static–dynamic simulation environments.
Compared with the standard PPO baseline, the proposed method achieved higher success
rates across the tested configurations. This observation suggests that short-term temporal
cues are useful for dynamic obstacle avoidance, rather than relying solely on a single
instantaneous range observation. In local avoidance tasks, a single LiDAR scan describes
only the current spatial distribution of obstacles, whereas consecutive observations and
recurrent hidden states can provide additional information about local range variation and
short-term collision tendency.

The two-frame LiDAR representation and the LSTM module appear to contribute
in different but complementary ways. Sector-wise minimum pooling preserves nearest-
obstacle information in a compact form, and two-frame stacking makes short-term range
changes explicitly available to the policy. Such temporal information can help differen-
tiate approaching, receding, and approximately static obstacles in the tested scenarios.
The LSTM further aggregates historical observations, which can reduce the reliance on
only instantaneous observations under partial observability. The performance degradation
observed after removing either frame stacking or the LSTM was more pronounced in
challenging dynamic obstacle scenarios. However, the temporal representation remains
a short-horizon reactive mechanism and does not explicitly predict long-term obstacle
trajectories or perform global path reasoning. As a result, scenarios that require long-
horizon reasoning, such as dead-end or U-shaped obstacle configurations, may still require
additional exploration mechanisms.

The safety shield contributes to collision-risk reduction in the tested scenarios, particu-
larly in the high-speed dynamic obstacle setting. A purely learned policy may occasionally
output high-risk commands near obstacles, whereas the velocity-projection shield is de-
signed to suppress excessive approaching components along LiDAR sector directions.
By including the correction magnitude in the reward, the policy is encouraged to rely less
on shield intervention during training. This mechanism should be viewed as an empirical
correction strategy for high-risk actions rather than an absolute guarantee of action safety.
Its effectiveness depends on LiDAR sensing quality, update frequency, obstacle geometry,
and the tracking performance of the low-level controller. Collision risk may still exist
under severe sensing noise, occlusion, control delay, or fast obstacle motion outside the
sensing horizon.

The baseline comparison suggests that the proposed method maintains a reasonable
balance among avoidance reliability, path efficiency, and online computation time under the
tested simulation conditions. In dynamic obstacle-rich scenarios, the proposed framework
achieved higher success rates while maintaining a relatively short online computation
time. These results provide empirical support for using lightweight temporal percep-
tion and velocity-projection action correction for local reactive avoidance under limited
onboard computation.

Nevertheless, it should be noted that the current evaluation is still limited to simulated
sensing and control conditions. Although the ablation experiments provide module-level
control comparisons by removing frame stacking, the LSTM module, and the safety shield,
they do not fully account for real-world sensing and control uncertainties. In real-world
UAV deployment, LiDAR measurements can be affected by range noise, missing returns, re-
flective surfaces, limited angular resolution, and temporary occlusion. In addition, actuator
delay, aerodynamic disturbances, and model mismatch between the simulator and the real
platform can further affect avoidance performance. The level of performance degradation
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during real-world adaptation is likely to depend on the severity and combination of these
uncertainties. Under relatively mild sensing disturbances, the policy may still complete
the task, but with more frequent safety-shield activations. Under more severe missing
returns, occlusion, control delay, or dynamics mismatch, the degradation may become more
pronounced and may appear as a reduced success rate, an increased collision rate, or an
increased timeout rate. Therefore, the reported results should be interpreted as simulation-
based evidence of the proposed framework rather than a quantitative estimate of real-world
deployment performance. Future work will explore noise-aware obstacle-avoidance train-
ing and testing, with particular emphasis on training strategies that incorporate sensor
noise, missing returns, observation uncertainty, and control delay under more realistic
sensing and control conditions. Robustness on physical UAV platforms and in real-world
environments will also be examined in future work.

In addition to noise-aware training and physical validation, future work may also
strengthen the theoretical analysis of reinforcement learning-based UAV obstacle avoidance
under sensing uncertainty, actuation errors, and control delays. Recent stability-analysis
methods for time-delay systems, together with genetic-algorithm-based parameter opti-
mization, may provide useful references for analyzing control-delay effects and robust
parameter tuning [42]. Related studies on finite-time and fixed-time synchronization of
fractional-order fuzzy neural networks with adaptive control may also provide theoretical
perspectives for analyzing convergence and robustness properties of neural-network-based
control systems [43,44]. These theories have not been incorporated into the present rein-
forcement learning-based UAV obstacle-avoidance framework, and their applicability to
dynamic obstacle avoidance requires dedicated investigation in future work.

6. Conclusions
This study proposed a reinforcement learning-based local obstacle-avoidance frame-

work for small quadrotor UAVs in mixed static–dynamic environments. The method
integrates a two-frame multi-layer LiDAR representation, CNN-LSTM temporal feature
extraction, Recurrent PPO policy optimization, and velocity-projection safety-shield action
correction. Instead of explicitly detecting, tracking, or predicting individual dynamic
obstacles, the proposed framework encodes local dynamic changes through consecutive
LiDAR observations and recurrent hidden states while using the safety shield to reduce
empirical collision risk during training and execution.

Simulation experiments in four mixed static–dynamic test configurations showed that
the proposed method achieved an average success rate of 91.9% and an average online
computation time of 0.78 ms. Ablation experiments supported the contributions of two-
frame LiDAR observations, LSTM-based temporal modeling, and the safety shield. Baseline
comparisons further showed that the proposed method achieved a reasonable balance
among the success rate, path efficiency, and online computation time under the tested
simulation conditions.

The current evaluation is limited to simulated sensing and control conditions, with con-
strained altitude variation and primarily horizontal avoidance behavior. It does not fully
account for real-world LiDAR noise, missing returns, state-estimation errors, flight-control
delay, aerodynamic disturbances, or differences between simulated UAV dynamics and
real physical UAV behavior. Future work will focus on noise-aware training and testing,
robustness evaluation under more realistic sensing and control uncertainties, physical UAV
validation, and extension to scenarios with larger altitude variations and more diverse
obstacle configurations.
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