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Abstract: Fuzz testing technology is an important approach to detecting SQL injection vulnerabilities.
Among them, coverage-guided gray-box fuzz testing technology is the current research focus, and
has been proved to be an effective method. However, for SQL injection vulnerability, coverage-guided
gray-box fuzz testing as a detection method has the problems of low efficiency and high false positives.
In order to solve the above problems, we propose a potentially vulnerable code-guided gray-box
fuzz testing technology. Firstly, taint analysis technology is used to locate all the taint propagation
paths containing potential vulnerabilities as potentially vulnerable codes. Then, the source code
of the application program is instrumented according to the location of the potentially vulnerable
code. Finally, the feedback of seeds during the run is used to guide seed selection and seed mutation,
and a large number of test cases are generated. Based on the above techniques, we implement the
sqlFuzz prototype system, and use this system to analyze eight modern PHP applications. The
experimental results show that sqlFuzz can not only detect more SQL injection vulnerabilities than
the existing coverage-guided gray box fuzz testing technology, but also significantly improve the
efficiency, in terms of time efficiency increased by 80 percent.

Keywords: SQL injection vulnerabilities; coverage guided; potentially vulnerable code guided;
gray-box fuzz testing technology

1. Introduction

SQL injection vulnerabilities are widely prevalent in web applications, allowing attack-
ers unrestricted access to the databases used by web applications without authorization,
posing a serious threat to web application security. Detecting SQL injection vulnerabilities
is an important research topic in the field of cybersecurity. At present, the mainstream de-
tection methods include static analysis and dynamic analysis. Among them, static analysis
refers to the analysis of web application code without executing it, mainly using abstract
syntax tree, control flow chart, call flow chart, and other code syntax and semantic features,
according to the characteristics of the vulnerability to find the vulnerability. Although static
analysis is not subject to the specific running environment of the program and can perform
full coverage analysis of code, it does not handle the dynamic nature of web applications
well and introduces high false positive rates [1]. Dynamic analysis needs to actually execute
the program, set up the program running environment, and debug the program on the
premise of successful operation. Therefore, dynamic analysis can analyze the attributes
of the program and accurately locate the vulnerable code, and the false positive rate is
relatively low. Among dynamic analysis techniques, fuzz testing is a typical and mature
dynamic analysis technology.

Fuzz testing is an effective vulnerability detecting technique. Currently, there are three
main categories of fuzz testing techniques for the web: white box, black box, and gray box.
White-box fuzz testing techniques require access to the source code and involve complex
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static analysis of the source code. For example, precise symbolic execution and constraint
solving require a large amount of computational resources and time [2,3]. Furthermore,
the computational complexity grows exponentially as the scale of the application increases.
Additionally, it faces problems such as path explosion and space explosion. Black-box
fuzz testing techniques do not require the source code. In the absence of knowledge about
the application’s structure, vulnerabilities are triggered by sending legitimate application
inputs. The greatest advantage of black-box fuzz testing techniques is their low cost,
as vulnerabilities can be detected by sending a large number of test cases. However, due to
the lack of understanding of the internal structure of the application, and the absence of any
feedback information, black-box fuzz testing techniques cannot determine which inputs are
more valuable (the definition of valuable inputs includes exploring new unobserved code
paths or executing the application’s business logic), leading to the sending of a large number
of invalid test cases [4]. Gray-box fuzz testing is currently a popular solution. It requires
access to the source code but, instead of statically analyzing the source code, it instruments
the source code to obtain feedback at runtime. The fuzzer can use this feedback to identify
valuable inputs and generate new test cases from them, thereby maximizing code coverage
and increasing the chances of triggering vulnerabilities.

Some recent work has been carried out based on gray-box fuzz testing techniques [5–8],
all of which use coverage feedback information to guide input generation. While these
approaches have achieved some successes, certain methods are limited to single languages
and do not detect SQL injection vulnerabilities [7,9]. Some methods rely solely on coverage
as the criterion for filtering test cases, which can lead to inefficiencies in certain scenarios [8].
Additionally, some seed mutation methods in these approaches draw from techniques used
for fuzz testing binary vulnerabilities, which may not be well-suited to web vulnerabilities
and may thus exhibit lower efficiency [7].

webFuzz [7] is a modification of AFL designed to detect web vulnerabilities, leverag-
ing AFL’s effectiveness in detecting binary vulnerabilities. However, the authors of this
work did not optimize seed selection strategies and seed mutation mechanisms specifi-
cally for web vulnerabilities. As a result, while webFuzz [7] can successfully detect XSS
vulnerabilities, its efficiency remains relatively low. Witcher [8] recognized that web ap-
plications consist of many components that can affect the effectiveness of gray-box fuzz
testing. Building upon AFL, Witcher [8] incorporated additional components tailored
to web characteristics to increase the probability of triggering vulnerabilities. However,
similar to webFuzz [7], Witcher [8] did not improve upon seed selection strategies, thus
still facing efficiency challenges.

Although using coverage feedback to guide the generation of test cases has proven to
be an effective strategy, we believe it can be improved in terms of efficiency. SQL injection
vulnerability is a kind of taint vulnerability that is triggered when user-controlled data
reaches a sink point without being processed. To trigger an SQL injection vulnerability, you
must ensure that the data reaches the sink point. We consider those paths that cannot reach
the sink point to be invalid paths and those that can ensure that the test case reaches the sink
point smoothly to be potentially vulnerable code. The previous work was guided by the
exploration of new paths and there was no sense of whether the path was vulnerable or not,
and a lot of resources were devoted to the exploration of paths. If the potentially vulnerable
code is perceived in the process of fuzz testing, the test target is filtered according to
the potentially vulnerable code. By focusing resources on potentially vulnerable code,
we believe we can improve the efficiency of fuzz testing. In addition, in the previous
work, the variation in seeds generally adopts random variation. We believe that the input
variation can also benefit from the perception of the potentially vulnerable code and adopt
different variation modes according to the different locations of seeds.

To solve the above problems, we propose a fuzz testing technique of SQL injection
vulnerability based on potentially vulnerable code guidance. By using the relevant informa-
tion of the potentially vulnerable code generated by static analysis, the source code of the
target web application is instrumented to increase the amount of feedback information in
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the test process, improve the seed selection strategy in the existing fuzz testing technology,
and improve the priority of the seeds that reach the potentially vulnerable code area. By im-
proving the seed mutation mechanism of the existing fuzz testing technology, different
granularities of mutation methods are proposed, and adaptive seed mutation strategies
are adopted according to the seed arrival location. The efficiency of gray-box fuzz testing
technology is improved by the above measures. The main contributions of this paper are
as follows:

1. We use taint analysis to obtain codes containing potential vulnerabilities, and use
potentially vulnerable codes to guide seed selection to achieve targeted effects, thereby
improving the efficiency of fuzz testing.

2. In order to solve the problem of low test-case quality caused by the strong randomness
of the seed mutation mode in variant fuzz testing technology for SQL injection vul-
nerability, we propose an adaptive seed mutation mechanism, which adopts different
granularity and mutation strategies according to different seed arrival locations and
performances to improve the generation quality of test cases.

3. We design, implement, and evaluate sqlFuzz, an SQL injection vulnerability fuzz
testing technology guided by vulnerable paths, which efficiently detects SQL injec-
tion vulnerabilities. We evaluated our work in eight commercial web applications,
and our tool detected 41 out of 50 known vulnerabilities, and our proposed technique
achieved an 80% improvement in time efficiency compared to existing gray-box fuzz
testing techniques.

2. Background
2.1. SQL Injection Vulnerability

Web applications provide users with various interactive features, such as submitting
forms and uploading text, among others. When a user’s input is not checked and processed,
it can be used by a backend server and lead to a taint-style vulnerability. SQL injection
vulnerability is a typical taint-style vulnerability that allows an attacker to bypass the au-
thentication and authorization mechanism of an application by constructing malicious SQL
queries to obtain sensitive data or perform illegal operations on the database. In a normal
application, data is usually entered by the user and passed to the background database in
some way for corresponding queries, updates, and deletions. If the application does not
filter or escape this user input properly, an attacker can insert malicious SQL statements
into the input, causing the application to perform unexpected queries or actions, such as
deleting tables, inserting data, or revealing sensitive information [10]. The characteristic
of SQL injection vulnerability makes it necessary to ensure that the malicious input with
attack payload can reach the sink point completely according to the taint propagation path
in order to trigger the vulnerability. If the seed selection criterion can be taken as whether
it is close to the sink point, we believe that the efficiency of the current fuzz testing can
be improved.

2.2. Coverage-Guided Gray-Box Fuzz

The goal of fuzz testing is to cover as much of the program’s execution state as possible,
uncovering potential vulnerabilities within the program. However, due to the uncertainty
of program behavior, the program state cannot be intuitively measured. Researchers
therefore choose to use code coverage as a substitute metric for program state, where an
increase in code coverage approximates an increase in new program states.

Coverage-guided fuzz testing first uses code coverage as feedback information to
guide the generation of effective inputs. Effective inputs are those that execute code not
yet traversed by the program. By mutating based on effective inputs, new inputs are
more likely to traverse as much of the program’s code as possible, and are more likely to
uncover potential vulnerabilities within that code. AFL’s continued success in industry
has validated the correctness of this concept [11]. Utilizing code coverage to guide the
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generation of inputs that target the coverage goal code and program target paths in fuzz
testing is called directed fuzz testing. An example is AFLGo [12].

CGF is a combined concept of gray-box fuzz testing and coverage-guided fuzz testing.
It acquires coverage information during program execution through lightweight program
analysis tools and guides input generation based on this coverage information. Tracking
the execution paths of inputs in the testing program provides accurate and comprehensive
program feedback. However, due to the high performance cost associated with path
coverage, in practical applications, CGF generally chooses to use coarser basic blocks as
the granularity of code coverage. Since AFL introduced edge coverage into fuzz testing,
researchers have found that edge coverage can provide more accurate execution information
than block coverage. Edge coverage has thus become the mainstream research direction
for coverage-guided fuzz testing. However, whether it is edge coverage or block coverage,
CGF adjusts inputs based on their coverage information to achieve more code execution in
the application and to uncover potential vulnerabilities.

3. Motivating Example

In previous fuzz testing work targeting web applications, coverage has often been
used as the basis for selecting seeds. For example, in webFuzz, if a seed fails to trigger
new paths after mutation, it is discarded. The priority of seeds is also based on the number
of new paths triggered after mutation. The more new paths triggered after mutation,
the more advantageous the seed is considered, and the higher its priority. In the context of
SQL injection vulnerabilities, if user-controlled input does not reach an execution point,
the vulnerability cannot be triggered. As shown in Figure 1, the user input data can only
trigger the vulnerability by following path S1. The main issues with coverage-guided fuzz
testing are as follows:

• Coverage-guided seed selection is often blind, leading to resource wastage and af-
fecting the efficiency of fuzz testing. For instance, in an ideal scenario, Seed 1 can
reach the endpoint of path S2 via node B1 but cannot reach the execution point at the
endpoint of path S1. Seed 2, on the other hand, can reach the endpoints of paths S3,
S4, and S5 via node B4. According to the coverage-guided strategy, Seed 2 would be
considered more valuable due to triggering more new paths and would be assigned a
higher priority than Seed 1, receiving more energy. However, in reality, Seed 2 cannot
trigger paths that include the execution point; thus, allocating more resources to it
would be wasteful and significantly impact the efficiency of fuzz testing. Furthermore,
following the coverage-guided strategy, if Seed 1 cannot reach the execution point in
subsequent mutation rounds after reaching node B1, it would be considered unable
to trigger new paths and discarded, even though it is actually the seed closest to
triggering the vulnerability.

• Existing seed mutation mechanisms exhibit high randomness. In previous work,
regardless of where the seed reaches within the web application, the seed mutation
strategy randomly selects mutation methods. This lack of targeted mutation mech-
anisms similarly impacts the efficiency of fuzz testing. For example, as shown in
Figure 1, when an ideal seed stops at node B2 in a round, due to its proximity to
the execution point, the reason the seed cannot progress is likely due to the payload
being blocked by a filtering function. Therefore, the mutation strategy in the next
round should primarily focus on bypassing the filtering function. Seeds that have
not reached the critical code area should mainly focus on path expansion mutations
and have fewer bypassing filtering function mutations. Additionally, within the same
web application, since filtering functions may be uniform, the mutation strategy of
well-performing seeds can guide the mutation of poorly performing seeds. Random
mutation strategies are inefficient.
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Figure 1. A code control flow graph containing a sink.

4. sqlFuzz’s Design

The overall framework of the automated verification technology for SQL injection
vulnerabilities based on coverage-guided fuzz testing is illustrated in Figure 2. It is divided
into five main components: preprocessing, initial seed generation, seed selection, seed
mutation, and vulnerability determination.

Figure 2. The overall framework of sqlFuzz.

Preprocessing includes static analysis and instrumentation. In static analysis, back-
ward taint analysis is used to obtain information about potentially vulnerable code. In the
instrumentation, the source code of the target web application is instrumented in two stages.
In the first stage, all basic blocks are instrumented for feedback coverage; in the second
stage, basic blocks in the potentially vulnerable code area are instrumented according
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to the potentially vulnerable code information obtained from static analysis. The initial
seed generation part uses the valid content of the target web page element crawled by the
crawler and the payload in the payload file to construct the initial seed that conforms to
the syntax of the web application according to the http request template, and then puts the
generated initial seed into the seed pool. The seed selection part sets the priority of the seed
according to the feedback information during the operation and assigns different energies
according to the priority. The seed mutation part mutates the selected seeds, improves the
diversity of seeds, and generates a large number of test cases. The vulnerability determi-
nation part determines whether the vulnerability is triggered according to the response
information of the web server, and finally obtains the vulnerability report including the
location information of the vulnerability and the test cases that trigger the vulnerabilities.
Detailed introductions to each component will be provided below.

4.1. Preprocessing

Preprocessing, which includes static analysis and instrumentation, is an important
link to improve the fuzz testing feedback information in this technical framework. First
of all, the static analysis of the source code is to obtain the relevant information of the
potentially vulnerable code. Secondly, instrumentation is to provide necessary guidance
information for the next round of seed selection and mutation by using the position
information feedback of seeds in the running stage. The instrumentation process consists
of two phases. The first phase involves instrumenting all basic blocks to provide coverage
feedback, thereby retaining the exploration capability of the mutation-based fuzzer within
potentially vulnerable code regions. The second phase entails instrumenting the basic
blocks within the corresponding regions identified through the static analysis of potentially
vulnerable code-related information. This is performed to provide detailed information
when seeds reach potentially vulnerable code regions, serving as the basis for subsequent
seed selection and mutation. The following provides a detailed description of the key steps:

4.1.1. Static Analysis

The static analysis technique adopted in this paper is backward taint analysis. Starting
from the danger function, trace each parameter that flows to the danger function. If the
parameter comes from the user input, the context-sensitive data flow analysis is performed
on the parameter to check whether it has been sanitized by the sanitization function. If not,
the propagation path is considered to be a potentially vulnerable code. A brief description
of some key steps is provided here.

• Identification of all sink points: Given that the sink points for SQL injection vulnera-
bilities are fixed, such as mysqli_query(), a regular expression-matching approach is
employed for this purpose.

• Construction of the control flow graph: The source code of the web application is
transformed into an abstract syntax tree (AST), which is divided into the main AST and
custom function ASTs. The control flow graph is built based on the main AST. When
encountering branching nodes, a new basic block is created and data flow analysis
is conducted within the basic block to form a block summary. When encountering
nodes for the invocation of custom functions, the control flow graph for the function
is constructed based on the custom function’s AST, similarly using data flow analysis
to generate a function summary.

• Backward data flow analysis: Perform reverse data flow analysis on the parameters
of the sink point. The specific implementation is as follows: Starting from the basic
block where the sink point is located, trace the basic block upward according to
CFG. According to the basic block summary, check whether the parameter has been
processed by the sanitization function and, if so, end the analysis. If not, and the
parameter propagates to a location that the user can control, the basic block of the
entire link is recorded.

• Compilation of all basic blocks in the tainted data propagation path.
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4.1.2. Instrumentation and Feedback

Instrumentation is divided into two phases. The first phase involves instrumenting all
basic blocks of the web application source code to facilitate coverage feedback. Specifically,
to facilitate basic block identification, the web application source code is first transformed
into an abstract syntax tree. Subsequently, the abstract syntax tree is traversed to identify all
basic blocks. Identification code is inserted at the beginning of each basic block. To ensure
more accurate coverage calculation, we draw on AFL’s instrumentation technology, using
branch coverage information to calculate coverage. The branch coverage information is
obtained by performing an XOR operation between the identification codes of each basic
block and the previously accessed basic block’s identification codes, serving as edge labels.
To prevent cases where self-XOR results in zero, the edge label undergoes a right shift
operation after its computation with the current basic block’s identification code. Compared
to calculating coverage based on the number of basic blocks, branch coverage takes into
account the sequence of basic block execution, thus providing more precise results.

In specific implementation, inspired by the AFL method of providing edge coverage
information, we have adapted a similar approach for web applications. Figure 3 shows the
instrumented version of a function test. At the beginning of every basic block, a unique ran-
domly generated number (the basic block’s label) is XORed with the label of the previously
visited block. The result of this operation represents the edge label. The edge label is used
as an index in the global map array where the counter for the edge is incremented. The last
statement in the stub code performs a right bitwise shifting on the current basic block label
and stores the result as the label of the previously visited block. The shifting is needed to
avoid cases where a label is XORed with itself thus giving zero as a result. This can happen,
for instance, with simple loops that do not contain control statements in their body.

Figure 3. Sample of an instrumented function test for measuring edge coverage.

The second phase involves instrumenting the basic blocks within potentially vulnera-
ble code regions of the web application source code. Specifically, the instrumentation level
remains at the basic block, with instrumentation positioned at the beginning of each basic
block. Through static analysis, the entire path of tainted data propagation can be obtained,
and all basic blocks on this path are subject to instrumentation. The feedback information
from this instrumentation includes two points: (1) whether the seed has reached the poten-
tially vulnerable code region and specifically which potentially vulnerable code it is; (2) the
distance from the seed’s arrival point to the sink point along the respective path. It should
be noted here that directly calculating the distance between the location of the seed and
all sink points will lead to great overhead and affect the efficiency of the fuzz testing.
Considering this factor, our technique adopts a method of calculating distances within
the path. Specifically, it only calculates the distance from the seed’s arrival point to the



Electronics 2024, 13, 2946 8 of 20

sink point in the same tainted data propagation path. The specific implementation method
involves first labeling each potentially vulnerable code to prevent confusion. Subsequently,
starting from the sink code, the process traces backward, sequentially inserting counters
into basic blocks, with the sink point assigned a position of 0, incrementing as it moves
backward. A higher number indicates a greater distance from the sink point.

In summary, the sets of feedback from the two phases of instrumentation are indepen-
dent of each other. The second phase of instrumentation aims to identify seeds that have
reached the vulnerable area, serving as prioritized seeds for the next round, and assigning
different energy levels based on the distance to the sink point. The first phase of instru-
mentation aims to maintain the fuzzer’s exploration of new paths. Because initial seeds
may not directly reach the potentially vulnerable code area, it may take several rounds of
mutation for some initial seeds to reach the potentially vulnerable code area. Therefore,
it is essential to retain coverage-guided strategies as a secondary strategy for seed selection.

4.2. Constructing Initial Seed

The main goal of this phase is to generate a high-quality initial seed at the beginning
of the system that conforms to the syntax of the web application and triggers vulnerabilities
as much as possible.

The input content of this stage includes three parts: 1. the effective information of
the target web application crawled by the crawler; 2. payload; 3. http request template.
First of all, the valid information crawled by the crawler includes the url of the target
web application and various elements in HTML. Because ensuring the effectiveness of
the initial seed first needs to meet the http protocol specification, the url is an important
part of it, and various elements in HTML can be used as parameters for GET requests or
POST requests. Then, payload is an important part of the test case, and its role is to enable
the test case to trigger vulnerabilities. Finally, the http request template is the basis for
generating an initial seed that conforms to the format specification. The request template is
a pre-constructed template file in accordance with the format of the http request. Both the
crawler elements and the payload will be filled into the template file to construct the initial
seed that conforms to the format specification. This stage will generate a large number of
correctly formatted initial seeds to be placed in the seed pool.

4.3. Seed Selection

During the fuzz testing process, each round of testing requires selecting a seed from
a large pool of candidate seeds for mutation to generate test cases. Previous work has
demonstrated that a good seed selection strategy can significantly improve fuzz testing
efficiency, helping to discover more vulnerabilities more quickly. With a good seed selection
strategy, the fuzzer can either cover more code, making it easier to trigger vulnerabilities
and reduce wasteful repeated execution of paths, thus saving computational resources,
or optimize the selection of seeds that cover deeper, more potentially vulnerable code,
aiding in the faster identification of hidden vulnerabilities. Based on this idea and in
combination with the practicality of SQL injection vulnerabilities, this section proposes
a seed selection rule that prioritizes seeds reaching potentially vulnerable code areas.
Through guidance, the seeds are concentrated in code areas that are likely to trigger
vulnerabilities, with seeds reaching these areas being assigned more energy. Test cases
generated from the initial seeds are sent to the web application and, based on the feedback
from the instrumentation code, it is determined whether the seed has reached the potentially
vulnerable code area. Seeds that directly reach the vulnerable area are marked as top
priority and placed into the seed pool. Additionally, seeds that have not reached the
vulnerable area but have discovered new paths are also placed into the seed pool and
marked as secondary priority. Seeds that neither reach the potentially vulnerable code area
nor discover new paths are filtered out. The following provides a detailed description of
the seed selection rule:
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The seed selection rule proposed in this section categorizes the priority of seeds into
two levels based on feedback information during runtime. The top priority corresponds to
seeds that have reached the vulnerable area, while the secondary priority corresponds to
seeds that have not reached the vulnerable area but have explored new paths. The remain-
ing seeds are filtered out. Our technique establishes a more refined selection strategy for
the top priority. Specifically, first, priority is determined based on numerical values, where
a lower value indicates closer proximity to the execution point and thus a higher priority.
Second, if a node is part of different propagation paths, the second phase of instrumentation
can be repeated and, when providing feedback on depth information, priority is ultimately
calculated based on the smallest numerical value. It is important to note that, even for seeds
reaching different vulnerable paths, the direct comparison of numerical values is feasible.
This is because, first, the distance calculation strategy adopted in the instrumentation phase
is based on path-internal calculations and, second, distance calculation starts from the sink
point, with smaller numerical values indicating closer proximity to the sink point.

Figure 4 illustrates a sample program’s control flow graph, where s1 and s2 represent
paths within the potentially vulnerable code area, requiring two-phase instrumentation
for all basic blocks on these paths. On the other hand, as s3 and s4 do not contain sink
points, some of the basic blocks in them require only the first phase instrumentation. When
comparing priorities, several scenarios may arise: (1) Seeds with feedback from the second
phase of instrumentation take precedence over those with feedback only from the first phase
of instrumentation; for example, a seed reaching node B1 in this round takes precedence
over a seed reaching node B4. (2) For seeds reaching different nodes within the same
vulnerable path, priority is determined based on distance values, with a smaller distance
value indicating higher priority; for example, a seed reaching node B3 takes precedence
over a seed reaching node B2. (3) For seeds reaching nodes within different vulnerable
paths, priority can also be determined by comparing distance values; for example, a seed
reaching node B1 takes precedence over a seed reaching node B2, as explained earlier.
(4) Some nodes exist in multiple vulnerable paths, allowing for instrumentation in different
paths. When calculating distance values, comparison is made directly within the same
path and, when comparing with different paths, the smallest distance value for that node is
taken into account. For example, for a seed at the source point, if compared with a seed
that stopped at B2, the distance value is taken as 3. If compared with seeds from hazardous
path nodes other than s1 and s2, take the minimum value of 2.

Figure 4. A sample program’s control flow graph.
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4.4. Seed Mutation
4.4.1. Mutation Methods

We have designed two primary mutation methods: crossover mutation and
bypass mutation.

1. Crossover Mutation
We draw inspiration from the crossover operation in genetic algorithms, which con-
tinuously exchanges information between seeds to generate a large number of new
seeds. Crossover mutation is divided into two levels of granularity: coarse-grained
and fine-grained. Coarse-grained mutation operates at the parameter level of the
HTTP request, while fine-grained mutation operates at the functional unit level of the
seed. When constructing initial seeds, the seeds are already divided into functional
units. Based on different granularities, the main operational methods include the
following categories:

(a) Coarse grained

• Parameter swapping
• Parameter combination concatenation

Firstly, the construction of test cases is mainly based on elements extracted
from the web pages by web crawlers. There can be multiple combinations of
relationships between URLs and parameters. Therefore, by exchanging and
combining parameters, the exploration scope of the fuzzer can be greatly ex-
panded. Secondly, different test case parameters often have interdependencies.
By combining and concatenating parameters, the probability of traversing
paths can be increased. For example, if test_case1 has a parameter id = 1 and
test_case2 has a parameter name = li, only by combining them as id = 1&name
= li can the next node be reached.

(b) Fine grained

• Exchange of the same functional unit
• Injection attack type unit concatenation combination

The principles of crossover include the following: firstly, content exchange
occurs only between the same functional units and not across functional units.
This is because the division of functional units is to ensure that the seeds
comply with the syntax rules of the web application. This principle ensures
that the seeds still comply with the syntax rules after crossover. Secondly, a test
case exchanges only one functional unit. This is to avoid the risk of excessive
crossover leading to an excessively large scale of test cases and a decrease in
overall quality.

2. Bypass Mutation
Web applications typically use input filters to defend against SQL injection attacks,
and these filters are generally located within the application’s code. Typically, the fil-
ters attempt to block inputs containing one or more of the following:

• SQL keywords, such as SELECT, AND, INSERT, etc.
• Specific individual characters, such as quote marks or hyphens
• Whitespace

If you want to exploit the vulnerability, you need to find a way to bypass the sanitiza-
tion functions, in order to pass malicious input to potentially vulnerable code.

4.4.2. Mutation Strategy

After selecting suitable seeds, mutations are applied to enhance the diversity of the
seeds, generating a greater number of test cases. For targeted web application fuzz testing,
seed mutation serves two primary purposes: first, to enhance the ability of the seeds to
bypass web application filtering mechanisms, thereby improving their traversal capabilities;
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second, to increase code coverage, meaning that the test cases generated by the seeds can
trigger more new paths. In order to make seed mutation more targeted, this section
proposes an adaptive mutation strategy, selecting different mutation methods based on the
different areas the seeds reach within the web application.

The adaptive mutation strategy primarily selects the corresponding mutation method
based on the different areas the seeds reach within the web application. This section presents
two main mutation methods, crossover mutation and bypass mutation. These two mutation
methods serve different purposes. Crossover mutation primarily expands the exploration
scope of the seeds and addresses potential issues related to multiple parameter traversal.
Bypass mutation, on the other hand, primarily assists the seeds in bypassing the various
filtering rules set by the web application for SQL injection vulnerabilities. The adaptive
mutation strategy adjusts the mutation method based on the location information and
performance of the seeds. It mainly involves the following two strategies:

• Seeds reaching vulnerable areas primarily undergo bypass mutation and fine-grained
crossover mutation, while the remaining seeds primarily undergo coarse-grained
crossover mutation.

• For seeds that successfully trigger vulnerabilities and seeds close to the sink points,
the fuzzer automatically collects these seeds as high-performing seeds. Poorly perform-
ing seeds will undergo mutation using the same methods as these high-performing
seeds. This is mainly due to the consideration that the same web application may adopt
fixed filtering strategies for SQL injection vulnerabilities. Therefore, the mutation
strategy of high-performing seeds holds a certain reference value.

4.5. Vulnerability Determination

For a fuzz testing tool, the effectiveness and precision of the vulnerability determi-
nation part directly determine the quantity of false negatives and false positives in the
experimental results. In binary fuzz testing, this part monitors the system’s runtime
behavior to determine the presence of vulnerabilities by detecting abnormal system be-
havior, such as crashes. Inspired by this, we design a sensitive detection method for SQL
injection vulnerabilities.

Firstly, the principle of the existence of SQL injection vulnerabilities is due to the
ineffective processing of user input, which allows it to be executed as code. Attackers
can input data containing SQL keywords into user input fields on web forms, causing the
database to execute unconventional code, thereby illegally and unrestrictedly accessing data
stored in the backend database. Based on this, when inputting improperly formatted data,
such as adding an extra single quote, it leads to a syntax error because the input is not being
treated as data, impacting the server-side code execution logic. For example, assuming
a PHP application executes mysqli_query($con, $query); $query = ”SELECT username
FROM tbl WHERE user_id = ’$id”’, if the fuzzer’s test case includes the parameter id = 1’,
and the web application does not handle the input in any way, it would result in a syntax
error because the additional single quote makes the execution statement non-compliant
with syntax rules. The specific implementation is as follows:

We use the Beautifulsoup library to parse HTML responses, and then employ web
crawling to capture the key phrase “You have an error in your SQL syntax” to determine
the presence of an SQL injection vulnerability. In some real-world web applications, error
messages may be configured not to be displayed in the HTML response. To address this
issue, during static analysis, all sink points are first identified, such as mysqli_query(),
and then, during instrumentation, a detection function is added after each sink point.
After instrumentation, when a syntax error is triggered, even if the original web application
does not return an error message, the artificially added error function will present the error
information in the HTML response.
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5. Evaluation

Based on the aforementioned method, this section has implemented a prototype
system called sqlFuzz for automatically validating SQL injection vulnerabilities using
coverage-guided fuzz testing. In this section, the performance of this system is evaluated
through experiments. This section aims to address the following two questions through
experimental evaluation:

RQ1: Does sqlFuzz demonstrate effective detection of vulnerabilities in real-world programs?
RQ2: Do the seed selection and mutation mechanisms in sqlFuzz effectively enhance

the efficiency of fuzz testing?

5.1. Setup

We selected eight open-source web applications as our evaluation dataset as shown in
Table 1. The choice of these eight PHP applications was primarily based on two considera-
tions: firstly, all eight applications are commercial and widely used, and available for free
download from source code websites; secondly, many vulnerabilities in these applications
have been assigned CVEs, allowing us to manually verify their exploitability, facilitating
our analysis of false positives and false negatives. These eight web applications collectively
contain 50 known vulnerabilities. When selecting the evaluation targets, we aimed to
choose relatively recent releases and the latest versions of the applications to ensure that
the evaluation results are more practically valuable. This is because newer applications
are more likely to be downloaded and used by users, increasing the value of discovering
potential zero-day vulnerabilities.

In terms of the experimental environment, the target web applications were all de-
ployed on virtual machines. The virtual machines were configured with an Intel Core
i7-10750 (2.60 GHz) processor and 8 GB of memory, and the operating system was Ubuntu
18.04. The PHP version was set to PHP 5.6 or PHP 7.2 based on the PHP version supported
by each web application.

Table 1. Overview of the main characteristics of the applications.

Application Size Version Release Date Language
(S)

Lines of
Code

Numbers
(Files)

Numbers
(Vulnera-
bilities)

Best POS Management System 40 MB 1.0 February 2023 PHP/XML 155,259 2057 6

Online Food Ordering System 37.8 MB 2.0 January 2023 PHP/XML 131,173 1810 6

Raffle Draw System 149 KB 1.0 December 2022 PHP 770 18 4

Pizza Ordering System 24 MB 1.0 February 2023 PHP/XML 131,413 1812 8

Online Traffic Offense Management System 67.3 MB 1.0 February 2023 PHP/JS/XML 546,033 1967 3

Vehicle Service Management System 64.6 MB 1.0 September 2021 PHP/JS/XML 545,768 1976 8

Eduauth 24.7 MB 1.0 February 2023 PHP/XML 139,159 1248 3

Judging Management System 4.17 MB 1.0 December 2022 PHP 48,570 109 12

5.2. Evaluation of Vulnerability Detection

In order to verify question 1, this experiment chooses sqlFuzz to compare with static
analysis technology RIPS [13] and coverage-guided gray-box fuzz testing technology
webFuzz. The main purpose of the comparison experiment with RIPS is to verify whether
sqlFuzz, as a dynamic analysis technology, is better than static analysis technology RIPS
in terms of false positive rate. The main purpose of the comparison experiment with
webFuzz is to verify whether sqlFuzz can detect more vulnerabilities than the current
state-of-the-art gray-box fuzz testing technology. Three techniques were used to test the
same dataset in the same environment. Two fuzz testing techniques were used to test each
web application individually for 50 h, while static analysis techniques were used to test
the end.The experimental results are shown in Tables 2 and 3.
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In comparison experiments with RIPS, the evaluation criterion is mainly the false
positive rate (FPR), which is the ratio of false alarms to all alarms. The false positive rate
can obviously reflect the control ability of experimental technology over false positives.
The higher the false positive rate, the weaker the control ability. In the comparison experi-
ment with webFuzz, the evaluation criterion is mainly the recall rate (R), which refers to
the ratio of the number of true vulnerabilities (TP) to the actual number of vulnerabilities
(i.e., the sum of TP and false negatives (FN)). The recall rate can directly reflect the ability
of experimental technology to detect real vulnerabilities and, the higher the value, the more
real vulnerabilities are detected. The specific formula is as follows:

FPR =
FP

TP + FP
(1)

R =
TP

TP + FN
(2)

Table 2. The comparative experimental results of RIPS and sqlFuzz.

RIPS sqlFuzz

Application TP FP FPR TP FP FPR

Best POS Management System 0 33 1 5 3 0.38

Online Food Ordering System 1 26 0.96 5 2 0.29

Raffle Draw System 0 0 0 4 1 0.2

Pizza Ordering System 2 26 0.93 7 2 0.22

Traffic Offense 1 58 0.98 3 1 0.25

Vehicle Service 4 74 0.95 6 3 0.33

Eduauth 0 0 0 3 0 0

Judging Management System 0 0 0 8 2 0.2

TOTAL 8 217 - 41 14 -

Table 3. The comparative experimental results of webFuzz and sqlFuzz.

webFuzz sqlFuzz

Application TP FP R TP FP R

Best POS Management System 3 3 0.5 5 3 0.83

Online Food Ordering System 3 4 0.5 5 2 0.83

Raffle Draw System 3 1 0.75 4 1 1

Pizza Ordering System 4 1 0.5 7 2 0.88

Traffic Offense 1 2 0.33 3 1 1

Vehicle Service 4 2 0.5 6 3 0.75

Eduauth 3 1 1 3 0 1

Judging Management System 7 2 0.58 8 2 0.67

TOTAL 27 16 - 41 14 -

We have analyzed the experimental results:
In terms of false positives, sqlFuzz significantly outperforms the static analysis tool

RIPS. The reasons are as follows: Firstly, RIPS, as a static analysis technology, is inferior
to dynamic analysis technology in false positive control from principle analysis, which is
also proved by the experimental results. Then, sqlFuzz has a false positive rate as high as
0.38 in some test web applications, which is a relatively high false positive rate as a fuzzing
test tool. The analysis shows that the main reason for the high false positive is that the
vulnerability determination rules are not perfect. sqlFuzz believes that the sign of triggering
sql injection vulnerability is the occurrence of syntax errors, and this judgment standard
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is also adopted by many academic studies in the same field. However, this judgment
logic is not completely objective, and non-vulnerability bugs can also cause syntax errors.
This aspect will also serve as the next direction to improve the technology. Finally, looking
at the overall situation, sqlFuzz controls the false positives better. We believe that the main
reason is that, by directing the seeds towards potential taint execution points, the probability
of generating low-quality seeds becomes lower.

In terms of real vulnerability detection capability, sqlFuzz detected the largest number
of real vulnerabilities among the three vulnerability detection tools; a total of 41 real
vulnerabilities were detected; the improved webFuzz detected 27 and RIPS detected the
least number of real vulnerabilities, 8. We analyze the reasons why sqlFuzz performs better
than webFuzz, and the main reason may be that webFuzz takes a coverage-guided strategy,
which may not necessarily find all execution points in a limited time. sqlFuzz obtained all
potential vulnerability execution points and taint propagation paths as comprehensively
as possible through static analysis. Under the guidance of the target, these potential
vulnerabilities can be verified more quickly and efficiently.

5.3. Ablation Experiment

sqlFuzz uses static analysis techniques to identify potentially vulnerable code areas in
web applications and employs instrumentation to provide feedback to the fuzzer, thereby
guiding the seed generation process. This is mainly applied in the seed selection and seed
mutation stages. In order to clearly demonstrate the impact of the vulnerability-guided
approach on the efficiency of fuzz testing, a set of ablation experiments was designed in
this study. Under the same experimental conditions, different configurations of sqlFuzz
were used to test the same dataset. To fully understand how vulnerability-guided methods
enhance efficiency, four different configurations of sqlFuzz were set up: the complete
version of sqlFuzz; sqlFuzz-ns, which avoids feedback from instrumentation during seed
selection; sqlFuzz-nm, which avoids feedback from instrumentation during seed mutation;
and sqlFuzz-null, which has no feedback from instrumentation.

Method: Testing was conducted on the four versions of sqlFuzz in the same environ-
ment and dataset. Within 50 h, the number of vulnerabilities detected by each tool was
recorded every 10 h. The experiment was conducted simultaneously on eight commercial
web applications, and the results represent the total number of vulnerabilities detected
across the eight applications. The experimental results are shown in Figure 5.

Figure 5. Experimental results graph for efficiency improvement assessment.
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The experimental results indicate that: (1) In terms of the total number of vulnera-
bilities detected, sqlFuzz detected the most vulnerabilities, finding 41 out of 50 known
vulnerabilities. Following this, sqlFuzz-nm detected 35 vulnerabilities, sqlFuzz-ns detected
30 vulnerabilities, and, lastly, sqlFuzz-null detected 28 vulnerabilities. From the data, it is
evident that, firstly, vulnerability-guided methods can help uncover more vulnerabilities,
as has been demonstrated in vulnerability detection capability assessment experiments.
(2) In terms of efficiency, sqlFuzz and sqlFuzz-nm have a fast vulnerability detection speed
and basically complete the detection task in the first 10 hours, while the sqlFuzz-ns and
sqlFuzz-null vulnerability detection speed is slow. This result fully proves that the method
based on potentially vulnerable code orientation has a significant effect on the efficiency of
fuzz testing.

We have analyzed the experimental results:
Firstly,we analyzed the reason for the disparity in the number of vulnerabilities de-

tected between sqlFuzz and sqlFuzz-null. Following the ablation experiment, we conducted
supplementary experiments on sqlFuzz-null, continuing fuzz testing after 50 h, and, still,
only a few vulnerabilities were discovered. The supplementary experiments indicate
that the fundamental reason affecting the number of vulnerabilities discovered is an effi-
ciency issue, meaning that, within a limited time, the vulnerability discovery capability of
sqlFuzz-null is significantly weaker than that of sqlFuzz.

Secondly, the setup and comparison between sqlFuzz-ns and sqlFuzz-nm were pri-
marily aimed at understanding in which stage vulnerability-guided methods effectively
enhance the efficiency of fuzz testing. From the experimental results, it is clear that
the performance of sqlFuzz-nm is significantly better than that of sqlFuzz-ns; therefore,
vulnerability-guided methods have a greater impact on seed selection. The reason for
this is that, in the vulnerability-guided fuzz testing, guiding the seed selection essentially
allocates the energy of fuzz testing to areas more likely to trigger vulnerabilities, while
guiding seed mutation is mainly aimed at better bypassing sanitization functions in web
applications. When seeds are guided to potentially vulnerable code areas, the energy of
the fuzzer is focused on breaking through nodes in the propagation path and, with the
assistance of instrumentation feedback, more energy is allocated the closer it gets to the
sink points. This feedback mechanism maximizes the efficiency of fuzz testing.

6. Discussion
6.1. Limitation

sqlFuzz primarily focuses on SQL injection vulnerabilities, but there are still many
other types of vulnerabilities in web security that are worth attention, for example, XSS
vulnerabilities, upload vulnerabilities, command execution vulnerabilities, file inclusion
vulnerabilities, and other similar vulnerabilities. These vulnerabilities all belong to the
category of tainted data vulnerabilities and share many similarities in analytical approaches.
Therefore, in theoretical terms, sqlFuzz can be expanded to encompass the detection of
these vulnerabilities.

sqlFuzz is unable to perform fuzz testing on Single Page Applications (SPAs). These
types of web applications heavily rely on JavaScript, and the server responses are usually
not presented in HTML format. Because sqlFuzz does not execute client-side JavaScript
code, which in SPA applications is fully responsible for the creation and rendering of HTML
documents, sqlFuzz is therefore not applicable in such scenarios.

6.2. Future Work

1. In the preprocessing phase of our work, we need to conduct static analysis on
the target web application in order to identify the potential locations of vulnerabilities.
In this phase, we have drawn inspiration from the static analysis technology RIPS. Despite
being the most advanced static analysis technology currently available, RIPS tends to
generate a relatively high number of false positives and false negatives due to its use of
regular expression matching to locate sinks and its lack of support for object-oriented
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features. We have already begun addressing some of these issues in our other work [14].
Comprehensive improvement in static analysis technology to enhance the accuracy of
program analysis and reduce false positives and false negatives is a crucial means of
advancing guided fuzz testing techniques, and it can be considered a focal point for
future work.

2. The components of the initial seed are mainly the valid elements of the target web
application crawled by the crawler and the dictionary of payload obtained online. As a
result, the limitation of the initial seed is great. Whether the vulnerability can be triggered
depends on whether the dictionary contains the payload that can trigger the vulnerability.
Current large models are extremely capable of learning and can learn rules to directly
generate well-formed statements. In the next work, we can try to use large models to
generate initial seeds with more variety and range, thereby improving the quality of the
initial seeds.

In summary, gray-box fuzz testing technology remains a focal point of current research
in the fuzz testing field, with the goal of developing more comprehensive and efficient
techniques in the future. This includes enhancing static analysis techniques to pinpoint
as many potential vulnerable code locations as possible, and improving seed generation
techniques to increase the likelihood of triggering vulnerabilities with test cases.

6.3. Related Work

Fuzz testing has become an indispensable vulnerability discovery tool for security
researchers in recent years, serving as a significant driver behind the surge in vulnerability
disclosures. However, fuzz testing tools exhibit a certain degree of blindness and random-
ness in various stages such as seed generation, selection, mutation, and feedback, leaving
substantial room for improvement in vulnerability discovery efficiency. Existing research
aimed at enhancing code coverage in fuzz testing can be categorized into the following
areas: improvements in mutation strategies, enhancements in seed scheduling strategies,
and advancements in program feedback.

6.3.1. Improving Mutation Strategies

1. Improvements to the mutation strategy itself
The issues with the current mutation strategy in fuzz testing, namely the time-

consuming nature of deterministic mutation strategies and the overly random nature
of non-deterministic mutation strategies, are currently being addressed through two main
approaches. First, there is the improvement in deterministic mutation strategies, with the
current predominant method being to skip this stage altogether [15,16]. However, by-
passing deterministic mutation strategies directly can increase the inherent randomness
of non-deterministic mutation strategies. Second, there is the enhancement of optimal
mutation operation selection within non-deterministic mutation strategies.

In response to the issue of AFL’s random mutation lacking target guidance,
Lemieux et al. [16] proposed FairFuzz. FairFuzz first identifies path branches that are
infrequently hit by input during the fuzz testing process, labeling them as “rare” branches.
Subsequently, FairFuzz determines which bytes in the input are associated with these rare
branches and restricts changes to these bytes during mutation, ensuring that the mutated
test cases can hit the rare branches and thereby enabling thorough testing within these
rare branches.

In response to the issue of low path discovery efficiency caused by fuzzers like AFL
using a fixed distribution of mutation operations for operation selection, Lv et al. [17]
proposed a mutation algorithm based on Particle Swarm Optimization (PSO). This algo-
rithm considers the scheduling of mutation operations as a problem of finding the optimal
probability distribution for mutation operations. However, this method only addresses
the selection of mutation operations, neglecting the choice of the number of mutation
operation combinations during the random mutation process. To address this, Wu et al. [18]
introduced Havoc-mab. Havoc-mab models the selection of the number of mutation op-
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eration combinations and the mutation operations during the random mutation phase as
a two-layer slot machine model and dynamically adjusts the mutation strategy using the
UCB1 algorithm to improve path coverage.

Lv et al. [19] observed that historical mutation data in fuzz testing can enhance the
generation of effective test cases during the mutation phase. However, existing fuzzers
have not effectively utilized this information. To address this, they proposed a new history-
guided mutation framework that captures historical byte-level mutation strategies to guide
subsequent mutation processes, thereby increasing the number of generated test cases that
can improve coverage.

2. Enhanced mutation strategy
Due to the presence of path constraints such as magic numbers [20], checksums [21,22],

and conditional statements [23] in the program, existing mutation strategies struggle to
generate test cases that satisfy these constraints, thus failing to cover paths protected by
these constraints (resulting in low code coverage). Current solutions to this issue mainly
include: (1) symbolic execution, which uses constraint solvers to solve complex path
constraints; (2) taint analysis, which can establish the relationship between input bytes and
branch constraints, enabling targeted mutation.

Stephens et al. [24] first combined selective concolic execution with fuzz testing to
address the challenge of fuzz testing failing to pass through path constraints such as
programmatic validity checks. They used fuzz testing to explore program space and
selective concolic execution to resolve path checks that were difficult for the fuzzer to
navigate, thereby achieving the effective testing of the target program.

6.3.2. Improving Mutation Strategies

Seed scheduling strategy is an important component of fuzz testing, consisting of
two parts: seed selection and energy allocation. American Fuzzy Lop (AFL) [25] selects
seeds from the seed queue in order of edge number value, executing the optimal seed for
each edge (i.e., short execution time and small size). AFLFast [26] selects seeds based on
the priority of seeds that have been selected fewer times in the seed queue and seeds that
have generated fewer test cases when exploring the same path previously. Its basic idea
is to model fuzz testing using a Markov chain, where the execution paths of inputs are
seen as states, and the transitions between states are seen as new inputs generated through
the mutation phase. It selects seeds by calculating the transition probabilities between all
states. In addition, some research work selects seeds based on uncovered branches along
the test case execution path [21,27], the number of path executions [16], and control flow
graphs [28]. The energy of a seed represents its execution time during the non-deterministic
mutation phase, and the seed’s energy is controlled by the seed’s score.

In fuzz testing, AFL lacks a scientifically grounded theoretical model for energy alloca-
tion, resulting in the generation of a large number of test cases that execute the same paths
in the target program. To address this, Böhme et al. [26], based on modeling fuzz testing
using a Markov chain, proposed an algorithm for monotonic energy allocation. This allows
seeds that execute low-frequency paths (i.e., executed fewer times) to be allocated more
energy in fuzz testing. Compared to the monotonic energy allocation algorithm proposed
by Böhme et al. [26], the adaptive scheduling energy allocation algorithm introduced by
Yue et al. [29] is capable of effectively reducing energy consumption while achieving high
path coverage in fuzz testing.

However, the coverage-guided fuzz testing mentioned above tends to allocate exces-
sive energy to code areas that are less likely to contain bugs. To address this, Böhme et al. [26]
utilized the distance-based differentiation of input reaching the target code areas and em-
ployed a simulated annealing-based energy allocation strategy. This approach effectively
directs a significant amount of energy expenditure toward covering target points (potential
vulnerability areas).
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6.3.3. Improving Program Feedback

Program feedback is used to assess the quality of test cases and guide the seed schedul-
ing and mutation process in fuzz testing. Due to the limited bitmap space for tracking
code coverage in AFL and the use of a fixed hash formula to compute edge hash values,
it is easy for different edges to have the same hash value (i.e., hash collisions). To address
this, Gan et al. [30] reduced hash collisions by providing a larger bitmap space and using
different hash formulas for different edges.

Meanwhile, due to AFL’s context-insensitive edge coverage, it is unable to differentiate
the same branch executed in different contexts. To address this, Chen et al. [31] resolved
this issue by extending edge coverage to context-sensitive branch counting.

Furthermore, when a fuzzer encounters difficult-to-cover paths, code coverage alone
cannot guide the fuzzer to explore these paths, as code coverage only indicates whether
the current path has been executed. To address this, Aschermann et al. [32] designed a
set of source code annotation primitives (a few lines of patch code) that testers can use
to intervene in the fuzzer’s feedback mechanism, enabling the fuzzer to explore these
hard-to-reach paths.

7. Conclusions

SQL injection vulnerability detection is essential to web security. Fuzz testing tech-
nology is an important means for detecting SQL injection vulnerability. Aiming at the
problems of blind seed selection guided by coverage and the low quality of generated test
cases due to the great randomness of the seed variation mechanism in current fuzz testing
technology for SQL injection vulnerability, a fuzz testing technology based on potentially
vulnerable code guidance was proposed. The technology first uses static analysis tech-
nology to determine the taint propagation path and mark it as a potentially vulnerable
code area, then instruments the potentially vulnerable code, and finally uses the feedback
information to guide seed selection during operation, improving the priority of the seeds
that have reached the potentially vulnerable code area and giving more energy. In ad-
dition, we designed an adaptive seed variation mechanism, and adopted different seed
mutation methods according to different locations of seeds to improve the pertinence of
seed mutation. Based on the above techniques, we implemented the sqlFuzz prototype
system and used this system to analyze eight modern PHP applications. The experimental
results show that sqlFuzz not only improves the efficiency of SQL injection vulnerability
fuzz testing technology but also detects more SQL injection vulnerabilities with a lower
false positive rate.
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