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Abstract

Early identification of sepsis from electronic health records (EHRs) remains challeng-
ing because longitudinal laboratory measurements are irregularly sampled, incomplete,
and dependent on the observation period. This study presents an interpretable tempo-
ral feature-engineering framework integrating Moving Average Convergence Divergence
(MACD)-based momentum descriptors with a Signal Correlation Decay Measure (SCDM)
representing short-term temporal persistence in longitudinal laboratory trajectories. Using
the MIMIC-IV Clinical Database Demo (v2.2), 275 hospital admissions from 100 unique
patients were screened. Temporal descriptors were derived from lactate, creatinine, white
blood cell count, platelet count, and international normalized ratio. Sepsis status was
defined at the hospital-admission level using prespecified ICD-9-CM and ICD-10-CM diag-
nosis codes, independently of laboratory predictors. Because reliable diagnosis timestamps
were unavailable, the task was formulated as admission-level sepsis risk classification
rather than prediction of time-stamped sepsis onset. Features were constructed over cu-
mulative 0–12 h, 0–18 h, and 0–24 h observation horizons. Lactate was used exclusively
as a predictor. HistGradientBoosting and Logistic Regression were evaluated using re-
peated patient-grouped cross-validation. Predictive performance varied across observation
horizons. Logistic Regression achieved the highest mean AUROC at 24 h (0.711 ± 0.125),
while HistGradientBoosting achieved 0.682 ± 0.139. Feature-set ablation indicated that
MACD-derived descriptors provided the most consistent incremental contribution relative
to conventional features, although their benefit varied by classifier and observation horizon.
Permutation importance further demonstrated horizon-dependent feature relevance, with
lactate-, INR-, platelet-, and WBC-derived descriptors among the highest-ranked predic-
tors. These findings demonstrate the feasibility of using interpretable momentum, trend,
variability, and persistence descriptors to characterize longitudinal laboratory dynamics.
The proposed MACD–SCDM framework provides a transparent methodological basis
for examining how predictive temporal information evolves as clinical data accumulate.
Larger, time-resolved, externally validated multicenter cohorts are required to establish
generalizability and clinical utility.

Keywords: sepsis risk modeling; temporal feature engineering; Moving Average Convergence
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1. Introduction
Sepsis remains one of the leading causes of morbidity and mortality worldwide, im-

posing a substantial burden on healthcare systems [1,2]. Early identification of patients
at risk is essential because timely intervention can improve clinical outcomes and reduce
mortality [3,4]. However, early detection remains challenging due to the heterogeneous
clinical presentation of sepsis, dynamic physiological changes, and the irregular and in-
complete nature of electronic health record (EHR) data [5]. Machine learning has become
an important tool for early sepsis prediction using EHR data, enabling models to capture
complex temporal relationships among clinical variables [6–9]. Nevertheless, many ex-
isting approaches primarily emphasize predictive performance, while providing limited
insight into how temporal laboratory dynamics contribute to risk estimation. Although
post-hoc explainability methods have improved model interpretation, there remains a need
for feature engineering strategies that explicitly encode clinically meaningful temporal
patterns before model training. Such approaches can improve transparency while retain-
ing the ability to model evolving physiological changes reflected in routine laboratory
measurements [7,10–12]. One approach to improving model interpretability is through
feature-engineered representations of physiological signals that enable machine learning
models to recognize meaningful temporal patterns while facilitating post-hoc explanation
through explainable AI techniques.

Laboratory biomarkers evolve continuously during the onset and progression of sepsis.
Consequently, descriptors that quantify the direction, magnitude, variability, momentum,
and persistence of temporal changes may provide information beyond isolated labora-
tory values. Momentum-based descriptors such as Moving Average Convergence Diver-
gence (MACD) characterize differences between short- and longer-term temporal behavior,
whereas autocorrelation-based measures can characterize short-term temporal persistence.

This study presents an interpretable sepsis risk modeling framework based on temporal
feature engineering. Using the MIMIC-IV Clinical Database Demo [13], hourly trajectories of
lactate, creatinine, white blood cell count, platelet count, and international normalized ratio
(INR) were transformed into descriptors capturing first-order statistics, trend, momentum
(MACD), variability, and short-term temporal persistence (SCDM). Their predictive con-
tributions were subsequently examined across 12 h, 18 h, and 24 h laboratory observation
horizons using patient-grouped validation.

The primary contributions of this study are:

1. Development of an interpretable temporal feature-engineering framework integrating
conventional statistical, trend, MACD-based momentum, and lag-1 SCDM persistence
descriptors from longitudinal laboratory trajectories.

2. Evaluation of the framework across cumulative 12 h, 18 h, and 24 h laboratory obser-
vation horizons using an independently defined admission-level ICD-coded sepsis
phenotype.

3. Patient-grouped validation accounting for repeated hospital admissions from the
same individual.

4. Comparative evaluation using nonlinear HistGradientBoosting and linear Logistic
Regression classifiers, together with feature-level and physiological-system-level
interpretation across multiple temporal horizons.

2. Materials and Methods
2.1. Data Source and Cohort Definition

This study used the MIMIC-IV Clinical Database Demo (v2.2), a publicly available,
de-identified critical care database developed by Beth Israel Deaconess Medical Center and
released through PhysioNet [13]. The database contains electronic health records (EHRs) for
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hospital and intensive care unit (ICU) admissions and has been widely used for method-
ological studies in clinical prediction and biomedical informatics.

The source cohort comprised 275 hospital admissions from 100 unique patients, of
whom 48 had more than one hospital admission. Laboratory records were screened for five
routinely measured variables: lactate, creatinine, white blood cell count (WBC), platelet
count, and international normalized ratio (INR). Of the 275 admissions, 243 admissions from
100 unique patients contained at least one of the selected laboratory measurements. Three
cumulative laboratory observation horizons were evaluated: 0–12 h, 0–18 h, and 0–24 h
after hospital admission. Hospital admission was defined as the temporal origin (t = 0),
and only laboratory measurements available within the corresponding observation horizon
were used for temporal feature construction. Eligibility was determined separately at each
horizon according to the availability of sufficient laboratory measurements for feature
extraction. The resulting horizon-specific analytical cohorts comprised 85 admissions from
61 unique patients at 12 h, 120 admissions from 72 patients at 18 h, and 143 admissions
from 79 patients at 24 h. These cohorts included 17, 18, and 21 ICD-coded sepsis-positive
admissions, respectively. The cohort construction and derivation of the three observation-
window cohorts are summarized in Figure 1.

Figure 1. Cohort construction and observation-horizon analysis design. The source cohort com-
prised 275 hospital admissions from 100 unique patients. After laboratory availability screening,
243 admissions from 100 patients contained at least one of the five selected laboratory variables.
Laboratory-derived temporal features were constructed independently over cumulative observation
horizons of 0–12 h, 0–18 h, and 0–24 h after admission. The resulting analytical cohorts comprised
85 admissions from 61 patients (17 ICD-coded sepsis-positive admissions), 120 admissions from
72 patients (18 positive), and 143 admissions from 79 patients (21 positive), respectively. Patient-
grouped validation based on subject_id ensured that repeated admissions from the same patient were
not distributed across training and validation partitions.

2.2. Outcome Definition

Sepsis status was defined at the hospital-admission level using diagnosis codes recorded
in the MIMIC-IV diagnoses_icd table. For admission i, the binary phenotype was defined as
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Yi =

{
1, if admission i contained a prespecified ICD sepsis code
0, otherwise.

(1)

The ICD-9-CM codes observed and included in the phenotype were 78552, 99591, and
99592, while the ICD-10-CM codes were A408, A4102, A4151, A4189, A419, R6520, and
R6521. This definition identified 24 ICD-coded sepsis admissions from 17 unique patients
in the source cohort.

Lactate concentration was not included in the final outcome definition. The previously
considered lactate threshold of ≥ 2 mmol/L was removed, and no AND/OR operator was
used to combine lactate with ICD-coded sepsis. Lactate and its derived temporal descriptors
were therefore used exclusively as predictors.

Hospital admission was defined as the temporal origin (t = 0). Because the MIMIC-IV
Clinical Database Demo does not provide a sufficiently resolved timestamp for the ICD
diagnosis used in this study, sepsis status was not assigned to specific 12–24 h, 18–30 h, or
24–36 h intervals. Accordingly, the analysis evaluates admission-level ICD-coded sepsis
classification using progressively longer laboratory observation horizons rather than pre-
diction of a time-stamped future sepsis event. An overview of the resulting MACD–SCDM
analysis framework is shown in Figure 2.

Figure 2. Overview of the MACD–SCDM framework for admission-level sepsis risk classification.
Laboratory measurements from the MIMIC-IV Clinical Database Demo (v2.2) were used to construct
temporal predictors over cumulative observation horizons of 0–12 h, 0–18 h, and 0–24 h after admission.
Temporal features comprised first-order statistics, trend, MACD-derived momentum descriptors, and
SCDM short-term persistence. Sepsis status was defined independently at the hospital-admission
level using prespecified ICD diagnosis codes. HistGradientBoosting and Logistic Regression were
evaluated using repeated patient-grouped cross-validation based on subject_id. Model assessment
included discrimination, feature-set ablation, and permutation-importance analyses.

2.3. Temporal Signal Construction

Raw laboratory measurements were irregularly sampled across hospital admissions.
For each admission, measurements of lactate, creatinine, white blood cell count (WBC),
platelet count, and international normalized ratio (INR) were organized chronologically
and restricted to the corresponding observation horizon: 0–12 h, 0–18 h, or 0–24 h after
admission. Only measurements occurring within the designated observation horizon were
used for temporal feature construction.
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For each admission and laboratory variable, measurements within the observation
window were aligned to an hourly time grid. Missing hourly values within the available
trajectory were handled by forward filling after temporal alignment, thereby allowing
irregularly sampled laboratory measurements to be represented on a common hourly scale.
No additional outlier removal was applied, so observed laboratory values were retained
prior to temporal feature extraction.

Let xs(t) denote the time series of laboratory signal s :

s ∈ {lactate, creatinine, WBC, platelets, INR}, (2)

where t denotes elapsed time within the corresponding observation window.
The following notation is used for the temporal descriptors:
τ : window length used for the exponential moving average (EMA);
k : autocorrelation lag, with k = 1 used in the present implementation;
ρ(1) : Pearson autocorrelation between consecutive hourly observations.
MACD descriptors were calculated using short- and longer-term exponential mov-

ing averages with spans of 3 and 6 hourly observations, respectively, together with a
2-observation EMA signal line. These shorter spans were selected for the present demon-
stration analysis because the evaluated laboratory trajectories were relatively short and
frequently contained few repeated observations. The exponential moving averages were
calculated using the pandas ewm() implementation with adjust = False, with recursive
weighting initialized from the first available value of each laboratory trajectory.

Temporal persistence was represented by the SCDM descriptor, operationalized in the
present implementation as the lag-1 Pearson autocorrelation, ρ(1), between consecutive
hourly observations. Thus, SCDM quantified short-term temporal persistence rather than
decay across multiple autocorrelation lags. Admissions without sufficient observations to
calculate the required temporal descriptors for a given observation horizon were excluded
from that configuration, resulting in the horizon-specific analytical cohorts described
in Section 2.1.

2.4. Feature Engineering

For each laboratory trajectory, temporal features were extracted from measurements
contained exclusively within the corresponding observation window (0–12 h, 0–18 h, or
0–24 h). The feature-engineering procedure was applied independently to lactate, creatinine,
WBC, platelet count, and INR. The engineered descriptors were designed to characterize
complementary properties of each trajectory, including its overall level, temporal trend,
short-term variability, momentum, and temporal persistence.

2.4.1. First-Order Statistics Descriptors

For an hourly laboratory trajectory x(t) containing T observations, the mean and
standard deviation were calculated as:

µ =
1
T ∑ T

t=1 x(t), σsample =

√
1

T − 1∑ T
t=1 (x(t)− µ)2, σvol =

√
1
T ∑ T

t=1 (x(t)− µ)2 (3)

Minimum and maximum values were additionally extracted to characterize the ob-
served range of each laboratory trajectory. In Equation (3), σsample denotes the sample
standard deviation, calculated using the T − 1 denominator, whereas σvol denotes the
population standard deviation used as the volatility descriptor, calculated using the T
denominator. Although both descriptors quantify dispersion and are mathematically re-
lated, they were retained as separate features to preserve consistency with the predefined
temporal representation used throughout the analyses.
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2.4.2. Trend Estimation

The temporal trend of each laboratory trajectory was characterized using the slope of
an ordinary least-squares linear regression:

x(t) = β0 + β1t + ϵt (4)

where β0 is the intercept, β1 represents the estimated temporal slope, and ϵt denotes
the residual error. Positive and negative values of β1 therefore represent increasing and
decreasing laboratory trajectories, respectively.

2.4.3. Momentum Features (MACD)

Temporal momentum was characterized using the Moving Average Convergence
Divergence (MACD), adapted here as a signal-processing descriptor of short- versus longer-
term changes in laboratory trajectories.

For an hourly signal x(t), the exponential moving average with span τ was recursively
defined as:

EMAτ(t) = αx(t) + (1 − α)EMAτ(t − 1) (5)

with α = 2
τ+1 .

The MACD trajectory was calculated as the difference between the short- and long-
span exponential moving averages:

MACD(t) = EMA3(t)− EMA6(t), τ1 < τ2 (6)

2-observation exponential moving average of the MACD trajectory was subsequently
used to obtain the MACD signal line, and the difference between the MACD trajectory and
its signal line constituted the MACD histogram:

Signal(t) = EMA2(MACD(t)), Histogram(t) = MACD(t)− Signal(t) (7)

These descriptors were used to characterize differences between short- and longer-
term temporal behavior within each laboratory trajectory. The EMA calculations used the
recursive adjust = False implementation described in Section 2.3.

2.4.4. SCDM Temporal Persistence Measure

Temporal dependence was represented using the Signal Correlation Decay Measure
(SCDM). In the present implementation, SCDM was operationalized using the Pearson
autocorrelation at lag k = 1:

SCDM = ρ(1) (8)

where ρ(1) represents the Pearson autocorrelation between consecutive hourly observations.
Higher positive values indicate stronger short-term temporal persistence, values near zero
indicate weak linear dependence between consecutive observations, and negative values
indicate inverse temporal dependence.

Although the general SCDM formulation can incorporate multiple autocorrelation lags,
k = 1 was used in the present implementation because of the relatively short and sparsely
sampled laboratory trajectories available in the MIMIC-IV Demo cohort. Accordingly, SCDM
is interpreted throughout this study as a short-term temporal persistence descriptor, rather
than as an estimate of autocorrelation decay across multiple lags.

2.4.5. Final Feature Representation

The statistical, trend, MACD-based momentum, and SCDM-based persistence de-
scriptors were combined to construct the temporal feature representation for each hospital
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admission. Feature extraction was performed independently for each of the five laboratory
variables—lactate, creatinine, WBC, platelet count, and INR—and separately within each
temporal observation horizon.

The resulting predictor matrix contained 50 engineered longitudinal laboratory fea-
tures. Identifier variables (subject_id and hadm_id) were retained only for cohort manage-
ment and patient-level grouping and were excluded from model input. Outcome-related
variables, including the sepsis label and in-hospital mortality indicator, were likewise
excluded from the predictor matrix. Consequently, model development was based exclu-
sively on engineered temporal laboratory features derived from measurements within the
designated observation window.

The same engineered feature representation was subsequently evaluated using Hist-
GradientBoosting and Logistic Regression classifiers as described in Section 2.5.

2.5. Model Development and Patient-Grouped Validation

The engineered MACD–SCDM feature representations were used as inputs for super-
vised sepsis risk modeling. Separate models were developed using laboratory trajectories
observed during the first 12, 18, and 24 h after admission. The corresponding analytical
cohorts comprised 85 admissions from 61 unique patients, 120 admissions from 72 patients,
and 143 admissions from 79 patients, respectively. The outcome was the admission-level
ICD-coded sepsis phenotype defined in Section 2.1. Because the diagnosis table does not
provide a time-stamped sepsis onset, these analyses were interpreted as horizon-specific
risk classification based on progressively longer observation windows rather than predic-
tion of sepsis onset within subsequent fixed intervals.

Prior to model development, identifier variables were excluded from the predictor ma-
trix. hadm_id was retained only for linking records belonging to the same hospital admission,
whereas subject_id was used exclusively as the grouping variable during validation. The
outcome variable was maintained separately and was not included among the predictors.

Because individual patients could contribute more than one hospital admission, model
evaluation was performed using repeated stratified patient-grouped cross-validation. Strat-
ifiedGroupKFold was implemented with five folds per repetition, with subject_id as the
grouping variable and shuffling enabled. Five repetitions were performed using random
seeds 42, 43, 44, 45, and 46, yielding 25 planned fold evaluations at each observation
horizon. All admissions belonging to the same patient were retained exclusively within
either the training or validation subset of each fold, and audit of the resulting partitions
confirmed zero patient overlap between training and validation subsets.

The distribution of positive patients across validation folds was also examined. At 12 h,
validation folds contained 2.80 ± 1.22 positive patients (range 0–5); at 18 h, 3.00 ± 1.12 (range
0–5); and at 24 h, 3.20 ± 1.29 (range 1–6). One fold at each of the 12 h and 18 h horizons
contained no positive validation patient and was excluded from discrimination-metric
calculation. Consequently, 24 of 25 fold evaluations were valid at 12 h, 24 of 25 at 18 h, and
25 of 25 at 24 h. Identical patient-grouped partitions were used for HistGradientBoosting
and Logistic Regression and for the feature-set ablation analyses.

To prevent information leakage during validation, data-dependent preprocessing and
model fitting were confined to the training portion of each fold. For Logistic Regression,
median imputation and feature standardization were fitted using the training-fold data
and subsequently applied to the corresponding validation fold. Model fitting was likewise
performed exclusively on the training fold. HistGradientBoosting used its native handling of
missing values and did not require feature standardization. Temporal descriptors were con-
structed independently for each admission using only laboratory measurements available
within the corresponding 0–12 h, 0–18 h, or 0–24 h observation window; no measurements
beyond the respective observation horizon were used to construct the predictor trajectories.
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https://doi.org/10.3390/electronics15173951


Electronics 2026, 15, 3951 8 of 19

The primary nonlinear classifier was the HistGradientBoostingClassifier, selected a
priori to evaluate whether nonlinear relationships and interactions among the engineered
temporal descriptors provided predictive information. Logistic Regression was evaluated
as a linear benchmark using the same horizon-specific predictor sets and identical patient-
grouped validation partitions. The two classifiers were therefore not selected competitively
on the basis of their observed performance; rather, they were predefined as complementary
nonlinear and linear models for evaluating the engineered temporal representation. For
an engineered feature vector x, the model estimates the probability of the admission-level
sepsis outcome as:

p̂ = fθ(x) ∈ [0, 1] (9)

where fθ represents the learned prediction function and p̂ denotes the estimated probability
of admission-level ICD-coded sepsis.

A Logistic Regression classifier was additionally implemented using the same MACD–
SCDM feature representation to provide a linear benchmark. For Logistic Regression, miss-
ing feature values were handled by median imputation, and continuous predictors were
standardized before model fitting. The comparison between HistGradientBoosting and
Logistic Regression was intended to examine whether the engineered temporal representa-
tion retained predictive information across classifiers with different functional assumptions,
rather than to establish superiority of a particular learning algorithm.

HistGradientBoostingClassifier was implemented with learning_rate = 0.05, max_iter =
400, max_depth = 6, min_samples_leaf = 20, and l2_regularization = 0.0, with random_state
= 42. Logistic Regression used L2 regularization with the lbfgs solver, max_iter = 3000,
median imputation, feature standardization, and random_state = 42.

All analyses were implemented in Python (version 3.12.3) using pandas (version 2.2.2),
NumPy (version 1.26.4), SciPy (version 1.13.0), and scikit-learn (version 1.7.2). A fixed
random seed was used where applicable to support computational reproducibility.

2.6. Model Evaluation

Predictive performance was evaluated separately at the 12 h, 18 h, and 24 h observa-
tion horizons using the repeated patient-grouped cross-validation strategy described in
Section 2.5. Model discrimination was assessed using the area under the receiver operat-
ing characteristic curve (AUROC) and the area under the precision–recall curve (AUPRC).
AUPRC was included because positive outcomes were relatively infrequent across the
three analytical cohorts and therefore provided complementary information under class
imbalance.

At a predefined probability threshold of 0.50, threshold-dependent performance was
characterized using accuracy, precision, sensitivity (recall), specificity, F1-score, balanced
accuracy, and Matthews correlation coefficient (MCC). Probability calibration was summa-
rized using the Brier score. Performance measures were calculated independently within
each valid validation fold and summarized as the mean across the repeated grouped cross-
validation evaluations. Standard deviations were additionally calculated for AUROC and
AUPRC to characterize variability across validation folds.

HistGradientBoosting and Logistic Regression were evaluated using identical horizon-
specific predictor sets and patient-grouped validation partitions. Given the exploratory
nature and limited size of the MIMIC-IV Demo cohort, emphasis was placed on horizon-
specific discrimination, consistency across classifiers, and the behavior of the engineered
temporal representation rather than on identifying a single optimally performing model.
Accordingly, the reported performance estimates were interpreted as proof-of-concept
evidence rather than estimates of clinical deployment performance.
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2.7. Feature-Set Ablation Analysis

To quantify the contribution of the engineered temporal descriptors, an ablation analysis
compared four predefined feature representations: conventional-only, comprising 30 sum-
mary, trend, and variability descriptors; MACD-only, comprising 15 MACD, signal-line,
and histogram descriptors; SCDM-only, comprising five lag-1 persistence descriptors; and
combined, comprising all 50 descriptors. Each feature set was evaluated independently at
the 12 h, 18 h, and 24 h observation horizons using both HistGradientBoosting and Logistic
Regression.

All four feature sets were evaluated using the same patient-grouped cross-validation
partitions, fold structure, and random seeds described in Section 2.5. AUROC and AUPRC
were calculated for each valid validation fold and summarized as mean ± standard devia-
tion. Differences in AUROC and AUPRC relative to the conventional-only representation
were additionally calculated to quantify the incremental discrimination associated with the
MACD, SCDM, and combined temporal representations.

2.8. Feature Importance and Interpretability Analysis

Model interpretability was assessed using permutation feature importance separately
at the 12 h, 18 h, and 24 h observation horizons. Feature importance was examined at
three complementary levels. First, individual engineered temporal descriptors were ranked
according to their permutation importance. Second, features were grouped by descriptor
family—absolute level, oscillation/momentum, persistence, trend, and variability—and
their cumulative importance was evaluated. Third, features were aggregated by physiolog-
ical domain, comprising perfusion/metabolic, coagulation/hematological, inflammatory,
and renal descriptors.

These analyses were used to determine whether predictive information was concen-
trated within particular temporal characteristics or physiological domains and whether
their relative contributions changed with the duration of the available observation window.
Permutation importance was interpreted as a measure of model dependence and predictive
contribution rather than evidence of causal physiological relationships.

3. Results
3.1. Cohort Characteristics and Observation Window Cohorts

The source cohort comprised 275 hospital admissions from 100 unique patients, in-
cluding 48 patients with multiple admissions. Following laboratory availability screening,
243 admissions from all 100 patients contained at least one measurement of lactate, creati-
nine, WBC, platelet count, or INR.

Eligibility for temporal feature construction was subsequently determined separately
at each observation horizon. At 12 h, 85 admissions from 61 patients were eligible, including
17 ICD-coded sepsis-positive admissions and 68 negative admissions. At 18 h, 120 admis-
sions from 72 patients were eligible, including 18 positive and 102 negative admissions. At
24 h, the analytical cohort comprised 143 admissions from 79 patients, including 21 positive
and 122 negative admissions. The proportion of positive admissions was therefore 20.0%,
15.0%, and 14.7% at the 12-, 18-, and 24 h observation horizons, respectively (Table 1).

All subsequent analyses preserved patient-level independence through grouping by
subject_id, ensuring that repeated admissions from the same individual remained within
the same training or validation partition.

The number of eligible admissions and unique patients increased as the observation
window was extended, reflecting the greater availability of sufficient longitudinal lab-
oratory measurements over longer observation periods. Despite this increase, positive
outcomes remained relatively infrequent across all three configurations, accounting for
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20.0%, 15.0%, and 14.7% of eligible admissions at the 12-, 18-, and 24 h observation horizons,
respectively. This class distribution was considered during performance evaluation through
the complementary reporting of AUROC and AUPRC.

All subsequent predictive analyses preserved patient-level independence by grouping
observations according to subject_id. Thus, repeated admissions belonging to the same
patient were retained within the same training or validation partition and were not dis-
tributed across both partitions. This grouping strategy was applied consistently across the
three observation horizons.

Table 1. Cohort composition across laboratory observation horizons.

Characteristic Source Cohort 12 h 18 h 24 h

Hospital admissions, n 275 85 120 143

Unique patients, n 100 61 72 79

ICD-coded sepsis-positive admissions, n 24 17 18 21

Negative admissions, n 251 68 102 122

Positive proportion, % 8.7 20.0 15.0 14.7

Laboratory observation horizon — 0–12 h 0–18 h 0–24 h

3.2. MACD–SCDM Temporal Feature Representation

Temporal features were constructed independently for each of the three observation
windows using the five selected laboratory variables: lactate, creatinine, white blood cell
count (WBC), platelet count, and international normalized ratio (INR). Laboratory measure-
ments occurring outside the corresponding observation horizon were not used for feature
construction.

For each laboratory trajectory, 10 engineered descriptors were calculated to char-
acterize complementary aspects of temporal behavior. These comprised five first-order
descriptors (mean, standard deviation, minimum, maximum, and volatility), one linear
trend descriptor (slope), three momentum-based descriptors (MACD, MACD signal, and
MACD histogram), and one short-term temporal persistence descriptor (SCDM). Applica-
tion of the same descriptor set to the five laboratory variables resulted in a maximum of
50 engineered temporal features per admission.

3.2.1. Composition of the Engineered Feature Space

The engineered feature representation combined conventional statistical summaries
with descriptors designed to capture longitudinal changes in laboratory trajectories. The
first-order features characterized the overall level and dispersion of each laboratory signal,
whereas the slope quantified its direction of change over the corresponding observation
window. MACD-derived features represented differences between short- and longer-term
exponential moving averages and were therefore used to characterize temporal momentum.
SCDM, implemented as lag-1 Pearson autocorrelation in the present study, represented
short-term persistence between consecutive hourly observations.

The same feature-generation procedure was applied independently to the 0–12 h, 0–18 h,
and 0–24 h observation windows. Consequently, the feature definitions remained identical
across observation horizons, allowing differences in predictive performance and feature
importance to be examined without changing the underlying temporal representation.

The complete organization of the engineered feature space is summarized in Table 2.
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Table 2. Engineered temporal descriptors constituting the MACD–SCDM feature representation.

Descriptor Family Engineered Descriptor Features per Laboratory Interpretation

Absolute level/first-order statistics Mean 1 Average laboratory level within the observation window

Standard deviation 1 Sample standard deviation of the laboratory trajectory (ddo f = 1)

Minimum 1 Lowest observed value

Maximum 1 Highest observed value

Volatility 1 Population standard deviation of the laboratory trajectory (ddo f = 0)

Trend Slope 1 Direction and magnitude of linear temporal change

Momentum MACD 1 Difference between short- and long-term EMAs

MACD signal 1 Smoothed temporal behavior of the MACD trajectory

MACD histogram 1 Difference between MACD and its signal line

Temporal persistence SCDM 1 Lag-1 autocorrelation between consecutive hourly observations

Total per laboratory variable 10

Total across five laboratory variables 50

The table shows the composition of the engineered MACD–SCDM temporal feature representation. Ten descriptors were extracted from each of five laboratory
trajectories, yielding a maximum of 50 engineered features per admission. SCDM was operationalized as lag-1 Pearson autocorrelation in the present implementation.
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3.2.2. Feature Construction Across Observation Horizons

Feature extraction was performed separately within the 0–12 h, 0–18 h, and 0–24 h
observation windows. For each horizon, only laboratory measurements available up to
the corresponding observation endpoint were used to construct the temporal descriptors.
Because the amount of longitudinal information differed across horizons, not every source
admission satisfied the requirements for temporal feature construction at every window,
resulting in the horizon-specific cohort sizes reported in Section 3.1 and Table 1.

Importantly, the feature definitions and extraction procedure were held constant
across all three observation horizons. This design enabled the behavior of the proposed
temporal representation to be evaluated as progressively longer laboratory trajectories
became available.

3.3. Predictive Performance Across Observation Horizons

Predictive performance was evaluated independently at the 12 h, 18 h, and 24 h
observation horizons using repeated patient-grouped cross-validation, with the complete
performance results summarized in Table 3. HistGradientBoosting and Logistic Regression
were evaluated using the same combined 50-feature MACD–SCDM representation and
identical validation partitions.

Table 3. Predictive performance across laboratory observation horizons using repeated patient-
grouped cross-validation. AUROC and AUPRC are reported as mean ± SD across valid validation
folds; threshold-dependent metrics represent mean fold-level performance at the predefined proba-
bility threshold of 0.50.

Horizon Model AUROC AUPRC Accuracy Precision Recall Specificity F1 Bal. Acc. MCC Brier

12 h HGB 0.464 ± 0.163 0.283 ± 0.149 0.700 0.080 0.048 0.864 0.058 0.456 −0.086 0.255

12 h LR 0.655 ± 0.157 0.418 ± 0.176 0.721 0.247 0.233 0.853 0.212 0.543 0.083 0.218

18 h HGB 0.665 ± 0.132 0.327 ± 0.137 0.809 0.123 0.106 0.943 0.110 0.524 0.039 0.171

18 h LR 0.654 ± 0.210 0.363 ± 0.186 0.779 0.206 0.165 0.894 0.180 0.529 0.066 0.168

24 h HGB 0.682 ± 0.139 0.332 ± 0.181 0.829 0.283 0.079 0.951 0.114 0.515 0.067 0.152

24 h LR 0.711 ± 0.125 0.376 ± 0.146 0.797 0.298 0.331 0.887 0.259 0.609 0.187 0.168

For HistGradientBoosting, mean AUROC increased from 0.464 ± 0.163 at 12 h to
0.665 ± 0.132 at 18 h and 0.682 ± 0.139 at 24 h. Corresponding AUPRC values were
0.283 ± 0.149, 0.327 ± 0.137, and 0.332 ± 0.181, respectively. Logistic Regression achieved
AUROCs of 0.655 ± 0.157, 0.654 ± 0.210, and 0.711 ± 0.125 at 12, 18, and 24 h, with
corresponding AUPRC values of 0.418 ± 0.176, 0.363 ± 0.186, and 0.376 ± 0.146.

The highest discrimination observed with the combined representation was therefore
obtained with Logistic Regression at 24 h. HistGradientBoosting showed progressively
higher mean AUROC with increasing observation duration, whereas Logistic Regression
showed similar performance at 12 and 18 h followed by higher discrimination at 24 h.
Given the substantial fold-to-fold variability and relatively small positive class, these
results are interpreted as exploratory evidence of horizon-dependent model behavior rather
than definitive differences between classifiers. The corresponding AUROC, AUPRC, and
positive-class prevalence patterns across observation horizons are illustrated in Figure 3.

The variation in performance across temporal configurations indicates that increasing
the duration of the observation window did not produce a monotonic improvement in
discrimination. HistGradientBoosting performed best at the intermediate 18 h horizon,
whereas Logistic Regression showed its highest AUROC at the 24 h horizon. Conversely,
both classifiers demonstrated limited discrimination in the earliest 12 h configuration,
where fewer eligible admissions and positive outcomes were available.
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Figure 3. Predictive performance across laboratory observation horizons. Mean AUROC and AUPRC
± 1 SD are shown for.

These results suggest that the amount of longitudinal information available for tempo-
ral feature construction influences the predictive utility of the engineered descriptors. The
improvement in HistGradientBoosting performance between the 12- and 18 h configura-
tions indicates that additional longitudinal measurements may provide more informative
characterization of evolving laboratory dynamics. However, the absence of further im-
provement at 24 h suggests that longer observation periods do not necessarily translate
into greater predictive discrimination.

Importantly, the comparative classifier results should not be interpreted as demonstrat-
ing superiority of one learning algorithm. Rather, the evaluation was designed to examine
whether the engineered temporal representation retained predictive information under dif-
ferent modeling assumptions. HistGradientBoosting provided the strongest discrimination
at the 18 h horizon, whereas Logistic Regression performed comparatively better at the
24 h horizon. This variation indicates that the relationship between the engineered temporal
descriptors and admission-level sepsis status depends on both the observation horizon and
classifier structure.

Given the relatively small numbers of eligible patients and positive outcomes, par-
ticularly at the 12 h configuration, these performance estimates should be interpreted as
exploratory rather than definitive measures of clinical predictive accuracy. Accordingly, the
principal purpose of the horizon analysis was to evaluate the behavior and temporal robust-
ness of the proposed MACD–SCDM representation under leakage-controlled conditions
rather than to establish a clinically deployable sepsis prediction model.

HistGradientBoosting and Logistic Regression using the combined 50-feature temporal
representation at the 12 h, 18 h, and 24 h observation horizons. The right panel shows the
corresponding positive-class prevalence within each horizon-specific analytical cohort. Vali-
dation was performed using repeated patient-grouped cross-validation based on subject_id.

3.4. Feature-Set Ablation Analysis

Feature-set ablation demonstrated that the contribution of the engineered temporal
descriptors varied across observation horizons and classifiers (Table 4). At 12 h, the MACD-
only representation produced the highest HistGradientBoosting performance (AUROC =

https://doi.org/10.3390/electronics15173951

https://doi.org/10.3390/electronics15173951


Electronics 2026, 15, 3951 14 of 19

0.664 ± 0.176; AUPRC = 0.438 ± 0.198), compared with 0.362 ± 0.151 and 0.232 ± 0.108,
respectively, for conventional-only features. For Logistic Regression, the combined represen-
tation achieved the highest AUROC (0.655 ± 0.157), whereas SCDM-only features yielded
the highest AUPRC (0.453 ± 0.247). At 18 h, differences between conventional-only, MACD-
only, and combined representations were smaller. MACD-only features achieved the highest
HistGradientBoosting AUROC (0.669 ± 0.145) and AUPRC (0.363 ± 0.166). For Logistic
Regression, the combined representation produced the highest AUROC (0.654 ± 0.210),
whereas MACD-only features produced the highest AUPRC (0.404 ± 0.233). At 24 h, MACD-
only features again achieved the highest HistGradientBoosting AUROC (0.695 ± 0.139) and
AUPRC (0.393 ± 0.193), whereas the combined representation achieved the highest Logistic
Regression AUROC (0.711 ± 0.125) and AUPRC (0.376 ± 0.146).

Table 4. Feature-set ablation analysis across observation horizons.

Horizon Feature Set n HGB AUROC HGB AUPRC LR AUROC LR AUPRC

12 h Conventional-only 30 0.362 ± 0.151 0.232 ± 0.108 0.519 ± 0.191 0.311 ± 0.154

MACD-only 15 0.664 ± 0.176 0.438 ± 0.198 0.564 ± 0.191 0.359 ± 0.186

SCDM-only 5 0.497 ± 0.169 0.318 ± 0.189 0.645 ± 0.233 0.453 ± 0.247

Combined 50 0.464 ± 0.163 0.283 ± 0.149 0.655 ± 0.157 0.418 ± 0.176

18 h Conventional-only 30 0.637 ± 0.121 0.331 ± 0.147 0.631 ± 0.137 0.316 ± 0.135

MACD-only 15 0.669 ± 0.145 0.363 ± 0.166 0.649 ± 0.218 0.404 ± 0.233

SCDM-only 5 0.639 ± 0.106 0.298 ± 0.119 0.510 ± 0.196 0.287 ± 0.189

Combined 50 0.665 ± 0.132 0.327 ± 0.137 0.654 ± 0.210 0.363 ± 0.186

24 h Conventional-only 30 0.672 ± 0.139 0.336 ± 0.181 0.628 ± 0.133 0.289 ± 0.121

MACD-only 15 0.695 ± 0.139 0.393 ± 0.193 0.590 ± 0.167 0.337 ± 0.206

SCDM-only 5 0.571 ± 0.148 0.242 ± 0.126 0.334 ± 0.136 0.167 ± 0.122

Combined 50 0.682 ± 0.139 0.332 ± 0.181 0.711 ± 0.125 0.376 ± 0.146

Overall, MACD-derived descriptors showed the most consistent incremental contribu-
tion relative to conventional features, particularly for HistGradientBoosting. SCDM-only
performance was more variable across horizons, and combining all descriptors did not
uniformly improve discrimination.

3.5. Temporal Feature Importance and Interpretation

Permutation feature importance demonstrated substantial variation in the ranking of
individual temporal descriptors across observation horizons. At 12 h, the highest-ranked
features were INR(PT)_scdm, Lactate_macd_hist, Lactate_max, Lactate_macd, and Platelet
Count_macd_hist. At 18 h, Lactate_mean showed the highest importance, followed by
Platelet Count_macd_sig, Lactate_max, INR(PT)_macd_sig, and INR(PT)_scdm. At 24 h,
the leading features were Lactate_macd, Lactate_macd_sig, WBC_vol, WBC_max, and
Lactate_scdm.

Both conventional and engineered temporal descriptors therefore contributed to pre-
diction, but their relative rankings varied with the duration of the available laboratory
trajectory. Lactate-derived descriptors remained prominent, while INR-, platelet-, and
WBC-derived temporal features also appeared among the highest-ranked predictors.

Because lactate was not part of the revised ICD-based outcome definition, the observed
importance of lactate-derived predictors reflects information contained in the laboratory
trajectories rather than direct reuse of lactate in outcome labeling.

The repeated presence of lactate-derived descriptors across all three configurations was
particularly notable. Because lactate was excluded from the ICD-based outcome definition,
these associations reflect predictive information contained in the lactate trajectories rather
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than direct reuse of lactate in outcome assignment. The ten highest-ranked individual
features and their permutation-importance values across the three observation horizons
are summarized in Table 5.

Table 5. Top-ranked engineered temporal features according to mean permutation importance across
the 12 h, 18 h, and 24 h observation horizons.

Rank 12 h Feature Importance 18 h Feature Importance 24 h Feature Importance

1 INR(PT)_scdm 0.0530 Lactate_mean 0.0360 Lactate_macd 0.0438

2 Lactate_macd_hist 0.0465 Platelet Count_macd_sig 0.0311 Lactate_macd_sig 0.0323

3 Lactate_max 0.0412 Lactate_max 0.0283 WBC_vol 0.0264

4 Lactate_macd 0.0333 INR(PT)_macd_sig 0.0220 WBC_max 0.0257

5 Platelet Count_macd_hist 0.0326 INR(PT)_scdm 0.0201 Lactate_scdm 0.0257

6 WBC_std 0.0319 Lactate_macd_hist 0.0198 WBC_std 0.0225

7 WBC_vol 0.0305 Platelet Count_macd 0.0191 INR(PT)_slope 0.0179

8 Lactate_macd_sig 0.0210 Lactate_macd 0.0167 WBC_mean 0.0161

9 Lactate_mean 0.0186 Lactate_min 0.0151 Platelet Count_slope 0.0155

10 Platelet Count_vol 0.0103 INR(PT)_macd 0.0147 Platelet Count_scdm 0.0126

Physiological Distribution of Predictive Information

Permutation importance was additionally aggregated according to physiological do-
main. Perfusion/metabolic features showed the highest cumulative importance at all three
observation horizons, with mean values of 0.1520, 0.1476, and 0.1255 at 12, 18, and 24 h,
respectively. Coagulation/hematological features contributed 0.0711, 0.1034, and 0.0595,
while inflammatory features contributed 0.0499, −0.0379, and 0.0714 and renal features
0.0163, −0.0068, and 0.0114, respectively.

Negative permutation-importance values indicate that permuting the correspond-
ing feature group slightly improved model performance on average and should not be
interpreted as protective physiological effects. Overall, perfusion/metabolic descriptors
contributed most consistently across the three observation horizons, although the magni-
tude of contributions varied with observation duration.

3.6. Interpretation of Horizon-Dependent Temporal Feature Contributions

The final permutation-importance analysis indicated that predictive relevance changed
with the amount of longitudinal laboratory information available. At 12 h, INR persistence
and lactate momentum descriptors were prominent; at 18 h, lactate level and platelet/INR
momentum descriptors ranked highly; and at 24 h, lactate momentum and WBC vari-
ability/level descriptors were among the leading features. These results indicate horizon-
dependent feature relevance rather than a fixed hierarchy of temporal descriptors.

At the physiological-domain level, perfusion/metabolic descriptors demonstrated the
greatest cumulative permutation importance across all three observation horizons, while
coagulation/hematological, inflammatory, and renal contributions were smaller and more
variable. These analyses characterize model dependence and should not be interpreted as
evidence of causal physiological relationships.

4. Discussion
4.1. Primary Findings

This study presents an interpretable temporal feature-engineering framework for
admission-level sepsis risk classification from longitudinal laboratory trajectories. The
framework integrates conventional statistical descriptors with MACD-derived momen-
tum features and a lag-1 SCDM persistence measure and evaluates them across progres-
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sively longer 12 h, 18 h, and 24 h laboratory observation horizons using repeated patient-
grouped validation.

Predictive discrimination was moderate and horizon dependent. Using the combined
feature representation, Logistic Regression achieved the highest overall mean AUROC
at 24 h (0.711 ± 0.125), while HistGradientBoosting achieved 0.682 ± 0.139 at the same
horizon. The ablation analysis further showed that MACD-only features provided the
most consistent incremental contribution relative to conventional features, particularly
for HistGradientBoosting, whereas SCDM-only performance was more variable and the
combined representation did not uniformly outperform all component feature sets. These
findings support interpretation of the framework as a methodological proof of concept
rather than a clinically deployable prediction model.

Permutation-importance analyses further demonstrated horizon-dependent feature
relevance. Lactate-derived descriptors remained prominent, while INR-, platelet-, and
WBC-derived temporal features also appeared among the highest-ranked predictors. At the
physiological-domain level, perfusion/metabolic features showed the greatest cumulative
importance across all three observation horizons. These findings indicate that the predictive
information captured by the temporal representation changes as additional longitudinal
laboratory information becomes available.

4.2. Horizon-Dependent Temporal Feature Contributions

The changing importance of engineered descriptors across observation horizons sug-
gests that different aspects of laboratory trajectories become informative as additional
measurements accumulate. At 12 h, INR persistence and lactate momentum descriptors
were prominent, whereas the 18 h analysis emphasized lactate level and platelet/INR
momentum features. At 24 h, lactate momentum and WBC level/variability descriptors
became more prominent.

Lactate-derived features remained influential across the three horizons, while platelet-,
INR-, WBC-, and creatinine-derived descriptors contributed to varying degrees. These
findings are broadly compatible with the known involvement of altered perfusion, coagula-
tion, inflammatory response, and renal dysfunction in sepsis [4,7]; however, permutation
importance reflects model dependence rather than causal physiological relationships [4,7].

4.3. Comparison with Prior Work

Previous sepsis prediction studies have increasingly used recurrent neural networks,
attention mechanisms, and other deep learning approaches to model longitudinal EHR
data [8,11]. Such methods can achieve strong discrimination in large clinical datasets but
often rely on complex latent representations that are difficult to interpret clinically. In
contrast, the MACD–SCDM framework represents laboratory trajectories using explicit
descriptors of level, trend, momentum, variability, and short-term temporal persistence,
allowing the information contributing to prediction to be examined directly.

The moderate and horizon-dependent discrimination observed in the present study
should not be interpreted as competitive with state-of-the-art sepsis prediction systems.
Rather, the findings demonstrate the feasibility of applying interpretable temporal descrip-
tors across progressively longer observation horizons under patient-grouped evaluation.
The variation in performance between HistGradientBoosting and Logistic Regression fur-
ther indicates that the predictive utility of the engineered representation depends partly on
the classifier and observation horizon.

Compared with black-box temporal representations, the principal advantage of the pro-
posed approach is therefore methodological transparency rather than predictive superiority.
This emphasis is consistent with increasing attention to interpretability and trustworthy
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artificial intelligence in clinical prediction [10,12]. Validation using larger cohorts will be
necessary to determine whether the temporal representation provides additional predictive
value over conventional laboratory features.

4.4. Clinical Implications

The proposed framework converts routinely collected laboratory measurements into
interpretable descriptors of their temporal behavior. Features representing momentum,
persistence, trends, variability, and absolute laboratory levels may provide clinicians with a
more transparent representation of evolving physiological changes than abstract latent fea-
tures generated by complex models. This may be particularly relevant where interpretability
and computational simplicity are important considerations for clinical decision-support
systems [10,12].

However, the current findings do not support clinical deployment. The relatively small
horizon-specific cohorts and variable discrimination across observation horizons require
validation in substantially larger and independent datasets. The present framework should
therefore be regarded as a methodological foundation for investigating whether interpretable
temporal laboratory representations can complement established clinical information in
future sepsis risk models.

4.5. Limitations

Several limitations should be considered. First, this study used the MIMIC-IV Clinical
Database Demo, and the horizon-specific feature-availability criteria resulted in relatively
small analytical cohorts, particularly at the shorter observation horizons. The resulting
performance estimates are therefore subject to substantial sampling variability and should
be interpreted as exploratory rather than representative of clinical deployment.

Second, the outcome phenotype was based on admission-level ICD-coded sepsis because
the MIMIC-IV Clinical Database Demo does not provide a sufficiently resolved timestamp
for establishing sepsis onset within the evaluated observation horizons. Consequently, the
study should be interpreted as admission-level sepsis risk classification from early laboratory
trajectories rather than prospective prediction of a time-stamped sepsis event. Validation
using established time-resolved clinical sepsis definitions in larger EHR cohorts is required.

Third, repeated admissions were addressed using patient-level grouping based on
subject_id, preventing admissions from the same patient from being distributed across
training and validation partitions. Nevertheless, the small number of unique patients
limited the statistical power and stability of model evaluation and likely contributed to the
variation in predictive performance and feature rankings across observation horizons.

Fourth, although the ablation analysis demonstrated that MACD-derived descriptors
provided incremental information relative to conventional features in several settings, the
magnitude of this benefit varied across classifiers and observation horizons. SCDM-only
performance was less consistent, and the full combined representation was not uniformly
superior. These findings require confirmation in larger cohorts before conclusions can be
drawn regarding the independent value of each temporal descriptor family.

Finally, feature importance identifies associations used by the predictive models and
should not be interpreted as evidence of causal physiological relationships. External multi-
center validation, comparison with established clinical baselines, and evaluation using larger
prospective cohorts will be required before the proposed framework can be considered for
clinical decision support.

4.6. Conclusions

This study presents a proof-of-concept framework for transforming irregular longitu-
dinal laboratory measurements into interpretable temporal representations for admission-
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level sepsis risk classification. By combining conventional statistical descriptors with
MACD-derived momentum features and a lag-1 SCDM persistence measure, the frame-
work captures complementary characteristics of laboratory trajectories while maintaining
explicit feature-level interpretation.

Under repeated patient-grouped evaluation, predictive performance and feature im-
portance varied across the 12 h, 18 h, and 24 h observation horizons. The ablation analysis
showed that MACD-derived descriptors provided the most consistent incremental con-
tribution relative to conventional features, whereas the contribution of SCDM and the
full combined representation was more dependent on observation horizon and classifier.
Although the present results do not support clinical deployment, they provide a method-
ological basis for evaluating interpretable temporal feature engineering in larger and more
representative clinical cohorts.

Future studies should incorporate established time-resolved sepsis definitions, ad-
ditional clinical variables, and external multicenter validation to determine whether the
proposed temporal representation can provide clinically meaningful improvements in
sepsis risk assessment.
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