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Abstract

Electricity price forecasting has traditionally relied on point predictions, which provide
a single expected value for each future delivery period. However, the high volatility,
spikes, heavy tails, negative prices and regime changes observed in modern electricity
markets make point forecasts insufficient for many trading, bidding, storage, scheduling
and risk-management decisions. This review focuses on probabilistic electricity price
forecasting (PEPF), which represents uncertainty through quantiles, prediction intervals,
predictive densities and multivariate scenarios. It systematizes recent developments in
post-processing methods, Quantile Regression Averaging, conformal prediction, Bayesian
and heteroscedastic models, distributional neural networks, copula-based approaches,
normalizing flows, generative models and scenario generation. Particular attention is paid
to probabilistic forecast evaluation, including proper scoring rules, calibration diagnostics
and statistical testing. The review highlights the transition from marginal uncertainty quan-
tification toward coherent multivariate and decision-oriented forecasting, and identifies
open challenges related to calibration, dependence modeling, benchmark design, economic
value assessment and reproducibility.

Keywords: electricity price forecasting; probabilistic forecasting; prediction intervals; quantile
regression; conformal prediction; normalizing flows; scenario generation; energy markets

1. Introduction

Short-term electricity price forecasting is a central task in modern electricity markets.
Day-ahead, intraday and balancing prices influence bidding strategies, generation schedul-
ing, demand response, storage operation, portfolio allocation, risk management and market
participation decisions. As the penetration of renewable energy sources increases and elec-
tricity systems become more dependent on weather-driven production, price uncertainty
becomes more pronounced. Electricity prices may react sharply to unexpected changes
in residual load, fuel prices, network constraints, market liquidity and strategic behavior
of market participants. Consequently, electricity price time series often exhibit strong
seasonality, nonlinear dynamics, volatility clustering, price spikes, negative-price episodes
and heavy-tailed distributions.
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A large part of the electricity price forecasting literature has focused on deterministic
or point forecasts. Point forecasts are easy to interpret, directly usable in many engineering
applications and naturally evaluated by metrics such as mean absolute error (MAE) or root
mean square error (RMSE). Nevertheless, many real market decisions are not determined
by the expected price alone. A forecast with a small average error may still be economically
inadequate if it underestimates tail risk, fails to represent the probability of a price spike, or
ignores dependence across delivery hours. For market participants, two situations with
the same expected price may require different actions if one is associated with narrow
uncertainty and the other with substantial upside or downside risk.

Probabilistic electricity price forecasting addresses this limitation by estimating the
predictive distribution of future prices rather than only a single value. A probabilistic
forecast may be represented by selected quantiles, prediction intervals, full cumulative
distribution functions, density forecasts or scenario trajectories. This richer representation
is particularly important in electricity markets, where uncertainty is structural rather than
incidental. The development of probabilistic forecasting has therefore become one of the
most important directions in electricity price forecasting, as emphasized by earlier reviews
and methodological contributions [1,2].

The motivation for the present review is also related to a gap in the recent review
literature. The last widely cited, dedicated and published review of probabilistic electricity
price forecasting was provided by Nowotarski and Weron in 2018 [1]. Since then, PEPF has
developed rapidly, while more recent reviews have usually focused on point forecasting,
benchmarking, deep learning, or broader EPF trends, treating probabilistic forecasting
only as one component of the wider field [2-4]. A very recent preprint by O’Connor
et al. reviews probabilistic price forecasting across day-ahead, intra-day, and balancing
markets [5], confirming the timeliness of the topic. In contrast, the present review places
stronger emphasis on probabilistic forecast evaluation, including proper scoring rules,
calibration diagnostics, interval and quantile evaluation, multivariate scores, statistical
testing, economic value, and forecast-to-decision links.

The present article reviews recent advances in probabilistic electricity price forecasting,
focusing on studies published between 2020 and May 2026. The literature search was aimed
at identifying recent publications on probabilistic forecasting of electricity prices, with par-
ticular attention paid to papers published in high-impact journals in the fields of energy,
forecasting, applied economics, operations research, and artificial intelligence. The main
search criterion was the presence of the terms “probabilistic”, “forecasting”, “electricity”,
and “prices” in the title, keywords, or main bibliographic description of the publication. In
total, 66 candidate publications related to recent PEPF developments were identified and
screened. Six papers were excluded because they did not satisfy the adopted relevance
or quality criteria, for example because they focused primarily on point forecasting, were
only indirectly related to electricity prices, lacked sufficient methodological detail, or did
not provide a clear connection with short-term electricity markets. The final synthesis was
therefore based on 60 recent PEPF publications, complemented by foundational review,
methodological, and evaluation references where necessary. The largest groups of retained
studies came from journals such as Applied Energy, Enerqy Economics, the International
Journal of Forecasting, Energies, IEEE Access, Energy and Al, Electric Power Systems Research,
the Journal of Forecasting, and IEEE Transactions on Power Systems, with additional contri-
butions from related energy, forecasting, operations research, econometrics, and artificial
intelligence outlets.

Google Scholar was used as the primary search tool because of its broad interdisci-
plinary coverage, including journal articles, conference papers, preprints, and early-access
publications. Empirical comparisons also indicate that Google Scholar provides broader
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coverage than more selective bibliographic databases such as Web of Science or Scopus.
For this reason, it was considered suitable as a discovery-oriented search tool for a rapidly
developing and interdisciplinary research field.

ChatGPT 5.5 was used only for clerical support in organizing bibliographic infor-
mation and for suggesting provisional methodological labels. It was not used to retrieve
authoritative bibliographic records, assess scientific quality, verify factual claims, or make
inclusion or exclusion decisions. All candidate studies and all extracted information were
checked by the authors against the original publications.

The selection procedure combined journal-level and article-level criteria. Journal
impact and reputation were considered when prioritizing sources, but each publication was
assessed individually in terms of its relevance to probabilistic electricity price forecasting,
methodological contribution, and connection with short-term electricity markets. The
review focuses primarily on day-ahead and intraday markets, where uncertainty is both
operationally important and methodologically challenging.

The paper is organized as follows. Section 2 explains the motivation and decision
value of probabilistic price forecasts. Section 3 discusses the main applications of PEPF in
electricity markets. Section 4 systematizes probabilistic forecasting approaches. Section 5
reviews major families of probabilistic forecasting methods and models. Section 6 presents
evaluation metrics, calibration diagnostics and statistical testing procedures. Section 7
discusses methodological trends, practical implications, evaluation challenges, and open
research directions. Section 8 concludes the paper.

2. Motivation and Advantages of Probabilistic Electricity
Price Forecasting

Electricity prices are inherently uncertain, and this uncertainty is structural rather
than incidental. Unlike many other commodities, electricity is non-storable at scale in
the usual market sense, demand and supply must be balanced continuously, and prices
react sharply to unexpected changes in load, renewable generation, outages, fuel prices,
weather conditions, and bidding behavior. These characteristics lead to volatility, spikes,
asymmetry, heavy tails, and regime changes. Consequently, the conditional distribution of
future prices is often at least as important as its conditional mean. Probabilistic electricity
price forecasting (PEPF) has therefore emerged as a natural extension of deterministic
forecasting, shifting the focus from single-point predictions to quantiles, intervals, densities,
and scenario-based representations of uncertainty [1].

The methodological motivation for PEPF follows from the fact that many electricity-
market decisions are nonlinear in forecast errors. A point forecast may be accurate on
average and still be economically inadequate if it fails to represent tail risk, negative-price
episodes, scarcity events, or asymmetric upside and downside risks. For this reason, recent
studies increasingly model predictive distributions rather than only expected values. Exam-
ples include conformal prediction, regularized quantile regression averaging, distributional
neural networks, isotonic distributional regression as a post-processing layer, Bayesian
posterior predictive distributions for intraday markets, and scenario generation based on
normalizing flows [6-11].

The main advantage of probabilistic forecasts is that they provide decision-relevant
information about uncertainty. While deterministic forecasts may be sufficient for simple
benchmarking tasks or deterministic optimization models, they do not indicate whether
a forecast is associated with low or high uncertainty, whether extreme prices are likely,
or whether risks are concentrated in one tail of the distribution. By contrast, quantiles,
prediction intervals, predictive densities, and scenarios allow market participants to dis-
tinguish between situations with similar expected prices but substantially different risk
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profiles [7]. This distinction is particularly important in electricity markets, where the
economic consequences of underestimating a price spike can be much larger than those of
a similarly sized overestimate.

Probabilistic forecasts are also more consistent with modern forecast evaluation prin-
ciples. Point forecasts are typically assessed using metrics such as MAE or RMSE, which
measure closeness to a single realized value. However, when forecasts are used for hedging,
bidding, portfolio allocation, storage operation, or risk control, evaluation should account
for both calibration and sharpness of the predictive distribution. Accordingly, recent PEPF
studies rely on scoring rules and diagnostics such as the pinball loss, empirical coverage,
interval scores, and the continuous ranked probability score (CRPS), which are specifically
designed for probabilistic predictions [6]. This aligns the evaluation criterion more closely
with the practical use of the forecast.

Another important motivation is tail-risk management. Electricity markets are ex-
posed to extreme price events, negative prices, and volatility clustering, especially under
high renewable penetration and changing market conditions. Probabilistic forecasts can
be directly linked to Value-at-Risk, Conditional Value-at-Risk, and other portfolio risk
measures, making them useful for risk-aware trading and operational decision-making.
Recent studies show that probabilistic forecasts can improve portfolio performance and
trading strategies when evaluated under risk-adjusted criteria [8,12].

Finally, PEPF provides a natural framework for representing dependence across hours,
products, and markets. Electricity prices are not isolated hourly random variables: market
participants often require a joint distribution across the 24 h of the day, or across day-
ahead and intraday products, because optimization and trading decisions depend on
the shape of the entire price path. Recent work has therefore moved beyond univariate
prediction intervals toward multivariate distributions and full scenario generation. For
example, ref. [13] converts point forecasts into multivariate probabilistic forecasts for day-
ahead prices, while normalizing-flow-based methods generate coherent daily scenarios
that preserve cross-hour dependence [11]. Deterministic forecasts, even when accurate
hour by hour, do not by themselves provide such internally consistent joint structures.

3. Applications of Probabilistic Price Forecasts

Probabilistic electricity price forecasts are used most directly in trading and bid-
ding [14]. Traders on day-ahead and intraday markets face decisions under uncertainty,
and expected-price signals alone are not sufficient when profit depends on the entire distri-
bution of possible market outcomes. Recent work shows that probabilistic forecasts can be
embedded in market strategies that optimize reward-risk trade-offs, including Mean-CVaR
formulations and trading rules based on prediction bands or forecast distributions [12]. The
economic value of the forecast is therefore not limited to better statistical fit; it is realized
through better trading decisions.

Another important application is short-term risk management. Ultilities, retailers,
and portfolio managers use probabilistic forecasts to evaluate risk-return trade-offs and
optimize market participation decisions. For instance, ref. [15] develops dynamic strategies
for choosing between electricity markets on the basis of probabilistic forecasts of profit and
risk measures. The study explicitly uses day-ahead PEPF to estimate risk-return trade-offs
in market allocation decisions. Similarly, ref. [16] applies probabilistic price forecasts to
construct dynamic diversification strategies based on volatility-type risk measures for small
electricity producers and buyers trading in wholesale electricity markets. These examples
clearly illustrate why deterministic forecasts are insufficient: risk-aware allocation requires
an estimated distribution of possible outcomes, not merely a mean forecast.
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Probabilistic forecasting is also crucial in intraday market operation and continuous
trading. Intraday prices are often even more volatile and information-sensitive than day-
ahead prices, especially in systems with high renewable penetration. Recent papers on
intraday markets argue that probabilistic approaches are needed precisely because they
can represent large uncertainty and changing market conditions [10]. Bayesian posterior
predictive distributions and multivariate path forecasts are especially useful here because
they support rolling operational decisions as uncertainty resolves closer to delivery [17,18].

Finally, probabilistic forecasts serve as inputs to stochastic optimization models, in-
cluding unit commitment, dispatch, storage management, and renewable participation
strategies [19]. Probabilistic forecasting provides either predictive densities or scenario
sets that can be passed into stochastic optimization models. The article on normalizing
flows [11] illustrates this logic clearly: it generates full-day price scenarios conditioned
on external factors, thereby creating decision inputs for downstream optimization under
uncertainty. In this sense, PEPF is not only a forecasting task but also an enabling layer
for optimization and operations research models. This connection between forecasting
and decision-making is further emphasized by Gao and Dowling [20], who incorporate
probabilistic forecasts into stochastic bidding and self-scheduling optimization models,
demonstrating the direct value of probabilistic information in operational decision-making
under uncertainty. Similarly, Maciejowska et al. show that hybrid Factor-QRA probabilis-
tic forecasts can improve the performance of battery trading strategies, highlighting the
economic benefits of accurate uncertainty quantification in energy market applications [21].

Nevertheless, the value of probabilistic forecasts depends on the decision context.
Beykirch et al. theoretically analyze the role of probabilistic forecasts in electricity market
bidding and scheduling under uncertainty and show that not all operational decision
problems require full multivariate predictive distributions [22]. In many applications,
marginal predictive distributions or even expected values may be sufficient, whereas
storage optimization, portfolio management, and bidding strategies typically require full
joint probabilistic representations. Their results highlight that the appropriate level of
probabilistic sophistication should be aligned with the requirements of the downstream
optimization problem rather than assumed a priori.

4. Probabilistic Forecasting Approaches

Following the classification introduced in [23], probabilistic forecasting approaches
can be broadly grouped into three main categories:

(i) input scenario simulation,
(if) post-processing of point forecasts, and
(iii) models that generate probabilistic forecasts directly.

These architectural categories describe where uncertainty enters the forecasting
pipeline and are not intended to form a mutually exclusive taxonomy of individual algo-
rithms. The first class of methods constructs probabilistic forecasts indirectly by propa-
gating uncertainty from input variables through deterministic models. In this framework,
multiple scenarios of exogenous variables (e.g., load, renewable generation, or weather
conditions) are generated and used as inputs to a forecasting model, resulting in an ensem-
ble of point forecasts. The distribution of these outputs is then interpreted as a probabilistic
forecast. In the context of electricity price forecasting, this approach is particularly relevant
when probabilistic forecasts of fundamental drivers, such as wind or solar generation,
are available. For example, ref. [11] proposes a scenario generation approach based on
conditional normalizing flows, i.e., deep generative models built on invertible neural net-
works capable of representing complex, non-Gaussian distributions. The model learns
the conditional distribution of day-ahead electricity prices given forecasts of exogenous
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variables, such as load and renewable generation, and generates coherent price scenarios
that reflect the underlying uncertainty.

The second class of methods generates probabilistic forecasts by post-processing
existing point forecasts. Typically, a deterministic model is first used to produce point
predictions, after which a statistical procedure is applied to characterize forecast uncertainty,
either through the distribution of residuals or directly through predictive intervals and
densities. A prominent example is conformal prediction, which provides distribution-free
prediction intervals with formal coverage guarantees and has been successfully applied to
both day-ahead and intraday electricity markets [7].

Another important example is Quantile Regression Averaging (QRA), a widely used
post-processing approach introduced by Nowotarski and Weron [24] and subsequently
extended by Uniejewski et al. [6]. QRA constructs probabilistic forecasts by combining
multiple point forecasts into conditional quantile estimates, thereby transforming de-
terministic predictions into predictive distributions. More recent developments include
distributional post-processing techniques such as Isotonic Distributional Regression (IDR),
which improves the calibration and sharpness of predictive distributions derived from
point forecasts [9].

The third category consists of models that generate probabilistic forecasts directly,
without relying on intermediate point predictions. These models estimate the conditional
distribution of electricity prices as a function of explanatory variables. Examples include
distributional neural networks, which directly output parameters of the predictive distribu-
tion [8]. Bayesian models represent another important class, where predictive distributions
are obtained from posterior distributions of model parameters. For instance, ref. [10]
propose a Bayesian hierarchical model for PEPF of intraday electricity prices.

Recent advances also include deep learning architectures such as DeepAR, transform-
ers, and normalizing flows, which can model complex, non-Gaussian and multivariate
distributions. For example, ref. [11] use conditional normalizing flows to generate re-
alistic joint scenarios of day-ahead electricity prices, preserving temporal dependencies
across hours.

Independently of the construction mechanism, probabilistic forecasting methods can
also be classified as parametric, semi-parametric, or non-parametric [23]. Parametric
approaches assume a specific functional form for the predictive distribution and estimate
its parameters. The simplest case involves Gaussian distributions characterized by mean
and variance. However, the heavy-tailed and asymmetric nature of electricity prices often
necessitates the use of more flexible distributions, such as the Student’s t and Johnson’s
SU distributions. Parametric approaches are commonly combined with machine learning
models, including neural networks that output distribution parameters, as demonstrated
in recent work on distributional forecasting [8].

Non-parametric approaches, on the other hand, make minimal assumptions about
the shape of the predictive distribution. These include kernel density estimation, em-
pirical distributions derived from ensembles, and machine learning methods that di-
rectly approximate the distribution. A prominent example is quantile regression, which
estimates conditional quantiles without specifying the full distribution. QRA and re-
lated methods have been widely used in electricity price forecasting due to their robust-
ness and interpretability [6]. Conformal prediction methods also fall into this category,
as they provide distribution-free prediction intervals with theoretical coverage guaran-
tees [7]. Semi-parametric approaches combine the interpretability of parametric mod-
els with the flexibility of non-parametric components, for example by using parametric
volatility models with non-parametric calibration or by combining point forecasts through
quantile-regression post-processing.
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Overall, the choice between parametric, semi-parametric, and non-parametric ap-
proaches depends on the trade-off between model flexibility, interpretability, and computa-
tional complexity. In electricity price forecasting, where data exhibit strong nonlinearities
and extreme events, semi-parametric and non-parametric methods have gained increas-
ing popularity due to their ability to capture complex distributional features without
restrictive assumptions.

5. Probabilistic Forecasting Methods and Models

While Section 4 classified probabilistic forecasting approaches according to the archi-
tecture used to generate probabilistic information, this section reviews the main method-
ological families used to implement these approaches.

5.1. Classical Statistical Methods

Classical statistical approaches remain important in PEPF despite the growing popu-
larity of machine learning and deep learning models. Their usefulness stems from inter-
pretability, relatively low computational complexity and strong theoretical foundations.

A first important group consists of heteroscedastic and volatility-based models. Since
electricity prices exhibit strong time-varying volatility, models that explicitly describe
conditional variance are particularly useful. Bernardi and Lisi propose a non-parametric
heteroscedastic additive regression framework for point and interval forecasting of zonal
electricity prices and demand in the Italian market [25]. Similarly, ARX-GARCH-type
models (autoregressive models with exogenous variables combined with generalized
autoregressive conditional heteroscedasticity models) are used in [16] to jointly forecast
day-ahead and intraday or balancing prices in Germany and Poland. The results show
that modeling conditional heteroscedasticity improves probabilistic forecasts, especially
when combined with variance-stabilizing transformations. Another ARX-based example
is provided by Muniain and Ziel, who develop a bivariate jump-diffusion framework for
probabilistic forecasting of peak and off-peak electricity prices [26]. Their model captures
dependence between peak and off-peak prices through correlated jump processes, making
it suitable for modeling both regular price dynamics and extreme price movements.

Another important category is formed by Bayesian and posterior predictive models.
Nickelsen and Miiller develop a Bayesian hierarchical model for German intraday electricity
prices using autoregressive structures, exogenous variables, Orthogonal Matching Pursuit
for feature selection, and posterior predictive distributions [10]. This approach explicitly
accounts for parameter uncertainty and is particularly useful in intraday markets, where
uncertainty is high and market conditions change rapidly. Classical statistical methods are
also used for multivariate dependence reconstruction and scenario generation. Grothe et al.
apply the Schaake shuffle methodology with copula techniques to reconstruct realistic cross-
hour dependence structures in day-ahead electricity price scenarios [13]. Their method first
estimates univariate forecast distributions for individual hours and then uses historical
dependence patterns to construct coherent multivariate forecasts.

A further group of studies focuses on trajectory and path forecasting for intraday
markets. Narajewski and Ziel propose an ensemble simulation framework for realistic
intraday electricity price trajectories using GAMLSS models (generalized additive model for
location, scale and shape), LASSO regression, and heavy-tailed distributions [27]. In their
framework, price differences are modeled with a zero-inflated distribution, represented
as a mixture of a Dirac distribution and a Student’s t distribution. This allows the model
to capture both frequent small price changes and occasional extreme movements. Serafin
et al. extend this idea toward trading applications by combining LASSO-based forecasting,
quantile regression, Gaussian copulas, and simultaneous prediction bands [18].
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Other statistical and semi-parametric methods also contribute to PEPF. Moraglio and
Ragusa demonstrate the usefulness of kernel and linear regression methods for quan-
tile forecasting in contemporary electricity markets [28]. Gao and Dowling incorporate
probabilistic forecasts generated through autoregressive Gaussian process regression into
stochastic bidding and self-scheduling optimization models [20]. Haben et al. develop a
probabilistic forecasting framework based on the X-model, which estimates future supply
and demand curves using linear regression and LASSO regularization [29]. Probabilistic
forecasts are then obtained by bootstrapping residual time series, allowing the model to
represent uncertainty around future market-clearing prices.

5.2. Conformal Prediction and Calibrated Probabilistic Forecasting

Conformal prediction methods have recently gained substantial attention because they
provide prediction intervals with formal coverage guarantees under weak assumptions.
Kath and Ziel adapt conformal prediction to day-ahead and intraday electricity price
forecasting and demonstrate that conformal intervals can simultaneously achieve reliability
and sharpness even under changing point forecast inputs, while remaining competitive
with QRA approaches [7].

O’Connor et al. extend conformal prediction toward balancing and day-ahead electric-
ity markets through Ensemble Batch Prediction Intervals (EnbPI) and Sequential Predictive
Conformal Inference (SPCI) [30]. EnbPl leverages ensemble learning techniques and boot-
strap sampling to provide reliable prediction intervals, whereas SPCI extends the EnbPI
framework to non-exchangeable time-series data. In particular, SPCI incorporates quantile
regression forests to estimate conditional quantiles of residuals and to better adapt to
the temporal dependencies and heteroscedasticity commonly observed in electricity price
time series.

Dutot et al. further develop this adaptive perspective for French electricity spot prices
under highly non-stationary market conditions [31]. They propose OSSCP-horizon, an
online sequential conformal strategy designed to improve interval reliability when the
distribution of prices changes over time. Their results also show that combining conformal-
ization with online aggregation of experts can substantially improve the robustness and
sharpness of probabilistic forecasts during turbulent market periods.

Brusaferri et al. [32] combine conformal inference with online neural-network en-
sembles and adversarial recalibration procedures in order to improve calibration under
distribution shifts. In their framework, prediction bands corresponding to different cover-
age levels are dynamically adjusted by tracking the associated quantiles of conformity-score
sequences and incorporating the running sum of miscoverage events to support stable
long-run calibration.

Lipiecki et al. additionally show that conformal prediction can be effectively combined
with QRA and Isotonic Distributional Regression (IDR) post-processing frameworks [9].
Combining the IDR-generated predictive distributions with those obtained from the gen-
erally better-performing QRA and conformal prediction schemes significantly improves
forecasting accuracy: the resulting ensemble framework outperforms state-of-the-art distri-
butional deep neural networks.

5.3. Quantile Regression Averaging and Related Methods

One of the most established methodological streams is based on quantile regression for
the aggregation of point forecasts. Quantile Regression Averaging (QRA), originally intro-
duced by Nowotarski and Weron [24], remains one of the most influential post-processing
methods for transforming point forecasts into predictive distributions [1]. In QRA, multiple
point forecasts are combined through quantile regression to estimate conditional quantiles
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of future electricity prices. A variant of QRA, the Quantile Regression Machine (QRM),
also models the distribution of electricity spot prices using the same pool of point forecasts,
but relies on a single averaged forecast for each time point [33].

Subsequent developments introduced regularized and smoothed variants of QRA.
Uniejewski and Weron propose LASSO-regularized QRA (LQRA), which automatically
selects informative predictors and improves predictive sharpness and trading performance
relative to classical QRA [6]. Cornell et al. extend the QRA framework by incorporating
not only point forecasts of electricity prices but also quantile estimates obtained from
multiple probabilistic forecasting models [34]. Maciejowska et al. further extend the quan-
tile aggregation paradigm through a hybrid Factor-QRA framework combining principal
component analysis with QRA for probabilistic forecasting and battery trading optimiza-
tion [21]. Uniejewski later introduces Smoothing QRA (SQRA), replacing classical quantile
regression with smoothing quantile regression in order to improve calibration and eco-
nomic performance during turbulent periods such as the COVID-19 pandemic and the
European energy crisis [35]. Jiang et al. demonstrate that QRA may be adversely affected
by nuisance variables and propose a nonconvex regularized QRA framework to improve
probabilistic forecasting performance in high-dimensional settings [36]. Zakrzewski et al.
additionally systematize the growing family of QRA-based methods through the ReModels
package, which implements QRA, QRM, FQRA, LQRA, and SQRA models for PEPF [37].

Alternative distributional summaries have also been investigated. Janczura proposes
Expectile Regression Averaging (ERA), which replaces quantile regression with expectile
regression for the aggregation of point forecasts [38]. Since expectiles are closely related
to coherent risk measures, the proposed framework is particularly suitable for risk man-
agement applications, including the estimation of Expectile Value-at-Risk (EVaR). Recent
studies further extend quantile-regression frameworks toward non-crossing and outlier-
adaptive probabilistic forecasting. Osone and Kodaira provide a recent example of direct
quantile-regression-based PEPF for the U.K. electricity market, emphasizing model sim-
plicity and the use of general predictors under practical bidding-deadline constraints [39].
Lipiecki et al. compare QRA, Conformal Prediction (CP), and Isotonic Distributional Regres-
sion (IDR) as post-processing techniques for transforming point forecasts into predictive
distributions [9]. Chen et al. propose an outlier-adaptive non-crossing quantile regression
framework that combines Local Outlier Factor filtering, Variational Mode Decomposition,
recurrent neural networks, and conformal calibration mechanisms [40].

5.4. Probabilistic Forecast Combination and Ensemble Learning

Forecast combination and probabilistic ensemble learning remain central themes in the
electricity price forecasting literature. Berrisch and Ziel propose the CRPS-learning frame-
work and further extend it to multivariate probabilistic forecast aggregation [41]. The main
innovation of their approach is the explicit consideration of dependencies between quantiles
and marginal distributions through a smoothing procedure that enables online learning
and adaptive updating of combination weights. Using the CRPS-learning framework,
Nitka and Weron investigate whether combining predictive distributions through CRPS
minimization improves economic performance in electricity market bidding [42]. Their
results indicate that optimizing combination weights using CRPS-learning consistently im-
proves probabilistic forecast accuracy, while trading profits generally follow improvements
in forecasting performance.

Xu et al. propose a probabilistic forecasting framework based on quantile combination
and multi-objective optimization [43]. In their approach, individual quantile forecasts
are generated by recurrent neural networks and subsequently combined to obtain the
final predictive density. The combination weights are optimized using the Tuna Swarm
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Optimization (TSO) algorithm, allowing the framework to balance multiple forecasting
objectives simultaneously and improve the quality of the resulting probabilistic forecasts.

5.5. Neural Networks and Deep Learning

Neural networks and deep learning methods have become increasingly important in
probabilistic electricity price forecasting. These approaches extend conventional neural
forecasting architectures with probabilistic output layers, quantile-based loss functions,
density estimation procedures, distributional assumptions, copula structures, or generative
components. Their main advantage is the ability to capture nonlinear relationships, tem-
poral dependencies, and complex interactions between electricity prices and exogenous
variables, while producing probabilistic outputs.

A major methodological advance is represented by distributional neural networks,
which estimate the parameters of full predictive distributions directly rather than pro-
ducing only point forecasts or selected quantiles. Marcjasz et al. propose distributional
neural networks based on multilayer perceptrons with probability layers that estimate the
parameters of normal and Johnson’s SU distributions [8]. This framework is particularly
relevant for electricity prices because Johnson’s SU distribution can capture skewness and
heavy tails. A similar distributional neural-network approach is used in [12], where the
model outputs the parameters of Johnson’s SU distributions and extends distributional
forecasting toward multivariate electricity price forecasting and trading applications by
modeling dependencies between different European electricity exchanges. Distributional
neural networks are also used in imbalance price forecasting. In [44], imbalance price
distributions are modeled using LASSO regression, GAMLSS, and probabilistic multilayer
perceptrons. The best performance is obtained by averaging the cumulative distribution
functions generated by GAMLSS and neural network models.

Another important group consists of neural interval forecasting models. These ap-
proaches generate prediction intervals directly, often by combining neural architectures
with lower-upper bound estimation or quantile regression. Chaweewat and Singh pro-
pose a ResNet-based interval forecasting framework that combines lower—upper bound
estimation, quantile regression, and mean—variance estimation [45]. Yang et al. develop a
multi-step interval forecasting framework based on adaptive Variational Mode Decomposi-
tion, extreme learning machines (ELMs), and optimized lower—upper bound estimation [46].
Zhang and Fu also employ ELMs for prediction interval construction by reformulating the
optimal prediction interval problem so that ELMs estimate the upper and lower bounds
directly, while accounting for both reliability and sharpness requirements [47]. Ghimire
et al. further extend this direction through a hybrid deep learning framework combining
Variational Mode Decomposition, maximal overlap wavelet transforms, convolutional
LSTM networks, and online sequential ELMs for point and interval forecasting [48]. Jiang
et al. develop the L-NBeatsX model for prediction interval estimation by integrating N-
BEATSx and LassoNet with residual connections and adaptive feature selection, thereby
improving prediction stability and interpretability [49].

A further research stream combines neural networks with copula models and state-
space structures. Wang et al. introduce PrEF, a copula-augmented neural state-space
model that combines nonlinear neural state-space inference with copula-based dependence
modeling [50]. Their framework explicitly captures uncertainty dependencies, multistep
error accumulation, and interactions between electricity prices and external explanatory
variables. Another example is provided in [51], where deep distributional time-series
models based on echo state networks, copula processes, and Bayesian regularization are
proposed for intraday electricity prices. In this study, an ensemble of echo state networks
with different parameter settings is used to construct probabilistic forecasts.
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Other neural architectures estimate predictive densities directly through mixture
models or density-learning mechanisms. He et al. introduce an end-to-end probabilistic
forecasting framework based on convolutional neural networks and label distribution
learning forests that simultaneously generates point forecasts, prediction intervals, and
probability density functions [52]. Brusaferri et al. propose a parametric probabilistic fore-
casting framework for day-ahead electricity prices based on Gaussian mixture distributions,
where the mixture parameters are generated by a recurrent neural network equipped with
an L1-norm-based feature selection mechanism [53]. Similarly, Afrasiabi et al. develop
a deep Gabor convolutional mixture network for probability density forecasting using a
parametric mixture-distribution approach [54].

Recurrent and sequence-based deep learning models are also widely used in prob-
abilistic electricity price forecasting. Trebbien et al. extend probabilistic deep learning
toward volatility-aware forecasting using long short-term memory architectures (LSTM)
that jointly predict electricity price levels and stochastic volatility dynamics under post-
crisis market conditions [55]. In this framework, the model generates the parameters of a
predictive distribution under a Gaussian assumption. Another LSTM-based probabilistic
framework, focused on conditional quantile prediction, is proposed in [56]. The authors
investigate spatio-temporal probabilistic forecasting for distribution locational marginal
prices using a deep bidirectional LSTM architecture. To capture spatial dependencies, they
train a single shared model in which each nodal price series is forecasted individually
while simultaneously exploiting information from neighboring nodes. Liu et al. integrate
SHAP-based feature selection (Shapley additive explanations), LSTNet quantile regression,
and kernel density estimation to generate predictive densities and prediction intervals [57].

Normalizing flows and deep generative models represent one of the most advanced
recent developments in PEPF. Cramer et al. propose a multivariate probabilistic intraday
forecasting framework based on conditional normalizing flows capable of modeling nonlin-
ear dependencies between intraday electricity products [58]. Normalizing flows are able to
model complex probability distributions with strong inter-dimensional dependencies and
high multimodality by transforming a simple base density through an invertible neural
network under the change-of-variables formula. Hilger et al. further extend conditional
normalizing flows toward coherent multivariate scenario generation for day-ahead electric-
ity prices under changing market regimes [11]. The proposed approach generates full-day
price scenarios conditioned on explanatory variables such as residual load forecasts, thereby
preserving realistic temporal dependence structures across hours.

Generative adversarial networks (GANSs) have also emerged as a promising approach
for probabilistic scenario generation. Walter and Wagner develop a conditional genera-
tive adversarial network combined with convolutional neural networks and bidirectional
LSTM layers (TSS-CGAN) for generating realistic day-ahead electricity price scenarios
conditioned on load and renewable generation forecasts [59]. Lu et al. similarly introduce
a Conditional Time-Series GAN (CTSGAN) framework for probabilistic electricity price
scenario generation and forecasting interval estimation [60]. A key innovation of their
approach is the incorporation of additional conditioning variables related to electricity
prices, including electricity demand, weather conditions, temperature, and economic indi-
cators, into the GAN architecture. This allows the model to generate scenarios that better
reflect the influence of external market drivers. Chen et al. further propose a generative
neural-network-based path forecasting framework for intraday electricity markets that
directly learns multivariate trajectory distributions through scoring-rule optimization [17].

Finally, recent work increasingly studies global, multivariate, transformer-based, and
market-microstructure-aware deep learning models. Mashlakov et al. evaluate global deep
learning architectures such as DeepAR, DeepTCN, DSANet, and deep factor models for
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multivariate probabilistic energy forecasting, including electricity price forecasting [61].
Yu et al. develop the OrderFusion framework, which models order-book microstruc-
ture directly through interaction-aware probabilistic forecasting [62]. OrderFusion is an
end-to-end and parameter-efficient neural model that consistently outperforms multiple
baselines, generalizes across markets with both high and low liquidity, and addresses the
quantile-crossing problem. Zhang et al. propose a hybrid deep-learning-based probabilistic
forecasting framework combining feature preprocessing, deep neural networks, error com-
pensation, and quantile-regression-based uncertainty estimation [63]. Cantillo-Luna et al.
develop a probabilistic transformer neural network architecture with Time2Vec embed-
dings for intraday electricity price forecasting [64]. Another transformer-based approach,
the Temporal Fusion Transformer (TFT), is used in [65], where clustering outcomes from
the LASSO model are incorporated by TFT to generate probabilistic forecasts. These studies
show how deep neural networks can be combined with interpretable feature selection,
temporal representation learning, and quantile-based uncertainty estimation.

5.6. General Methodological Trends

Overall, the reviewed literature demonstrates that PEPF has evolved from relatively
simple residual-based interval estimation toward highly sophisticated probabilistic learning
systems combining quantile regression, conformal calibration, Bayesian inference, deep
neural networks, copula models, normalizing flows, generative adversarial networks,
isotonic distributional regression, order-book representation learning, and multivariate
scenario generation.

The dominant research trend is therefore toward increasingly flexible semi-parametric
and non-parametric frameworks capable of representing heavy tails, spikes, asymmetry,
volatility clustering, regime changes, and complex dependence structures while simulta-
neously providing coherent probabilistic information for downstream trading, bidding,
optimization, and operational decision-making.

Probabilistic graphical models may represent a promising complementary direction
in PEPF, although they have been less frequently explored in recent studies. Bayesian
Networks and Dynamic Bayesian Networks can explicitly model conditional dependencies
between electricity prices and market drivers such as demand, renewable generation,
fuel prices, outages, network constraints, and calendar effects. Their main advantage is
interpretability, since the dependence structure is directly encoded rather than hidden inside
a black-box model. This makes them potentially useful for causal reasoning, structural
scenario analysis, stress testing, and communication with market participants.

Dynamic Bayesian Networks are particularly relevant when relationships between
market variables evolve over time. In a related direction, Markov regime-switching models
can represent abrupt transitions between normal, volatile, and spike-prone price regimes,
which is important in markets affected by negative prices, scarcity events, and sudden
structural changes. Although these approaches are less prominent in recent PEPF research
than quantile regression, conformal prediction, distributional neural networks, and genera-
tive models, they remain useful when interpretability, structural dependence modelling,
and regime identification are important.

Table 1 summarizes the main methodological families reviewed in this section and
synthesizes their forecast representations and principal findings. The table is intended
to complement the narrative review by highlighting broad relative patterns across recent
PEPF studies rather than providing a paper-by-paper inventory or a universal ranking
of methods.
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Table 1. Summary of the main methodological families reviewed in Section 5.

Methodological
Family

Cited Studies

Forecast Representation

Main Findings: Strengths and Limitations

Classical statistical
methods

Conformal
prediction and
calibrated
probabilistic
forecasting

Quantile
Regression
Averaging and
related methods

[10,13,16,18,
20,25-29]

[7,9,30-32]

[6,9,21,33-40]

Prediction intervals;
posterior predictive
distributions; parametric
and semi-parametric
predictive distributions;
intraday price trajectories;
multivariate scenarios;
bootstrapped

residual distributions

Prediction intervals;
conformalized intervals;
calibrated predictive
distributions obtained
by post-processing

Conditional quantiles;
quantile grids
approximating predictive
distributions; expectiles;
non-crossing

quantile forecasts

Classical statistical methods remain important
because they are transparent, relatively
parsimonious, computationally efficient, and
easy to interpret. Heteroscedastic and
ARX-GARCH-type models explicitly represent
time-varying volatility, while Bayesian models
account for parameter uncertainty and are useful
in intraday markets. Schaake-shuffle,
copula-based, GAMLSS, Gaussian-process,
kernel-regression, and bootstrap-based
approaches extend statistical modelling toward
trajectories, multivariate dependence, and
uncertainty around market-clearing prices. Their
main limitation is lower flexibility than modern
deep or generative models when price dynamics
are highly nonlinear, strongly non-Gaussian, or
structurally unstable.

Conformal prediction is attractive because it
provides prediction intervals with formal
coverage guarantees under weak assumptions
and can be applied as a post-processing layer to
different underlying models. Adaptive and
online conformal variants improve reliability
under non-stationary market conditions and
distribution shifts. Combining conformal
prediction with QRA or IDR can improve
probabilistic forecast quality. The main limitation
is that conformal methods primarily control
coverage and may require careful
calibration-window selection; good coverage
alone does not guarantee sharpness, tail
accuracy, or realistic multivariate dependence.
QRA and its extensions are among the most
established post-processing approaches in PEPF.
They transform point forecasts or other
predictive inputs into conditional quantiles and
remain strong, interpretable, and practically
useful benchmarks. Regularized, smoothed,
factor-based, nonconvex, and
software-supported variants address predictor
selection, nuisance variables, calibration,
quantile crossing, and robustness. Expectile
regression extends this family toward
risk-measure-oriented forecasting. The main
limitation is that QRA-type methods usually
focus on marginal quantiles and depend on the
quality and diversity of the input forecasts;
without additional modelling, they do not fully
represent cross-hour dependence or full
scenario paths.
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Table 1. Cont.

Methodological
Family

Cited Studies

Forecast Representation

Main Findings: Strengths and Limitations

Probabilistic
forecast
combination and
ensemble learning

Neural networks
and deep learning

[41-43]

[8,11,12,17,
44-65]

Combined predictive
distributions; combined
quantile forecasts;
multivariate
probabilistic forecasts

Parametric predictive
distributions; prediction
intervals; conditional
quantiles; predictive
densities; mixture
distributions;
copula-augmented
distributions; multivariate
scenarios; generated price
paths; order-book-based
probabilistic forecasts

Forecast combination methods exploit diversity
among component forecasts and can improve
probabilistic accuracy. CRPS-learning provides a
principled way to combine predictive
distributions using a proper scoring rule, and its
multivariate extension accounts for
dependencies between quantiles and marginal
distributions. Quantile-combination frameworks
with multi-objective optimization can improve
the quality of predictive densities. Their main
advantage is adaptability and the ability to
integrate several probabilistic models; their
limitations include dependence on the
availability and quality of component forecasts,
calibration-window choices, optimization
complexity, and the fact that better statistical
scores do not always translate directly into better
economic outcomes.

Neural and deep learning methods substantially
extend PEPF by modelling nonlinear
relationships, temporal dependencies,
high-dimensional inputs, skewness, heavy tails,
cross-market or cross-hour dependence, and full
scenario paths. Distributional neural networks
estimate distribution parameters directly; neural
interval and quantile models generate bounds or
quantiles; mixture-density, copula-augmented,
recurrent, LSTM, transformer, normalizing-flow,
GAN, and order-book-aware architectures
provide increasingly rich probabilistic
representations. Their main advantages are
flexibility and the ability to model complex
nonlinear and multivariate structures. Their
main limitations are higher computational cost,
sensitivity to architecture and hyperparameter
choices, reduced interpretability, risk of
miscalibration, and greater reproducibility
challenges compared with simpler statistical or
post-processing methods.

6. Probabilistic Forecast Evaluation Metrics and Statistical Testing

Reliable evaluation is a central element of PEPF, because the purpose of a probabilistic
forecast is not only to be close to the realized price, but also to quantify uncertainty in a
calibrated and informative way. For this reason, the evaluation framework used for point
forecasts, which is typically based on MAE or RMSE, is insufficient. Probabilistic forecasts
should be assessed with scoring rules and diagnostic procedures that verify whether the
predictive distribution is both statistically reliable and practically useful. This is particularly
important in electricity markets, where prices are volatile, asymmetric, heavy-tailed and
strongly dependent across delivery hours. Recent studies on PEPF use quantile scores,
interval scores, the continuous ranked probability score (CRPS), multivariate scores and
formal statistical tests to compare competing forecasting methods [6-9,11].
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Let y;, denote the observed electricity price for day t and delivery hour h, and
let F;j be the corresponding predictive cumulative distribution function (CDF). If the
forecast is issued for the whole day, it is often more appropriate to evaluate the vector
Y: = (Y11, - -, Y 2a) jointly rather than each hour separately, because many trading, storage
and portfolio decisions depend on the full daily price path. Therefore, evaluation should
distinguish between marginal forecast quality, which concerns the distribution of each indi-
vidual hour, and multivariate forecast quality, which additionally concerns the dependence
structure across hours or products [11,13,41].

6.1. Quantile-Based Evaluation

A common representation of probabilistic price forecasts is a set of conditional quan-
tiles qETh), where 7 € (0,1). Quantile forecasts are usually evaluated by the pinball loss, also

called the quantile score. For a single observation, it is defined as

PL(q,y) = (y —q)(t — Ly < q}), 1)

where g is the predicted T-quantile and 1{-} is the indicator function. Lower values indicate
better performance. For day-ahead electricity prices, the score is usually averaged over all
T days, delivery hours and evaluated probability levels:

1 T H K
7;}; ZPLTk(qth /]/th) (2)

where H = 24 for hourly day-ahead markets and K is the number of evaluated quantiles.

The pinball loss is strictly consistent for quantiles, meaning that it is minimized,
in expectation, by the true conditional quantile. It is therefore the natural criterion for
comparing quantile-based PEPF models. A recent application of this score to the evaluation
of regularized QRA is provided in [6].

Quantile forecasts should also be checked for calibration. A nominal T-quantile should
be exceeded by the realized price with probability approximately 1 — 7. Hence, empirical
quantile coverage can be measured as

1 L&
Crzﬁgg {.‘/th<‘7th} ®)

A well-calibrated model should satisfy C; ~ 7. However, calibration alone is not
sufficient: very wide predictive distributions may be well calibrated but not useful. Evalu-
ation should therefore combine calibration with sharpness, i.e., the concentration of the
predictive distribution around plausible outcomes.

6.2. Prediction Interval Scores

Prediction intervals are another common way to present probabilistic forecasts. Let
[LE;?, U('x) } denote a central prediction interval with nominal coverage 1 — a. Its empirical
coverage, usually referred to as the prediction interval coverage probability (PICP), is
defined as

PICP,J_—ZZH{ b < < Uy} @)
t=1h=

When coverage deviations are reported explicitly, they can be summarized by the
average coverage error (ACE) [10,36], defined as the difference, or absolute difference,
between empirical coverage and nominal coverage, with values close to zero indicating
better calibration.
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A calibrated interval should have PICP, ~ 1 — a. Nevertheless, interval coverage
should not be interpreted separately from interval width. A model can achieve nominal
coverage by producing excessively wide intervals, which is undesirable for market deci-
sions. Therefore, coverage is often complemented by measures of interval sharpness. The
prediction interval average width (PIAW) is

1 T H
PIAW, = —HZ ;(ut(j? - L)) (5)

where lower values indicate sharper intervals.

PIAW and its normalized version, PINAW, reward narrow intervals regardless of
whether the empirical coverage is adequate. Therefore, they are best interpreted jointly
with PICP and, preferably, with a proper interval score [36,43,46].

A proper way to jointly evaluate the calibration and sharpness of a central prediction
interval is the interval score, also known as the Winkler score [48]:

I50(L, Usy) = (U~ L) + (L~ )y < L} + 2 (y — U)i{y > U}. ©)

This score rewards narrow intervals but penalizes observations that fall outside the
interval, with larger penalties for more severe violations. It is therefore consistent with the
calibration-sharpness principle.

A complementary diagnostic measure is the accumulated width deviation (AWD) [46]:

AWD,(L, Uzy) = == Yafy < 1} + L=y > uy. @)

In electricity price forecasting, interval-based evaluation is particularly relevant for
conformal prediction methods, because they are designed to construct intervals with finite-
sample coverage properties under suitable assumptions [7]. In high-volatility periods, such
as the European energy crisis, reporting both coverage and interval score is important
because pointwise errors alone can hide substantial changes in uncertainty.

6.3. Distributional Scores

When a full predictive cumulative distribution F, j, is available, it should be evaluated
directly using proper scoring rules. The continuous ranked probability score (CRPS) is one
of the most widely used measures in probabilistic forecasting. For a predictive cumulative
distribution function F and observation y, it can be written as

CRPS(E, y) = / (F(z) — i{y < z})%dz. ®)
An equivalent representation is

CRPS(F, ) = E|X —y| — 2 E¢[X ~ X'| ©)

where X and X’ are independent random variables drawn from F.

For empirical applications where the forecast is represented by a finite number of Q
equidistant quantiles, the CRPS can be efficiently approximated via the average pinball
loss across those quantiles [8,9]:

CRPS(F,y) | Q‘ Y PL:(q,y (10)
TeQ
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The CRPS generalizes the absolute error to probabilistic forecasts and simultaneously
accounts for calibration and sharpness. It is widely used in recent PEPF studies, includ-
ing distributional neural networks, Bayesian probabilistic models and post-processing
approaches [8-10]. Since lower CRPS values indicate better distributional accuracy, it is
also a natural loss function for forecast combination and online learning. Berrisch and
Ziel, for example, extend CRPS-based learning to multivariate probabilistic forecasts of
day-ahead electricity prices [41].

6.4. Multivariate Evaluation and Scenario Forecasts

Many recent PEPF models generate full daily scenarios rather than independent hourly
distributions. This is motivated by the fact that electricity-market decisions often depend
on temporal dependence, spreads, ramps and aggregated costs over several hours. If a
model produces scenarios xi, ..., Xy € RH for the full price vector y, then marginal scores
computed hour by hour do not fully assess whether the dependence structure is realistic.
For this purpose, multivariate proper scores are required.

The energy score is a common multivariate extension of CRPS [11,13,58]:

1
ES(F,y) =Eg||X—y| — EEFHXfX’ , (11)
where || - || is usually the Euclidean norm. For scenario forecasts, it can be estimated as
. 1 M 1 M M
ES = Mmzﬁ [[%m —y |l —mn;l Z [[xm —x; | - (12)
= = ]_]

Another useful measure is the variogram score, which is more sensitive to dependence
between components of the forecast vector [11,58]:
H H p p 2
VSp(E,y) = Yo Y wy([vi — yl” — Ee|Xi - X)") ",
i=1j=1

(13)

where p > 0 and w;; are non-negative weights.

These multivariate scores are especially relevant for models such as the Schaake shuffle,
normalizing flows and multivariate distributional learning, which aim to preserve cross-
hour dependence and generate coherent daily scenarios [11,58]. In practice, it is advisable
to report both marginal and multivariate scores, because a model may have accurate hourly
distributions but poor dependence structure, or conversely realistic trajectories with less
accurate marginal calibration.

6.5. Calibration Diagnostics

In addition to numerical scores, probabilistic forecasts should be evaluated graphically
and diagnostically. If F; , is a CDF, the probability integral transform (PIT) is defined as
ugp = Fip(yep)- For a calibrated forecast, the PIT values should be approximately and
uniformly distributed on [0, 1]. Deviations from uniformity indicate systematic under-
dispersion, overdispersion, skewness errors or biased forecasts. For quantile forecasts,
analogous diagnostics are based on empirical exceedance frequencies, reliability diagrams
and coverage plots. In electricity price forecasting, these diagnostics are important because
average scores may hide systematic failures during specific hours, price regimes or high-
renewable periods. A model may appear competitive on average but be poorly calibrated
during evening ramps, weekends, negative-price episodes or scarcity-price events.

Formal backtesting procedures may also be used as a compact complement to PIT
histograms and coverage plots. Marcjasz et al. [8] mention the Kupiec, Christoffersen and

https://doi.org/10.3390/en19153552


https://doi.org/10.3390/en19153552

Energies 2026, 19, 3552

18 of 27

Berkowitz tests: the Kupiec test checks unconditional coverage of interval violations, the
Christoffersen test additionally examines whether violations are independent over time,
and the Berkowitz test assesses full-distribution calibration using normally transformed
PIT values. In PEPF, these tests help detect incorrect coverage, clustered exceedances and
distributional miscalibration during volatile or extreme-price periods.

Calibration diagnostics should be interpreted together with sharpness measures. A
forecast distribution that is very wide may pass coverage checks but provide little decision
value. Conversely, a sharp but miscalibrated distribution may underestimate risk. This
trade-off is especially relevant in recent post-processing studies, where the objective is
to improve the calibration of point-forecast-based distributions without making them
unnecessarily diffuse [9].

6.6. Statistical Testing of Probabilistic Forecasts

Forecast comparisons should not rely only on differences in average scores. Since
electricity prices are serially dependent and forecasts are typically evaluated over multiple
delivery hours, apparent improvements may be driven by sampling variability. Formal
statistical tests are therefore needed to assess whether score differences are significant.

Let S(F; 5,y ) denote a proper scoring rule, such as the pinball loss or CRPS. For two
competing forecasts F(1) and F(?), define the loss differential

dp = S(EG yin) = S (B yen)- (14)

If lower scores are better, negative values of d, , favor model 1, while positive values
favor model 2. A common testing problem is Hy : E(d; ) = 0, against the alternative that
one model has lower expected loss.

The Diebold-Mariano test [66] can be applied to the sequence of loss differentials,
usually after aggregating over hours or using a heteroscedasticity- and autocorrelation-
consistent variance estimator: _

DM = L, (15)

where d is the average loss differential and 67 is a long-run variance estimate.

In this setting, the interpretation of the test depends on the score used: a significant
difference in pinball loss indicates different quantile accuracy, a significant difference in
CRPS indicates different marginal distributional accuracy, and a significant difference in
the energy or variogram score indicates different multivariate scenario quality [13,48].

A more general approach is the Giacomini-White conditional predictive ability test [67],
which evaluates whether the expected loss differential is zero conditionally on an informa-
tion set. If z; is a vector of instruments, such as lagged prices, forecasted load, renewable
generation or hour-specific indicators, the test is based on

g = zdy, (16)

and the null hypothesis is Hy : E(g;,) = 0. The corresponding statistic is commonly
written as

o
GW =Tg Q g, (17)

where () is a consistent covariance estimator.

Under standard conditions, the statistic is asymptotically chi-square distributed with
degrees of freedom equal to the dimension of z;. This test is useful in electricity markets
because a forecasting model may dominate only under specific conditions, for example
during high wind generation, peak demand hours or volatile intraday trading periods.
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When many models are compared simultaneously, pairwise testing can lead to
multiple-testing problems. In such cases, researchers may use model confidence set proce-
dures [68], bootstrap-based rankings or adjusted significance levels. This is particularly
relevant in recent PEPF studies, where large pools of models, calibration windows, quantile
grids or ensemble combinations are compared. For multivariate scenario forecasts, testing
should be based on scores that reflect the intended use of the forecast. If the forecast
is used for storage arbitrage, portfolio allocation or risk management, statistical scores
should ideally be complemented by economic evaluation, because a statistically superior
probabilistic forecast does not always imply higher decision value.

6.7. Metric Selection, Interpretation, and Limitations

The choice of evaluation metric should be aligned with the type of probabilistic
forecast and with the intended decision context. Since no single score captures all aspects of
probabilistic forecast quality, evaluation should combine complementary measures rather
than rely on one metric only.

The following practical guidelines can be formulated:

e Quantile forecasts should primarily be evaluated using the pinball loss or the CRPS
approximated from quantiles. The selected quantile grid should be reported explicitly,
particularly for tail-risk assessment, because sparse grids may miss relevant distribu-
tional features, whereas denser grids provide more detailed information at the cost of
greater evaluation complexity.

e  Prediction intervals should be assessed using both coverage and sharpness informa-
tion. Interval scores are preferable to reporting coverage or width alone because they
jointly penalize excessive width and observations falling outside the interval.

e  Full marginal predictive distributions are naturally evaluated using CRPS. It gen-
eralizes the absolute error to probabilistic forecasts and jointly reflects calibration
and sharpness. However, CRPS is scale-dependent and does not assess cross-hour or
cross-market dependence. Therefore, comparisons across markets with different price
levels or volatility should be interpreted carefully or complemented by normalized or
relative scores.

e  Multivariate scenarios require multivariate scores, such as the energy score or var-
iogram score. These metrics are more appropriate when the forecast is used for
decisions depending on the full price path, but their results may depend on the chosen
norm, order, or component weights.

e Calibration diagnostics should complement proper scoring rules because average
scores may hide systematic miscalibration in specific hours, regimes, or tail events.

e  Statistical testing should be used when comparing competing models, especially in
studies involving many methods, markets, horizons, or quantile levels.

e Decision-oriented evaluation is necessary when forecasts are used for bidding, trad-
ing, storage operation, portfolio allocation, or risk management, because statistical
improvements do not always translate into higher economic value.

Several additional metrics may be useful in more specific decision contexts. When full
predictive densities are available, the log score, or logarithmic penalty, provides a strictly
proper scoring rule that strongly penalizes forecasts assigning very low probability to
events that actually occur. It is therefore particularly relevant for tail-sensitive applications,
although it may be unstable when predictive densities are poorly estimated in the tails. For
binary probabilistic events, such as whether the electricity price exceeds a critical threshold,
the Brier Score is a natural evaluation metric. It is useful when market participants are
interested not in the full predictive distribution, but in the probability of events such as
price spikes, scarcity prices, or negative prices. When probabilistic forecasts are converted
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into risk measures such as VaR or CVaR, evaluation may also include exceedance-based
backtesting, VaR exceedance ratios, conditional coverage diagnostics, and asymmetric loss
functions. These tools provide an additional link between statistical forecast evaluation
and the economic or risk-management value of probabilistic forecasts.

7. Discussion
7.1. Main Methodological Trends

The reviewed literature shows that probabilistic electricity price forecasting has
evolved from a niche extension of deterministic forecasting into a central research di-
rection. This development is driven by increasing electricity-market volatility, growing
renewable generation, the expansion of intraday trading, and the need for risk-aware
decision-making. The main methodological shift is from marginal interval estimation
toward full predictive distributions and multivariate scenario generation.

A key observation is that post-processing of point forecasts remains highly competitive.
Methods such as QRA, conformal prediction, and isotonic distributional regression show
that strong probabilistic forecasts can be obtained by calibrating and combining determinis-
tic predictions [6,7,9]. This is practically important because many organizations already
operate deterministic forecasting systems. Post-processing therefore offers a relatively low-
cost path toward uncertainty-aware forecasting, especially when reliable point forecasts are
available, interpretability is important, and the main goal is to improve calibration, interval
coverage, or predictive distribution quality. These methods are also attractive in operational
settings because they usually require lower computational effort than fully trained deep
probabilistic models and can often be integrated into existing forecasting pipelines.

Forecast combination is an important part of this trend, but its effectiveness depends
on the type of probabilistic output being combined. Quantile-based combination methods,
such as QRA and its extensions, are most suitable when the objective is to combine point
forecasts or quantile forecasts into calibrated marginal quantiles. CRPS-based learning
is more appropriate when full predictive distributions are available and the combination
can be optimized directly with respect to a proper scoring rule. Multivariate ensemble
methods are needed when the main goal is not only marginal calibration, but also the
preservation of dependence across hours, products, or markets. Thus, there is no single
universally best ensemble strategy; the choice depends on the forecast representation,
the diversity of component models, the calibration window, the market regime, and the
intended decision use.

At the same time, direct probabilistic models are becoming increasingly sophisticated.
Distributional neural networks, normalizing flows, GANs, and transformer-based architec-
tures can represent nonlinear, non-Gaussian, and multivariate predictive distributions that
are difficult to capture using classical methods [8,11,58,59]. These models are particularly
useful when the forecasting problem requires flexible modelling of heavy tails, asymmetric
distributions, cross-hour dependence, or coherent price scenarios. However, their practical
value depends on whether improvements in forecast quality or scenario realism justify the
additional costs of data preparation, model training, hyperparameter tuning, recalibration,
and specialized computational resources.

7.2. Conditional Usefulness of Forecasting Approaches

The reviewed studies do not support a universal quantitative ranking of probabilis-
tic forecasting methods, because they differ substantially in terms of markets, horizons,
input variables, evaluation periods, benchmarks, calibration procedures, and scoring
rules. Nevertheless, several qualitative conclusions can be drawn. Heteroscedastic, ARX-
GARCH-type, and Bayesian models remain useful in markets characterized by volatility
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clustering and time-varying uncertainty, especially when transparency is required. Adap-
tive conformal methods and robust post-processing are particularly relevant under regime
changes, price spikes, and negative-price episodes, where static predictive intervals may
become miscalibrated. In contrast, multivariate generative methods, including copulas,
Schaake-shuffle-type approaches, normalizing flows, and GANSs, are most appropriate
when downstream decisions depend on the joint evolution of prices across hours, products,
or markets.

Thus, method selection should depend not only on average statistical accuracy, but
also on the market regime, forecast representation, importance of tail events, intended
decision use, and operational constraints such as training time, inference time, update
frequency, and available computational infrastructure. Recent comparative evidence also
suggests that the way uncertainty is represented may be as important as the choice of the
forecasting model itself. For example, Lebedev et al. show that statistical and deep learning
models differ not only in predictive accuracy, but also in how they capture data uncertainty,
model uncertainty, calibration uncertainty, and domain-shift uncertainty; in their study,
simpler XGBoost- and LEAR-based models with appropriate uncertainty layers remain
highly competitive with more complex deep learning approaches [69].

Another factor affecting performance is sensitivity to modelling and evaluation choices.
Reported results may depend on the length of the rolling training window, the calibration
window used for post-processing or conformal prediction, the number and placement
of quantiles, the nominal coverage levels of prediction intervals, and the architectural
parameters of neural or generative models. For example, QRA, conformal prediction,
and isotonic distributional regression may perform differently depending on whether the
calibration window reflects the current market regime. Similarly, quantile-based scores
may be affected by the density of the evaluated quantile grid, especially in the tails, while
distributional neural networks, normalizing flows, GANs, and transformers are sensitive to
model depth, hidden dimensions, regularization, training procedures, and hyperparameter
tuning. Future studies should therefore report these design choices transparently and,
where possible, include sensitivity analyses with respect to window length, quantile grids,
coverage levels, and key architectural parameters.

7.3. Practical Adoption and Industry Relevance

A further distinction should be made between methods that are close to operational
practice and those that remain mainly academic or experimental. The actual use of PEPF
methods in industry is difficult to assess precisely, because many forecasting systems used
by utilities, traders, retailers, aggregators, and market-service providers are proprietary.
Nevertheless, the reviewed literature allows several qualitative observations.

Post-processing approaches, including QRA, conformal prediction, isotonic distri-
butional regression, and residual-based interval construction, appear particularly close
to practical implementation. They can be added to existing deterministic forecasting
systems, require relatively limited changes in operational workflows, and are easier to
explain to decision-makers than many black-box generative models. Classical statistical,
heteroscedastic, and Bayesian models are also attractive when transparency, maintainability,
and robustness are important.

Methods explicitly linked to trading, bidding, battery operation, portfolio allocation,
or stochastic optimization are also closer to real-world deployment because they trans-
late probabilistic forecasts into operational decisions. In this context, practical relevance
depends not only on statistical performance, but also on whether the forecast improves
decision quality under realistic market constraints. By contrast, normalizing flows, GANSs,
transformer-based architectures, and other deep generative models are currently more
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prominent in academic research and advanced experimental settings. They are promising
for multivariate scenario generation and complex dependence modelling, but their indus-
trial adoption may be limited by computational cost, training complexity, interpretability,
reproducibility, and the need for specialized expertise.

Practical maturity should therefore be considered alongside methodological novelty. A
less sophisticated but transparent, stable, and easily deployable method may be more useful
in routine market operation than a highly complex model that offers better scenario realism
but is costly to maintain or difficult to validate. In future industrial applications, federated
learning may also become relevant as a privacy-preserving framework that allows market
participants or institutions to jointly train probabilistic forecasting models without sharing
commercially sensitive raw data. However, this direction remains largely prospective in
PEPF and would require further research on calibration, robustness, communication costs,
and validation under heterogeneous market conditions.

7.4. Multivariate Dependence and Scenario Realism

A major open challenge concerns multivariate dependence and scenario realism. Many
market decisions depend on the joint behavior of prices across consecutive hours, products,
or markets rather than on isolated marginal distributions. Probabilistic forecasts should
therefore preserve cross-hour dependence, price spikes, negative-price episodes, ramping
patterns, and temporal clustering of volatility. Normalizing flows, copula-based models,
Schaake-shuffle-type approaches, and multivariate scoring-rule-based learning provide
promising tools in this direction [11,13,41,58].

Nevertheless, scenario realism remains difficult to evaluate. A set of scenarios may
achieve a good average score while still producing unrealistic temporal paths or failing to
reproduce extreme market states. Future research should therefore combine multivariate
scores with diagnostics focused on path coherence, tail dependence, spike timing, and the
reproduction of market-relevant temporal structures.

7.5. Evaluation, Statistical Testing, and Economic Value

Probabilistic forecasts cannot be assessed by point-error metrics alone. Proper scoring
rules, calibration diagnostics, and multivariate scores are needed to evaluate predictive
distributions. However, there is no single universal metric. Pinball loss is appropriate for
quantiles, interval scores for prediction intervals, CRPS for marginal distributions, and
energy or variogram scores for scenarios. The choice of metric should therefore be aligned
with the forecast representation and the intended decision use. Formal statistical testing
of score differences should also become more common, especially when many competing
models are compared. In addition, empirical studies should report computational require-
ments, because a statistically superior model may be less useful in practice if it is too costly
to train, update, or deploy in real time.

The relationship between statistical accuracy and economic value requires particular
attention. Probabilistic forecasts do not influence profits or operational risk directly; they
first have to be transformed into market or operational decisions. This transformation
depends on the application. Quantiles may be used to construct prediction-band trading
rules, risk limits, or asymmetric bidding rules. Predictive densities may be converted into
Value-at-Risk, Conditional Value-at-Risk, expected utility, or other risk-adjusted criteria.
Multivariate scenarios may serve as inputs to stochastic programming, storage optimization,
bidding models, or portfolio-allocation frameworks.

As a result, an improvement in CRPS, pinball loss, or interval score does not auto-
matically imply higher trading profit or lower operational risk. Hirsch and Ziel reinforce
this point by showing that popular quantile-based battery trading strategies may produce
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misleading forecast rankings, because they are not proper scoring rules and may ignore
the intertemporal dependence structure of electricity prices [70]. They argue that economic
backtesting should be interpreted as an additional layer of decision-quality assessment
rather than as a substitute for proper probabilistic forecast evaluation. Conversely, a forecast
with a slightly worse average statistical score may be more valuable if it better represents
tail events, temporal dependence, or downside risk. The final economic outcome depends
not only on the quality of the predictive distribution, but also on the downstream decision
model, transaction costs, market constraints, risk preferences, timing of market partici-
pation, and computational feasibility. Future studies should therefore combine statistical
evaluation with decision-oriented assessment and report the full forecast-to-decision chain,
including how predictive distributions are converted into trading, bidding, storage, or
portfolio decisions and how the resulting profits, losses, and risk-adjusted performance
are evaluated.

7.6. Calibration Under Regime Changes and Intraday Microstructure

Calibration under regime changes remains a key challenge. Electricity markets can
change rapidly because of fuel-price shocks, policy interventions, weather extremes, geopo-
litical events, changes in market design, or structural shifts in renewable penetration.
Probabilistic forecasts must therefore remain calibrated not only during stable historical
periods, but also under changing market conditions. Online recalibration, adaptive con-
formal methods, rolling estimation, regime-aware models, and robust post-processing
are important directions for future work [9,32]. This issue is closely related to real-time
distribution drift, where the underlying price distribution changes as new information,
liquidity conditions, or market shocks appear. This issue is especially relevant in markets
characterized by negative prices, scarcity events, and rapid changes in intraday liquidity.

Probabilistic forecasting in intraday order-book and market-microstructure settings
is another underdeveloped area. Most PEPF studies still focus on day-ahead prices or
hourly intraday prices, whereas modern intraday markets are increasingly continuous,
high-frequency, and liquidity-dependent. In such settings, uncertainty is shaped not only
by fundamentals such as load, renewable generation, and fuel prices, but also by order-
book depth, bid-ask spreads, trading intensity, liquidity shocks, and strategic bidding
behavior. Probabilistic models for these environments should account for high-frequency
information, irregularly spaced transactions, changing liquidity, and the joint distribution
of prices and volumes. Computational efficiency is particularly important here, because
forecasts may need to be recomputed many times within a trading day as new orders,
trades, and liquidity signals arrive. Future research should therefore combine probabilistic
forecasting with drift-detection mechanisms and fast recalibration procedures suitable for
real-time market operation.

7.7. Interpretability, Reproducibility, and Reporting Standards

Interpretability is becoming increasingly important as deep generative models enter
PEPE. GANs, normalizing flows, and related architectures can generate complex predic-
tive distributions and realistic-looking scenarios, but their internal mechanisms are often
difficult to understand. This lack of transparency may reduce trust and hinder adoption,
especially when forecasts are used in high-stakes bidding, hedging, or risk-management
decisions. Interpretability should therefore concern not only expected prices, but also prob-
abilistic outputs, including quantiles, prediction intervals, tail probabilities, distribution
parameters, and generated scenario paths. Future work should combine probabilistic deep
learning with explainability tools, sensitivity analysis, feature-attribution methods, and

https://doi.org/10.3390/en19153552


https://doi.org/10.3390/en19153552

Energies 2026, 19, 3552

24 of 27

diagnostics that clarify why a model assigns high probability to certain price paths or
extreme events.

Reproducibility also remains a persistent limitation. Many studies use different mar-
kets, forecasting horizons, training and calibration windows, input variables, benchmarks,
quantile grids, and evaluation metrics, which limits direct comparison between methods.
The field would benefit from open benchmark datasets, standardized probabilistic eval-
uation protocols, transparent reporting of input data, window choices, quantile levels,
hyperparameters, and formal statistical testing of score differences. Open code and publicly
available experimental pipelines are particularly important because many recent PEPF
methods involve complex architectures, nontrivial preprocessing, extensive hyperparame-
ter tuning, and sensitivity to calibration design.

Reproducibility should also include transparent reporting of computational resources,
training and inference times, hardware used, model size, tuning procedures, recalibration
frequency, and sensitivity analyses. Such reporting would make it easier to distinguish
genuine methodological progress from gains caused by dataset choice, evaluation de-
sign, implementation details, window selection, quantile-grid choice, or computationally
intensive tuning.

8. Conclusions

Probabilistic electricity price forecasting has become an essential component of mod-
ern electricity-market analysis because it represents not only expected prices but also
uncertainty, tail risk, and temporal dependence. This is particularly important in markets
affected by renewable generation, price spikes, negative prices, changing liquidity, and
frequent structural shifts.

The reviewed literature shows a clear methodological transition from marginal quan-
tiles and prediction intervals toward full predictive distributions and multivariate scenarios.
This development increases the relevance of PEPF for bidding, trading, hedging, storage
operation, portfolio allocation, and risk management. At the same time, it requires evalua-
tion frameworks that combine proper scoring rules, calibration diagnostics, multivariate
assessment, and measures of economic value.

Future research should give greater attention to robust calibration under regime
changes, realistic scenario generation, cross-hour and cross-market dependence, and prob-
abilistic forecasting in intraday order-book and market-microstructure settings. Further
progress also depends on transparent benchmark datasets, open code, reproducible eval-
uation protocols, and more interpretable deep generative models. As electricity markets
become increasingly uncertain, probabilistic forecasting is likely to become a necessary
element of market operation and risk-aware decision-making.
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