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Abstract

Reliable state of health (SOH) estimation provides important support for safety manage-
ment and efficient operation of lithium-ion battery energy storage systems. To address the
limitations of existing SOH estimation methods in terms of feature interpretability, joint
modeling of local variations and overall morphological characteristics within each feature
segment, and the rationality of model hyperparameter configuration, this study proposes
a hybrid data-driven SOH estimation method integrating interpretable feature construc-
tion, an improved Transformer, and Bayesian optimization (BO). Specifically, raw charg-
ing data are first converted into incremental capacity (IC) curves based on incremental
capacity analysis, and IC peaks are dynamically located in different cycles. Local voltage—
capacity segments around the IC peak voltage are then extracted as interpretable input
features closely related to battery aging. Subsequently, the Transformer encoder is im-
proved by incorporating patch embedding and a multi-head differential self-attention
mechanism, thereby enhancing the model’s ability to jointly capture local variations and
overall morphological characteristics within each cycle-wise feature segment. BO is fur-
ther employed to adaptively optimize key model hyperparameters. Experimental results
on the CALCE-CS2 and CALCE-CX2 battery datasets show that the proposed BO-
PatchDiffFormer model can provide accurate and stable SOH estimation in both compar-
ative and generalization experimental scenarios. Compared with the best-performing
baseline model, the maximum reductions in RMSE and MAE on the four CS2 test batteries
reach 31.81% and 23.76%, respectively. In the generalization experiments, the average
RMSE and MAE on the two CX2 test batteries are 1.6039% and 1.3081%, respectively. In
addition, the maximum model size is only 2.07 MB, and the single-sample inference time
remains within 0.84-1.18 ms, indicating good potential for practical deployment and ap-
plication.

Keywords: lithium-ion batteries; state of health estimation; incremental capacity analysis;
interpretable feature segments; improved transformer; Bayesian optimization

1. Introduction

Driven by the development of new power systems and the grid-scale integration of
renewable energy, battery energy storage systems (BESSs) contribute significantly to
power-system frequency regulation and the secure, stable operation of power grids [1,2].
Lithium-ion batteries (LIBs) are extensively adopted in BESSs, mainly benefiting from
their high energy density and long cycle life [3]. However, prolonged charge—discharge
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operation causes gradual degradation of LIBs. Such degradation may increase the likeli-
hood of electrolyte leakage and local short-circuit faults, and in severe cases can trigger
safety accidents, including fire or explosion [4,5]. Accordingly, accurate estimation of the
state of health (SOH) of LIBs is essential for enhancing the operational safety, reliability,
and economic efficiency of BESSs [6].

SOH serves as a key metric for characterizing the aging degree of LIBs. Existing SOH
estimation methods for LIBs are generally classified into experimental measurement
methods, model-driven methods, and data-driven methods [7-9]. Experimental measure-
ment methods generally obtain battery capacity by carrying out full charge-discharge
tests and calculating the accumulated charge through ampere-hour integration, which en-
ables relatively reliable SOH estimation [10]. Although such methods have low computa-
tional complexity, they are time-consuming and costly in experiments, which limits their
applicability in online monitoring and real-time SOH estimation scenarios [11]. Model-
driven methods estimate SOH by describing battery electrochemical behavior or circuit
characteristics through electrochemical models and equivalent circuit models [12,13].
Nevertheless, their performance depends strongly on accurate parameter identification
and prior knowledge of battery aging mechanisms, and the estimation accuracy is also
affected by degradation-related failure mechanisms. These factors limit the practical use
of model-driven methods [14].

Recent advances in artificial intelligence have promoted the development of data-
driven approaches for LIB SOH estimation, particularly those based on machine learning
and deep learning. These approaches learn the mapping relationship between degrada-
tion-related features and SOH from historical cycling data, without requiring detailed
modeling of the internal electrochemical processes of batteries [15-17]. Chen et al. pro-
posed an SOH estimation method for LIBs based on the extreme gradient boosting
(XGBoost) model. This method extracts statistical and geometric features from the con-
stant-voltage charging process and combines them with the average constant-voltage
charging current to construct combined feature inputs, thereby achieving good SOH esti-
mation performance [18]. Zhang et al. proposed an SOH estimation method for LIBs based
on the long short-term memory (LSTM) network. By constructing multidimensional
health features and adopting a segmented LSTM modeling strategy, this method allevi-
ates the error accumulation effect in long-sequence prediction and improves SOH estima-
tion accuracy [19].

Although data-driven methods have achieved good performance in SOH estimation
tasks for LIBs, existing studies still have some limitations. First, although deep learning
models have strong nonlinear feature extraction capabilities, their network structures
have inherent “black-box” characteristics. As a result, the correspondence between the
extracted features and the internal aging mechanisms of batteries is not sufficiently clear,
leading to insufficient physical interpretability in the feature extraction process of the
models [20,21]. Second, under the combined influence of capacity regeneration and ran-
dom fluctuations, the SOH sequence of LIBs exhibits multiple local recoveries and short-
term nonmonotonic fluctuations during cyclic aging. This makes it difficult for models to
distinguish transient capacity recovery from the underlying degradation state, further in-
creasing the difficulty of accurate SOH estimation [22,23]. In addition, the prediction per-
formance of deep learning models largely depends on hyperparameter settings [24]. Con-
ventional manual hyperparameter tuning is often inefficient and may become trapped in
local optima, making it difficult to obtain consistently favorable SOH estimation perfor-
mance across different batteries [25,26].

Existing studies have begun to make corresponding improvements to address the
above issues. Luan et al. introduced incremental capacity analysis (ICA) into the SOH es-
timation task for LIBs. By differentiating the capacity—voltage relationship during the
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charging stage, the aging information that is difficult to directly identify from the raw
charging curves is transformed into IC curve features with distinct peaks, thereby
strengthening the correlation between the feature extraction process and the internal elec-
trochemical degradation mechanisms of batteries [27]. Xu et al. developed an LSTM-based
SOH estimation method by incorporating data features and a spatiotemporal attention
mechanism to handle trend nonlinearity and capacity regeneration in LIB degradation
sequences. In their method, the original input information is separated into trend-related
and non-trend-related components, and spatiotemporal features are extracted from mul-
tidimensional non-trend features through the spatiotemporal attention mechanism. Then,
model inputs containing trend features, spatiotemporal features, and capacity sequences
are constructed, and SOH estimation is finally performed using the LSTM network [28].
Wang et al. developed a WOA-BiLSTM model by introducing the whale optimization al-
gorithm (WOA) into the BILSTM network. In this method, degradation-related inputs are
constructed from IC curves and differential voltage curves, while WOA is adopted to de-
termine suitable hyperparameters for the BILSTM model. This strategy improves both
SOH estimation accuracy and generalization performance [29].

Although significant progress has been made in current studies, most existing meth-
ods focus on improving a single issue, making it difficult to simultaneously consider in-
terpretable feature construction, the joint modeling of local variations and overall mor-
phological characteristics within each cycle-wise feature segment, and the adaptive opti-
mization of model hyperparameters within a unified framework. Therefore, IC-peak-cen-
tered local voltage—capacity segments are constructed in this study as interpretable inputs
that reflect the battery degradation process. On this basis, the BO-PatchDiffFormer model
combines patch embedding with a multi-head differential self-attention mechanism to
jointly model local variations and overall morphological characteristics within each cycle-
wise feature segment. Bayesian optimization is further introduced to adaptively optimize
key model hyperparameters, thereby achieving accurate SOH estimation for LIBs.

The main contributions of this study can be summarized as follows:

(1) A local voltage—capacity segment construction method centered on IC peaks is
proposed. This method determines the peak positions of IC curves in different cycles
through ICA and constructs local voltage windows centered on the corresponding peak
positions. On this basis, voltage—capacity segments within the peak neighborhood are ex-
tracted, so that the input features correspond to the key electrochemical mechanisms of
battery aging, thereby improving the physical interpretability of the feature construction
process.

(2) A BO-PatchDiffFormer model is developed for SOH estimation. The constructed
feature segments are first transformed into embedded representations using patch em-
bedding and positional encoding. The standard self-attention in the Transformer encoder
is then replaced with differential self-attention to emphasize degradation-sensitive
patches and suppress redundant attention. This design enhances the joint modeling of
local variations and overall morphological characteristics within each cycle-wise feature
segment. Bayesian optimization is further employed to adaptively determine key hy-
perparameters, improving tuning efficiency and model stability.

(3) Experimental results on public aging datasets with two types of batteries confirm
the advantages of the proposed method in estimation accuracy, generalization capability,
and model stability. In addition, the results of model complexity and inference efficiency
analyses show that the proposed method has low computational overhead and fast online
inference speed, indicating good potential for deployment and practical application.
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2. Materials
2.1. SOH Definition and Mathematical Expression

SOH quantifies the remaining electrical energy storage capability of a lithium-ion
battery relative to its fresh state and is commonly expressed as a percentage [30]. In this
study, based on the degree of battery capacity degradation, SOH is defined as the ratio of
the current actual capacity of the battery to its initial capacity, as shown in Equation (1):

C
SOH,, = C—’; X 100% (1)

where C, represents the actual battery capacity at cycle n, and C, is the initial capacity
of the battery.

2.2. CALCE Battery Dataset

The experimental data were obtained from the CALCE-CS2 and CALCE-CX2 lith-
ium-ion battery aging datasets provided by the Center for Advanced Life Cycle Engineer-
ing (CALCE), University of Maryland [31]. Both types of LIBs are prismatic, with LiCoO:
containing a small amount of Mn as the cathode material and graphite as the anode ma-
terial. To examine whether the developed SOH estimation method remains robust across
different batteries, CS2_35, CS2_36, CS2_37, and CS2_38 from the CS2 series are used for
the main experiments, while CX2_34 and CX2_36 from the CX2 series are used for the
generalization experiments.

The cyclic charge—discharge tests mainly consisted of two stages: a constant current—
constant voltage (CC-CV) charging stage and a constant current (CC) discharging stage.
The sampling frequency was 1/30 Hz, and the test temperature was 25 °C. During the
charging process, the two types of LIBs were charged in CC mode at a constant current
rate of 0.5 C until the charge cut-off voltage of 4.2 V was reached, and were then charged
in CV mode until the current decreased to 0.05 A. During the discharging process, the two
types of LIBs were discharged in CC mode at different constant current rates until the
discharge cut-off voltage of 2.7 V was reached. The discharge current of CS2_35, C52_36,
CS52_37, and CS2_38 was 1.1 A, and their total numbers of cycles were 936, 976, 1043, and
1082, respectively. The discharge current of CX2_34 and CX2_36 was 1.35 A, and their
total numbers of cycles were 1724 and 1958, respectively.

2.3. Data Preprocessing

Before feature extraction and model training, the raw charge-discharge data were
preprocessed to improve data reliability. The raw charge-discharge data in the CALCE
dataset contain a small number of invalid sampling points, such as missing values and
infinite values, during data acquisition and storage. In this study, the raw charge—dis-
charge data were first cleaned by removing invalid sampling points, and the data within
each cycle were reordered according to the sampling time to ensure the consistency of
discharge capacity calculation using the ampere-hour integration method. For cycle sam-
ples with incomplete data segments or those for which the discharge capacity could not
be effectively calculated, they were regarded as invalid cycles and removed. After data
cleaning, the numbers of valid cycles for CS2_35, CS2_36, CS2_37, and CS2_38 were 929,
922, 984, and 1069, respectively; and the numbers of valid cycles for CX2_34 and CX2_36
were 1721 and 1955, respectively.

During battery charge—discharge tests, the raw charge—discharge data, such as volt-
age and current, inevitably contain a certain amount of noise due to factors such as sensor
accuracy and fluctuations in the test environment. Gaussian filtering was applied to
smooth the raw charge-discharge data and suppress noise. The basic idea of Gaussian
filtering is to assign different weights to the sampling data within the neighborhood of the
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target point according to the Gaussian function, and to obtain the smoothed data value
through weighted averaging [32]. The Gaussian weighting function can be written as
Equation (2):

1

G(z) = G—m exp (—
where z represents the relative position of a sampling point within the Gaussian kernel,
G(z) represents the weight assigned by the Gaussian function to the corresponding sam-
pling point, 4 denotes the center of the Gaussian kernel and is set to zero, and ¢ denotes
the standard deviation of the Gaussian kernel that controls the smoothing bandwidth. In
this study, o was set to 8 sampling points, corresponding to an effective kernel size of 65
points, and reflective boundary extension was adopted. The raw charge-discharge data
were filtered by performing weighted averaging over the neighborhood of each sampling
point, with the weights determined by the Gaussian function. Figure 1 presents the dis-
charge capacity degradation curves of the two LIB series. The main battery characteristics
and dataset information used in this study are summarized in Table 1.
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Figure 1. Capacity degradation profiles of the CALCE-CS2 and CALCE-CX2 battery series during
cyclic aging: (a) CALCE-CS2; (b) CALCE-CX2.

Table 1. Summary of the CALCE-CS2 and CALCE-CX2 battery datasets used in this study.

Rated Capacity .\ 00 Alode

Weight Dimensions Original

Battery (mAh) (2) (mm) Cydles Valid Cycles Experimental Role
C52_35 936 929

C52_36 . . 5.4 x 33.6 X 976 922 . .
CS2_37 1100 LiCoO2 graphite 21.1 50.6 1043 984 Main experiments
CS2_38 1082 1069

CX2_34 . . 6.6 x 33.8 x 1724 1721 Cross-cell generali-
CX2_36 1350 LiCo0: - graphite  28.0 50.0 1958 1955 zation experiments

3. Methodology
3.1. Overall Architecture

To improve the accuracy and reliability of SOH estimation for LIBs, it is essential to
construct a prediction model capable of fully modeling battery degradation features.
However, existing SOH estimation methods for LIBs generally face the following chal-
lenges: first, the physical interpretability of the feature extraction process is insufficient;
second, it remains difficult to jointly capture local variations and the overall morphology
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of each voltage—capacity feature segment; third, the model training process relies on man-

ually selected hyperparameters based on empirical experience, making it difficult to en-

sure optimal prediction performance. To address these challenges, this study proposes a

method for estimating the SOH of LIBs based on interpretable feature segments, and its

overall framework is shown in Figure 2.
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Figure 2. Overall framework of the proposed interpretable-feature-based BO-PatchDiffFormer

me

em

thod for SOH estimation of LIBs, including IC-peak-centered feature segment extraction, input

bedding construction, multi-head differential self-attention Transformer encoding, prediction

output, and Bayesian hyperparameter optimization.

The proposed method is organized into two main components: feature extraction and

model construction, as detailed below:

IC-Peak-Centered Feature Segment Extraction: In this part, incremental capacity
analysis (ICA) is performed on the charging voltage-capacity data to generate IC
curves for different aging cycles. Based on the voltage position of the IC peak, a fixed-
width local voltage window is constructed around the peak voltage. Then, the corre-
sponding local voltage—capacity segment is extracted as the input feature.
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e  SOH Estimation Model: This part consists of four modules: input embedding con-
struction, a Transformer encoder based on the multi-head differential self-attention
mechanism, prediction output, and Bayesian hyperparameter optimization. The
model is referred to as Bayesian Optimization-Based Patch Differential Transformer,
or BO-PatchDiffFormer for short.

(1) Input Embedding Construction: This module constructs input embeddings from
the extracted local voltage—capacity segments through patch embedding and positional
encoding, which are then used as the input to the subsequent Transformer.

(2) Multi-Head Differential Self-Attention Transformer Encoder: This module intro-
duces a multi-head differential self-attention mechanism into the original Transformer en-
coder structure, enabling the model to focus more on key local segment features related
to battery capacity degradation.

(3) Prediction Output: Based on the output of the improved Transformer encoder,
this module predicts the battery capacity through layer normalization and a fully con-
nected neural network, and further obtains the estimated SOH according to the definition
of SOH.

(4) Bayesian Hyperparameter Optimization: This module adopts Bayesian optimiza-
tion to automatically determine suitable hyperparameter settings, which contributes to
improved prediction performance.

3.2. Interpretable Feature Segment Construction

Incremental capacity analysis (ICA) transforms the slowly changing terminal volt-
age—capacity relationship during battery charge—discharge processes into an IC curve by
first-order differentiation, thereby linking the external electrical response of the battery
with its internal electrochemical characteristics [33]. In practical applications, the evolu-
tion of IC curves is commonly analyzed to reveal the capacity degradation behavior of
LIBs. Since the charging process of LIBs contains a relatively long and stable operating
region, this study constructs the IC curves using the charging-stage data. Gaussian filter-
ing was performed before the numerical calculation of dQ/dV. The IC value at each sam-
pling point is defined by Equation (3):

dQx  Qr — Qi1

IC(Vk)zd_szm @)
where k denotes the sampling point, while @, and Vj are the corresponding capacity
and voltage, respectively. IC peaks are closely associated with the phase transition behav-
ior of batteries during lithium-ion intercalation and deintercalation in electrode active ma-
terials [34]. During cyclic aging, degradation mechanisms including loss of lithium inven-
tory, loss of positive and negative electrode active materials, and increased interfacial im-
pedance may alter the amplitude, position, and local morphology of IC peaks [35,36].
Therefore, the region near the IC peak contains rich degradation features during the bat-
tery charging stage. Based on this analysis, the dominant IC peak is independently iden-
tified in each cycle as the local maximum with the largest IC amplitude within the interior
region of the IC curve, after excluding 3% of the sampling points at both boundaries po-
tentially affected by numerical differentiation. When multiple local peaks are present, the
peak with the largest amplitude is selected. This cycle-wise identification strategy allows
the peak amplitude and voltage position to vary with battery aging and does not rely on
trajectory-based peak tracking across consecutive cycles. This allows the extracted feature
segments to remain consistent with the electrochemical degradation process when the
peak position shifts due to battery aging. This IC-peak-anchored degradation-sensitive
segment construction method closely associates the selected feature segments with the
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battery aging process with clear physical meaning, thereby making the feature engineer-

ing process more transparent and physically interpretable.

(m
Vpeak'

For the IC curve IC™ at cycle n, the peak voltage of this curve is defined as
A voltage window W™ with a width of w is constructed centered on l/;)(: a)k, as shown in
Equation (4):

w = [V;a(ena)k -2 Viook + 2] 4)

The selection of the voltage window width w directly affects the completeness and
effectiveness of the battery aging information contained in the extracted feature segments.
If the window is too small, the feature segments may not fully retain the local morpholog-
ical changes around the peak and the capacity variation information. If the window is too
large, redundant features may be introduced, thereby reducing the degradation represen-
tation capability of the feature segments. In this study, the voltage window width w is
uniformly set to 0.100 V for all batteries.

For each cycle, the corresponding voltage—capacity segment is extracted from the IC-
peak-centered voltage window. Since the number of sampling points within the voltage
window varies across different cycles, piecewise cubic Hermite interpolation is used to
unify the extracted segments into a fixed length L. After interpolation, the cumulative
charging-capacity sequence within the selected voltage window is converted into a local
remaining charging-capacity sequence according to Q%) ; = Q4 — ™, where Q™ de-
notes the cumulative charging capacity at sampling point i, and ngzi denotes its value
at the final sampling point of the selected window. Therefore, the resulting capacity se-
quence gradually decreases to zero as charging proceeds within the window. The IC-
peak-centered voltage—capacity segments X € RV*I*P are further constructed as the in-
put to the subsequent SOH estimation model, where N denotes the number of valid cy-
cles, L = 80 denotes the fixed length of each interpolated segment, and D = 2 represents
the two features within the local window, namely the voltage sequence and the local re-

maining charging-capacity sequence.

3.3. Construction of the BO-PatchDiffFormer Model

Accurate SOH estimation of LIBs requires the joint characterization of local variations
and overall morphological characteristics within each IC-peak-centered voltage—capacity
segment. Variations in voltage and capacity between adjacent sampling points capture
local changes around the IC peak, whereas the relationships among different regions of
the segment describe its overall morphology. These segment characteristics evolve with
battery aging and provide degradation-related information for SOH estimation. To better
extract both types of information, this study improves the conventional Transformer en-
coder.

3.3.1. Input Embedding Module

Traditional Transformer models usually process sequential data in a point-wise man-
ner [37]. Although this strategy can capture long-range dependencies among sampling
points, each individual point contains limited local contextual information and may there-
fore be insufficient to characterize continuous variations between adjacent points. Conse-
quently, local degradation patterns within the feature segments may not be fully captured.
To address this limitation, this study adopts patch embedding to construct patch-wise
representations of the input segments [38].

For X, € RE*P at cycle n, a sliding window with length P and stride S is used to
partition the feature segment along the sampling-point dimension, resulting in N,
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patches. In this study, the stride S is fixed at half of the patch length P. The number of
generated patches N, is determined by Equation (5):
L-P

N, =25+ (5)

Each patch is formed by P consecutive sampling points, with the starting position
determined by (i —1)S + 1, as given below:

Xff,i = [xn,(i—1)5+1r Xn,(i-1)s+20 """ rxn,(i—l)S+P] 6)

where X7 denotes the patch indexed by i in the cycle sample n. Subsequently, the con-
secutive sampling points within each patch are flattened into a one-dimensional vector
and projected into a d-dimensional space through a learnable linear mapping. Finally,
these projected patches are arranged according to their original sequence order to form
the patch embedding Z,, € R¥p*%:

Zn = [Zn,l' Zn2:""" Zn,Np] (7)

where z,; € R? denotes the embedding vector obtained after linear mapping of patch i.
The Transformer encoder does not inherently encode the order of input patches. There-
fore, positional encoding is added to the patch embeddings to provide sequential position
information. In this study, sinusoidal positional encoding is used, as defined in Equation
(8):
, pos pos
PE@osam) = sin (10,0002m/d) + PEGposzmez) = €05 (10,0002m/d) ®)

where pos indicates the patch position within the feature segment, m denotes the index
of the embedding dimension pair, and d denotes the dimension of each patch embed-
ding. Accordingly, the positional encoding matrix PE € R¥»*¢ can be obtained.

In summary, the patch embedding is added to the positional encoding matrix to ob-
tain the input embedding E, € R"»*? for cycle n, as shown in Equation (9):

E,=Z,+PE 9)

After the above embedding process is applied to all cycles, the input embedding for
the subsequent Transformer model is obtained as E € R¥*¥»*4, Each cycle-wise feature
segment X, is independently processed as one sample for SOH estimation.

3.3.2. Multi-Head Differential Self-Attention Transformer Encoder

The conventional Transformer encoder adopts a multi-head self-attention mecha-
nism to model global dependencies among different patches within each feature segment
by calculating their correlations in the input embedding. However, the above input em-
bedding process divides the IC-peak-centered local voltage—capacity segment into multi-
ple consecutive and partially overlapping patches. Adjacent patches contain partially
identical information and similar curve morphologies, resulting in a certain degree of re-
dundancy. Therefore, the standard self-attention mechanism may lead to insufficient dis-
crimination of attention weights among different patches, thereby weakening the model’s
ability to distinguish degradation-sensitive patches from redundant patches. The multi-
head differential self-attention mechanism constructs two independent attention weight
distributions within each attention head and performs comparative modeling through a
differential operation, thereby reducing attention noise and directing the model toward
degradation-sensitive key patches [39].

To stabilize the training process, layer normalization is performed on the input em-
bedding E:

https://doi.org/10.3390/en19153687
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E' = LN(E) (10)

After normalization, E’ is linearly projected into two sets of query-key matrices, Q;, K;
and Q,, K,, together with the value matrix V, as expressed in Equation (11):
Q= Ea, K, = E"k1
Q;=E"e, K,=E"K (11)
V =EW,
where Wy, , Wy,, Wy, , Wy,, and W, represent learnable projection matrices. The above

matrices are splitinto H attention heads along the embedding dimension d. For attention
head h, the two attention weight matrices A} and A} are obtained by Equation (12):

Q?(K{‘)T>
Jdn
Q?(th)T>
7.
where Softmax(-) denotes the normalization function. The differential self-attention
mechanism obtains the differential attention weight Ajj;;; by performing a weighted dif-

Al = Softmax(
(12)
Al = Softmax<

ference between the two groups of attention weights, as shown in Equation (13):
Alipr = AL — 1A% (13)

where 4, is the learnable adjustment coefficient corresponding to attention head h.
Therefore, the output Head,, of attention head h is given by

By operating multiple attention heads in parallel, the differential self-attention mech-
anism captures dependencies among patches within each feature segment from different
representation subspaces. The outputs from different heads are concatenated and pro-
jected to generate the final attention output, as given in Equation (15):

MDSA(E") = Concat(Head,, Head,, ---, Head )W, (15)

where W, represents the output projection matrix and Concat(-) indicates concatenation
along the feature dimension. The residual connection helps preserve the original infor-
mation in the input embedding, and this process is expressed as Equation (16):

Y =E + MDSA(E") (16)

Subsequently, the nonlinear representation ability of the model is further strength-
ened by a fully connected feed-forward neural network. To improve training stability, the
residual connection and layer normalization are applied after the feed-forward operation.
The output of the improved Transformer encoder module, Y45 € RVM2*4 is formu-
lated in Equation (17):

Yerans = Y + GeLU(LN (Y)W,)W, (17)

where GeLU(-) denotes the activation function, while W; and W, are learnable parame-
ters.

3.3.3. Prediction Output Module

The representation Y;,4,s generated by the improved Transformer encoder is passed
to the prediction output module, where the high-dimensional features are mapped to the
predicted battery capacity. In this study, layer normalization is first applied to Y45, and
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the feature vector corresponding to the last patch is selected as the feature representation
of the current cycle. Then, the selected feature representation is mapped to the predicted
capacity through a fully connected layer. The above process can be expressed by Equa-
tions (18) and (19):

h, = LN(Ytrans)n,Np (18)

C, = Wsh,, + b, (19)

where h, is the feature vector corresponding to the last patch of cycle n, while W; and
b; are learnable parameters of the fully connected layer. C, denotes the predicted capac-
ity. Then, based on the SOH definition given in Equation (1), the SOH estimation value of
the current cycle can be obtained by Equation (20):

___C
SOH,, = C—" x 100% (20)
0

3.4. Bayesian Optimization for Hyperparameter Tuning

Hyperparameter configuration has a substantial influence on the prediction perfor-
mance of deep learning models. Manual hyperparameter tuning based on empirical ex-
perience not only reduces efficiency, but also makes it difficult to ensure that the model
achieves optimal performance. Therefore, Bayesian optimization (BO) is introduced in
this study to automatically search for the key hyperparameters of the model.

BO mainly consists of five components: the objective function, surrogate model, hy-
perparameter space, acquisition function, and observation history. BO searches the given
hyperparameter space ©® with a limited number of evaluations and identifies the hy-
perparameter combination that yields the minimum validation error. Accordingly, the
optimization objective of BO can be formulated as finding 6 € ® that minimizes the ob-
jective function f(6):

6" = argmingeof (6) 1)

where 6" denotes the optimal hyperparameter combination obtained by BO and f(6)
represents the validation set root mean square error (RMSE) in this study. In each itera-
tion, Bayesian optimization updates the surrogate model based on the existing observa-
tion history and gradually approaches the optimal hyperparameter setting. Then, the
Gaussian process (GP) surrogate model is built from the accumulated observation history
to probabilistically approximate the unknown relationship between hyperparameter com-
binations and validation errors. The GP surrogate model is formulated as

f(6)~GP(m(6),k(6,6") 22)

where m(8) denotes the mean function and k(8,8") denotes the covariance function. To
balance the exploitation of promising regions and the exploration of unknown regions
during the search process, the expected improvement (EI) function is adopted as the ac-
quisition function in this study. In each iteration, BO selects the next set of hyperparame-
ters to be evaluated from the candidate hyperparameter combinations according to the
acquisition function, as shown in Equation (23):

Ocs1 = argmaxgeoF (6) (23)

The hyperparameter combination selected by the acquisition function is evaluated
by training the model and calculating the RMSE on the validation set. The obtained result
is recorded in the observation history and then used to update the GP surrogate model.
Through the iterative cycle of surrogate-model construction, acquisition-function
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selection, model evaluation, and observation-history update, BO gradually searches for
the optimal hyperparameter combination.

4. Experimental Configuration and Performance Evaluation
4.1. Dataset Partitioning and Training Strategy

To avoid data leakage during model training and to evaluate the cross-battery gen-
eralization ability of BO-PatchDiffFormer, a leave-one-battery-out validation strategy is
adopted. In each experimental case, one battery is selected as the independent test battery,
while the remaining three batteries are used to construct the training and validation sets.
The specific partitioning scheme is listed in Table 2.

Table 2. Data partitioning scheme for leave-one-battery-out validation.

Experiment Training Batteries Test Battery
1 CS2_36, CS2_37, CS2_38 CS2_35
2 C52_35, CS2_37, CS2_38 CS52_36
3 C52_35, CS2_36, CS2_38 CS2_37
4 CS2_35, CS2_36, CS2_37 CS2_38

The training battery data are further randomly partitioned into training and valida-
tion sets with an 8:2 ratio. The Bayesian optimization algorithm performs 8 initial random
evaluations and 25 sequential optimization evaluations. Taking the validation set RMSE
as the objective function, BO continuously updates the relationship between the hyperpa-
rameter combinations and the validation error, and iteratively searches for the optimal
parameter combination within the predefined hyperparameter space shown in Table 3.
Finally, the optimal hyperparameter configuration of the BO-PatchDiffFormer model
listed in Table 4 is determined.

Table 3. Search space of key hyperparameters for Bayesian optimization.

Hyperparameter Search Space Description
N, {1,2,3} Number of Encoder Layers
H {2,4,6,8} Number of Attention Heads
d {32, 64, 96, 128, 160} Patch Embedding Dimension
Ir [0.0001, 0.005] Learning Rate
dr [0.05, 0.20] Dropout Rate
P {4, 8,10, 16} Patch length

Table 4. Optimal hyperparameter configuration of the BO-PatchDiffFormer model.

Test Battery N, H d Ir dr P
CS2_35 2 8 160 0.00145 0.129 4
CS2_36 2 2 64 0.00270 0.080 4
C52_37 2 8 96 0.00144 0.133 4
CS2_38 3 2 64 0.00260 0.060 4

Based on the selected hyperparameter configurations, BO-PatchDiffFormer is trained
using the Adam optimizer with the mean squared error (MSE) loss function. The batch
size is set to 32, and the model is trained for a predetermined 500 epochs. The learning
rate remains fixed at the value determined by Bayesian optimization, and the weight de-
cay is set to 0. Neither early stopping nor learning-rate scheduling is employed.
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4.2. Baseline Models and Experimental Configuration

For comparative evaluation, three representative deep learning models widely
adopted in SOH estimation, including bidirectional gated recurrent unit (BiGRU), bidi-
rectional long short-term memory network (BiLSTM), and temporal convolutional net-
work with long short-term memory network (TCN-LSTM), together with one traditional
machine learning model, extreme gradient boosting (XGBoost), are selected as baseline
models. These baseline models are compared with the proposed BO-PatchDiffFormer
model under the same experimental settings. All deep learning models are developed us-
ing the PyTorch 2.7.1 framework, and the experiments are performed on a workstation
running Windows 11 with an NVIDIA GeForce RTX 4070 Ti GPU.

To ensure the fairness of the comparative experiments, all baseline models are trained
and tested using the same data splitting strategy. The main hyperparameters of each
model are set with reference to commonly used settings in existing studies and are further
adjusted within reasonable ranges using grid search. For each baseline model, 36 candi-
date hyperparameter configurations are evaluated in each leave-one-battery-out experi-
mental case, and the configuration yielding the lowest validation RMSE is selected. The
corresponding hyperparameter search spaces and selected configurations are summa-
rized in Tables 5 and 6, respectively. The deep learning baseline models were trained us-
ing the same training strategy as the proposed model.

Table 5. Hyperparameter search spaces of the baseline models.

Baseline Hyperparameter Search Space
Number of Layers (n) {2}
BiGRU Hidd‘en Size (h) {32, 64, 128}
Learning Rate (Ir) {0.001, 0.0015, 0.002, 0.003}
Dropout (dr) {0.05, 0.1, 0.2}
Number of Layers (n) {2}
BiLSTM Hidd'en Size (h) {32, 64, 128}
Learning Rate (Ir) {0.001, 0.0015, 0.002, 0.003}
Dropout (dr) {0.05, 0.1, 0.2}
Kernel Size (s) {2, 3}
Number of Layers (n) {2}
TCN-LSTM Hidden Size (h) {32, 64, 128}
Learning Rate (Ir) {0.001, 0.002}
Dropout (dr) {0.05, 0.1, 0.2}
Number of Estimators (n_e) {100, 200, 300, 500}
XGBoost Maximum Depth (m_d) {3, 4, 5}
Learning Rate (Ir) {0.03, 0.05, 0.1}

Table 6. Selected hyperparameter configurations of the baseline models.

Test Battery BiGRU BiLSTM TCN-LSTM XGBoost
(n, h, Ir, dr) (n, h, Ir, dr) (s, h, Ir, dr) (n_e,m_d, Ir)
CS2_35 (2,128, 0.0015, 0.2) (2,128, 0.0015, 0.1) (3,128, 0.001, 0.1) (500, 3, 0.05)
CS2_36 (2, 64, 0.002, 0.2) (2, 64, 0.002, 0.05) (3, 64, 0.002, 0.05) (300, 5, 0.03)
CS2_37 (2,128, 0.0015, 0.2) (2,128, 0.0015, 0.2) (2, 64, 0.002, 0.2) (200, 4, 0.05)
CS2_38 (2, 64, 0.003, 0.1) (2, 64, 0.002, 0.05) (3, 64, 0.002, 0.1) (300, 4, 0.1)

4.3. Evaluation Metrics

To ensure a fair and reliable comparison among different models, four metrics are
adopted for performance assessment, including the coefficient of determination (R?), root
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dQ/dV (Ah/V)

IC curves - CS2_35

mean square error (RMSE), mean absolute error (MAE), and mean absolute percentage
error (MAPE). Bayesian optimization was conducted once for each leave-one-battery-out
case using random seed 42 to determine the hyperparameter configuration, which was
then kept fixed. To evaluate the influence of random initialization and stochastic training,
all experiments reported in Section 5 were subsequently repeated independently 10 times
using random seeds from 42 to 51. These metrics reflect model performance from three
aspects: fitting ability, absolute error magnitude, and relative error level. Their mathemat-
ical definitions are given below:

it i —9)?
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where y; is the true SOH value, y is the average of all true SOH values, §, is the pre-
dicted SOH value, and n is the number of valid test cycles for the battery.

5. Results and Discussion
5.1. Evolution Analysis of Interpretable Feature Segments

Figure 3 shows the evolution characteristics of the IC curves, IC-peak-centered local
voltage segments, and capacity segments with increasing cycles for the four CS2 series
batteries selected in the main experiments. Figure 4 presents the corresponding feature
evolution results for the two CX2 series batteries selected in the generalization experi-
ments.
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Figure 3. Evolution characteristics of IC curves and IC-peak-centered feature segments for the CS2

series batteries during cyclic aging: (a—c) IC curves, voltage segments, and capacity segments of

CS2_35; (d-f) IC curves, voltage segments, and capacity segments of CS2_36; (g—i) IC curves, voltage

segments, and capacity segments of CS2_37; (j-1) IC curves, voltage segments, and capacity seg-

ments of CS2_38. The color bar indicates the cycle order. The capacity-segment panels represent the

local remaining charging capacity within the selected voltage window rather than the original cu-

mulative charging capacity; therefore, the curves decrease to zero as charging proceeds.
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Figure 4. Evolution of IC curves and IC-peak-centered voltage—capacity feature segments for the

CX2 series batteries during cyclic aging: (a—c) IC curves, voltage segments, and capacity segments
of CX2_34; (d-f) IC curves, voltage segments, and capacity segments of CX2_36. The color bar indi-
cates the cycle order. The capacity-segment panels represent the local remaining charging capacity
within the selected voltage window rather than the original cumulative charging capacity; therefore,

the curves decrease to zero as charging proceeds.

As cycling proceeds, the IC peaks gradually shift toward higher-voltage regions. This
phenomenon may be associated with enhanced polarization during cyclic aging, in-
creased interfacial impedance caused by the growth of the solid electrolyte interphase film
on the anode, and variations in electrode reaction kinetics [40]. Meanwhile, the decrease
in peak amplitude may reflect a weakening of the internal electrochemical reaction activ-
ity of the battery, which may be associated with the reduced lithium-ion diffusion coeffi-
cient caused by cathode material cracking or electrolyte decomposition [41]. Further ob-
servation of the IC-peak-centered local voltage segments shows that the initial voltage
gradually increases with battery aging, while the charging duration continuously short-
ens. This phenomenon may be associated with an increasingly pronounced charging volt-
age hysteresis effect induced by cathode phase transition as the battery ages [42]. From
the local capacity segments, the duration of charging and the amplitude of capacity
change within the peak neighborhood both decrease gradually with battery aging. This
change may be associated with the loss of cyclable lithium and the loss of electrode active
materials caused by processes such as lithium plating and dead lithium formation [43]. It
should be noted that several short high-voltage segments are visually separated from the
main distributions in Figures 3 and 4. These segments mainly correspond to valid cycles
in the severely aged stage. As the IC peak approaches the upper boundary of the available
charging data, part of the nominal 0.1 V peak-centered window may extend beyond the
valid data range, resulting in an effective voltage span smaller than 0.1 V. Meanwhile, the
corresponding charging duration and local capacity variation are substantially reduced.
Therefore, these late-life segments appear as short groups near 4.15-4.20 V in the voltage
and capacity representations and are retained in the subsequent analysis.

In summary, the IC-peak-centered local voltage—capacity segments can effectively
characterize the degradation features of LIBs during cyclic aging. Compared with directly
using the complete charge—discharge curves, the proposed method can highlight the deg-
radation-sensitive regions and enhance the physical interpretability of the feature con-
struction process.

5.2. Comparative Experiments on SOH Estimation

In this study, the proposed BO-PatchDiffFormer model is compared with four repre-
sentative baseline models using the experimental settings described in Section 4. To en-
sure the fairness of the comparison, all models use the same IC-peak-centered local volt-
age—capacity segments as input. To reduce the influence of random initialization and
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stochastic training on the comparison results, each model was independently trained and
evaluated 10 times using different random seeds under the same experimental settings.

Figure 5 provides a visual comparison of the full-cycle SOH estimation curves be-
tween the BO-PatchDiffFormer model and the baseline models on different test batteries.
As cycling proceeds, the SOH trajectories of all four test batteries generally decline, and
nonlinear accelerated degradation becomes evident in the later aging stage. Although all
baseline models can generally follow the degradation trend of SOH, they still exhibit dif-
ferent degrees of deviation in capturing short-term local fluctuations caused by capacity
regeneration and the accelerated degradation stage in the later period. For example, in the
first approximately 140 cycles of the CS2_38 test battery, all four baseline models show an
overall underestimation, and different degrees of trend misjudgment occur around cycles
140-150, manifested as abnormal local spikes. This phenomenon indicates that the con-
sidered traditional machine learning and deep learning models still have certain limita-
tions in lithium-ion battery SOH estimation tasks and cannot fully extract the battery deg-
radation features contained in the IC peak neighborhood. In contrast, the BO-PatchDiff-
Former model can more accurately track the overall degradation trend of the true SOH
values, exhibits smaller prediction deviations in short-term fluctuation regions, and
demonstrates superior SOH estimation performance as well as good cross-battery gener-
alization capability.
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Figure 5. Full-cycle SOH estimation results of the proposed BO-PatchDiffFormer model and base-
line models on CS2 series batteries: (a) CS2_35; (b) CS2_36; (c) CS2_37; (d) CS2_38. The inset plots

present local estimation details of different models during cycles 100-200.

Table 7 presents the mean and standard deviation of the SOH estimation metrics ob-
tained by each model over 10 independent runs on the four test batteries, providing quan-
titative and direct evidence that the prediction performance of the BO-PatchDiffFormer
model is superior to that of the baseline models. The following relative improvements are
calculated based on the mean metric values. Compared with the best-performing baseline
model, the BO-PatchDiffFormer model increases the mean R2 value from 0.9943 to 0.9962
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and achieves relative reductions in the mean RMSE, MAE, and MAPE of 17.91%, 23.76%,
and 23.47%, respectively, on the C52_35 test battery. On the CS2_36 test battery, the mean
R2 increases from 0.9939 to 0.9942, while the mean RMSE, MAE, and MAPE are reduced
by 2.40%, 0.04%, and 0.47%, respectively. On the CS2_37 test battery, the mean R? increases
from 0.9860 to 0.9903, while the mean RMSE, MAE, and MAPE are reduced by 17.09%,
2.11%, and 11.46%, respectively. On the CS2_38 test battery, the mean R? increases from
0.9893 to 0.9950, while the mean RMSE, MAE, and MAPE are reduced by 31.81%, 22.64%,
and 25.00%, respectively. Although all models use the same IC-peak-centered local volt-
age—capacity segments as input, BO-PatchDiffFormer achieves lower estimation errors
than all baseline models, including the traditional machine learning model XGBoost, on
the four test batteries. These results indicate that the performance improvement cannot be
attributed solely to the constructed input features and that the proposed architecture pro-
vides additional advantages in modeling the local variations and overall morphological
characteristics within each feature segment. In addition, the BO-PatchDiffFormer model
consistently achieves the smallest standard deviations across all evaluation metrics and
test batteries, indicating that its prediction performance is less sensitive to random initial-
ization and stochastic training. The advantages in both mean prediction accuracy and per-
formance stability demonstrate that the proposed model can effectively exploit the battery
degradation features contained in the IC-peak-centered local voltage—capacity segments,
thereby maintaining accurate and stable SOH estimation performance on different test
batteries.

Table 7. Detailed performance metrics for SOH estimation by different models on the CS2 series test

batteries.

Test Battery Model R? RMSE (%) MAE (%) MAPE (%)
BO-PatchDiffFormer 09962 +0.0002  1.1778 £0.0293  0.8156 £ 0.0228  1.3940 + 0.0258
TCN-LSTM 0.9943 £ 0.0003  1.4348+0.0396  1.0698 + 0.0304  1.8216 + 0.0534
CS52_35 BiLSTM 0.9917 £ 0.0005 1.7376 £0.0460 1.3119+0.0359  2.2642 + 0.0626
BiGRU 0.9910 +0.0007  1.8087 +0.0524  1.3515+0.0423  2.3690 + 0.0618
XGBoost 0.9779 £0.0010  2.8381+0.0601  2.2888 + 0.0487  3.6042 + 0.0837
BO-PatchDiffFormer  0.9942 +0.0002  1.5346 £ 0.0305  1.0900 + 0.0137  1.9989 + 0.0274
TCN-LSTM 0.9939 +0.0004  1.5724+0.0421  1.0904+0.0323  2.0083 + 0.0568
C52_36 BiLSTM 0.9883 £0.0006  2.1686 +0.0490  1.5906 + 0.0382  2.8124 + 0.0666
BiGRU 0.9875£0.0007  2.2410+0.0559  1.7771+0.0451  2.9508 + 0.0764
XGBoost 0.9829 +0.0009  2.6404+0.0647  2.1733+0.0519  3.3079 +0.0892
BO-PatchDiffFormer  0.9903 £0.0003  1.7003 £0.0223  1.5149+0.0148  2.1635 +0.0297
TCN-LSTM 0.9799 £ 0.0006  2.4519+0.0456  1.9867 +£0.0350  3.0056 + 0.0615
C52_37 BiLSTM 0.9817 £ 0.0007  2.3403 £0.0530  1.7659 + 0.0413  2.7315 + 0.0721
BiGRU 0.9860 +0.0008  2.0507 +0.0604  1.5475+0.0488  2.4434 +0.0727
XGBoost 0.9842 +0.0008 21786 £ 0.0569  1.6740 +0.0562  2.5216 + 0.0965
BO-PatchDiffFormer  0.9950 £ 0.0003  1.3720 £ 0.0314  1.0429+0.0243  1.8980 + 0.0286
TCN-LSTM 0.9863 +0.0006  2.2809+0.0439  1.6379+0.0337  2.5717 +0.0592
C52_38 BiLSTM 0.9893 £ 0.0006  2.0121+0.0510  1.3481+0.0398  2.5308 + 0.0694
BiGRU 0.9757 £0.0009  3.0360 +0.0581  2.0799 +0.0469  4.0896 + 0.0932
XGBoost 0.9788 £ 0.0011  2.8351+0.0673  2.5352+0.0541  3.8674 +0.0911

Note: The results are reported as the mean + standard deviation over 10 independent runs with

different random seeds.

The box plots in Figure 6 compare the absolute SOH prediction errors of different
models on the four test batteries. For each test battery, BO-PatchDiffFormer shows the
narrowest interquartile range (IQR) among all models, indicating a more compact error
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distribution. In addition, large-error outliers are less frequent, and most errors are located
in the low-error region. These results further indicate that the proposed SOH estimation
method has better estimation stability and cross-battery generalization capability than tra-
ditional sequence modeling methods such as BiLSTM.
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Figure 6. Absolute SOH prediction error distributions of the proposed BO-PatchDiffFormer model
and four baseline models on the CS2 series test batteries: (a) CS2_35; (b) CS2_36; (c) CS2_37; (d)
CS2_38. The red dashed line with triangular markers denotes the MAE of each model. In each box
plot, the box spans the middle 50% of the errors, the horizontal line inside the box indicates the
median, the whiskers cover the data within 1.5 x IQR, and the points outside the whiskers are shown

as outliers.

To investigate the differences in estimation accuracy across different battery life
stages, a stage-wise error analysis was further conducted on the four test batteries. Specif-
ically, cycles with SOH > 90% were classified as the early degradation stage, those with
80% < SOH < 90% as the middle degradation stage, and those with SOH < 80% as the late
degradation stage. For each independent experiment, the MAE, RMSE, and MAPE were
calculated separately for the three degradation stages. The corresponding metrics ob-
tained from 10 experiments with different random seeds were then averaged, and the re-
sults are presented in Table 8.

Table 8. SOH estimation performance of the proposed model at different degradation stages.

Test Battery Degradation Stage Cycles RMSE (%) MAE (%) MAPE (%)

Early 123 1.0571 0.9360 1.0067
CS2_35 Middle 411 0.9104 0.6860 0.7990
Late 395 1.4326 0.9130 2.1336
Early 240 1.0060 0.8255 0.8867
CS2_36 Middle 252 1.3429 1.1312 1.3221
Late 430 1.8515 1.2138 3.0164
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Early 117 0.9874 0.8685 0.9306
CS2_37 Middle 448 1.7875 1.6788 1.9637
Late 419 1.7610 1.5200 2.7212
Early 133 0.9616 0.7259 0.7657
CS2_38 Middle 458 0.9714 0.7951 0.9322
Late 478 1.7459 1.3686 3.1384
Early 613 1.0031 0.8390 0.8974
Average Middle 1569 1.2531 1.0728 1.2543
Late 1722 1.6977 1.2538 2.7524

Note: The reported error metrics are the mean values obtained from ten independent runs with

different random seeds.

As shown in Table 8, the average estimation errors of the proposed model generally
increase as the battery SOH decreases. Across the four test batteries, the average MAE
increases from 0.8390% in the early degradation stage to 1.0728% in the middle degrada-
tion stage and further to 1.2538% in the late degradation stage. The average RMSE values
are 1.0031%, 1.2531%, and 1.6977% for the early, middle, and late degradation stages, re-
spectively. The average MAPE increases from 0.8974% to 1.2543% and 2.7524%. Therefore,
based on the overall results, the SOH estimation error of the model is relatively larger in
the late degradation stage.

Certain differences are still observed among the test batteries. For example, the MAE
of CS2_35 in the early degradation stage is slightly higher than that in the late degradation
stage, whereas the MAE and RMSE of CS2_37 in the middle degradation stage are slightly
higher than those in the late degradation stage. Nevertheless, according to the average
results of the four test batteries, the MAE, RMSE, and MAPE all reach their highest values
in the late degradation stage. This phenomenon may be related to the more pronounced
capacity fluctuations and nonlinear degradation characteristics in the low-SOH range,
which increase the difficulty of accurately tracking local degradation changes. Despite
this, the proposed model maintains good SOH estimation performance throughout the
entire aging process.

5.3. Ablation Study

To assess the role of different modules in BO-PatchDiffFormer for SOH estimation,
three ablation settings were established in this study. Key components were removed step
by step to construct different model variants, and their prediction results were compared
with those of the full model. In this way, the contribution of each module to the overall
estimation performance can be quantitatively analyzed. Each model was independently
trained and evaluated 10 times using different random seeds.

In the first set of experiments, the Bayesian optimization algorithm is removed. Based
on commonly used values reported in related studies, a limited-range grid search is
adopted to determine appropriate hyperparameter settings. This ablation model is named
PatchDiffFormer in this study. By comparing it with the full model, this experiment can
quantitatively analyze the contribution of Bayesian optimization to the improvement of
SOH estimation performance.

In the second set of experiments, the multi-head differential self-attention mechanism
is further removed from PatchDiffFormer and replaced with the standard multi-head self-
attention mechanism of the Transformer. This ablation model is named Patch-Trans-
former in this study. By comparing the SOH estimation performance of Patch-Trans-
former and PatchDiffFormer, this experiment can quantitatively evaluate the role of the
multi-head differential self-attention mechanism in extracting battery degradation fea-
tures from key patches and suppressing redundant attention noise.
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In the third set of experiments, the patch partitioning and embedding strategy is fur-
ther removed from Patch-Transformer, and only the Transformer is retained as the basic
model. In this experiment, the original input sequence is fed into a standard Transformer
encoder for feature learning. By comparing the SOH estimation performance of Trans-
former and Patch-Transformer, this experiment can quantitatively evaluate the role of
patch embedding in enhancing the segmented representation capability of local battery
degradation features.

Table 9 summarizes the mean and standard deviation of the SOH estimation results
obtained from 10 independent runs of the three ablation settings and the full model on the
four test batteries. Compared with the original Transformer model, the prediction perfor-
mance improves steadily as patch embedding, differential attention, and Bayesian opti-
mization are incorporated into the model. Taking the CS2_35 test battery as an example,
adding patch embedding to the Transformer reduces RMSE, MAE, and MAPE by 3.39%,
6.23%, and 3.63%, respectively. After the multi-head differential self-attention mechanism
is further introduced, RMSE, MAE, and MAPE decrease by 8.20%, 15.30%, and 11.53%,
respectively, compared with Patch-Transformer. Finally, after Bayesian optimization is
applied, the full BO-PatchDiffFormer model reduces RMSE, MAE, and MAPE by 45.38%,
54.16%, and 51.42%, respectively, compared with the original Transformer model.

Table 9. SOH estimation results of different ablation models on the CS2 series test batteries.

Test Battery Model R? RMSE (%) MAE (%) MAPE (%)
BO-PatchDiffFormer 0.9962 £0.0002  1.1778 £0.0293  0.8156 + 0.0228  1.3940 + 0.0258
CS? 35 PatchDiffFormer 0.9900 £ 0.0005  1.9124 +0.0417 1.4132+0.0319  2.4463 + 0.0436
- Patch-Transformer 0.9881 +£0.0006  2.0833 +£0.0526  1.6684 +0.0427  2.7652 + 0.0542
Transformer 0.9873 £0.0010  2.1564 +0.0619  1.7793 +0.0495  2.8694 + 0.0667
BO-PatchDiffFormer 0.9942 £0.0002  1.5346 £0.0305  1.0900 +0.0137  1.9989 + 0.0274
CS2 36 PatchDiffFormer 0.9939 £0.0003  1.5723+0.0348  1.1238 +0.0246  2.0734 + 0.0379
- Patch-Transformer 0.9913 £0.0006  1.8934 +0.0479  1.4223+0.0367  2.2872 +0.0508
Transformer 0.9779 £0.0011  2.9952 +0.0743  2.4374+0.0592  3.6403 + 0.0846
BO-PatchDiffFormer 0.9903 £0.0003  1.7003 £0.0223  1.5149+0.0148  2.1635 + 0.0297
CSy 37 PatchDiffFormer 0.9896 + 0.0004  1.7684 + 0.0361 1.5762 +0.0274  2.2103 + 0.0394
- Patch-Transformer 0.9845 + 0.0007  2.1492 +0.0547  1.8738 +0.0441  2.6551 + 0.0607
Transformer 0.9718 £0.0011  2.9133+0.0696  2.7172+0.0586  3.6839 + 0.0810
BO-PatchDiffFormer ~ 0.9950 +0.0003  1.3720+0.0314  1.0429 +0.0243  1.8980 + 0.0286
cSD 38 PatchDiffFormer 0.9946 £ 0.0004  1.4283+0.0352  1.1342+0.0287  1.9594 + 0.0386
- Patch-Transformer 0.9911 £ 0.0007  1.8324 + 0.0491 1.6059 +0.0393  2.5581 + 0.0561
Transformer 0.9697 £0.0012  3.3772+0.0814 29842 +0.0641  4.4013 +0.0935

Note: The results are reported as the mean + standard deviation over 10 independent runs with

different random seeds.

Figure 7 further shows the scatter distributions between the estimated SOH values
and the true SOH values of different ablation models, as well as the corresponding error
density distributions. With the stepwise enhancement of the model architecture, the pre-
diction points are more closely distributed around the ideal diagonal line, indicating that
the consistency between the predicted SOH and the true SOH is continuously enhanced.
The complete BO-PatchDiffFormer model produces estimation points that are overall
closer to the ideal diagonal line on all four test batteries, and its error distribution range is
relatively narrowed, demonstrating its ability to reduce estimation errors and improve
prediction stability.
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Figure 7. Scatter plots of estimated SOH versus actual SOH and error density distributions of dif-
ferent ablation models on the CS2 series test batteries: (a) CS2_35; (b) CS2_36; (c) CS2_37; (d) CS2_38.
The diagonal line represents the ideal prediction line, the color bar indicates the prediction error,

and the inset shows the corresponding error density distribution.

5.4. Sensitivity Analysis

To analyze the effects of the key parameters in the proposed method on SOH estima-
tion performance, sensitivity analyses were conducted for the Gaussian kernel standard
deviation ¢ used in Gaussian filtering and the local voltage window width w used in the
feature construction process. To exclude the interference of model configurations and ran-
dom training factors, only the parameter under investigation was varied in each sensitiv-
ity experiment, while all other settings were kept unchanged. For each parameter setting,
10 independent runs were conducted using the same set of 10 random seeds, and the mean
MAE obtained from the 10 runs was used as the evaluation metric.

For the Gaussian kernel standard deviation o, five values, namely 4, 6, 8, 10, and 12,
were selected for comparative analysis. The trend of the sensitivity analysis is shown in
Figure 8, and the corresponding performance metrics are presented in Table 10.
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Figure 8. Sensitivity analysis of the Gaussian smoothing parameter ¢ on SOH estimation perfor-
mance for different test batteries: (a) CS2_35; (b) CS2_36; (c) CS2_37; and (d) CS2_38. The MAE val-

ues represent the mean results of 10 independent runs using the same set of random seeds.

Table 10. Mean MAE (%) under different Gaussian smoothing parameters o for the CS2 series test

batteries. Each result is averaged over 10 independent runs using the same set of 10 random seeds.

MAE_Mean (%)

Test Battery —— o=6 o—8 o=10 o=12
CS2_35 0.9273 0.8427 0.8156 0.8242 0.8729
CS2_36 1.1875 1.1063 1.0900 1.0738 1.1426
CS2_37 1.6689 1.5619 1.5149 1.5483 1.5934
CS2_38 1.1318 1.0306 1.0429 1.0485 1.0827

The experimental results show that, as ¢ increased from 4 to moderate values, the
MAE of the four test batteries generally decreased. This indicates that an appropriate in-
crease in Gaussian smoothing can effectively suppress noise in the charging data and re-
duce abnormal fluctuations in the resulting IC curves, thereby improving the stability of
subsequent feature construction. When o was further increased to 12, the MAE of all test
batteries increased to varying degrees, indicating that excessive smoothing may weaken
the local morphological differences around the IC peak and lead to the loss of some useful
degradation information. C52_35 and CS2_37 achieved the lowest errors at o =8,
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whereas C52_36 and CS2_38 achieved the lowest errors at 0 = 10 and o = 6, respec-
tively. Overall, the adopted setting of o = 8 achieved the lowest or near-lowest error on
all four test batteries, verifying that the proposed method maintains good stability within
a reasonable range of Gaussian smoothing parameters.

For the voltage window width w, six values within the range of 0.050-0.200 V were
selected for comparative analysis, namely 0.050, 0.075, 0.100, 0.125, 0.150, and 0.200 V,
covering local neighborhoods from narrow to wide. The trend of the sensitivity analysis
is shown in Figure 9, and the corresponding performance metrics are presented in Table
11.
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Figure 9. Sensitivity analysis of the voltage window width w on SOH estimation performance for
different test batteries: (a) CS2_35; (b) CS2_36; (c) CS2_37; and (d) CS2_38. Each point represents the

mean MAE (%) obtained from 10 independent runs using the same set of 10 random seeds.

Table 11. Mean MAE (%) under different voltage window widths w for the CS2 series test batteries.

Each result is averaged over 10 independent runs using the same set of 10 random seeds.

MAE_Mean (%)

Test Battery — 0050 @ =0.075 ®@=0.100 ©=0.125 =0.150 @ = 0.200
CS2_35 0.9276 0.8783 0.8156 0.8458 0.8870 0.9238
CS2_36 1.2785 1.1232 1.0900 1.0925 1.1282 1.1438
CS2_37 1.7440 15165 1.5149 1.5979 1.6897 1.7392
CS2_38 1.0629 1.0494 1.0429 1.0360 1.0599 1.0830
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The experimental results indicate that the voltage window width has a certain influ-
ence on SOH estimation performance. When the window width increased from 0.05 V to
0.075 V and 0.1 V, the MAE of the four test batteries generally decreased, indicating that
a relatively narrow window may not sufficiently cover the local morphological variations
around the IC peak and the corresponding capacity variation information. As the window
width continued to increase, the MAE of CS2_35, C52_36, and CS2_37 increased to vary-
ing degrees, suggesting that an excessively wide window may introduce charging infor-
mation with weak relevance to the target IC peak, thereby weakening the effective repre-
sentation of local features. CS2_38 achieved the lowest error at 0.125 V, while the estima-
tion error at 0.1 V was relatively close to the minimum. Overall, the adopted voltage win-
dow width of 0.1 V achieved the lowest error on CS2_35, CS2_36, and CS2_37, while main-
taining a near-minimum error on CS2_38, providing a favorable trade-off between retain-
ing useful information around the IC peak and reducing redundant data.

5.5. Analysis of SOH Estimation Performance Under Limited Training Data

In practical battery condition monitoring scenarios, the availability of full-life aging
data for model training may be limited by factors such as data acquisition duration, vari-
ations in operating conditions, and the completeness of historical records. Therefore, it is
necessary to evaluate the SOH estimation performance of the model under data-limited
conditions. To further assess the applicability of the proposed model in such scenarios,
CS52_35 was used as a complete and independent test battery, while 25%, 75%, and 100%
of the training cycles from CS2_36, C52_37, and CS2_38 were used to construct the train-
ing sets. The training cycles were uniformly sampled from the complete degradation tra-
jectory of each training battery to ensure that the selected samples covered the early, mid-
dle, and late degradation stages. The model architecture and hyperparameter settings
were kept unchanged across different training-data ratios, and each setting was inde-
pendently repeated ten times using different random seeds.

Figure 10 presents the full-cycle SOH estimation curves of the model on CS2_35 un-
der different training-data ratios, while Table 12 summarizes the corresponding results in
terms of mean and standard deviation. As the number of available training cycles de-
creased, both the estimation deviation and the performance variation among independent
runs increased. Nevertheless, even when only 25% of the training cycles were used, the
proposed model achieved an average R? of 0.9806, an RMSE of 2.6524%, an MAE of
1.7624%, and a MAPE of 3.0327%. The estimated SOH curve still closely followed the over-
all degradation trend of the test battery, indicating that the model retains satisfactory SOH
estimation capability even under substantially limited training data. When the training-
data ratio increased from 25% to 75%, the average RMSE, MAE, and MAPE decreased by
19.66%, 19.92%, and 22.93%, respectively, while R? increased from 0.9806 to 0.9875. The
best overall performance was obtained when the complete training data were used. Com-
pared with the 75% training-data setting, the average RMSE, MAE, and MAPE were fur-
ther reduced by 44.73%, 42.21%, and 40.36%, respectively, while R? increased from 0.9875
to 0.9962.
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Figure 10. Full-cycle SOH estimation results for CS52_35 using 25%, 75%, and 100% of the available

training cycles.

Table 12. SOH estimation performance under different training-data ratios.

Training Data Ratio

R? RMSE (%) MAE (%) MAPE (%)

25%

0.9806 + 0.0026 2.6524 +0.1737 1.7624 + 0.1172 3.0327 £0.1702

75%

0.9875 + 0.0014 2.1309 + 0.1156 1.4114 + 0.0639 2.3373 + 0.1004

100%

0.9962 + 0.0002 1.1778 + 0.0293 0.8156 + 0.0228 1.3940 + 0.0258

Note: The results are reported as the mean + standard deviation over 10 independent runs with

different random seeds.

In summary, although reducing the number of training cycles leads to increased es-
timation errors, BO-PatchDiffFormer still maintains a high degree of fit and acceptable
error levels when only 25% of the training data are used, demonstrating its applicability
in data-limited scenarios.

5.6. Analysis of Model Complexity and Deployment Feasibility

For practical battery management systems (BMS), an SOH estimation model should
not only achieve high accuracy but also have low computational overhead to meet the
deployment requirements of resource-constrained hardware platforms. Therefore, this
study analyzes the deployment feasibility of the BO-PatchDiffFormer model from three
aspects: model complexity, online inference efficiency, and offline computational cost. Six
key indicators are considered, including the number of network parameters, model size,
floating-point operations (FLOPs), inference time, BO search time and training time. The
results are shown in Table 13.

Table 13. Complexity and deployment feasibility metrics of the BO-PatchDiffFormer model on the
CS2 series test batteries, including the number of parameters, FLOPs, model size, inference time, BO

search time, and training time.

Test Battery

Parameters FLOPs (M) Size (MB)

Inference Time BO Search Time Training Time
(ms/cycle) (min) (min)

CS2_35
CS2_36
CS2_37
CS2_38

518,417
84,485
188,177
126,279

21.67 2.07 0.84 46.64 4.18
3.87 0.34 0.96 36.28 4.18
8.21 0.75 0.88 42.32 4.07
5.79 0.51 1.18 35.42 5.18
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Overall, the number of parameters of the model on the four test batteries is less than
0.52 million, and the model size is less than 2.1 MB, indicating that the architecture of BO-
PatchDiffFormer is relatively lightweight. The model training time ranges from 4.07 to
5.18 min across the four test cases. In terms of online inference efficiency, the single-sam-
ple inference time of the model on all four test batteries remains at the millisecond level,
indicating low computational overhead.

Although the BO-PatchDiffFormer model achieves high online inference efficiency,
the Bayesian optimization algorithm introduces additional offline optimization search
cost. The BO search time for the four test batteries ranges from 35.42 to 46.64 min. It is
worth noting that the BO search process is only used for offline hyperparameter optimi-
zation and does not participate in online inference after model deployment. Therefore, the
time cost introduced by BO can be regarded as a one-time optimization cost during the
model development stage.

In addition, from the perspective of input data acquisition, the data required for con-
structing the IC-peak-centered local voltage—capacity segments are derived from routine
monitoring information in the BMS. Therefore, the proposed method does not require ad-
ditional complex sensors, and only needs to perform feature extraction and model infer-
ence based on the charging data.

In summary, the BO-PatchDiffFormer model achieves a good trade-off among model
complexity, offline computational cost, online inference efficiency, and SOH estimation
accuracy. These results indicate that the proposed method has good application potential
for BMSs with relatively limited computational resources and practical requirements for
online estimation efficiency.

5.7. Cross-Cell Generalization Analysis on the CX2 Series

To further examine the applicability of the proposed SOH estimation method to an
additional battery series, CX2_34 and CX2_36 are used for cross-cell generalization exper-
iments within the CX2 series. As described in Section 2.2, the CX2 series differs from the
CS2 series in discharge current, rated capacity, and other operating characteristics. More-
over, due to differences in internal structure, the capacity degradation curves of the CX2
series batteries exhibit more pronounced linear degradation characteristics than those of
the CS2 series batteries. The model training strategy is similar to that described in Section
4. Specifically, when CX2_34 is used as the test battery, CX2_36 is used as the training
battery, and vice versa. For Bayesian optimization, the data from the training battery are
further partitioned into training and validation sets with an 8:2 ratio for automatic hy-
perparameter optimization. Each experiment was independently repeated 10 times using
different random seeds.

Figure 11 shows the SOH estimation curves of the BO-PatchDiffFormer model during
the full-cycle degradation process of CX2_34 and CX2_36, as well as the variation of esti-
mation errors with battery cycle number. The results indicate that BO-PatchDiffFormer
can accurately follow the overall degradation trend of the true SOH on both CX2_34 and
CX2_36. Even when capacity regeneration occurs, or when local abrupt capacity drops are
observed in the later degradation stage, the model can still capture the SOH variation
trend in a relatively stable manner. The error curves further show that the two test batter-
ies maintain high estimation accuracy in most cycles, with certain error peaks appearing
only in cycle intervals where local capacity fluctuations are relatively obvious in the later
degradation stage. Combined with the SOH estimation performance metrics of the BO-
PatchDiffFormer model on these two test batteries listed in Table 14, the mean R?, RMSE,
MAE, and MAPE values over 10 independent runs on CX2_34 are 0.9903, 1.4252%,
1.0883%, and 1.5988%, respectively, while those on CX2_36 are 0.9837, 1.7825%, 1.5279%,
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and 2.1974%, respectively. These results quantitatively verify the cross-cell generalization
capability of the proposed method within the CX2 series.
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Figure 11. Full-cycle SOH estimation curves and error distributions of the proposed BO-PatchDiff-
Former model on the CX2 series batteries: (a) CX2_34; (b) CX2_36. The black solid line denotes the
actual SOH, the red dashed line denotes the estimated SOH, and the blue line denotes the estimation
error.
Table 14. SOH estimation performance of the BO-PatchDiffFormer model on the CX2 series test
batteries.
Test Battery Model R? RMSE (%) MAE (%) MAPE (%)
CX2_34 BO-PatchDiffFormer 0.9903 +0.0003  1.4252+0.0387  1.0883 £0.0296  1.5988 +0.0418
CX2_36 BO-PatchDiffFormer 0.9837 £0.0006  1.7825+0.0536  1.5279+0.0413  2.1974 + 0.0579

Note: The results are reported as the mean + standard deviation over 10 independent runs with

different random seeds.

In summary, the experimental results on the CS2 and CX2 series batteries confirm
that the proposed method provides consistent and accurate SOH predictions across dif-
ferent test batteries. Moreover, it demonstrates reliable cross-cell prediction performance
within both battery series and maintains strong robustness under different degradation
characteristics.

5.8. Limitations and Future Work

Despite the satisfactory estimation performance, several limitations remain. First, the
current peak-identification strategy independently identifies the dominant IC peak in
each cycle by selecting the local maximum with the largest amplitude. Although this cy-
cle-wise strategy can accommodate gradual changes in peak amplitude and voltage posi-
tion, it does not explicitly exploit the continuity of peak evolution across consecutive cy-
cles. Under severe aging conditions, peak splitting, substantial peak attenuation, peak dis-
appearance, and competition among multiple local maxima may reduce the robustness of
dominant-peak identification. Future work will investigate continuity-constrained multi-
peak tracking, adaptive peak-search intervals, and boundary-aware feature extraction to
further improve the robustness of feature construction under severe aging conditions.

Second, due to limitations of the CALCE dataset, independent electrochemical diag-
nostic measurements and quantitative degradation-mode indicators are not available, in-
cluding electrochemical impedance spectroscopy measurements and quantitative

https://doi.org/10.3390/en19153687



Energies 2026, 19, 3687

29 of 32

information on loss of lithium inventory and loss of active material. Therefore, although
the evolution of IC-peak amplitude, position, and local morphology can be qualitatively
associated with battery degradation, the contributions of specific degradation mecha-
nisms cannot be separately quantified in this study. In future research, we will further
combine IC analysis with electrochemical impedance spectroscopy, degradation-mode
identification, and post-mortem characterization to quantitatively investigate the relation-
ships between IC-peak evolution and specific electrochemical degradation mechanisms,
thereby further improving the physical interpretability of the proposed feature construc-
tion method.

6. Conclusions

This study proposes a BO-PatchDiffFormer model for lithium-ion battery SOH esti-
mation by integrating interpretable feature engineering. Based on incremental capacity
analysis (ICA), the IC peak position in each cycle is identified, and a local voltage window
is constructed around the corresponding IC peak voltage. The local voltage—capacity seg-
ments within the window are then extracted as model inputs. In this way, the feature
construction process can be associated with the electrochemical mechanisms during bat-
tery aging. For model construction, patch embedding is combined with a multi-head dif-
ferential self-attention mechanism to improve the Transformer encoder, enabling it to
jointly capture local variations and the overall morphology within each cycle-wise feature
segment. Bayesian optimization is further employed to adaptively search for key hyperpa-
rameters. The main scientific contribution lies in the task-oriented coupling of physically
motivated feature construction with a feature-segment-oriented Transformer architecture.

The prediction curves and evaluation metrics from the CALCE-CS2 experiments
qualitatively and quantitatively demonstrate that the proposed method outperforms base-
line models such as TCN-LSTM on all four test batteries. Specifically, the BO-PatchDiff-
Former model achieves mean MAE values of 0.8156%, 1.0900%, 1.5149%, and 1.0429% on
the C52_35, CS2_36, CS2_37, and CS2_38 test batteries, respectively. Relative to the best-
performing baseline model, the maximum reduction in the mean MAE reaches 23.76%.
For the CX2_34 and CX2_36 test batteries, the averages of the mean RMSE and mean MAE
values are 1.6039% and 1.3081%, respectively. These results indicate that the method is
applicable to different lithium-ion battery types and exhibits good cross-cell generaliza-
tion capability within each battery series. In addition, the computational complexity anal-
ysis across different batteries shows that the maximum model size is only 2.07 MB, and
the single-sample online inference time remains within 0.84-1.18 ms. The ablation study
further confirms the contributions of patch embedding, multi-head differential self-atten-
tion, and Bayesian optimization, while the sensitivity and limited-training-data analyses
demonstrate the stability of the proposed method under different experimental settings.
The stage-wise error analysis also indicates that the estimation errors generally increase
in the late degradation stage. The experimental results indicate that the proposed model
achieves a good balance between computational efficiency and estimation accuracy,
showing good deployment and application potential on resource-constrained embedded
devices.

Nevertheless, the current validation is mainly based on publicly available laboratory
aging datasets. Under severe aging conditions, peak splitting, attenuation, or disappear-
ance may affect dominant-peak identification, while the lack of independent electrochem-
ical diagnostic measurements limits the quantitative interpretation of specific degradation
mechanisms. Future work will investigate more robust peak-tracking and feature-con-
struction strategies, incomplete charging data, complex temperature and noise conditions,
and the combination of IC analysis with electrochemical diagnostic measurements.
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