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Abstract

Existing origin-destination (OD) forecasting models struggle to jointly capture local topol-
ogy and global flow patterns in urban mobility. Therefore, we developed a multi-view
spatio-temporal network (MVSTN), a novel dual-branch spatio-temporal model that inte-
grates a graph convolutional network-based local spatial relationship module for static and
dynamic graph modeling, and a self-attention-based global similarity module for learning
latent mobility similarities. MVSTN achieves superior performance on multiple real-world
datasets, particularly in long-term forecasts, highlighting its practical value for intelligent
transportation systems.

Keywords: origin-destination demand forecasting; spatio-temporal networks; dynamic
feature extraction; urban transportation modeling

1. Introduction

With rapid urbanization, city traffic systems have grown increasingly complex and
unpredictable [1]. Forecasting transportation demand between regions is vital for improv-
ing mobility and optimizing limited resources. The origin-destination (OD) matrix, which
records trip volumes between regions, is a key tool for understanding traffic flows [2].

OD forecasting faces the following challenges.

1.  Complex spatio-temporal dependencies
Traffic flows are influenced by factors such as station layout, inter-station distance,
and unexpected events, leading to non-linear and highly dynamic patterns that static
models struggle to capture [2,3].

2. Insufficient modeling of dynamic flow relationships
Existing methods often fail to effectively capture evolving inter-regional dependencies
and the impact of real-time external factors such as weather or accidents, limiting
their responsiveness [3].

3. Poor integration of static and dynamic features
Many approaches treat static (e.g., road structure) and dynamic (e.g., flow data)
features separately, missing the opportunity to jointly model them, which reduces
flexibility and predictive accuracy in real-world scenarios.
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To address these challenges, we developed a multi-view spatio-temporal network
(MVSTN) that combines graph convolutional networks (GCNs) [4] and self-attention [5].
GCNis capture local spatial structure from static and dynamic graphs, while self-attention
models global flow patterns. Together, they enable accurate, adaptable OD forecasting.
Using MVSTN, we modeled static and dynamic spatial graphs and designed a flow simi-
larity block using self-attention to capture latent flow patterns. MVSTN was validated on
three real-world datasets, where it consistently outperforms state-of-the-art methods across
various forecasting scenarios.

2. Related Work

Related studies on OD matrix forecasting are grouped into traditional methods, deep
learning models, and memory updating approaches. Traditional methods, such as re-
gression [6] and Bayesian estimation [7], offer simplicity and interpretability but struggle
to model the non-linear, spatio-temporal nature of traffic flows. Deep learning models,
including convolutional neural networks and long short-term memory networks [2,8],
enhance temporal and spatial learning, while graph-based approaches, including GCNs [4],
improve spatial representation. However, these models often face scalability and efficiency
issues. Memory updating approaches aim to capture real-time changes through memory
mechanisms and evolving graphs, with recent methods such as CDOD [9] showing im-
proved adaptability. The developed MVSTN combines multi-view GCNs and self-attention
to effectively model both static and dynamic spatial features, achieving more accurate and
responsive OD predictions.

Construction of Graphs

Figure 1 illustrates the concepts and graph structures used in MVSTN. Each node
corresponds to a traffic region, such as a station or administrative area. The OD matrix
captures traffic flow between nodes during a given time interval.
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Figure 1. Origin-destination matrix and graph construction. The arrows in the upper figure represent
the directional traffic flow, where the color intensity indicates different flow magnitudes. Figures
(a—c) in the lower panel show the results transformed into an OD matrix, a geographical relationship
graph, and a dynamic relationship graph, respectively.

To model spatial and dynamic relationships, we construct two types of graphs.

e  The geographical relationship graph [10] shows how areas are connected based on the
road network. This is a static graph where nearby regions are linked.
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e A dynamic relationship graph represents traffic flow patterns between regions. This
graph is built from OD flow data and reflects the similarity and interaction strength
between regions over time.

We predicted future OD matrices. Given past OD data, geographic information,
dynamic relationships, and external factors like weather, our goal is to accurately forecast
the OD matrix for the next time intervals.

3. Methodology
3.1. Model Architecture

As shown in Figure 2, the MVSTN framework first processes the OD matrix and related
graphs through two spatial modules. The local spatial relationship module uses GCNs to
capture local correlations from the geographic and dynamic relationship graphs. In parallel,
the global similarity attention module applies a self-attention mechanism to the OD matrix
and dynamic relationship graph, capturing broader spatial dependencies and temporal
variations. The resulting spatial features are then passed to a two-layer gated recurrent
unit (GRU) network, which models temporal patterns and predicts future OD matrices.
By combining these components, MVSTN effectively captures complex spatio-temporal
relationships for accurate and robust OD forecasting.

@eogra phical Relationship Graph

Local Spatial Relationship Module

. %

/_Dynamic Relationship Gra ph\ Flow 4
p— Relationship Block

Temporal target OD

A ) .
Spatial :
¢ / \‘0 Embedding | == Prediction = matrix

\ ! Global Similarity Attention Module Module Ioecasiing
0. -

- 0
= = A Similarity Block
/ Origin-Destination Matrix Y 07 I

A B CDE
N B Geographical 7
= Similarity Block T

[ I

additional inputs }

Figure 2. Architecture of the MVSTN framework.

3.1.1. Local Spatial Relationship Module

The local spatial relationship module focuses on capturing the localized spatial depen-
dencies in the traffic network. It contains the following components.

e  Geographical relationship block: This block applies GCNs to the geographical relation-
ship graph, which encodes the static structure of the road network. By learning from ad-
jacent regions, it captures the inherent spatial patterns based on geographic proximity.

e Flow relationship block: This block also uses GCNs, but processes the Dynamic
Relationship Graph, which represents the real-time flow interactions between regions.
By learning from dynamic flow patterns, it captures short-term variations and the
evolving relationships between areas.
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These two blocks extract different aspects of the spatial information—one from static
connectivity and the other from dynamic flow similarity—and provide a comprehensive
understanding of the traffic network’s local spatial structure.

3.1.2. Global Similarity Attention Module

The Global similarity attention module aims to capture long-range spatial dependen-
cies and uncover hidden relationships between non-contiguous spatial units. This module
consists of three main components.

e  Geographical similarity block: This block applies a self-attention mechanism to the
OD matrix, learning functional similarities between regions that may not be directly
connected but share similar spatial or temporal patterns.

e  Flow similarity block: This block uses self-attention on the Dynamic Relationship
Graph to capture evolving flow-based similarities between areas, identifying hidden
traffic flow patterns across the network.

e  Similarity gate: To balance the contributions of the two similarity blocks, the Similarity
Gate dynamically adjusts the weights of static and dynamic similarities, enhanc-
ing the model’s ability to flexibly integrate both types of features under different
traffic scenarios.

The modules collectively enable the model to go beyond local connections and dynam-
ically focus on globally relevant regions, enhancing the spatial representation of the OD
forecasting task. Additional external factors, such as weather data, are incorporated along-
side the outputs of the local spatial relationship and global similarity attention modules.
All inputs are fused into a unified spatial representation through fully connected layers,
which serve as input to the temporal attention module.

3.1.3. Temporal Attention Module

The spatial features are passed to a two-layer gated recurrent unit (GRU) framework,
which models the temporal dependencies of traffic flows. The GRU encoder captures
sequential patterns from historical data, while the decoder generates multi-step predictions
for future time intervals. This design allows the model to learn both short-term fluctuations
and long-term periodic trends in the traffic flow. After receiving the GRU decoder result, we
obtain the target OD matrices by concatenating the predicted results with the target length.

4. Result and Discussion
4.1. Datasets

We experimented with three real-world datasets from different domains, covering
both traffic flow and crowd mobility.

1.  The New York City Taxi (TaxiNYC) dataset [10] contains over 40 million taxi trips
in Manhattan, aggregated into 69 zones at 30 min intervals. Data from January to
June 2019 is used for training, July for validation, and August for testing.

2. The New York City Bike (BikeNYC) dataset [11] includes public bike-sharing trip data
collected in the same 69 zones and time range as TaxiNYC, also at 30 min resolution
and with the same data split.

3.  The Japanese Human Trajectory (JHT) dataset [12] includes over 5 million mobility
records across Japan’s 47 prefectures, with daily resolution. Data from 2020 is used
for training, January 2021 for validation, and February 2021 for testing.

4. For TaxiNYC and BikeNYC, we incorporate weather data [11] (e.g., temperature, Hu-
midity, wind speed) and 23 categorical conditions. Numerical features are normalized
to [0, 1], and categorical features are one-hot encoded.
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4.2. Baselines

We evaluated MVSTN against a wide range of baseline models, categorized into three
groups: sequence-based models, which focus on temporal patterns without modeling spa-
tial relationships (e.g., recurrent neural networks with LSTM [13]); spatio-temporal models,
which incorporate spatial and temporal dependencies using grid-based or graph-based
structures (e.g., spatio-temporal graph convolutional network (STGCN) [14], Graph En-
hanced Multi-scale Learning (GEML) [15], contextual spatio-temporal network (CSTN) [11],
multi-path graph convolutional network (MPGCN) [16]); and dynamic graph learning mod-
els, which adaptively learn evolving spatial relationships through graph construction and
message passing (e.g., origin-destination convolution recurrent network (ODCRN) [12], con-
textual modeling for OD prediction (CMOD) [17], cross-domain OD prediction (CDOD) [9]).
These baselines cover the major modeling paradigms for OD prediction, allowing for a
comprehensive evaluation of MVSTN's effectiveness under different forecasting scenarios.

4.3. Evaluation Metrics and Experiment Settings

We evaluated the prediction performance using mean absolute error (MAE) and root
mean square error (RMSE). These metrics measure the difference between the predicted
and actual OD matrices, reflecting the overall prediction accuracy. MVSTN was executed
with the following hyperparameter settings: In the model, we configured the number of
GCN layers and self-attention layers to be 2. We used the Adam optimizer in this training
process and set the learning rate to 1 x 10~2. For the feature representation, the dimension
of node embeddings was set as 128. For the training operation, we set training epochs to
500 and the batch size to 64.

4.4. Performance Comparison

We evaluated the prediction performance of MVSTN against multiple baselines
across different datasets and spatio-temporal scenarios. Through experiments on TaxiNYC
(Table 1), BikeNYC (Table 2), and JHT (Table 3) datasets, we demonstrate that MVSTN
consistently outperforms traditional models and existing spatio-temporal neural networks
in both MAE and RMSE. The results highlight MVSTN’s ability to capture complex spatio-
temporal patterns and its adaptability to varying data sparsity and flow dynamics. We
also analyze the model’s performance under different prediction horizons and show that it
maintains stable accuracy across both short-term and long-term forecasting tasks. The best
performance is highlighted in bold, and the second-best performance is underlined.

Table 1. Performance comparison on TaxiNYC dataset.

Prediction Length 1 2 7 14
Method MAE RMSE MAE RMSE MAE RMSE MAE RMSE
LSTM 0.9875 24113 1.0148 25438 12053  2.7541 1.2446 2.8657
STGCN 0.5808 1.5659 0.5876 1.5952  0.5980 1.7091 0.6144 1.7463
CSTN 0.6124 1.7220 0.6124 1.7437 0.6229 1.7954 0.6339 1.8076
GEML 0.5627 14690 05667 15213 05740 15763 0.5811 1.5984
MPGCN 0.5544 14343 0.5563 1.4698 0.5711 14724 0.5769 1.4830
ODCRN 0.5613 1.4449 0.5637 14910 0.5721 1.6418 0.5853 1.6557
CMOD 0.5471 14065 05514 14135 05633 14247 05725 1.4310
CDOD 0.5438 1.3664 0.5490 14095 05586 1.4039 0.5711 1.4258
MVSTN 0.5406 1.2891 0.5439 1.3230 0.5527  1.3249 0.5702 1.3841
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Table 2. Performance comparison on the BikeNYC dataset.
Prediction Length 1 7 14
Method MAE RMSE MAE RMSE Method MAE RMSE MAE
LSTM 0.2603 0.8960 02775 0.9623 03128  1.0652 0.3418 1.1453
STGCN 0.1542 0.7220 0.1565 0.7302  0.1573  0.7386 0.1584 0.7665
CSTN 0.1604 0.7525 0.1614 0.7685 0.1631  0.7954 0.1679 0.8459
GEML 0.1512 0.7136 0.1544 0.7461  0.1552  0.7280 0.1588 0.7363
MPGCN 0.1477 0.6894 0.1479 0.6920 0.1483  0.6952 0.1493 0.7104
ODCRN 0.1493 0.7140 0.1574 0.7876  0.1646  0.8134 0.1723  0.8939
CMOD 01372 0.6911 0.1397 0.7015  0.1430  0.7088 0.1453 0.7230
CDOD 0.1365 0.6756 0.1364 0.6762  0.1370  0.6763 0.1382 0.6776
MVSTN 0.1352 0.6749 0.1361 0.6752 0.1366  0.6741 0.1372 0.6770
Table 3. Performance comparison on the JHT dataset.
Prediction Length 1 7 14
Method MAE RMSE MAE RMSE Method MAE RMSE MAE
LSTM 0.2284 0.5667 02651 0.6886  0.3517 0.8654 0.6496 1.3625
STGCN 0.1465 0.3803 0.1551 0.4057 0.2290 0.5647 0.3659 0.9271
CSTN 0.1731 0.5263 0.1920 0.5665 02781  0.7544 0.3963 1.0311
GEML 0.1679 0.4637 0.1781 0.5340 0.2518 0.5962 0.3773 0.9651
MPGCN 0.1537 0.4283 0.1664 0.4832 0.2463  0.6207 0.3655 0.9223
ODCRN 0.1355 0.2892 0.1507 0.3861 0.1989  0.4965 0.2463 0.5837
CMOD 0.1443 0.3258 0.1693 04558 02166  0.5604 0.2477 0.5940
CDOD 0.1456 0.3778 0.1601 0.4486  0.2558  0.6090 0.3267 0.8311
MVSTN 0.1412 0.3033 0.1539 0.4050 0.2029  0.5291 0.2375 0.5615

4.5. Ablation Study and Hyperparameter Sensitivity Study

To validate the effectiveness of key components and assess model robustness, we

conduct an ablation study (Tables 4 and 5) and a hyperparameter sensitivity analysis

(Figure 3). The ablation results demonstrate that both the Local Spatial Relationship

Module and the Global Similarity Attention Module contribute significantly to overall

performance. In particular, the dynamic relationship graph plays a crucial role in capturing

dynamic flow patterns. Removing any of these modules results in a notable decline in

prediction accuracy, highlighting their importance in the MVSTN framework.

Table 4. Ablation study on short-term forecasting.

Dataset TaxiNYC BikeNYC JHT
Prediction Length 1 1 1
Method MAE RMSE MAE RMSE MAE RMSE
Full model 0.5406 1.2891 0.1357 0.6748 0.1412 0.3033
Without Weather 0.5534 1.3122 0.1358 0.6748 - -
Without Gate 0.5559 1.3330 0.1359 0.6749 0.1431 0.3149
Without FS (Flow Similarity) 0.5814 1.4431 0.1358 0.6748 0.1558 0.4195
Without GS (Geographical Similarity) 0.6038 1.5141 0.1359 0.6750 0.1597 0.4540
Without DG (Dynamic Relationship Graph)  0.6281 1.6435 0.1361 0.6767 0.1621 0.4838

Additionally, we analyzed the impact of hyperparameters such as the number of
attention heads, GCN layers, and GRU hidden dimensions. Results indicate that while
increasing model capacity improves performance initially, overly complex settings may

cause overfitting or diminishing returns. These analyses confirm that MVSTN’s design and

parameter settings effectively balance model complexity and predictive accuracy.
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Table 5. Ablation study on long-term forecasting.
Dataset TaxiNYC BikeNYC JHT
Prediction Length 1 1 1
Method MAE RMSE MAE Method MAE RMSE
Full model 0.5527 1.3249 0.1360 0.6742 0.2029 0.5291
Without Weather 0.5591 1.3328 0.1365 0.6744 - -
Without Gate 0.5624 1.3476 0.1366 0.6747 0.2178 0.5695
Without FS 0.6029 1.4927 0.1367 0.6751 0.2353 0.5839
Without GS 0.6154 1.5462 0.1367 0.6754 0.2560 0.6026
Without DG 0.6725 1.8583 0.1373 0.6772 0.2625 0.6142
20 MAE MAE MAE
RMSE RMSE RMSE
18 5 16
16 14
14
12
12 3
10
10
24
o6{ o I 06 —u
H 1 3 3 H ) 64 128 256
(a) Number of Self-attention layers (b) Number of GCN layers (c) Dimension of node-representation

Figure 3. Effect of hyperparameter.

5. Conclusions

We developed MVSTN for OD matrix forecasting. By integrating graph convolution
and self-attention mechanisms, MVSTN effectively captures both local spatial structures
and global dynamic flow patterns. Experimental results on three real-world datasets demon-
strate that MVSTN achieves superior accuracy compared to existing methods, especially in
scenarios with complex traffic dynamics and sparse OD data. The study highlights the im-
portance of combining static and dynamic spatial relationships and modeling fine-grained
temporal patterns for accurate transportation demand forecasting.

It is necessary to explore several extensions of MVSTN. First, we aim to improve its
scalability for larger-scale urban traffic networks and longer forecasting horizons. Second,
incorporating additional dynamic factors such as social events or real-time traffic incidents
may further enhance the model’s adaptability. Finally, extending the MVSTN framework
to other domains, such as logistics or public health mobility analysis, could broaden its
applicability beyond urban transportation forecasting.
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