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Abstract

Substantial growth has been observed in large language models (LLMs), which are increas-
ingly applied across various fields. The integration of vision-language models trained on
Internet-scale data into end-to-end robotic control systems to enhance generalization and
enable emergent semantic reasoning is studied. A small-size mobile robot with a 6 DoF
arm is designed and developed in order to study and test a control approach utilizing
vision-language models trained on Internet-scale data. The current work studies whether
an LLM (GPT-4) can directly predict sequences of commands for mobile robot control to
execute given tasks. An algorithm for measuring distance among objects is developed
because the robot has only one camera and there are no other sensors for distance measure-
ment. The performance of a single task-agnostic prompt, devoid of in-context examples,
motion primitives, or external trajectory optimizers, in executing various tasks is evaluated.
Furthermore, a framework that leverages multimodal GPT-4 to enhance task planning by
integrating natural language instructions with robot visual perceptions is proposed. Indoor
experiments show that the robot could execute different tasks such as moving to various
objects that surround us in rooms and offices. Users write/input commands on the PC and
the robot executes them.

Keywords: multimodal machine learning; zero-shot learning; robot control; vision-language
models; GPT-4 robotics

1. Introduction

Traditionally, control of robots refers to predefined models and extensive task-specific
training, which limit their flexibility and adaptability in dynamic environments [1-4].
However, recent advancements in machine learning (ML) are driving the development of
more sophisticated and versatile control systems for robots [2-5]. ML techniques, including
reinforcement learning and deep learning, enhance robotic control by enabling robots
to learn from data and improve their decision-making capabilities autonomously. These
techniques empower robots to process sensory data, recognize patterns, and make real-time
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adjustments, which are critical for complex tasks such as navigation, object recognition,
and obstacle avoidance [2-5]. As a result, ML offers a promising path toward creating more
adaptive and intelligent robotic systems.

The research in multimodal learning, especially in computer vision, has advanced
rapidly over the past decade [3,5,6]. The potential of multimodal data streams and deep
learning algorithms has led to the widespread use of deep multimodal learning, where
models process and analyze various forms of real-world data, such as visual and textual
content. Six key areas in deep multimodal learning are studied [6]: data representation,
fusion techniques, multitask learning, alignment, transfer learning, and zero-shot learning.
Additionally, it surveys current applications, presents benchmark datasets, and discusses
the limitations and challenges of the field, offering insights for future research directions [6].

Most recently, research on the integration of large language models (LLMs) ap-
pears [7-13]. The application of LLMs in robotic control systems offers promising ad-
vancements in human-robot interaction and adaptability. Unlike traditional robots that rely
on explicit programming, LLMs enable robots to understand and execute complex instruc-
tions in natural language, enhancing their ability to interact with humans intuitively [7-13].
This capability allows robots to dynamically adapt to changing environments, learn new
tasks from context or demonstrations, and respond to user queries conversationally. In [7]
is studied and considered how vision-language models trained on Internet-scale data can
be incorporated directly into end-to-end robotic control to boost generalization and enable
emergent semantic reasoning. A study on applications and limitations of four methods in
several systems based on recent methods that integrate LLMs on robot has been done [8].
The potential of LLMs as high-level planners in robotics has recently been demonstrated
in [9], but it is often assumed that they lack the capability for low-level trajectory planning.
It is investigated whether GPT-4 can directly predict end-effector poses for manipulation
tasks using only object detection and segmentation vision models. The performance of a
single task-agnostic prompt was tested across 26 real-world tasks without using in-context
examples or trajectory optimizers. It was found that LLMs do indeed possess an un-
derstanding of low-level robot control sufficient for a range of common tasks, and that
they can additionally detect failures and then re-plan trajectories accordingly. Using an
Internet-scale pre-trained vision and language foundation model as the backbone of a robot
policy for producing personalized task plans to solve household multi-object rearrange-
ment tasks is considered [10]. VLMs: using them for assistive human-robot collaboration
in multi-object rearrangement tasks. Initial results on a one-step table setting task that
shows proof-of-concept for this method are presented. A comprehensive overview of the
integration of large language models (LLMs) and multimodal LLMs into various robotic
tasks is provided in this study. Also, in [11], another novel framework is proposed, utilizing
multimodal GPT-4 to enhance embodied task planning through the combination of natural
language instructions with robot visual perceptions. Results derived from diverse datasets
indicate that robot performance in embodied tasks is significantly improved by GPT-4. The
understanding of LLM-centric embodied intelligence is enriched by this extensive survey
and evaluation of LLMs and multimodal LLMs, offering forward-looking insights into
improving Human-Robot-Environment interaction and thereby bridging existing gaps in
communication and task execution.

The aim of the research is to study the application of multimodal machine learning
models combined with zero-shot learning (ZSL) techniques for robotic control. By inte-
grating multiple data modalities such as textual inputs, these models aim to enhance the
adaptability and functionality of robots in diverse and dynamic environments. Zero-shot
learning enables the model to recognize and respond to new, previously unseen commands
or tasks without additional training. It is very important and useful that the robot plans its
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trajectory and motion to the given object. This approach has the potential to significantly
improve the efficiency and versatility of robotic systems.

2. An Approach to Controlling a Mobile Robot with Multimodal
Machine Learning Models

A small-size mobile platform with a 6 DoF arm is designed and developed (Figure 1) in
order to study the application of multimodal machine learning models combined with zero-
shot learning (ZSL) techniques for robotic control. By integrating multiple data modalities
such as textual inputs, these models aim to enhance the adaptability and functionality of
robots in diverse and dynamic environments. Zero-shot learning enables the model to
recognize and respond to new, previously unseen commands or tasks without additional
training. This approach has the potential to significantly improve the efficiency and
versatility of robotic systems.

Figure 1. The developed mobile platform with a 6 DoF arm.

2.1. Development of a Mobile Robotic Platform

A four-well mobile platform is designed and developed (Figure 1) to test a robot
control approach based on vision-language models trained on Internet-scale data. It
consists of four 12 V brushless DC motors, a driver for motors, micro controller boards
Arduino and Jetson nano, Hama QHD camera, as well as a Braccio robot arm. Using
a camera, Arduino, and Jetson Nano together in a small robot combines their strengths
effectively. We should highlight that the robot only uses the camera sensor to measure
distance to various objects.

The camera captures visual data for computer vision, the Arduino manages real-time
control of hardware components, and the Jetson Nano processes the visual data and runs
machine learning algorithms (Figure 2). This setup enables the robot to see its environment,
analyze the data, and perform actions based on that analysis, making it ideal for testing
ML control algorithms and computer vision applications.

Arduino Uno (Arduino, Boston, MA, USA) is a microcontroller board based on the
ATmega328P (datasheet). It has 14 digital input/output pins (of which 6 can be used as
PWM outputs), 6 analog inputs, a 16 MHz ceramic resonator (CSTCE16M0V53-R0), a USB
connection, a power jack, an ICSP header and a reset button. It contains everything needed
to support the microcontroller; simply connect it to a computer with a USB cable or power
it with an AC-to-DC adapter or battery to get started [12]. The NVIDIA® Jetson Nano™
Developer Kit (NVIDIA, Santa Clara, CA, USA) is a compact, affordable Al computer
designed for modern Al workloads. It features a 128-core Maxwell GPU, a quad-core
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ARM Cortex-A57 CPU, 4 GB LPDDR4 RAM, and a microSD slot for storage. Connectivity
options include Gigabit Ethernet, USB 3.0 ports, HDMI, and DisplayPort. It has a 40-pin
GPIO header and MIPI CSI-2 camera connectors [13]. Running on NVIDIA's JetPack SDK,
it supports Al frameworks like TensorFlow and PyTorch. Suitable for Al, robotics, IoT,
and prototyping, it offers a balance of performance and power efficiency, making it ideal
for developers and researchers. The TinkerKit Braccio is a fully operational robotic arm,
controlled via Arduino [14]. It can be assembled in several ways for multiple tasks such as
moving objects.

aw romemaas
7 T YAy
[

(b)

Figure 2. The main electronic hardware of the mobile platform with a 6 DoF arm: (a) Arduino Uno;
(b) Jetson Nano.

2.2. Architecture of the Mobile Robotic Platform

In our study, the developed mobile robot utilizes large language models (LLMs) to
process natural language instructions and generate actionable plans in the form of detailed
step-by-step procedures or executable code. The architecture of the system consists of three
interconnected modules (Figure 3).

Commands:

: Cloud
For\lt‘ar . Multimodal
B.ac wan Model
Right
Left
Stop
{frame + prompt} {F.B,R, L, S}
{frame}

Figure 3. The architecture of the developed mobile platform with a 6 DoF arm.

The first module is the client, which is represented by the laptop. Users input their
tasks through this interface, specifying what they want the robot to do.

The third module is the cloud, which houses the multimodal model, such as ChatGPT-
4 in our research. When the user provides input, this information is sent to the cloud.
The multimodal model processes the input to generate a description of the desired tasks
and returns low-level commands to the laptop. These commands are translated from the
task descriptions into specific instructions for the robot, which include: ‘F’ for forward,
‘B’ for backward, ‘L’ for left, ‘R’ for right, and ‘S’ for stop. The robot then executes these
commands to carry out the tasks specified by the user.
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3. Robot Software

The control software for the robot is developed using Python 3.12.0, as depicted in
Figure 4. The software operates on two distinct levels: low-level control and high-level task
management. The low-level control involves direct manipulation of the robot’s movement,
including commands to move forward, reverse, stop, turn left, or turn right. This is
achieved by adjusting the wheel movements accordingly.
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Figure 4. Robot software. The left picture shows a view from the robot’s camera and models
prediction. The next picture in the middle shows depth estimation.

At the high level, the software interacts with a multimodal model through API calls.
The user’s input is processed in two parts. The first part is task-agnostic and remains
consistent; it instructs the multimodal model that it will receive camera frames and must
respond with a command corresponding to one of the following actions: forward (‘F’),
backward (‘B’), stop (‘S’), turn left (L"), or turn right (‘R’). The second part is task-specific
and is provided in natural language, describing the specific task to be performed.

These two prompts are concatenated and, along with the latest frame from the robot’s
camera, are sent to the cloud-based multimodal model. The model then returns a single-
letter command, which the laptop translates into actionable instructions for the robot.

In our indoor experiments, the robot’s task was to identify, move towards, and stop
near a specified object within an office environment. The left side of Figure 4 illustrates the
view from the robot’s camera, where the next command is shown in green capital letters.
For example, the letter ‘S’ indicates that the robot will stop. An algorithm for distance
measurement among objects is employed due to the robot being equipped with only a
single camera, as shown in the middle of Figure 4. Objects in close proximity to the robot
are highlighted in red and yellow.

Our experimental results demonstrate that the robot is able to identify, approach, and
stop near the target object with relatively high precision. However, the overall speed of
operation is limited due to delays in each iteration of the process.

4. Conclusions

This study reveals the potential of combining multimodal machine learning models
with zero-shot learning techniques for advanced robotic control. The resulting systems
exhibit enhanced flexibility and intelligence, paving the way for more versatile robotic
applications in diverse fields. The key insight is that multimodal foundational models
enable robots to perform complex tasks using zero-shot learning with minimal prior
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training. A mobile platform with a 6 DoF robot arm has been designed and developed to
test robot control using language and vision models. It is equipped with only one camera
sensor for distance measurement, and there are no other sensors for this purpose.

Different prompt inputs are written for executing various tasks. Experiments show
that the robot successfully performs tasks such as locating objects specified in the prompt,
moving to these objects, and stopping near them. The robot is able to recognize objects
in rooms and reach the objects specified in the prompt. The precision is relatively good,
but the speed is slow. There is some delay in each step of the robot’s motion because each
frame from the robot’s camera is transmitted to the cloud, where the multimodal model
sends the next command.

Zero-shot learning facilitates rapid deployment and adaptation in dynamic environ-
ments without extensive retraining. Moreover, the ability to translate high-level objectives
into precise low-level commands allows for accurate task execution based on visual and
textual data. Multimodal foundational models significantly advance robot control by en-
abling zero-shot learning and precise execution of low-level commands, thereby enhancing
their utility in various applications.

Future research will focus on three main areas. The first will involve controlling the
robot arm to perform different tasks by utilizing advanced algorithms to enhance precision.
The second will include conducting experiments with various prompts to improve the
performance and responsiveness of multimodal models in different scenarios. The third
will be on fine-tuning local foundational models to increase their efficiency and adaptability
for specific tasks and environments.
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