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Abstract

The rapid growth of e-commerce has intensified operational and sustainability challenges
in urban last-mile delivery, necessitating routing methods that perform reliably under re-
alistic traffic and spatial conditions. This study evaluates three routing algorithms, Near-
est Neighbor (NN), Clarke-WrightSavings (CWS), and Ant Colony Optimization (ACO),
using 1764 real-world Amazon delivery stops grouped into ten operational clusters in the
Nashville metropolitan area. Travel distances and times were obtained through the
Google Maps Distance Matrix API in driving mode to reflect actual road network struc-
ture and typical traffic conditions. Substantial performance differences were observed
across algorithms and cluster configurations. NN achieved a strong performance in com-
pact clusters (18.43 miles and 58.48 min in Cluster 4) but performed poorly in dispersed
clusters (82.44 miles and 196.48 min in Cluster 9), reflecting high sensitivity to spatial dis-
persion. In contrast, CWS consistently reduced travel distance and time across clusters,
achieving the shortest observed route (18.50 miles and 47.82 min in Cluster 10). Relative
to ACO, CWS reduced travel distance by up to 42% (Cluster 9) and reduced travel time
by over 45% in high-dispersion clusters. ACO exhibited the highest variability, with dis-
tances reaching 98.77 miles and travel times exceeding 218 min. Multi-criteria evaluation
using efficiency ratios, distributional analysis, performance quadrant visualization, and a
Composite Performance Index (CPI) confirmed the dominance of CWS. CPI scores of 1.00
(CWS), 0.78 (NN), and 0.00 (ACO) reflected balanced spatial and temporal efficiency un-
der identical traffic-informed inputs. The results demonstrate that deterministic savings-
based routing provides superior stability, efficiency, and scalability in semi-static urban
delivery systems. However, the present study did not benchmark the evaluated algo-
rithms against state-of-the-art exact TSP solvers (e.g., Concorde, LKH) or more recent me-
taheuristics such as Genetic Algorithms or Variable Neighborhood Search. The objective
was to provide a controlled empirical comparison under consistent traffic-informed cost
matrices rather than to establish global optimality bounds. Consequently, while the find-
ings strongly support the relative superiority of the Clarke-Wright Savings approach
within the evaluated framework, future research incorporating advanced exact and hy-
brid optimization methods would further contextualize algorithmic performance.

Keywords: traveling salesman problem; nearest neighbor; ant colony optimization;
Clarke-Wright Savings; last-mile delivery
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1. Introduction

The rapid growth of e-commerce has significantly increased consumer demand for
efficient, cost-effective, and timely delivery services, especially in urban areas. The last-
mile delivery stage, defined as the final segment in the logistics chain where goods are
transported from a distribution center or local facility directly to the consumer, has be-
come one of the most critical challenges facing logistics and e-commerce companies today
[1]. This critical stage can account for up to 53% of the total shipment cost, and inefficien-
cies during this phase directly impact customer satisfaction, operational costs, and envi-
ronmental sustainability [2]. The last-mile delivery problem closely aligns with the classi-
cal Traveling Salesman Problem (TSP), a well-known combinatorial optimization issue
extensively studied in operations research. The TSP involves determining the shortest
possible route that visits a given set of locations exactly once and returns to the original
point [3]. This optimization challenge directly mirrors the practical realities of delivery
routes faced by companies such as Amazon, where packages must be efficiently distrib-
uted across a vast number of locations within stringent timeframes.

Given its complexity, the TSP is classified as a nondeterministic polynomial hard
problem, indicating that there are no known algorithms capable of solving all instances of
TSP efficiently (within polynomial time) [4]. Consequently, researchers and industry pro-
fessionals have devoted significant efforts to developing heuristic and metaheuristic algo-
rithms capable of generating near-optimal solutions within reasonable computational
timeframes. This research will specifically evaluate the performance of three prominent
optimization algorithms applied to the TSP within the context of last-mile delivery. These
algorithms include the Nearest Neighbor heuristic, the Clarke-Wright Savings Algorithm,
and Ant Colony Optimization (ACO). Each algorithm offers unique advantages and lim-
itations in handling large datasets and complex logistical scenarios. The Nearest Neighbor
(NN) algorithm is one of the simplest and fastest heuristic methods available, which se-
lects the nearest unvisited node sequentially; however, it does not guarantee optimal so-
lutions and is susceptible to suboptimal local minima [5]. The Clarke-Wright Savings Al-
gorithm represents a classical heuristic method widely used for route optimization due to
its simplicity and speed, especially effective for smaller problem instances or situations
requiring rapid solution turnaround [6]. Finally, the Ant Colony Optimization (ACO), in-
spired by the natural foraging behaviors of ants, is a probabilistic technique that iteratively
improves solutions based on pheromone trails that guide solution construction, proving
effective in dynamically changing environments [7].

In real-world delivery operations, one of the most unpredictable and impactful fac-
tors is traffic congestion. Drivers often encounter delays that cannot be anticipated at the
time of departure from the distribution center, leading to missed delivery windows. These
delays are typically not due to driver inefficiency but rather external variables such as
highway congestion and sudden traffic incidents. Such inefficiencies not only compromise
customer satisfaction but also contribute to increased fuel consumption and greenhouse
gas emissions. Therefore, reducing travel time is not merely a logistical concern but also
an environmental imperative. This study explores how real-time traffic data can be incor-
porated into route optimization strategies to help drivers meet delivery times by using an
Amazon dataset for Nashville. By evaluating different optimization approaches, this re-
search aims to identify algorithms that can best adapt to real-time conditions, reduce
travel distance and time, and alleviate driver workload and fatigue. Through a compara-
tive analysis of optimization algorithms, this study seeks to develop practical insights into
improving last-mile delivery performance under real-world constraints. Given the critical
importance of optimizing last-mile delivery operations to reduce operational costs, deliv-
ery delays, and environmental impacts, this study seeks to rigorously evaluate the effec-
tiveness and operational suitability of the selected routing optimization algorithms under
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realistic urban delivery conditions. The research applies and compares three widely used
routing approaches—Nearest Neighbor (NN), Clarke-Wright Savings (CWS), and Ant
Colony Optimization (ACO)—using real-world Amazon last-mile delivery data from the
Nashville metropolitan area. Algorithm performance is assessed using traffic-informed
travel distance and travel time obtained through the Google Maps Distance Matrix APl in
driving mode. The API-provided distances and durations incorporate the underlying
road network structure and typical traffic estimates available at the time of query, ena-
bling routing outcomes to reflect realistic network conditions. However, departure time-
specific traffic parameters were not specified in the API requests; therefore, the retrieved
travel times represent static or typical conditions rather than explicit peak- or off-peak
congestion states. In addition, this study evaluates the robustness and consistency of each
algorithm across delivery clusters with varying spatial configurations. To support bal-
anced, decision-oriented comparisons, a multi-criteria performance evaluation frame-
work is employed, incorporating efficiency ratios, performance quadrant analysis, and a
Composite Performance Index (CPI) to synthesize spatial and temporal performance into
an overall measure of routing effectiveness.

2. Literature Review

Amazon and other e-commerce delivery services operate extensively within Nash-
ville, Tennessee, just like other major urban cities. The deliveries are impacted by heavy
traffic congestion especially during peak hours. Hence optimizing package delivery is
highly needed. Nashville is a rapidly expanding urban center with approximately 689,000
residents in the city proper and over 2.1 million in the metropolitan region, making it the
21st-largest U.S. city and 35th-largest metro area. The metro area has a notably young
median age of about 37 years [8], and over 42% of residents aged 25 and older hold a
bachelor’s degree or higher, which is well above the national average [9]. With a median
household income of around $75,000, the area supports both strong consumer demand
and substantial economic activity. Strategically located in Middle Tennessee, Nashville is
within a day’s drive of approximately 75% of the U.S. population, a distribution ad-
vantage frequently cited by logistics and data center operators [10]. Together, these de-
mographic and geographic factors make Nashville an optimal logistics hub, especially for
last-mile delivery networks such as Amazon’s, where a skilled workforce, concentrated
consumer base, and strategic location converge to support efficient e-commerce opera-
tions. However, the city’s rapid growth has led to increased traffic congestion and delivery
challenges, highlighting the need for advanced optimization methods. The Traveling
Salesman Problem, a classic routing optimization model, becomes highly relevant in this
context as Amazon seeks to minimize travel distances and delivery times across densely
packed and demographically varied neighborhoods.

Numerous studies on optimization algorithms have been published by researchers
to enhance solution accuracy, improve computational efficiency, and address complex
real-world problems across various domains. The Nearest Neighbor (NN) algorithm is a
classic greedy heuristic for solving the TSP. It constructs a route by always selecting the
nearest unvisited node, beginning from a random or pre-defined starting point. This al-
gorithm is known for its computational simplicity and speed, often used for generating
initial solutions or in scenarios where computational time is a constraint. Despite its prac-
ticality, the NN algorithm suffers from significant drawbacks. Its greedy nature leads to
suboptimal solutions, particularly when the nearest choice at each step does not contrib-
ute to the global optimum. Rosenkrantz et al. provided one of the earliest analyses,
demonstrating that while NN performs adequately in small datasets, its error margin
grows with increasing node size [5]. Further evaluations by Reinelt [11] and Johnson &
McGeoch confirm that NN’s average error ranges between 25 and 30% above the optimal
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tour length in large TSP instances [12]. Additionally, the algorithm does not incorporate
real-time constraints such as traffic congestion or delivery time windows, making it less
suitable for dynamic logistics environments like last-mile delivery. Nevertheless, NN’s
computational efficiency makes it valuable in hybrid optimization systems or as a bench-
mark for evaluating more complex algorithms. Gendreau and Potvin also suggested its
utility in route initialization for advanced metaheuristics [13]. Additionally, the Clarke-
Wright Savings Algorithm is a well-established heuristic developed for solving vehicle
routing problems (VRPs), which are generalizations of the TSP. It begins with individual
routes from the depot to each customer and iteratively merges them by calculating ‘sav-
ings’ in cost when two routes are combined. Clarke and Wright originally introduced the
algorithm, and it remains popular due to its speed and simplicity. It is particularly useful
in distribution systems requiring quick approximations [6]. Gendreau and Hertz and Toth
and Vigo have shown its effectiveness in reducing delivery costs when used with capacity
and time window constraints [14,15]. However, the algorithm’s reliance on pairwise sav-
ings calculations makes it sensitive to input ordering and initial conditions. It also as-
sumes symmetrical travel costs and does not naturally support real-time decision-making.
As a result, while Clarke-Wright performs well in static or lightly constrained environ-
ments, its application in dynamic last-mile delivery is limited. Nevertheless, it continues
to be integrated into more complex hybrid metaheuristics, as highlighted by Tan et al. and
Osman & Kelly, who demonstrate enhanced performance in real-world logistics [16,17].

Finally, Ant Colony Optimization (ACO) is a bio-inspired metaheuristic introduced
by Dorigo et al. in 1996 [7] that models the pheromone-laying behavior of ants to discover
the shortest paths. In TSP contexts, ACO simulates multiple agents (ants) that build routes
probabilistically based on pheromone intensity and visibility (inverse of distance) [18].
After each iteration, pheromones are updated based on route quality. ACO is particularly
suited to dynamic and real-time systems due to its feedback-based adaptation. A study
conducted by Dorigo and Gambardella showed that ACO can outperform traditional heu-
ristics in solution quality [19]. Further refinements by Stiitzle and Hoos [20] and Socha
and Dorigo [21] demonstrate the algorithm’s ability to handle large TSP instances with
reasonable computational effort. However, parameter tuning such as evaporation rate and
influence weights is crucial. Improper tuning can lead to premature convergence or ex-
cessive exploration. ACO also requires more computational resources than simpler heu-
ristics, which can be a drawback in constrained environments. Nonetheless, its flexibility
and parallelizability make it a leading candidate for adaptive logistics optimization, espe-
cially when integrated with real-time data [20,21].

While classical heuristics such as NN, CWS, and ACO provide foundational ap-
proaches for combinatorial routing problems, contemporary research increasingly inte-
grates traffic dynamics, heterogeneous constraints, and probabilistic modeling to enhance
real-world applicability. For instance, a recent study by Liu and Wang proposes a dy-
namic vehicle routing framework integrating Adaptive Large Neighborhood Search
(ALNS) with real-time traffic flow analysis, demonstrating the performance gains of con-
gestion-aware route adaptation over static routing models [22]. Similarly, a study by Peric
et al. formulates a heterogeneous fleet vehicle routing problem incorporating traffic con-
gestion, vehicle capacity constraints, delivery time windows, and service requirements,
highlighting structural differences between constrained VRP formulations and simplified
TSP-based approaches [23]. Beyond routing heuristics, transportation research has inte-
grated wavelet-based dynamic segmentation and multi-criteria decision-making (MCDM)
methods for roadway safety prioritization. The study by Shirmohammadi et al. applies
continuous wavelet transform (CWT) and an Analytic Hierarchy Process (AHP) for iden-
tifying and prioritizing accident-prone segments, illustrating the integration of mathemat-
ical signal processing and structured decision frameworks in transportation systems
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analysis [24]. Soft computing approaches have also been introduced in transportation en-
gineering to manage uncertainty. For example, fuzzy logic has been applied to evaluate
the resilient modulus performance of asphalt mixtures under uncertain conditions,
demonstrating the applicability of rule-based inference systems in infrastructure perfor-
mance modeling [25]. In addition, probabilistic modeling techniques such as conjugate
Bayesian analysis have been developed for performance measurement of two-lane roads
under vehicular platooning conditions. A sustainability study formulates Bayesian per-
formance models to estimate operational metrics including percent time spent following
(PTSF), average travel speed, and level of service (LOS) under varying platoon penetra-
tion rates. The results demonstrate that increasing platooning intensity significantly alters
traffic flow characteristics and degrades operational performance unless passing oppor-
tunities and roadway geometry are appropriately adjusted. By explicitly modeling param-
eter uncertainty through posterior distributions, the framework provides probabilistic
confidence intervals rather than deterministic point estimates, thereby enhancing robust-
ness in transportation system evaluation [26].

Collectively, these contributions demonstrate the expanding methodological land-
scape in transportation optimization, including dynamic routing, heterogeneous VRP
modeling, uncertainty-aware performance evaluation, and multi-criteria decision support
systems. In contrast, the present study isolates classical heuristic and metaheuristic rout-
ing algorithms under consistent spatial and traffic-informed inputs, providing a con-
trolled benchmarking framework for comparative algorithm evaluation using real-world
delivery data.

The demographic growth, mixed land-use development, and spatial heterogeneity
of Nashville provide a relevant testbed for evaluating routing algorithms with differing
structural properties. The metropolitan area includes a dense urban core (e.g., midtown
and downtown high-rise districts) alongside lower-density suburban neighborhoods, cre-
ating both compact and spatially dispersed delivery clusters. This spatial variability
makes it appropriate to evaluate algorithms that perform differently under varying net-
work structures. The Nearest Neighbor (NN) heuristic provides a computationally simple
greedy baseline suitable for compact clusters but sensitive to dispersion. The Clarke-
Wright Savings (CWS) algorithm aligns with depot-based distribution systems typical of
last-mile delivery operations and is designed to efficiently merge routes under centralized
dispatch structures. Ant Colony Optimization (ACO), as a probabilistic metaheuristic, is
particularly relevant in complex routing environments where traffic variability and net-
work topology may influence solution exploration. Evaluating these three algorithm clas-
ses within Nashville’s heterogeneous urban structure enables a balanced comparison
across deterministic heuristic and adaptive metaheuristic approaches under realistic de-
livery conditions.

Despite significant advances in dynamic vehicle routing, heterogeneous VRP model-
ing, and uncertainty-aware transportation analysis, comparatively limited research pro-
vides systematic empirical benchmarking of foundational routing heuristics using con-
sistent real-world, traffic-informed cost matrices derived from operational last-mile deliv-
ery datasets. Many comparative studies rely on synthetic benchmark instances or varying
cost assumptions, which can obscure direct performance comparison under realistic spa-
tial and congestion conditions. In particular, empirical evaluations using actual commer-
cial delivery data remain relatively scarce due to data accessibility constraints. The present
study addresses this need by evaluating Nearest Neighbor, Clarke-Wright Savings, and
Ant Colony Optimization under identical API-derived travel distance and time inputs us-
ing a real-world Amazon last-mile delivery dataset, thereby establishing a transparent
and reproducible baseline for heuristic performance in practical urban delivery contexts.
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3. Methodologies and Data Used

Several tasks were undertaken to achieve the objectives of this research. These in-
clude the collection and preprocessing of real-world delivery data from Amazon, a com-
prehensive description of the dataset, and the application of three optimization algorithms.
Additionally, the methodological framework for analyzing and comparing the perfor-
mance of each algorithm is discussed in detail.

3.1. Data Used

This study utilizes a comprehensive dataset of Amazon package deliveries within the
Nashville metropolitan area, comprising 1764 individual delivery records. Each record
captures extensive attributes related to last-mile logistics operations, providing a robust
foundation for evaluating and optimizing delivery algorithms. The dataset includes pre-
cise geospatial information with latitude and longitude coordinates for each delivery stop,
supplemented by street-level address details, zip codes, and city identifiers which were
used for spatial analysis and route mapping. The data also includes temporal dimensions
which are recorded through multiple timestamp fields such as assignment event time,
enter time, exit time, and delivery window arrival and departure times. This was used for
the detailed analysis of delivery scheduling, time window adherence, and route sequenc-
ing. Each package is uniquely identified by a tracking ID and linked to its corresponding
Route ID, station code, and route zone, which this paper used to facilitate clustering. The
ten delivery clusters analyzed in this study were derived directly from the operational
Route ID field contained in the Amazon dataset. Each Route ID corresponds to a pre-de-
fined delivery route originating from a designated station (depot) and includes multiple
associated drop-off stops assigned during dispatch planning. No additional clustering al-
gorithm was applied. The evaluation therefore reflects algorithmic performance within
operationally defined delivery routes. Prior to optimization analysis, the dataset under-
went preprocessing to ensure data integrity. Records were screened for completeness of
critical geospatial attributes (latitude and longitude), which are required for routing com-
putation. The final analytical dataset consisted of 1764 delivery stops with complete spa-
tial coordinates. Duplicate tracking IDs were not detected. Missing values were minimal
and occurred only in non-critical descriptive fields; these were excluded from routing cal-
culations. In addition to locational and temporal data, the dataset documents package-
level physical characteristics, including package width, height, and depth (in centimeters),
along with executor capacity and planning minutes, which can be used for modeling ve-
hicle loading constraints and delivery duration estimation. The data also includes varia-
bles such as stop type (e.g., station, drop-off), stop number, wave, and group that provide
further context for delivery route structure and batching strategies. The dataset also in-
cludes calculated measures like previous-to-current meters, representing inter-stop travel
distances, which are critical for assessing routing efficiency and travel time predictions.

These 1764 delivery records from an Amazon dataset for Nashville were classified
into ten (10) route clusters through the lens of the TSP, and the transportation logistics
provide insights into stop durations, delivery patterns by zip code, and operational inef-
ficiencies. Figures 1 and 2 show the distribution of package delivery stops by zip code. As
shown, most of the package deliveries analyzed in this study are concentrated within four
key zip code areas in Nashville, 37208, 37209, 37218, and 37203, which together account
for over 95% of all stops in the dataset. Zip code 37208 primarily covers the historically
urban North Nashville area, including neighborhoods like Germantown and Buchanan
Arts District. This region has experienced rapid residential redevelopment and densifica-
tion, resulting in a high population density of urban dwellings and multi-family housing
that drives significant e-commerce delivery demand. Zip code 37209 encompasses the
West Nashville and Sylvan Park area, which includes a mix of older residential
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neighborhoods and new infill developments. The zone is notable for its mix of single-
family homes, town homes, and small businesses, all of which contribute to steady pack-
age delivery volumes. Zip code 37218 covers the Bordeaux and Northwest Nashville area,
which is predominantly residential but includes several distribution routes connecting to
suburban edges. This area is characterized by single-family homes on larger lots, but in-
creased online shopping trends have contributed to notable last-mile delivery activity. Zip
code 37203 includes Midtown, the Gulch, and parts of downtown Nashville, a dense ur-
ban core with numerous apartment complexes, condos, and commercial mixed-use devel-
opments. Its concentration of residential high-rises and businesses explains the continuing
high frequency of package deliveries. Figure 1 shows a map of the delivery stops/location
across Nashville. The data records one starting point for each route, called a “Station/De-
pot,” and multiple “Dropoff” points that come after it. The stop number column shows
the order in which the points are delivered. A visual plot is shown in Figure 2 showing
the zip codes by the number of delivery stops and highlighting significant delivery activ-
ity concentrated in specific areas such as 37209, 37208, and 37203.

Study Area Boundary |

@ Delivery Locations

Figure 1. Delivery stops across Nashville.
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Figure 2. Top 15 zip codes by number of delivery stops.

3.2. Optimization Methods

Several optimization techniques were applied to the Amazon last-mile delivery da-
taset to evaluate their effectiveness in minimizing travel distance and travel time under
realistic traffic conditions. Each algorithm was evaluated as a standalone routing strategy
to establish baseline performance prior to hybridization or real-time deployment. This ap-
proach enables a controlled comparison of algorithmic strengths and limitations under
identical spatial and traffic-informed conditions, providing a clear foundation for subse-
quent multi-criteria performance evaluation.

The routing problems were formulated as incapacitated single-vehicle routing in-
stances (TSP-style problems) within each cluster. Operational constraints such as vehicle
capacity limits, delivery time windows, driver rest requirements, and service times at
stops were not incorporated into the optimization model. This modeling scope allows for
a controlled comparison of algorithmic efficiency based solely on travel distance and
travel time under identical spatial and traffic-informed conditions.

Equations (1)—(12) presented in this study correspond to established formulations of
the Nearest Neighbor heuristic, Clarke-Wright Savings Algorithm, and Ant Colony Op-
timization as documented in the vehicle routing literature. These equations were not de-
rived from field data nor were they introduced as novel algorithmic contributions. Instead,
the real-world delivery dataset and traffic-informed travel metrics serve as inputs to these
established routing frameworks. Relevant references are cited within each algorithm sub-
section to ensure transparency and reproducibility.
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3.3. Nearest Neighbor (NN)

Nearest Neighbor is a greedy heuristic that aims to build a simple, efficient routing
approach by visiting the nearest unvisited delivery point at each step. This approach be-
gins at a specific node (often the depot) and travels to the nearest unvisited point until all
have been visited, resulting in a complete tour. The process can be described as follows:

The initialization of the algorithm shown in Equation (1) starts by selecting an arbi-
trary point as the starting point of the tour, typically the depot denoted as x;. S represents
the set of all delivery points excluding the depot.

S={1,2,.....,N}\ {x;} 1)

This step ensures that the remaining unvisited points are tracked throughout the al-
gorithm. At each iteration k, the algorithm selects the nearest unvisited point x;,,; from
the current point x;. This is done using the decision rule in Equation (2) where d(xy,j)
is the distance between the current point x;, and a candidate point j in the unvisited set S.
After selecting x4, itis removed from S, ensuring that no point is visited more than once.

Xj41 = arg minjesd(xy, j) 2)

The process is repeated iteratively. At each step, the closest point from the current
location is added to the tour, and the set S is updated by removing the newly visited point.
This continues until all points have been included in the route. After visiting all points,
the algorithm completes the tour by returning to the depot (starting point), x;. The cost
of the final connection is d(xy,x;) where xy is the last point visited before returning to
the depot. The objective of the NN algorithm is to minimize the total distance (or time)
required to complete the tour. The total tour distance is computed as shown in Equation
(3). Equation (3) sums up the distance between consecutive points in the constructed route
including the final leg that returns to the depot.

x) = legz—ll d(xy, Xp41) + d(xy, x1) 3)

The Nearest Neighbor construction heuristic is widely described in the contemporary
vehicle routing literature as a baseline greedy route construction method [27].

3.4. Clarke-Wright Savings (CWS)

The Clarke-Wright Savings Algorithm is a constructive heuristic that aims to build
efficient delivery routes by identifying cost-saving opportunities between delivery points.
Initially, each customer is assigned a separate route, which involves each vehicle leaving
the depot, visiting a single customer, and then returning. For customer i, the initial route
distance is d,; + d;o. The total distance for such individual routes is shown in Equation
(4) where d,; is the distance from the depot (point 0) to customer i and N is the total
number of customers.

Dinitial = X1t (doi + dio) = 2%, do; 4)

For each pair of customers i and j, the potential savings from merging their individual
routes into a single route (Depot — i — j — Depot) is computed using the savings formula
in Equation (5) where dij is the direct distance between customer i and j. The savings value
Sij represents the distance saved by connecting customers directly instead of routing each
through the depot.

Sij = doi +doj — dy; @)

The computed savings values Sij for all possible customer pairs are sorted in de-
scending order. This ensures that the most cost-effective (highest saving) route merges are
considered first during the next step. Starting from the highest savings value, customers i
and j are merged into a single route only if neither customer has been previously merged
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into another route that would cause duplication and if the merge maintains a valid single
connected tour structure without creating subtours. In this study, the Clarke-Wright pro-
cedure was implemented in an incapacitated form consistent with the available dataset.
Since no stop-level demand quantities or vehicle capacity parameters were provided, no
capacity—feasibility constraints were applied during route merging.

Once all feasible merges have been completed, the overall distance of the optimized
routes is determined in Equation (6) where }, Si(}lsed) is the sum of the savings values for

all routes that were actually used.
d
Dﬁnal = Dinitial - Z Si(]}lse ) (6)

The savings calculation and route-merging logic follow the established Clarke—
Wright framework as documented in modern vehicle routing applications and exposi-
tions [28,29].

3.5. Ant Colony Optimization (ACO)

Ant Colony Optimization (ACO) is a nature-inspired metaheuristic algorithm that
mimics the foraging behavior of actual ants. In the context of the TSP, artificial ants build
tours probabilistically using both learned experiences (pheromones) and problem-specific
heuristics (for example, distance). Better solutions arise over time as successful routes are
reinforced with pheromones. The algorithm begins by initializing the pheromone trail be-
tween each pair of points (i, j) to a small positive constant zij (0). A visibility measure 7ij
is defined to express the heuristic desirability of moving from point i to j, typically based
on the inverse of the distance in Equation (7) where dij is the distance between point i and
point j.

1
Nij = d_l] (7)

Each ant creates a complete tour by going from point to point according to a proba-
bilistic decision process. The probability pi(}() of ant k migrating from point i to an unvis-
ited point j is determined by Equation (8) where « controls the influence of the pheromone
trail, B controls the influence of visibility. Each ant repeats this process until a full tour is
completed.

a B
() _ 7] ] 8
uo Zle allowed [Til]a[nil]B ( )

After all ants complete their tours, the total distance Lk for each and k is determined.
The pheromone trails are then updated using two processes, evaporation (Equation (9))

and deposition (Equation (10)), where p € (0, 1) is the pheromone evaporation rate, Q is a
constant representing pheromone quantity, m is number of ants, and Lk is the tour length
for ant k.

T« (1—p) 1 )

Q . -
A‘L’L-(]I-() =1 if ant k used edge (i, ) (10)

0 otherwise
Ty < (1= p)Ty5 + Xiey ATf (11)

At each iteration, the best solution (shortest tour) is recorded. An elitist technique can
be used, in which greater pheromones are deposited on the best-so-far tour to accelerate
convergence. The process of solution construction and pheromone updating is repeated
for a predefined maximum of 100 iterations. No stagnation-based convergence criterion
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(e.g., no-improvement threshold) was implemented. The ACO implementation used the
following parameter settings for all clusters: pheromone importance a = 1, heuristic im-
portance f§ = 5, evaporation rate p = 0.5, pheromone constant Q@ = 1.0, and number of
ants m = 10. The maximum number of iterations was set to 100. The algorithm termi-
nated upon reaching the predefined maximum iteration count. The algorithm’s purpose
is to reduce the total distance of the constructed tour. This objective function in Equation
(12) evaluates and compares the ants’ trips.

fx) = £=_11 d (xg, Xg41) + d(xy, x1) (12)

The transition probability rule and pheromone evaporation/deposition update fol-
low the canonical ant system formulation introduced by [18,19].

Table 1 provides a comparative overview of the three optimization methods used to
solve the TSP using Amazon delivery data. It highlights each method’s model type, key
strengths, computational complexity, and suitability for large-scale datasets. Table 2 sum-
marizes the default parameter settings and implementation assumptions used for the NN,
CWS, and ACO algorithms. NN was initialized at the depot and constructed greedily,
CWS used the original Clarke-Wright Savings formulation without capacity constraints,
and ACO parameters (a, 5, p, ants, and iterations) were fixed to balance exploration and
exploitation under a closed-tour formulation.

Table 1. Summary of algorithms.

Suitable For
h 1T K h lexi
Method Model Type ey Strengt Complexity Large Data?
Nearest Neighbor Heuristic Fast, simple Low Yes
Clarke-Wright Savings Heuristic Efficient, interpretable = Low Yes
Ant COIOIt‘i}c’)r?ptlmlza' Metazsu“s' Flexible, parallelizable Medium Yes

Table 2. Default parameter settings for implemented routing algorithms.

Algorithm Parameter Value
NN Starting node selection Depot-based
CWS Savings formula Sij = doi + doj — dij
CWS Capacity constraint Not applied (incapacitated)
ACO a 1
ACO B 5
ACO p (evaporation rate) 0.5
ACO Number of ants 10
ACO Maximum iterations 100
4. Results

This section presents the results derived from applying three distinct optimization
algorithms, Ant Colony Optimization (ACO), Clarke-Wright Savings (CWS), and Nearest
Neighbor (NN), to route optimization across ten delivery clusters. Each algorithm’s per-
formance was evaluated based on two key criteria: total travel distance and travel time.
These metrics are essential for understanding routing efficiency, operational cost implica-
tions, and service quality in real-world logistics and transportation scenarios. The subse-
quent comparative analysis and sensitivity assessments further highlight the relative
strengths, limitations, and practical applicability of each optimization method, facilitating
informed decision-making and strategy development in transportation planning and lo-
gistics management.
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4.1. Nearest Neighbor
4.1.1. Route Metrics and Efficiency

The analysis revealed performance variability across the clusters, primarily influ-
enced by the spatial distribution of delivery points. The key metrics for each cluster’s op-
timized route are summarized below in Table 3.

Table 3. Comparative route metrics table.

Cluster ID NN Distance (m)

NN Travel Time CWS Distance = CWS Travel ACO Distance ACO Travel Time

(min) (m) Time (min) (m) (min)
1 37.57 109.38 36.56 61.48 66.49 173.52
2 26.7 81.48 37.45 68.3 53.42 140.47
3 30.68 101.72 30.29 54.32 62.57 187.9
4 18.43 58.48 26.43 46.72 45.05 159.98
5 46.4 123.37 54.99 94.73 84.49 207.25
6 24.25 74.28 34.2 51.63 47.09 125.65
7 32.48 121.5 32.96 62.93 62.17 218.4
8 22.12 80.67 28.32 55.07 44.75 148.45
9 82.44 196.48 57.21 110.52 98.77 218.25
10 45.32 145.22 18.5 47.82 58.69 174.8

4.1.2. Observations and Insights

The Nearest Neighbor (NN) algorithm exhibited notable variability in route perfor-
mance across the different delivery clusters:

e  Shortest Route—Cluster 4: This cluster produced the most efficient route, as shown
in Figure 3, with a total distance of 18.43 miles and a travel time of 58.48 min. Its
compact spatial configuration facilitated optimal sequencing and minimal travel.

¢  Longest Route—Cluster 9: Cluster 9 in Figure 3 resulted in the least efficient route,
covering 82.44 miles in 196.48 min. The high dispersion of delivery points led to ex-
cessive backtracking, highlighting the limitations of NN’s greedy approach.

The remaining clusters displayed moderate performance levels, influenced by vary-
ing densities and layouts of delivery points. For instance, Clusters 2, 3, 6, and 8 exhibited
relatively efficient routing, each maintaining distances under 31 miles and travel times
under 102 min, suggesting moderately compact layouts. In contrast, Clusters 1, 5, 7, and
10 experienced longer routes ranging from 32.48 to 46.40 miles and up to 145.22 min indi-
cating less spatial cohesion and a greater impact from NN’s myopic decision-making.
Overall, these findings underscore the Nearest Neighbor algorithm’s sensitivity to initial
node selection and spatial configuration. Compact clusters generally yielded efficient re-
sults, whereas dispersed clusters significantly increased route length and delivery time.
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Figure 3. Best vs. worst route optimization across NN, CWS, and ACO.

4.2. Clarke-Wright Savings
4.2.1. Route Metrics and Efficiency

The Clarke-Wright Savings Algorithm was implemented to optimize delivery routes
across ten independent clusters, each anchored by a designated station acting as the depot.
The algorithm aimed to minimize total travel distance and time, with real-time distance
and duration inputs retrieved from the Google Distance Matrix APIL The optimized results
for each cluster are summarized in Table 3.

4.2.2. Observations and Insights

The results indicate significant variability across clusters, reflecting differences in
spatial configuration and roadway conditions.

e  Cluster 9 recorded the longest route (57.21 miles, 110.52 min), likely due to sparse
delivery points or network congestion, as shown in Figure 3.

e C(luster 5 also showed relatively high values, suggesting logistical challenges within
suburban or complex urban zones.

e Cluster 10, with the shortest distance (18.50 miles) and low travel time (47.82 min),
demonstrated the algorithm’s efficiency in dense, compact areas, as shown in Figure
3.

¢ C(luster 4 also achieved a strong performance, underscoring how spatial compactness
supports route optimization.

The integration of Google API data enhanced the algorithm’s practicality by account-
ing for real-world travel conditions. While Clarke-Wright provided efficient baseline
routing, the observed variability suggests potential for improvement via hybrid models
that incorporate metaheuristics (e.g., Genetic Algorithm, ACO) or machine learning for
adaptive decision-making.
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4.2.3. Ant Colony Optimization
Route Metrics and Efficiency

This section presents the results of the Ant Colony Optimization (ACO) algorithm
applied to optimize last-mile delivery across ten distinct clusters. Each cluster was ser-
viced from a central depot and consisted of multiple delivery locations. The goal of opti-
mization was to minimize both total travel distance and time, leveraging real-world geo-
spatial data and dynamic routing paths. The optimized results for each cluster are sum-
marized in Table 3.

4.2.4. Observations and Insights

The ACO algorithm demonstrated adaptive performance across varying spatial con-
figurations.

e  (Cluster 8 in Figure 3 recorded one of the most efficient outcomes with only 44.75
miles and 148.45 min, suggesting an optimal match between delivery point proximity
and pheromone-based decision rules.

e  (Cluster 6 also showed a high performance, maintaining a relatively low distance
(47.09 miles) and time (125.65 min), which points to good local exploration and ex-
ploitation balance.

¢ On the other hand, Cluster 5 and Cluster 9 in Figure 3 exhibited the longest distances
(84.49 and 98.77 miles, respectively), with travel times exceeding 207 min, indicating
complex routing challenges and potentially dispersed delivery layouts.

¢ C(luster 7 recorded the longest travel time (218.40 min) despite a shorter distance than
Cluster 9, suggesting possible inefficiencies due to traffic-prone routes or suboptimal
path convergence.

A direct comparison across clusters highlights notable differences in route length and
travel time among the evaluated algorithms. In Cluster 9, which represents one of the
more spatially dispersed delivery configurations, the CWS algorithm generated a route
distance of 57.21 miles, compared to 82.44 miles for NN and 98.77 miles for ACO. This
corresponds to approximate reductions of 30% relative to NN and 42% relative to ACO.
In Cluster 10, CWS produced a route of 18.50 miles, whereas NN required 45.32 miles.
Travel time patterns followed a similar trend. For example, in Cluster 1, CWS completed
the route in 61.48 min compared to 109.38 min for NN and 173.52 min for ACO. These
contrasts illustrate measurable differences in distance and duration across varying spatial
layouts prior to the multi-criteria evaluation presented in the next section.

Overall, the ACO algorithm effectively navigated various cluster scenarios, balanc-
ing exploration and exploitation principles inherent in nature-inspired metaheuristics.
However, performance varied based on cluster density, delivery point distribution, and
traffic variability. The findings suggest that while ACO provides a flexible framework for
route optimization, its effectiveness can be enhanced by integrating real-time traffic data,
dynamic pheromone decay mechanisms, or hybridization with other models such as Ge-
netic Algorithms or Reinforcement Learning for improved global search capabilities.

4.3. Multi-Criteria Performance Evaluation and Trade-Offs

While individual distance and travel time metrics provide useful insights, practical
routing decisions often require a balanced evaluation across multiple criteria. To address
this, a multi-criteria performance assessment framework was adopted. To objectively ex-
amine the performance of the three routing algorithms, different visualizations were used
to compare distance, travel time, and efficiency across the ten delivery clusters. Figures 4
and 5 depict the optimal route distances (in miles) and the travel times (in minutes) over
ten clusters for the ACO, NN, and CWS algorithms. The CWS algorithm consistently finds
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the shortest distances, displaying greater spatial efficiency through its cost-effective route
merging technique. NN performs moderately but is constrained by greedy, local decision-
making, resulting in poor pathways in dispersed clusters. ACO produces the longest path-
ways, indicating an adventurous tendency and greater solution diversity. Overall, CWS
provides the most efficient distance minimization across all clusters. The CWS yielded the
overall shortest travel times, confirming its effectiveness in both spatial and temporal
route compression. NN performed competitively in tightly grouped clusters but lacked
consistency due to its locally optimal, short-sighted path selection strategy. ACO pro-
duced the longest durations, primarily due to its iterative exploration and behavior. The
results highlight CWS as the most time-efficient algorithm for last-mile delivery.

Optimized Distance Comparison per Cluster

80

60

Distance (miles)

100 | mmm ACO Distance
=== NN Distance
mmm CWS Distance

— [} (1] < wn o] ~ (o0} (o)} o

—~

Cluster ID

Figure 4. Comparison of total route distance (miles) across optimization algorithms.

Figure 6 presents boxplots illustrating the distribution of optimized distances and
travel times for ACO, NN, and CWS across all clusters. ACO exhibits the highest variabil-
ity, particularly in travel time, indicating inconsistent convergence and sensitivity to route
complexity. NN shows narrow spreads in distance but broader variance in time, reflecting
its unstable performance in diverse spatial layouts. CWS maintains the most compact dis-
tributions in both metrics, confirming its stability and reliability in generating consistently
efficient routes. These patterns underscore CWS’s advantage not just in mean perfor-
mance but also in operational predictability.
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Figure 5. Comparison of total travel time (minutes) across optimization algorithms.
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Figure 6. Distribution of distances and times across algorithms.
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Figure 7 compares the efficiency of each algorithm across clusters using the distance-
to-time ratio. Higher values indicate more distance covered per unit of time, representing
better route compactness and temporal utilization. CWS consistently achieves the highest
efficiency, especially in Clusters 5-7, reinforcing its balance between short routes and fast
traversal. ACO shows moderate and stable efficiency but remains below CWS in all clus-
ters. NN, while occasionally peaking in select clusters, displays lower and more erratic
efficiency, reflecting its inconsistent performance. Overall, CWS delivers the most reliable
and efficient routing outcomes.

Efficiency Ratios per Cluster (Distance / Time)
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Figure 7. Efficiency ratios per cluster (distance/time).

To further evaluate algorithm performance under a multi-criteria framework, a per-
formance quadrant plot was developed based on average distance and travel time in Fig-
ure 8. The plot is divided using the mean values of both metrics, forming four performance
regions. Algorithms located in the lower-left quadrant (low distance and low time) repre-
sent superior operational efficiency. As shown in Figure 8, the Clarke-Wright Savings
(CWS) algorithm falls within the optimal quadrant, indicating balanced minimization of
both travel distance and time. The Nearest Neighbor (NN) algorithm demonstrates mod-
erate performance, while Ant Colony Optimization (ACO) occupies the least efficient
quadrant characterized by both high distance and high travel time. This visualization re-
inforces earlier findings that CWS provides the most reliable and efficient routing perfor-
mance across clusters.
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Figure 8. Performance quadrant plot (distance vs. time).

4.4. Composite Performance Index (CPI) Analysis

To jointly evaluate spatial and temporal routing efficiency, a Composite Performance
Index (CPI) was defined by aggregating normalized travel distance and travel time. The
CPI integrates both performance dimensions into a single scalar metric for comparative
evaluation of routing algorithms.

For each cluster, normalization was performed independently across the three eval-
uated algorithms (NN, CWS, and ACO). For each metric x (distance or travel time), min-
max normalization was applied as

o = X~ Xmin 13)
Xmax ~ X¥min
where X, and xp., represent the minimum and maximum observed values of the
metric among the three algorithms within that cluster. This transformation scales the val-
ues to the interval [0, 1]. Normalization was therefore cluster-specific, and CPI values rep-
resent relative performance within each cluster rather than absolute performance across
clusters.

Because lower distance and travel time correspond to better routing performance, the

normalized values were inverted prior to aggregation. The CPI was then computed as

cpr= 129 . a-m (14)

where D* and T* denote the normalized distance and travel time, respectively.
The resulting CPI values for each algorithm are summarized in Table 4.
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Table 4. Composite Performance Index (CPI) for routing algorithms.

Algorithm CPI
ACO 0.00
NN 0.78
CWS 1.00

The CPI is introduced as a deterministic aggregation measure based on standard
mathematical scaling and averaging operations. It is not proposed as a new theoretical
optimization model, but rather as a transparent performance—comparison index con-
structed from normalized routing metrics.

Under this formulation:

e  CPI=1 indicates the best-performing algorithm within a cluster.
e  CPI=0indicates the worst-performing algorithm within that cluster.
¢ Intermediate values reflect proportional relative performance.

The CPI results indicate that CWS achieved the highest composite performance
among the evaluated algorithms, reflecting superior combined efficiency in travel dis-
tance and travel time under the defined modeling framework. NN demonstrated an in-
termediate performance, while ACO exhibited a comparatively lower composite effi-
ciency across the evaluated clusters.

These observed rankings correspond to an incapacitated, distance-time minimiza-
tion framework; incorporating additional operational constraints such as vehicle capacity
limits, time windows, or service durations could influence route feasibility and potentially
modify comparative outcomes.

Additionally, the relative performance of routing algorithms may vary under alter-
native cluster configurations, as changes in cluster size or spatial dispersion could influ-
ence route structure and algorithm behavior.

These findings are consistent with and extend the prior routing literature. The supe-
rior performance of the Clarke-Wright Savings (CWS) algorithm aligns with classical ve-
hicle routing studies demonstrating the efficiency of savings-based constructive heuristics
in depot-centered distribution systems [6,14,15]. The moderate but variable performance
of the Nearest Neighbor (NN) heuristic corresponds with foundational analyses showing
that greedy nearest-selection strategies often produce solutions significantly above opti-
mal in larger TSP instances [5,11,12]. Although Ant Colony Optimization (ACO) has been
shown to outperform traditional heuristics under dynamic or extensively tuned configu-
rations [19-21], its comparatively lower standalone performance in this study suggests
that under semi-static, traffic-informed cost matrices without adaptive parameter retun-
ing, deterministic savings-based routing may provide more stable outcomes. Furthermore,
unlike recent dynamic and heterogeneous VRP frameworks incorporating congestion
feedback and operational constraints [22,23], the present study isolates foundational rout-
ing logic under identical real-world Amazon delivery data, thereby establishing a con-
trolled empirical benchmark for heuristic performance in practical urban last-mile con-
texts.

5. Conclusions and Recommendations

This study evaluated three widely recognized routing optimization techniques,
Nearest Neighbor (NN), Clarke-Wright Savings (CWS), and Ant Colony Optimization
(ACO), using real-world Amazon last-mile delivery data from the Nashville metropolitan
area. By framing the problem within the Traveling Salesman Problem (TSP) and analyzing
ten distinct delivery clusters under traffic-informed conditions, this study provided a
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comprehensive assessment of algorithmic efficiency, robustness, and operational practi-
cality.

Across all clusters, the Clarke-Wright Savings Algorithm consistently demonstrated
a superior performance in minimizing both total travel distance and travel time. In high-
dispersion Cluster 9, CWS reduced total distance to 57.21 miles compared to 82.44 miles
for NN and 98.77 miles for ACO, representing reductions of approximately 30% and 42%,
respectively. Similarly, in Cluster 10, CWS achieved a total distance of 18.50 miles com-
pared to 45.32 miles for NN, reflecting a reduction of nearly 59%. Travel time improve-
ments were also substantial. In Cluster 1, CWS reduced total travel time to 61.48 min com-
pared to 109.38 min for NN and 173.52 min for ACO, corresponding to reductions of ap-
proximately 44% and 65%, respectively. These consistent improvements across spatially
diverse clusters demonstrate the algorithm’s ability to compress both route length and
duration under realistic roadway conditions.

The Nearest Neighbor algorithm exhibited a strong performance in compact clusters,
such as Cluster 4 (18.43 miles and 58.48 min), but produced significantly longer routes in
spatially dispersed clusters, most notably 82.44 miles and 196.48 min in Cluster 9. This
variability underscores NN’s sensitivity to spatial configuration and its susceptibility to
local decision bias. Ant Colony Optimization demonstrated adaptive exploration behav-
ior but produced the highest variability in both distance and time. In several clusters (e.g.,
5,7, and 9), ACO generated routes exceeding 200 min in duration and distances approach-
ing 100 miles, indicating less stable convergence under the defined semi-static routing
framework.

Beyond individual metric comparisons, the multi-criteria evaluation framework in-
troduced in this study further strengthened these conclusions. Efficiency ratio analysis
(distance-to-time) showed that CWS consistently achieved the highest compactness across
clusters, particularly in Clusters 5-7. Distributional analysis using boxplots confirmed that
CWS maintained the narrowest spread in both travel distance and travel time, demon-
strating superior operational stability and predictability. Performance quadrant analysis
placed CWS exclusively within the optimal low-distance, low-time region, while NN oc-
cupied an intermediate region and ACO consistently fell within the least efficient quad-
rant characterized by both high distance and high travel time.

The Composite Performance Index (CPI) analysis provided additional validation by
consolidating normalized distance and travel time into a unified performance measure.
CWS achieved the highest CPI value (1.00), compared to 0.78 for NN and 0.00 for ACO,
confirming its balanced superiority across spatial and temporal dimensions. The align-
ment between direct route metrics, percentage improvements, efficiency ratios, distribu-
tional stability, quadrant positioning, and CPI ranking provides strong convergent evi-
dence that CWS offers the most reliable routing solution under the evaluated urban de-
livery conditions.

While the findings strongly support the deployment of CWS in semi-static, depot-
centered delivery systems, several limitations warrant consideration. The routing prob-
lems were formulated as incapacitated single-vehicle TSP instances; vehicle capacity lim-
its, service times, delivery time windows, and multi-vehicle coordination constraints were
not incorporated. Travel times were obtained using the Google Maps Distance Matrix API
without departure time-specific congestion parameters, and therefore reflect typical ra-
ther than dynamic peak-period conditions. Delivery clusters were derived from opera-
tional Route IDs without independent clustering optimization. Additionally, this study
did not benchmark against state-of-the-art exact solvers (e.g., Concorde, LKH) or ad-
vanced metaheuristics such as Genetic Algorithms or Variable Neighborhood Search, as
the objective was controlled empirical benchmarking under identical traffic-informed cost
inputs rather than global optimality validation.
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To advance scalable and adaptive last-mile routing, future research should incorpo-
rate capacity and time window constraints, integrate departure time-dependent traffic
modeling, evaluate alternative clustering strategies, and explore hybrid frameworks com-
bining deterministic savings-based routing with adaptive metaheuristic refinement. Ex-
panding benchmarking to include exact solvers and contemporary metaheuristics would
further contextualize algorithmic performance relative to optimality bounds.

Overall, this research demonstrates that integrating real-world traffic-informed cost
matrices with multi-criteria performance evaluation yields deeper insight into routing al-
gorithm suitability for urban last-mile logistics. The combined use of direct route metrics,
efficiency ratios, performance quadrant analysis, and composite indexing provides a ro-
bust and decision-oriented benchmarking framework. Under the evaluated conditions,
the Clarke-Wright Savings Algorithm demonstrates superior stability, efficiency, and
scalability, supporting its role as a practical baseline for urban last-mile delivery optimi-
zation.
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