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Abstract

AI-based educational chatbots can expand access to learning, but many remain limited
to text-only interfaces and fixed infrastructures, while purely generative responses raise
concerns of reliability and consistency. In this context, we present ROboMC, a portable and
multimodal system that combines a validated knowledge base with generative responses
(OpenAI) and voice–text interaction, designed to enable both text and voice interaction,
ensuring reliability and flexibility in diverse educational scenarios. The system, developed
in Django, integrates two response pipelines: local search using normalized keywords
and fuzzy matching in the LocalQuestion database, and fallback to the generative model
GPT-3.5-Turbo (OpenAI, San Francisco, CA, USA) with a prompt adapted exclusively for
Romanian and an explicit disclaimer. All interactions are logged in AutomaticQuestion
for later analysis, supported by a semantic encoder (SentenceTransformer—paraphrase-
multilingual-MiniLM-L12-v2’, Hugging Face Inc., New York, NY, USA) that ensures search
tolerance to variations in phrasing. Voice interaction is managed through gTTS (Google
LLC, Mountain View, CA, USA) with integrated audio playback, while portability is
achieved through deployment on a Raspberry Pi 4B (Raspberry Pi Foundation, Cambridge,
UK) with microphone, speaker, and battery power. Voice input is enabled through a
cloud-based speech-to-text component (Google Web Speech API accessed via the Python
SpeechRecognition library, (Anthony Zhang, open-source project, USA) using the Google
Web Speech API (Google LLC, Mountain View, CA, USA; language = “ro-RO”)), allowing
users to interact by speaking. Preliminary tests showed average latencies of 120–180 ms for
validated responses on laptop and 250–350 ms on Raspberry Pi, respectively, 2.5–3.5 s on
laptop and 4–6 s on Raspberry Pi for generative responses, timings considered acceptable
for real educational scenarios. A small-scale usability study (N ≈ 35) indicated good
acceptability (SUS ~80/100), with participants valuing the balance between validated
and generative responses, the voice integration, and the hardware portability. Although
system validation was carried out in the eHealth context, its architecture allows extension
to any educational field: depending on the content introduced into the validated database,
ROboMC can be adapted to medicine, engineering, social sciences, or other disciplines,
relying on ChatGPT only when no clear match is found in the local base, making it a
scalable and interdisciplinary solution.

Keywords: AI chatbots; educational technology; eHealth training; ChatGPT; machine
learning; speech interaction; Raspberry Pi; accessibility; personalized learning
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1. Introduction
Artificial intelligence (AI) has become a central pillar of digital transformation in edu-

cation, enabling the development of systems capable of supporting personalized learning,
providing rapid feedback, and facilitating large-scale interactivity [1–3]. In this context,
chatbots have attracted particular attention as tools that can simulate human dialogue and
provide educational support tailored to learners’ needs. Existing studies highlight students’
positive perceptions of AI-based digital assistants, underlining their role in enhancing
engagement and accessibility [1,4,5]. Systematic reviews confirm these trends but also
point to challenges related to the integration of chatbots into higher education [4,6].

The project originated from classroom observations where students frequently used
general-purpose chatbots for quick answers, often receiving inaccurate or inconsistent
feedback. This motivated the authors to design a controlled, domain-specific assistant
that combines validated knowledge with generative flexibility, focusing on real classroom
usability rather than theoretical modeling.

Recent literature highlights the increasing integration of generative AI and hybrid
learning technologies in higher education, reflecting a global movement toward scalable,
sustainable, and adaptive educational ecosystems. In [7], the authors analyzed the role of
information and communication technologies combined with generative AI tools such as
ChatGPT in advancing sustainable development goals across universities. Their findings
emphasize that generative AI supports personalized learning, efficient resource manage-
ment, and inclusive access to education—particularly in developing contexts where digital
infrastructures are limited. This aligns with broader efforts to leverage AI-driven automa-
tion to enhance sustainability in academic institutions while maintaining pedagogical
quality and accessibility.

Similarly, Silva et al. [8] explored the benefits and challenges of adopting ChatGPT in
software engineering education, noting its dual capacity to enhance engagement and sup-
port individualized instruction while also introducing concerns about overreliance, ethics,
and academic integrity. The study underscores the importance of framing generative AI as
a complementary tool rather than a replacement for human-led instruction. These insights
reinforce the need for controlled and validated AI-mediated learning environments—an
approach that parallels ROboMC’s emphasis on combining verified knowledge with gener-
ative adaptability.

Expanding the discussion beyond single-domain applications, Wangsa et al. [9] con-
ducted a comprehensive review of leading AI chatbot models, including ChatGPT, Bard,
LLaMA, and Ernie, comparing their deployment across education and healthcare. Their
analysis identified hybrid frameworks—those integrating structured databases with gener-
ative reasoning—as the most promising for ensuring accuracy and contextual reliability.
This synthesis further supports the relevance of multimodal systems like ROboMC, where
validated repositories coexist with large language models to achieve a balance between
scalability and trust.

Collectively, these recent studies illustrate an academic shift from purely generative
or rule-based designs toward hybrid AI ecosystems that promote sustainable, ethical, and
learner-centered innovation. ROboMC builds upon this trajectory, contributing a portable
and domain-adaptable implementation that operationalizes these emerging paradigms in
real educational settings.

Recent developments in hybrid AI chatbots have combined retrieval-augmented
generation (RAG) with validated domain knowledge to improve reliability and contextual
grounding [7–9].
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Building on previous studies that explored retrieval–generation integration, adaptive
context modeling, and multimodal interfaces [7–9], three main methodological families can
be identified.

Hybrid RAG frameworks implement dual-stage pipelines in which textual and re-
lational knowledge bases are searched for semantically relevant passages that are con-
catenated with the user prompt before large-language-model inference, ensuring factual
grounding of generated content.

Context-adaptive educational chatbots employ embedding-based retrievers that dy-
namically update local indexes of course materials, allowing rapid adaptation to newly
added documents.

Multimodal AI assistants combine speech input, short-term dialogue memory, and
visual feedback to enhance user engagement while maintaining pedagogical structure.

Compared with these approaches, ROboMC uniquely integrates an expert-validated
local knowledge base with a generative fallback model, thus maintaining both transparency
and pedagogical reliability within a portable edge-computing implementation.

This positioning clarifies its scientific relevance beyond a technical prototype. Recent
research confirms that multimodal solutions add educational value. For example, Rienties
and colleagues analyzed students’ perceptions of AI digital assistants (AIDAs), confirming
their potential to complement traditional instruction through real-time support [5]. Simi-
larly, Chen and colleagues demonstrated the effectiveness of human digital technologies
in e-learning, showing how interactive, voice-based content improves engagement and
learning outcomes [10]. These contributions highlight the growing relevance of multimodal
approaches in education.

Nevertheless, most existing solutions remain limited to text-based interactions and
fixed infrastructures (laptops or desktops), which reduces accessibility for users with
special needs (e.g., visually impaired individuals) and for educational contexts that require
mobility, such as clinical training. In addition, many systems lack mechanisms for recording
and analyzing interactions, limiting teachers’ ability to identify knowledge gaps and adapt
the curriculum.

To address these challenges, we present ROboMC, an innovative platform that com-
bines a validated knowledge base with a generative model (ChatGPT), voice–text integra-
tion, and hardware portability. The system supports multimodal interaction, stores all
questions for later analysis through machine learning, and enables lessons to be conducted
in diverse educational contexts. Although the case study presented is focused on medical
education, its architecture is domain-independent and can be adapted to engineering, social
sciences, or other disciplines.

Despite these advances, most current chatbots lack local expert validation mecha-
nisms and portability across hardware environments. ROboMC addresses these gaps by
combining a curated local knowledge base, generative fallback, and Raspberry Pi deploy-
ment, demonstrating a balance between transparency, accessibility, and adaptability in
educational settings.

Recent advances in conversational AI have led to a new generation of intelligent
chatbots that combine large language models (LLMs) with external retrieval mechanisms
and adaptive memory components.

State-of-the-art approaches such as retrieval-augmented generation (RAG) systems
integrate a document retrieval step before LLM prompting, ensuring that the generated
output remains grounded in verifiable knowledge.

Other research focuses on memory-enhanced dialogue agents, which store and reuse
past interactions to maintain contextual continuity during extended conversations. In
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parallel, multimodal assistants extend these capabilities by integrating speech-to-text and
text-to-speech modules, enhancing accessibility and user engagement.

Within this evolving landscape, ROboMC represents a hybrid solution: it integrates
a validated local knowledge base for factual accuracy, a fuzzy–semantic matching layer
for efficient retrieval, and a GPT-based generative module for adaptive responses. This
design combines the transparency of structured knowledge systems with the flexibility
of modern LLMs, providing a reliable and pedagogically focused assistant suitable for
educational environments.

2. Materials and Methods
This section presents the research methodology applied to design, implement, and

evaluate the proposed system. The approach combines software engineering methods
with empirical validation through technical performance measurements and user usability
assessment. Each component is described in a reproducible way to ensure methodological
transparency rather than mere technical reporting.

The following subsections describe the research methodology used to design and
evaluate the ROboMC system.

Rather than a simple technical setup, the process was structured as an empirical work-
flow comprising three main stages: (1) System design, where the local and GPT-based
components were integrated under a unified query-processing pipeline; (2) Functional
evaluation, assessing the correctness of local query matching and the reliability of fuzzy–
semantic thresholds (0.40 and 0.87) using expert-validated question sets; and (3) Perfor-
mance and Usability Assessment, measuring the end-to-end response latency on different
hardware platforms (Raspberry Pi and laptop environments).

These steps collectively define the methodological framework adopted to verify that
the implemented architecture achieves both functional accuracy and responsiveness suit-
able for educational use.

2.1. Software Architecture
2.1.1. System Design

This phase covers the architectural integration of the ROboMC system under a unified
query-processing pipeline (as illustrated in Figure 1).

The ROboMC system was developed on the Django 5.2 framework (Django Software
Foundation, Lawrence, KS, USA) in Python 3.11 (Python Software Foundation, Wilming-
ton, DE, USA), widely used for educational web applications due to its modularity and
stability. The database includes two main models: LocalQuestion, which stores validated
question–answer pairs, and AutomaticQuestion, which records user-submitted questions
and generated responses, facilitating subsequent analysis. Local matching uses a com-
bination of normalization and fuzzy matching, complemented by a semantic encoder
(SentenceTransformer—paraphrase-multilingual-MiniLM-L12-v2) that enables the detec-
tion of similarities between questions even when phrasing differs. When no sufficient
match is found (threshold ~0.4 for fuzzy and ~0.87 for semantic similarity), the system
forwards the request to ChatGPT (GPT-3.5-Turbo), configured to respond exclusively in
Romanian and to provide a warning message regarding the informational nature of the
content. GPT-3.5-Turbo was selected due to its balance of response quality, latency, and cost
efficiency. In preliminary tests, the system produced accurate and contextually relevant
responses with an average end-to-end latency below 3 s on Raspberry Pi clients and under
2.5 s on laptops.
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Figure 1. Methodological and system workflow of the ROboMC platform. The figure integrates the
three methodological phases (System Design, Functional Evaluation, and Performance & Usability
Assessment) together with the technical flow (multimodal input, normalization, dual similarity
thresholds—fuzzy ≥ 0.40; semantic ≥ 0.87—decision node, and output).

This latency measure includes the entire processing chain—local preprocessing and
normalization, the API request to GPT-3.5-Turbo, post-processing of the generated text,
and optional text-to-speech synthesis.

Such performance was found acceptable for educational use, where conversational pac-
ing is less critical than response reliability. The more recent GPT-4 models were evaluated
but rejected for this deployment due to higher latency and computational cost that would
limit real-time classroom interaction. To mitigate the risk of misinformation, ROboMC
clearly distinguishes between expert-validated and AI-generated content. Every time Chat-
GPT provides a response, the interface displays a visual disclaimer and a verbal reminder
indicating that the content is not validated by medical professionals. The system also logs
these responses for manual review, enabling instructors to correct or replace inaccurate
outputs in subsequent database updates. This feedback loop minimizes the propagation of
potentially incorrect information while fostering responsible AI-assisted learning. The local
knowledge base (LocalQuestion) is curated through the Django administration interface,
allowing domain experts to continuously expand and validate its content. Each record
stores a set of canonical questions, associated keywords, and a validated answer.
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New entries are first drafted based on the log of real user queries (AutomaticQuestion
table) and are subsequently reviewed by medical faculty for accuracy and pedagogical
relevance before inclusion. Periodic updates ensure that the local database remains aligned
with current curricular content. For deployments outside healthcare, subject-matter experts
from the respective domain perform the same validation and update process, maintaining
consistent quality standards across disciplines.

The methodological workflow adopted in this study is illustrated in Figure 1.
Each block in this diagram represents a distinct methodological stage—data acquisi-

tion, normalization, fuzzy-semantic similarity computation, decision routing, and multi-
modal output—ensuring full reproducibility of the workflow.

The decision block illustrated in Figure 1 performs the routing of each user query
based on combined lexical and semantic similarity scores.

After normalization and preprocessing, the system computes both a fuzzy lexical
similarity (token overlap and Levenshtein ratio) and a semantic similarity (cosine distance
between multilingual sentence embeddings).

If both scores exceed the predefined thresholds (Sf ≥ 0.40 and Ssem ≥ 0.87), the
response is retrieved directly from the validated local knowledge base; otherwise, the query
is forwarded to the GPT-3.5-Turbo API for generative completion.

The resulting answer is stored in the AutomaticQuestion table to improve future re-
sponses and can also be converted to speech for multimodal output. The architecture
supports both text and voice input, ensuring a complete multimodal interaction flow.

2.1.2. Functional Evaluation

This phase focuses on verifying the reliability of local query-matching through the
combined fuzzy–semantic similarity mechanism.

The normalization process includes lowercasing, punctuation and diacritics removal,
and token truncation to the first five characters to improve matching tolerance for mor-
phological variants. Fuzzy matching is implemented through a token overlap coefficient
combined with Levenshtein ratio similarity to identify near matches between query tokens
and stored question patterns. The fuzzy similarity threshold of approximately 0.4 and
the semantic similarity threshold of 0.87 were empirically selected after iterative testing
with the dataset of stored and user-generated questions, balancing precision and recall to
minimize false positives. A speech-to-text module (Google Web Speech API via the Python
SpeechRecognition library, language = “ro-RO”) handles voice input, feeding the same
retrieval–generation pipeline used for typed queries.

To ensure consistent lexical and semantic processing, all incoming queries are normal-
ized through a sequence of preprocessing steps including lowercasing, punctuation and
diacritics removal, and truncation of each token to its first five characters. Let q denote
the user query and d a stored canonical question; after normalization, token sets Tq and Td

are derived.
A fuzzy lexical similarity score is computed as Sf = αSo + (1 − α)Sl, where So = |Tq ∩

Td|/min(|Tq|, |Td|) represents token overlap and Sl the normalized Levenshtein ratio
between strings (α = 0.5). If min(|Tq|, |Td|) = 0, then So is defined as 0 to avoid division
by zero.

The Levenshtein ratio is computed in its normalized form as Sl = 1 − (Lev-
Dist/max(|x|, |y|)), where LevDist denotes the Levenshtein edit distance between the
two strings, ensuring that both So and Sl are bounded within [0, 1].

The weighting coefficient α ∈ [0, 1] controls the relative contribution of token over-
lap and string similarity; in this study, α = 0.5 was selected empirically to balance the
two measures.
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In parallel, a semantic similarity score Ssem is calculated using multilingual sentence
embeddings (MiniLM-L12-v2) and cosine similarity, with values close to 1 indicating
stronger semantic correspondence.

A query is accepted as a valid match when Sf ≥ 0.40 and Ssem ≥ 0.87, thresholds deter-
mined empirically from expert-validated test data to balance false matches and omissions.

These threshold values were selected after iterative testing on approximately
N ≈ 200 validated query pairs, achieving an optimal trade-off between precision and recall.

This combined fuzzy–semantic evaluation ensured a high level of precision in the
system’s functional testing phase.

2.1.3. Performance and Usability Assessment

This phase assessed the overall performance and usability of the ROboMC system
across different hardware configurations.

In preliminary tests, the system produced accurate and contextually relevant responses
with an average end-to-end latency below 3 s on Raspberry Pi clients and under 2.5 s on
laptops. This latency measure includes the entire processing chain—local preprocessing
and normalization, the API request to GPT-3.5-Turbo, post-processing of the generated text,
and optional text-to-speech synthesis.

Such performance was found acceptable for educational use, where conversational
pacing is less critical than response reliability. The more recent GPT-4 models were evalu-
ated but rejected for this deployment due to higher latency and computational cost, which
would limit real-time classroom interaction.

To mitigate the risk of misinformation, ROboMC clearly distinguishes between expert-
validated and AI-generated content. Every time ChatGPT provides a response, the interface
displays both a visual disclaimer and a verbal reminder indicating that the content is not
validated by medical professionals.

The system also logs these responses for manual review, enabling instructors to
correct or replace inaccurate outputs in subsequent database updates. This feedback loop
minimizes the propagation of potentially incorrect information while fostering responsible
AI-assisted learning.

User satisfaction and perceived usability were additionally assessed through the
System Usability Scale (SUS) questionnaire, administered to 35 participants. Feedback
from these users was incorporated into iterative refinements of the platform, supporting
continuous improvement of both the system’s responsiveness and its interaction quality.

2.2. Multimodal Interaction

To provide both text and voice interaction, ROboMC integrates speech recognition and
speech synthesis modules. The term “multimodal” refers to the system’s dual-channel inter-
action combining visual/textual and auditory modes. In its current version, ROboMC sup-
ports both text- and voice-based input and provides synchronized text and audio output.

Users may alternate between typing and speaking their queries, but only one input
channel is active at a time. When deployed on laptops or desktops, ROboMC enables
both data-entry modalities—typing or speaking. Users can type their question in the text
box and press the button labeled “Trimite întrebarea. . .” (“Send the question”), or they
can click the button “Click s, i vorbes, te” (“Click and speak”) to activate voice input. In the
latter case, the spoken query is captured through the microphone, transcribed into text,
and automatically displayed in the same text box before being processed by the system.
Regardless of the input mode, the response is provided simultaneously as on-screen text and
synthesized speech, ensuring consistent dual-channel output. In contrast, when running
on a Raspberry Pi device, ROboMC functions as a standalone educational kiosk without a
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display: interaction occurs solely through voice input via the microphone, and responses
are delivered exclusively as audio through speakers. This configuration still ensures
full multimodal communication—dual-channel input options and dual-channel output—
consistent with accepted definitions in human–computer-interaction research. Voice input
is captured through the microphone and converted to text using the SpeechRecognition
library configured with the Google Web Speech API (language = “ro-RO”); the resulting
text then follows the same normalization and matching stages as typed input. For output,
responses generated by the system are simultaneously displayed on screen and synthesized
into speech using the gTTS package, which produces MP3 audio streamed to the client.
This design ensures consistent processing for both input modes while maintaining full
compatibility with standard open-source libraries.

Temporary audio files are deleted after playback, with only the transcribed text and
responses retained in the database. In parallel, the web interface supports traditional
text-based interaction, providing both flexibility and inclusion for users with diverse ac-
cessibility needs. The system offers native support for displaying mathematical formulas
(LaTeX via MathJax, MathJax Consortium, USA) and code snippets (with syntax highlight-
ing), demonstrating its potential for interdisciplinary adaptation. In addition to the main
response—whether retrieved from the validated database or generated by ChatGPT—the
system also integrates relevant external links (extracted through a Google search) and,
whenever possible, a short excerpt from a trusted source. This functionality is implemented
through a dedicated module (retrieving up to five results, extracting titles and representa-
tive snippets) and is displayed in the interface as a “Supplementary Information” section.
Figure 2 shows the ROboMC application interface for entering questions, while Figure 3
illustrates a generated response containing text, mathematical formulas, and external links
for further documentation.

 
Figure 2. The ROboMC application interface for submitting queries in written or spoken form. Note:
The interface labels appear in Romanian (e.g., “Trimite întrebarea. . .”—“Submit the question. . .”,
“Click s, i vorbes, te”—“Click and speak”, “. . .reîmprospătare. . .”—“Refresh. . .”) as they are part of the
actual ROboMC system.
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Figure 3. Example of a generated response displaying the complete Cockcroft–Gault equation,
illustrating the chatbot’s ability to process and present mathematical formulas. Note: The interface
labels appear in Romanian (e.g., “Rog ecuat, ia Cockcroft–Gault”—“Request the Cockcroft–Gault
equation”, “Trimitere întrebare”—“Submit question”, “Răspuns”—“Answer”) as they are part of the
actual ROboMC application used in testing.

2.3. Platforms and Hardware Architecture

The system runs natively on laptops/desktops (Windows, Linux, macOS) and can also
operate on a Raspberry Pi 4B [11], equipped with a USB microphone, portable speaker, and
battery power (power bank). This portability transforms the application into a “portable
educational kiosk,” usable not only in classrooms or laboratories but also in libraries,
communities, or clinical simulations.

Preliminary evaluation protocol. The evaluation included two components:

• Technical measurements—response times were recorded for validated and generative
answers, both on laptop and Raspberry Pi.
Usability assessment—35 students and faculty members completed the System Usabil-
ity Scale (SUS) questionnaire [12] (Taylor & Francis, London, UK), a standard usability
evaluation tool consisting of 10 Likert-scale items, with a final score ranging from 0 to
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100. The questionnaire included ten standard statements, alternating between positive
and negative phrasing, such as: “I found the system easy to use,” “I think the system
is unnecessarily complex,” and “I would imagine that most people would learn to use
this system very quickly.” Participants included undergraduate and postgraduate stu-
dents (aged 21–38) and faculty members from medical and engineering backgrounds,
all with basic to intermediate IT literacy. The evaluation scenario consisted of solving a
short quiz using ROboMC on a laptop and on a Raspberry Pi, recording latency, clarity
of responses, and perceived usability. Scores above 68 are considered satisfactory,
while scores above 80 indicate an excellent level of usability.

The evaluation was conducted in two complementary sessions. The first session
consisted of a technical test designed to measure response latency across 20 predefined
queries executed on both devices (laptop and Raspberry Pi). The second session involved
35 participants—20 undergraduate students in health sciences and 15 faculty members—
who interacted with ROboMC for approximately 20 min each, completing predefined
learning tasks through text or voice input. In addition to the SUS questionnaire, qualitative
feedback on clarity, engagement, and perceived reliability was collected through open-
ended questions. The resulting comments were analyzed to identify usability patterns and
improvement priorities.

The results are summarized in Table 1, which presents the measured latencies and the
obtained SUS scores.

Table 1. Results of the preliminary evaluation (latency and SUS usability).

Response Type Laptop (ms/s) Raspberry Pi (ms/s) Observations on Usage

Validated response 120–180 ms 250–350 ms Very short time, perceived as
“instantaneous”

Generative response 2.5–3.5 s 4–6 s Acceptable for educational
scenarios

SUS score (N ≈ 35) 80/100 - “Excellent” usability level (≥80)

3. Results
For comparative analysis, ROboMC was evaluated against two publicly available

conversational systems commonly used in educational contexts: ChatGPT Web and Replika.
The comparison considered three dimensions: (i) Response latency, defined as the total
time from user query submission to answer display; (ii) Factual consistency, assessed by
the proportion of domain-valid responses verified by subject experts; and (iii) Pedagogical
relevance, reflecting the alignment between generated explanations and curricular content.

On a representative set of student questions, ROboMC achieved substantially faster
local responses (average 0.18 s for validated answers) and maintained factual accuracy
through its expert-curated knowledge base.

In contrast, both ChatGPT Web and Replika demonstrated higher conversational
fluency but lacked domain validation mechanisms, occasionally producing factually incon-
sistent answers.

These results confirm the advantage of ROboMC’s hybrid design in structured educa-
tional environments, combining verifiable accuracy with adaptive language generation.

The preliminary evaluation of the ROboMC system confirmed its potential as a
portable and inclusive educational chatbot. A structured synthesis of the preliminary
evaluation results is presented in Table 2.
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Table 2. Preliminary evaluation results of the ROboMC educational chatbot, highlighting accessibility,
personalization, portability, and user acceptability.

Dimension Main Description

Accessibility Text- and voice-based interaction enabled use even by visually impaired
individuals.

Personalization Storing questions allowed analysis of learning needs and adaptation of
educational content.

Portability The Raspberry Pi–based system enabled educational sessions in multiple
contexts.

Acceptability Users appreciated the mix between validated and AI-generated responses, as
well as the response speed.

3.1. Accessibility

The integration of speech synthesis enabled efficient interactions for both typical users
and those with visual impairments. Participants particularly appreciated the combination
of text and voice, considering it a significant advantage compared to conventional chatbots
limited to text. This result is consistent with recent literature highlighting the benefits of
multimodal interaction and the potential of AI chatbots to support inclusion and accessi-
bility [13]. Participants were able to interact through both typed and spoken queries in
Romanian (ro-RO), confirming the reliability of the voice input module.

3.2. Personalization and Learning Analytics

By storing all submitted questions, ROboMC enables subsequent analysis of student
interactions. Using methods such as clustering and topic modeling, recurring themes and
knowledge gaps can be identified, providing teachers with useful insights for adapting
educational content. This functionality confirms the system’s value as a learning analytics
tool, complementing similar observations reported in recent studies [14].

3.3. Portability and Implementation Flexibility

The Raspberry Pi–based prototype provided stable performance, with an operational
autonomy of approximately 10–12 h on a single charge. The mobile design allowed the
system to be used in diverse educational contexts, including classrooms, libraries, and non-
formal learning spaces. Portability expands opportunities for use in clinical simulations and
community training, an advantage that differentiates ROboMC from other similar solutions.

3.4. User Acceptability

Feedback collected from students and faculty indicated a high level of acceptability.
Participants emphasized:

• the balance between validated and AI-generated responses,
• the integration of external references,
• the response time considered adequate.

These results are reflected in the average SUS score of 80/100, indicating an “excellent”
level of usability (≥80). The distribution of SUS scores reported by participants is illustrated
in Figure 4.
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Figure 4. Distribution of System Usability Scale (SUS) scores among participants (N = 35).

3.5. Comparative Advantage

Compared with other chatbot-based solutions reported in the literature [15], ROboMC
stands out through:

• the integration of a validated knowledge base,
• completion via generative AI (ChatGPT),
• multimodal interaction (text and voice),
• and hardware portability.

Together, these features strengthen the system’s originality as an applied educational
innovation, with potential for interdisciplinary extension. Response times compared across
platforms (laptop vs. Raspberry Pi) and response types (validated vs. generative) are
presented in Figure 5.

 

Figure 5. Average response times for validated and generative answers on laptop and Raspberry Pi.

4. Discussion
The preliminary evaluation of the ROboMC system highlights several contributions to

the field of AI-based educational technologies. First, the integration of a validated knowl-
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edge base with a generative model (ChatGPT) addresses one of the most persistent concerns
in the literature: the lack of reliability of purely AI-generated responses. By combining
validated with generative content, ROboMC ensures both accuracy and adaptability, a
hybrid approach that increases user trust [13,16].

Second, the adoption of multimodal interaction (text and voice) significantly improves
accessibility and inclusion. This aligns with recent results published in Applied Sciences,
where Rienties et al. showed that students perceive AI digital assistants (AIDAs) as
effective educational partners [5], and Chen et al. demonstrated that voice-based digital
technologies enhance engagement through more natural interaction [10]. ROboMC extends
these approaches by implementing a portable chatbot that is accessible and adapted even
for visually impaired users.

Another distinctive aspect is the learning analytics component. By storing and ana-
lyzing user questions (clustering, topic modeling), the system provides actionable data for
teachers, who can detect knowledge gaps and adjust curricula. This feature connects the do-
mains of educational data mining and AI tutoring systems, confirming the interdisciplinary
relevance of the system.

Portability represents a major advantage. Deployment on a Raspberry Pi 4B (8 GB
RAM, 32 GB microSD) transforms the system from a digital solution into a mobile educa-
tional kiosk, usable in clinical simulations, libraries, or community environments where
mobility and autonomy are essential. However, the evaluation revealed higher latencies on
Raspberry Pi compared to laptops. This difference can be explained by the limitations of
the ARM architecture compared to x86 processors, slower microSD read/write speeds, and
the absence of dedicated software optimizations. Even with the 8 GB RAM configuration,
these constraints confirm that Raspberry Pi is more suitable for demonstrative and mobile
scenarios, while laptops remain the optimal platform for intensive educational sessions.

Despite these strengths, some limitations must also be acknowledged. Dependence on
an internet connection for ChatGPT-generated responses restricts full offline use, and the in-
herent variability of generative content raises consistency concerns. Although the validated
database mitigates these risks, further improvements are necessary to enhance robustness.

Future research will extend the usability evaluation to participants from non-medical
domains and to accessibility testing for users with visual or auditory impairments. Future
development directions include:

• integrating offline large language models (LLMs) for operation without internet access,
• developing educator dashboards to visualize learning analytics data,
• expanding usability testing to larger and more diverse cohorts,
• applying the system across domains beyond healthcare, including engineering, social

sciences, and vocational training.

In Table 3, the identified strengths, main limitations, and future development directions
for ROboMC are presented.

While our evaluation focused on medical education, the architecture is domain-
agnostic. The curation workflow and matching pipeline generalize to other courses (e.g.,
programming labs, engineering fundamentals, museum guides). In each case, domain
experts validate the local entries, while LLM outputs remain clearly disclaimed. This
supports safe adoption across disciplines with minimal integration effort.

One current limitation of the prototype is the delay introduced by the gTTS engine,
as the system must generate and play an .mp3 file before playback. Future versions may
integrate real-time audio streaming (e.g., gTTS over gRPC) to reduce latency and improve
naturalness of spoken responses.
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Table 3. Strengths, limitations, and future directions for the ROboMC educational chatbot.

Category Description

Strength
Hybrid system (validated base + ChatGPT); multimodal interaction (text + voice);
educational memory for learning analytics; portable hardware for deployment in

diverse contexts.

Limitations
Dependence on internet for AI-generative responses; variability in the accuracy

and consistency of generative content; lower performance on Raspberry Pi
compared to laptop.

Future directions Integration of offline LLMs; development of educator dashboards; large-scale
usability testing; expansion of interdisciplinary applications.

4.1. System Extensibility and Maintainability

The modular structure of ROboMC facilitates easy expansion into new domains and
languages. The local knowledge base and matching modules can be adapted to different
educational contexts (e.g., programming, nursing, or engineering) simply by updating the
expert-validated database. Planned developments include multilingual interfaces, offline
operation through locally hosted LLMs, and cloud-based deployment for collaborative use.
These features ensure that the system remains maintainable and scalable beyond its initial
application in medical education.

4.2. Pedagogical Implications and Transferability

Beyond its technical implementation, ROboMC has broader pedagogical implications
for integrating AI-based dialogue systems in higher education. The hybrid validation–
generation model promotes active learning by allowing students to explore validated
knowledge while reflecting critically on AI-generated information. This dual interaction
supports the development of digital literacy and critical evaluation skills—competencies
increasingly emphasized in modern educational frameworks. Furthermore, the system’s
modular architecture facilitates replication across disciplines, enabling instructors to build
domain-specific repositories while maintaining consistent interaction paradigms. Such
scalability is essential for institutions aiming to incorporate conversational AI responsibly
into their curricula.

In addition to its technical versatility, ROboMC demonstrates significant pedagogical
value by fostering a reflective learning process. During pilot testing, instructors observed
that students tended to compare validated answers from the local knowledge base with
generative explanations, which stimulated curiosity and critical reasoning. This type of dual
interaction helps learners move beyond passive information retrieval toward analytical
thinking, strengthening both domain competence and awareness of AI limitations. Such
findings support the role of hybrid systems like ROboMC as effective mediators between
structured educational content and open-ended exploration.

Beyond its classroom integration, ROboMC offers additional opportunities for institu-
tional deployment and social inclusion. Because the system can operate independently on
low-cost hardware such as the Raspberry Pi, it can be used in environments with limited
digital infrastructure, supporting equal access to educational innovation. This portability
also enables on-site demonstrations and field learning, making the tool suitable for blended
or community-based training programs.

From a pedagogical management perspective, the system’s data-logging features
provide instructors with actionable analytics about student interactions, common mis-
conceptions, and question frequency. These insights can inform adaptive course design
and personalized feedback strategies, extending the value of ROboMC beyond a learning
interface into a research instrument for educational improvement.
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Finally, by explicitly differentiating between validated and generative responses, the
platform encourages transparency and responsible AI use, aligning with emerging Euro-
pean guidelines for trustworthy AI in education. This approach reinforces ethical awareness
while maintaining engagement and curiosity—two fundamental pillars of sustainable AI-
assisted learning.

5. Conclusions
This study presented ROboMC, a portable and multimodal educational chatbot that

combines a validated knowledge base with a generative model (ChatGPT), providing both
accuracy and flexibility. Preliminary evaluations confirmed the system’s feasibility, with
acceptable latencies and an average SUS score of 80/100, indicating an excellent level
of usability.

The integration of validated and generative responses, together with multimodal sup-
port (text and voice), extends accessibility for users with diverse needs and strengthens trust
in educational interactions. Portability on platforms such as Raspberry Pi demonstrates the
system’s applicability in various contexts, from classrooms and simulation laboratories to
libraries and communities.

Although validated in a case study focused on health education, the system’s ar-
chitecture is domain-independent and can be adapted to engineering, social sciences, or
other disciplines through updates to the validated database. Limitations related to internet
dependency and variability of AI-generated responses can be addressed by integrating
offline language models and developing advanced analytics tools for educators.

Overall, this work reflects an iterative, human-centered design approach rather than
an abstract theoretical exercise. Each development stage—from the creation of the validated
question bank to the usability study—was guided by direct classroom observations and
user feedback. Future work will continue to emphasize authentic academic integration by
involving educators and learners in co-design sessions aimed at refining interaction dy-
namics, ensuring that technological innovation remains grounded in pedagogical practice.
Looking ahead, the ongoing evolution of ROboMC will focus on expanding its educational
adaptability and research utility. Planned updates include integrating multilingual support,
adaptive response strategies based on learner profiles, and tools for longitudinal tracking
of learning progress. In parallel, future research will explore how validated and generative
interactions shape students’ reasoning patterns and motivation. Establishing collaborations
with educational institutions from other disciplines will further test the scalability of the
platform in engineering, social sciences, and environmental studies. Through these devel-
opments, ROboMC can contribute not only as an educational tool but also as a reference
framework for responsible, human-centered AI integration in academic contexts.

In conclusion, ROboMC provides a scalable, interdisciplinary, and inclusive frame-
work for AI-assisted education, representing an important step toward combining person-
alized learning with portability and technological reliability.
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