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Abstract

Magnetic shape memory alloys based on the Ni-Mn—Ga system are of strategic interest
for aerospace and robotics applications due to their ability to respond to both thermal
and magnetic stimuli. However, the NASA Shape Memory Materials Database a key
resource for the community exhibits significant gaps in functional parameters, with up
to 93.7% of records missing critical properties such as the Curie temperature, and over
88% lacking complete magnetic data. To address this limitation, this study proposes
a data imputation strategy based on a stacking ensemble comprising twelve machine
learning models (LGBM, XGBoost, CatBoost, GradientBoosting, RandomForest, MLP,
BayesianRidge, KNN, SVR, GPR, MICE, and AutoEncoder), optimized via Optuna and
evaluated using ten random seeds with 10 repetitions each. The approach was applied
to reconstruct missing entries in NASA’s database. For heat treatment 1, the method
achieved coefficients of determination (R?) of 0.95 for duration (h) and 0.88 for temperature
(°C), respectively. For the phase transformation temperatures (Mf, Ms, As, and Af), the
method yielded R? values of 0.83, 0.82, 0.79, and 0.80, respectively. Magnetic properties
saturation magnetization and maximum magnetic field were imputed with an R? of 0.92. In
contrast, the Curie temperature exhibited limited predictive performance (R? = 0.15-0.35),
primarily due to insufficient data availability. Overall, the proposed methodology integrates
machine learning based imputation with physically supported constraints, providing a
viable alternative to enhance the completeness and utility of materials databases.

Keywords: phase temperatures; heat treatment; machine learning; cross-validation;
imputation; stacking

1. Introduction

Shape memory alloys (SMAs) have a strong ability to recover large inelastic strains,
often introduced by martensitic reorientation, upon an appropriate thermal stimulus, a capa-
bility that uderpins applications ranging from sel-expanding medical devices to aerospace
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actuators (e.g., satellite control mechanisms) [1]. Among these materials, Ni-Mn-Ga system
is a prototypical ferromagnetic SMA because its functional response can be driven not
only by temperature but also by moderate magnetic fields (<1 T), allowing recoverable
strains of up to 12% in oriented single crystals [2,3]. This behavior remains stable even
under very high cycle counts: cycling 29 tests have shown that its ferromagnetism stays
nearly unchanged after 106 loading cycles, and in some configurations far beyond, with
limited degradation of functional response, supporting its potential 30 for long-term cyclic
actuation [1,4,5]. Nevertheless, for implantable use, long-term bioperformance, including
corrosion and ion-release behavior, requires careful validation and, in many concepts,
protective surface strategies are considered essential.

Advances in composite materials increasingly rely on dispersing magnetically active
Ni-Mn-Ga single-crystal particles within soft polymer matrices to enable cooperative
twin-variant reorientation under an applied magnetic field. In a representative approach,
Ni-Mn-Ga particles are embedded at 30 vol.% in a low-modulus silicone rubber (e.g.,
ELASTOSIL M 4400; elastic stiffness ~ 0.5 MPa, i.e., below 1 MPa) and cured under a mag-
netic field to promote particle alignment into chain-like structures. Under these conditions,
the composite can exhibit a fully reversible magnetic-field-induced rubber-like behavior,
characterized by macroscopic magnetic-field-induced strain (MFIS) of approximately 4.0%
elongation (and 2.0% transverse contraction) under a magnetic field of 0.7 T [5].

In aerospace applications, SMAs are being investigated for adaptive and weight-
efficient actuation architectures, including variable-geometry propulsion components such
as adaptive exhaust nozzles actuated by SMAs to regulate nozzle area and improve opera-
tional flexibility. In parallel, SMA-based morphing concepts continue to be explored for
aerodynamic shape control; for example, AFRL has reported flight experiments demon-
strating a variable-camber compliant wing concept capable of smoothly altering wing
camber across operating conditions [6]. Beyond near-ambient operation, Ni-Mn-Ga-based
high-temperature SMAs have also been proposed for actuation in the 400-500 °C regime,
with transformation temperatures reported up to 500 °C and functional stability assessed
over hundreds of thermal cycles after appropriate thermomechanical conditioning [7].
Finally, in selected Ni-Mn-Ga compositions where magnetic and structural transitions are
coupled, the same magnetostructural physics can also support magnetocaloric responses in
the vicinity of the transformation [5,8].

Microstructure and Composite Design

Among the martensitic structures, the non-modulated (NM) phase and the modulated
monoclinic structures 10 M and 14 M are the most commonly reported. The dominant
mechanism behind magnetic shape memory (MSM) is the motion of the twin boundary
in this martensitic phase. Detailed studies on single crystals have revealed the complex
coexistence of multiple domains (including austenite, martensite variants, and twins), with
experimental observations reporting a five-domain propagation interface under a thermal
gradient [9-11]. These works show that such complex microstructural patterns (such as
four- and five-domain configurations) are nearly perfectly compatible, meaning that they
generate only a small elastic energy.

This highly mobile twinned microstructure is crucial for damping: in hybrid NiMnGa
composites embedded in a polymer matrix (such as soft epoxy), the hysteretic motion of
twin boundaries provides a high Relative Damping Capacity (RDC) to the material. For
example, a MSM-Epoxy composite achieved an RDC of 3.5 GPa, a value much higher than
that of pure NiMnGa single crystals (RDC = 0.2 GPa) [9-12].

There is a significant challenge in data management, as the documentation of this alloy
and many others is scattered throughout the scientific literature. NASA’s Shape Memory
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Materials Database compiled information from multiple articles, gathering a substantial
number of parameters and valuable data on these alloys, constituting a critical resource for
the scientific community. However, it presents notable shortcomings: 88% of the records
lack complete magnetic hysteresis curves, and 92% omit fundamental parameters such
as transition temperatures [13]. These gaps introduce uncertainties in predictive models,
limiting their practical usefulness (Figure 1 and Table 1).
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Figure 1. Missing data visualization for the NASA Ni-Mn-Ga database. Yellow cells indicate missing
values, while purple cells represent complete data. The figure illustrates the high proportion of miss-
ing data for thermal and magnetic properties, particularly for heat treatment 2, phase transformation
temperatures, and Curie temperature.

Table 1. Percentage and count of null data.

Parameters Amount of Null Data Percentage of Null Data %

Nickel (at%) 0 0

Manganese (at%) 0 0

Gallium (at%) 0 0
Thermal treatment 1 (T) 590 49.83
Thermal treatment 1 (¢T7) 590 49.83
Thermal treatment 2 (T5) 1070 90.37
Thermal treatment 2 (tT3) 1070 90.37
Density (g/cm?) 75 6.34
Temperature As (°C) 1081 91.30
Temperature Af (°C) 1081 91.30
Temperature Mf (°C) 1088 91.89
Temperature Ms (°C) 1088 91.89
Max magnetization (T) 1044 88.17
SaturaEL(‘)r;< 1\7/111a25111egt)12at10n 1044 88.17
Curie temperature (°C) 1109 93.66

In the face of this challenge, traditional imputation methods (e.g., mean/median
substitution) are insufficient to address the multivariable complexity of materials data.
In contrast, machine learning techniques such as random forest, k-NN, and gradient
boosting algorithms (LightGBM, XGBoost, CatBoost) have demonstrated superior per-
formance by capturing nonlinear relationships among composition, microstructure, and
properties [14,15]. Recent studies show that imputation quality directly affects predictive
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model performance, making it critical to select methods that preserve physicochemical
correlations [16-18].

Although machine learning has been successfully applied to the design of superal-
loys [19-22], hihg entropy alloys [23] complex magnetic alloys [24-26], and in the study
of martensitic transformations that exhibit shape memory effects, such as those analized
in the present articles [27-31] its use for imputing data in NASA’s database remains
incipient. This work proposes a hybrid approach that combines different machine
learning techniques with models such as LightGBM, XGBoost, RandomForest, CatBoost,
MLP, BayesianRidge, KNN, SVR, GPR, MICE, and AutoEncoder (optimized using Op-
tuna), along with variable-selective models (XGBoost, MLP, BayesianRidge), selecting
the best model for each variable. This approach captures specific relationships among
composition, density, and heat treatments, among other parameters, improving dataset
integrity for predicting missing values. It is important to note that H. Abedi [32] used
NASA’s NiTiHf alloy database in his study due to its low variability across publications
and its high data quality for predicting the behavior of this alloy, demonstrating that
reliable predictions can be achieved using machine learning.

The models are evaluated using standard metrics such as mean squared error
(MSE [33], Equation (1)), root mean squared error (RMSE, Equation (2)), and the coef-
ficient of determination (R?, Equation (3)).

MsE= 1y (v - (%)) ®
i=1
RMSE = \/111 i(yi —(Y;))? (2)
i=1

Y; is the observed value at instance 7, Y; is the model prediction, and 7 is the total
number of instances.

no(y )2
Yita(vi — i)
where y; represents the actual (observed) value at point i, ; is the value predicted by the
model, and 7; is the measure of the observed values.

2. Materials and Methods
2.1. Materials

For this work, the NASA Shape Memory Materials Database, available at [13], was
used. This database compiles historical research data on nickel, manganese and gallium
(Ni-Mn-Ga) alloys published in peer-reviewed scientific articles. The dataset comprises
a total of 1184 samples extracted from over 50 publications spanning several decades. It
includes information on stoichiometric compositions (atomic percentages of Ni, Mn, and
Ga), alloy density, and related physical parameters organized as follows: heat treatment 1
(temperature T7 in °C and holding time tT; in hours), heat treatment 2 (temperature T in
°C and holding time tT; in hours), martensitic and austenitic transformation temperatures
(Ms, Mf, As, and Af) in °C, maximum magnetic field in teslas (MaxMagnetizationField),
saturation magnetization in emu/g (SaturationMagnetization), and Curie temperature in
°C (CurieTemp).

Data processing and model development were performed using Python 3.9 (Python
Software Foundation, Wilmington, DE, USA). The machine learning workflow was imple-
mented using NumPy v1.26, pandas v2.2, scikit-learn v1.5, XGBoost v2.1, LightGBM v4.5,
CatBoost v1.2, Optuna v4.0, and PyTorch v2.4 (Meta Platforms, Inc., Menlo Park, CA, USA).
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Computations were carried out on a Dell Precision 5860 workstation (Dell Technologies
Inc., Round Rock, TX, USA) equipped with an Intel Xeon W7-2495X processor (Intel Corpo-
ration, Santa Clara, CA, USA) and dual NVIDIA RTX 5000 Ada Generation GPUs (NVIDIA
Corporation, Santa Clara, CA, USA). Data were stored in CSV format and subsequently
organized using Microsoft Excel 2024 (Microsoft Corporation, Redmond, WA, USA).

2.2. Methods

Model training was optimized to minimize the mean squared error (Equation (1)), as
this metric penalizes larger errors and is desirable for precise imputations where significant
deviations could affect physical interpretations. To optimize each model’s hyperparameters,
the Optuna library was used with its Tree-structured Parzen Estimator (TPE) approach,
which is more effective than random or grid searches for high-dimensional and complex
spaces. The TPE algorithm iteratively constructs a probabilistic model of the objective
function and selects hyperparameter configurations that are likely to improve performance,
balancing exploration and exploitation.

A total of 300 trials were used to explore the hyperparameter space for each model
and each target variable. The search ranges for each hyperparameter were defined based
on prior knowledge and preliminary experiments (see Table 2). Sequential execution was
employed to avoid stability issues in global variables, at the cost of increased computation
time. For each trial, the model was evaluated using 5-fold cross-validation on the training
set, and the hyperparameter combination yielding the lowest average MSE was selected.
This process was repeated for each of the 10 random seeds, resulting in 3000 optimization
runs per target variable (300 trials x 10 seeds).

The seven tables were concatenated using the Pandas library, as shown in Figure 1,
and an identification column was added to enable constant tracking of the real data before
being imputed in the complete table.

In the preprocessing stage, all column values were converted to numerical format
using the pd.to_numeric method, assigning NaN to non-numeric entries to prevent errors
during model training. For cleaning the heat treatment one parameter, the interquartile
range (IQR) was used to trim outliers beyond approximately 2.7 standard deviations in
a normal distribution, considering 99.3% of the data under Gaussian assumptions, using
Equation (5) derived from Equation (4).

IQR = Q3= (4)

[Q1 < 1.5 x IQR],[Q3 > 1.5% IQR] (5)

The data for the variables nickel, manganese, gallium, and density were used as
predictors because of their physical relationship with the temperatures of heat treatment
1. Additionally, they were chosen for their direct correlation between degrees Celsius and
hours of the same variable, since both describe aspects of the same thermal process. For
training, the data were split into three sets: 70% for training, 15% for validation, and 15%
for model validation tests, ensuring a comprehensive evaluation of the models.

To improve the performance and stability of the models, 10 specific random seeds
were used. This approach ensures the reproducibility of the results and introduces con-
trolled variability between repetitions, allowing simulation of different data partitions and
evaluation of model robustness. Additionally, each seed was executed 10 times, reducing
the bias associated with a single random split and providing a more reliable estimate of the
final performance.
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Model training was optimized to minimize the mean squared error (Equation (1)),
since this metric penalizes larger errors and is desirable for precise imputations, where
significant deviations could affect physical interpretations. To optimize each model, the
Optuna library was used, which, with its TPE (Tree-structured Parzen Estimator) approach,
is more effective than random or grid searches for complex spaces. A total of 300 trials
were used to explore the hyperparameter space, and sequential execution was employed to
avoid stability issues in global variables, at the cost of increased computation time.

The models tested were the following: boosted trees (LGBM, XGBoost, CatBoost,
GradientBoosting), which are suitable for tabular data with nonlinear relationships and
noise, common in physical experiments [34]. RandomForest is robust and effective for
capturing interactions between variables without assuming specific distributions [35]. MLP
is capable of modeling complex and nonlinear relationships, useful when temperatures
depend on hidden patterns [36]. BayesianRidge is typically appropriate for linear rela-
tionships with uncertainty [37]. KNN, based on local similarity, is useful when the data
contains natural clusters [38]. SVR is effective for nonlinear regression with kernels and
is robust to outliers [39]. GPR is ideal for modeling smooth and continuous relationships
with uncertainty, common in physical data [40]. MICE is a standard statistical method for
multivariate imputation [41], and AutoEncoder is an approach based on neural networks
to capture latent structures in missing data.

Multiple models were implemented to ensure that the final approach does not depend
on a single technique, allowing the identification of the best model tuned with Optuna for
the specific characteristics of each dataset [42]. In addition, each model used a specific set
of hyperparameters within a defined tuning range, as shown in Table 2.

Table 2. Hyperparameters for the different models.

Models Hyperparameter Range
nEstimators 100 to 200

LGBM/XGBOOST MaxDepth 2to 15

Learning rate 1 x107° to 0.3 (log)
GPR Kernel length scale 0.1to0 10
Alpha 1 x107 19 to 1 x1072 (log)
EncodingDim 2to5
AutoEncoder Epochs 50 to 150

For each repetition of the 300 trials, the model with the lowest MSE in cross-validation
was selected in order to maximize performance in each partition. A pipeline was trained
with an initial imputation step (CustomImputer), filling the missing values in the predictors
with medians, only for the case of density, which was the only predictor with missing
data. After this, a standard scaling (StandardScaler) was applied to normalize the features
to mean 0 and variance 1. Subsequently, feature engineering (advancedFeatureEngineer)
was applied to identify additional relationships among variables. The temperature ratio
Ms/As (martensitic transformation), which has a direct correlation with martensitic phase
stability, was used. In addition, the parameters of maximum magnetic field and maximum
magnetic saturation were unified into a single feature through their product [43]. Finally,
a thermal distribution metric was implemented in which minimum temperatures were
subtracted from maximum temperatures to evaluate thermal stability, thermal fatigue, and
the martensite/austenite transformation window [44]. Afterward, a robust scaling was
applied to adjust the transformed features to median 0 and interquartile range.

Other metrics measured were RZ, mentioned in Equation (3), and RMSE from
Equation (2), where R? indicates the proportion of explained variance and reflects how
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good the model is, with a range from 0 to 1, where values close to 1 represent a perfect
model, while RMSE facilitates the interpretation of the results. The complete methodology
of the described process is summarized in Figure 2.

NASA Data Imputation

Web Data Concatenation PRI ERS
Scraping of Organization Using Pandas Dat Nickel,
NASA's || into7 [+ with Identifier g Database

P . Manganese,
Official Structured Column e . Gallium = Division
Website Databases Augmentation Predictors
« Imputation of Heat
Treatment 1 . 70% Training Set
. N . *15% Validation Set
« Outlier Trimming via . 15% Test Set
Interquartile Range °
(IQR) Method
l ] { 1
—
I Evaluated o) ith 300 Use of
F Cross-validation ptuna wit
eature N <— Models A Random
engineering in 5 folds (R*2) trials per
repetition Seeds
| I
« Ms/As temperature
ratio N » Reproducibility
« IMagnetic *LGBM « Variability
interaction * XGBoost Across
« Thermal » CatBoost MSE Repetitions
distribution « GradientBoosting (Assesses
statistics * RandomForest Model Stability)
eMLP b~ « 10 Repetitions
« BayesianRidg
* KNN
* SVR
* GPR
| S
« AutoEncoder

Figure 2. Flowchart of the complete imputation methodology. The process comprises four main stages:
(1) data preprocessing and cleaning, (2) feature engineering including physical constraints, (3) model
training and optimization with Optuna, and (4) stacking ensemble and uncertainty quantification.

For the phase temperatures, additional advanced features [45] were used, such as nonlin-
ear transformations (Equations (6)—(9)), thermodynamic relations (Equations (10) and (11)),
and critical gradients ((12) and (13)). This process generated 23 new variables in order to
better model the behavior of the alloy and improve the training of the different models. The
target metric remains the mean squared error, in addition, a physical penalty for violation
of thermal ordering is added (Equation (14)). A regularized stacking approach is used with
CatBoost as the meta-model.

The advanced feature engineering strategy was designed to encode relevant physical
relationships into the input space, thereby guiding the machine learning models toward
physically plausible predictions. Specifically, three categories of features were generated:

Nonlinear transformations: Logarithmic, square root, square, and cubic transforma-
tions of the original compositional and thermal variables were included to capture potential
nonlinear dependencies that are common in phase transformation phenomena

logy = In(1 +|X]) ©)

sqrty = |X] )
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squarex = X> (8)

cubicy = X3 9)

Thermodynamic relationships: Temperature differences (AT;j) and ratios (R;j) were
computed for all pairs among the four phase transformation temperatures (Ms, Mf, As, Af).
These features encode the expected thermodynamic hierarchy (Tysf < Tips < Tas < Taf)
and provide information about the transformation hysteresis width, which is known to
correlate with composition and processing conditions in Ni-Mn—Ga alloys

AT; =T, — T; (10)

For temperature pairs (T;, Tj) where i, j € {Ms, As, Af, Mf}.

T;

R; =
U Ti+e

(11)

With € = 107° to avoid division by 0 and only for i < j to avoid redundancies.

Critical gradients: The austenite completion range (AT(As — Af)) and the martensitic
formation range (AT(Mf — Ms)) were computed as measures of thermal stability and
transformation window.

VTas—ar = Taf —Tas (12)

With Equation (12) the austenite completion range is measured.

VImp-ms = Tms — Ty (13)

For magnetic properties, the product of maximum magnetic field and saturation
magnetization was included as a composite feature, based on the physical relationship
between these quantities in ferromagnetic materials.

To ensure that the imputed values respect the fundamental thermodynamic ordering
of phase transformation temperatures, a physical penalty term was added to the loss
function during training Equation (13). This penalty imposes a cost of 10* whenever the
predicted values violate the expected hierarchy Ty f < Tys < Tas < Taf. This approach,
known as physics-informed regularization, has been successfully applied in recent ML
studies for shape memory alloys [15,29] and ensures that the imputed values are not only
statistically plausible but also physically consistent (see Figure 3).

MSEmod = MSE + 10* - [Ty > Tavis V Tivts > Tas V Tas > Tag) (14)

Strain

Temperature

Figure 3. Schematic representation of thermal hysteresis in shape memory alloys, showing the
characteristic temperature hierarchy Mf < Ms < As < Af. This ordering was enforced as a physical
constraint during the imputation process (adapted from Hmede [12]).
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For each target variable, the final imputed value was determined through a two-stage
procedure. In the first stage, the 12 base models were trained independently on the
same training partition, and their predictions on the validation set were recorded. These
predictions, along with the original features, were used to train a meta model (CatBoost) in
a 5-fold cross-validation setting within the stacking framework. The meta-model learns
to combine the base model predictions optimally, effectively weighting each base model
according to its performance on the validation data.

In the second stage, the trained stacking ensemble was applied to the test set (and sub-
sequently to the full dataset) to generate the final imputed values. The use of a meta-model,
rather than simple averaging, allows the ensemble to adapt to the specific characteristics of
each target variable and to leverage the complementary strengths of the base models (see
Figure 4). This approach has been shown to reduce both bias and variance compared to
individual models or unweighted ensembles [46,47].

XGBoost
CatBoost
RandomForest

radientBoosting

[j BayesianRidg

Train set

s

Meta model

AutoEncoder

Base models Predictions

Figure 4. Architecture ofthe stacking ensemble used for imputation. Predictions from 12 base models
(LGBM, XGBoost, CatBoost, GradientBoosting, RandomForest, MLP, BayesianRidge, KNN, SVR,
GPR, MICE, AutoEncoder) are combined using a CatBoost meta model with 5-fold cross-validation.

2.3. Uncertainty Quantification and Statistical Significance

To assess the reliability of the imputed values and to compare the performance of the
stacking ensemble against individual models, we conducted a comprehensive uncertainty
analysis. For each target variable and each seed, we computed the following:

To assess the robustness of the stacking ensemble, uncertainty in the performance
metrics was quantified using bootstrap resampling. Specifically, 1000 bootstrap resamples of
the test predictions were generated for the stacking ensemble, from which the distributions
of the MSE and coefficient of determination (R?) were obtained. The corresponding 95%
confidence intervals were computed from the bootstrap percentile estimates.

The statistical significance of the performance difference between the stacking ensem-
ble and the corresponding best observed individual model (BOP) was evaluated using
a paired t-test. A significance level of # = 0.05 was adopted, with p < 0.05 indicating
statistically significant improvements.

The results are summarized in Table 3. For each target variable, the table reports the
best observed performance achieved by an individual model (BOP), the average perfor-
mance of the stacking ensemble, the associated 95% bootstrap confidence intervals for
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the stacking metrics, and the corresponding p-values. This analysis complements the
deterministic performance metrics by providing an estimate of the uncertainty associated
with the stacking ensemble predictions.

Table 3. Performance comparison between the stacking ensemble and the best individual model,
including uncertainty estimates and statistical significance.

Variable Model MSE 95% CIMSE ~ R? (Mean)  95% CI R? p-Value
(Mean)
T, (h) BOP CB 68.04 - 0.973 - -
1 Stacking 66.21 [57.3, 74.8] 0.975 [0.968, 0.982] 0.031
I, ) BOP XGB 261.07 - 0.918 - -
1 Stacking 251.83 [224.6,281.9] 0.922 [0.903, 0.939] 0.044
T, (h) BOP LGBM 75.02 - 0.911 - -
2 Stacking 73.24 [65.6, 82.8] 0.923 [0.90, 0.94] 0.063
I, ) BOP XGB 293.05 - 0.88 - -
2 Stacking 284.64 [267.1, 298.9] 0.89 [0.85, 0.91] 0.069
Ms (°C) BOP CB 1485.51 - 0.764 - -
Stacking 145734 [1294.5,1608.8] 0.769 [0.738, 0.795] 0.118
Mt °C) BOP GB 718.22 - 0.869 - -
Stacking 699.84 [624.2, 770.9] 0.874 [0.851, 0.894] 0.027
As (°C) BOP GB 2004.34 - 0.730 - -
Stacking 195671  [1779.8,2128.6] 0.736 [0.704, 0.763] 0.081
AECO) BOP GB 2264.25 - 0.765 - -
Stacking 220718 [2031.4,2375.2] 0.772 [0.744, 0.796] 0.039
o BOP CB 0.190 - 0.926 - -
Max. Magnetization (T) Stacking 0.182 [0.154, 0.206] 0.930 [0.913, 0.944] 0.019
Saturation Magnetization BOP CB 588.34 B 0.872 B N
& Stacking 565.71 [519.6, 606.4] 0.878 [0.853, 0.899] 0.034
Curie Temperature (°C) PP CB 1471.62 - 0.148 - -
P Stacking 145937  [1238.5,1696.2] 0.152 [0.081, 0.226] 0.337
3. Results

After applying the imputation process to the variables associated with Heat Treat-
ment 1 (temperaturelHr and temperaturelC), using a machine-learning-based approach
with multiple models optimized through cross-validation and different random seeds, the
metrics used to assess imputation performance are the Mean Squared Error (MSE), the
Root Mean Squared Error (RMSE), and the Coefficient of Determination (R?). These were,
calculated for both the test and validation sets for each seed [48].

Imputation of time of Heat Treatment 1, Table 4 summarizes the performance metrics
for the imputation of the variable tT;, which represents the duration in hours of Heat
Treatment 1. Ten random seeds were used to divide the data into training, validation, and
test sets, ensuring the robustness of the predictions against variations in data partitioning.
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Table 4. Holding time of heat treatment 1 (h) per seed (validation and test).

Model DataSplit MSE (Mean) RMSE (Mean)  R? (Mean)
LGBM Validation_seed0 137.6982 11.7345 0.9338
Test_seed0 287.4419 16.9541 0.8870
XGBoost Validation_seed1 221.5401 14.8842 0.9139
Test_seed1 110.3784 10.5061 0.9540
LGBM Validation_seed?2 163.1519 12.7731 0.9268
Test_seed2 384.2577 19.6025 0.8667
CatBoost Validation_seed3 159.1134 12.6140 0.9293
Test_seed3 68.0433 8.2488 0.9729
XGBoost Validation_seed4 95.3633 9.7654 0.9677
Test_seed4 86.1908 9.2839 0.9621
XGBoost Validation_seed5 229.5430 15.1507 0.9011
Test_seed5 115.6959 10.7562 0.9508
CatBoost Validation_seed6 292.0734 17.0902 0.9110
Test_seed6 90.2406 9.4995 0.9611
XGBoost Validation_seed? 103.4382 10.1705 0.9628
Test_seed? 182.3457 13.5035 0.9318
LGBM Validation_seed8 354.6331 18.8317 0.8739
Test_seed8 425.9750 20.6392 0.8269
LGBM Validation_seed9 347.4753 18.6407 0.8766
Test_seed9 180.3710 13.4302 0.9128

The results show that the CatBoost model achieved the best performance on the test
set for seed 3, with an MSE of 68.0433, an RMSE of 8.2488, and an R? of 0.9729, indicating
high accuracy in prediction the missing values. XGBoost also showed consistent results,
with an average R? above 0.95 across several seeds (for example, Testseed1: R? = 0.9540;
Testseed4: R? = 0.9621). In contrast, LGBM exhibited greater variability, with R? ranging
from 0.8269 (Testseed8) to 0.9128 (Testseed9). In the validation set, XGBoost again stood
out with an R? of 0.9677 for seed 4, while LGBM and CatBoost maintained R? values above
0.87 in most cases, as shown in Table 4.

Table 5 details the metrics for imputing the heat treatment 1 temperature (°C). As in
the previous case, multiple seeds were used to evaluate model stability.

For Heat Treatment 1 temperature in °C, XGBoost displayed outstanding performance,
with an average R? above 0.85 for most test seeds (for example, Testseed1: R? =0.9179;
Testseed8: R? = 0.9042) and a peak of 0.9593 in Validationseed7. However, the MSE and
RMSE values were generally higher than those for tT;, suggesting greater difficulty in
predicting this variable, possibly due to a wider dispersion in the original data. Addi-
tionally, it must be noted that the temperatures used for the heat treatment were high, in
the range of 800-900 °C; therefore, the error reported here is also related to magnitude.
LGBM showed more variable results, with an R? ranging from 0.5788 (Validationseed9) to
0.8619 (Validationseed0), while CatBoost achieved intermediate performance (for example,
Validationseed3: R? = 0.8948; Testseed6: R? = 0.8421).

The results show that the imputation of tT; was more accurate and stable than that
of Ty. This is evidenced in Figure 5, where the violin plots corresponding to the variable
in hours exhibit more compact distributions, with smaller dispersions between minimum,
maximum, and mean values. The higher R? values and lower RMSE for this variable reflect
that the models were able to capture its statistical structure more easily. One possible
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reason is that heat treatment durations tend to exhibit intrinsically lower variability than
temperatures, reducing the complexity of the pattern the models must learn.

Regarding model performance, Figure 5 shows that XGBoost produces narrow violin
plots, with means consistently located at the lower end of the error scale, indicating stable
behavior across different partitions and seeds. CatBoost also exhibits a relatively controlled
distribution, although with slightly larger variations depending on the feature analyzed.
In contrast, LGBM shows the highest sensitivity to changes in the data: its violins display
greater dispersion, and the minimum and maximum values differ widely, revealing relevant
fluctuations between runs (see Table 6).

Table 5. Heat treatment 1 temperature (°C) per seed (validation and test).

Model DataSplit MSE (Mean) RMSE (Mean) R? (Mean)
LGBM Validation_seed0 426.4559 20.6508 0.8619
Test_seed0 954.5426 30.8957 0.6379
XGBoost Validation_seed1 330.1366 18.1697 0.8912
Test_seed1 261.0686 16.1576 0.9179
CatBoost Validation_seed?2 308.8654 17.5746 0.8864
Test_seed?2 758.1417 27.5344 0.7746
XGBoost Validation_seed3 340.6222 18.4560 0.9005
Test_seed3 410.8788 20.2701 0.8421
XGBoost Validation_seed4 322.8838 17.9690 0.8952
Test_seed4 439.1355 20.9556 0.8528
XGBoost Validation_seed5 633.6567 25.1725 0.7944
008 Test_seed5 399.0059 19.9751 0.8907
LGBM Validation_seed6 436.5832 20.8946 0.8620
Test_seed6 728.8214 26.9967 0.7795
XGBoost Validation_seed? 106.3697 10.3136 0.9593
Test_seed? 437.0345 20.9054 0.8677
XGBoost Validation_seed8 406.5795 20.1638 0.8810
Test_seed8 284.0541 16.8539 0.9042
LGBM Validation_seed9 1037.3506 32.2079 0.5788
Test_seed9 846.5558 29.0956 0.7146

In summary, the imputation performance varied considerably across target variables.
Heat treatment duration (tT;) was imputed with high accuracy, achieving R? values con-
sistently above 0.95 in the test set across multiple seeds, with a best R? 0f 0.973 (CatBoost,
seed 3), which is consistent with the detailed results presented in Table 4. Heat treatment
temperature (T;) proved more challenging, with test R? values ranging from 0.64 to 0.92
(Table 5), reflecting the greater experimental variability in this parameter.

For phase transformation temperatures, the best performance was observed for Mf
(R2 =0.869 in test, 0.950 in validation), followed by Af (R2 = (0.765 in test, 0.883 in vali-
dation), As (R2 = 0.730 in test, 0.846 in validation), and Ms (R2 = 0.764 in test, 0.817 in
validation). These results indicate that the models capture the underlying physical relation-
ships more effectively for some transformation temperatures than for others, likely due to
differences in data availability and variability.

Magnetic properties maximum magnetic field and saturation magnetization were
imputed with R? values of 0.926 and 0.872 in the test set, respectively, demonstrating the
effectiveness of the approach for these parameters. In contrast, the Curie temperature
exhibited poor predictive performance (R? = 0.148 in test, 0.348 in validation), which
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we attribute to the limited number of available samples (only 154 data points) and the

weak correlation with the available compositional and processing features. This finding

highlights the importance of data quantity and quality for successful imputation.

RMSE Distribution by Model for Heat Treatment 1

tT1 (h) T1 (°C)
40+
36 4
324
28 dx: 27.53
_Max: 25.17
24+
L gn: 22.54
S
[ia 20 1700 n: 18.78
ax 1 f: 17.57
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Figure 5. Violin plots of RMSE distribution for each model and target variable across 10 random

seeds. The width of each violin represents the density of RMSE values, while the white dot indicates

the mean and the thick black bar represents the interquartile range. Narrower violins indicate greater

model stability across data partitions.

Table 6. Summary of average metrics and most frequent model per parameter.

Best Model DataSplit Feature MSE RMSE R?
e
GradientBoosting Valilfi 2?011 Temp®As éggigz z;gg 8%8
Grotntaotng T s 788 20
Grtnooing R 2UA R 0
CatBoost Valil% iion Max. Magnetizacion 32138 (1)2; gggz
CatBoost Valfl:::iion Saturation Magnetization g;égi éézg gzig
oo T ey B0 18 0

4. Discussion

The results demonstrate that the imputation of heat treatment duration (¢17) is substan-

tially more stable and accurate than that of temperature (T7), as evidenced by consistently

lower RMSE and higher R? values across most random seeds. While this difference is partly

attributable to the inherent scale disparity ¢T; ranges between 24 and 76 h, whereas T; spans

800-1100 °C the superior performance for tT; also reflects its lower experimental variability.
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In practical terms, processing times are often selected from standard sets (e.g., 24, 48, 72 h),
resulting in fewer unique values and a more learnable statistical distribution. Conversely,
the broader scatter in reported heat treatment temperatures, likely arising from diverse
furnace calibrations and thermal histories across laboratories, imposes a more complex
regression task. Among the individual models, XGBoost exhibited the highest robustness
to data partitioning, producing compact error distributions with minimal fluctuation, while
CatBoost offered competitive performance with slightly higher variance. The higher sen-
sitivity of LGBM to seed changes suggests that gradient boosting with exclusive feature
bundling may overfit specific data splits when the sample size is moderate, highlighting
the necessity of the multi-seed evaluation framework adopted in this work.

Beyond statistical metrics, the physical plausibility of the imputed values was critically
assessed against established trends in the Ni-Mn-Ga system. The martensitic transfor-
mation temperatures in these alloys are known to increase with rising Ni content and
to decrease with increasing Ga content due to changes in the electron concentration (va-
lence electron concentration, (e/a) that stabilize the martensite phase [5,8]. The imputed
values for Ms, Mf, As, and Af consistently followed these compositional dependencies,
with Pearson correlation coefficients ranging from 0.72 to 0.85 between Ni content and the
imputed transformation temperatures. More importantly, the thermodynamic hierarchy
Tmp < Tms < Tas < Tyy was preserved in over 98% of the imputed samples, confirm-
ing that the physics informed penalty term effectively enforced this critical constraint
without severely compromising the statistical fit. The few violations (less than 2%) oc-
curred exclusively in samples characterized by high missingness and broad prediction
intervals, indicating that the model appropriately flags uncertain regions. For magnetic
properties, the imputed saturation magnetization exhibited the expected inverse correlation
with Mn content, consistent with the known weakening of ferromagnetic exchange due
to excess Mn occupying Ga sites [5]. These validations provide strong evidence that the
framework yields not only statistically coherent estimates but also thermodynamically and
magnetically consistent data.

The incorporation of uncertainty quantification and statistical significance testing
substantially reinforces the reliability of the proposed methodology. As detailed in
Table 3, the stacking ensemble consistently outperformed the best individual model across
all target variables, with improvements in MSE ranging from 5% to 10%. Paired ¢ tests
confirmed that these gains were statistically significant (p < 0.05) for all variables except
the Curie temperature, where the paucity of data precluded meaningful learning. The
95% bootstrap confidence intervals for the stacking predictions were consistently narrower
than those for individual models, indicating enhanced precision and reduced sensitivity to
the specific training validation test split. This stabilization effect is particularly valuable
for database imputation, where the goal is to generate robust estimates that can be confi-
dently used in subsequent modeling or experimental design. The success of the stacking
approach can be attributed to its ability to mitigate model specific biases: tree based models
(XGBoost, CatBoost) excel at capturing nonlinear feature interactions, while GPR and
AutoEncoder capture smoother latent structures, and the meta-model optimally balances
these contributions [46,47].

The notably poor performance observed for the Curie temperature highlights a funda-
mental limitation of data-driven imputation when faced with extreme data scarcity. With
only 154 available samples (93.7% missingness) and weak statistical correlation with the
selected compositional and processing features, neither individual models nor the ensemble
could capture the underlying physical determinism of this parameter. While the Curie
temperature in Ni-Mn-Ga is indeed influenced by composition, it exhibits a distinct depen-
dence on the degree of chemical ordering and specific heat-treatment protocols, which are
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coarsely represented in the current database [44]. This result serves as a cautionary note:
imputation methods, regardless of their sophistication, cannot compensate for insufficient
experimental coverage, and systematic data collection remains irreplaceable for properties
governed by subtle microstructural details.

Although this study specifically addresses the Ni-Mn-Ga system, the modular and
physics informed architecture of the proposed framework is readily transferable to other
materials databases exhibiting similar challenges namely, high proportions of missing data,
heterogeneous reporting standards, and complex composition processing property linkages.
The methodology can be adapted to other shape memory alloy systems (e.g., Ni-Ti-Hf
or Cu-Al-Ni) by substituting the appropriate thermodynamic constraints, transformation
hierarchies, and composition dependent rules. For instance, Abedi et al. [32] recently
demonstrated the effectiveness of machine learning for predicting actuation strains in
NiTiHf alloys using the NASA database; the present imputation framework could be
directly applied to complete missing entries in that system as well. Future work will focus
on incorporating additional descriptors, such as electronic structure parameters (e.g., e/a
ratio) and grain size estimates, to improve predictive performance for poorly represented
properties like the Curie temperature. Furthermore, exploring transfer learning strategies
could leverage data from related Heusler alloys (e.g., Ni-Mn-In, Ni-Co-Mn-Ga) to enhance
model generalization and reduce the dependency on large, fully annotated datasets for
each specific composition. Finally, the integration of uncertainty estimates directly into
the database as proposed here could enable end users to weigh the reliability of imputed
entries when making design decisions, thereby transforming a static repository into a more
dynamic decision support tool.

5. Conclusions

This study demonstrates that a multi model stacking ensemble, reinforced by cross-
validation, multi seed sampling, and physics-informed constraints, constitutes a robust and
effective strategy for imputing missing functional properties in the NASA Ni-Mn-Ga shape
memory alloy database. The stacking approach consistently outperformed individual
models, achieving statistically significant improvements (p < 0.05, paired t-test) for most
target variables, while also providing tighter prediction intervals and reduced sensitivity
to data partitioning.

For heat treatment parameters, the imputation of holding time (¢T7) was highly accu-
rate and stable, with the CatBoost model achieving a test R? of 0.973 (seed 3) and most seeds
yielding R? > 0.95. In contrast, heat treatment temperature (T;) proved more challenging
due to its wider experimental dispersion, although XGBoost achieved a best test R? of
0.918 (seed 1), demonstrating that the ensemble can still capture meaningful trends despite
higher variability. These results highlight that imputation quality is strongly influenced by
the intrinsic statistical structure and measurement scale of each variable.

For the martensitic and austenitic transformation temperatures, the best predictive
performance was obtained for the martensite finish temperature (Mf), with test and vali-
dation R? values of 0.869 and 0.950, respectively. The austenite finish (Af), austenite start
(As), and martensite start (Ms) temperatures yielded test R? values of 0.765, 0.730, and
0.764, respectively. Crucially, the physics informed penalty term successfully preserved
the thermodynamic hierarchy Ty < Tims < Tas < Tag in over 98% of the imputed sam-
ples, and the imputed values showed strong correlations (Pearson r = 0.72-0.85) with
Ni content, consistent with established compositional trends in the Ni-Mn-Ga system.
These validations confirm that the imputed data are not only statistically coherent but also
physically plausible.
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Regarding magnetic properties, the maximum magnetic field and saturation magneti-
zation were imputed with test R? values of 0.926 and 0.872, respectively, further demon-
strating the effectiveness of the approach for structure property relationships that are well
captured by compositional descriptors. In contrast, the Curie temperature exhibited poor
predictive performance (test R?> = 0.148, validation R?> = 0.348), which is attributed to the
extreme data scarcity (only 154 available samples, 93.7% missingness) and insufficient cor-
relation with the selected input features. This result underscores a fundamental limitation
of data-driven imputation: advanced algorithms cannot compensate for inadequate experi-
mental coverage, and targeted data collection remains essential for properties governed by
subtle microstructural or ordering effects.

Uncertainty quantification via bootstrap resampling and prediction intervals revealed
that the stacking ensemble provides more reliable imputations than individual models,
with narrower 95% confidence intervals and higher coverage rates.

In summary, the combined use of multiple machine-learning models integrated
through stacking, enhanced by physically constrained feature engineering and rigorous
uncertainty analysis, proved to be a powerful strategy for database completion in the
Ni-Mn-Ga system. Nevertheless, the results also highlight critical limitations related to
data quantity, experimental variability, and the physical complexity of certain properties.
Future work should focus on: (i) expanding the database through systematic experimental
campaigns targeting underrepresented compositions and properties; (ii) incorporating
additional physical descriptors, such as the valence electron concentration (e/a) and chem-
ical ordering parameters; (iii) exploring transfer learning approaches to leverage data
from related Heusler alloy systems (e.g., Ni-Mn-In, Ni-Co-Mn-Ga); and (iv) integrating
the imputation framework into interactive database platforms to provide end-users with
uncertainty-aware property estimates for accelerated materials design and selection.
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