
Academic Editor: Angelo Cangelosi

Received: 3 September 2025

Revised: 26 November 2025

Accepted: 27 November 2025

Published: 1 December 2025

Citation: Sohel, A.; Turjy, R.C.D.;

Bappy, S.P.; Assaduzzaman, M.;

Marouf, A.A.; Rokne, J.G.; Alhajj, R.

SkinVisualNet: A Hybrid Deep

Learning Approach Leveraging

Explainable Models for Identifying

Lyme Disease from Skin Rash Images.

Mach. Learn. Knowl. Extr. 2025, 7, 157.

https://doi.org/10.3390/

make7040157

Copyright: © 2025 by the authors.

Licensee MDPI, Basel, Switzerland.

This article is an open access article

distributed under the terms and

conditions of the Creative Commons

Attribution (CC BY) license

(https://creativecommons.org/

licenses/by/4.0/).

Article

SkinVisualNet: A Hybrid Deep Learning Approach Leveraging
Explainable Models for Identifying Lyme Disease from Skin
Rash Images
Amir Sohel 1 , Rittik Chandra Das Turjy 1 , Sarbajit Paul Bappy 1 , Md Assaduzzaman 1 ,
Ahmed Al Marouf 2,* , Jon George Rokne 2 and Reda Alhajj 2,3,4

1 Department of Computer Science and Engineering, Daffodil International University, Dhaka 1216,
Bangladesh; amir.cse@diu.edu.bd (A.S.); turjy15-6289@s.diu.edu.bd (R.C.D.T.);
bappy15-6155@s.diu.edu.bd (S.P.B.); assaduzzaman.cse@diu.edu.bd (M.A.)

2 Department of Computer Science, University of Calgary, Calgary, AB T2N 1N4, Canada;
rokne@ucalgary.ca (J.G.R.); alhajj@ucalgary.ca (R.A.)

3 Department of Computer Engineering, Istanbul Medipol University, Istanbul 34810, Turkey
4 Department of Health Informatics, University of Southern Denmark, 5230 Odense, Denmark
* Correspondence: ahmedal.marouf@ucalgary.ca

Abstract

Lyme disease, caused by the Borrelia burgdorferi bacterium and transmitted through black-
legged (deer) tick bites, is becoming increasingly prevalent globally. According to data
from the Lyme Disease Association, the number of cases has surged by more than 357%
over the past 15 years. According to the Infectious Disease Society of America, traditional
diagnostic methods are often slow, potentially allowing bacterial proliferation and compli-
cating early management. This study proposes a novel hybrid deep learning framework
to classify Lyme disease rashes, addressing the global prevalence of the disease caused
by the Borrelia burgdorferi bacterium, which is transmitted through black-legged (deer)
tick bites. This study presents a novel hybrid deep learning framework for classifying
Lyme disease rashes, utilizing pre-trained models (ResNet50 V2, VGG19, DenseNet201) for
initial classification. By combining VGG19 and DenseNet201 architectures, we developed
a hybrid model, SkinVisualNet, which achieved an impressive accuracy of 98.83%, preci-
sion of 98.45%, recall of 99.09%, and an F1 score of 98.76%. To ensure the robustness and
generalizability of the model, 5-fold cross-validation (CV) was performed, generating an
average validation accuracy between 98.20% and 98.92%. Incorporating image preprocess-
ing techniques such as gamma correction, contrast stretching and data augmentation led to
a 10–13% improvement in model accuracy, significantly enhancing its ability to generalize
across various conditions and improving overall performance. To improve model inter-
pretability, we applied Explainable AI methods like LIME, Grad-CAM, CAM++, Score
CAM and Smooth Grad to visualize the rash image regions most influential in classification.
These techniques enhance both diagnostic transparency and model reliability, helping clini-
cians better understand the diagnostic decisions. The proposed framework demonstrates
a significant advancement in automated Lyme disease detection, providing a robust and
explainable AI-based diagnostic tool that can aid clinicians in improving patient outcomes.
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1. Introduction
Lyme disease, an infectious condition caused by the bacterium Borrelia burgdorferi

and transmitted through bites from specific ticks, has emerged as a significant global health
concern. Recent studies reviewed by BMJ Global Health reveal their alarming prevalence,
affecting approximately 14.50% of the global population, with particularly high rates in
Central Europe (20.07%), Western Europe (13.05%), and East Asia (15.90%) [1]. The critical
window for successful treatment is within 72 h post-infection [2], underscoring the urgency
of early detection and intervention. This emphasizes the crucial role of medical researchers,
clinicians, and professionals in the field of infectious diseases in combating this global
health threat. Despite its widespread impact, Lyme disease remains one of the least publicly
recognized health threats. In the United States alone, it affects an estimated 476,000 people
annually [3], highlighting its rapid proliferation. Globally, between 2016 and 2019, 18 out
of 252 clinically suspected cases in North India were confirmed as Lyme disease using the
Standard Two-Tiered Testing Algorithm (STTA) [4]. Transmission primarily occurs through
the bite of infected black-legged ticks, commonly known as deer ticks in North America,
which inhabit woody and grassy areas. The characteristic bull’s-eye rash, a hallmark of
Lyme disease, typically appears three to 30 days following a tick bite [5].

While various laboratory testing methods exist for diagnosing Lyme disease, the com-
plexity and potential severity of clinical manifestations underscore the critical need for early
detection. Timely and appropriate treatment can typically resolve the condition within
weeks. However, challenges in early diagnosis persist, often leading to delayed interven-
tions and increased health risks. The future of Lyme disease diagnosis looks promising
with recent technological advancements, particularly in artificial intelligence and imaging.
Deep learning technologies have shown promising results in accurately identifying the
disease, potentially revolutionizing diagnostic approaches and improving patient outcomes.
These AI-driven methods offer the potential for rapid, cost-effective, and highly accurate
diagnoses, addressing the limitations of traditional diagnostic techniques. However, de-
spite progress in applying deep learning to Lyme disease diagnosis, significant challenges
remain in achieving optimal accuracy and reliability. Many current research efforts are
hampered by limited or inadequate datasets that fail to capture the full spectrum of Lyme
disease manifestations. Additionally, while existing deep learning models show promise,
they require further optimization to enhance their performance and clinical applicability.

A notable gap in the current research landscape is the predominant focus on identifying
the ticks responsible for transmitting Lyme disease, rather than analyzing and interpreting
the accompanying rash images. This leaves a critical area of diagnostic potential unexplored.
To address these challenges and advance the field, it is imperative to develop more refined
models through the adoption of modern optimization techniques and the integration
of specialized clinical expertise. This underscores the urgency for medical researchers,
clinicians, and professionals in the field of infectious diseases to push the boundaries of
current diagnostic methods.

Our study aims to bridge these gaps by leveraging curated datasets, optimizing deep
learning models, and integrating clinical insights to improve the accuracy and reliability
of Lyme disease diagnoses. We propose a novel approach combining advanced image
processing techniques with state-of-the-art deep learning architectures to comprehensively
analyze Lyme disease rash images. This multifaceted approach aims to enhance diagnostic
accuracy and provide a more nuanced understanding of the disease’s visual manifestations.
The pivotal contributions of our study are delineated as follows:

• Developed the SkinVisualNet model by combining VGG19 and DenseNet201, achiev-
ing 98.83% accuracy and 98.31% F1 score in Lyme disease rash classification which
outperformed other related works that used same dataset.
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• Applied gamma correction, Contrast stretching and data augmentation, boosting all
model’s accuracy, Precision, recall and f1 score up to 10–13%.

• Applied LIME to provide localized, interpretable explanations for individual predic-
tions by highlighting the specific visual features that influenced the model’s decision,
thereby enhancing user understanding and trust.

• Applied Grad-CAM, Grad-CAM++, Score CAM and Smooth Grad for visual expla-
nations by generating heatmaps that highlight important regions in input images,
enhancing interpretability.

2. Related Work
Background

Lyme disease, caused by the bacterium Borrelia burgdorferi, is a tick-borne disease
characterized by various clinical manifestations, making its diagnosis particularly chal-
lenging. The variability in symptom presentation among patients further complicates
accurate detection and classification. Recent advancements in machine learning (ML) and
deep learning (DL) techniques have opened new avenues for improving the accuracy and
efficiency of Lyme disease diagnosis. This literature review synthesizes a range of studies
investigating various methodologies and models for Lyme disease detection, focusing on
image-based detection, biomarker identification, and genome profiling.

Shandilya and Anand (2024) utilized a publicly available Skin Disease Dataset com-
prising 2525 images sourced from Google, applying the EfficientNetB0 model to achieve
an impressive accuracy of 98.55% [6]. Despite this high performance, the study faced
challenges due to insufficient preprocessing techniques, a lack of explainable AI integration,
and the absence of hybrid approaches, limiting its robustness and interpretability. Similarly,
Philippe et al. [7] proposed an automated erythema migrans (EM) rash detection frame-
work that leverages handcrafted dermatological features combined with machine-learning
classifiers. Using a curated dataset of clinically confirmed Lyme disease rash images, the
model achieved strong diagnostic performance, with accuracy values reaching up to 93.4%,
demonstrating the feasibility of computer-assisted early Lyme disease detection. How-
ever, the study’s reliance on simple image resizing and the lack of robust cross-validation
hindered its generalizability.

Mohan et al. (2025) explored the Dino V2 model on a Different Skin Disease Dataset,
attaining 96.48% accuracy [8]. The study was constrained by its exclusive use of the
HAM10000 dataset, class imbalance, and lack of external validation, alongside high compu-
tational demands and limited interpretability, reducing its real-world applicability. Razia
et al. (2024) employed the S-MobileNet model on the HAM10000 dataset (10,000 dermato-
scopic images), achieving 97.757% accuracy without segmentation and feature extraction,
and 98.345% with these techniques [9]. Limitations included its restriction to HAM10000,
untested generalizability, and lack of explainability (e.g., Grad-CAM), alongside challenges
with threshold-based segmentation under variable image conditions.

Jerrish et al. (2023) worked with a Lyme Disease Rashes Dataset from Kaggle, originally
containing 359 images (151 Lyme-positive, 208 Lyme-negative), expanded to 928 images
through augmentation [10]. Using DenseNet121 with progressive resizing, they achieved
87.9% accuracy. However, the small, imbalanced dataset, reliance on augmentation, and
underperformance of self-supervised models (e.g., SimCLR, MoCo) compared to CNNs,
coupled with a lack of external validation and explainability, limited its clinical utility.
Priyan et al. (2024) proposed a Deep Neuro-Fuzzy System (DNFS) integrating UNet, Incep-
tionV3, XGBoost, and Mayfly Optimization, applied to a Kaggle dataset with 5059 images
(4118 non-Lyme, 941 Lyme), yielding 97.36% accuracy [11]. The study’s modest dataset
size, basic preprocessing, and absence of comprehensive hyperparameter tuning or real-



Mach. Learn. Knowl. Extr. 2025, 7, 157 4 of 27

world validation posed challenges to its deployment. Hossain et al. (2022) investigated
ResNet50V2 on a Lyme disease dataset, achieving 84.42% accuracy [12]. The study was
hampered by insufficient preprocessing, dataset size constraints, and lack of hyperparam-
eter tuning. Radtke et al. (2021) applied LASSO to a dataset of 527 children with Lyme
disease, achieving 95.5% accuracy [13]. However, the absence of explainable AI, hybrid
models, and cross-validation limited its evaluation rigor. Dipakkumar et al. (2024) utilized
a convolutional neural network (CNN) for erythema migraines detection, achieving 91%
accuracy [14]. The study’s dataset lacked detailed description, and its basic preprocessing,
limited model comparisons, and lack of clinical validation raised overfitting concerns.

Finally, Saravanan et al. (2023) employed an artificial neural network (ANN) on a
Kaggle-sourced Lyme Disease Image Dataset of 889 images, achieving 89% accuracy [15].
The study’s reliance on basic preprocessing, lack of thorough hyperparameter tuning, and
absence of external validation or interpretability methods restricted its clinical applicability.

The research suggests the importance of further exploration in the field of Lyme
disease. While progress has been made, model accuracy in identifying Lyme disease
remains challenging. Table 1 summarizes relevant studies to provide an overview of
previous research efforts in this area.

Table 1. Summary of Literature Review.

Author & Year Dataset Model Used Limitations

G. Shandilya
and V. Anand
(2024) [6]

Skin Disease Dataset
2525 images publicly
available to google

EfficientNetB0
• Insufficient pre-processing techniques.
• No integration of explainable AI.
• No hybrid approaches.

Philippe et al.
(2019) [7]

Lyme Disease
116 images taken of 63
research participants from
the Mid-Atlantic region

Deep learning
• Lack of robust cross-validation to ensure model

generalizability.
• Limited preprocessing.

Mohan et al.
(2025) [8]

Different Skin Disease
Dataset Dino V2

• Imbalance Dataset.
• The model lacks interpretability.
• No testing was performed.

Razia et al.
(2024) [9]

HAM10000 dataset, which
consists of 10,000
dermatoscopic images
from diverse populations

S-MobileNet

• Threshold-based segmentation may struggle with
variable brightness/contrast.

• Potential bias from class imbalance not fully
addressed.

• Lacks explainability (e.g., Grad-CAM) for clinical
trust.

Jerrish et al.
(2023) [10]

Lyme Disease Rashes
Dataset, containing:
Original: 359 images (151
Lyme-positive, 208
Lyme-negative)

DenseNet121 with
Progressive Resizing

• Small and imbalanced dataset.
• SwAV showed high architecture sensitivity, with

accuracy dropping significantly on XResNet-34.
• No explainability methods (like Grad-CAM) were

applied, limiting transparency for clinical adoption.

Priyan et al.
(2024) [11]

The study relies on a
Kaggle dataset with
significant class imbalance
(4118 non-Lyme vs. 941
Lyme images in training)

Deep Neuro-Fuzzy
System (DNFS) with
UNet, InceptionV3,
XGBoost, and Mayfly
Optimization (MO)

• No advance preprocessing applied.
• Comprehensive hyperparameter tuning was

lacking, with only partial tuning via Mayfly
Optimization.

• Interpretability methods such as Grad-CAM were
not applied.

Hossain et al.
(2022) [12] Lyme Disease ResNet50V2

• Insufficient use of pre-processing techniques.
• Dataset size constraints for CNN training.
• Lack of hyperparameter tuning.
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Table 1. Cont.

Author & Year Dataset Model Used Limitations

Radtke et al.
(2021) [13]

Lyme Disease (527
Children) LASSO

• No implementation of explainable AI or hybrid
model.

• Did not use cross-validation for model evaluation.

S. V.
Dipakkumar
et al. (2024)
[14]

Erythema Migrans
(EM) rashes (the
“bull’s-eye rash”
characteristic of Lyme
disease)

Convolutional Neural
Network (CNN)

• Model comparison was limited to three
architectures, excluding other strong contenders.

• High accuracy on a small dataset without
cross-validation raises potential overfitting
concerns.

Saravanan et al.
(2023) [15]

Lyme Disease Image
Dataset (889 images)
sourced from Kaggle

Artificial Neural
Network (ANN)

• Pre-processing was limited to basic techniques.
• No thorough hyperparameter tuning was

conducted for either the ANN or K-means
algorithms.

• No interpretability methods (e.g., Grad-CAM)
were used to explain predictions.

3. Materials and Method
Utilizing an accurate dataset and employing an appropriate deep learning model

can significantly enhance performance. We partitioned the data into training, testing, and
validation sets to achieve more robust results. This process involves utilizing sub-sequence
datasets. The attainment of the highest accuracy and performance by the deep learning
model is essential to ensure the quality of the research. Figure 1 illustrates the overall
workflow of our research.

Figure 1. Working flowchart for Lyme Disease Detection from Rash Images.

The initial stage involves collecting images depicting Lyme disease-related skin issues
and rashes. These images undergo preprocessing techniques such as gamma correction and
contrast stretching to enhance their quality. Additionally, image augmentation is applied to
facilitate the learning process for models, enabling them to recognize Lyme disease rash
characteristics irrespective of image location or color variations.
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Subsequently, models are meticulously trained on the training dataset and rigorously
evaluated on both the testing and validation datasets. We employ ResNet50V2, VGG19,
DenseNet201, and our proposed model for training using the collected images.

3.1. Dataset Description

The Lyme Disease Erythema Migrans Rashes dataset, sourced from Kaggle [16], com-
prises two distinct categories: positive and negative. The dataset includes 4118 images
classified as negative (class 0) and 700 images labeled as positive (class 1). With the guid-
ance of specialists, all redundant and duplicate images within the Lyme-positive group
have been meticulously removed.

3.2. Data Preprocessing

In our preprocessing phase, we employ various techniques to enhance the quality of
our data before analysis.

3.2.1. Gamma Correction

Image brightness and tristimulus values are encoded and decoded using non-linear
gamma correction to accurately represent scenes with visual brightness levels aligned
with human perception. This technique proves effective in enhancing object brightness
differences, particularly in dimly lit images. By standardizing intensity, gamma correction
improves the learning process of deep learning models, aiding in better interpretation and
analysis of data [17].

Vout = A·Vγ
in (1)

where Vout = final output image, A = constant, Vin = final input image, γ = gamma (1.5).

3.2.2. Contrast Stretching

Image quality is enhanced through contrast stretching, also known as contrast en-
hancement or normalization. This process improves the grayscale dynamic range of the
image. Initially, the algorithm estimates the minimum and maximum intensity levels of
the image. These levels are then mapped to the desired intensity range, spanning from the
lowest to the highest intensity. Subsequently, the remaining pixel intensities are adjusted
using linear interpolation between these two positions. Contrast stretching enhances image
visibility and standardization by increasing intensity, thereby improving feature extraction
through increased contrast among neighboring pixel intensities [18].

Io = (Ii − Mini) ∗
((

Maxo − Mino

Maxi − Mini

)
+ Mino

)
(2)

Io = Output pixel value, Ii = Input pixel value, Mini = Minimum pixel value in the
input image, Maxi = Maximum pixel value in the input image, Mino = Minimum pixel
value in the output image, Maxo = Maximum pixel value in the output image.

3.2.3. Data Augmentation

We meticulously applied multiple data augmentation strategies to mitigate overfitting
and enhance dataset diversity in our study, aiming to improve the stability and precision
of Lyme disease detection models [19]. We incorporated rotations at 30, 45, 90, 180, 270,
and 360 degrees to introduce variations in orientation. However, the dataset presented
challenges with horizontal and vertical flips, as they resulted in duplicated image-capturing
inversions. Additionally, shear transformations with factors of 0.2 and 0.5 were imple-
mented to simulate geometric changes, which introduce distortions and challenge the
model’s ability to recognize patterns. Figure 2 shows the preprocess steps and their effects.
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Figure 2. Image preprocessing steps.

3.3. Dataset Splitting

For model implementation we partition 80% of our data for training purposes, while
the remaining 20% is reserved for testing.

3.4. Data Verification

Data validation involves randomly selecting 10 images from the dataset for quality
evaluation. We employ the Structural Similarity Index Measure (SSIM), Peak Signal-to-
Noise Ratio (PSNR), Mean Squared Error (MSE), and Root Mean Squared Error (RMSE) for
this purpose [20]. SSIM values range from 0 to 1, with 1 indicating perfect similarity [21].
PSNR levels above 30 dB are considered good, with a range of 20–40 dB deemed acceptable.
MSE and RMSE values range from 0 to infinity, with lower values indicating higher image
quality. The acceptability of these measures depends on the context and scale of images [22].
Calculating these metrics for the sample images provides a quantitative basis for assessing
the dataset’s quality and reliability for analysis. In Table 2, we present the values of
image verification for 10 random images from the dataset. In this study, SSIM, PSNR,
MSE, and RMSE were used solely to evaluate the effectiveness of the image-enhancement
preprocessing techniques, such as, gamma correction and contrast stretching, rather than to
assess the classification model itself. These metrics quantify improvements in image clarity
and structural fidelity, ensuring that the enhanced images provide higher-quality visual
information for subsequent feature extraction and classification.

Table 2. Value of SSIM, PSNR, MSE and RMSE.

Image SSIM PSNR MSE RMSE

 
0.846624 21.174823 0.007630 0.087349

 
0.931588 17.612324 0.017329 0.131639

 
0.950745 21.689516 0.006777 0.082324
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Table 2. Cont.

Image SSIM PSNR MSE RMSE

 
0.823486 20.381293 0.009159 0.095705

 
0.959904 23.746098 0.004221 0.064967

 
0.938167 21.302143 0.007409 0.086078

 
0.828316 20.555193 0.008800 0.093808

 
0.899446 19.873140 0.010296 0.101471

 0.759238 20.984519 0.007972 0.089284

 
0.909006 19.714105 0.010680 0.103346

3.5. Model Description

In our research, we carefully chose four advanced neural network architectures—
ResNet50 V2, DenseNet201, VGG19, and our proprietary hybrid model, Skin-VisualNet—
based on their unique architectural advantages and established effectiveness in diverse
computer vision tasks.

3.5.1. VGG19

The VGG19 model is characterized by its structured design and regularity, contributing
to its effectiveness. This 19-layer model utilizes 2 × 2 max-pooling for down sampling
and employs small 3 × 3 receptive fields for convolutional layers. This approach is highly
effective for feature extraction and hierarchical representation. Leveraging pre-trained
VGG19 models from ImageNet facilitates rapid model convergence and ensures consistent
performance, particularly when fine-tuned for specific applications with limited data.
Initially, convolutional layers extract fundamental features, followed by max-pooling
to reduce dimensionality, and finally, fully connected layers integrate these features for
abstract representation [23].

3.5.2. DenseNet201

The implementation of DenseNet201 is justified by its architectural design, which
enhances parameter efficiency and addresses the vanishing-gradient problem. DenseNet201
employs feed-forward dense connections, ensuring that each layer is connected to every
other layer. This architecture facilitates the distribution of feature maps from previous layers
to each subsequent layer, promoting feature reuse, reducing parameters, and enhancing
network information and gradient flow [24]. As a result, the network can achieve greater
depth while remaining efficient, as each layer contributes its learned features to the global
knowledge of the network [25].

3.5.3. ResNet50V2

ResNet50V2 employs shortcut connections to skip layers, a technique that adds
residual block input and output elementwise using shortcut connections. In contrast
to DenseNet201, which concatenates features, this approach enables gradient backprop-
agation, allowing the network to learn identity functions as necessary. By doing so, it
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effectively mitigates the vanishing-gradient problem and facilitates the design of deeper
networks without incurring performance penalties [26]. ResNet50V2 further enhances its
residual blocks by reorganizing batch normalization and activation functions, resulting in
improved network speed and efficiency. This optimization helps alleviate deep network
optimization challenges by reducing internal covariate shifts. The model’s ability to train
deeper networks without escalating computational costs or compromising performance
positions it as a robust candidate for extracting nuanced visual data features [27].

3.5.4. SkinVisualNet (Proposed Hybrid Model)

In this study, we propose a novel Convolutional Neural Network (CNN) architecture
that integrates the DenseNet201 and VGG19 models to create a hybrid system, aiming to
enhance classification performance by leveraging the complementary strengths of both
architectures. By combining VGG19 and DenseNet201 into a hybrid architecture, the
resulting model can capitalize on the strengths of both networks. Specifically, the hybrid
can benefit from VGG19’s high sensitivity in detecting true positives and DenseNet201’s
robust and consistent feature extraction capabilities. This integration can potentially reduce
the individual shortcomings of each model—such as VGG19’s tendency toward false
positives—while enhancing overall classification accuracy and generalization. This makes
the hybrid model a strategically sound choice for improving diagnostic performance in
medical image classification tasks.

To ensure compatibility with the pre-trained DenseNet201 and VGG19 models, both
of which were initially trained on the ImageNet dataset [28], we start by normalizing the
input images to a size of 224 × 224 × 3. This preprocessing stage is essential to preserving
uniformity and improving the standard of feature extraction.

Our hybrid model utilizes two distinct CNN architectures, DenseNet201 and VGG19,
each pre-trained on the ImageNet dataset to extract features from the input images.

DenseNet201 employs dense connectivity, where each layer receives input from all pre-
ceding layers. This structure promotes feature reuse and mitigates the vanishing gradient
problem, resulting in a more efficient network [29]. The output of a layer l in DenseNet201
is computed as:

Outputl = Hl [x0, x1 . . . . . . . . . xl−1] (3)

where Hl is the transformation applied (Batch Normalization, ReLU activation, and
Convolution) and [x0, x1 . . . . . . . . . xl−1] represents the concatenated outputs from all
preceding layers.

VGG19 consists of 19 layers with small receptive fields (3 × 3 convolutions), followed
by max-pooling layers. This architecture is well-known for its depth and ability to cap-
ture intricate spatial hierarchies within images [24]. The VGG19 architecture maintains a
consistent structure with multiple convolutional layers followed by pooling layers.

To reduce the dimensionality of the feature maps generated by DenseNet201 and
VGG19, we apply a GlobalAveragePooling2D layer to each model’s output. This layer com-
putes the average value of each feature map channel, transforming the high-dimensional
outputs into a single vector per model. The global average pooling operation is defined as:

yc =
1

H × W ∑H
i=1 ∑W

j=1 xi,j,c (4)

where xi,j,c is the value of the position (i, j) in channel c, H and W are the height and width
of the feature map, respectively. This operation not only reduces computational complexity
but also preserves essential spatial information, making it an effective method for feature
reduction [29]. Following the global average pooling, the output vectors from DenseNet201
and VGG19 are concatenated to form a comprehensive feature set. This concatenation
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process allows the model to combine the depth and breadth of the feature representations
from both architectures, enhancing the overall feature diversity and improving classifi-
cation accuracy. To stabilize the learning process and mitigate internal covariate shifts,
the concatenated feature vector is passed through a Batch Normalization layer. Batch
normalization normalizes the input to the next layer to have a mean of zero and a variance
of one, according to the following formula:

x̂i =
xi − µB√

σ2
B + ϵ

(5)

where xi is the input, µB and σ2
B are the mini-batch mean and variance, and ϵ is a small

constant for numerical stability [30]. This normalization process adjusts and scales the
activations, contributing to faster convergence and improved generalization of the model.
The normalized features are then processed through a series of dense layers, each followed
by ReLU activation, BatchNormalization, and Dropout. These layers are designed to
refine the feature representations, with L2 regularization applied to prevent overfitting by
penalizing large weights. The dense layer operation is defined as:

y = WTx + b (6)

where W is the weight matrix, x is the input, and b is the bias term. ReLU activation is
applied to introduce non-linearity:

f (x) = max(0, x) (7)

L2 regularization is used to add a penalty to the loss function:

Loss = Original Loss + λ ∑ _iW_i ˆ2 (8)

where λ is the regularization parameter [31]. Dropout further enhances generalization by
randomly setting a fraction p of the input units to zero during training:

yi =
rixi

p
(9)

where ri is a Bernoulli random variable and p is the probability of keeping a neuron active.
The final dense layer utilizes a softmax activation function to output probabilities for each
class, enabling binary classification. The softmax function converts the raw network scores
into normalized probabilities:

So f tmax(Zi) =
ezi

∑N
j=1 ezj

(10)

where zi is the input to the softmax function [32]. This ensures that the output layer pro-
vides a probabilistic interpretation of the model’s predictions. To optimize computational
efficiency, we employ mixed precision training, where float16 is used for most calcula-
tions while maintaining float32 precision for critical operations. This approach reduces
memory usage and accelerates training without compromising the model’s accuracy [33].
The model is compiled with the Adam optimizer, known for its adaptive learning rate
capabilities, and a finely tuned learning rate of 1 × 10−5 is selected to balance conver-
gence speed and accuracy. The Adam optimizer updates the model weights based on the
following formulas:

mt = β1mt−1 + (1 − β1)gt (11)
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vt = β2vt−1 + (1 − β2)g2
t (12)

θt = θt−1 −
α · m̂t√
v̂t + ϵ

(13)

where mt and vt are the first and second moment estimates, gt is the gradient at time step t,
θt is the parameter update, and α is the learning rate [34]. For the classification task, we
employ categorical cross-entropy as the loss function, which is widely used for multi-class
classification problems. This loss function measures the divergence between the true labels
and the predicted probabilities:

L(y, ŷ) = −∑N
i=1 yilog(ŷi) (14)

where yi is the true label and ŷi is the predicted probability [35]. This loss guides the
optimization process to improve model accuracy by minimizing the difference between
the actual and predicted labels. Our proposed methodology outlines the detailed structure
and components of the hybrid CNN model, integrating advanced techniques and mathe-
matical formulations to achieve superior classification performance. The combination of
DenseNet201 and VGG19 architectures, along with the use of mixed precision and regular-
ization strategies, aims to deliver a robust and efficient solution for the target classification
task. Figure 3 illustrates the layered architecture of our proposed model (SkinVisualNet).

Figure 3. Model architecture of SkinVisualNet.
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3.5.5. Parameters of Hybrid Model

The hybrid deep learning model’s layers are described in the Parameter Table, which
also includes information on the type, shape, and function of each layer. It shows impor-
tant architectural elements like feature extraction from DenseNet201 and VGG19, feature
concatenation, batch normalization, dense layers with L2 regularization, activation layers,
and dropout layers. It also explains the flow of data through the model, from the input
image tensor to the output probability tensor. The structure of the model and how each
part contributes to improving the model’s performance for binary classification tasks are
explained in this table. Table 3 presents the parameters of our proposed hybrid model,
detailing each component’s type, shape, and function.

Table 3. Parameter details of hybrid model.

Layer Type Trainable
Parameters Input Shape Output Shape Description

Input Image Tensor 0 (224, 224, 3) (224, 224, 3) Input image of size 224 × 224 with
3 color channels (RGB).

DenseNet201 ConvNet 18,328,256 (224, 224, 3) (None, 7, 7, 1920) Pre-trained DenseNet201 model
without the top layer.

DenseNet201
GAP

GlobalAverage-
Pooling2D 0 (None, 7, 7, 1920) (None, 1920)

Global Average Pooling layer
applied to DenseNet201 model’s
convolutional base.

VGG19 ConvNet 20,024,384 (224, 224, 3) (None, 7, 7, 512) Pre-trained VGG19 model without
the top layer.

VGG19 GAP GlobalAverage-
Pooling2D 0 (None, 7, 7, 512) (None, 512)

Global Average Pooling layer
applied to VGG19 model’s
convolutional base.

Concatenate Concatenation 0 (None, 1920),
(None, 512) (None, 2432) Concatenation of DenseNet201 and

VGG19 outputs.
Batch
Normalization
1

BatchNormaliz-
ation 4864 (None, 2432) (None, 2432) Batch Normalization applied after

concatenation.

Dense 1 Dense 1,245,184 (None, 2432) (None, 512) Dense layer with 512 units,
applying L2 regularization.

Batch
Normalization
2

BatchNormaliz-
ation 2048 (None, 512) (None, 512) Batch Normalization applied after

the first dense layer.

Activation 1 Activation 0 (None, 512) (None, 512) ReLU activation applied to the
normalized dense layer output.

Dropout 1 Dropout 0 (None, 512) (None, 512)
Dropout layer with a rate of 0.5
applied to the activated dense layer
output.

Dense 2 Dense 131,328 (None, 512) (None, 256) Dense layer with 256 units,
applying L2 regularization.

Batch
Normalization
3

BatchNormaliz-
ation 1024 (None, 256) (None, 256) Batch Normalization applied after

the second dense layer.

Activation 2 Activation 0 (None, 256) (None, 256) ReLU activation applied to the
normalized dense layer output.

Dropout 2 Dropout 0 (None, 256) (None, 256)
Dropout layer with a rate of 0.5
applied to the activated second
dense layer output.

Output Dense (Softmax) 514 (None, 256) (None, 2) Softmax output layer providing
probability distribution over 2 classes.

4. Results
In this study, we conducted a comprehensive evaluation of four advanced neural

network architectures: ResNet50 V2, DenseNet201, VGG19, and Skin-VisualNet. The
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performance assessment of these models was based on key metrics including precision,
recall, F1 score, and overall accuracy.

Accuracy =
TP + TN

TP + FP + FN + TN
(15)

Recall =
TP

TP + FN
(16)

Precision =
TP

TP + FP
(17)

Here, FP as false positive value. TP as true positive value, FN as false negative value
and TN as true negative value.

F1 − Score =
2(recall ∗ precision)

recall + precision
(18)

4.1. Result Analysis Before Preprocessing

In this study, the performance of four deep learning models—SkinVisualNet,
DenseNet201, ResNet50V2, and VGG19—was evaluated on a test set before preprocessing
to assess their effectiveness in Lyme disease detection. The analysis included precision,
recall, F1 score, and Area Under the Curve (AUC) metrics to provide a comprehensive un-
derstanding of each model’s performance, with overall performance ranked by F1 score to
balance precision and recall, particularly for the imbalanced Positive and Negative classes.

SkinVisualNet demonstrated the overall performance with an F1 score of 41.49%. It
achieved an accuracy of 85.49%, with a precision of 58.14% and a recall of 32.26%. The
AUC for SkinVisualNet was 0.90, indicating strong discriminatory ability between classes.
Class-wise analysis, based on its confusion matrix (781 true negatives, 36 false positives,
105 false negatives, 50 true positives), showed strong performance for the Negative class,
with a precision of 0.88, recall of 0.96, and F1 score of 0.92. For the Positive class, its
performance was moderate, with a precision of 0.58, recall of 0.32, and F1 score of 0.41.
SkinVisualNet’s balanced metrics across both classes, combined with a high F1 score,
make it a reliable model for applications requiring reasonable accuracy in identifying both
Positive and Negative cases of Lyme disease.

DenseNet201 followed with an F1 score of 38.10%. It achieved an accuracy of 85.29%,
with a precision of 43.14% and a recall of 34.11%. The AUC for DenseNet201 was 0.89,
reflecting good classification capability. Class-wise analysis, based on its confusion matrix
(785 true negatives, 58 false positives, 85 false negatives, 44 true positives), showed strong
performance for the Negative class, with a precision of 0.90, recall of 0.93, and F1 score of
0.92. For the Positive class, DenseNet201’s performance was moderate, with a precision of
0.43, recall of 0.34, and F1 score of 0.38. DenseNet201’s performance indicates it is effective
for the majority Negative class but faces challenges in accurately classifying the minority
Positive class, though its F1 score suggests a reasonable balance compared to other models.

ResNet50V2 had an F1 score of 32.29%, placing it third in overall performance. Its
accuracy was 84.47%, with a precision of 38.30% and a recall of 27.91%. The AUC for
ResNet50V2 was 0.86, indicating a good but relatively lower ability to distinguish between
classes compared to the other models. Class-wise, ResNet50V2 performed well for the
Negative class, with a precision of 0.89, recall of 0.93, and F1 score of 0.91, as calculated
from its confusion matrix (785 true negatives, 58 false positives, 93 false negatives, 36 true
positives). However, its performance for the Positive class was weaker, with a precision of
0.38, recall of 0.28, and F1 score of 0.32. This discrepancy highlights ResNet50V2’s strength
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in identifying Negative cases but its limitation in detecting Positive cases, which is reflected
in its lower F1 score.

VGG19 had the lowest overall performance with an F1 score of 8.33%, despite achiev-
ing the highest accuracy of 86.93%. Its precision was 60.00%, but it exhibited a critically
low recall of 4.65%. The AUC for VGG19 was the highest at 0.91, indicating excellent
discriminatory power between classes. Class-wise analysis, based on its confusion matrix
(839 true negatives, 4 false positives, 123 false negatives, 6 true positives), revealed strong
performance for the Negative class, with a precision of 0.87, recall of 1.00, and F1 score of
0.93. However, VGG19 struggled significantly with the Positive class, achieving a preci-
sion of 0.60, recall of 0.05, and F1 score of 0.09. This stark contrast underscores VGG19’s
severe limitation in detecting Positive cases, making its low F1 score a critical drawback for
applications where identifying Positive cases of Lyme disease is essential, despite its high
accuracy and AUC.

Overall, the models exhibited a common trend of strong performance for the Negative
class but struggled with the Positive class, likely due to class imbalance in the dataset, as
evidenced by the confusion matrices (e.g., VGG19 has 843 Negative cases vs. 129 Positive
cases). SkinVisualNet’s high F1 score, and balanced performance make it the most effective
model for this task, followed by DenseNet201. ResNet50V2 offers moderate performance,
while VGG19, despite its high accuracy, is the least effective overall due to its poor recall
and F1 score for the Positive class. These results, summarized in Table 4, and illustrated
through confusion matrices in Figure 4, highlight the importance of considering balanced
metrics like F1 score over accuracy alone in the context of Lyme disease detection before
preprocessing. Although the full dataset contains 4818 images, the confusion matrix reflects
only the test set used for final model evaluation (n = 972), as the remaining images were
allocated to the training and validation sets. To illustrate the model performance before
applying any pre-processing steps are shown in Table 4. The significance of applying the
pre-processing steps can be found by comparing with and without adding them.

Table 4. Model Performance Analysis Before Preprocessing.

Model Accuracy Precision Recall F1 Score AUC

ResNet50V2 84.47% 38.30% 27.91% 32.29% 0.86
DenseNet201 85.29% 43.14% 34.11% 38.10% 0.89
SkinVisualNet 85.49% 58.14% 32.26% 41.49% 0.90
VGG19 86.93% 60.00% 4.65% 8.33% 0.91

4.2. Result Analysis After Preprocessing

Our analysis highlights the superior performance of the SkinVisualNet model across
all evaluated metrics, with ResNet50 V2, DenseNet201, and VGG19 also demonstrate
significant effectiveness in their respective capabilities. Specifically, SkinVisualNet achieves
the highest precision, recall, F1 score, and accuracy among the models, with a precision of
98.45%. The forthcoming table presents a comprehensive evaluation of model performance,
including confusion matrix, precision, recall, F1 score, and accuracy metrics. Table 4 shows
the model performances before the pre-processing steps were applied. Whereas, Table 5
illustrates the results of performance measurement metrics for all models.

Table 5. Model Performance Analysis.

Model Accuracy Precision Recall F1 Score

VGG19 89.43% 95.77% 92.49% 92.31%
DenseNet201 93.34% 92.98% 93.16% 93.54%
RestNet50 V2 94.92% 95.27% 95.10% 95.14%
SkinVisualNet 98.45% 99.09% 98.77% 98.83%
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Figure 5 shows a comparative bar chart displaying the accuracy, F1 score, recall, and
precision of four models for improved visualization.

(a) (b) 

(c) (d) 

Figure 4. Confusion Matrix for (a) ResNet50V2, (b) DenseNet201, (c) SkinVisualNet and (d) VGG19
before pre-processing steps.

 

Figure 5. Visualization of Performance Measurement Metrics.
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4.2.1. Performance of the VGG19

The VGG19 model demonstrates a commendable balance between precision and re-
call, achieving 89.43% precision and 95.77% recall. These results highlight the model’s
strong ability to correctly identify positive instances while maintaining a relatively low
false-positive rate. Its overall accuracy of 92.31% further validates the model’s reliability
in making accurate predictions across the dataset. Additionally, the F1 score of 92.49%
indicates a well-balanced performance, effectively harmonizing both precision and recall.
These figures reflect the model’s ability to maintain consistent accuracy across different
classes. The results underscore VGG19’s capability to deliver a balanced and effective
classification performance, as visually represented. The training and validation accuracy,
alongside the training loss over 20 epochs, are presented in Figure 6, showcasing a steady
convergence pattern—indicative of solid model training and minimal overfitting. Further-
more, the Area Under the Curve (AUC) was 0.98 for both Class 0 and Class 1, confirming
the model’s strong discriminative power in distinguishing between classes.

(A) (B) (C) 

Figure 6. (A) Confusion matrix. (B) VGG19 accuracy curve. (C) VGG19 loss curve.

4.2.2. Performance of the DenseNet201

The DenseNet201 model has demonstrated a recall rate of 92.98%, closely aligning
with its F1 score of 93.16%. This practical effectiveness underscores the model’s precision
of 93.34% and highlights its overall accuracy of 93.54%, affirming its quality and reliability
in real-world applications. Furthermore, Figure 7 presents the training accuracy and loss
curve for DenseNet201 over 20 epochs, illustrating a consistent and convergent pattern that
signifies robust model training and stability. Additionally, the model achieved an AUC of
0.98 for both Class 0 and Class 1, along with a micro-average AUC of 0.98, reflecting its
high discriminative capability and classification accuracy.

4.2.3. Performance of the ResNet50V2

The ResNet50 V2 model demonstrated impressive results, achieving a precision of
94.92%, the second highest among all evaluated models. Its recall rate of 95.27% and F1
score of 95.10% further highlight the model’s robust performance across classification tasks.
Moreover, Figure 8 illustrates the training accuracy and loss curve for ResNet50 V2 over
20 epochs, revealing a steady and convergent pattern indicative of high training stability
and performance. Additionally, the model achieved an AUC of 0.98 for Class 0, 0.99 for
Class 1, and a micro-average AUC of 0.99, confirming its high discriminative power and
overall classification accuracy.
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(A) (B) (C) 

Figure 7. (A) Confusion matrix. (B) DenseNet201 accuracy curve. (C) DenseNet201 loss curve.

 
(A) (B) (C) 

Figure 8. (A) Confusion matrix. (B) ResNet201 V2 accuracy curve. (C) ResNet50 V2 loss curve.

4.2.4. Performance of the SkinVisualNet

The Skin-VisualNet model emerged as the top performer, showcasing exceptional
classification capabilities with a precision of 98.45% and a recall of 99.09%, culminating
in an impressive F1 score of 98.77%. This high recall underscores the model’s superior
ability to identify nearly all relevant instances within the dataset. Furthermore, Skin-
VisualNet achieved the highest overall accuracy of 98.83%, solidifying its position as the
most effective model among those evaluated. This highlights the model’s remarkable
precision in minimizing false positives. The accuracy and loss curves, presented in Figure 9,
exhibit a smooth and convergent trend over 20 epochs, confirming that the model is well-
fitted and stable throughout training. Additionally, the AUC score for Skin-VisualNet was
a perfect 1.00 for both Class 0 and Class 1, as well as a micro-average AUC of 1.00, further
emphasizing the model’s exceptional discriminative power and its reliability in high-stakes
classification tasks. Although the model achieved a perfect AUC, indicating perfect class
separability, the confusion matrix may still show non-zero misclassifications because it
reflects performance at a single fixed threshold rather than across all decision thresholds.

4.2.5. Fine-Tuning and Parameter Optimization of All Model

The most important step in deep learning model optimization is fine-tuning, which
involves performing precision parameter modifications to improve performance on a
particular task. Our study investigates how preprocessing affects the functionality of
a hybrid model that combines the VGG19 and DenseNet201 architectures. The model
was tested across multiple training epochs in two different scenarios: before and after
preprocessing. The results of this fine-tuning procedure are presented in detail in the
following sections, with a focus on the gains in accuracy and loss metrics. Table 6 presents
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model fine-tuning details of all models. To understand how preprocessing affects the
model’s capacity to learn and generalize from the data, this comparison is essential. A clear
image of the model’s development and performance gains during training is given by a
selection of epochs.

(A) (B) (C) 

Figure 9. (A) Confusion matrix. (B) SkinVisualNet accuracy curve. (C) SkinVisualNet loss curve.

The fine-tuning table shows how preprocessing significantly improves the model’s
performance. These findings show that preprocessing leads to better overall performance
by facilitating faster convergence, increasing learning efficiency, and strengthening the
model’s capacity for generalization. The analysis highlights how crucial preprocessing
is to deep learning model optimization. The increased metrics following preprocessing
show that preprocessing not only speeds up the learning process but also greatly improves
model accuracy and robustness. The success of integrating the DenseNet201 and VGG19
architectures inside a hybrid model framework is confirmed by this study, especially when
suitable preprocessing methods are used for optimization. To further enhance model
performance across a variety of datasets and applications, future research could investigate
other preprocessing techniques and fine-tuning approaches.

4.3. Explainable AI

The fast growth of artificial intelligence (AI) has reshaped several sectors; nevertheless,
many AI systems operate as “black boxes,” posing problems to transparency and trust.
Explainable Artificial Intelligence (XAI) addresses these concerns by demonstrating how
to make AI decisions interpretable and understood. To ensure the transparency and
interpretability of our model’s predictions, we used Explainable AI approaches, notably
LIME and Grad-CAM. These methods provide insights into our model’s decision-making
processes, allowing us to trust and validate the results.

Table 6. Hyper-parameter Tuning of All Models.

Model
Name Layer Kernel

Size
Activation
Function Pooling Layer Optimizer Regularization Learning

Rate
Epoch
Time (s)

SkinVisualNet

DenseNet201,
VGG19

7 × 7,
3 × 3,
1 × 1

ReLU (Dense
layers),
Softmax

Global Average
Pooling (GAP),
None (Dense
layers)

Adam

L2 (0.001),
Dropout (0.5)

0.00001 5704.52

Concatenation Layer - - - -
BatchNormalization - - - BatchNorm
Dense Layer 1 - ReLU - L2 (0.001)
BatchNormalization - - - BatchNorm
Dropout (0.5) - - - Dropout (0.5)
Dense Layer 2 - ReLU - L2 (0.001)
BatchNormalization - - - BatchNorm
Dropout (0.5) - - - Dropout (0.5)
Output Layer - Softmax -
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Table 6. Cont.

Model
Name Layer Kernel

Size
Activation
Function Pooling Layer Optimizer Regularization Learning

Rate
Epoch
Time (s)

DenseNet201

Conv1_x 7 × 7 ReLU MaxPooling (3 × 3,
stride 2)

Adam

None

0.00001 1463.42

Dense Block 1 1 × 1,
3 × 3 ReLU - BatchNorm

Dense Block 2 1 × 1,
3 × 3 ReLU - BatchNorm

Dense Block 3 1 × 1,
3 × 3 ReLU - BatchNorm

Dense Block 4 1 × 1,
3 × 3 ReLU - BatchNorm

Transition Layers 1 × 1 ReLU AvgPooling (2 × 2,
stride 2) BatchNorm

Dense Layers - ReLU,
Softmax

GlobalAverage-
Pooling2D

Dropout (if
added)

ResNet50V2

Conv1 7 × 7 ReLU MaxPooling (3 × 3,
stride 2)

Adam

None

0.00001 1430.79

Conv2_x Block1
1 × 1,
3 × 3,
1 × 1

ReLU - BatchNorm

Conv3_x Block2–4
1 × 1,
3 × 3,
1 × 1

ReLU - BatchNorm

Conv4_x Block1
1 × 1,
3 × 3,
1 × 1

ReLU - BatchNorm

Conv5_x Block2–6
1 × 1,
3 × 3,
1 × 1

ReLU - BatchNorm

Dense Layers - ReLU,
Softmax

GlobalAverage-
Pooling2D -

VGG19

Conv1_x 3 × 3 ReLU MaxPooling (2 × 2)

Adam 0.00001 1412.92

Conv2_x 3 × 3 ReLU MaxPooling (2 × 2)
Conv3_x 3 × 3 ReLU MaxPooling (2 × 2)
Conv4_x 3 × 3 ReLU MaxPooling (2 × 2)
Conv5_x 3 × 3 ReLU MaxPooling (2 × 2)

Dense Layers - ReLU,
Softmax

GlobalAverage-
Pooling2D

4.3.1. LIME

We have utilized Local Interpretable Model-agnostic Explanations (LIME) to elucidate
our model’s predictions for the positive class (disease present). The LIME visualizations
depicted in Figure 10 demonstrate the areas of the images that significantly impacted the
model’s predictions.

  
(a) (b) 

Figure 10. LIME visualization of both (a) positive and (b) negative classes. The LIME explanation
sub-figures (a,b) have yellow-marks section, which identifies the region of interest (ROI) to identify
the disease more appropriately. Although, in (b) it does cover some additional areas surrounding
the ROI.

In both images, the yellow boundary outlines the super pixels or regions that most sig-
nificantly impacted the model’s classification of the positive class. These regions correspond
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with areas displaying visual traits typically linked to the disease, like erythema, edema, or
atypical skin patterns. The LIME explanation emphasizes regions of skin inflammation,
indicated by red patches, which align with symptoms related to the identified disease.

If we consider first image, the yellow contours dramatically emphasize the area
of redness, indicating that the model significantly depends on this characteristic for its
prediction. This aligns with domain knowledge indicating that redness is a significant
significance of specific skin diseases. In the second image. The circle red lesion emphasized
by LIME indicates the model’s focus on clinical features essential to the recognized disease.

4.3.2. Grad-CAM, Grad-CAM++, Score CAM and Smooth Grad Visualizations

To further interpret the model’s decision-making process for the negative class (Lyme
Negative), we utilized Gradient-weighted Class Activation Mapping (Grad-CAM) and
its variant Grad-CAM++ to visualize the regions in the images that most influenced the
model’s classification. Figure 11 shows the original image of a skin patch labeled as “Lyme
Negative” and its corresponding Grad-CAM, Grad-CAM++, Score CAM and Smooth
Grad visualizations.

  
(a) 

  
(b) 

Figure 11. Grad-CAM, Grad-CAM++, Score CAM and Smooth Grad visualizations for (a) Lyme
Negative and (b) Lyme Positive class. For each class, Grad-CAM shows the ROI highlighted mostly.
Grad-CAM++ gives high gradient color (yellow and orange) in case the original image contains
similar features like the ROI. Score-CAM smooths the Grad-CAM++ a little more with more areas
covered and Smooth Grad smooths the Grad-CAM by segmenting the disease ROI.

The Grad-CAM heatmap emphasizes the regions that significantly impacted the
model’s decision-making process. The red patches, centered on the black spot and adjacent
regions, indicate where the model focused its attention to generating its prediction. Despite
concentrating on the area, the model classifies the image as negative, presumably due to
the lack of essential Lyme disease symptoms. Grad-CAM++ provides a more detailed
heatmap, emphasizing intricate components within the area. The focused analysis of
detailed attributes indicates that the model employs these traits to differentiate between
Lyme-positive and Lyme-negative cases, hence validating its negative categorization.

4.3.3. Implications of Applying Explainable AI

Before applying explainable AI, the model’s decision-making process remained
opaque, making it difficult to assess whether its predictions were grounded in clinically
meaningful image patterns or influenced by irrelevant artifacts. This “black-box” behavior
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limits reliability, reduces interpretability, and restricts clinical adoption. After integrat-
ing a suite of explainable AI techniques—LIME, Grad-CAM, CAM++, Score-CAM, and
SmoothGrad—the internal feature-attribution process became much clearer. These methods
highlighted the specific regions and pixel-level cues the model relied on when differentiat-
ing between classes, allowing us to verify consistency across multiple saliency techniques.
The visual explanations revealed whether the model focused on tumor-related structures,
textural patterns, or morphological boundaries, thereby increasing confidence in its out-
puts. Overall, explainable AI transformed the system from an opaque predictor into a
more transparent and trustworthy diagnostic support tool, enabling better validation, error
analysis, and alignment with clinical expectations.

4.4. Cross Validation

To ensure the robustness and generalizability of our model, we conducted 5-fold
cross-validation. This approach involved dividing the dataset into five distinct subsets
(folds). The model was trained on four folds and validated on the remaining fold, iterating
this process five times so that each fold served as the validation set once. This method
provides a comprehensive assessment of the model’s performance across different data
partitions. Table 7 shows training and validation accuracy of every fold.

Table 7. Cross-validation result of 5-Fold.

Accuracy (%) F1 F2 F3 F4 F5

Training 100 99.99 99.98 99.99 99.98
Validation 98.20 98.89 98.90 98.89 98.92

From Table 7, F1 through F5 denotes the five distinct subsets. We can see results from
5-fold cross-validation revealed that validation accuracy is between 98.20% and 98.92%.
Moreover, the training and validation accuracies remained closely aligned, indicating that
our model consistently delivers optimal performance without exhibiting signs of overfitting,
even when subjected to varying shuffle conditions.

4.5. Comparison of Performance Before and After Preprocessing

The comparative analysis of model performance before and after preprocessing re-
veals significant improvements across all models. Before preprocessing, VGG19 had an
accuracy of 86.93% with an F1 score of 8.33%, indicating a strong but somewhat imbalanced
performance, particularly in detecting positive cases. After preprocessing, VGG19’s accu-
racy surged to 89.43%, with a more balanced F1 score of 92.31%, demonstrating enhanced
capability in both precision and recall. DenseNet201, which had an accuracy of 85.29% and
an F1 score of 38.10% before preprocessing, improved to an accuracy of 93.34% and an F1
score of 93.54% after preprocessing, reflecting a more consistent performance across both
classes. ResNet50V2, initially showing an accuracy of 84.47% and an F1 score of 32.29%,
saw its performance rise significantly, with an accuracy of 94.92% and an F1 score of 95.14%
post-preprocessing, indicating remarkable improvements in both precision and recall. The
SkinVisualNet model, which already performed well with an accuracy of 85.49% and an F1
score of 41.49% before preprocessing, emerged as the top performer after preprocessing,
achieving a near-perfect accuracy of 98.45% and an F1 score of 98.83%. These results
underscore the critical importance of preprocessing in optimizing deep learning models, as
it significantly enhances their ability to make accurate and balanced predictions, particu-
larly in the detection of minority classes. Table 8 provides a comprehensive comparative
overview of performance before and after preprocessing.
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Table 8. Performance Metrics Before and After Preprocessing.

Model
Precision Recall F1 Score Accuracy Accuracy Precision Recall F1 Score

After Preprocessing Before Preprocessing

VGG19 89.43% 95.77% 92.49% 92.31% 86.93% 60.00% 4.65% 8.33%
DenseNet201 93.34% 92.98% 93.16% 93.54% 85.29% 43.14% 34.11% 38.10%
ResNet50V2 94.92% 95.27% 95.10% 95.14% 84.47% 38.30% 27.91% 32.29%
SkinVisualNet 98.45% 99.09% 98.77% 98.83% 85.49% 58.14% 32.26% 41.49%

4.6. Comparison of SkinVisualNet with Related Lyme Disease Detection Studies

Recent research on Lyme disease detection has explored a diverse range of data
modalities and modeling strategies, reflecting the growing interest in automated early
diagnosis. Laison et al. [36] leveraged global Twitter posts and emoji-based sentiment
cues to identify potential Lyme cases, demonstrating the utility of social-media-driven
surveillance but offering limited clinical image interpretability. Jerrish et al. [10] focused on
curated Lyme rash images, employing progressive resizing and self-supervised learning
to improve feature extraction, though without integrating explainability methods. Priyan
et al. [11] introduced a neuro-fuzzy deep learning pipeline using UNet, Inception, and
XGBoost on medical images, achieving strong accuracy with Grad-CAM visualizations to
enhance interpretability. In comparison, the proposed SkinVisualNet model builds on this
foundation by combining VGG19 and DenseNet201 into a hybrid architecture trained on
a Kaggle-derived rash dataset, achieving higher accuracy (98.83%) while incorporating
a comprehensive suite of explainability techniques (LIME, Grad-CAM, CAM++, Score-
CAM, and SmoothGrad). Together, these differences highlight the contribution of this
study in delivering both state-of-the-art performance and richer diagnostic transparency.
Table 9 shows the comparison between some of the existing Lyme disease detection studies
with SkinVisualNet, based on the dataset, population focus and explainability models
implemented.

Table 9. Comparison of Lyme Disease Detection Studies.

Author (Year) Dataset Population
Focus Dataset Explanation Explainability Method Accuracy (%)

Laison et al. [36] (2023) Worldwide social
media users

Self-reported Lyme-related
symptom Tweets collected
globally; includes textual and
emoji-based sentiment features

Not applicable.
(Text-based sentiment
and feature-importance
interpretation only)

~90% (varies by
model)

Jerrish et al. [10] (2023) Clinical skin rash
images

Curated Lyme rash datasets
using progressive resizing and
self-supervised learning

None reported (focus
primarily on SSL) 94–96%

Priyan et al. [11] (2024) Clinical medical
imaging patients

Medical image dataset
processed using UNet,
Inception, and a neuro-fuzzy
classifier

Grad-CAM (typical for
UNet-based pipelines) 97.45%

SkinVisualNet Public Kaggle Lyme
rash dataset

Kaggle-derived Lyme disease
rash images with
augmentation and
preprocessing

LIME, Grad-CAM,
CAM++, Score-CAM,
SmoothGrad

98.83%

5. Discussion
5.1. Result Analysis of the Models

The results of our study underscore the critical impact of preprocessing on the au-
tomated detection of Lyme disease using deep learning techniques. Our comparative
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analysis of VGG19, DenseNet201, ResNet50V2, and our novel hybrid model, SkinVisualNet,
provides valuable insights into how preprocessing enhances the efficacy of various archi-
tectures for this critical medical imaging task. Before preprocessing, each model exhibited
reasonable performance, but there were clear limitations, particularly in terms of accuracy
and the ability to consistently detect minority classes. VGG19, for example, achieved an ac-
curacy of 86.93%, but struggled with detecting positive cases effectively, leading to a lower
F1 score for this class. Similarly, DenseNet201, SkinVisualNet, and ResNet50V2 showed
potential, but their performance was hampered by imbalances in the data and the absence
of preprocessing techniques that could mitigate these issues. After applying preprocessing,
the performance of all models improved significantly, with SkinVisualNet emerging as
the top performer. This hybrid model, which synergistically combines DenseNet201 and
VGG19, benefits greatly from preprocessing, which enhances feature extraction, balances
class distributions, and reduces noise in the data. DenseNet201’s densely connected layers
and VGG19’s deep hierarchical architecture work together to create a rich, comprehensive
representation of the input data. Preprocessing further amplifies this synergy by ensuring
that critical features are retained, and overfitting is minimized. SkinVisualNet, equipped
with advanced techniques like global average pooling, batch normalization, L2 regular-
ization, and dropout, demonstrates exceptional accuracy and generalization on complex
medical datasets post-preprocessing. Mixed precision training accelerates computations,
and the carefully tuned Adam optimizer ensures optimal training, making the model not
only powerful but also efficient. The results clearly show that preprocessing is essential
for achieving the highest levels of performance in deep learning models, particularly in
sensitive applications like Lyme disease detection, where accuracy and generalization are
paramount. In summary, the incorporation of preprocessing techniques transforms the
models from reasonably effective tools into highly accurate and reliable classifiers, with
SkinVisualNet leading the way in delivering superior results across all key metrics. This
demonstrates the importance of preprocessing in optimizing deep learning models for
medical imaging tasks, where the stakes are high, and precision is crucial.

5.2. Potentiality of Comparison with Transformer Models

Transformer-based architectures such as Vision Transformers (ViT) [37] and emerging
medical-imaging Transformers [38] have shown strong performance in recent studies,
their training typically requires substantially larger and more diverse datasets than those
available in this work. Given the limited size and single-source nature of our dataset,
incorporating such models would risk overfitting and provide an unfair comparison to the
CNN-based approaches used here. Nonetheless, evaluating SkinVisualNet against modern
Transformer models remains an important direction for future research as larger, clinically
curated datasets become accessible.

While our study employed ImageNet-pretrained CNNs due to the limited availability
of Lyme disease images, we acknowledge that pretrained natural-image features may
not fully capture the subtle dermatological patterns present in medical imaging. Recent
research highlights the importance of domain-specific representations, and future work
will therefore focus on developing a lightweight, disease-specialized vision model trained
directly on Lyme rash images and related dermatological datasets. Such a Vision Language
Model, for example SmolVLM [39], would prioritize clinically relevant textures, erythema
distributions, and morphological cues rather than generic natural-image features. By using
parameter-efficient architectures, self-supervised learning, and few-shot adaptation, this
model could be trained effectively even with small datasets while improving domain
alignment and interpretability. This direction holds promise for enhancing diagnostic



Mach. Learn. Knowl. Extr. 2025, 7, 157 24 of 27

accuracy, reducing dependency on large pretrained models, and enabling deployment in
resource-constrained clinical or mobile health settings.

5.3. Constraints of Using Single Source Dataset

The proposed SkinVisualNet framework demonstrates strong performance on the
Kaggle-based Lyme disease rash dataset [16], the use of a single public repository naturally
limits the diversity of patient presentations, particularly with respect to skin tone variation,
imaging quality, and clinical settings. The dataset also exhibits class imbalance, which, de-
spite mitigation strategies such as augmentation and preprocessing, may still influence the
model’s generalizability. Future work will prioritize external validation using independent,
larger-scale datasets that capture broader demographic and phenotypic variability, enabling
more rigorous assessment of real-world robustness. Integrating comparative experiments
against board-certified dermatologists will offer deeper insights into the clinical utility of
the model and help position SkinVisualNet as a reliable decision-support tool in frontline
diagnostic workflows. This direction will be critical for translating the current research into
clinically deployable AI solutions.

5.4. Effectiveness of Pre-Processing & Post-Processing Steps

While gamma correction and contrast stretching are indeed standard preprocessing
techniques, our intention was not to present them as standalone innovations but to demon-
strate their combined effectiveness for Lyme rash images, which are often low-contrast
and highly variable. These steps significantly improved model performance (by 10–13%)
and enhanced the clarity of clinically relevant features prior to feature extraction. We have
revised the manuscript to clarify that the innovation lies in the overall integrated pipeline
and its demonstrated impact, rather than in the preprocessing techniques themselves.

Although the heatmaps generated by XAI methods highlight the regions most influen-
tial to the model’s predictions, their clinical meaning must be interpreted in conjunction
with established medical knowledge. Visual saliency alone does not confirm disease-
specific pathology; therefore, collaboration with dermatology experts is essential to validate
whether highlighted regions correspond to clinically recognized features of Lyme disease
rashes, such as erythema patterns, central clearing, or inflammatory borders. Integrating
these medical principles ensures that the explanations move beyond technical visualiza-
tion and provide clinically grounded insights that enhance trust, interpretability, and the
potential for real-world diagnostic support.

5.5. Computational Complexity and Deployment Considerations

While the hybrid SkinVisualNet architecture achieves superior predictive performance,
its combined use of VGG19 and DenseNet201 results in noticeably higher computational
demand compared to single-stream CNN models. Both backbones individually exceed
tens of millions of parameters, and their cumulative floating-point operations (FLOPs)
significantly increase inference cost, particularly during high-resolution feature extraction.
This elevated complexity may influence latency on CPU-only clinical workstations or
mobile diagnostic devices, potentially limiting real-time applicability. Although this study
prioritizes accuracy and interpretability, future work will include a full efficiency audit—
quantifying total parameters, FLOPs per forward pass, and average inference time across
GPU, CPU, and edge-AI hardware. Such analysis will guide model compression strategies
(e.g., pruning, quantization, knowledge distillation) and inform deployment pathways
tailored for resource-constrained clinical environments. Integrating these optimizations will
be essential for delivering a fast, scalable, and clinically viable Lyme disease screening tool.
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6. Conclusions
Our research introduces a groundbreaking methodology for disease identification

through dermatological imaging, representing a significant advancement in deep learning
for Lyme disease detection. The novel hybrid model, SkinVisualNet, integrates VGG19 and
DenseNet201 architectures, achieving a remarkable accuracy of 98.83%. Through gamma
correction, contrast stretching, data augmentation, and the integration of multiple XAI
techniques—including LIME, Grad-CAM, Grad-CAM++, Score-CAM, and SmoothGrad—
the model not only improved accuracy by 10–13% but also provided transparent, clinically
meaningful visual explanations. This exceptional performance pushes the boundaries of
medical image analysis and presents a promising tool for enhancing the accuracy and
efficiency of Lyme disease diagnosis in clinical settings. This comprehensive approach
enables the model to generalize across different disease manifestations, potentially lead-
ing to more reliable diagnoses in real-world clinical scenarios. The high accuracy and
efficiency of SkinVisualNet could serve as a valuable tool for clinicians, augmenting their
diagnostic capabilities and potentially reducing the time from initial presentation to treat-
ment initiation. The SkinVisualNet model, with its innovative architecture and impressive
performance, provides a glimpse into the future of disease detection. By building upon
this foundation, we aim to contribute to a future where rapid, accurate disease detection
leads to better health outcomes and improved quality of life for patients worldwide. These
advancements position SkinVisualNet as a promising decision-support tool for early Lyme
disease screening, with potential applications in tele dermatology, triage systems, and
real-time diagnostic assistance in clinical practice.

Further research needs to corroborate the model using larger, more diverse datasets
to improve generalizability. Incorporating multimodal data (clinical history, serological
testing, genetic markers) could improve diagnostic precision. Improving model inter-
pretability through attention methods or layer-wise relevance propagation might provide
greater insights. So that we can overcome misclassification of other conditions with similar
visual presentations, such as erythema migraine-like lesions from autoimmune disorders
or other infections. Furthermore, expanding this hybrid AI methodology to additional
skin diseases might enhance its influence in medical imaging. SkinVisualNet, with its
unique design and outstanding performance, facilitates expedited and precise disease
identification, consequently enhancing global health outcomes.
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20. Świętokrzyska, P.; Wojcieszak, Ł. Porozumienie regulujące status Morza Kaspijskiego-geneza i znaczenie. [The agreement

regulating the Caspian Sea status-genesis and meaning]. Nowa Polityka Wschod. 2019, 20, 54–70. [CrossRef]
21. Wang, Z.; Bovik, A.C.; Sheikh, H.R.; Simoncelli, E.P. Image quality assessment: From error visibility to structural similarity. IEEE

Trans. Image Process. 2004, 13, 600–612. [CrossRef]
22. Sara, U.; Akter, M.; Uddin, M.S. Image Quality Assessment through FSIM, SSIM, MSE and PSNR—A Comparative Study. J.

Comput. Commun. 2019, 7, 8–18. [CrossRef]

https://doi.org/10.1136/bmjgh-2021-007744
https://doi.org/10.1093/cid/ciaa1215
https://doi.org/10.3389/fmed.2021.666554
https://doi.org/10.1016/j.tmaid.2021.102134
https://www.aad.org/public/diseases/a-z/lyme-disease-signs
https://www.aad.org/public/diseases/a-z/lyme-disease-signs
https://doi.org/10.1109/ICTACS62700.2024.10840526
https://doi.org/10.1016/j.compbiomed.2018.12.007
https://doi.org/10.1016/j.compbiomed.2025.110007
https://doi.org/10.1016/j.eswa.2023.123056
https://doi.org/10.1007/s11042-023-16306-9
https://doi.org/10.1007/s00521-024-09583-4
https://doi.org/10.1016/j.cmpb.2022.106624
https://www.ncbi.nlm.nih.gov/pubmed/35051835
https://doi.org/10.1128/JCM.01344-21
https://www.ncbi.nlm.nih.gov/pubmed/34379528
https://doi.org/10.1109/ICAAIC60222.2024.10575196
https://doi.org/10.1109/ICRTAC59277.2023.10480802
https://www.kaggle.com/datasets/sshikamaru/lyme-disease-rashes
https://www.kaggle.com/datasets/sshikamaru/lyme-disease-rashes
https://doi.org/10.1186/s13640-016-0138-1
https://doi.org/10.19026/rjaset.9.1409
https://doi.org/10.1186/s40537-019-0197-0
https://doi.org/10.15804/npw20192004
https://doi.org/10.1109/TIP.2003.819861
https://doi.org/10.4236/jcc.2019.73002


Mach. Learn. Knowl. Extr. 2025, 7, 157 27 of 27

23. Rahman, M.M.; Uzzaman, A.; Sami, S.I.; Khatun, F. Developing a Deep Neural Network-Based Encoder-Decoder Framework
in Automatic Image Captioning Systems. 2022. Available online: https://www.researchsquare.com/article/rs-2046359/v1
(accessed on 26 November 2025).

24. Simonyan, K.; Zisserman, A. Very Deep Convolutional Networks for Large-Scale Image Recognition. arXiv 2014, arXiv:1409.1556.
[CrossRef]

25. Vijay, C.; Aayush, J.; Neha, G.; Dilbag, S.; Manjit, K. Classification of the COVID-19 infected patients using DenseNet201 based
deep transfer learning. J. Biomol. Struct. Dyn. 2020, 39, 5682–5689. [CrossRef]

26. Huang, G.; Liu, Z.; Van Der Maaten, L.; Weinberger, K.Q. Densely connected convolutional networks. In Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition (CVPR), Honolulu, HI, USA, 22–25 July 2017.

27. Kvak, D. Leveraging Computer Vision Application in Visual Arts: A Case Study on the Use of Residual Neural Network to
Classify and Analyze Baroque Paintings. arXiv 2022, arXiv:2210.15300. [CrossRef]

28. He, K.; Zhang, X.; Ren, S.; Sun, J. Deep Residual Learning for Image Recognition. arXiv 2015, arXiv:1512.03385. [CrossRef]
29. Ioffe, S.; Szegedy, C. Batch normalization: Accelerating deep network training by reducing internal covariate shift. In Proceedings

of the 32nd International Conference on International Conference on Machine Learning (ICML), Lille, France, 6–11 July 2015.
30. Srivastava, N.; Hinton, G.; Krizhevsky, A.; Sutskever, I.; Salakhutdinov, R. Dropout: A simple way to prevent neural networks

from overfitting. J. Mach. Learn. Res. 2014, 15, 1929–1958.
31. Kingma, D.P.; Ba, J. Adam: A method for stochastic optimization. In Proceedings of the International Conference on Learning

Representations (ICLR), Banff, AB, Canada, 14–16 April 2014.
32. Banerjee, K.; C, V.P.; Gupta, R.R.; Vyas, K.; H, A.; Mishra, B. Exploring Alternatives to Softmax Function. arXiv 2021,

arXiv:2011.11538. [CrossRef]
33. Tejaswi, K.; Zhang, E. Using Deep Learning in Lyme Disease Diagnosis. J. Stud. Res. 2021, 10. [CrossRef]
34. Micikevicius, P.; Narang, S.; Alben, J.; Diamos, G.F.; Elsen, E.; García, D.; Ginsburg, B.; Houston, M.; Kuchaiev, O.; Venkatesh, G.;

et al. Mixed Precision training. arXiv 2017, arXiv:1710.03740. [CrossRef]
35. Barron, J.T. A General and Adaptive Robust Loss Function. In Proceedings of the IEEE/CVF Conference on Computer Vision and

Pattern Recognition, Long Beach, CA, USA, 15–20 June 2019. [CrossRef]
36. Laison, E.K.E.; Ibrahim, M.H.; Boligarla, S.; Li, J.; Mahadevan, R.; Ng, A.; Muthuramalingam, V.; Lee, W.Y.; Yin, Y.; Nasri, B.R.

Identifying potential Lyme disease cases using self-reported worldwide Tweets: Deep learning modeling approach enhanced
with sentimental words through emojis. J. Med. Internet Res. 2023, 25, e47014. [CrossRef]

37. Dosovitskiy, A.; Beyer, L.; Kolesnikov, A.; Weissenborn, D.; Zhai, X.; Unterthiner, T.; Dehghani, M.; Minderer, M.; Heigold, G.;
Gelly, S.; et al. An Image is Worth 16 × 16 Words: Transformers for Image Recognition at Scale. arXiv 2020, arXiv:2010.11929.

38. Han, K.; Wang, Y.; Chen, H.; Chen, X.; Guo, J.; Liu, Z.; Tang, Y.; Xiao, A.; Xu, C.; Xu, Y.; et al. A survey on vision transformer. IEEE
Trans. Pattern Anal. Mach. Intell. 2022, 45, 87–110. [CrossRef]

39. Marafioti, A.; Zohar, O.; Farré, M.; Noyan, M.; Bakouch, E.; Cuenca, P.; Zakka, C.; Allal, L.B.; Lozhkov, A.; Tazi, N.; et al. Smolvlm:
Redefining small and efficient multimodal models. arXiv 2025, arXiv:2504.05299. [CrossRef]

Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual
author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to
people or property resulting from any ideas, methods, instructions or products referred to in the content.

https://www.researchsquare.com/article/rs-2046359/v1
https://doi.org/10.48550/arXiv.1409.1556
https://doi.org/10.1080/07391102.2020.1788642
https://doi.org/10.48550/arXiv.2210.15300
https://doi.org/10.48550/arXiv.1512.03385
https://doi.org/10.48550/arXiv.2011.11538
https://doi.org/10.47611/jsrhs.v10i4.2389
https://doi.org/10.48550/arXiv.1712.01192
https://doi.org/10.1109/cvpr.2019.00446
https://doi.org/10.2196/47014
https://doi.org/10.1109/TPAMI.2022.3152247
https://doi.org/10.48550/arXiv.2504.05299

	Introduction 
	Related Work 
	Materials and Method 
	Dataset Description 
	Data Preprocessing 
	Gamma Correction 
	Contrast Stretching 
	Data Augmentation 

	Dataset Splitting 
	Data Verification 
	Model Description 
	VGG19 
	DenseNet201 
	ResNet50V2 
	SkinVisualNet (Proposed Hybrid Model) 
	Parameters of Hybrid Model 


	Results 
	Result Analysis Before Preprocessing 
	Result Analysis After Preprocessing 
	Performance of the VGG19 
	Performance of the DenseNet201 
	Performance of the ResNet50V2 
	Performance of the SkinVisualNet 
	Fine-Tuning and Parameter Optimization of All Model 

	Explainable AI 
	LIME 
	Grad-CAM, Grad-CAM++, Score CAM and Smooth Grad Visualizations 
	Implications of Applying Explainable AI 

	Cross Validation 
	Comparison of Performance Before and After Preprocessing 
	Comparison of SkinVisualNet with Related Lyme Disease Detection Studies 

	Discussion 
	Result Analysis of the Models 
	Potentiality of Comparison with Transformer Models 
	Constraints of Using Single Source Dataset 
	Effectiveness of Pre-Processing & Post-Processing Steps 
	Computational Complexity and Deployment Considerations 

	Conclusions 
	References

