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Highlights

What are the main findings?

e We construct UAV-SaSeg, the first high-resolution UAV semantic segmentation dataset
tailored for complicated coastal invasive species scenarios.

e  DINOSegNext achieves state-of-the-art performance for Spartina alterniflora mapping,
with an IoU of 0.7420 and an F1-Score of 0.8519.

What are the implications of the main findings?

o  The model effectively leverages generalized knowledge and spatial-frequency feature
decoupling to suppress complex intertidal background noise.

e  With a low inference latency of merely 8.5 ms per image, the proposed model is highly
efficient and well-suited for onboard edge computing.

Abstract

Accurate mapping of Spartina alterniflora (S. alterniflora) is critical for coastal conservation.
While deep learning has improved mapping, current algorithms that rely on moderate-
resolution satellite imagery struggle to detect minute, early-stage invasive patches amid
complex backgrounds with similar textures (e.g., water ripples, native vegetation). To
overcome this resolution bottleneck, we construct UAV-SaSeg, the first high-resolution
UAV semantic segmentation dataset targeting these complicated scenarios. Furthermore,
we propose DINOsegNext, a novel mapping model integrating the DINOv3 foundation
model with a Global Filter (GF) multi-frequency convolution. This architecture leverages
generalized knowledge and spatial-frequency feature decoupling to filter out confusing
background noise effectively. Validated in real-world intertidal zones, DINOsegNext
outperforms state-of-the-art models, achieving an IoU of 0.7420 and an F1-Score of 0.8519.
Crucially, it maintains high computational efficiency, with an inference latency of merely
8.5 ms per image, making it well-suited for onboard edge computing. This work provides
urgently needed high-resolution data and a robust technical path for the precise, efficient
monitoring of invasive species.
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1. Introduction

Since its introduction to China, Spartina alterniflora (S. alterniflora) has caused severe
ecological damage to coastal wetland ecosystems. Its explosive expansion has rapidly
encroached upon the habitats of native flora, such as reeds and mangroves, leading to
the decline in native plant communities [1]. Achieving accurate dynamic monitoring and
rapid spatial mapping of S. alterniflora is a crucial data foundation for regional ecological
conservation and environmental management. For a long time, long-time-series dynamic
monitoring using satellite remote sensing—favored for its broad coverage and low cost—
has been the mainstream research approach [2-4]. However, these studies primarily rely on
medium-resolution satellite data, where the prevalent mixed-pixel problem blurs invasion
boundaries, making it difficult to accurately extract early, sparsely distributed invasion
patches [5]. Furthermore, the strong phenotypic plasticity of S. alterniflora and its highly
similar spectral characteristics to those of native vegetation compound the difficulty of
accurate identification [6].

To overcome the aforementioned spatial resolution bottlenecks, low-altitude Un-
manned Aerial Vehicle (UAV) remote sensing has emerged as an ideal tool for fine-scale
ecological monitoring, owing to its high-resolution, centimeter-level imagery and flexible,
on-demand acquisition capabilities. With the widespread adoption of UAV monitoring,
feature extraction technologies have transitioned from traditional methods to deep learn-
ing [7,8]. Early research predominantly relied on traditional machine learning algorithms,
such as Support Vector Machines (SVM) and Random Forests (RF) [9]. These methods are
highly dependent on expert prior knowledge for feature design [10,11] and lack built-in
convolutional feature extraction mechanisms. Consequently, they struggle to capture the
complex leaf textures and lodging morphology of plants in UAV imagery, often resulting
in fragmented classification results [9,12,13]. Additionally, their low computational effi-
ciency fails to meet the demands of real-time monitoring. In recent years, deep learning
models, such as U-Net and the Swin Transformer, have demonstrated remarkable perfor-
mance. They effectively alleviate the challenges posed by intra-class spectral variability and
inter-class spectral similarity, thereby significantly improving extraction accuracy [14,15].
However, mainstream high-accuracy segmentation models (e.g., DeepLabv3+) suffer from
parameter redundancy and dense matrix computations [16,17], preventing their direct
deployment on onboard UAV-embedded platforms with limited computing resources.
Although some studies have mitigated memory constraints through patch-based infer-
ence [18], this approach often introduces distortion along object boundaries, failing to meet
the rigorous requirements of fine-scale ecological monitoring.

To address deployment challenges caused by insufficient onboard computing
power, lightweight semantic segmentation networks have become a core research fo-
cus, including in refs. [19-21]. Nevertheless, in the specific scenarios of S. alterniflora
mapping—characterized by variable morphology and high background confusion—general
lightweight models (e.g., lightweight PSPNet [22]) often lose rich semantic context due to
over-compression of channels and network layers. This leads to underfitting in complex
boundary regions and a drastic decline in segmentation accuracy [23,24]. Moreover, as a
data-driven approach, deep learning relies heavily on high-quality annotated samples. Cur-
rently, there is a severe scarcity of data resources in this domain: publicly available datasets
are predominantly satellite-based and lack the fine-grained textures captured from a UAV
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perspective, while the few proprietary UAV datasets rarely account for field interferences
such as drastic illumination changes, tidal dynamics, and phenological variations.

In summary, balancing pixel-level segmentation accuracy with lightweight deploy-
ment and achieving high-precision extraction in complex field scenarios under a severe
shortage of high-quality datasets remain core scientific problems that urgently need resolu-
tion in the field of UAV-based S. alterniflora monitoring. Rather than building a lightweight
network from scratch, introducing large-scale vision foundation models with exceptionally
strong generalized visual representation capabilities (e.g., the DINO series [25,26]) and
adapting them for lightweight deployment offers a novel paradigm to break through this
technical bottleneck.

To address the aforementioned challenges, this paper proposes a highly robust and
systematic research framework for UAV-based S. alterniflora monitoring, with its primary
contributions spanning three dimensions: data, algorithm, and application generalization.
First, at the data level, we construct and open-source China’s first 0.02 m high-resolution
UAV semantic segmentation dataset for S. alterniflora. This dataset was rigorously collected
in the field and finely annotated, encompassing diverse and complex microhabitats, thereby
breaking the data barriers for high-precision ecological monitoring research. Second, at
the algorithmic level, we propose DINOsegNext, a lightweight network built on vision
foundation models. It deeply integrates the global semantic representation capability
of DINOvV3, multi-scale contextual attention, and the multi-frequency detail extraction
capabilities of global filtering layers, achieving an optimal balance between segmentation
accuracy and lightweight inference under constrained computational resources. Finally, at
the application generalization level, we conduct large-scale, cross-regional generalization
performance validations. The results confirm that the proposed method exhibits exceptional
anti-interference capabilities across various complex field environments, demonstrating
significant value in practical large-scale ecological remote sensing monitoring applications.

2. Methods
2.1. Study Area

Sanmen County, Taizhou City, Zhejiang Province, China, was selected as the core
study area, as shown in Figure 1. Located in a subtropical monsoon climate zone, the region
features mild, humid conditions and significant tidal interactions, creating a suitable habitat
for coastal wetland vegetation. Sanmen County possesses abundant tidal flat resources
and serves as a vital base for marine aquaculture in China. However, in recent years,
the explosive expansion of Spartina alterniflora has posed a severe challenge to the local
ecosystem. The invasion of this species has not only led to waterway siltation and the loss
of native ecological niches but has also severely occupied key aquaculture spaces, resulting
in substantial economic and ecological losses. Consequently, to enhance monitoring efficacy
in this complex coastal environment, this study employs high-resolution Unmanned Aerial
Vehicle (UAV) remote sensing technology to provide robust data support for the formulation
of scientific governmental control strategies.

2.2. Data

During its maturity period in October, Spartina alterniflora features tall, erect culms
(1-3 m in height) and densely arranged linear-lanceolate leaves, with its high-density
canopy exhibiting a transitional color from deep green to yellowish-green. In the 0.02-m
resolution orthophotos, its visual distinguishing features are highly prominent: its unique
yellowish-green tone forms a sharp contrast with the dark gray mudflat background;
continuous communities exhibit an uneven “granular” or “wavy” rough texture, while
scattered patches appear as round or oval “carpet-like” clumps with well-defined bound-
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aries. Figure 1 includes field photographs showing the typical growth status of Spartina

alterniflora.
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Figure 1. Overview of the study area and field photographs of Spartina alterniflora. (a) Schematic
map of the study area location; (b—f) Field photographs showing the typical growth status of Spartina
alterniflora (commonly known as smooth cordgrass).

Data acquisition was conducted in October 2025 in Shaliu Subdistrict, Sanmen County,
Zhejiang Province, China, a typical coastal wetland ecosystem. This timing coincided with
the mature stage of S. alterniflora, ensuring maximal spectral separability from background
vegetation. We utilized a DJI multi-rotor UAV system equipped with a high-performance
RGB sensor and a centimeter-level RTK module. Flights were conducted under optimal
meteorological conditions to mitigate atmospheric and lighting artifacts. The raw imagery
underwent orthorectification and mosaicking to produce a Digital Orthophoto Map (DOM)
at 0.02 m resolution, capturing sufficient detail to identify leaf textures and fragmented
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patches. A specific large-extent DOM (116,135 x 68,685) was withheld to test the model’s
generalization in real-world scenarios.

To establish the UAV-SaSeg benchmark for deep learning, we cropped the DOM
into 1024 x 1024 patches. Ground Truth generation adhered to a strict quality-control
workflow: initial pixel-level labeling using LabelMe and ArcGIS 10.8 was followed by
expert cross-validation to ensure boundary precision. The dataset employs binary masks
(255 for S. alterniflora and 0 for background) and comprises 358 sample pairs. These were
randomly split into training, validation, and test sets (6:2:2 ratio) for optimization, tuning,
and evaluation, respectively (see Table 1).

Table 1. Detailed information about the dataset.

Spatial Resolution Spectral Bands Total Number Open Access
0.02m R,G,B 358 Yes

Statistically, the UAV-SaSeg dataset exhibits distinct characteristics that underscore its
immense value for both coastal ecology and computer vision communities. First, with a
Ground Sample Distance (GSD) of 0.02 m, the dataset possesses an exceptionally high infor-
mation density. The 358 training, validation, and testing patches (1024 x 1024) collectively
provide over 375 million fine-grained, precisely annotated pixels, as shown in Figure 2.
This high-resolution image captures significant intra-class variance and morphological
diversity, ranging from dense, homogeneous canopies to highly fragmented, sparse patches
that are often confused with complex mudflat backgrounds.

Figure 3 contrasts the imaging capabilities of high-resolution UAV imagery with those
of conventional commercial satellite data. Although the Maxar World View imagery used
for comparison boasts a spatial resolution of 0.6 m—representing a top-tier precision in
civilian remote sensing—it remains insufficient to capture the micro-spectral characteristics
and fine-grained spatial textures within Spartina alterniflora communities. Therefore, this
dataset relies on UAV imagery to provide enriched textural and spectral representations,
ultimately facilitating robust training and precise identification by semantic segmentation
algorithms.

The dataset is publicly available at: [https://github.com/wzp8023391/Spartina-alterniflora-
Monitoring-Using-UAV] Accessed on 5 May 2026.

2.3. Methods

To address the dual challenges of constrained computational resources on unmanned
aerial vehicle (UAV) platforms and the difficulty in capturing the intricate edge details
of Spartina alterniflora (S. alterniflora) [27,28], we propose DINOsegNext, a lightweight
segmentation network based on spatial-frequency dual-domain perception. As illustrated
in Figure 4, the model adopts a compact encoder-decoder architecture: first, a fine-tuned
Vision Foundation Model (DINOv3) [25] is utilized to extract robust spatial semantic
features; second, a Global Filter (GF) operating in the frequency domain is introduced
at the front end of the decoder to capture multi-frequency representations; and finally, a
lightweight decoder head derived from SegNeXt [29] is employed to accomplish spatial
context aggregation and mask generation.
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Figure 2. Representative samples from the collected Spartina alterniflora UAV dataset.
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Figure 3. Overview of the experimental test set area and a resolution benchmarking between satellite
and UAV data. The close-up magnifications clearly illustrate the significant disparity in spatial fidelity,
underscoring the necessity of UAV-based high-resolution imagery for complex canopy discrimination.
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Figure 4. Schematic diagram of the overall architecture of the proposed DINOsegNext model.
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(1) Fine-tuned Vision Foundation Model Encoder

To acquire highly generalizable features under limited sample conditions, we adopt
the pre-trained DINOV3 as the backbone network. Leveraging its asymmetric teacher—
student architecture and Masked Image Modeling (MIM) mechanism, DINOv3 inherently
possesses formidable capabilities for generalized visual representation. Building upon
this, we fine-tune DINOV3 specifically on our S. alterniflora dataset. This fine-tuning
strategy circumvents the prohibitive computational costs of training from scratch while
enabling the model to rapidly adapt to the complex coastal wetland scenarios captured
from UAV perspectives. Consequently, it establishes a high-quality feature foundation that
is highly robust to variations in illumination and morphological appearance for subsequent
segmentation tasks.

(2) Multi-frequency Domain Convolution Mechanism

Accurately extracting S. alterniflora from high-resolution (0.02 m) imagery requires
not only understanding the macroscopic community distribution but also delineating
fine-scale leaf textures and jagged boundaries. Achieving this with traditional spatial
convolutions typically requires stacking numerous convolutional layers to expand the
receptive field, which increases computational overhead. To mitigate this, we innovatively
introduce a Global Filter (GF) module [30] before the decoding head. Specifically, this mod-
ule incorporates convolutional kernels at three distinct resolutions. This multi-resolution
frequency-domain mapping mechanism theoretically enables the simultaneous capture of
high-, mid-, and low-frequency image components. The low-frequency component helps
anchor the continuous main regions of S. alterniflora and smooth the background; the
mid-frequency component characterizes the lodging textures within the canopy; and the
high-frequency component precisely sharpens the vegetation edge details. More impor-
tantly, as demonstrated by [30], the GF module transforms large-scale spatial contextual
interactions into element-wise multiplication within the frequency domain. This transfor-
mation significantly expands the receptive field and enriches feature dimensions while
substantially reducing the model’s Floating Point Operations (FLOPs), perfectly align-
ing with the stringent constraints of onboard edge computing. Figure 5 illustrates the
frequency-domain convolution kernels of the GF layer at different resolutions.

Learned Multi-Scale Frequency Domain Global Filters

Layerl W
(64x64) |

Layer2 | < e %
(32x32) ' i A
x - o » v :
Layer3 o = - . 2 e :' <y a
(16x16) % TRE g SR —i ‘RS H
3 - ._ _ ! i ) P"- ﬂ - . y

Figure 5. Visualization of the learned multi-scale global filters in the frequency domain across different
network layers. The rows, from top to bottom, illustrate the spectral weights initialized /learned at
resolutions of 64 x 64, 32 x 32, and 16 x 16, respectively, demonstrating the model’s capacity to
capture multi-frequency components (ranging from high-frequency edges to low-frequency global
contexts).

(3) Lightweight Decoder Head based on SegNeXt

Following feature enhancement via frequency-domain convolutions, we employ the
lightweight decoder head from the SegNeXt architecture for the final spatial context ag-
gregation. This decoder synergistically integrates Multi-Scale Convolutional Attention
(MSCA) [31] and the “Hamburger” module. Initially, MSCA employs strip convolutions to
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approximate the receptive field of large-kernel convolutions, thereby efficiently capturing
multi-scale local spatial context at a minimal computational cost. Subsequently, the features
are fed into the core Hamburger module, which discards computationally intensive self-
attention mechanisms in favor of Matrix Decomposition for global modeling. In practice, the
Hamburger module decomposes the input high-dimensional feature matrix into low-rank
subspaces, effectively filtering out redundant low-level background noise (e.g., tidal water
reflections or sediment interference). This cascaded mechanism—combining MSCA's local
multi-scale perception with the Hamburger module’s global matrix decomposition—not
only significantly enhances the spatial consistency of the foreground target (S. alterniflora)
but also maintains parameter counts and computational complexity far below those of
traditional pyramid pooling modules (such as ASPP). Consequently, it achieves an optimal
equilibrium between pixel-level segmentation accuracy and model inference efficiency.

2.4. Accuracy Evaluation and Parameter Settings

To address the dual challenges of the fragmented spatial distribution of S. alterniflora
patches and severe class imbalance in coastal wetland scenes, this study establishes a com-
prehensive evaluation framework that balances segmentation accuracy with computational
efficiency.

Regarding accuracy evaluation, given that Overall Accuracy (OA) can easily yield
misleadingly inflated scores on highly imbalanced datasets [32], we selected Intersection
over Union (IoU) and the F1-score as the core evaluation metrics to rigorously assess the
model’s robustness and its capability to capture minute, early-stage invasive patches. Fur-
thermore, Recall and Precision were introduced as auxiliary metrics: the former quantifies
the completeness of sporadic invasion detection, thereby minimizing the ecological risks
associated with missed detections. At the same time, the latter evaluates the model’s
discriminative power against co-occurring native vegetation (e.g., reeds) to ensure the
precision of ecological management decisions.

For efficiency evaluation, to meet the rapid processing demands of large-scale, high-
resolution digital orthophoto maps (DOMs) and to ensure compatibility with future on-
board edge deployment, we used Floating Point Operations (FLOPs) and parameter counts
(Params) to quantify the static structural complexity and computational workload of the
models [33,34]. Crucially, we also introduced inference time as a metric for dynamic
execution efficiency. This combination of static and dynamic metrics provides a more com-
prehensive benchmark for assessing the operational throughput and engineering feasibility
of the models in real-time monitoring workflows.

All computational experiments were executed on a high-performance workstation
configured with an Intel Core i5-12600KF CPU, an NVIDIA GeForce RTX 4070 GPU, and
32 GB of RAM, running on Windows 11. The experimental architecture was implemented
using Python 3.13 and the PyTorch 2.7 deep learning framework.

During the training phase, the AdamW optimizer was employed to enhance the
model’s generalization capability [35]. The initial learning rate was set to 0.00001, with
a batch size of 4, and the total number of training epochs was capped at 45. To strike an
optimal balance between leveraging the robust prior features of the DINO foundation model
and adapting effectively to the specific coastal wetland dataset, a two-stage optimization
strategy was implemented: during the initial 20 epochs, the parameters of the backbone
network were frozen to warm up and train the decoder exclusively; subsequently, the
backbone was unfrozen to permit global, end-to-end fine-tuning across the remaining
epochs. The resulting convergence profile of the loss curve during model training is
illustrated in Figure 6.
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Figure 6. Visualization comparison of training loss curves across different models.

2.5. Inference Implementation and Optimization Strategies

To evaluate the model’s actual deployment performance in resource-constrained envi-
ronments, we conducted inference tests on a mobile platform equipped with an NVIDIA
GeForce RTX 4050 Laptop GPU. To maximize throughput and reduce the memory footprint,
we adopted half-precision floating-point (FP16) acceleration technology [36]. When process-
ing large-scale UAV orthoimages, we designed a Dynamic Sliding Window Algorithm. This
algorithm integrates a background filtering mechanism that automatically identifies and
skips No-data regions and invalid imaging areas, thereby significantly reducing redundant
computations. The final inference results are automatically encapsulated as georeferenced
polygon vector (Shapefile) and raster (GeoTIFF) files to support subsequent GIS spatial
analysis directly.

3. Results
3.1. Accuracy Evaluation and Efficiency Analysis

We conducted a comprehensive comparative test on seven mainstream segmentation
models, including DINOsegNext. Experimental results show a significant discrepancy in
inference latency between CPU and GPU endpoints. This phenomenon is mainly attributed
to the parallel acceleration optimization of CUDA (Compute Unified Device Architecture)
libraries for dense convolution operations and attention mechanisms on GPUs [37].

Nonetheless, the CPU inference scheme still demonstrates extremely high practical
value. Compared to traditional manual visual interpretation—where a skilled interpreter
requires approximately 16 person-hours (two working days) to complete the S. alterniflora
extraction for a full image—even when using only a CPU, the automated model proposed
in this paper can reduce processing time to the minute level. This indicates that the method
has immense potential to replace manual labor and enable efficient, automated monitoring
in field operations that lack high-end computing power. Specific performance metrics for
each model are in Table 2, and Figure 7 demonstrates the performance of our proposed
model on the validation set.
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Table 2. Quantitative comparison of segmentation performance on the test set.

Model Name Precision Recall F1-Score IoU OA Latency (ms) FLOPs (G) Params (M)

SegFormer 04762 08768 0.6172  0.4463 0.9793 11.0 62.4 275
HRNet 06272  0.6137 0.6204 04496 0.9855 14.0 40 295
PIDNet 05287 09031  0.667 05003 0.9827 9.0 78.5 12.4
SegNeXt 07635  0.8644 08108 0.6818 0.9895 12.5 34.9 27.6
MobileSeg 0.7688  0.8680 0.8154  0.6883 0.9898 95 13 5.6

Mamba-UNet 07915 08433 08167  0.6902  0.9905 25.0 70 18
DINOsegNext 0.8245  0.8812 08519 07420 0.9931 85 28.5 225
(ours)
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Figure 7. Visualization of semantic segmentation inference results in typical scenes. A-D are the
subregions of the study area.

3.2. Comparison with State-of-the-Art Lightweight Models

To comprehensively evaluate the competitive edge of DINOsegNext in resource-
constrained scenarios, we conducted a rigorous benchmarking analysis against the most
representative lightweight paradigms in semantic segmentation. The comparative baselines
include classic Convolutional Neural Network (CNN)-based architectures (HRNet [38],
PIDNet [39], MobileSeg), mainstream Transformer-based models (SegFormer [19], Seg-
NeXt [29]), and the emerging State Space Model (SSM)-based Mamba-UNet [40]. Detailed
quantitative metrics for these models are summarized in Table 3.

Quantitative results indicate that while these state-of-the-art (SOTA) models perform
exceptionally well on generic datasets, they exhibit significant performance divergence
in the fine-grained segmentation of Spartina alterniflora. DINOsegNext achieved superior
performance across all key metrics. Notably, SegFormer, a benchmark in the Transformer
domain, delivered suboptimal results on this task, with segmentation accuracy at the
boundaries of fragmented patches falling significantly short of expectations. This under-
performance may stem from the pure Transformer architecture’s insufficient inductive
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bias, which limits its ability to effectively capture subtle local textural features under
data-constrained conditions [41].

Table 3. Overview of the comparative models used in this study.

Model Name  Publication Journal Principle
SegFormer abandons positional encoding and employs a hierarchical

SegFormer NeurIPS Transformer encoder (MiT) to output multi-scale features. It introduces a

(2021) lightweight “All-MLP” decoder that aggregates information across layers,
striking a trade-off between efficiency and performance.

Unlike traditional encoders that downsample images to recover semantics,

HRNet IEEE TPAMI HRNet maintains high-resolution representations throughout the entire

(2021) process. It connects high- to low-resolution convolutions in parallel and

repeatedly performs multi-scale fusion to preserve rich spatial details.
Inspired by PID controllers in control theory, PIDNet utilizes a three-branch
CVPR architecture: a Proportional (P) branch for high-resolution details, an
PIDNet (2023) Integral (I) branch for long-range context, and a Derivative (D) branch to
model high-frequency boundary features, effectively reducing the
“overshoot” effect at object boundaries.
SegNeXt revisits the advantages of Convolutional Neural Networks
(CNNs). It proposes Multi-Scale Convolutional Attention (MSCA) to

SegNeXt Ii;g;g;s simulate the large receptive field of Transformers using cheap convolutions,
proving that a well-designed CNN can outperform Transformers in
efficiency.
Designed specifically for mobile devices, it adopts a Coupled-Branch
MobileSeg arXiv structure to decouple semantic and detailed information. It utilizes a
(2023) Stride-16 aggregation strategy and pre-fusion mechanisms to maximize
inference speed while maintaining competitive accuracy on edge hardware.
Incorporating the State Space Model (SSM) into a U-shaped architecture,
ArXiv Mamba-UNet leverages the Mamba block’s linear computational

Mamba-UNet complexity to model long-range dependencies. It overcomes the quadratic
(2024) / ) ) :
complexity bottleneck of Transformers and is well-suited to processing
high-resolution biomedical or remote-sensing images.

Further qualitative analysis highlights the differences in model robustness within
complex environments. We specifically selected typical coastal scenes characterized by high
spectral confusion—such as sandy transition zones with complex textures and aquaculture
ponds—for visual verification. The experiments revealed that models such as HRNet
and PIDNet were susceptible to background noise in these areas, resulting in a high
False Positive Rate as they frequently misclassified mudflat textures as S. alterniflora. In
contrast, leveraging the powerful feature representation capabilities of the foundation
model, DINOsegNext effectively suppressed background noise, maintaining exceptional
identification precision even in these challenging regions prone to the “same spectrum,
different objects” phenomenon. Figure 8 presents a grid plot visualizing the quantitative
performance of each model. Figure 9 visualizes the true positives, false positives, and false
negatives of all compared models.

3.3. Ablation Study

To quantitatively validate the effectiveness of introducing the Global Filter (GF) multi-
frequency convolution module for feature decoupling and noise suppression, we conducted
rigorous comparative ablation experiments under identical environmental configurations.
The experiments were implemented using Python 3.13 and the PyTorch framework, running
on an NVIDIA GeForce RTX 4050 Laptop GPU.
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We divided the evaluation into two groups: the Baseline group, which used a standard
spatial-domain architecture that fed encoder features directly into the SegNeXt decoder
head; and the Experimental group (Ours), which integrated the proposed multi-frequency
GF module before the decoding head.

Table 4 presents the quantitative evaluation results of the ablation study regarding
the GF module. A comparison of the data reveals that incorporating the GF module led
to substantial improvements across all key metrics: notably, model Precision improved
from 73.15% in the baseline model to 82.45% (an increase of 9.3%), while IoU increased
from 67.36% to 74.2%. More importantly, rather than introducing architectural overhead,
integrating the GF module significantly improved operational efficiency, reducing infer-
ence latency from 11.2 ms to 8.5 ms. This dual-advancement powerfully demonstrates
the superiority of frequency-domain convolutions in simultaneously mitigating complex
background interference and boosting execution speed (Figure 10). Figure 11 visualizes the
true positives, false positives, and false negatives of the proposed and baseline models.

Accuracy and Latency Trade-off

*DINOsegNext(Ours)
; Mamba-UNet
fMoblleSeg _ SegNeXt E_am a-UNe
2 PIDNet
o SegFormer g HRNet
10.0 12.5 15.0 17.5 20.0 22.5 25.0

Latency (ms)

Figure 8. Comparative visualization of the trade-off between segmentation accuracy (IoU) and
inference efficiency (ms) among different contrastive models for Spartina alterniflora extraction. The
x-axis denotes the average inference latency (ms), and the y-axis denotes the Intersection over Union
(IoU) metric.
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Figure 9. Visual comparison of segmentation results among different models, with white, green, and purple colors indicating correct detections (True Positives),
missed detections (False Negatives), and false alarms (False Positives), respectively. The sub-panels correspond to: (a) Original RGB image, (b) Ground Truth,
(c) SegFormer, (d) HRNet, (e) PIDNet, (f) SegNeXt, (g) MobileSeg, (h) Mamba-UNet, and (i) DINOsegNext (Ours).
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Table 4. Quantitative results of the ablation study on different model components.
Model Precision Recall F1-Score IoU OA Latency
Name (ms)
baseline 0.7315 0.8950 0.8050 0.6736 0.9865 11.2
proposed 0.8245 0.8812 0.8519 0.7420 0.9931 8.5

Loss

0.50
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0.40

0.35

0.30

0.25
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Training Loss Comparison

—— Baseline Model
Proposed Model

Epoch

Figure 10. Visualization of training loss curves for the ablation study.

Figure 11. Visual comparison of segmentation results for the ablation study, with white, green, and
purple colors indicating correct detections (True Positives), missed detections (False Negatives), and
false alarms (False Positives), respectively. (a) Original RGB image, (b) Ground Truth, (c) Baseline
model, and (d) Proposed model.
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Specifically, purely spatial decoding mechanisms that rely on conventional sliding
windows are highly susceptible to interference from background noise that shares similar
textures with S. alterniflora (e.g., water ripples or mixed native vegetation), frequently
resulting in a high False Positive Rate [42]. Conversely, by mapping spatial features into
the frequency domain, the GF module leverages multi-resolution spectral element-wise
multiplication to aggregate global context. This mechanism not only captures macroscopic
distribution patterns but also effectively filters out redundant feature components that
primarily respond to background interference. By converting dense spatial contextual
interactions into efficient frequency-domain multiplications, this strategy shields the model
from the deceptive induction of locally similar textures while eliminating heavy pixel-level
computational redundancy, thereby achieving both higher precision in determining positive
samples and faster operational throughput.

4. Discussion
4.1. Mitigation of Over-Prediction and Optimization of Feature Learning

Experimental results indicate that several baseline models exhibited high false-positive
rates during the detection phase. These models tended to over-predict, which, despite
yielding an excessively high Recall, resulted in a drastic degradation of Precision. This
phenomenon is primarily attributed to the massive parameter spaces of these networks,
coupled with the relatively limited number of training samples in our study. Consequently,
the models inevitably suffered from overfitting due to insufficient data-driven optimiza-
tion [43]. In contrast, the DINOv3 model utilized in our study, built upon a large-scale
self-supervised pre-training paradigm [44], inherently possesses robust feature extraction
and prior representation capabilities. By merely fine-tuning its internal parameters, the
model successfully overcomes overfitting and achieves high-precision detection even with
limited data. Furthermore, optimizing the loss function with Focal Loss [45] dynamically
calibrates the weights assigned to hard and easy examples. This mechanism effectively
suppresses interference from numerous simple background samples, thereby significantly
enhancing the model’s resilience to false positives and improving overall detection accuracy.

4.2. Inference Efficiency and Frequency-Domain Optimization via Global Filter

Regarding inference efficiency, experiments demonstrate that our proposed DINOseg-
Next model achieves the lowest inference time among all evaluated models. This superior
efficiency is fundamentally credited to the integration of the Global Filter (GF) layer [30].
The GF layer transforms the feature extraction process from the spatial domain to the
frequency domain using the Fast Fourier Transform (FFT). According to the convolution
theorem, complex and dense convolution operations, or self-attention mechanisms, in the
spatial domain can be replaced by computationally lightweight element-wise multiplica-
tions in the frequency domain. This transformation drastically reduces the computational
complexity—shifting from spatial quadratic complexity to the logarithmic complexity
O(NlogN) of FFT—without sacrificing the original information capacity, thereby substan-
tially accelerating the model’s overall computational efficiency.

4.3. Limitations and Future Work

Despite DINOsegNext demonstrating exemplary performance in suppressing complex
background noise and enhancing the Precision of Spartina alterniflora identification, it
remains constrained by the limited geographical scope of the current dataset. Consequently,
the high phenotypic heterogeneity of S. alterniflora across different latitudes and tidal zones
has not been fully encompassed [46], causing the fine-tuning of this foundation model to
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remain somewhat restricted by “data hunger” and limiting its generalization potential in
unseen or extreme habitats [47].

In light of this, future work will focus on expanding the dataset’s scale and diversity
while conducting rigorous cross-domain validation. First, we intend to expand the geo-
graphic scope of data acquisition to construct a comprehensive S. alterniflora atlas across
various latitudes along China’s coast (from subtropical to temperate zones), thereby encom-
passing more diverse intertidal zone typologies and growth stages to address phenotypic
monotony. Second, building on this extended dataset, we will conduct in-depth cross-
domain testing to systematically verify the model’s robustness under varying illumination
levels, water turbidity, and co-occurring vegetation communities. Our ultimate focus
is to develop an automated operational system with broad, wide-area applicability and
all-weather monitoring capabilities, providing robust technical support for national-scale
dynamic monitoring and ecological governance of S. alterniflora.

5. Conclusions

”

This study aimed to address the dual bottlenecks of “scarcity of high-resolution data
and “difficulties in edge deployment” in the fine-grained monitoring of Spartina alterniflora
(S. alterniflora). To mitigate the lack of high-resolution samples in existing public datasets,
we independently collected and constructed the first UAV-based semantic segmentation
dataset for S. alterniflora (UAV-SaSeg). This dataset fills a critical data void in the field and
provides a high-quality benchmark for identifying minute, early-stage invasive patches.

At the algorithmic level, this study systematically validated the effectiveness of the
“Vision Foundation Model + Lightweight Decoder” design paradigm for specific ecological
monitoring tasks. Experimental results demonstrate that employing the fine-tuned DINOv3
as the backbone network, combined with a lightweight decoding mechanism based on
matrix decomposition, achieves superior feature extraction capabilities while maintaining
a minimal computational footprint. Notably, as corroborated by the ablation studies, the
integration of the multi-frequency Global Filter (GF) convolution not only significantly
improves the segmentation IoU in the presence of complex textural backgrounds but
also substantially reduces computational overhead by shifting dense spatial contextual
interactions to efficient frequency-domain multiplications. This makes the architecture
highly conducive to the onboarding of edge computing.

In summary, this study demonstrates that lightweight architectures based on founda-
tion models represent a highly feasible technical path for the efficient and precise monitor-
ing of S. alterniflora. Future efforts will focus on expanding the construction of wide-area
datasets and cross-domain validation to realize an automated operational monitoring
system with national-scale applicability.
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