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Abstract

Pomegranate (Punica granatum) fruit size estimation plays a crucial role in orchard man-
agement decision-making, especially for fruit quality assessment and yield prediction.
Currently, fruit sizing for pomegranates is performed manually using calipers to measure
equatorial and polar diameters. These methods rely on human judgment for sample se-
lection, they are labor-intensive, and prone to errors. In this work, a novel framework for
automated on-tree detection and sizing of pomegranate fruits by a farmer robot equipped
with a consumer-grade RGB-D sensing device is presented. The proposed system features
a multi-stage transfer learning approach to segment fruits in RGB images. Segmentation
results from each image are projected on the co-located depth image; then, a fruit clus-
tering and modeling algorithm using visual and depth information is implemented for
fruit size estimation. Field tests carried out in a commercial orchard are presented for
96 pomegranate fruit samples, showing that the proposed approach allows for accurate
fruit size estimation with an average discrepancy with respect to caliper measures of about
1.0 cm on both the polar and equatorial diameter.

Keywords: agricultural robotics; RGB-D sensing; fruit sizing; multi-stage transfer learning

1. Introduction

Pomegranate (Punica granatum) is among the most popular fruits worldwide. Con-
sumed either fresh or processed in the form of dried arils, juice, and seed oil, its diffusion
has increased over the last few decades due to its nutritional and health benefits. This global
awareness has resulted in a significant growth in commercial pomegranate farming [1].
For example, in Italy, large-scale pomegranate cultivation, almost absent until 2010, has
increased significantly in recent years, with recent data (2024) reporting a production area
of 1867 hectares and a total harvested production of 297,612 quintals of fruit [2]. However,
pomegranate field management is particularly complex and requires constant long-term
field monitoring by farmers and a lot of skilled labor, as the fruits typically mature in a
quite dilated time frame. Improper cultivation systems, post-harvest losses, and a lack
of maintenance and quality inspection can lead to a dramatic decrease in crop quality
and yield.
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In this respect, on-tree fruit detection and measurement are critical for predicting
ripeness and harvest time, estimating the fruit growth rate, predicting yield, as well as
informing on packing and marketing arrangements [3]. Measuring fruit dimensions is
also important for the control of robotic arms in autonomous harvesting operations [4]. In
addition, fruit size is recognized to play a role in the consumer’s decision to buy [5].

Fruit dimensions are traditionally measured manually using calipers or sizing rings [6].
Such measurement procedures, however, are labor-intensive and tedious. In addition,
sampling is generally performed on a small number of plants, and measurements might
be influenced by both sparsity and human bias, leading to incorrect estimates. As a
result, there has been a growing interest in automated measurement systems. While a
number of automated techniques have been developed to measure fruit dimension in the
context of pack-line fruit grading mainly using machine vision systems under controlled
environmental conditions [7], fruit detection and sizing directly in the field still represents
an open challenge. The main issues are related to poor or excessive lighting conditions,
shadows, reflections, and occlusions. Furthermore, it should be emphasized that in-field
fruit detection and sizing systems typically deal with complex, unstructured, and dynamic
agricultural contexts.

1.1. Related Work

The first step for automated fruit detection and counting using machine vision is
accurate image segmentation to separate fruits from non-fruit regions. To handle this task,
earlier works employed classic feature engineering approaches, which make use of human-
designed descriptors based on color, geometric, and texture features and machine learning
techniques such as Bayesian classifiers, support vector machines (SVMs), and clustering. A
review of these methods in the context of robotic harvesting and crop-load estimation of
specialty tree crops including apples, pears, and citrus can be found in [8]. More recently,
deep learning techniques have replaced traditional machine learning approaches to increase
image segmentation accuracy and robustness under variable environmental conditions.
One of the first works demonstrating the use of deep learning for the automated detection
and counting of fruits in large-scale orchards by a ground robotic vehicle can be found
in [9]. It presents the use of Faster R-CNN in the context of fruit detection in various
orchards, including mangoes, almonds, and apples. Since then, several works have been
developed to segment natural images for the task of fruit detection and counting [10].
For example, in [11], four deep learning networks, namely, AlexNet, VGG16, VGG19 and
GoogLeNet, are implemented and compared to segment visual images acquired by an
RGB-D sensor mounted onboard a farmer robot into multiple classes and count grape
bunches. A grape detection, segmentation, and tracking methodology that employs Mask
R-CNN instance segmentation and three-dimensional data association is proposed in [12].
Recently, a few studies have extended the use of deep learning techniques to the in-field
detection of pomegranates, reflecting the increasing interest in this type of cultivation and
the need for automation in pomegranate harvesting, thinning, and yield estimation. For
instance, in [13], a combination of YOLOv5s and UNet-MobileNetV2 models for selective
in-field pomegranate fruit segmentation is proposed. Lightweight detection models for
pomegranate detection, based on the improved YOLOv8 and YOLOV5, are presented
in [14,15], respectively. All these methods achieve high detection accuracy but rely on
manually labeled datasets for training, which can constrain scalability. Furthermore, most
approaches use 2D RGB imagery only, which limits their ability to capture key phenotypic
traits such as fruit three-dimensional structure. A method for organ classification and fruit
counting on pomegranate trees using color and 3D shape information is proposed in [16].
It relies on multi-feature fusion and support vector machines to segment 3D point clouds
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into branches, leaves, and fruits, and agglomerative-divisive hierarchical clustering for
fruit counting.

As a subsequent step after fruit detection, fruit size estimation has been investigated
in a number of studies, mostly focusing on a few high-value crop types, including apples,
citrus fruits, mangoes, and grapes. The proposed methods can be roughly classified into
two groups, i.e., methods using 2D images and methods relying on 3D point clouds. A
detailed review of both 2D and 3D fruit sizing methods can be found in [3]. Estimation of
apple fruit diameters from RGB and thermal images is proposed in [17,18], respectively.
The size of citrus fruit is estimated by [19] using images taken from an unmanned aerial
vehicle (UAV). In [20], a near real-time method to determine both the number of fruits
and fruit size in apple orchards from images taken by a low-cost smartphone is proposed.
In [21], a fixed installation for continuous on-tree monitoring of pomegranates is developed,
implementing a computer vision system to extract fruit color and pixel size. In all these
cases, calibration targets are needed for scale estimation. Alternatively, 3D point clouds
acquired by lidars [22], stereocameras, and structure-from-motion approaches (SfM) [23,24]
or RGB-D sensors [25] can be used, which allow the three-dimensional reconstruction of
the fruits to be performed for direct estimation of the fruit size. As a notable example,
in [24], the authors use structure-from-motion (5fM) and multi-view stereo (MVS) methods
for the generation of a 3D point cloud of on-tree apple fruits. Then, different techniques
are evaluated for the fruit size estimation step, including the largest segment technique,
least-square sphere fitting, and template matching (TM).

As machine vision-based fruit sizing technologies advance, commercial solutions
are becoming more widely available to producers of high-value crops. These systems
use a variety of technologies, including RGB and depth cameras, either embedded in
portable mobile devices or placed on the ground or on aerial vehicles. An iPhone-based
commercial solution for fruit sizing and size forecasting for a variety of fruits is proposed
by Aerobotics [26]. Green Atlas [27] offers an automated system to collect and analyze data
across the entire fruit life cycle, using a vehicle-mounted RGB camera and LiDAR. Tevel [28]
has developed a tethered UAV based apple harvester, equipped with an RGB-D camera
that is used in estimation of fruit size. Although all these systems provide a valuable source
of information for crop monitoring and decision support, continued research is still needed
to validate the solutions being proposed and integrate them into fully functional automated
harvesting systems [29]. This is even more critical for crops such as pomegranates that
require accurate selective harvesting due to non-uniform ripening and present dense
canopies and less standardized orchard structures. Within this context, human-robot
collaboration provides a promising strategy combining robot precision in data collection
and mapping with farmer expertise and decision-making capabilities, as highlighted in
recent reviews on agricultural human-robot interaction and ergonomics [30,31].

1.2. Aim of the Study

This paper presents a new framework for automatic fruit size estimation of pomegranate
fruits by a farmer robot equipped with an Intel RealSense D435 stereo device (Figure 1).
In previous work by the authors [32], a multi-stage transfer learning approach to segment
pomegranate fruits in RGB images provided by a consumer-grade RGB-D sensor was
proposed. Here, the research is further extended by integrating depth data to recover
morphological information such as fruit diameters. Specifically, first, the results of the
segmentation of each image are projected onto the co-located depth image. Then, a fruit
modeling algorithm is implemented that merges the visual and depth information for
fruit size estimation. Tests conducted in a commercial pomegranate field located in the
countryside of Grottaglie (TA), Apulia, Italy, are presented showing the effectiveness of the
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proposed approach. To the best of our knowledge, currently, there are few studies on on-tree
pomegranate sizing based on robotic systems. An example can be found in [33], using RGB-
D data acquired by a Microsoft Kinect v2 and F-PointNet combined with 3D point cloud
clustering and sphere fitting to obtain the position and the radius of mature pomegranates.

Figure 1. The robotic platform used for in-field data acquisition.

Compared to state-of-the-art approaches, the proposed system introduces the follow-
ing contributions:

1. A novel pomegranate fruit segmentation and modeling approach that combines 2D
and 3D information acquired by an Intel RealSense D435 camera. Two-dimensional
segmentation relies on multi-stage transfer learning and semi-supervised image
annotation, which relieve the burden of manual labeling. Three-dimensional in-
formation is directly available from the sensing device, thus avoiding the need
for calibration targets. These characteristics make the overall system viable for
real-world implementation;

2. An automated fruit sizing method based on an elliptical model of the pomegranate
to measure polar and equatorial diameters for precise fruit shape estimation in 3D
space. Polar and equatorial diameters are fundamental morphological parameters
to determine the ripening and quality of pomegranates, as well as to estimate fruit
mass [34];

3. Anintegrated robotic platform for automated in-field data gathering. The use of a
robotic farmer is essential to automate image acquisition and to guarantee continuous
monitoring of the growing status directly in the field.

1.3. Outline of the Paper

The remainder of the paper is structured as follows. In Section 2, first, the robotic
platform and the datasets are described; then, the proposed approach to the segmentation
and sizing of fruits is introduced. Sections 3 and 4 present the experimental results and
discussion, respectively. Finally, conclusions are drawn in Section 5.
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2. Materials and Methods

This work presents a robotic pomegranate phenotyping system that employs an
unmanned robotic platform equipped with an Intel RealSense D435 camera to survey the
orchard and automatically estimate the fruit size. The workflow of the system is illustrated
in Figure 2.

During operation, the robot acquires RGB and depth images of pomegranate trees
while traversing the orchard rows. The RGB images are processed by a semantic segmen-
tation network, trained through a multi-stage transfer learning approach that separates
fruit from non-fruit regions. Individual fruit instances are then identified as connected
components and modeled via ellipse fitting within the resulting binary segmentation mask.
For each detected fruit, the corresponding point cloud is finally extracted leveraging on the
co-located depth-image to enable fruit size estimation.

In the following sections, the robotic platform used for data acquisition is first
introduced, followed by a detailed description of the proposed fruit detection and
analysis methodology.

Semantic Segmentation

TRAINING SETS

-

Controlled
Environment

RGB data

Depth data

Variable Lighting
In-field Images

l 2D Segmentation
Model Fitting and 3D Projection

Projection
l' in 3D space

Elliptical Model Fitting

Figure 2. Schematic of the proposed pomegranate phenotyping system.

2.1. Robotic Platform

A custom-built research ground vehicle called Polibot (see Figure 1) from the Poly-
technic of Bari is used. It provides high mobility over difficult terrain by employing an
articulated suspension system that is operated purely passively but can provide a high load
capacity, vibration isolation, and trafficability in rough terrain [35]. Polibot hasa 1.5 x 1 m
footprint and weighs around 70 kg, with a payload capacity of up to 40 kg. The control and
acquisition system has been developed using ROS1 (Robot Operating System). Polibot’s
standard sensor suite comprises sensors that measure the electrical currents drawn by the
two drive motors, as well as an MTI 680 GNSS/INS with RTK centimeter accuracy. The
metal frame attached to the top plate enables the robot to be supplied with a variety of
dedicated sensors such as laser range finders and monitoring cameras, including an Intel
RealSense D435 imaging system for crop visual data collection in this study. This sensor
features a left-right IR stereo pair for depth information and a color camera. The color
camera is a FullHD (1920 x 1080) Bayer-patterned CMOS imager. It has a nominal field of
view of 69 (H) x 42 (V) degrees and operates at 30 fps for FullHD and higher frame rates
for lower resolutions. The stereo imagers feature a field of view of 87 (H) x 58 (V) deg,
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maximum depth resolution of 1280 x 720 px, and frame rate up to 90 fps, with an ideal
perception range of 0.3 m up to 3 m. The color camera’s stream is spatially calibrated and
time-synchronized with the stereo pair, resulting in color-aligned depth images suitable for
3D crop characterization.

2.2. Datasets

The proposed approach was developed and validated using datasets acquired in a
commercial pomegranate orchard in Apulia, southern Italy, just before harvesting (October,
2021). To collect the datasets, the vehicle traversed a row of 15 trees, located at an average
distance of approximately 3 m from each other. The camera was mounted about 1 m above
the ground and acquired lateral views of the tree row at a distance of about 1.5 m. Acqui-
sitions were performed at a frame rate of 6 fps and an image resolution of 1280 x 720 px
accounting for 945 frames. From the 15 trees, 96 pomegranates were randomly harvested,
and their equatorial and polar diameters were measured with a caliper following a conven-
tional measuring approach to provide ground truth against the proposed automated fruit
sizing methodology. In addition, for the training of the segmentation network, laboratory
acquisitions of harvested pomegranates were performed with the same camera as the one
onboard the robot, using two different setups: one under controlled, uniform lighting and
the other under intense and non-uniform sunlight. In both setups, the fruits were placed
on a neutral-colored flat surface and spaced apart to avoid overlap.

2.3. Multi-Stage Image Segmentation

Semantic segmentation of pomegranates in trees is performed by using the multi-stage
transfer learning approach, which was developed in [32] and is recalled in this section for
the sake of completeness. This method’s main benefit is that it greatly reduces the amount
of manual labeling that is typically required for ground truth in supervised learning.

The steps involve progressively increasing the degree of complexity of the sample pic-
tures fed into the network and determining ground-truth labels to feed the subsequent stage
based on the output of models trained in the preceding one. A schematic representation of
the proposed methodology is reported in Figure 3. It involves three training stages.

Stage 1: Controlled environment Stage 2: Model refinement Stage 3: In-field adaptation

— White background — Apply model to more complex images — Field images

— Uniform lighting » — Morphological cleaning — Final retraining

= Initial model = Improved dataset = Robust segmentation model
= Refined model

Figure 3. Graphical scheme of the three-stage training process.

e  Stage 1—Controlled environment: The initial training set consists of images of picked
fruits placed against a white monochrome background, which allows straightforward
mask extraction via color thresholding (see Figure 4). In this phase, lighting conditions
are carefully controlled, providing diffuse and uniform illumination. This minimizes
shadows and prevents dark regions from blending into the background, ensuring a
clear fruit definition.

e  Stage 2—Model refinement: The network trained under controlled conditions is next
applied to images of pomegranates acquired in the same environment but under
intense, non-uniform lighting, which introduces shadow beams and strong contrasts.
While color thresholding fails in these cases, the initial model produces coarse labels
that can still capture the fruit’s shape. These labels are then refined using morphologi-
cal operations and merged with the original dataset, before retraining the model (see
Figure 5).
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e  Stage 3—In-field adaptation: Finally, the same procedure is repeated using a limited
number of in-field images, enabling the model to adapt to real-world conditions.
Segmentation results from the final network are presented in Figure 6 for a repre-
sentative test case. Specifically, the original image is shown in Figure 6a, while the

semantic segmentation output is displayed in Figure 6b, where cyan pixels indicate
the background and blue pixels denote the fruits.

(@) (b)

Figure 4. Dataset generation for the first training stage: sample image acquired under uniform
lighting conditions (a) and the corresponding labeled image obtained by color threshold (b).

(b) (©)

Figure 5. Dataset generation for the second training stage: sample image acquired under non-uniform
lighting conditions (a), the corresponding coarse mask obtained by applying the first stage semantic
segmentation network (b), and the same mask refined with morphological operations (c).

Figure 6. Final network result for a sample in-field image. Original image (a); result of segmentation
(b); projection of the 2D mask in the 3D space (c).
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In the proposed implementation, the DeepLabv3+ architecture with a pre-trained
ResNet18 backbone was used. The final network demonstrated good performance, achiev-
ing precision and recall values of 93.33% and 81.49%, respectively, with an F1-score of
86.42%. This approach substantially reduced the need for extensive manual labeling of
complex in-field images. The computational efficiency of the network was evaluated by
segmenting the field image dataset on an Nvidia RTX 2080 Ti GPU and an Intel(R) Core(TM)
i7-4790 CPU @ 3.60 GHz, yielding an average processing time of 0.15 s per frame, which is
lower than the acquisition frame rate of 6 Hz. Further details on the multi-stage training
procedure and performance analysis can be found in [32].

It is worth noting that, for each RGB image, the adopted sensing device also provides a
time- and space-synchronized depth image [36]. Consequently, the 2D mask obtained from
the segmentation algorithm can be projected into the 3D space, as illustrated in Figure 6c,
where blue points correspond to pixels belonging to fruits.

2.4. Fruit Clustering and Modeling

Applying semantic segmentation to the RGB image yields a binary mask, which is
subsequently processed using connected component analysis for fruit clustering. Morpho-
logical operations are then applied to impose a pixel surface area threshold on each con-
nected component, effectively cleaning the mask. Finally, the contours of each pomegranate
are refined through dilation followed by erosion, ensuring clear and accurate delineation
for further analysis. An example is shown in Figure 7. Specifically, Figure 7a reports the
original RGB image, whereas Figure 7b,c display the corresponding segmentation mask
before and after the application of morphological operations, respectively.

(b) ()

Figure 7. Example of image segmentation. (a) Original RGB image; (b) binary mask deriving from

semantic image segmentation; (c) binary mask after morphological operations.

In the subsequent step, a moment-based ellipse fitting algorithm [37] is employed
to enclose each blob identified in the image. Given the approximately spherical shape of
pomegranates, it is assumed that blobs enveloped by highly elongated ellipses correspond
to fruits that are not fully visible, most likely due to occlusion, positioning along image
borders, or segmentation anomalies. An eccentricity threshold is therefore implemented
to filter out ellipses that do not adhere to the expected roundness, thereby retaining only
those blobs representing pomegranates that are clearly visible and completely captured
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within the image frame. This approach mitigates the potential measurement errors that
could arise from partial fruit visibility.

Following the selection of properly visible pomegranates, the principal axes of the cir-
cumscribed ellipses are computed. These axes are associated with the polar and equatorial
diameters of the pomegranates in the two-dimensional plane. The intersection points of
these axes with their respective ellipses are calculated and their coordinates recorded. These
coordinates are used to determine the fruit’s poles in three-dimensional space, translating
the 2D data into 3D measurements, as described in the following section. Figure 8 shows
the ellipse fitting process for the sample case of Figure 7.

(a) (b) (c)

Figure 8. Ellipse fitting for the case of Figure 7. (a) Ellipse fitting applied to the refined binary

mask. Each blob is circumscribed by an ellipse; (b) blobs after the application of an eccentricity
threshold. Only ellipses with eccentricity within a predefined threshold are retained; (c) computation
of principal axes of the ellipses fitted to the pomegranate blobs. The red dots mark the intersection
points of the axes with the ellipses, representing the vertices that will be used to infer the fruit’s
dimensions in three-dimensional space.

2.5. Fruit Sizing

In the process of three-dimensional data association, ellipse vertices detected in the
RGB image are projected onto the aligned disparity map. During this step, issues can
occur due to missing depth information around the object’s edges. Consequently, in some
cases, the projected vertices may not precisely coincide with the fruit’s actual depth profile,
instead pointing to adjacent areas.

To correct these discrepancies, a standard deviation-based outlier filtering approach
is used. First, the average depth of the points within the pomegranate blob is computed.
Points deviating by more than N times the standard deviation from the mean are treated
as outliers. For our case study, N = 1 was found to be a good compromise to retain the
majority of valid points while excluding values that are likely to be noise or measurement
errors. The pole position is then assigned to the closest non-zero depth point, ensuring a
robust selection from reliable measurements. This case is illustrated in Figure 9, showing
projected vertices before and after correction.

Upon projecting the poles into the three-dimensional space, the final step entails
calculating the Euclidean distances between them. This calculation yields the polar and
equatorial diameters of the pomegranates, quantified in centimeters.
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(d)

Figure 9. Projection on the depth map. (a) Original RGB image; (b) aligned depth image; (c) close-

up view of the projected poles on the disparity map aligned with RGB geometry. The false-color
representation highlights the inaccuracies in depth at the fruit edges, with some poles falling outside
the fruit; (d) close-up view after algorithmic correction of the poles. The poles are adjusted to ensure
they fall within the pomegranate fruit’s actual boundaries.

3. Results

This section presents a comparison between manual caliper measures and automated
on-tree estimates performed by the robotic system. Some sample images from a sequence
acquired by the robot in the field are reported in Figure 10.

Of all detected fruits, 96 were randomly harvested and manually measured with a
caliper for comparison. A box plot representation of collected ground-truth and camera-
based estimates is provided in Figure 11. For equatorial diameters, the ground truth
has a mean of 8.91 cm and a standard deviation of 0.85 cm. The estimated data show a
mean of 9.15 cm and a standard deviation of 1.31 cm. This suggests a higher mean and
greater variability in the estimated data compared to the ground truth. In the case of polar
diameters, the ground-truth data show a mean of 7.89 cm with a standard deviation of
0.88 cm. The estimated data have a mean of 7.62 cm and a standard deviation of 1.37 cm,
displaying a lower mean and a higher spread than the ground truth.
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Figure 10. Sample images from the sequence acquired by the robotic farmer with overlaid fruit size
estimates. The use of 3D information allows for determining the size of pomegranates located at
different distances from the camera. The absence of pomegranates in the third frame from left reveals
a tree with problems (discolored leaves).

Box Plot of Equatorial Diameter Distribution Box Plot of Polar Diameter Distribution
12
— .
‘

1
1 .

10

Diameter (cm)
©
Diameter (cm)

* . ——

ED_gt ED_estimated PD_gt PD_estimated

Figure 11. Box plots showing the distribution of equatorial (a) and polar (b) diameters, as obtained
from caliper (EDgt and PDyg;) and from the automated approach (ED,gimated and PDegtimateq)- The
line inside the box represents the median value of the distribution.

Figure 12 shows the error between ground-truth and vision-based measures for both
equatorial (Figure 12a) and polar (Figure 12b) diameters. Specifically, each bar reports the
difference between the caliper (ground truth) and the camera measurements for individual
fruit samples. It can be seen that the errors appear relatively balanced around zero, mostly
falling within +2 cm.

1
LN =) - [N
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Figure 12. Error (caliper — camera) for equatorial (a) and polar (b) diameters at each fruit sample.
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Table 1 summarizes the error statistics obtained by comparing caliper- and camera-
based measurements of fruit diameters in terms of Mean Absolute Error (MAE), standard
deviation of absolute error (St.Dev.), Root Mean Square Error (RMSE), and Mean Absolute
Percentage Error (MAPE). It can be seen that the performance of the camera system is
consistent across both equatorial and polar diameters. Specifically, the MAE is 1.10 cm
for equatorial and 1.05 cm for polar diameters, indicating that, on average, the deviation
from the ground-truth caliper measurements is approximately 1 centimeter. The RMSE
values (1.35 cm and 1.31 cm, respectively) support these findings and suggest that larger
deviations are few, as the RMSE remains close to the MAE. The standard deviations of the
error distributions (0.78-0.79 cm) indicate similar levels of variability across measurement
types, confirming the stability of the system performance. When normalized to the reference
size, the MAPE values are 12.4% and 13.3% for equatorial and polar diameters, respectively.

Table 1. Comparison between caliper- and camera-based measurements: Mean Absolute Error (MAE),
standard deviation of absolute error (St.Dev.), Root Mean Square Error (RMSE), and Mean Absolute
Percentage Error (MAPE) for equatorial and polar diameters.

MAE [cm] St.Dev. [cm] RMSE [cm] MAPE [%]
Eq. Diam. 1.10 0.78 1.35 12.4
Pol. Diam. 1.05 0.79 1.31 13.3

4. Discussion

Overall, the experimental results demonstrate that the camera-based approach pro-
vides reliable estimates of fruit size, with errors constrained to a narrow range and without
substantial differences between equatorial and polar measurements. The higher noise
observed in vision-based estimates can be attributed to multiple factors inherent in the fruit
measurement procedure, including the following;:

*  Segmentation issues: Difficulties in correctly detecting fruits, as a result of partially
obscured or incorrectly identified fruit regions, which are common in real-world
applications with high scene complexity.

*  Uncontrolled acquisition conditions: All tests are conducted in fully natural settings,
without control over lighting and without removing major occlusions (e.g., through
defoliation), which introduces variability in the data.

*  Acquisition platform limitations: Data collection is based on a consumer-grade depth
sensor worth a few hundred euros mounted on a mobile robotic platform, occasionally
leading to motion artifacts and reduced image quality.

Figure 13 shows two representative examples of challenging cases, where uneven il-
lumination conditions (Figure 13a) and severe occlusions (Figure 13b) led to poor
segmentation results.

Some state-of-the-art approaches (e.g., [23,33]) have reported relatively lower error
rates. In particular, the approach proposed in [33] approximates the pomegranate shape to
a sphere and reports a regression RMSE of 0.235 cm in the measurement of the radius of
100 randomly selected pomegranate samples. Their pipeline combines Mask R-CNN for
instance segmentation with F-PointNet for 3D object detection, allowing highly accurate
fruit localization and shape reconstruction. In contrast, our approach achieves an RMSE of
1.35 cm and 1.31 cm in the estimation, respectively, of the equatorial and polar diameter.
Although these errors are larger in absolute terms, it is worth noting that the proposed
system completely relies on semi-supervised fruit detection strategies that significantly
reduce human intervention. As such, the system is more scalable and easier to adapt to
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large-scale deployments, although it may be inherently affected by segmentation errors
compared to fully supervised, deep-learning-based pipelines such as Mask R-CNN.

In conclusion, the proposed approach remains competitive in field conditions and
offers practical advantages in terms of automation and applicability to real-world orchard
monitoring. Nevertheless, several challenges must be addressed before it can be deployed
in full-scale commercial farming operations. These include hardware durability, effective
coverage, and low-maintenance functioning for extended use. Algorithms must be im-
proved to be able to handle a wide range of illumination conditions, canopy architectures,
fruit orientations, and occlusions. Furthermore, ease of use and integration with farm
management workflows are critical aspects to be considered for practical adoption [38].
Addressing these issues will be essential to translate the proposed prototype into a reliable,
large-scale system suitable for commercial orchards.

(a)

Figure 13. Representative examples of challenging cases: (a) poor illumination conditions; (b) severe
occlusions from leaves or neighboring fruits. Such conditions may lead to inaccurate segmentation
and fruit size estimation.

5. Conclusions

In this paper, a new framework for on-tree pomegranate detection and sizing by
a farmer robot equipped with an Intel RealSense D435 RGB-D camera is proposed. It
relies on a multi-stage transfer learning approach to segment fruits, which employs a
semi-supervised technique to reduce manual labeling. A connected component analysis
clustering method is then used to separate individual fruits, followed by a fruit modeling
strategy to fit an elliptical model to each cluster. Two-dimensional information is finally
associated with the three-dimensional space for estimation of polar and equatorial diame-
ters. Experimental results obtained in a commercial farm show that the proposed system
is viable for in-field pomegranate morphological characterization with an average error
on both the equatorial and polar diameters of about 1 cm. During the field trials, several
challenging cases were encountered. These mainly involved partial occlusion by foliage
or neighboring fruits and strong illumination contrasts. In such instances, segmentation
and size estimation accuracy may be affected. These cases reflect the practical challenges of
orchard environments.

Future work will be aimed at improving the robustness of the framework to bet-
ter handle such conditions. An obvious enhancement would be the adoption of higher
performance sensors available on the market such as LiDAR or high dynamic range cam-
eras, which may enhance robustness and reliability in diverse field environments. Future
developments could also benefit from incorporating illumination-invariant features or
data augmentation strategies. The potential of the proposed technique will be further
investigated through a comparative analysis with current mainstream detection and seg-
mentation models including Mask R-CNN and the latest YOLO-based architectures, as
well as with zero-shot learning approaches. Finally, research will focus on expanding the
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sample size, ensuring a more robust validation of the method generalizability. At the
same time, the portability of the system to different crops (e.g., horticultural species) or
different stages of fruit growth will be evaluated to assess its practical applicability in
broader agricultural contexts.
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