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Abstract

Wind gusts pose an increasing threat to sustainable development, damaging resilient infras-
tructure (SDG 9), disrupting clean energy systems (SDG 7), and endangering community
safety (SDG 11). However, the reliability of early warning systems remains limited by sys-
tematic biases in Numerical Weather Prediction (NWP) models and insufficient uncertainty
quantification, particularly in regions with sparse monitoring networks. To address these
challenges in sustainable disaster risk reduction, this study proposes a physics-informed
deep learning framework—the Physics-Informed Spatial Attention Network (PISA-Net).
The model integrates high-resolution WRE-UPP forecasts as a physical prior within a
Transformer-based architecture, enabling effective bias correction and spatial dependency
learning under data-sparse conditions. A hybrid probabilistic learning objective is em-
ployed to simultaneously improve deterministic gust predictions and provide calibrated
uncertainty estimates. Evaluated on 61 extratropical cyclone events in the northeastern
United States, PISA-Net substantially outperforms baseline NWP and conventional deep
learning models, reducing the mean absolute error and root mean square error to 1.75 m/s
and 2.26 m/s, respectively. In addition, the resulting 95% prediction intervals are well
calibrated and offer reliable risk-based guidance. By improving both the accuracy and
credibility of wind gust forecasts, PISA-Net provides a practical decision-support tool for
infrastructure maintenance, wind farm operations, and public safety planning. This work
demonstrates the potential of physics-informed deep learning to strengthen sustainable
early warning systems in data-sparse regions.

Keywords: wind gust forecasting; bias correction; physics-informed deep learning; sustain-
able disaster risk reduction

1. Introduction

Wind gust, also known as “instantaneous maximum wind speed”, is a term used
to describe sudden, strong winds, and in aviation flight weather routines, refers to the
maximum value of instantaneous wind speeds greater than or equal to the average wind
speed of 5 m/s within two or ten minutes [1,2]. Strong wind events from these storms
pose a dual challenge: an immediate threat to life, property, and economic stability, and
a significant barrier to sustainable development. They damage critical infrastructure and
disrupt the wind energy sector, hindering the transition to renewable energy (SDG 7).
In addition, cascading effects, such as fallen trees, power outages, and traffic paralysis,
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undermine the socio-economic and environmental foundations necessary to build resilient
and sustainable communities [3-5]. Therefore, high-precision and high-reliability gust
forecasts are essential to issue effective warnings, optimize wind farm scheduling, and
ensure the safety of social activities [6,7]. Currently, gust forecasts are mainly based on
numerical weather prediction (NWP) models based on physical equations, such as the
European Center for Medium-Range Weather Forecasts (ECMWF) model and the Weather
Research and Forecasting (WRF) model [6,8]. However, the mechanism of gust generation
involves complex physical interactions such as small-scale turbulence, topographic forcing,
boundary layer processes, etc., and its spatial and temporal scales are often lower than
the resolution of conventional observation networks and operational NWP models [9,10].
Therefore, even in high-resolution NWP models, gusts are difficult to accurately resolve and
forecast due to their localized and sudden nature [7,11]. In addition, NWP models have their
own uncertainties due to initial field errors, limitations of the physical parameterization
scheme, and model approximations, which lead to significant Systematic Bias (SB) in their
forecasts at specific locations, especially in complex terrain regions [6,12]. For example, the
ECMWEF model is difficult to provide accurate site-scale wind speed estimates due to its
relatively coarse horizontal resolution (e.g., 9 km) [2,13].

Wind gust forecasting has evolved from traditional statistical methods to deep learning
and machine learning approaches, with recent advances that integrate physical informa-
tion [14-16]. Early studies, such as those by Cheng et al. [17], demonstrated that MOS
outperforms methods like Kalman filtering, especially in stable weather conditions. The
introduction of machine learning further improved forecasts, with Wang et al. [2] proposing
a sparse Gaussian process-based MOS framework that improves multi-step probabilistic
predictions. Kahl et al. [1] combined meteorologically stratified gust factors with MOS,
exceeding climatological benchmarks. As deep learning gained traction, Schulz et al. [7]
and Del et al. [18] showed that neural network-based post-processing methods, such as
DRN, BON, and MLP, effectively reduced biases and improved accuracy. Coburn et al. [19]
found deep neural networks outperform traditional methods in forecasting gust probabili-
ties and magnitudes, though underestimation of extreme events persists. More recently,
Aslam et al. [20] introduced physics-informed vectors into deep learning models to im-
prove wind speed forecasts.

Despite significant progress, existing gust forecasting methods still face notable limi-
tations. The GNN-Transformer framework by Bentsen et al. [21] captures spatial depen-
dencies but struggles with dynamic, non-uniform data and lacks an efficient multi-source
forecast fusion mechanism. Leclerc et al. [3] post-processed regional gust probabilities using
a convolutional network, but their approach relies on fixed zoning, making it unreliable
for sparse sites. Potosnak et al. [22] incorporated physical equations for strong wind time
series forecasting, yet their reliance on data-driven empirical factors undermines physical
consistency and limits extrapolation to extreme events. Jahan et al. [6] used evidential
neural networks to quantify uncertainty, improving accuracy, but still underestimated
extreme gusts due to the scarcity of extreme samples. A key challenge across these methods
is the insufficient quantification of uncertainty [23]. Traditional Bayesian methods, such as
Gaussian process regression [24], are computationally intensive and unsuitable for sparse,
dynamic data.

To address the critical challenges in gust forecasting—namely systematic biases in physi-
cal models, sparse observational coverage, and inadequate uncertainty quantification—this
study proposes the Physics-Informed Spatial Attention Network (PISA-Net) to enhance
sustainable disaster resilience and clean energy security. The model employs a residual
learning strategy [25], using WRF physical forecasts as a prior benchmark and learning the
residuals between the predictions Y and the observations y to achieve physically consis-
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tent bias correction. To accommodate spatially sparse and unevenly distributed station
data, PISA-Net incorporates a masked modeling approach [26], dynamically masking non-
observed sites to focus learning on available gust records. In addition, a hybrid probabilistic
loss function is adopted to jointly optimize point predictions and uncertainty estimation,
enabling the generation of reliable probabilistic forecasts and prediction intervals that
support risk-informed decision-making for infrastructure protection, wind farm operations,
and public safety planning. PISA-Net advances interpretable and actionable gust forecast-
ing and contributes to climate adaptation and sustainable development under increasing
weather extremes. The remainder of this paper is organized as follows: Section 1 introduces
the background and sustainability implications; Section 2 describes the data sources and
preprocessing; Section 3 outlines the model design, and training methodology of PISA-
Net; Section 4 presents the experimental results and discusses their practical relevance;
and Section 5 concludes with key findings and future research directions aligned with
sustainable forecasting needs.

2. Data and Preprocessing
2.1. Data

The data used in this study are entirely based on the publicly available dataset of
Jahan et al. [6], which contains hourly wind gust observations and corresponding WRF
model outputs for 61 extratropical storm events over the northeastern United States during
2017-2021. Wind gust observations follow the 3 s sliding average definition recommended
by the World Meteorological Organization (WMO) [27]. Observations originate from
two sources: the National Oceanic and Atmospheric Administration’s Integrated Surface
Database (ISD) and the New York State Mesonet (NYSM) [28]. ISD aggregates measure-
ments from multiple observing systems, including ASOS, AWOS, METAR, C-MAN, and
buoy stations, and applies multi-level quality-control procedures. NYSM, a high-density
surface network, provides 5-min-averaged gust records at standard stations and is used to
construct the hourly gust series following the processing methodology described in the
original dataset publication [6]. Specifically, for each hour, gust values at 10 min before,
5 min before, and at the top of the hour are extracted, and the maximum of the three is
selected as the representative hourly gust. These values are subsequently merged with
quality-controlled ISD observations. In total, 266 surface stations are included in this study.

The WRF Model is a widely used mesoscale numerical weather prediction system
capable of simulating complex atmospheric processes from the convective scale to the
regional scale [29,30]. Its Unified Post-Processor (UPP), on the other hand, is a standardized
diagnostic and post-processing tool that transforms the raw grid-point variables of the WRF
model outputs into more user-friendly meteorological elements, e.g., WRF-UPP (after post-
processing, this step is referred to in the paper as WRF-UPP) can estimate the maximum
gust potential by a parameterized scheme based on the downward propagation of the
boundary-layer momentum, which can provide a basic product for operational forecasting
and subsequent analysis.

The WRF simulations were originally performed using version 4.2.2 with a two-way
nested configuration consisting of a 12-km outer domain (D01) and a 4-km inner domain
(D02), as described by Jahan et al. [12] (Figure 1). Each storm was simulated for 60 h
with a 12-h spin-up period removed, resulting in 48 h of hourly output. In this work,
only variables from the D02 domain are extracted as predictors for model training and
evaluation. Detailed physical parameterization schemes and initial-boundary condition
settings are referred to in the original publication and are not repeated here.
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Figure 1. Spatial distribution of meteorological observation stations in the study area. Red dots
represent ISD sites (156) and blue dots represent NYSM sites (110). The black dashed rectangular box
represents the inner simulation area of the WRF model (D02, 4 km resolution).

The predictor variables adopted in this study follow the original dataset construction
and variable selection procedures described in that work [6], and no additional feature
selection is performed in this study. This feature set was originally constructed to represent
the key physical processes governing wind gust generation, including vertical momentum
transport, boundary-layer turbulence, surface roughness effects, and atmospheric stability.
Surface pressure and 2-m air temperature are included in the released dataset and are there-
fore preserved to represent synoptic-scale forcing and near-surface thermal influences.This
physically motivated and vertically distributed predictor set allows the proposed model
to capture multi-scale controls on surface gusts, from large-scale pressure gradients to
boundary-layer mixing and downward momentum transport. In this study, we refer to
the gust forecasts estimated from the UPP as WRF-UPP and denote them as 14,¢. Detailed
descriptions of all variables are provided in Table 1.

Table 1. WRF-derived atmospheric variables used as input features for training PISA-Net.

Features Description Units
WS_10 m Wind speed at 10 m height m/s
WS_850 mb Wind speed at 850 mb pressure level m/s
WS_950 mb Wind speed at 950 mb pressure level m/s
PBLH Planetary boundary layer height km
Ustar Friction velocity m/s
WindDC (sin) Sine of surface wind direction -
WindDC (cos) Cosine of surface wind direction -
Terrain_height Terrain height m
Lapse_rate (sfc_1 km) Lapse rate (surface to 1 km height) °C/km
Lapse_rate (sfc_2 km) Lapse rate (surface to 2 km height) °C/km
PSEC Surface pressure Pa

T2 2-m temperature °C
Gust_WRF-UPP (Baseline) WRF-UPP gust forecast m/s
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2.2. Data Reorganization

To ensure the temporal validity of the model evaluation and prevent information
leakage, this study strictly follows the principle of constructing the original dataset and
adopts the strategy of dividing it by storm events. A total of 61 storms were divided into
three mutually exclusive subsets in chronological order of occurrence: the training set
(the first 42 storms, totaling 131,889 data), the validation set (the subsequent 8 storms,
44,585 data) and the test set (the last 11 storms, totaling 45,068 data). In the model training
phase, all input features are Z-score normalized (Equation (1)) to improve the model
training stability and convergence efficiency.

4 — X~ Hurain 1)
Otrain

The symbols pirqin and Oirain represent the mean and standard deviation of the training
set features, respectively. It is important to note that both the validation set and the test set
are normalized using the statistics of the training set to strictly avoid data leakage.

To adapt the PISA-Net model proposed in this paper, we have performed key data
restructuring. At the same time, to accommodate the sparse distribution of meteorological
stations and the dynamic nature of observations in real-world scenarios, we propose a
spatiotemporal set representation method. Specifically, for a given forecast time f, we
define the set S; as the dynamic set of stations that report valid gust observations at that
moment. For each station i € S;, we extract the corresponding 12 WRF-derived physical
feature variables to form a feature vector, with vy, as the physical reference. Therefore, the
data at each time f is organized as the following triplet, which serves as the basic unit for
model processing:

1 .2 N; N x12
X, = [xt,xt,...,xt f} c RN 2)
— 1 2 Nt T RN{ 3
Owrft = z]wrf,z," Uwrf,t' tees Uwrf,t € ( )
obs __ obs,1 _ obs,2 obs,N; T RNt 4
Ve =Y Yy Yy € (4)

In the following:

e N; =|S;| < 266 represents the number of valid stations at time #, which dynamically
reflects the sparse distribution of stations over time;
e xi € R!?is the feature vector at station i at time ¢ for the WRF model;

. Uivrf , is the forecast value of the WRF model for station i at time ¢, as a physical reference;

. yfbs’i is the actual observed value of station 7 at time £, as the monitoring target.

The above Equations (2)—(4) form a sparse observation representation with a spatio-
temporal structure that allows the model to directly deal with the problem of uneven distri-
bution of station data. Based on this representation, unlike the direct output of gust fore-
casts [6,31], PISA-Net is designed as a physically guided residual correction model whose
core output is the corrected residuals based on the WRF forecast gust values m and their
uncertainty estimates o (in this study, o is interpreted as aleatoric uncertainty associated
with observational errors, sub-grid-scale variability, and unresolved physical processes):

(m, 0') = f9 (Xt/ Z7wrf,t) 5)

The final wind forecast value f; is obtained by adding 1 to vy

}?t = OUwrf + M (6)
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3. Methods
3.1. PISA-Net Model Architecture

In this study, we propose the PISA-Net model (Figure 2), which utilizes a “physically
guided residual correction” strategy to learn residuals and uncertainties between the physi-
cal forecasts from WRF-UPP and the observations. This is achieved through a deep learning
model that uses WRF-UPP’s physical forecasts as the baseline. The core architecture of the
model includes components such as a gated residual network (GRN), position encoding,
interactive spatial Transformer, and global context fusion. These modules enhance the
model’s capability and generalization performance under sparse observation conditions by
enabling hierarchical feature fusion and spatial-temporal embedding, ultimately enabling
robust gust residual prediction and uncertainty quantification.

Feature Extractor(GRNx2) ™ Spatial Interaction

Global Context |,
Y Pooling \

Im

Stati Input Projection(Linear) i "
! Station(1,2...,N) Projectipn layer GRN #1 (H=2H~H) (Self-Attention)
: H
]
» — : : Dropout Self-Attention
Hiddeh ayer

— [ inear |—Query— -Q STl
BNH) i Vd
2
i ue

+
GRN #2 (H~2H~H)

uy

mask[T[oF[T[i[o] | T

=

P— 177 Positional Encoding Yy — | [[Fusion & Prediction
Nlatitude/longitude} i E / mask & ~mask/ / Head

SR AN S
> ]

(B.N.2)

Figure 2. Schematic architecture of the proposed PISA-Net model for wind gust bias correction and
uncertainty quantification.

3.1.1. Feature Enhancement and Positional Encoding

After linear projection of the input features into a unified hidden space, the projected
representation hproj is first obtained. Based on this representation, two stacked Gated
Residual Networks (GRNs) are used to perform adaptive nonlinear feature enhancement,
producing enhanced feature representation hep,. Subsequently, the geographic coordinate
information is encoded to generate the positional embedding p, which is injected into the
enhanced features of GRN through the addition of elements. This results in the position-
aware representation hj,jtia), which serves as input to the subsequent spatial interaction
modeling module.

hproj = FCin(x) @)

henh = GRN(GRN (o)) ®)
p = FCy(ReLU(FC(lon, lat))) )
hinitial = henn + P (10)

3.1.2. Spatial Interaction

After obtaining the position-sensitive feature representation hjyjti,), the model per-
forms spatial interaction modeling to capture inter-station dependencies. A Transformer
Encoder is applied to hj, to learn spatial correlations through masked self-attention,
producing Transformer-enhanced features hirans. To effectively handle missing station data,
a binary mask M € {0,1}8*N is introduced, where M; = 1 indicates a valid observation
at station j, and M; = 0 denotes missing data. This mask is consistently used in both the

https://doi.org/10.3390/su18042000


https://doi.org/10.3390/su18042000

Sustainability 2026, 18, 2000

7 of 18

attention computation and global feature aggregation. Based on hyyans, masked global pool-
ing aggregates valid station features into a global contextual representation hgjop,1- Finally,
hrans, Rinitial, and the global broadcast context hgop,) are fused to obtain the multi-scale
spatial representation hg,geq for subsequent prediction.

Nirans = TransformerEncoder (hipitia), hirans € REN*H (11)
al BxN
hglobal = Z Mj ’ htrans,j/ M e {0/ 1} * (12)
=1
hfyseq = LayerNorm (htrans + hinitial + Repeat(hgloball N )) (13)

3.1.3. Joint Optimization of Output and Probabilistic Prediction

Finally, the model further processes the features through the deep prediction network.
The network consists of two fully connected layers, GELU activation functions, and a
Dropout layer. The final output is the wind bias value m € RE*N and its uncertainty
estimate o € RE*N calculated as:

where MLPeq : RHE — R? projects the input feature /5.4 onto a two-dimensional output
to predict the wind bias. The Split(-) operation divides the output into two values repre-
senting the wind prediction and its uncertainty estimate. The wind bias value represents
the model’s prediction for the wind change, while the uncertainty estimate provides a
measure of confidence in the prediction, helping users interpret the model’s prediction
reliability and spatial uncertainty.

The loss function guides the optimization of the deep learning model by adjusting
its parameters during training. Most previous studies have relied on MAE or MSE as the
default objective functions for gust prediction [32-34]. To simultaneously improve point
prediction accuracy and achieve well-calibrated uncertainty estimates, we adopt a hybrid
probabilistic loss function following established uncertainty-aware regression formulations
in prior work [6]. This objective augments the mean squared error term with a Gaussian
negative log-likelihood component to regularize predictive uncertainty. The overall loss
function is defined as:

The loss function £ is defined as:

1 N

o2
N ) [(yi -9+ /\<108‘7i2 + Wﬂ (15)

i=1 i

E:

where 7); denotes the final prediction, y; is the observed value, and o2 represents the pre-
dictive variance estimated by the model. The parameter A controls the trade-off between
point prediction accuracy and uncertainty calibration. A sensitivity analysis on the vali-
dation set (Table 2) shows that MAE and RMSE remain relatively stable for A € [0.01,1.0],
whereas uncertainty-related metrics vary more substantially: larger A values yield wider
prediction intervals and higher coverage rates. Accordingly, we select A = 0.1 as a bal-
anced configuration that preserves deterministic accuracy while maintaining reasonable
uncertainty calibration. In Table 2, arrows indicate whether lower (]) or higher (1) values
correspond to better performance, and boldface highlights the selected configuration.
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Table 2. Sensitivity analysis of the weighting parameter A on validation data.
A MAE (m/s) (}) RMSE (m/s) ({) PICP (95%) (1) MPIW (Width) ()
0.01 2.00 2.58 87.3% 8.29
0.05 1.97 2.56 89.6% 8.51
0.10 1.99 2.59 89.4% 8.45
0.50 1.98 2.58 90.1% 8.63
1.00 1.97 2.57 90.6% 8.73

We implemented PISA-Net and all baseline models using the PyTorch 2.7.0 frame-
work. The experiments were conducted using station-based meteorological observations.
All meteorological predictors and spatial coordinates were standardized using Z-score
normalization. The network is built upon a Transformer architecture, in which geographic
coordinates are concatenated with meteorological predictors and processed through a
multi-head self-attention mechanism. The encoder consists of four stacked layers with
four attention heads per layer, and a dropout rate of 0.1 is adopted to mitigate overfitting.
Physical consistency is incorporated through a residual learning strategy. For optimization,
the Adam optimizer was employed with an initial learning rate of 1 x 10~3, which was
adjusted during training using a cosine annealing scheduling strategy together with default
momentum parameters. The model was trained for up to 100 epochs with a batch size of 32,
and an early-stopping mechanism with a patience of 10 epochs was implemented based on
the validation Gaussian negative log-likelihood loss to prevent overfitting. All experiments
were conducted on a workstation equipped with a single NVIDIA RTX 4090 GPU (Nvidia,
Santa Clara, CA, USA) with 24 GB of memory.

3.2. Evaluation Indicators

In this study, a variety of statistical metrics are used to assess the forecast performance
of the model. Two main types of assessment methods are used: the first type focuses on
forecast errors, using the mean absolute error (MAE), the root mean square error (RMSE),
the center root mean square error (CRMSE) and the Pearson correlation coefficient, which
are used to quantitatively measure the precision and consistency of the model in forecasting
gusts, as shown in the following Equations (16)-(19). The second category is the Prediction
Interval Coverage Probability (PICP), which is used to test the reliability of uncertainty
estimates: the actual coverage effect of forecast uncertainty is assessed by constructing a
prediction interval at a desired confidence level (e.g., 95%) and calculating the proportion
of actual observations that fall within the interval. Together, these indicators systematically
evaluate the comprehensive performance of the model from two dimensions: deterministic
forecast accuracy and probabilistic forecast reliability.

The formulas for the first type of evaluation indicator are shown below.

MAE = % Y 19— vil (16)
i=1
1 &,
RMSE =, /- i:Zl(}/i —yi)? (17)
1 n
CRMSE = \/n Y0 —9) — (i =) (18)
i=1

(0= )i~ 9)
VI 0= 92 T (v — 92

Pearson =

(19)
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where #j; represents the i-th sample’s final predicted wind value, y; represents the i-th
sample’s actual observed wind value, i represents the mean of the observed wind values,
and 7 is the total number of samples.

To evaluate the construction and coverage performance of prediction intervals, we
follow the procedure below.

First, based on the model outputs including the wind prediction mean f; and the
corresponding uncertainty estimate ¢, the prediction interval (PI) at a given confidence
level is constructed as [35-37]

PI = 9; + zo, (20)

where z denotes the z-score corresponding to the confidence level (e.g., z = 1.96 for a 95%
confidence level). Accordingly, the lower and upper bounds of the prediction interval are
defined as

Lpr =i —zo, Up =7 +z0. (21)

Subsequently, the reliability of the prediction interval is evaluated using the PICP,
which is defined as

1, ify; € [Lpr, Upi],

1 n
PICP=_} C, GCi= (22)
i=1

0, otherwise.

Here, nn denotes the total number of samples. The PICP directly reflects the empirical
coverage ability of the prediction interval at a given confidence level. For example, under a
95% confidence level, a PICP value of 0.75 indicates that 75% of the observations fall within
the interval §; £ 1.960. In general, higher confidence levels correspond to wider prediction
intervals and higher expected coverage rates.

4. Results and Analysis
4.1. Baseline Model

In order to comprehensively evaluate the prediction performance of PISA-Net, we
selected MLP [38], CNN [39], GNN [40], Set transformer [41] (hereafter referred to as
Set Trans.), Spatio-temporal Transformer [42] (hereafter referred to as ST Trans.), and
Graph WaveNet [43] as the baseline model, using WRF-UPP as the baseline value. As
a generalized state-of-the-art architecture for dealing with irregular point set data, Set
Trans. provides a rigorous mathematical benchmark for this study. ST Trans. provides a
standard paradigm for modeling Spatio-temporal dependencies through the parallel Spatio-
temporal attention mechanism. Graph WaveNet fuses graph diffusion convolution with
temporal convolution to explicitly model the spatio-temporal propagation of meteorological
elements, and represents the state-of-the-art of graph neural networks in the GNN. GNN as
a representative benchmark model for spatial deep learning, aims to validate the necessity
of explicitly modeling inter-site spatial correlations. All comparison models are trained
and fine-tuned under a uniform experimental setup, including the same data segmentation,
input features, training epoch number, and optimization strategy to ensure the fairness of
the comparison [44].

4.2. Comparison of Results

The scatter distributions and corresponding statistical metrics of the predictions from
different models on the test set with respect to the observed gusts are shown in Figure 3, and
the quantitative results are summarized in Table 3 (The arrows and boldface follow the same
conventions as in Table 2, while underlined values indicate the reference results used to
compute the IMP). The WRF-UPP baseline exhibits pronounced systematic overestimation,
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with a low prediction—observation correlation (0.41) and large errors (RMSE of 4.34 m/s and
MAE of 3.43 m/s). The data-driven models substantially outperform the numerical baseline.
However, MLP and CNN still show clear underestimation in the high-wind-speed range, a
well-known limitation of deep learning models when learning from imbalanced samples
at extreme values. The GNN, Graph WaveNet, ST Trans., and Set Trans. further improve
both the overall fitting and extreme-value representation, yielding higher correlations
(up to 0.61) and lower errors compared with the conventional neural networks. Among
all compared approaches, the proposed PISA-Net achieves the best overall performance,
with the highest correlation coefficient (0.65) and the lowest RMSE (2.26 m/s) and MAE
(1.75m/s). In addition, relative to MLP and CNN, the RMSE is decreased by 9.6% and 8.1%,
and the MAE by 10.3% and 8.4%, respectively. Although slight underestimation remains
for very high gust values, PISA-Net demonstrates superior capability in fitting the overall
distributions. These improvements indicate that the proposed model can more effectively
extract regional meteorological features and enhance prediction consistency through spatial
interaction modeling and dynamic ensemble processing.

C) () .©

CNN Model
“Density

PISA-Net

5 o 15 2 3 1 15 20 ES
Observed wind gusts (m/s) Observed wind gusts (m/s)

@ (© .0

Density

WRF-UPP (Baseline)
Graph-Wavenet

5 To 15 b B3 B 3 To
Observed wind gusts (m/s)

s % B3
bserved wind gusts (m/s)

£

ST Trans.
Set Trans.
Density

B To 50

T s 20 2 15 20 25
Observed wind gusts (m/s) Observed wind gusts (m/s)

Figure 3. (a-h), respectively, present the joint probability distributions of predicted and observed
wind-gust speeds from the PISA-Net, CNN, MLP, WRF-UPP baseline, GNN, Graph-Wavenet, ST
Trans., and Set Trans. models. Color shading denotes the density of samples. The corresponding
evaluation metrics, including Cor, RMSE, CRMSE, and MAE, are provided in each subplot.
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Table 3. Comparative performance of PISA-Net and comparison models

Model RMSE () CRMSE () MAE ({) Pearson (1)
MLP 2.50 2.50 1.95 0.54
CNN 2.46 2.46 191 0.55
GNN 2.78 2.77 2.14 0.49

Set Trans. 2.36 2.36 1.83 0.59

ST Trans. 2.34 2.34 1.83 0.61
Graph

WaveNet 232 2.32 1.79 0.61
WREF-UPP 4.34 3.67 3.43 0.41
PISA-Net 2.26 2.26 1.75 0.65
IMP (%) 2.59 2.59 2.23 6.56

The results demonstrate that PISA-Net is more effective in capturing regional meteo-
rological features and enhancing forecast consistency through spatial interaction modeling
and dynamic ensemble processing. To further validate these findings and evaluate the
robustness of the models from a distributional perspective, we perform a box-plot analysis
of the predicted distributions for all samples in the test set (Figure 4) [45]. Wind gusts are
governed by sub-grid-scale turbulence, boundary-layer dynamics, and topographic effects
that are difficult to resolve at kilometer-scale model resolutions. It has been indicated in the
literature [6] that WRF-UPP exhibits systematic misalignment with observations during
intense storms, particularly for extreme gusts exceeding 25 m/s. Moreover, complex terrain
has been shown to amplify both gust magnitudes and forecast uncertainty, further challeng-
ing physics-based models. These factors collectively explain the pronounced dispersion
and bias of WRF-UPP in the high-wind regimes observed in Figure 4.

Wind Gust Distributions over Storm Evolution

mm Observations
PISA-Net
WRF-UPP

30

N N )
o S o

Wind Gust (m s™1)
S

0 3 6 9 12 15 18 21 24 27 30 33 36 39 42 45 48
Storm Evolution Time (h)

Figure 4. Box plots of wind gusts at 3 h intervals during the 48 h test-storm period, comparing
observations, PISA-Net corrected forecasts, and the raw WRF-UPP baseline. Hour 0 denotes storm
onset and hour 48 denotes the end of the storm period. For each time bin, box plots are constructed
using samples from all stations across the 11 test storms.

In contrast, the box distributions of PISA-Net at various storm times are closest to the
observations. Its median is consistent with the observed values, and its interquartile range
reasonably reflects the time-varying dispersion of gust speeds. PISA-Net also better cap-
tures the high-wind tails during the storm intensification phase while avoiding the system-
atic bias exhibited by WRE-UPP. These results indicate that PISA-Net not only outperforms
the baselines in terms of statistical error metrics, but also demonstrates higher reliability
and stability in representing the gust distribution structure and its temporal evolution.
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4.3. Uncertainty Analysis

PISA-Net demonstrates strong overall performance in quantifying uncertainty in gust
forecasts. The behavior of the prediction intervals under different confidence levels is first
examined. When a 70% confidence level (approximately twice the standard deviation) is
adopted, the median PICP is only 0.68 and the distribution is highly discrete, indicating a
substantial risk of under-coverage when using the “mean + uncertainty” interval at this
level, which limits its usefulness for operational decision-making. As the confidence level
is increased to 95%, the median PICP rises markedly to 0.96 and the distribution becomes
much more concentrated, suggesting that the corresponding prediction intervals provide
substantially improved coverage while maintaining a reasonable width (Figure 5).

Coverage Analysis

N - —

0.9 e

0.8 E—

PICP (%)

0.6

05

04

Target Level (Diamond Markers)

70% 90% 95% 99%
Confidence Level (%)

Figure 5. Boxplots of PICP at four confidence levels (70%, 90%, 95%, and 99%). The median PICP at
each level is close to the nominal confidence level, indicating good probabilistic calibration.

A station-wise analysis at the 95% confidence level further reveals spatial heterogene-
ity in the uncertainty estimates. Approximately 67% of the stations (179 stations) achieve
PICP values reaching or exceeding 0.95, indicating that the constructed prediction intervals
successfully encompass most observed gust events. Nevertheless, about 33% of the stations
still exhibit PICP values below 0.95, and 4.9% fall below 0.85 (Table 4 and Figure 6). These
underperforming stations are primarily located in regions with complex terrain, such as
the White Mountains and the Catskills, implying that uncertainty quantification remains
challenging in mountainous areas characterized by strong spatial variability and sharp
gust gradients. This limitation is likely related to the under-representation of extreme
gust samples in the training dataset.From an operational perspective, these results sug-
gest that adopting a 95% confidence level to construct prediction intervals (defined as
“mean & 1.96 x uncertainty”) offers a practical balance between coverage reliability and
interval width. Such intervals can more effectively communicate forecast uncertainty and
provide robust guidance for decision-making in applications such as energy management,
transportation safety, and emergency response.

Table 4. PICP distribution statistics at the 95% confidence level.

PICP Range Number of Stations Proportion Description
1.0 7 2.6% Perfect Level
0.95 <PICP < 1.0 178 66.9% Good Level
0.90 < PICP < 0.95 51 6.4% Insufficient Level
0.85 < PICP < 0.90 17 6.4% Poor Level
PICP < 0.85 13 4.9% Very Poor Level
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Figure 6. Spatial distribution of the PICP at the station level under the 95% confidence level. Each
marker represents an observation station within the study area, and colors indicate the PICP values
computed from the 11 test storms.

The prediction results of the PISA-Net model and its spatial distribution of uncertainty
are shown in Figure 7, which presents the predicted gusts for the two storms of 9 April 2020
and 29 August 2020 and their corresponding upper and lower bounds of the prediction
intervals, respectively. In the 9 April 2020 storm (left column), the spatial distribution of
model-predicted gusts shows strong regional differences, while the range of the prediction
intervals is significantly wider in some regions, indicating higher prediction uncertainty in
these regions. For example, in parts of Connecticut, the forecast gusts are about 9-11 m/s,
while their corresponding lower and upper bounds reach 5-7 m/s and 12-15 m/s, re-
spectively, reflecting a larger range of possible fluctuations. In contrast, the overall range
of prediction intervals is narrower and the spatial distribution is more consistent in the
prediction results for the 29 August 2020 storm (right column), indicating that the model
predictions for that storm have a high confidence level. The comparison of the two storms
shows that the width of the prediction intervals is closely related to the intensity of the
storm and the gradient of the spatial distribution, which is consistent with the previous
analysis on the uncertainty influencing factors. Such spatial visualization results not only
help meteorological operators to visually identify possible high-risk areas in the forecast,
but also provide important information support for decision-making processes, such as
disaster warning, energy dispatch and traffic control. Through the spatial representation of
forecast intervals, decision makers can more effectively assess the credibility of forecasts
and formulate more targeted countermeasures on this basis.
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Figure 7. Spatial maps of wind gust predictions and corresponding 95% prediction intervals for
two representative storm cases. The left, middle, and right panels show the predicted gusts, lower
bounds, and upper bounds, respectively.

4.4. Ablation Study

In this experiment, we conducted ablation studies on three architectural components
of PISA-Net: (1) the masking mechanism for sparse stations (Masking Mechanism); (2) the
Transformer-based spatial interaction module (Spatial Interaction); (3) the internal feature-
level shortcut connection that propagates the initial station representations to the final
prediction head (Residual Connection). It should be emphasized that the WRF-UPP physi-
cal forecast is retained in all ablation settings, as the core objective of PISA-Net is residual
bias correction rather than direct wind-gust prediction. The baseline configuration cor-
responds to the full model that incorporates all three modules, while the other variants
are obtained by removing one architectural component at a time. Table 5 summarizes the
quantitative results under different configurations.

Table 5. Ablation study of different PISA-Net configurations and their impacts on gust prediction per-

formance.
Configuration PISA-Net — Mask — Spatial — Residual
Spatial ‘ v Y « v
Interaction
Masking
Mechanism v x v v
Re51dua1‘ Y v v «
Connection
MAE 1.75 1.87 1.83 1.78
RMSE 2.26 2.40 2.34 2.31
Pearson 0.65 0.57 0.62 0.61

Notes: “—" indicates that the corresponding module is removed from the full PISA-Net architecture. v and x
denote the presence and absence of a component, respectively.
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The results show that none of the reduced models achieves optimal performance,
while the complete architecture consistently delivers the best scores across all metrics. The
full PISA-Net attains the lowest RMSE (2.26 m/s) and MAE (1.75 m/s), together with the
highest Pearson correlation (0.65).Removing the masking mechanism causes the largest
degradation, with RMSE increasing to 2.40 m/s and the correlation dropping to 0.57.
This highlights its importance for handling irregular station distributions during spatial
aggregation. Excluding the spatial interaction module also leads to a clear performance
decline (RMSE = 2.34 m/s; MAE = 1.83 m/s), confirming the necessity of explicit spatial
modeling. Removing the residual connection has a smaller but still noticeable effect
(RMSE =2.31 m/s), indicating its contribution to stable optimization and deep feature
propagation. Overall, these results demonstrate that the strong performance of PISA-Net
arises from the complementary roles of data masking, spatial interaction, and feature-level
shortcut connections.

5. Conclusions

In this paper, we propose PISA-Net, a novel deep learning model for wind gust fore-
casting at sparse observation stations. The model effectively addresses key challenges,
including systematic bias, irregular station distributions, and insufficient uncertainty quan-
tification. Extensive experiments on 61 extratropical cyclone events demonstrate that
PISA-Net achieves the highest correlation coefficient (0.65), together with the lowest RMSE
(2.26 m/s) and an MAE of 1.75 m/s. Compared with the WRF-UPP baseline, PISA-Net
provides substantial bias correction. Relative to multilayer perceptron (MLP) and con-
volutional neural network (CNN) models, it reduces RMSE by 9.6% and 8.1% and MAE
by 10.3% and 8.4%, respectively. In addition, PISA-Net is suitable for industrial deploy-
ment, enabling integration with operational forecasting systems and supporting risk-aware
decisions across energy, infrastructure, and public warning applications.

Despite these encouraging results, several challenges remain. Performance degrada-
tion in complex terrain and during the most extreme gust events indicates that further
improvement is required. Future research will focus on embedding stronger physical con-
straints to enhance generalization in poorly instrumented regions, as well as extending the
framework through multi-task learning to jointly forecast gusts and related meteorological
variables for comprehensive hazard assessment.

Overall, this work provides a novel and effective technical pathway for accurate and
reliable wind gust post-processing. By achieving substantial improvements in both deter-
ministic accuracy and probabilistic reliability, PISA-Net demonstrates broad application
potential in operational forecasting, renewable energy management, and mitigation of
weather-related risks.
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NWP Numerical Weather Prediction

WRF Weather Research Forecasting

uPP Unified Post Processor

ECMWEF  European Center for Medium-Range Weather Forecast
PICP Prediction Interval Coverage Probability
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SDG 9 Industry, Innovation and Infrastructure
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