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Abstract

The rapid integration of renewable energy sources in smart grids has introduced significant
uncertainty in both power generation and consumption patterns, posing challenges to
environmental, economic, and operational sustainability. Accurate short-term forecasting of
energy demand and supply is essential for achieving optimal scheduling, grid stability, and
resilient operation in renewable-integrated power systems. This study proposes a hybrid
deep learning framework combining Convolutional Neural Networks (CNN) and Gated
Recurrent Units (GRU) for intelligent joint demand–supply forecasting in smart grids. The
model was developed and implemented in MATLAB using real-world datasets compris-
ing electricity consumption, photovoltaic (PV) generation, temperature, and irradiance
variables. Comparative evaluations demonstrate that the hybrid CNN–GRU outperforms
single-model approaches, including Long Short-Term Memory (LSTM), GRU, and eXtreme
Gradient Boosting (XGBoost), based on Root Mean Square Error (RMSE) and Mean Abso-
lute Percentage Error (MAPE) metrics. On a 14-day test set, the proposed model achieves
RMSE values of approximately 34 kW for demand and 28 kW for PV generation, with
MAPE of approximately 4% and 6%, respectively. Furthermore, average net-load RMSE is
reduced by approximately 15–25% relative to GRU/LSTM baselines, while maintaining
controlled errors of approximately 35–40 kW during sharp ≥100 kW/15 min ramp events.
By reducing net-load uncertainty and improving forecasting precision, the proposed frame-
work enhances renewable energy utilization, supports more efficient reserve allocation
and storage scheduling, and provides a quantitative tool for sustainability-oriented energy
management. Consequently, the study contributes to the advancement of sustainable smart
grid operation and the broader transition toward low-carbon and resilient energy systems.

Keywords: sustainability; renewable-integrated smart grids; demand–supply forecasting;
hybrid CNN–GRU; net-load prediction; energy management; hybrid deep learning

1. Introduction
The rapid expansion of renewable energy sources (RES) is reshaping power systems

by increasing decentralization, variability, and uncertainty, which necessitates advanced
monitoring, forecasting, and control in smart grids [1]. Global assessments document large-
scale growth in solar and wind alongside operational challenges from intermittency and
forecasting errors that impact reliability and economics [2]. Smart grids integrate power

Sustainability 2026, 18, 2417 https://doi.org/10.3390/su18052417

https://crossmark.crossref.org/dialog?doi=10.3390/su18052417&domain=pdf&date_stamp=2026-03-02
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/sustainability
https://www.mdpi.com
https://orcid.org/0000-0003-4703-6476
https://orcid.org/0000-0003-3294-9782
https://doi.org/10.3390/su18052417


Sustainability 2026, 18, 2417 2 of 20

electronics, pervasive sensing, and bidirectional communications to coordinate distributed
energy resources and enable demand-side participation, improving flexibility and efficiency
under high-RES conditions [3]. In this context, ensuring sustainability in modern power
systems requires not only increasing renewable penetration but also enhancing forecasting
accuracy, operational efficiency, and system resilience to manage variability in a reliable
and economically viable manner.

Accurate short-term forecasting of both demand and renewable supply underpins core
smart grid functions, including economic dispatch, reserve scheduling, demand response,
storage operation, and net-load tracking [4]. In operational terms, net load is the key
variable because it directly indicates the residual power that must be supplied by the
upstream grid, storage, or dispatchable units. Therefore, joint demand–PV forecasting
reduces uncertainty in economic dispatch and demand response by producing a coherent
day-ahead balance trajectory instead of combining two separate forecasts. Intra-day and
day-ahead predictions reduce balancing costs and improve reliability margins by informing
unit commitment and procurement strategies in markets with increasing RES shares [5].
Wind and solar forecasts are essential to mitigate ramps and peak events, determine
reserve requirements, and support secure grid operation at scale [6]. Consequently, unified
demand–supply prediction has become a foundational capability for data-driven energy
management and distribution-level decision support [7].

Joint demand–supply prediction is challenging due to heterogeneous nonlinear dynam-
ics, strong dependence on meteorological and calendar drivers, and multi-scale temporal
structure (intra-hour to seasonal) [8]. From a decision-making perspective, separate errors
in demand and PV can compound in the resulting balance signal, so unified modeling is
important for reducing operational uncertainty. Traditional statistical approaches often
degrade under regime shifts and cross-variable interactions, limiting operational useful-
ness when uncertainty dominates [9]. These challenges motivate unified, data-driven
models that learn dependencies among consumption, weather, and distributed generation
to produce coherent energy balance forecasts for storage scheduling, demand response,
and market participation in renewable-rich systems [10]. Previous studies often forecast
load and PV separately or rely on single-model architectures that may require substantial
feature engineering and can be less robust under rapidly changing weather and ramp
events. To address this gap, a compact hybrid CNN–GRU framework for joint day-ahead
forecasting of demand and PV (and net load) is proposed. The proposed method is evalu-
ated using a strict chronological protocol and analyzed under both clear sky and variable
weather conditions.

Deep learning advances multivariate time-series forecasting by learning hierarchical
representations directly from data, improving robustness over manual feature engineer-
ing [11]. Convolutional neural networks (CNNs) capture local temporal motifs and ramps,
while gated recurrent units (GRUs) model sequential dependencies with lower parameteri-
zation and faster convergence than long short-term memory (LSTM) methods [12]. Hybrid
architectures that combine convolutional feature extraction with recurrent temporal model-
ing have demonstrated strong performance in energy forecasting tasks [13]. Recent surveys
highlight hybrid and attention-based models as state-of-the-art for load and renewable
generation forecasting under high variability and exogenous drivers [14]. These insights
motivate a CNN–GRU backbone for joint demand–supply prediction.

LSTM and GRU networks are widely adopted baselines for short-term load and PV
forecasting, particularly with exogenous weather and calendar features [15]. Deep recurrent
models have shown strong accuracy for building and grid-level load prediction but can be
sensitive to sequence length selection and long-range dependencies [16]. Gradient boost-
ing methods such as XGBoost provide competitive tabular baselines and interpretability;
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however, they typically require extensive feature engineering to represent temporal struc-
ture [17]. Comparative reviews in power systems indicate that, while these single-model
approaches are effective, hybrid deep architectures often achieve superior accuracy under
volatile, weather-driven conditions [18].

CNN-based approaches enhance robustness by extracting temporal patterns related to
ramps and daily cycles. In short-term load forecasting, 1D-CNN pipelines have achieved
notable accuracy improvements across residential and building datasets [19]. For PV
forecasting, CNNs that incorporate irradiance and temperature as exogenous inputs deliver
improved performance under variable weather regimes [20]. CNN encoders frequently
serve as front ends in hybrid models, enhancing feature quality before recurrent or attention
modules in multivariate settings characteristic of smart grids [21]. Empirical evidence
supports CNNs as effective components for capturing localized temporal patterns in
energy series [22].

GRU-based models often match or surpass LSTM performance with fewer parameters
and faster training, enabling near–real-time deployment in grid applications [23]. In
short-term load and PV forecasting, GRUs effectively learn temporal dependencies and
generalize well when combined with weather and calendar features [24]. Studies report
improved stability and reduced vanishing-gradient issues relative to deeper LSTM stacks
in limited-data or nonstationary settings [25]. GRUs have been successfully applied to net-
load prediction and building energy forecasting, demonstrating favorable bias–variance
trade-offs in operational scenarios [26]. These characteristics make GRU layers strong
temporal backbones within hybrid forecasting pipelines [27].

Hybrid CNN–GRU models explicitly leverage convolutional feature extraction and
recurrent temporal memory to represent multiscale, exogenously driven energy time series.
Prior work shows improved accuracy for short-term load and PV forecasting by jointly
capturing rapid ramps and diurnal patterns, especially when meteorological variables
are integrated [28]. Hybrid pipelines with convolutional front ends and gated recurrent
back ends demonstrate superior performance to single-model baselines in benchmarks
reflecting renewable-rich volatility [29]. Reviews and case studies in power systems further
recommend hybrid designs for multivariate, jointly modeled tasks typical of smart grids,
citing consistent gains in accuracy and robustness [30,31].

Recent PV-forecasting studies emphasize that feature design substantially affects accu-
racy and that explicitly modeling weather-driven uncertainty (e.g., via weather prediction
errors) can further reduce PV forecast errors across diverse PV system configurations
(on-grid, hybrid, and off-grid). These findings support the inclusion of meteorological
covariates in our forecasting pipeline and motivate future extensions that augment the
proposed CNN–GRU inputs with uncertainty-aware weather-error features when numeri-
cal weather predictions are available [32]. Recent hybrid deep-learning architectures that
couple temporal-convolutional feature extractors with GRU-based sequence modeling (e.g.,
TCN–ECANet–GRU) demonstrate that leveraging multivariate meteorological inputs can
improve short-term PV power forecasting accuracy across seasonal conditions [33]. From
a probabilistic perspective, CNN–GRU variants have also been used to produce quantile
forecasts and show that adding exogenous NWP/multivariate weather information can
yield further gains, especially when solar variability is high [34]. Systematic reviews of deep
learning for PV forecasting consistently highlight meteorological variable selection and
input design (often including irradiance- and temperature-related covariates) as primary
determinants of model performance and comparability across sites and horizons [35].

This study develops and evaluates a MATLAB-implemented hybrid CNN–GRU frame-
work for intelligent joint prediction of demand and supply in smart grids. Leveraging
multivariate historical consumption, PV generation, and meteorological variables, the
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model produces short-term forecasts of demand, supply, and net energy balance. The
performance of the proposed method is evaluated against benchmark models, including
LSTM, GRU, CNN, XGBoost, and a persistence baseline, using RMSE, MAE, MAPE, R2,
and balance error as performance metrics. The objective is to enable more reliable load
balancing and storage scheduling through accurate, unified forecasts that reflect coupled
dynamics of consumption and renewable generation, thereby supporting data-driven
energy management and operational decision-making.

The main contributions of this study are:

(1) Proposing a hybrid CNN–GRU deep learning framework for joint day-ahead forecast-
ing of electricity demand (load) and PV generation (supply) in renewable-integrated
smart-grid settings;

(2) Developing a reproducible MATLAB-based pipeline covering data synchronization,
preprocessing, sliding-window sequence generation, and model training/testing
under strictly chronological splits to avoid leakage;

(3) Performing a comprehensive evaluation against widely used baselines (persistence,
XGBoost, CNN, GRU, and LSTM) using standard accuracy metrics (RMSE, MAE,
MAPE, and R2) together with an operationally relevant net-load accuracy perspective;

(4) Demonstrating robustness on representative test days including clear sky and vari-
able/cloudy conditions, highlighting the practical relevance of the proposed approach
for scheduling and energy management applications. By improving joint demand–
supply forecasting accuracy and reducing net-load uncertainty, the proposed frame-
work contributes to operational and environmental sustainability by enabling more
efficient renewable energy utilization, improved reserve allocation, and enhanced
stability in renewable-rich power systems.

The objective of this study is to develop a hybrid CNN–GRU model to jointly fore-
cast electricity demand (load) and PV generation (supply) (and the implied net load) for
a 24 h-ahead horizon (96 steps at 15 min resolution) using historical demand/PV and
exogenous weather/calendar features. The article also aims to answer the following ques-
tions: whether the hybrid CNN–GRU approach improves the accuracy of joint demand-PV
generation forecasting compared to basic methods such as CNN, GRU, LSTM, XGBoost,
and persistence; to what extent model performance is maintained under clear and vari-
able/cloudy conditions; and whether the improved joint forecast reduces the net load error
level during operationally critical peak and ramp periods. Addressing these questions
provides a scientifically grounded basis for sustainability-oriented smart grid management,
where reducing forecasting uncertainty directly supports resilient, efficient, and low-carbon
energy system operation.

The paper is organized as follows: Section 2 formulates the problem and describes the
dataset and preprocessing workflow. Section 3 presents the proposed hybrid CNN–GRU
methodology and the designed smart grid system. Section 4 reports the simulation setup
and the forecasting results, including comparisons with baseline models and additional
error analyses. Finally, Section 5 concludes the paper and outlines limitations and direc-
tions for future work (e.g., probabilistic forecasting, transformer-based extensions, and
tighter integration with MATLAB/Simulink energy-management frameworks). Overall,
the proposed forecasting framework strengthens the technical foundation of sustainable
smart grid operation by quantitatively reducing uncertainty in renewable-integrated energy
systems and supporting more reliable, efficiency-oriented grid management.

2. Hybrid CNN–GRU Method
Short-term, multi-output forecasting of electricity demand, photovoltaic (PV) supply,

and net load constitutes a core enabler for smart grid operations, supporting scheduling,
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reserve allocation, and demand response. The predictive setting considers synchronized,
multivariate time-series windows that integrate historical load and PV generation with
meteorological covariates and calendar indicators. Net load is operationally defined as the
difference between demand and PV generation, as given in Equation (1), and is particularly
informative under volatile weather and ramp conditions. A hybrid convolutional neural
network–gated recurrent unit (CNN–GRU) architecture is adopted to extract local temporal
motifs and to model longer-range dependencies with low latency, yielding direct multi-
step forecasts over operational horizons. Evaluation follows strictly chronological splits
with rolling-origin assessment and reports RMSE, MAE, MAPE (where targets are strictly
positive), R2, and a net-load balance error. Net load is defined as the difference between
demand and PV generation, which is given in Equation (1).

NL(t) = L(t)− PV(t) (1)

Here, NL(t) is the net load at time t, L(t) is the electricity demand (load) at time t, and
PV(t) is the PV generation at time t.

The forecasting function maps the input window to multi-step, multi-target outputs,
as given in Equation (2).

Ŷ(t) = f θ(Xt) ∈ R{H×T} (2)

Here, Ŷ(t) is the H-step-ahead prediction matrix at time t, fθ(·) is the forecasting model
parameterized by θ, Xt is the W × F input window (W recent time steps by F features), H is
the forecast horizon length, and T is the number of targets (e.g., load, PV, net load).

Models are evaluated using RMSE and MAE (overall accuracy), MAPE (only when
targets are strictly positive), R2 (goodness of fit), and net-load balance error (RMSE on NL);
ramp-specific error is additionally reported for intervals with large |∆y|. All experiments
follow strictly chronological splits and rolling-origin evaluation to avoid leakage and assess
stability across regimes.

2.1. Data Sources and Preprocessing

Four synchronized modalities at a common cadence (e.g., 15 min) are used: aggregated
load, PV output, meteorology (irradiance proxies, temperature, humidity, wind; optionally
cloud cover), and calendar indicators. Streams are time-aligned; short gaps are forward-
filled and longer gaps imputed via seasonal statistics or weather-guided interpolation;
outliers are treated with robust dispersion within hour/season strata and replaced by
local medians; scaling (Standard or Min–Max) is fit on training and applied unchanged
to validation/test; sliding-window inputs and direct multi-step (or iterated one-step)
outputs are formed with light feature engineering (few lags and rolling means). If the
data are re-sampled to alternative time resolutions, the same preprocessing pipeline can be
applied after aggregation/interpolation, followed by re-windowing and re-training at the
new cadence.

2.2. Hybrid CNN–GRU Architecture and Training

The 1D convolution used in the encoder is given in Equation (3).

zc(τ) = σ

(
K−1

∑
k=0

F

∑
f=0

wc,k, f · X f (τ−k) + bc

)
(3)

Here, zc(τ) is the activation at temporal position τ in channel c, σ(·) is a nonlinearity (e.g.,
ReLU), K is the kernel length, F is the number of input features, w{c,k,f} is the convolution
weight for channel c at lag k and feature f, Xf(τ−k) is the value of feature f at time (τ − k)
within the window, and bc is the bias for channel c.
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The GRU state update is given in Equations (4)–(7).

zt = σ
(

Wzxt + Uzh{t−1} + bz

)
(4)

rt = σ
(

Wrxt + Urh{t−1} + br

)
(5)

∼
ht = tanh

(
Whxt + Uh

(
rt ⊙ h{t−1}

)
+ bh

)
(6)

ht = (1 − zt)⊙ h{t−1} + zt ⊙
∼
ht (7)

Here, zt is the update gate at time t, rt is the reset gate at time t, xt is the input vector

at time t (e.g., the convolved features at t), h{t−1} is the previous hidden state,
∼
ht is the

candidate hidden state, σ(·) is the logistic sigmoid, tanh(·) is the hyperbolic tangent, W and
U are weight matrices, b are biases, and ⊙ denotes element-wise multiplication.

The empirical risk minimized during training is given in Equation (8).

L(θ) =
(

1
N

) N

∑
i=1

H

∑
h=1

wh·ℓ
(

ŷi(ti+h), yi(ti+h)

)
(8)

Here, L(θ) is the average training loss over N samples, wh is the optional weight for
horizon step h, ℓ(·,·) is a point-loss (e.g., mean squared error or Huber), ŷi(ti+ h) is the
prediction for sample i at horizon h, yi(ti+ h) is the corresponding ground truth, and θ

denotes all learnable parameters.
In addition, the proposed framework is trained for direct multi-step forecasting over

the full day-ahead horizon, rather than using an iterative one-step recursion. This design
helps reduce error accumulation, since predictions at later horizons are not fed back as
inputs. The CNN–GRU combination further improves robustness by jointly modeling
local variations and longer dependencies, which stabilizes multi-horizon outputs under
uncertainty. The forecasting outputs generated by this hybrid CNN–GRU framework are
subsequently integrated into the smart grid energy management architecture described
in the following section, where the model’s predictive capability supports system-level
operational decisions.

3. Proposed Smart Grid System
This section presents the proposed smart grid system in which the hybrid CNN–GRU

forecasting model is deployed. The aim is to design a compact yet realistic MATLAB-
based framework for short-term joint forecasting of electricity demand and PV supply,
and to show how these forecasts can be directly utilized by operational control and
planning functions.

The system considers a campus-scale or small distribution-level feeder with significant
PV penetration and pronounced daily load variability. Historical consumption and PV gen-
eration are integrated with meteorological variables, primarily temperature and irradiance,
at a 15 min cadence to produce multi-step, 24 h-ahead forecasts. The PV subsystem is con-
figured at 500 kWp DC using 600 Wp modules (approximately 833 PV modules), arranged
into four strings feeding 400 kW of total inverter capacity (DC/AC ≈ 1.25). Under clear
sky conditions, this configuration yields midday AC outputs in the range of 350–400 kW,
covering a substantial fraction of the underlying demand.

The load profile corresponds to an aggregated campus or mixed-use facility with a
characteristic night baseline around 250 kW and two daily peaks, typically in the morning
and evening. The evening peak is dominant, frequently reaching 850–950 kW, which
creates opportunities for both peak shaving and PV-driven self-consumption improvement.
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Day-to-day variability and weekday/weekend effects introduce additional uncertainty that
must be captured by the forecasting model.

Within this context, the hybrid CNN–GRU model is used to extract both local temporal
patterns (e.g., rapid ramps, diurnal cycles) and long-range dependencies (e.g., weather
regimes, occupancy patterns). The model ingests sliding windows of multivariate time
series and outputs coordinated forecasts of demand, PV supply, and optionally net load.
These forecasts are then consumed by higher-level functions such as storage scheduling, re-
serve allocation, and demand response planning. The proposed architecture is intentionally
modular, allowing each block, data acquisition, forecasting, control, and visualization to be
developed, tested, and upgraded independently within MATLAB. The proposed system
architecture for short-term joint forecasting of demand and photovoltaic (PV) supply using
a hybrid CNN-GRU model is presented in Figure 1.

Figure 1. Proposed system architecture for joint short-term forecasting of demand and PV supply
using a hybrid CNN–GRU model.

The design philosophy emphasizes reproducibility and clarity: all components can be
implemented with standard MATLAB toolboxes, using clearly defined interfaces between
data, models, and control algorithms. This makes the system suitable both as a research
testbed and as a teaching example for intelligent demand–supply prediction in smart grids.

3.1. Designed System Parameters

The system adopts a minimal yet representative configuration that reflects realistic
campus-scale operations. PV supply is modeled from irradiance and temperature using
a performance ratio assumption, while demand is modeled as an aggregated time series
with diurnal and weekly structure. The objective is not to perfectly emulate a specific
real-world site, but to capture the dominant interactions among load, PV generation, and
weather in a way that meaningfully tests the forecasting model. Importantly, this statement
refers to the representative testbed description (system sizing and scenario narrative), not
to the data source: the forecasting model is trained and evaluated using real 15 min mea-
surements (aggregated load, aggregated PV generation, ambient temperature, and global
horizontal irradiance) collected in Columbia (US) during Summer 2025. We intentionally
report the site in aggregated, anonymized form for confidentiality, and therefore we avoid
claiming that the described PV sizing and campus configuration corresponds to a uniquely
identifiable facility.
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The simulation and evaluation are based on a campus-scale dataset collected in
Columbia, United States, during the summer of 2025, with a 15 min sampling interval. The
measurements include aggregated electricity demand (kW), PV generation (kW), ambi-
ent temperature (◦C), and global horizontal irradiance (W/m2), all synchronized under
a common timestamp. During this period, demand typically ranges from approximately
250 kW at night to 850–950 kW at the evening peak, while PV output reaches approximately
350–400 kW (AC) around midday on clear sky days. As an indicative summer range for
Columbia, ambient temperature is approximately 20–35 ◦C, and irradiance varies from
0 W/m2 (nighttime) up to roughly 900–1000 W/m2 around midday on clear sky days,
with substantially lower and more rapidly fluctuating values under cloudy conditions.
For privacy and operational confidentiality, the data are reported in aggregated form and
contain no customer-level information. The proposed system parameters therefore serve as
a reproducible campus-scale testbed; multi-site validation is left for future work and would
require site-specific metering, PV characteristics, and local weather inputs.

Time resolution, input window length, forecast horizon, and train/test splits are
chosen to reflect typical operational requirements. The 15 min resolution follows the
native granularity of the available smart-meter/PV monitoring streams and captures real
intra-hour ramps and irradiance-driven PV fluctuations. The 168 h (7-day) input window
is selected to learn real weekly structure (weekday/weekend behavior) and multi-day
weather persistence/regime changes, which directly affect both demand and PV generation.
A 15 min sampling interval is used to balance temporal granularity with computational
cost. Although this study uses 15 min data, the proposed pipeline is not restricted to a
specific metering resolution. When moving to finer resolutions, short-term ramps and
intra-hour variability can be represented more explicitly, at the cost of longer sequences
and higher computational load; when moving to coarser resolutions (e.g., hourly), fast
dynamics may be smoothed and the input window and hyperparameters should be re-
tuned accordingly. This trade-off is consistent with prior smart-meter analyses on PV
self-consumption showing that the choice of recording interval (from 1 to 60 min) affects
the error when matching PV generation and household consumption profiles, and that
recommended resolutions may differ for daily versus annual assessments (e.g., finer for
daily analyses and coarser for annual reporting) [36]. The input window covers 168 h
(672 steps) of history, enabling the model to view multiple diurnal cycles and distinguish
regular patterns from anomalies. The forecast horizon is 24 h (96 steps), which is appropriate
for day-ahead planning and storage scheduling. The full 96-step day-ahead trajectory is
generated in a direct multi-step manner, rather than by iteratively rolling a one-step model
forward. This avoids the recursive feedback loop in which early-step errors propagate and
amplify across the horizon.

On the supply side, the PV plant has 500 kWp DC installed capacity. Using 600 Wp
modules, this corresponds to approximately 833 modules. These are organized into four
strings feeding four 100 kW inverters for a total AC capacity of 400 kW, giving a DC/AC
ratio of 1.25, which is common in modern PV design to maximize inverter utilization. A
performance ratio (PR) of around 0.80 is assumed, implicitly accounting for system losses
(temperature effects, wiring, inverters, etc.).

On the demand side, the aggregated load exhibits a night baseline of roughly 250 kW
and a distinct evening peak of 850–950 kW, with morning ramp-up also visible. Intra-day
variability in the order of ±10% is present, and pronounced weekday/weekend differences
are assumed. These characteristics create a non-trivial forecasting problem where both
short-term ramps and longer-term patterns must be captured. Table 1 summarizes the main
system parameters used in the designed scenario.
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Table 1. System parameters of the proposed smart grid.

Category Parameter Value/Description

Time & Scope Time resolution 15 min
Time & Scope Input window (Tin) 168 h = 672 steps
Time & Scope Forecast horizon (Tout) 24 h = 96 steps
Time & Scope Example periods 90 days training; 14 days test
PV (Supply) Total DC capacity 500 kWp
PV (Supply) Module rating/count 600 Wp/833 modules
PV (Supply) Strings/Inverters (AC) 4 strings; 4 × 100 kW = 400 kW AC
PV (Supply) DC/AC ratio/PR 1.25; performance ratio ≈ 0.80
PV (Supply) Midday peak (clear sky) 350–400 kW (AC)
Demand (Load) Night baseline ≈250 kW
Demand (Load) Daily peaks Morning rise; evening peak 850–950 kW
Demand (Load) Variability ±10%; distinct weekday/weekend pattern
BESS (optional) Energy capacity 500 kWh
BESS (optional) Power rating 250 kW charge/250 kW discharge
BESS (optional) Round-trip efficiency 0.90
BESS (optional) SOC limits 10–90%

3.2. Designed Hybrid CNN–GRU Model

The forecasting pipeline converts raw multivariate time series into supervised se-
quences using sliding windows. At each prediction time, the model receives an input
tensor representing the last Tin = 168 h (672 steps) of measurements and calendar features
and produces Tout = 24 h (96 steps) of forecasts for demand and PV. Net load can be obtained
either as a direct output or by subtracting the predicted PV from the predicted demand.

The input variables include aggregated demand (kW), aggregated PV output (kW),
ambient temperature (◦C), global irradiance (W/m2), and simple calendar encodings such
as hour-of-day and day-of-week using sine/cosine transformations. All numerical inputs
are standardized using Z-score scaling fitted on the training set and applied unchanged to
validation and test sets. This improves optimization stability and prevents features with
larger numeric range from dominating the gradients. Kernel size 3 was used to capture
short-term ramps at 15 min resolution; 64 filters provide sufficient feature diversity with
limited complexity; and a 128 → 64 GRU stack balances model capacity and overfitting
risk, as confirmed on the validation set.

The CNN component of the model is responsible for summarizing local temporal
patterns and cross-variable interactions. Two 1D convolutional blocks with, for example,
64 filters and kernel size 3 are used, each followed by nonlinearity (ReLU) and max pooling.
Convolutions act as learnable temporal filters that can detect patterns such as morning
ramps, midday PV plateaus, and evening peaks across multiple variables simultaneously.
Max pooling reduces the effective sequence length and provides some robustness to small
timing shifts and noise.

The GRU component stacks one or two recurrent layers (e.g., 128 units followed by
64 units) with dropout for regularization. The GRU layers operate on the feature sequences
produced by the CNN, aggregating information over longer horizons and maintaining a
compressed hidden representation of the past. This design enables the model to combine
fine-grained local structure (captured by the CNN) with extended memory and temporal
smoothing (provided by the GRU).

On top of the GRU layers, a dense output head maps the final temporal representation
to multi-step forecasts. This head is implemented as one or two fully connected layers
with linear activation at the output, producing a vector of length Tout × Ntargets, where
Ntargets is 2 (demand and PV) or 3 (if net load is also predicted explicitly). The unified dense
output layer enables simultaneous prediction of multiple targets through a shared latent
representation. This design enforces a joint loss function that captures intrinsic correlations
among outputs, thereby mitigating the error compounding effect common in isolated or
sequential forecasting models. By learning interdependencies directly, the model ensures
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consistent and physically coherent energy balance forecasts. Unlike iterative multi-step
approaches, where prediction errors propagate across horizons, the proposed architecture
constrains outputs through a shared optimization objective, reducing error accumulation.
This coherence across demand and generation forecasts enhances the reliability of net
load prediction and contributes directly to operational stability in smart grid applications.
The model is trained using mean squared error (MSE) loss over all horizons and targets,
minimized with the Adam optimizer. A learning rate on the order of 10−3 with a decay
scheduler is used, and early stopping is applied based on validation performance.

Table 2 summarizes the main input–output configuration and core hyperparameters
of the designed hybrid CNN–GRU model.

Table 2. Model I/O and core hyperparameters.

Category Item Configuration/Notes

Inputs Variables Demand (kW), PV (kW), temperature (◦C), irradiance (W/m2), calendar
(sin/cos)

Inputs Scaling Z-score (fit on training set)
Inputs Windowing Tin = 168 h → Tout = 24 h (15 min cadence)
Architecture CNN Two Conv1D blocks (e.g., 64 filters, kernel size = 3) + Max-Pool1D
Architecture GRU One–two GRU layers (e.g., 128 → 64 units) with dropout
Architecture Output head Dense multi-step outputs (demand, PV, optional net load)
Training Loss/Optimizer MSE; Adam (e.g., learning rate = 10−3 with scheduler)

Evaluation Metrics RMSE, MAPE (per-horizon and aggregated), optionally R2 and net-load
RMSE

Deployment Inference MATLAB batch (daily) and online (every 15 min)

4. Simulation Results
This section presents the simulation results obtained with the proposed hybrid CNN–

GRU forecasting framework implemented in MATLAB. The model is evaluated on a
campus-scale smart grid dataset at 15 min resolution, using a 168 h input window and
a 24 h forecast horizon. Performance is reported for demand and PV generation, as
well as for net load, and the hybrid CNN–GRU is compared against several baseline
models, including persistence, XGBoost, pure CNN, pure GRU, and LSTM. Each subsection
includes at least one representative figure together with a quantitative discussion of the
corresponding results.

4.1. Experimental Setup and Evaluation Protocol

The proposed hybrid CNN–GRU forecasting framework was implemented and eval-
uated in MATLAB using a campus-scale smart grid dataset. The dataset comprises syn-
chronized measurements of aggregated demand (kW), PV generation (kW), ambient tem-
perature (◦C), and global irradiance (W/m2) sampled at a 15 min resolution. Training is
performed offline, while inference is executed every 15 min; the average inference time per
96-step forecast is reported as ~0.10 s on a CPU, demonstrating suitability for near-real-time
operation. Calendar indicators, including hour of day and day of week, were encoded
using sine and cosine transformations and appended as additional input features. A sliding
input window of Tin = 168 h (672 steps) is used to construct multivariate sequences, and
the forecasting horizon is set to Tout = 24 h (96 steps). For each prediction time, the model
receives the last seven days of data and produces direct multi-step forecasts for the next
day. The time series is split chronologically into a 90-day training period and a 14-day
test period; a subset of the training period is reserved as a validation set to tune hyperpa-
rameters and perform early stopping. This strictly chronological split avoids information
leakage and mimics realistic deployment conditions where models are trained on past data
and applied to future, unseen days. The split is strictly chronological to avoid leakage
and to emulate training on past data and testing on future unseen days. The 14-day test
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period includes both clear sky and variable/cloudy conditions to assess robustness under
different irradiance regimes. Although the test window is 14 days, results are computed
by aggregating errors across all days and across all 96 forecast steps (rolling-origin evalua-
tion), which reduces sensitivity to any single day and provides a consistent assessment of
day-ahead performance under mixed weather regimes.

Prior to training, missing samples were identified and handled using simple yet robust
strategies: short gaps were forward-filled, and longer gaps were imputed based on seasonal
statistics within similar hours and days. Outliers were detected using robust dispersion
measures and replaced by local medians to reduce the impact of measurement errors. All
numerical input variables (demand, PV, temperature, irradiance) were standardized using
Z-score normalization fitted on the training set and applied unchanged to validation and
test sets. This scaling improves optimization stability and ensures that no single variable
dominates the gradient updates due to its numeric range.

The hybrid CNN–GRU model was trained using the Adam optimizer with a learning
rate on the order of 10−3, a mini-batch size appropriate for GPU memory, and early stopping
based on validation loss to prevent overfitting. For comparison, several baseline models
were implemented in MATLAB: (i) a persistence benchmark that uses the previous day’s
profile as the forecast, (ii) an XGBoost regressor applied to handcrafted lag and calendar
features, (iii) a pure CNN model, (iv) a pure GRU model, and (v) an LSTM model. All
models were trained on the same input–output pairs and evaluated on the identical 14-day
test set. Performance was assessed using multiple complementary metrics. For each target
(demand and PV generation) and for net load (defined as demand minus PV generation),
we report root mean square error (RMSE), mean absolute error (MAE), mean absolute
percentage error (MAPE, where applicable), and coefficient of determination (R2). In
addition, a net-load RMSE metric is computed to quantify accuracy in predicting the energy
balance that is directly relevant for storage scheduling and peak management. Evaluation
is performed in a rolling-origin fashion over the test period, and metrics are aggregated
across all forecast horizons and test days.

Figure 2 summarizes the sequence of steps from raw data acquisition and preprocess-
ing, through sequence construction and model training, to test-set evaluation and metric
computation.

Figure 2. Overall MATLAB-based simulation and evaluation pipeline for the proposed hybrid
CNN–GRU model.
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4.2. Day-Ahead Forecasting on Clear Sky Days

To illustrate the behavior of the proposed model under typical operating conditions,
this subsection presents a representative day-ahead forecasting example for both demand
and PV generation. The example corresponds to a clear sky weekday in the test period,
where the underlying patterns are relatively regular and the PV output exhibits a smooth
bell-shaped profile around midday. In this case study, the hybrid CNN–GRU model is
given the previous 168 h of multivariate data (demand, PV, temperature, irradiance, and
calendar features) and is tasked with predicting the next 24 h at a 15 min resolution.

Figure 3 shows the resulting day-ahead forecasts. The upper panel depicts the actual
and forecasted demand profiles over the day. The observed load shows a night-time baseline
around 250 kW, a moderate morning rise, and a dominant evening peak approaching
900 kW. The CNN–GRU forecast closely follows these dynamics, capturing both the timing
and magnitude of the morning ramp and the evening peak. For this clear sky day, the
daily RMSE for demand remains below 40 kW, corresponding to a daily MAPE of about 3%
relative to the peak load, and the coefficient of determination R2 exceeds 0.95.

Figure 3. Example day-ahead forecasting performance of the hybrid CNN–GRU model for a clear
sky weekday in the test set.

The lower panel of Figure 3 presents the corresponding PV generation time series.
Under clear sky conditions, the actual PV output exhibits a smooth ramp-up starting in the
morning, a broad midday plateau around 350–400 kW, and a ramp-down toward zero in
the late afternoon. The hybrid CNN–GRU model reproduces this profile with high fidelity,
accurately tracking the ramp-up slope, the duration and level of the midday plateau, and
the evening decrease. The daily RMSE for PV is below 25 kW, with a MAPE around 5%
relative to the midday peak of approximately 380 kW. Small residual errors around the
shoulders of the PV curve are expected due to minor irradiance fluctuations, but they
remain within acceptable operational limits.

Overall, the clear sky example in Figure 3 demonstrates that the proposed hybrid
CNN–GRU can provide highly accurate and well-aligned point forecasts for both demand
and PV power under nominal conditions. This level of accuracy is particularly valuable for
day-ahead unit commitment, reserve planning, and storage scheduling in smart grids.

The upper panel shows the actual and predicted demand profiles, including the
night-time baseline, morning ramp, and evening peak. The lower panel presents the
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corresponding PV generation profiles, where the model accurately tracks the smooth
ramp-up, midday plateau, and ramp-down under clear sky conditions.

4.3. Performance Under Variable Weather Conditions

Realistic smart grid operation also involves highly variable weather conditions that
induce rapid PV fluctuations and more irregular demand behavior. To assess the robustness
of the proposed model under such conditions, this subsection focuses on a cloudy test day
characterized by frequent cloud passages and sharp changes in irradiance. On this day, the
PV output departs significantly from the smooth bell-shaped curve, exhibiting multiple
local peaks and dips.

Figure 4 illustrates the forecasting performance of the hybrid CNN–GRU and selected
baselines on this variable weather day. For PV, the CNN–GRU is able to follow the main
structure of the trajectory, substantially reducing large systematic biases relative to the
persistence and XGBoost models. Typical PV RMSE values on such days lie in the range of
30–35 kW for the CNN–GRU, with MAPE around 8–10%, whereas the persistence model
often exhibits RMSE above 40 kW and noticeably higher MAPE due to its inability to
anticipate rapid changes.

Figure 4. Forecasting performance of the hybrid CNN–GRU model and baseline methods on a cloudy
test day with rapidly varying PV generation.

Demand is indirectly affected by weather through temperature- and occupancy-driven
behavior, but the daily pattern remains more regular than PV. On the cloudy day shown in
Figure 4, the hybrid CNN–GRU maintains demand RMSE in the range of 35–40 kW and
MAPE around 4%, still outperforming recurrent and tree-based baselines by approximately
10–20% in RMSE terms. These results indicate that the convolutional front end helps the
model capture short-lived patterns associated with rapid irradiance changes, while the
GRU layers preserve longer-term context, leading to robust performance under challenging
meteorological regimes.

The model tracks the main structure of the demand and PV trajectories more closely
than baseline methods, particularly during fast irradiance transitions.
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4.4. Comparative Accuracy of Different Models

To provide a global quantitative comparison across models, this subsection summa-
rizes the average test-set performance for demand and PV generation in terms of RMSE
and MAPE. The considered forecasting methods are persistence, XGBoost, CNN, GRU,
LSTM, and the proposed CNN–GRU. All metrics are computed over the full 14-day test
horizon and across all 96 forecast steps in the 24 h horizon.

Figure 5 presents a grouped bar chart of RMSE and MAPE for each model. For demand,
the hybrid CNN–GRU achieves the lowest RMSE, with values on the order of 30–40 kW and
MAPE around 3–4%, representing an approximate 10–20% improvement over GRU and
LSTM baselines and an even larger gain over persistence. For PV, the CNN–GRU similarly
outperforms all other methods, with RMSE typically in the range of 20–30 kW and MAPE
around 5–6%, compared to higher errors for tree-based and purely recurrent models.

Figure 5. Comparison of forecasting accuracy for different models on the 14-day test set in terms of
RMSE and MAPE for demand and PV.

The performance gains are particularly evident when focusing on net-load RMSE,
which directly reflects the accuracy of the energy balance prediction relevant for operational
planning. Across the 14-day test horizon, the CNN–GRU consistently yields the lowest net-
load RMSE, whereas persistence and XGBoost exhibit larger deviations due to their limited
ability to jointly model correlated demand and PV dynamics. These comparative results
confirm that combining convolutional feature extraction with gated recurrent units yields
both statistically and operationally significant improvements in short-term demand–supply
forecasting for smart grids.

To further demonstrate the competitiveness of the proposed framework, Table 3
presents a comparative summary of our results against recent studies in literature, focusing
on architecture, time resolution, and MAPE performance.

As shown in Table 3, the proposed hybrid CNN-GRU model achieves a MAPE range
of 4.0–6.0%, demonstrating strong competitiveness relative to recent state-of-the-art archi-
tectures. In particular, the proposed model performs favorably compared to TCN-ECANet-
GRU and Q-CNN-GRU while operating at a finer 15 min resolution. Since shorter temporal
resolution typically introduces higher volatility and forecasting complexity, the results
indicate that the integration of convolutional feature extraction and gated recurrent units
effectively captures short-term demand-supply dynamics. These findings support the
robustness and practical applicability of the proposed forecasting framework for smart
grid operations.
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Table 3. Comparative analysis with existing literature.

Study Architecture Resolution MAPE (%)

Ref. [20] Deep LSTM-RNN 60 min 5.00–9.00%
Ref. [32] Deep Learning (WPE) 60 min 6.50–9.20%
Ref. [33] TCN-ECANet-GRU 15 min 4.82–6.15%
Ref. [34] Q-CNN-GRU 60 min 5.50–8.50%
Proposed Hybrid CNN-GRU 15 min 4.00–6.00%

The proposed hybrid CNN–GRU model consistently outperforms persistence, XG-
Boost, CNN, GRU, and LSTM baselines, and achieves the lowest net-load RMSE. In order
to contextualize the achieved accuracy beyond our internal baselines, we note that the
error levels reported in related deep and hybrid forecasting studies (Refs. [19–27]) vary
considerably with dataset scale, time resolution, forecast horizon, and the availability of me-
teorological inputs. While direct one-to-one numerical comparison is therefore limited, our
results (Demand MAPE ≈ 3–4% and PV MAPE ≈ 5–6% over a 96-step, 15 min day-ahead
horizon) fall within the range reported for recent hybrid architectures in comparable short-
term settings, supporting the competitiveness of the proposed CNN–GRU framework.

4.5. Net-Load Forecasting and Operational Indicators

Net-load forecasting, defined as predicting the difference between demand and PV
generation, is of central importance for grid operators because it directly determines the
residual power that must be supplied by conventional generators, storage systems, or the
upstream grid. This subsection focuses on a representative high-demand day in the test set,
with particular emphasis on the evening peak period when the PV contribution has largely
vanished and the load reaches its maximum.

Figure 6 presents the net-load time series (actual versus forecast) for this peak day. The
hybrid CNN–GRU model successfully captures both the timing and the magnitude of the
net-load peak, with an absolute peak error typically below 40 kW and a timing deviation
within one 15 min interval. Over the entire day, the net-load RMSE remains in the range of
35–45 kW, and the daily MAPE is around 4–5% with respect to the maximum net load.

Figure 6. Net-load forecasting results of the hybrid CNN–GRU model for a representative high-
demand test day.
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When aggregated over the full 14-day test period, the CNN–GRU achieves the lowest
net-load RMSE among all compared models, while also reducing the maximum absolute
error observed across days. For instance, average net-load RMSE is reduced by approxi-
mately 15–25% relative to GRU and LSTM baselines, and even more when compared to
persistence, which often misestimates peaks on days with significant changes in demand
or PV behavior. From an operational standpoint, improved net-load forecasting translates
into more accurate sizing of spinning reserves, better utilization of battery energy storage
systems, and more reliable triggering of demand response programs, thereby enhancing
both economic efficiency and reliability in smart grid operation. In practice, this can reduce
conservative reserve procurement and avoid unnecessary storage charge/discharge actions
triggered by anticipated imbalance errors.

While the present evaluation is campus-scale, the proposed data-driven framework
is model-agnostic to geography and can be deployed in other regions by re-training/fine-
tuning on site-specific load/renewable profiles and local meteorology. For larger grids, the
approach can be applied at feeder/zone level with aggregated measurements and extended
feature sets (e.g., spatially distributed weather, additional renewable outputs, and flexible
loads such as EV charging). Training is performed offline, whereas inference is executed
every 15 min; the average inference time per 96-step day-ahead forecast is approximately
~0.10 s on CPU, indicating suitability for near-real-time operation.

The model accurately captures the timing and magnitude of the evening net-load peak,
which is critical for reserve sizing and storage scheduling.

4.6. Error Distribution and Ramp-Specific Analysis

Beyond average accuracy metrics, it is important to understand the distribution
and structure of forecasting errors, particularly under challenging conditions such as
large ramps. To this end, this subsection analyzes both the overall error distribution and
the relationship between error magnitude and ramp size for the proposed model and
selected baselines.

Figure 7 summarizes the distribution of forecast errors for the hybrid CNN–GRU
model and two recurrent baselines (GRU and LSTM) over the entire 14-day test set. For
demand, the CNN–GRU exhibits the lowest median absolute error and the narrowest
interquartile range, indicating that typical prediction errors are both smaller and more
tightly concentrated. For example, the median absolute error for demand remains around
20 kW with an interquartile range of approximately 10–30 kW, whereas the LSTM and
GRU baselines show higher medians (around 25–30 kW) and wider spreads. A similar
pattern is observed for PV generation, where the proposed model reduces the frequency
and magnitude of large outliers, particularly on days with rapidly changing irradiance.

In addition, the relationship between forecast error and ramp magnitude can be
examined to evaluate model robustness during sudden changes. Scatter plots of absolute
error versus ramp size indicate that, for demand ramps larger than 100 kW per 15 min
interval, the average absolute error of the CNN–GRU remains in the range of 35–40 kW,
while the GRU and LSTM baselines typically exhibit errors between 45–55 kW, and the
persistence benchmark often exceeds 60 kW. A similar trend is observed for PV power
during rapid irradiance transitions. This behavior is operationally important, since large
ramps correspond to the most challenging events for grid operators, such as evening load
increases and fast cloud passages. The ability of the hybrid CNN–GRU model to limit
errors under these conditions directly supports more reliable reserve sizing, ramp-rate
control, and battery scheduling.
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Figure 7. Distribution of forecast errors for the hybrid CNN–GRU model compared to GRU and
LSTM baselines on the 14-day test set.

The boxplots summarize the absolute errors for demand and PV across all horizons,
illustrating lower median error and reduced spread for the proposed model, particularly
under ramping conditions.

5. Conclusions
This study presented a hybrid CNN–GRU deep learning framework for intelligent

short-term demand–supply forecasting in smart grids. By combining convolutional feature
extraction with gated recurrent temporal modeling, the proposed architecture effectively
captures both local temporal motifs and long-range dependencies in multivariate energy
time series. The model was developed and validated in MATLAB using real-world datasets
comprising electricity load, PV generation, and meteorological variables.

On the 14-day test set, the proposed CNN–GRU achieved the lowest forecasting
errors among all compared methods, with approximately Demand RMSE ≈ 34 kW and PV
RMSE ≈ 28 kW, while maintaining low percentage errors (Demand MAPE ≈ 4% and PV
MAPE ≈ 6%).Under challenging variable weather days, typical PV RMSE remains around
30–35 kW, while demand RMSE stays around 35–40 kW, indicating stable performance
over the 96-step (24 h) horizon. In addition, net-load forecasting accuracy improved by
reducing peak-period deviations and ramp-related errors compared to persistence and
single-model baselines. Operationally, the strongest gain is the ~15–25% reduction in
net-load error, which directly supports tighter reserve sizing, fewer peak-period deviations,
and more BESS-friendly scheduling (reduced corrective cycling). Moreover, during sharp
ramp intervals (≥100 kW per 15 min), the CNN–GRU limits absolute errors to ≈35–40 kW,
indicating robust behavior under the most critical operating events.

The proposed CNN–GRU model outperforms conventional single-model approaches,
including LSTM, GRU, CNN, XGBoost, and persistence baselines, in terms of RMSE, MAE,
MAPE, and R2. In RMSE terms, the proposed model provides an improvement on the order
of ~10–20% for demand compared to recurrent and tree-based baselines, while average net-
load RMSE is reduced by approximately 15–25% relative to GRU and LSTM baselines over
the same 96-step horizon, making the performance gain quantitatively explicit (not only
qualitative). Practically, these improvements enable more reliable day-ahead scheduling,
better reserve sizing, and improved battery energy storage operation through more accurate
net-load estimates, supporting peak shaving and load balancing in renewable-rich smart
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grids, which are essential pillars for achieving long-term environmental sustainability
goals. The results highlight the potential of hybrid deep learning architectures as core
components of data-driven, adaptive smart grid operation frameworks. By providing
high-precision forecasting, this study supports sustainability-oriented energy management
by reducing operational uncertainty, improving renewable integration efficiency, and
enhancing resource utilization in renewable-rich smart grids.

Nevertheless, the present evaluation is limited to a campus-scale scenario and a rel-
atively short time span (90 days training, 14 days testing), which restricts conclusions
about seasonal and cross-site generalization; furthermore, the current study reports point
forecasts without uncertainty bounds and does not include multi-year cross-validation or
formal statistical significance testing. Because the dataset covers a limited period, seasonal
generalization cannot be fully assessed; future work will evaluate the method on multi-
season and multi-year datasets to quantify seasonality robustness. This study does not
include multi-year cross-validation or formal statistical significance tests across folds; incor-
porating multi-year data and significance testing (e.g., paired tests over days/horizons) is
part of future work. The current work focuses on point forecasting; probabilistic forecasting
and uncertainty quantification will be considered in future work to provide prediction
intervals for operational risk-aware decisions.

Future work will explore probabilistic forecasting extensions, transformer-based ar-
chitectures for long-range dependency modeling, and tighter integration of the forecast-
ing module with reinforcement learning-based energy management systems in MAT-
LAB/Simulink. At a 15 min resolution, the forecasting module naturally aligns with typical
supervisory EMS/RL decision cycles in MATLAB/Simulink, where actions (e.g., BESS
charge/discharge set points or demand-response signals) are updated every 15 min rather
than at fast inner-loop power electronics rates. Since training is performed offline and
online inference is lightweight (≈0.10 s per 96-step forecast on CPU), the computational
burden is small relative to the 900 s control interval, leaving sufficient time for RL policy
evaluation and optimization. Scalability to higher-penetration or larger systems can be
addressed by feeder/zone-level aggregation, parallel evaluation across zones, and periodic
re-training, while keeping the real-time loop feasible for practical deployment. Future
studies will also extend validation to multi-season/multi-year and multi-site datasets and
will quantify computational cost (training time and inference latency) to support real-time
deployment claims. These directions aim to further improve robustness, interpretability,
and real-time adaptability under high renewable penetration and nonstationary operating
conditions. Ultimately, the proposed hybrid deep learning model strengthens the technical
foundation of sustainable smart grid operation by quantitatively improving forecasting
reliability and operational efficiency in renewable-integrated energy systems.
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