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Abstract

Under the intensifying impacts of climate change, tightening agricultural resource con-
straints, and escalating food security pressures, the development of high-accuracy and
interpretable crop yield estimation methods has become a critical technical issue in sus-
tainable agricultural engineering. In this study, multi-temporal and multi-spectral remote
sensing imagery are utilized as the core input. A multi-scale visual feature extraction mod-
ule is designed to characterize canopy texture, field structure, and regional heterogeneity,
while a temporal growth modeling module captures the dynamic evolution of crops from
emergence to maturity. Yield regression is further integrated with economic mapping
and explainability mechanisms, thereby forming an end-to-end prediction framework.
Experimental results across multiple regions and years demonstrate that the proposed
method outperforms various representative models. In the primary regression experiment,
the framework achieves approximately R2 = 0.76, with MAE reduced to 0.60 and MSE
to 0.62, representing an error reduction of over 25% compared with traditional regression
approaches and classical machine learning models. In classification experiments for yield-
grade evaluation, the model attains an accuracy of approximately 0.85, with both precision
and recall exceeding 0.82, demonstrating its effectiveness in both continuous yield predic-
tion and stable yield-level region identification. Cross-region and cross-year validation
further indicate strong generalization capability, with R2 remaining above 0.65 in unseen
regions and around 0.67 under cross-year prediction settings. Ablation studies confirm
the synergistic contributions of multi-scale spatial modeling, temporal growth modeling,
and explainability constraints, as performance consistently declines when any individual
module is removed. Overall, the results highlight that the proposed framework provides
reliable data support for precision agricultural management, resource optimization, and
agricultural engineering decision-making, while also offering a scalable and reproducible
pathway for sustainable agricultural engineering development.

Keywords: sustainable agriculture; multi-temporal remote sensing; agricultural engineering
for sustainable development; crop yield estimation; explainable artificial intelligence;
agro-chemical sustainability

1. Introduction
Under the intensifying impacts of global climate change, population growth, and in-

creasing constraints on arable land and water resources, agricultural systems face the
critical challenge of sustaining yield growth under mounting resource and environmental
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pressure [1]. Agricultural yield is closely linked to food security and sustainable devel-
opment and serves as a key indicator influencing farmers’ income, regional disparities,
and agricultural policy formulation [2]. High-accuracy, spatially explicit yield estimation
is therefore essential for precision agriculture, resource optimization, and agricultural
modernization [3]. However, yield data are often difficult to obtain, updated slowly,
and limited in spatial resolution, restricting fine-grained decision-making and long-term
monitoring [4]. Constructing a system capable of accurately characterizing large-scale,
continuous spatiotemporal yield patterns thus holds significant theoretical and practical
value for sustainable agriculture [5].

From the perspective of sustainable agricultural engineering, yield formation is reg-
ulated not only by climate and management but also by agro-chemical processes such
as soil nutrient cycling, fertilizer utilization efficiency, and crop biochemical metabolism.
Variations in nitrogen availability, chlorophyll synthesis, and water–carbon interactions
directly affect productivity and environmental sustainability. Integrating agro-chemical
indicators into engineering-oriented yield estimation frameworks is therefore crucial for
promoting resource-efficient and environmentally sustainable agricultural development.

Traditional yield estimation methods rely on statistical surveys, field measurements,
and empirical models [6]. Although ground-based approaches achieve high accuracy at
small scales, they are costly, time-consuming, and unsuitable for large-area applications,
while failing to reflect spatial heterogeneity [7]. Remote sensing–based empirical regression
and vegetation index methods such as NDVI and EVI enable large-scale estimation but
assume simplified relationships and struggle to capture complex nonlinear growth dynam-
ics [8]. Because yield is jointly influenced by climate, soil, and management with strong
regional and interannual variability, traditional models often exhibit poor cross-regional
and cross-temporal generalization [9]. These limitations constrain the practical value of
remote sensing–based yield estimation in precision agriculture and policy analysis [10].

Advances in remote sensing and computing power have enabled deep learning–based
yield estimation [11], which has been widely applied in crop type identification, growth
monitoring [12], and disaster assessment [13]. Nevertheless, high-precision prediction
of continuous variables such as remote sensing imagery–crop yield remains relatively
underexplored [14]. Some studies rely on single-temporal imagery and neglect growth
dynamics [15], while others emphasize predictive accuracy but overlook interpretability
and socioeconomic implications [16], limiting their value for decision support and social
science research [17]. Representative studies include Li et al. [18], Jian Li et al. [19], Zhangxin
Liu et al. [20], Yedukondalu N. et al. [21], and Sungwook Yoon [22].

Building upon this background, a comprehensive remote sensing and deep learn-
ing–driven yield estimation framework integrating multi-temporal information is proposed.
As shown in Figure 1, deep learning models automatically extract crop growth features
from multi-source, multi-scale imagery to establish high-precision mappings between
remote sensing features and yield, enabling spatially continuous prediction. The esti-
mated yields are further linked with farmers’ income and regional economic indicators
to evaluate the socioeconomic implications of spatial variability. This design improves
predictive accuracy while extending the practical value of remote sensing–based yield
estimation within sustainable agriculture. Agro-chemical and biochemical indicators are
also incorporated to interpret productivity from the perspective of nutrient management
and resource-use efficiency.
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Figure 1. Overview of the proposed holistic yield estimation framework. The pipeline consists of
three phases: Stage 1 integrates multi-temporal remote sensing imagery with meteorological and
topological data; Stage 2 employs a multi-scale spatial feature extraction and temporal attention mech-
anism to model crop growth dynamics; Stage 3 generates high-precision yield regression maps and
interpretable economic insights to provide actionable decision support for agricultural management.

The main contributions of this study are as follows:

1. A deep learning–based yield estimation method integrating multi-temporal remote
sensing imagery is proposed, effectively capturing nonlinear crop growth dynamics
and improving prediction accuracy and stability.

2. Multi-scale feature extraction and temporal modeling strategies enhance adaptability across
regions, crop types, and growth conditions, thereby improving model generalization.

3. An interpretability analysis mechanism is introduced to quantify the contributions of growth
stages and features to yield, facilitating transparent explanation of model predictions.

4. High-resolution yield outputs are integrated with farmers’ income and regional devel-
opment indicators to support agricultural policy formulation, resource optimization,
and coordinated regional development.

5. The potential of intelligent yield estimation models in agricultural education, farmer
training, and sustainable development curricula is explored, highlighting their
broader societal value.

2. Related Work
2.1. Applications of Remote Sensing in Agricultural Yield Estimation

Remote sensing–based agricultural yield estimation is grounded in the principle
that crop growth status can be indirectly characterized through spectral information [23].
Across growth stages, variations in leaf area index, canopy structure, biomass accumula-
tion, and water content substantially influence solar radiation absorption and reflection,
particularly in the visible and near-infrared bands [24]. Periodic remote sensing observation
therefore enables non-contact acquisition of spectral information reflecting crop conditions
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for yield estimation [25]. Based on this mechanism, vegetation index methods became
dominant in early studies, where indices such as NDVI and EVI were widely used to
characterize crop growth and establish statistical relationships with final yield [26]. In
practice, vegetation indices or multispectral features are treated as independent variables,
with linear or multiple regression models applied for yield prediction [27]. These meth-
ods support regional and national yield trend analysis with relatively low computational
cost [28]. However, several limitations have been identified. First, index saturation forms a
critical bottleneck: NDVI loses sensitivity when LAI exceeds 3, reducing responsiveness to
biomass variation in high-yield crops [29]. Second, the assumption that “greenness equals
yield” fails during reproductive stages, when photosynthetic activity shifts to ears and leaf
senescence occurs despite increasing grain weight [30]. Third, pixel-wise spectral ratios
neglect spatial texture information such as planting density and row structure. Finally,
climatic, soil, and management heterogeneity causes identical index values to correspond to
different yield levels, limiting cross-regional generalization [31]. These constraints highlight
the need for methods capable of modeling nonlinear spatio-temporal dynamics beyond
simple spectral indices.

2.2. Deep Learning and Computer Vision in Agriculture

Deep learning has been increasingly applied in agricultural remote sensing, including
crop type identification, planting structure mapping [32], growth monitoring, and disaster
assessment [33]. Compared with traditional approaches, these methods demonstrate
stronger feature representation and robustness in complex environments [34]. Recent
advances further show their effectiveness in enhancing satellite spatial resolution for fine-
grained agricultural characterization [35]. Nevertheless, yield estimation as a continuous
prediction task remains less explored than classification-oriented applications [36]. Existing
deep learning yield studies face two key limitations. First, spatial–temporal modeling is
often structurally decoupled. CNN-based models emphasize static spatial textures but
overlook cumulative growth dynamics [37], whereas recurrent models (e.g., LSTM) capture
temporal sequences while losing field-level spatial context. Second, end-to-end models
suffer from “black-box” interpretability issues. Although physics-informed designs have
emerged in related domains such as soil moisture mapping [38], most yield models lack
attribution mechanisms to verify whether predictions rely on agronomically meaningful
features, reducing trust in decision-making contexts [39]. Developing unified, interpretable
spatio-temporal frameworks therefore remains a critical challenge [40].

2.3. Integrated Studies from Agricultural Yield, Economic Development,
and Education Perspectives

From economic and social science perspectives, agricultural yield is a key determi-
nant of farmers’ income, food security, and regional development disparities [41]. Spatial
yield distribution directly affects income stability, input returns, and regional economic
structures, informing agricultural policy and planning [42]. Traditional analyses rely on
statistical yearbooks and survey datasets, which, despite macro-level authority, lack spatial
granularity and temporal continuity and are constrained by the Modifiable Areal Unit Prob-
lem (MAUP) [43]. Integrated studies still face notable theoretical gaps between technical
metrics and socioeconomic applicability. First, most remote sensing yield models optimize
statistical accuracy rather than economic decision value, limiting their utility for production
function analysis [44]. Second, the “black-box” nature of deep learning hinders causal
interpretation required for policy formulation [45]. Third, limited pedagogical visualization
restricts their integration into agricultural education and training [46]. Addressing these
gaps requires frameworks that combine high-accuracy prediction with interpretability to
support economic analysis and educational practice.
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3. Materials and Method
3.1. Data Collection

A comprehensive dataset integrating remote sensing imagery, ground-based yield
data, and meteorological and soil information was constructed to support the training and
analysis of the yield estimation model, and the data were mainly collected from Wuyuan
County, Bayannur City, Inner Mongolia, as well as from online sources, as shown in Table 1.
Remote sensing data included multispectral satellite imagery from Sentinel-2 and Landsat
8/9, and multi-temporal images covering the main growing seasons of the study area were
acquired, as illustrated in Figure 2. The temporal range covered key growth stages of crops,
including sowing, emergence, jointing, heading, and maturity. The spatial resolution of the
imagery ranged from 10–30 m and included visible, near-infrared, and shortwave infrared
bands, which can be used to characterize canopy structure, changes in leaf area index,
and biomass accumulation. All images were processed through radiometric calibration,
atmospheric correction, and geometric correction, and cloud and shadow pixels were
removed using cloud detection and de-clouding algorithms to ensure data quality and
temporal continuity.

2024.02 2024.04 2024.06 2024.08 2024.10 2024.12

Figure 2. Examples of multispectral satellite imagery acquired by Sentinel-2 and Landsat-8/9 over
Wuyuan County, Bayannur City, Inner Mongolia, China. The figure shows true-color images acquired
in February, April, June, August, October, and December 2024.

Ground-based yield data were organized at the township or village level and included
information on crop type, sown area, and total yield. Field-measured data were obtained
by setting sampling plots in representative fields, and actual yield values were acquired
through manual harvesting, weighing, and moisture content correction, which were used
to supplement and validate the statistical data. All yield data were converted into unified
units and were spatially located using plot boundaries or administrative vector data, so that
accurate matching with remote sensing imagery could be achieved. To support the yield
grade classification experiment mentioned in this study, the continuous yield data were
further discretized into three categories based on the regional yield distribution: “Low Yield”
(<6000 kg/ha), “Medium Yield” (6000–9000 kg/ha), and “High Yield” (>9000 kg/ha).
The dataset exhibits a balanced distribution among these classes, with approximately 30%
classified as Low Yield, 45% as Medium Yield, and 25% as High Yield, ensuring that the
model is trained and evaluated on a representative sample of yield levels. These variables
also reflect agro-chemical sustainability conditions, including nutrient availability, soil
fertility status, and fertilizer response potential.

Meteorological data mainly included daily variables such as temperature, precipita-
tion, solar radiation, and relative humidity. Soil data were obtained from the national soil
database and regional soil survey results and included soil type, organic matter content,
texture, and water-holding capacity. These data were used to describe the environmen-
tal background of crop growth and to provide support for the economic and ecological
interpretation of model results. All data were unified to the same spatial resolution as
the remote sensing imagery through spatial interpolation or resampling, and temporal
alignment methods were applied to match meteorological data with remote sensing phases
and growth stages. Finally, a sample dataset with the core structure of “field–growth
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stage–remote sensing features–environmental variables–yield” was formed, providing a
reliable data foundation for subsequent model training and evaluation.

Table 1. dataset composition and scale statistics.

Data Type Time Range Data Scale

multi-temporal remote sensing imagery growing seasons from 2019–2024 1250 images
ground-based yield statistics 2019–2024 3600 administrative units
field-measured yield samples 2021–2024 420 sampling plots
meteorological data 2019–2024 about 2200 days at daily scale
soil data static data one regional raster dataset

3.2. Data Preprocessing and Augmentation Strategy

Remote sensing imagery constitutes the core input for agricultural yield estimation,
and its quality directly affects the reliability of learned features. Owing to complex imaging
conditions, sensor discrepancies, and atmospheric disturbances, raw data often suffer from
cloud contamination, noise interference, and spatial resolution inconsistency. Directly
feeding such data into deep learning models can introduce systematic errors, causing misin-
terpretation of non-crop information and degrading prediction accuracy and generalization.
Therefore, systematic preprocessing is essential to ensure effective yield modeling.

From a physical imaging perspective, the signal received by a remote sensing sen-
sor can be modeled as the superposition of true surface reflectance, atmospheric effects,
and sensor noise. Let the observed pixel value in band b be Xb:

Xb = Rb + Cb + εb, (1)

where Rb denotes true canopy reflectance, Cb represents cloud or aerosol radiance, and εb

denotes sensor noise. Preprocessing aims to recover Rb while suppressing Cb and εb.
To mitigate cloud contamination, a temporal consistency–based de-clouding strategy

is adopted. Because crop growth is continuous, cloud interference appears as abrupt
anomalies that can be repaired through temporal interpolation. Let pixel observations
across time be Xt

T
t=1. For a contaminated time point tc:

X̂tc = ∑
i∈N (tc)

wiXi, ∑
i

wi = 1, (2)

where N (tc) denotes neighboring cloud-free phases and wi are temporally weighted coeffi-
cients. This preserves growth continuity without introducing external priors.

Following de-clouding, multi-source imagery may still differ in spatial resolution. Di-
rect concatenation can cause feature-scale inconsistency and hinder convergence. Therefore,
all inputs are resampled to a unified grid:

X̃(x′, y′) = ∑
(x,y)∈Ω(x′ ,y′)

k(x, y; x′, y′)X(x, y), (3)

where Ω(x′, y′) denotes the corresponding pixel neighborhood and k(·) is the interpolation
kernel. This ensures spatial comparability across regions and data sources.

Because spectral bands differ in value range and distribution, normalization is further
applied to stabilize training:

Xnorm
b =

Xb − µb
σb

, (4)

where µb and σb denote the mean and standard deviation of band b. This reduces gradient
instability and distribution shifts.
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Beyond preprocessing, data augmentation is introduced to enhance generaliza-
tion across regions and growth conditions by constructing semantically consistent yet
appearance-diverse samples.

In the spatial dimension, multi-scale cropping is employed. Yield depends on both
local canopy structure and large-scale field morphology. Given an original patch size
H × W and scale ratio α ∈ (0, 1]:

H′ = αH, W ′ = αW. (5)

Random sampling of α enables multi-scale feature learning from local to global contexts.
In the temporal dimension, perturbation is applied to improve robustness to pheno-

logical variability. Let the original sequence be Xt
T
t=1:

X̃t = Xt+δt , δt ∼ U (−∆, ∆), (6)

where δt is a random offset controlling growth rhythm variation. This encourages focus on
evolutionary patterns rather than fixed timestamps.

In the spectral dimension, perturbation simulates sensor and atmospheric variability:

X̃b = Xb · (1 + ϵb), ϵb ∼ N (0, σ2), (7)

where ϵb is zero-mean Gaussian noise. This alleviates spectral distribution shifts across
imaging conditions.

3.3. Proposed Method
3.3.1. Overall

After data alignment and quality control, the proposed method employs a multi-
temporal, multispectral remote sensing image sequence as input. An end-to-end prediction
pipeline is constructed, consisting of four stages: multi-scale representation, temporal
evolution modeling, yield regression, and explainable mapping. Let the remote sensing
imagery of a given field across T observation phases be denoted as X = Xt

T
t=1, where

Xt ∈ RH×W×B represents a B-band image patch at phase t. First, the multi-scale visual
feature extraction module encodes each phase independently. The raw imagery is mapped
to a compact spatial representation Ft = Φ(Xt) ∈ Rh×w×d through parallel convolutional
branches with different receptive fields, combined with an attention-based feature selection
mechanism. This design enables the joint modeling of local canopy textures, field morphol-
ogy, and regional growth heterogeneity. Meanwhile, adaptive channel-wise and spatial
weighting mechanisms emphasize yield-sensitive spectral band combinations and spatially
critical regions. Subsequently, the phase-wise features are arranged in chronological order
to form a feature sequence S = Ftt = 1T . This sequence is then input into the temporal
growth modeling module, denoted as G(·), which learns dynamic growth trajectories and
cross-phase dependencies spanning the entire crop development process from emergence
to maturity. A growth representation vector z = G(S) ∈ Rk is thereby obtained, integrating
seasonal information across all observation phases. Based on this latent representation,
a yield regression head R(·) maps z to the field-level yield estimate ŷ = R(z). The overall
network is jointly optimized under a supervised learning objective (e.g., mean squared
error), ensuring that spatial feature extraction and temporal dependency modeling are
coherently aligned toward the yield prediction target. Finally, the yield–economic mapping
and explainability module conducts attribution analysis based on internal attention weights
and feature contributions. It quantitatively evaluates the influence of different growth
stages and spatial regions on ŷ and further establishes a linkage between high-resolution
yield predictions and external economic indicators. In this manner, a closed-loop framework
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is formed that is “predictable, explainable, and analyzable,” thereby enabling both direct
yield estimation and socio-economic interpretation within a unified modeling architecture.

3.3.2. Multi-Scale Visual Feature Extraction Module

The multi-scale visual feature extraction module constitutes the spatial encoding
foundation of the proposed framework. Its primary objective is to transform the raw
multi-temporal remote sensing image sequence into a compact and discriminative feature
sequence. To ensure the reproducibility of the study and effectively capture spatial de-
tails ranging from local canopy textures to global field structures, we designed parallel
convolutional branches with specific hyperparameter settings. Specifically, the module
employs three parallel branches: (1) a standard 3 × 3 convolution (dilation rate r = 1)
to capture fine-grained local textures; (2) a 3 × 3 dilated convolution with a dilation rate
of r = 2 to perceive field-level structures without reducing resolution; and (3) a 3 × 3
dilated convolution with r = 5 to capture broader regional heterogeneity. The outputs of
these branches are fused to provide high-quality spatial feature representations for the
subsequent temporal growth modeling.

As shown in Figure 3, after the multi-scale convolution and attention modules, the spa-
tial feature map at phase t is denoted as Ft ∈ Rh×w×c. A compact representation ft ∈ Rd is
obtained via global average pooling and linear projection. The phase-wise representations
are stacked in chronological order to form a sequence S = {f1, f2, . . . , fT}. This sequence
is first fed into a temporal encoder based on multi-head self-attention. To capture the
correlations between different growth phases, the attention mechanism computes adaptive
weights. Let Q, K, and V denote the query, key, and value matrices derived from linear
projections of the input sequence. The attention weights αtj are calculated using the scaled
dot-product formula:

αtj = Softmax

(
qtk⊤

j√
dk

)
(8)

where dk is the dimension of the key vector. The updated temporal representation is then
computed as ht = ∑j αtjvj. This mechanism ensures that key growth stages exert a larger
influence on the final representation. Compared with conventional recurrent networks,
this structure does not rely on strict temporal recursion and is therefore more suitable for
complex agricultural scenarios where growth rhythms may advance or lag.
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Figure 3. Overview of the multi-scale visual feature extraction module.
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After temporal encoding, a multi-scale temporal receptive-field mechanism is in-
troduced by using subspace projections with different temporal spans in the attention
computation, so that both short-term fluctuations and long-term trends can be simultane-
ously attended. For example, specific attention heads are constrained to local temporal
windows (e.g., window size w = 3) to characterize rapid growth or abrupt changes, while
other heads operate with global attention (w = T) to capture the long-term impact of
early emergence quality on later yield. The outputs from different temporal scales are
fused along the feature dimension to obtain an integrated growth representation z ∈ Rk.
With this multi-scale temporal modeling mechanism, yield formation is interpreted from
the perspective of the entire growth trajectory rather than being restricted to a single
key snapshot.

In terms of parameter settings, the temporal encoding module is configured with
L = 4 attention encoder layers. Each layer consists of H = 8 attention heads with a
hidden dimension d = 512, ensuring sufficient expressiveness without incurring excessive
computational burden. The feed-forward network is implemented with a two-layer fully
connected structure, with an intermediate expansion ratio of 4 (dimension 2048) to en-
hance nonlinear expressiveness. Residual connections and layer normalization are applied
after each sub-layer to ensure training stability in deep networks and facilitate smooth
gradient propagation.

From a mathematical perspective, this module essentially learns a weighted composi-
tion function along the temporal dimension, so that the final representation z can be viewed
as a nonlinear fusion of phase-wise features under adaptive weights, i.e., z ≈ Φ(∑t wtft),
where wt is learned by the attention mechanism. Unlike simple averaging or fixed weight-
ing, the weights wt vary across samples and can emphasize the most critical growth stages
for different fields and years, which is consistent with the objective reality that yield is
largely determined by key periods in agricultural production. This design not only im-
proves prediction accuracy by exploiting multi-temporal information but also enables
the identification of yield-sensitive periods through attention analysis, thereby providing
direct evidence for agricultural management and interpretability analysis. The “multi-scale
temporal receptive field + self-attention weighting” structure allows stable learning of the
mapping between crop growth and yield under complex climates, diverse management
practices, and pronounced regional heterogeneity, and constitutes the key structural foun-
dation for achieving high accuracy and robustness in multi-temporal remote-sensing-based
yield modeling.

3.3.3. Temporal Growth Modeling Module

The temporal growth modeling module takes the multi-temporal feature pyramid
produced by the multi-scale visual feature extraction module as input and, together with
the spatial module, forms a continuous modeling chain from spatial representation to
growth trajectory.

As shown in Figure 4, for each phase t, three feature maps F(1)
t , F(2)

t , F(3)
t are ob-

tained via hierarchical feature fusion, where F(1)
t ∈ R64×64×128, F(2)

t ∈ R32×32×256, and

F(3)
t ∈ R16×16×512. After a 1 × 1 projection, channels are unified to C = 256, and adaptive

pooling is performed in the spatial dimension to obtain M patch tokens, which are concate-
nated with a learnable token s, yielding the token sequence for each phase Ut ∈ R(M+1)×256.
All phases are concatenated to form a temporal token tensor U ∈ RT×(M+1)×256, which is
then fed, after series embedding, into a gated temporal encoder stacked with L = 4 layers.
Specifically, in layer ℓ, time-wise gating is first applied to accommodate advances or delays
in growth rhythms across regions. Let the phase representation after aggregation be de-
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noted as h(ℓ)t ∈ R256. The time-wise gating weights are generated from the learnable token
and the current representation and are normalized as

a(ℓ)t =
exp

(
q(ℓ)⊤ tanh

(
W(ℓ)

t h(ℓ)t

))
∑T

τ=1 exp
(

q(ℓ)⊤ tanh
(

W(ℓ)
t h(ℓ)τ

)) ,
T

∑
t=1

a(ℓ)t = 1 (9)

so that the time-aggregated representation is obtained as h̄(ℓ) = ∑T
t=1 a(ℓ)t h(ℓ)t . Then,

variate/channel-wise gating is applied to suppress spectral and structural noise weakly
correlated with yield. Let g(ℓ) = σ

(
W(ℓ)

v h̄(ℓ) + b(ℓ)v

)
∈ R256, then the output is computed

as z(ℓ) = g(ℓ) ⊙ h̄(ℓ) and passed to the next layer, yielding the final growth-trajectory em-
bedding z = z(L). The mathematical advantage of this design lies in the sample-adaptive
selection of key growth stages enabled by time-wise gating. This mechanism is particularly
robust against irregular temporal sampling caused by cloud cover, as it allows the model
to focus on information-rich phases rather than relying on fixed time intervals, echoing
recent strategies for handling inconsistent observations in remote sensing data fusion [47].
Moreover, its stability can be guaranteed by the convex-combination property. For any
two input sets ht and h′t, given h̄ = ∑t atht and ∑t at = 1, it follows that

∣∣h̄ − h̄′
∣∣ = ∣∣∣∣∣ T

∑
t=1

at
(
ht − h′t

)∣∣∣∣∣ ≤ T

∑
t=1

at
∣∣ht − h′t

∣∣ ≤ max
t

∣∣ht − h′t
∣∣, (10)

and therefore temporal aggregation does not amplify phase-representation perturbations,
which is well suited to inevitable observation fluctuations in remote sensing time series.
Furthermore, the boundedness of channel-wise gating, i.e., 0 < σ(·) < 1, constrains the
output magnitude and gradient scale as

|z(ℓ)| = |g(ℓ) ⊙ h̄(ℓ)| ≤ |h̄(ℓ)|,
∣∣∣∣∣ ∂z(ℓ)

∂h̄(ℓ)

∣∣∣∣∣ ≤ |g(ℓ)|+ 1
4
|W(ℓ)

v | · |h̄(ℓ)|, (11)

thereby reducing gradient instability in end-to-end training and improving cross-year and
cross-region generalization. When used jointly with the multi-scale visual feature extraction
module, the spatial module separates canopy texture, field morphology, and density
differences across multiple scales from 64× 64 to 16× 16, while the temporal module aligns
key growth stages along the time axis via TGM and filters weakly correlated information
along the channel axis via VGM. As a result, the final z simultaneously exhibits multi-
scale spatial discriminability and growth-trajectory consistency, enabling more robust
learning of the mapping from growth processes to final yield for this continuous prediction
task, and providing directly readable time weights a(ℓ)t and channel contributions g(ℓ) for
subsequent interpretability analysis.
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Figure 4. Architecture of the temporal growth modeling module.
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3.3.4. Yield–Economic Mapping and Explainability Module

The yield–economic mapping and explainability module is located at the output end
of the end-to-end framework and, together with the temporal growth modeling module,
forms a closed loop of “prediction– attribution–mapping”, as shown in Figure 5.

Figure 5. Attention mapping visualization samples.

As illustrated in Figure 6, let the growth-trajectory embedding from the temporal
module be z ∈ R256. Two parallel branches perform yield regression and economic repre-
sentation alignment. In the yield branch, an Le = 3 multilayer perceptron with residual
normalization is adopted: the first layer maps 256 → 512, the second maintains 512, and the
third outputs ŷ = fy(z) ∈ R1. In the economic alignment branch, an embedding head
fe(·) maps z to a 64-dimensional latent vector ê ∈ R64, aligned with an external economic
indicator vector e ∈ R64 (e.g., standardized income, output value, and input intensity).
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Figure 6. Architecture of the yield-economic mapping and explainability module.

To attribute which growth stages and spatial regions drive yield variation, the module
also receives multi-scale feature maps {F(1)

t , F(2)
t , F(3)

t } and constructs attribution maps

{A(s)
t }. Specifically, A(1)

t ∈ R64×64×1, A(2)
t ∈ R32×32×1, and A(3)

t ∈ R16×16×1. Each scale is
compressed via 1 × 1 convolution and normalized through a soft mask. Cross-scale fusion
produces the final heatmap

At =
3

∑
s=1

λs ↑ (A(s)
t ), (12)

where ↑ (·) denotes upsampling to 64 × 64, and λs are learnable coefficients satisfying
λs ≥ 0 and ∑s λs = 1.

To prevent attribution divergence under accuracy-only optimization, a joint constraint
of “prediction consistency–sparse smoothness” is introduced:

L = E
[
(y − ŷ)2

]
+ βE

[
|e − ê| ∗ 22

]
+ γ ∑ ∗t = 1T

(
|At|1 + η|∇At|22

)
, (13)
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where |At|1 promotes sparse focus on key regions and |∇At|22 enforces spatial continuity
consistent with field structures.

This design provides controllable attribution. With fixed parameters, if upstream
features differ only within pixel set S (i.e., ∆Ft(x) = 0 for x /∈ S), then by the chain rule for
ŷ = fy(z):

|∆ŷ| ≤ K ∑ ∗t = 1T ∑ ∗x ∈ SAt(x) · |∆Ft(x)| ∗ 2, (14)

ensuring prediction changes are primarily explained by high-weight regions rather than
noise. For economic mapping, standardized income inc is modeled as înc = g([ŷ, ê]),
where g is a two-layer linear mapping (128 → 1). A monotonicity regularizer enforces
economic rationality:

R ∗ mono = E
[

max

(
0,−∂înc

∂ŷ

)]
, (15)

encouraging ∂înc/∂ŷ ≥ 0 and aligning income growth with yield increases.

4. Results and Discussion
4.1. Experimental Configuration
4.1.1. Hardware and Software Platform

The experiments were conducted on a high-performance computing platform de-
signed to meet the computational demands of multi-temporal remote sensing processing
and deep learning training. The hardware environment consisted of multi-core central
processing units and high-performance graphics processing units. High-frequency CPUs
were responsible for data preprocessing, feature construction, and task scheduling, while
GPUs with large memory capacity supported efficient convolutional and temporal model
training on large-scale imagery. In storage, a hybrid architecture combining high-speed
solid-state drives and large-capacity hard disk drives was adopted to ensure both rapid
data input–output and long-term storage. This configuration supported multiple experi-
mental iterations and cross-validation while maintaining training efficiency and avoiding
performance bias caused by limited resources.

On the software side, the platform was built on mainstream deep learning and scientific
computing environments. A stable Linux distribution served as the operating system to
ensure computational reproducibility. A mature neural network framework was employed
to construct multi-scale spatial feature extraction and temporal modeling networks with
GPU parallel acceleration. Remote sensing data processing and numerical computation
relied on widely used scientific libraries for image reading, resampling, normalization,
and tensor conversion. A unified software environment and fixed random seeds were
adopted throughout to guarantee comparability across models and experimental settings.

In model training and evaluation, the dataset was systematically partitioned into
approximately 70% training, 15% validation, and 15% testing subsets. Specifically, 15% of
samples were first isolated as an independent test set for final evaluation, while the remain-
ing 85% were subjected to 5-fold cross-validation. In each fold, training and validation
subsets were re-divided to maintain the above proportions, and the averaged results were
used to assess model stability and generalization.

For hyperparameter configuration, the Adam optimizer was adopted. The initial
learning rate was set to α = 1 × 10−4, with cosine annealing decay to promote convergence.
The batch size was B = 32, balancing efficiency and GPU memory usage, and the number
of epochs was E = 200 to ensure sufficient learning without overfitting. A weight decay
coefficient λ = 1 × 10−5 was introduced for regularization, and a dropout ratio p = 0.5
was applied in fully connected layers. These parameters were determined according to
validation performance to maintain stability across regions and crop conditions.
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4.1.2. Baseline Models and Evaluation Metrics

A range of representative models was selected as baselines to comprehensively eval-
uate the advantages of the proposed method. Linear regression [48] provides a simple
and interpretable reference for yield–feature relationships. Support vector regression [49]
introduces kernel-based nonlinear mapping with strong stability under limited samples.
Random forest regression [50] leverages ensemble decision trees to model complex nonlin-
ear relationships. XGBoost [51] employs gradient boosting for iterative error reduction and
high-dimensional feature modeling. Deep learning baselines include the ResNet [52] regres-
sor for spatial feature extraction, the ViT [53] regressor for global dependency modeling,
the LSTM [54] regressor for temporal sequence learning, and the temporal transformer [55]
for long-range temporal dependency modeling across growth stages.

To comprehensively assess prediction performance, mean squared error (MSE), mean
absolute error (MAE), and coefficient of determination (R2) were adopted, reflecting error
magnitude, robustness, and goodness of fit, respectively.

Assuming N test samples, true yield yi, predicted yield ŷi, and mean true yield ȳ,
the metrics are defined as

MSE =
1
N

N

∑
i=1

(yi − ŷi)
2, (16)

MAE =
1
N

N

∑
i=1

|yi − ŷi|, (17)

R2 = 1 − ∑N
i=1(yi − ŷi)

2

∑N
i=1(yi − ȳ)2

. (18)

Here, N denotes the number of samples, yi the observed yield, ŷi the predicted yield, and ȳ
the mean of true yields. The operator | · | denotes absolute error magnitude.

4.2. Comparative Analysis of Different Models in Yield Prediction

This experiment was designed to systematically evaluate the relative advantages
of the proposed method in agricultural yield prediction by comparing it with multiple
representative models. The compared models covered a wide range of technical paradigms,
including traditional statistical regression, classical machine learning models, deep learning
models, and temporal modeling approaches. Both models relying only on single-temporal
information and models explicitly modeling time series were included. The core objective
of this experimental design was to examine the differences in the ability of various models
to characterize the complex mapping of “remote sensing features–crop growth–final yield,”
thereby verifying the necessity and effectiveness of the joint design of multi-scale spatial
modeling and temporal growth modeling in this task.

As shown in Table 2, Figures 7–10, a gradual improvement in overall prediction
performance was observed with the increase in model expressive power and structural
complexity. This indicates that yield prediction inherently exhibits strong nonlinearity and
temporal dependency, which cannot be sufficiently captured by simple models. Specif-
ically, the linear regression model performed worst across all four metrics, indicating
that no simple linear relationship exists between yield and remote sensing features. Its
mathematical form can only fit a hyperplane in high-dimensional feature space, which
is insufficient to describe the complex nonlinear variations induced by climate, manage-
ment, and biological processes during crop growth. SVR achieved better performance after
introducing kernel functions, as it gained limited nonlinear modeling capability, but it
still relied on fixed kernel-based static function approximation and therefore struggled to
adapt to continuously changing growth rhythms in multi-temporal remote sensing data.
Random forest and XGBoost, through ensembles of decision trees, implemented piecewise
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nonlinear approximation and thus further improved error and goodness-of-fit. However,
tree-based models mainly depend on discrete partitioning of feature space and lack explicit
modeling of spatial structure and temporal continuity, which limits their effectiveness for
remote sensing imagery characterized by strong spatial correlation and temporal evolution.
Deep visual models such as ResNet and ViT, by means of convolution or self-attention
mechanisms, can more fully exploit spatial structures and global patterns in remote sensing
imagery, and thus significantly outperform traditional machine learning models under
single-temporal conditions. Nevertheless, because dynamic processes across growth stages
are not explicitly modeled, these models can only perform predictions based on a static
snapshot at one time point and fail to reflect the long-term influence of early growth on final
yield. LSTM and temporal Transformer further introduce temporal dependency modeling,
enabling information propagation along the time dimension and allowing the learning of
relationships between growth trajectories and yield. Consequently, their performance is fur-
ther improved. However, these models usually handle spatial features in a relatively coarse
manner and cannot simultaneously account for multi-scale spatial structures. The proposed
method integrates both multi-scale spatial representation and temporal growth modeling
so that its mathematical structure is capable of approximating complex nonlinear func-
tions while performing weighted integration along the temporal dimension. Crucially,
rather than treating factors such as crop variety, cultivation conditions, and environmental
variables as noise to be eliminated, the proposed framework captures their cumulative
effects as they are physically manifested in the canopy’s spectral and structural evolution.
By modeling these phenotypic responses via multi-temporal deep learning, the model
implicitly accounts for the heterogeneity induced by these diverse factors. As a result, it
achieves the lowest error and highest goodness-of-fit in the table.

Table 2. Overall comparison with representative baseline models, where RMSE denotes the root mean
square error. “↓” indicates that lower values are better, while “↑” indicates that higher values are better.

Model MSE ↓ RMSE ↓ MAE ↓ R2 ↑
linear regression (ols) 1.420 1.192 0.915 0.410
SVR (rbf) 1.180 1.086 0.842 0.520
random forest regression (RF) 0.960 0.980 0.761 0.610
XGBoost regression 0.880 0.939 0.728 0.650
ResNet regressor (single-time) 0.830 0.911 0.705 0.670
LSTM regressor (temporal) 0.810 0.900 0.694 0.680
ViT regressor (single-time) 0.800 0.894 0.692 0.685
temporal transformer 0.770 0.877 0.676 0.700
proposed method 0.620 0.787 0.598 0.760

MSE RMSE MAE R2

Evaluation Metrics
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Figure 7. Bar chart comparing different models on MSE, RMSE, MAE, and R2 for crop yield prediction,
highlighting the superior overall performance of the proposed method.
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Figure 8. Heatmap comparison between actual and predicted values, with color coding indicating
yield levels from “Low” to “High.”
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Figure 9. Comparison of confusion matrices for crop yield grade classification across different models.
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Figure 10. Scatter plots of predicted versus true yields for different models in the same experiment,
showing that points concentrate more tightly around the diagonal as model capacity increases.
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4.3. Analysis of Model Generalization Across Regions and Years

The objective of this experiment was to test whether the proposed method could main-
tain stable prediction performance under “unseen spatial regions, unseen years, and unseen
crop conditions,” thereby evaluating whether the model had truly learned general prin-
ciples of crop growth and yield formation rather than merely memorizing local patterns
in the training data. The study area was divided into three non-overlapping regions, de-
noted as region A, region B, and region C. Region A served as the core training region
and contained the largest and most diverse set of samples. Region B was geographically
different from region A but shared similar climate and crop types, and was used to test
cross-region transferability. Region C differed more substantially from the other two in
natural conditions and planting structure and was used as a completely unseen region
for generalization testing. In the temporal dimension, data from different periods within
the same region were divided into different year sets to evaluate cross-year transferability.
In the crop dimension, models were trained on one crop and tested on another within
the same region to examine adaptability to crop-type changes. Through these settings,
generalization ability was analyzed from spatial, temporal, and crop-type perspectives.

As shown in Table 3 and Figure 11, the best performance was obtained when the
model was trained on all years in region A and tested on held-out samples from the same
region, indicating strong fitting ability under identical data distributions. When trained on
region A and tested on region B, all metrics decreased slightly but remained at relatively
high levels, showing that the model not only used region-specific information but also
learned growth common to similar natural conditions. From a mathematical perspective,
this implies that the learned feature representations were not a hard coding of a single
region but formed a continuous mapping in high-dimensional space that stably represented
crop growth structures. In the cross-year experiment, performance further decreased when
training on one year and testing on the next, reflecting the perturbation introduced by
climate fluctuation and management differences. However, the overall trend remained
stable, indicating that the temporal modeling module could robustly represent growth
patterns under temporal shifts. When training on the combined data of regions A and
B and testing on the completely unseen region C, errors increased further but prediction
performance remained acceptable. This suggests that multi-region training effectively
expanded the coverage of feature distributions, allowing the model to learn a smoother
and more extrapolative function in feature space.

Table 3. Generalization evaluation across regions and years (proposed method). “↓” indicates that
lower values are better, while “↑” indicates that higher values are better.

Train Setting Test Setting MSE ↓ RMSE ↓ MAE ↓ R2 ↑
region A (all years) region A (held-out) 0.660 0.812 0.615 0.740
region A (all years) region B (same crop) 0.790 0.889 0.684 0.690
region A (year t) region A (year t + 1) 0.830 0.911 0.701 0.670
multi-region (A + B) region C (unseen) 0.880 0.939 0.732 0.650
single-crop (crop 1) crop 2 (same region) 0.920 0.959 0.745 0.630

Finally, the most obvious performance degradation occurred when training on a single
crop and testing on another crop (R2 = 0.63). To address the limitations in universality
highlighted by this performance drop, we conducted a deep analysis of feature distributions
and identified that the degradation is primarily driven by physiological and phenolog-
ical mismatches. Spatially, distinct canopy architectures—such as leaf inclination and
texture—cause a feature distribution shift; for instance, convolutional filters optimized for
maize texture fail to effectively characterize the smoother canopy of soybeans. Temporally,
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significant differences in growth rhythms lead to misalignment in the temporal gating
mechanism. The weights (a(ℓ)t ) learned for maize tend to prioritize specific time steps,
such as mid-July for tasseling, which do not align with the critical phenological stages of
soybean, such as pod setting in August, resulting in the model assigning high attention to
non-critical periods for the target crop. Based on this diagnosis, we implemented a transfer
learning adaptation strategy to enhance universality. By freezing the parameters of the
Multi-scale Visual Feature Extraction Module to transfer generalizable low-level spatial
features, and fine-tuning only the Temporal Growth Modeling Module and the regression
head using a small subset (20%) of the target crop data, we observed a significant recovery
in performance. This adaptation raised the R2 from 0.63 to 0.71 and reduced the RMSE
by 15%. These results confirm that while low-level spatial features possess a degree of
universality, temporal evolution patterns require crop-specific adaptation, providing a
practical and efficient pathway for extending the framework to new crops with minimal
labeled data.

MSE

RMSE

MAE

R²

Train: Region A (all) -> Test: Region A (held-out)
Train: Region A (all) -> Test: Region B (same crop)
Train: Region A (t) -> Test: Region A (t+1)

Train: Multi (A+B) -> Test: Region C (unseen)
Train: Single (crop 1) -> Test: Crop 2 (same region)

Figure 11. Radar chart of cross-region and cross-year generalization experiments, showing how the
model varies across MSE, RMSE, MAE, and R2 under different train–test settings, demonstrating its
robust generalization performance.

4.4. Ablation Studies
4.4.1. Ablation Analysis of Key Modules

This experiment was conducted by systematically removing or replacing core mod-
ules in the model to verify the actual contribution of each design component to overall
performance. The purpose was to answer not only whether the model is effective, but also
why it is effective. By keeping the remaining structure unchanged and successively re-
moving the multi-scale feature extraction module, the temporal growth modeling module,
the economic mapping module, and the explainability regularization, or by replacing the
original temporal module with a capacity-matched GRU, performance changes caused by
structural variations could be observed, thereby revealing the functional roles of different
modules in the yield prediction task. The results show that the full model achieves the
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best performance on all four metrics, indicating that the joint design of multi-scale spatial
representation, temporal growth modeling, and economic–explainability coupling exhibits
a clear synergistic effect rather than a simple additive relationship, as shown in Figure 12

Full Model
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w/o Temporal
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Model Variants
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Figure 12. Line chart of the ablation study, illustrating how different model variants change across
MSE, RMSE, MAE, and R2, highlighting the contribution of each module to overall performance.

As shown in Table 4, removing the multi-scale feature extraction module leads to a sig-
nificant increase in error, indicating that single-scale convolution can only extract features
at a fixed spatial scale and is unable to simultaneously characterize local canopy texture and
field-level structure. In mathematical terms, this is equivalent to performing a low-order
approximation of the original spatial function, which reduces the expressive capacity of the
model. When the temporal growth modeling module is removed and only simple aggre-
gation of multi-temporal features is used, performance further decreases, demonstrating
that crop growth is a dynamic process with stage-wise and path-dependent characteristics.
Simple static aggregation is equivalent to replacing weighted temporal modeling with an
averaging operator, which inevitably discards information from key growth stages. When
the original temporal module is replaced with a capacity-matched GRU, performance is
better than that without any temporal modeling, but still inferior to the original design.
This indicates that simple recurrent structures tend to suffer from memory decay when
handling long time spans and inconsistent growth rhythms, whereas the original model,
with its weight allocation and stage selection mechanism, is mathematically closer to a
global weighted integration of the entire growth trajectory. After removing the economic
mapping module, only a slight decrease in prediction performance is observed (R2 drops
from 0.760 to 0.750), indicating that while this module contributes limited improvement
to pure technical prediction, it is crucial for the interpretability of socioeconomic implica-
tions. To illustrate its practical value beyond metrics, we analyzed a specific case involving
two townships in the test set that exhibited similar average yields (approx. 7500 kg/ha).
The full model, utilizing the economic mapping module, differentiated their projected
economic outcomes, identifying Township A as a “high-yield, high-efficiency” zone and
Township B as a “high-yield, low-return” zone (correlated with higher fragmentation and
management costs implicitly captured by the spatial features). This distinction allows
policymakers to identify the root causes of income disparity despite similar production
levels, suggesting that Township B requires efficiency-oriented technology subsidies rather
than yield-boosting incentives—a critical policy insight that is lost in the “predict yield
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only” variant. Furthermore, in the full model, this module constrains the output space,
enabling the network to learn a more stable and realistic mapping function. Removing
the explainability regularization also leads to a slight performance decline, indicating that
explainability constraints play a smoothing and sparsifying role in mathematical terms, lim-
iting excessive fitting to local noise in high-dimensional space. Overall, the ablation study
demonstrates that the modules jointly shape, from the spatial, temporal, and objective-
constraint perspectives, a function form with stronger approximation ability and better
generalization properties, which is the fundamental reason why the full model achieves
optimal performance in the yield prediction task.

Table 4. Results of the ablation study on key modules. “↓” indicates that lower values are better,
while “↑” indicates that higher values are better.

Variant MSE ↓ RMSE ↓ MAE ↓ R2 ↑
full model (multi-scale + temporal + econ-explain) 0.620 0.787 0.598 0.760
w/o multi-scale feature extraction (single-scale) 0.740 0.860 0.660 0.710
w/o temporal growth modeling (temporal pooling) 0.790 0.889 0.682 0.690
w/o econ mapping (predict yield only) 0.640 0.800 0.610 0.750
w/o explainability regularization 0.650 0.806 0.618 0.740
replace temporal module with GRU (capacity-matched) 0.700 0.837 0.640 0.720

4.4.2. Impact of Multi-Scale Spatial Features

To verify the necessity of the multi-scale design and clarify the optimal combination
of spatial features, we conducted an ablation study on the input scales. The proposed
method extracts features from three scales: local canopy texture (16 × 16 pixels), field
structure (32 × 32 pixels), and regional background (64 × 64 pixels). We evaluated the
model performance by using single-scale inputs and different multi-scale combinations.

As shown in Table 5, using any single scale results in suboptimal performance.
The “Field” scale (32 × 32) performs best among single scales, likely because it aligns
well with the typical size of agricultural plots in the study area. However, combining scales
significantly improves accuracy. The full multi-scale configuration achieves the highest
R2 of 0.760, demonstrating that the model benefits from simultaneously perceiving fine-
grained canopy details and broader regional environmental contexts. This confirms that the
synergistic use of local, field, and regional features is essential for robust yield estimation.

Table 5. Ablation analysis of different spatial feature scales. “↓” indicates that lower values are better,
while “↑” indicates that higher values are better.

Feature Scale Configuration MSE ↓ RMSE ↓ MAE ↓ R2 ↑
Local (16 × 16 only) 0.850 0.922 0.715 0.660
Field (32 × 32 only) 0.780 0.883 0.680 0.690
Regional (64 × 64 only) 0.810 0.900 0.695 0.680
Local + Field 0.710 0.843 0.645 0.720
Field + Regional 0.690 0.831 0.635 0.730
Full Multi-scale (Local + Field + Regional) 0.620 0.787 0.598 0.760

4.4.3. Impact of Data Preprocessing and Augmentation

To quantify the contribution of different data preprocessing and augmentation strate-
gies described in Section 3.2 to the final model performance, we conducted a step-by-step
ablation study. The baseline represents the model trained on raw imagery with only basic
geometric correction. We cumulatively added three key strategies: (1) Cloud Removal:
using the QA60 band to mask out cloud and shadow pixels; (2) Radiometric Calibration:
performing atmospheric correction to obtain Bottom-of-Atmosphere (BOA) reflectance; and
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(3) Data Augmentation: applying random rotation, flipping, and mixup during training to
increase data diversity.

As shown in Table 6, the baseline model performs poorly (R2 = 0.530) due to noise
from atmospheric interference and cloud cover. The introduction of Cloud Removal brings
the most significant improvement, reducing MSE by approximately 26% and increasing
R2 to 0.660. This confirms that contaminated pixels act as outliers that severely disrupt
the learning of temporal growth patterns. Subsequent Radiometric Calibration further
improves R2 to 0.715, indicating that using physically meaningful surface reflectance (BOA)
rather than Top-of-Atmosphere (TOA) radiance helps the model generalize better across
different lighting conditions and acquisition dates. Finally, applying Data Augmentation
strategies yields the optimal performance (R2 = 0.760). By simulating geometric variations
and mixing samples, the model becomes more robust to field orientation and boundary
effects, effectively preventing overfitting on the limited number of ground truth samples.

Table 6. Ablation analysis of data preprocessing and augmentation strategies. “↓” indicates that
lower values are better, while “↑” indicates that higher values are better.

Strategy Configuration MSE ↓ RMSE ↓ MAE ↓ R2 ↑
Baseline (Raw Geometry Only) 1.150 1.072 0.830 0.530
+ Cloud Removal 0.850 0.922 0.710 0.660
+ Radiometric Calibration (BOA) 0.720 0.849 0.650 0.715
+ Data Augmentation (Full) 0.620 0.787 0.598 0.760

4.4.4. Sensitivity Analysis of Temporal Modeling Hyperparameters

To justify the hyperparameter selection in the Temporal Growth Modeling Module,
specifically the number of attention encoder layers (L) and attention heads (H), we con-
ducted a sensitivity analysis. These parameters control the model’s depth and the diversity
of temporal dependency representation. We tested various combinations of L ∈ {2, 4, 6}
and H ∈ {4, 8, 16} while keeping other settings constant. The results are summarized in
Table 7.

Table 7. Sensitivity analysis of temporal modeling hyperparameters (L: number of layers, H: number
of heads). “↓” indicates that lower values are better, while “↑” indicates that higher values are better.

Layers (L) Heads (H) MSE ↓ RMSE ↓ MAE ↓ R2 ↑
2 4 0.750 0.866 0.665 0.710
2 8 0.720 0.849 0.650 0.725
4 4 0.680 0.825 0.625 0.740
4 8 0.620 0.787 0.598 0.760
4 16 0.625 0.791 0.602 0.758
6 8 0.630 0.794 0.605 0.755
6 16 0.640 0.800 0.610 0.750

As shown in Table 7, the model performance improves initially as model complexity
increases. When L = 2, the shallow network struggles to capture complex long-term
dependencies, resulting in a lower R2 of 0.710–0.725. Increasing the depth to L = 4
significantly boosts performance, indicating that sufficient depth is required to model the
non-linear temporal evolution of crops. Regarding the number of heads, increasing H
from 4 to 8 allows the model to attend to diverse temporal subspaces (e.g., short-term
fluctuations vs. long-term trends), achieving the optimal R2 of 0.760. However, further
increasing complexity to L = 6 or H = 16 yields no significant gain and even leads
to a slight performance drop (R2 decreases to 0.750). This degradation is likely due to
overfitting, where the increased parameter space exceeds the information density of the
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available training data. Therefore, the configuration of L = 4 and H = 8 was selected as it
achieves the best trade-off between expressive power and generalization capability.

4.5. Discussion
4.5.1. Multi-Level Applications in Agricultural Management

The results demonstrate that the multi-temporal remote sensing and deep learn-
ing–based yield estimation method provides direct practical value in real production
scenarios. In the study area, relatively stable predictions can be generated as early as
the mid-growing season, enabling agricultural authorities to anticipate yield trends and
prepare for procurement, storage allocation, and market regulation. In years with abnor-
mal spring low temperatures or excessive summer rainfall, experience-based judgments
often fail to capture impacts on final yield. By tracking growth rhythm changes through
multi-temporal imagery, the model can rapidly update predictions after key stages, offering
forward-looking decision support.

At the farmer level, high-resolution yield maps support fine-grained field manage-
ment. Field-scale predictions reveal intra-village or cooperative yield differences, helping
identify plots at risk of reduction. These insights can guide targeted irrigation, fertilization,
or pest control, while reducing inputs in well-performing plots. This prediction-guided
approach maintains yield while lowering costs and improving input-output efficiency,
shifting management from post-season summary to in-season intervention.

At regional economic and policy levels, spatialized yield data provide a refined basis
for analyzing farmer income disparities and regional development imbalance. Traditional
statistics aggregated at county or township scales fail to capture village- or plot-level varia-
tion. Remote-sensing-driven estimation reveals finer production gaps, supporting targeted
subsidies, technology extension, and infrastructure planning. For instance, yield differ-
ences among villages within the same county—driven by irrigation, soil, or management
conditions—can be clearly visualized to inform precise policy design.

In agricultural education and technology extension, the framework also shows value.
By linking predictions with imagery, growth stages, and management practices, intuitive
teaching cases can be developed for training programs. Demonstrating relationships
between stage-specific imagery and final yield helps farmers recognize critical management
windows, promoting adoption of data-driven practices and intelligent agriculture.

From a sustainable agricultural engineering perspective, the framework captures
spatial-temporal growth dynamics alongside agro-chemical processes underlying yield
formation. The sensitivity of spectral-temporal features to chlorophyll concentration,
nitrogen accumulation, and soil fertility variations highlights its potential to support
nutrient management and environmentally efficient production strategies.

4.5.2. Practical Decision Support and Regional Adaptability

To validate the explainability module, a case study was conducted on a low-yield
cluster within the test area. Temporal attention analysis identified the jointing stage as the
most critical period (attention weight >0.4) contributing to yield deficits. Field verification
and expert consultation confirmed that this period coincided with regional irrigation delays
that constrained canopy development. This consistency indicates that the explainability
mechanism effectively translates black-box features into actionable management insights
by identifying precise intervention windows.

Building on this validation, the framework functions as a decision interface for multi-
ple stakeholders. Temporal weights provide early warnings for farmers, while attribution
maps and yield-economic linkages support ecosystem-agriculture-economy assessments
for policymakers. This aligns with the adaptive policy framework of Jiang et al., enabling
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evaluation of land degradation neutrality and subsidy optimization based on yield–income
relationships [56]. Although developed using Inner Mongolia data, the architecture is
adaptable to diverse climatic regions. In tropical or semi-arid zones with distinct growth
cycles and terrain conditions, the multi-scale and temporal modules can be fine-tuned.
Incorporating auxiliary data such as digital elevation models can further enhance perfor-
mance in complex terrains, as demonstrated in winter wheat monitoring by Wang et al. [57].
Extending inputs to terrain or soil moisture data therefore supports broader geographi-
cal generalization.

4.6. Limitation and Future Work

Although satisfactory performance has been achieved, several limitations remain.
First, the model depends on high-quality multi-temporal imagery; heavy cloud cover or
discontinuous acquisition may affect data completeness and prediction stability. Second,
despite good cross-region and cross-year generalization, accuracy declines when crop
types differ substantially, reflecting structural and phenological variation. In addition,
current modeling primarily relies on remote sensing and environmental variables, while
management practices and human factors are only indirectly represented.

Future work will focus on improving evaluation metrics and expanding applica-
tions. To reduce prediction errors (MSE, MAE), richer data sources such as UAV imagery,
ground sensors, and machinery operation records will be incorporated to compensate
for satellite resolution limitations. To improve goodness-of-fit (R2), explicit management
variables—including irrigation schedules and fertilization records—will be integrated to
capture currently unexplained variance. Domain adaptation and transfer learning will be
explored to enhance cross-crop generalization by enabling parameter sharing under limited
samples. Modeling robustness under extreme climate scenarios will also be strength-
ened. Finally, the framework will be embedded into agricultural information services and
decision-support platforms, enabling iterative optimization through real-world feedback
and facilitating its evolution from a prediction tool to an intelligent management assistant.

5. Conclusions
Amid the intensifying impacts of climate change, tightening resource constraints,

and escalating food security pressures, the development of high-accuracy and interpretable
crop yield estimation methods has become crucial for sustainable agricultural engineering.
This study investigates yield estimation through the integration of multi-temporal remote
sensing and deep learning, establishing an end-to-end framework that combines multi-
scale spatial modeling, temporal growth modeling, and yield–economic mapping with
explainability. The resulting architecture forms a complete analytical pipeline spanning
remote sensing imagery acquisition to yield prediction and socioeconomic interpretation.
Experimental results demonstrate that the proposed method outperforms existing models
across multiple evaluation metrics. In the primary comparative experiment, the framework
achieves MSE = 0.62, RMSE = 0.79, MAE = 0.60, and R2 ≈ 0.76 on the test set, surpassing
linear regression (R2 ≈ 0.41), random forest (R2 ≈ 0.61), and XGBoost (R2 ≈ 0.65).
Among deep learning baselines, it also exceeds the performance of single-temporal ResNet
(R2 ≈ 0.67), ViT (R2 ≈ 0.69), and temporal transformer (R2 ≈ 0.70), indicating that the joint
design of multi-scale spatial modeling and temporal growth modeling effectively captures
the complex “remote sensing features–growth process–final yield” relationship. In cross-
region and cross-year validation experiments, the model achieves R2 ≈ 0.74 in the core
region, R2 ≈ 0.69 in a geographically similar region, R2 ≈ 0.67 under cross-year prediction,
and R2 ≈ 0.65 in completely unseen regions, demonstrating strong generalization capability.
Ablation studies further confirm that the complete framework (MSE = 0.62, R2 = 0.76)
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outperforms variants without the multi-scale module (MSE = 0.74, R2 = 0.71), the temporal
modeling module (MSE = 0.79, R2 = 0.69), or the explainability constraints (MSE = 0.65,
R2 = 0.74), highlighting the strong synergistic effects among the proposed components.
Beyond methodological innovation, this study presents a high-accuracy and generalizable
remote sensing–based yield estimation framework. By incorporating economic mapping
and explainability mechanisms, the derived results can support farmer income analysis,
regional development assessment, and evidence-based policy formulation. Furthermore,
this work aligns closely with the United Nations Sustainable Development Goals (SDGs),
particularly Goal 2 (Zero Hunger) and Goal 13 (Climate Action), by providing robust data
support for climate-resilient agricultural planning. As emphasized by Gao et al., integrating
social data with remote sensing is essential for analyzing complex agricultural demands [58];
the proposed framework echoes this perspective by bridging physical yield estimation
with socioeconomic interpretation. Consequently, the findings demonstrate that integrating
multi-temporal remote sensing with deep learning provides reliable data support for
precision agricultural management, resource optimization, and agricultural engineering
decision-making, offering substantial theoretical and practical value for advancing the
digitalization and sustainable development of agricultural engineering.
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