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Abstract

With the rapid development of edge-intelligence systems, multi-UAV platforms have be-
come vital for large-scale 3D reconstruction. However, efficient task scheduling remains
a critical challenge due to constraints on UAV energy, communication range, and the
need for balanced workload distribution. To address these issues, this paper presents
a novel, centralized two-stage task scheduling framework. In the first stage, the frame-
work partitions the target area into communication-feasible subregions by applying cell
decomposition that accounts for no-fly zones and workload. It then models the subregion
allocation as a Capacitated Vehicle Routing Problem (CVRP) with an added balancing
constraint to optimize the traversal sequence for each operational sortie. In the second
stage, a time-efficient, scan-based heuristic algorithm allocates viewpoints among UAVs
to ensure workload balance, minimizing the mission completion time. Extensive simula-
tions demonstrate that our proposed approach achieves superior performance in workload
balance, path efficiency, and reconstruction quality. Overall, this work provides a scalable
and energy-aware solution for centralized multi-UAV 3D reconstruction, highlighting an
effective approach to ensure cooperation and efficiency in complex multi-agent systems.

Keywords: multi-UAV; large-scale reconstruction; symmetric task scheduling framework;
multi-agent edge-intelligence systems

1. Introduction

Multirotor UAV (Unmanned Aerial Vehicle)-based edge-intelligence systems have
become indispensable for large-scale 3D reconstruction tasks [1], offering unparalleled
operational flexibility and ease of deployment [2]. By flying at low altitudes, these systems
can capture high-resolution imagery for various complex applications [3]. This capability
has proven more effective than traditional methods for covering large and intricate en-
vironments [4], making them essential for applications ranging from urban planning to
disaster response.

However, the effectiveness of such systems is fundamentally constrained by factors
such as limited battery life, which directly impacts energy availability for missions [5],
and restrictive communication ranges that limit the operational area [6]. These physical
limitations make it impossible for a single drone, or even a small fleet, to survey a large area
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in one continuous operation. This necessitates a “divide and conquer” strategy, where the
target area is partitioned into smaller, manageable subregions. Consequently, the problem
shifts from simple coverage to a complex, multi-layered scheduling challenge. The critical
goal becomes minimizing the total mission time, which is dictated not by the fastest UAV,
but by the last one to complete its task. Therefore, achieving a balanced workload among
all agents is not merely beneficial—it is essential for operational efficiency.

To tackle this, researchers have explored various strategies. For instance, to handle
complex geometries with no-fly zones (NFZs), Bahnemann et al. [7] and Agarwal et al. [8]
have successfully employed exact cell decomposition methods for area partitioning. Once
an area is partitioned, it becomes necessary to plan traversal paths among the subregions [9].
While these methods are effective, a simple spatial division or a localized path optimization
is insufficient. True operational efficiency requires a holistic, two-stage optimization ap-
proach that addresses the interdependencies between different levels of planning: (1) Inter-
mission scheduling, which involves clustering subregions into energy-constrained sorties
with balanced workloads, and (2) Intra-mission scheduling, which focuses on distributing
viewpoint tasks evenly among UAVs within a single subregion for synchronized comple-
tion. Many existing methods address these stages in isolation or with simplistic heuristics,
failing to produce a globally efficient solution and often leading to situations where some
UAVs sit idle while others struggle with disproportionately large tasks.

To bridge this gap, we propose an efficient, centralized task scheduling framework
for multi-UAV edge-intelligence systems. Our framework systematically optimizes both
scheduling stages, ensuring that tasks are distributed fairly while considering a comprehen-
sive set of constraints such as NFZs, communication range, and maximum flight distance.

The contributions of this paper are summarized as follows:

¢  Constraint-Aware Subregion Division: We propose an effective method to divide
the large target area into smaller subregions using cell decomposition, simultaneously
considering communication range, no-fly zones, and workload limitations. This
ensures that each subregion is manageable within the operational constraints of
the UAVs.

e Balanced Inter-Mission Path Planning via Constrained CVRP: By modeling the
subregion allocation problem as a Capacitated Vehicle Routing Problem (CVRP) with
a novel workload balancing constraint, we develop an efficient planning strategy that
ensures equitable task distribution across missions and minimizes total travel distance.

¢  Time-Efficient Intra-Mission Task Allocation for Synchronized Operations: We pro-
pose a time-efficient, scan-based heuristic algorithm to solve the viewpoint allocation
problem within each subregion. This method ensures that the workload is evenly
distributed, which reduces individual UAV traversal time and facilitates synchronized
mission completion.

e  Comprehensive Validation: The framework’s effectiveness is rigorously validated
through extensive simulations in a high-fidelity virtual urban environment and a large-
scale (2 km?) real-world experiment. The results demonstrate statistically significant
improvements in workload balance and path efficiency compared to state-of-the-art
methods. The successful generation of a high-fidelity 3D campus model confirms the
quality and completeness of the data acquired by our framework.

The remainder of this paper is organized as follows. Section 2 reviews the relevant lit-
erature. Section 3 formulates the task scheduling problem for large-scale 3D reconstruction
and details the proposed multi-UAV task scheduling framework. Section 4 presents the
experimental results and analysis of the proposed framework. Finally, Section 5 concludes
the paper and highlights future work.
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2. Related Work

In recent years, the application of UAV edge-intelligence systems for remote sensing
has become increasingly widespread. However, when conducting 3D reconstruction tasks,
UAVs face numerous challenges, including complex terrain, limited onboard resources,
obstacles, and sensor performance limitations [10]. Additionally, UAVs must operate within
strict constraints of battery life and communication range. To address these challenges,
UAVs require efficient task scheduling strategies to complete high-quality 3D reconstruction
tasks while satisfying various constraints. Based on the number of UAVs involved, these
strategies can be broadly categorized into single-UAV and multi-UAV task scheduling.

2.1. Single-UAV Task Scheduling

Single-UAV task scheduling for 3D reconstruction must contend with various con-
straints such as no-fly zones (NFZs), energy consumption, and image resolution. For ex-
ample, Ghaddar et al. [11] proposed a grid-based path planning method for environments
containing NFZs. Their method generates a semi-directed graph representing all possible
paths, which is then used to determine an optimal flight trajectory. However, such meth-
ods primarily focus on 2D coverage and have limited applicability to the complexities of
3D reconstruction.

Other studies have explored task allocation for single UAVs in 3D contexts, often
dividing the planning process into global and local stages. Song et al. [12], for instance,
proposed a method that leverages online-generated volume maps to guide path planning
through exploration and inspection stages. While these approaches offer effective planning
strategies, they often do not fully consider operational constraints like NFZs and energy
consumption. Moreover, many rely heavily on the Next Best View (NBV) paradigm,
which demands substantial computational resources at runtime and, thus, poses significant
challenges for large-scale reconstruction tasks. The inherent limitations in battery life
and flight time ultimately restrict a single UAV’s ability to cover large areas efficiently,
motivating the shift towards multi-agent systems.

2.2. Multi-UAV Task Scheduling

With the increasing demand for efficient large-scale 3D reconstruction, the use of
multiple UAVs, or UAV swarms, has garnered significant attention. Multi-UAV systems
can enhance coverage efficiency and reconstruction quality through collaborative efforts.
However, the key challenge lies in how to allocate tasks efficiently and coordinate UAV
actions while considering constraints such as communication range and battery life.

Task scheduling in multi-UAV systems can be broadly classified into centralized and
distributed approaches. Centralized approaches, which are the focus of this paper, typically
rely on a ground station to compute a globally optimal or near-optimal plan for the entire
swarm before or during the mission. This allows for sophisticated optimization but can
be computationally intensive and creates a single point of failure. In contrast, distributed
approaches empower individual UAVs to make decisions autonomously based on local
information, which enhances scalability and robustness but may lead to sub-optimal global
performance. For pre-mission planning in large-scale reconstruction, where achieving
optimal efficiency and complete coverage is paramount, a centralized framework provides
a robust and effective solution.

Several centralized strategies have been proposed. Some methods focus on area parti-
tioning. Ghaddar et al. [11] extended their grid-based method to multi-UAV scenarios by
using a boundary-parallel approach to divide the area into equal sub-regions. Similarly, Fi-
latov et al. [13] proposed a method tailored for large rectangular buildings by pre-planning
“lawnmower” trajectories. Other techniques utilize clustering to group viewpoints. For ex-
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ample, Nagasawa et al. [14] found that Fuzzy C-means clustering could achieve a more
uniform viewpoint distribution than K-means. Chen et al. [15] formalized the allocation
problem by considering UAV start points and endurance, then solving the Traveling Sales-
man Problem (TSP) for each UAV’s path. More advanced techniques like the NBV method
have also been extended to multi-agent systems, as demonstrated by Hardouin et al. [16],
who transformed the problem into solving the Maximum Asymmetric TSP.

More recently, deep learning-based approaches, particularly those using Pointer Net-
works [17] and Graph Neural Networks (GNNs) [18], have emerged as a new frontier for
solving routing problems. These methods [19,20] learn effective heuristics directly from
data, enabling them to generate high-quality solutions in milliseconds at inference time.
While powerful, these approaches typically require extensive offline training on large,
domain-specific datasets and may face challenges in generalizing to problem instances
with different characteristics from the training distribution.

However, many of these existing methods exhibit notable limitations. The partitioning
approach by Ghaddar et al. [11] struggles with arbitrarily shaped NFZs. The algorithm
from Filatov et al. [13] is designed for simple geometries and lacks flexibility in complex
environments. Clustering-based methods, such as that of Nagasawa et al. [14], often require
satellite-derived prior models, and as shown by Chen et al. [15], their performance can
be highly dependent on hyperparameter tuning. Crucially, these methods often fail to
explicitly optimize for workload balance in terms of mission time, leading to inefficient
operations where some UAVs finish long before others.

To enhance UAV operational efficiency in complex large-scale 3D reconstruction tasks,
this study proposes an efficient multi-UAV task scheduling framework. This framework
fairly distributes tasks among different UAVs by systematically addressing the two-stage
nature of the problem, while explicitly considering constraints such as no-fly zones, com-
munication range (approx. 1 km [21]), and maximum flight distance. It ensures that tasks
are tailored to the performance capabilities and mission requirements of each UAV, thereby
optimizing overall reconstruction efficiency and coverage quality.

3. Methodology

This section introduces the proposed multi-UAV task scheduling framework for large-
scale 3D reconstruction edge-intelligence systems, which is divided into two main stages:
sub-region scheduling and viewpoint scheduling. In the first stage, the target area is parti-
tioned into sub-regions based on no-fly zones and communication range constraints. Given
the power limitations of UAVs, sub-regions are then clustered into energy-constrained
work paths using a novel, constrained CVRP model. In the second stage, after viewpoints
are generated within each sub-region, they are allocated to each UAV using an efficient
scan-based heuristic algorithm designed to balance workloads and synchronize mission
completion times.

3.1. Target Area Segmentation Method

To meet the communication and battery limitations of UAVs in large-scale 3D recon-
struction, it is a common and necessary practice to segment the target area into smaller,
manageable sub-regions. A primary challenge in this process is handling complex en-
vironments that contain no-fly zones (NFZs), which are effectively “holes” within the
operational area.

Our approach builds upon established methods in computational geometry to
solve this. We first utilize the exact cell decomposition technique proposed by Bahne-
mann et al. [7] to partition a complex polygon with holes (PWH) into multiple, simpler sub-
polygons. This method also calculates an optimal service direction for each sub-polygon,
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which is essential for planning efficient coverage paths. Subsequently, we incorporate
the improvements developed by Agarwal et al. [8], who showed that merging adjacent
sub-polygons that share the same service direction can reduce the total number of turns
and minimize the creation of inefficiently small area fragments.

While these methods provide an effective initial partitioning, our framework intro-
duces an additional segmentation step tailored to the specific operational constraints of
multi-UAV systems. We further divide the generated sub-polygons into standardized,
square-shaped units with a side length of 2. We selected a square-based partitioning strat-
egy over alternatives like Voronoi tessellation for two primary reasons. First, it provides
a direct and verifiable guarantee that all points within a sub-region are within the UAV’s
communication range from a central point, a critical constraint for maintaining stable
control. Second, it produces regular units that simplify the subsequent CVRP formulation
for inter-mission scheduling. This represents a deliberate trade-off favoring operational
robustness and modeling tractability over the potentially more adaptive but complex parti-
tioning offered by other shapes. The study assumes that the UAV’s communication range
can fully cover a sub-region with side length 4, as shown in Figure 1, and that this side
length is smaller than the maximum communication distance.

Sub-region

e il " -E,:-»

\ Reconstruction system
!

Figure 1. [llustration of the communication range constraint for a square sub-region. The side length
is chosen such that the maximum distance from the center to a corner (the diagonal radius) is less
than the UAV’s reliable communication range, ensuring constant connectivity.

Therefore, the target area segmentation problem can be formally modeled as follows:
Given a target area G represented by the polygon P with an outer contour and a set of
no-fly zones B = {bl, by, ..., b| B| }, where each b; is a no-fly zone, how can we obtain a

set of sub-regions z’ = {Zly Zh e, zf 2| }? Specifically, this set of sub-regions is a partition
of the given polygon such that Ujc|/z; = G and z; N z;- =Q, Vi,j € ||, i #j,and each
element z} is no larger than a square area with side length a.

The detailed process of the Target Area Segmentation Algorithm (TASA) is shown
in Algorithm 1. The algorithm’s input includes the target area’s outer contour P and the
no-fly zone set B. As shown in Figure 2a, areas are represented by vertices arranged
counterclockwise. The algorithm first processes no-fly zones, clipping any intersecting
parts from the target area to produce the processed contour P’ and no-fly zone set B’
(Figure 2b). Next, the target area is initially segmented using the decomposition method
from Bahnemann et al. [7], resulting in a set of sub-polygon-service direction pairs 7.
To reduce the number of service paths, these directions are then improved using the
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merging method from Agarwal et al. [8], yielding an improved set 7' (Figure 2c). Service
paths are then generated parallel to these directions (Figure 2d), forming narrow rectangles
that are subsequently cut into a set of square sub-regions Z (Figure 2e). Finally, to obtain
the effective segmentation, the intersections of each square sub-region with the valid target
area are calculated, resulting in the trimmed sub-region set Z’ (Figure 2f).
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Figure 2. Step-by-step visualization of the Target Area Segmentation Algorithm (TASA). (a) Original
target area with No-Fly Zones (NFZs). (b) NFZs are clipped from the target area. (c) Initial partitioning
via exact cell decomposition and service direction assignment. (d) Generation of parallel service
paths based on merged service directions. (e) Creation of a standardized square grid along the service
paths. (f) Valid sub-regions after intersecting the grid with the processed area.

Computational Complexity: The complexity of Algorithm 1 is dominated by the exact
cell decomposition and polygon clipping operations. These are standard computational
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geometry procedures, and their complexity is polynomial in the total number of vertices of
the input polygons (the target area and NFZs).

Algorithm 1 Target Area Segmentation Algorithm (TASA)

Require: Target area outer contour P; No-fly zone set B = {by, by, ..., b;}; Side length
threshold a;
Ensure: Sub-region set Z’;

1: Traverse the no-fly zones, delete areas outside the target area, and if a no-fly zone
intersects the target area, clip the intersecting part from the target area and the part of
the no-fly zone outside the target area, obtaining the target area outer contour P’ and
the no-fly zone set 5/;

2: Segment the target area P’ and determine the service direction for each sub-polygon,
obtaining the sub-polygon-service direction pair set 7 [7];

3: Improve the service directions in 7 according to Agarwal et al.’s method [8], merging
adjacent sub-polygons with the same service direction, obtaining the improved sub-
polygon-service direction pair set 7”;

4: Generate service paths s; with spacing a according to the improved service directions
in 7”, obtaining the service path set S [8];

5: Obtain tightly arranged square sub-regions along the service paths, obtaining the
square sub-region set Z;

6: Traverse each square sub-region z;, successively calculating and recording the intersec-
tion with the target area, obtaining the trimmed sub-region set Z’.

7. return Z’;

3.2. Sub-Region Allocation Method

After the target area is divided into sub-regions, the large-scale reconstruction sensing
task is transformed into several sub-region sensing tasks. Given the limited battery capacity
and the time required for UAVs to collect images, a single mission can only cover a limited
area. Consequently, a multi-UAV system may not complete the reconstruction of all sub-
regions in one go. To address this, sub-regions are clustered into groups before traversal,
and each cluster is reconstructed within a single work path.

In our framework, the constraint on a work path is its total energy capacity. To estab-
lish a reasonable and tractable energy model, we conducted preliminary flight experiments
using DJI Matrice 100 (Shenzhen, China) UAVs [22]. We observed that the energy con-
sumption between two waypoints can be accurately modeled as a linear function of the
flight distance, incorporating a fixed energy cost for operations at each waypoint such as
hovering and image capture. As shown in Figure 3, our empirical data revealed a strong
linear correlation between the predicted energy consumption from our model and the
ground truth data from the UAV’s battery sensor. The close tracking in both flight distance
and energy consumption validates our model.

Given this strong empirical evidence, and because the primary focus of this paper is on
the scheduling logic rather than high-fidelity energy modeling, we simplify the energy cost
to be directly proportional to the flight path distance for the purpose of our optimization
model. This simplification is, therefore, empirically justified and allows for a tractable
CVRP formulation, where the “capacity” Q; of a vehicle (a single sortie) and the “demand”
g; of a customer (a sub-region) are represented by flight distance.
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Figure 3. Validation of the simplified energy model based on real-world flight data from a DJI
Matrice 100. (a) compares the planned cumulative flight distance against the actual ground truth.
(b) shows the strong linear correlation between the energy consumption predicted by our model and
the actual energy consumed.

This section models the sub-region sensing problem as a Capacitated Vehicle Routing
Problem (CVRP) [23]. While similar problems have been addressed through arc cover-
age path planning [24] and point coverage path planning [25], modeling it as a CVRP is
particularly advantageous here. This approach not only clusters the sub-regions but also
simultaneously determines the optimal traversal paths within each cluster by consider-
ing the positional relationships between them, achieving comprehensive coverage while
ensuring relatively short traversal paths.

Our formulation, however, extends the standard CVRP to meet the specific demands
of multi-UAV missions. The primary goal is not merely to satisfy capacity constraints,
but to ensure that each work path is utilized efficiently to promote workload balance across
different sorties. To achieve this, we introduce a novel route capacity balancing constraint
(Equation (7)). This key modification mandates that the total workload of any path must be
at least -y times the maximum capacity Q., which prevents the generation of inefficiently
short paths and ensures a more uniform distribution of tasks. The problem is defined on a
directed graph G = (V, A), where each element in V represents a sub-region. The formal
definition is as follows:

minimize ¢! x (1)

x(67(i) =1LVieN 2)
x(67(j)) =1LVjeN ©)

xe € {0,1},Ve € A 4)

wj = u;+q;,V(i,j) € AN), ifx;; == 1 (5)
7i <u; < Q. Vie N (6)

up > yQz, if xjp ==1 @)

where ¢! denotes the transpose of the sub-region transition cost vector ¢;. The vector
x is composed of elements Xij, which are 0-1 decision variables indicating whether the
path from sub-region z; to sub-region z; is included in a work path. The notation 6+ (z;)
represents the arcs originating from z;, while 7 (z;) denotes the arcs terminating at z;.
The set A(N) represents the arcs whose endpoints belong only to the node set N/, which
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consists of nodes representing sub-regions. The demand vector g is defined such that each
element g; represents the area of the sub-region corresponding to node z;. The auxiliary
variable u; represents the cumulative demand from the starting point to node z;.

The meanings of Equations (1)—(7) are as follows. Equation (1) is the objective function,
aiming to minimize the total path length. Equations (2) and (3) ensure that each sub-
region is visited exactly once. Equation (5) implements the Miller-Tucker—Zemlin (MTZ)
constraints [26] to prevent subtours. Crucially, Equation (7) is our proposed route capacity
balancing constraint, which distinguishes our model from standard CVRPs by enforcing a
minimum workload for each path, thereby ensuring a balanced and efficient allocation.

The pseudo-code for solving this problem is shown in Algorithm 2. Before solving,
two key inputs must be computed: the demand vector g and the sub-region transition
cost vector cs. The area of each sub-region g; is calculated using the Shoelace formula [27].
The calculation of the cost vector cs, as detailed in Algorithm 3, is more involved. A simple
Euclidean distance between the centers of sub-regions is insufficient, as it does not reflect
feasible travel paths that must navigate through adjacent regions. Therefore, we construct
a cost model that represents the shortest path distances through the adjacency graph of
the sub-regions.

Algorithm 2 MIP-based Sub-region Allocation Algorithm (MIP-SAA)

Require: Sub-region set Z’; Starting point coordinates s; Demand vector ¢; Maximum
capacity Q,; Capacity ratio threshold 7;
Ensure: Sub-region allocation result Dic;
1: Calculating the cost vector cs using Algorithm 3;
2: Solve the MIP problem defined by Equations (1)—(7) to obtain the set X of all elements
with a value of 1 in the indicator vector x;
: Find the subset X)) of X where i = 0, and the total number of paths |K| = |Ap|;
: Initialize the path dictionary Dic, Dic =k : [(0,1)]|k € K, xo; € Xp;
while X is not empty do
Extract an element x;; from X;
if i is the same as the second element of the last tuple in the path list corresponding
to key k in Dic then
Dic[k].push((i,]));
9: end if
10: end while
11: return Dic;

N 9w

*®

This process begins by establishing an undirected graph G’ = (V/,£’), where V' is the
set of center points of all sub-regions. To determine the connections between adjacent sub-
regions (the edge set £’), we employ the Delaunay triangulation algorithm [28]. As shown
in Figure 4, this technique is ideal for connecting neighboring nodes with the shortest
possible edges, creating a graph that accurately represents the topology of the sub-regions.
With this graph constructed, we then apply the Floyd-Warshall algorithm to compute the
shortest path distances between all pairs of nodes in G/, yielding a complete distance matrix
D. This ensures that the cost between two distant sub-regions is the sum of the lengths of
the intermediate adjacent connections, aligning well with the characteristics of a coverage
path planning solution. Finally, the cost vector c; is derived from this matrix, retaining only
the entries relevant for the CVRP model.

Computational Complexity: The sub-region allocation problem, modeled as a CVRP,
is NP-hard. Therefore, Algorithm 2, which relies on a MIP solver, has a worst-case expo-
nential time complexity. This approach is designed for offline pre-mission planning, where
computational time is less critical than achieving a high-quality, balanced, and globally
efficient solution. The complexity of the cost calculation in Algorithm 3 is dominated by
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the Floyd-Warshall algorithm, which is polynomial at O(|V|*), where |V| is the number
of sub-regions.

() (b)

Figure 4. Using Delaunay triangulation to establish an adjacency graph for sub-region cost calculation.
(a) A set of 2D points representing sub-region centers. (b) The resulting triangulation connects
adjacent centers, forming a graph used to compute the shortest feasible path distances between all
sub-regions. The orange line represents the shortest path between sub-region A and sub-region B.

Algorithm 3 Sub-region Transition Cost Vector Calculating Algorithm

Require: Sub-region set Z r Starting point coordinates s; Side length threshold a;
Ensure: Sub-region transition cost vector cs;

1: Initialize cs as an empty list;

2: Calculate the center coordinates set V' of the sub-regions using the average of the
vertices of each sub-region;

3: Use Delaunay triangulation to connect the centers of adjacent sub-regions, obtaining
the edge set &';

4: Form an undirected graph G’ = (V’, £’) with the connections between centers;

5: Use the Floyd-Warshall algorithm to calculate the distances between any two points on
G’, obtaining the distance matrix D;

6: Record elements in D representing distances between sub-regions and those less than
3a, as well as elements representing distances from the starting point to sub-regions,
into the cost vector cs.

7: return cg;

3.3. MIP-Based Viewpoint Allocation Method

After obtaining the sub-region traverse paths, the second stage of our framework is to
solve the viewpoint allocation problem within each sub-region. The viewpoints themselves
can be obtained using existing planning algorithms [29,30], which are not the focus of this
paper. The problem can be described as follows: Given a set of viewpoints N, within a
sub-region and a total of |KC| UAVs, find a path r; for each UAV such that the longest path
among all UAVs is minimized, and the difference between the longest and shortest paths
remains within a predefined threshold.

To solve this optimally, this section models the problem as a Vehicle Routing Problem
(VRP) and solves it using a Mixed-Integer Programming (MIP) approach. This method
provides a theoretical benchmark for path balance and efficiency. Our formulation makes
two critical departures from a standard VRP. First, instead of minimizing the total distance
traveled by all UAVs, our objective function is to minimize the longest individual path
(Imax), as shown in Equation (8). This directly targets the overall mission completion time,
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which is dictated by the last UAV to finish. Second, we introduce an explicit path balance
constraint (Equation (16)) to ensure the workloads are evenly distributed.

The VRP is defined on a directed graph G, = (V,, Ay), where each element in V,
represents a viewpoint. The formal problem definition is as follows:

minimize Inax (8)

x(67 (i) =1,Vie Ny ©)

x(87(j)) =L Vj € Ny (10)

x(67(0)) = |K| (11)

x. € {0,1},Ve € A, (12)

uj = ui + ¢, (i, j) € Ap(Ny), if xjj == 1 (13)
q<u; < QuVie N, (14)

Imin < 1 < lmax, if xjp ==1 (15)

Imax — Imin < g (16)

where Imax represents the longest path assigned to a UAV. The vector x consists of
binary decision variables x;; indicating if the path from viewpoint v; to v; is used.
The meanings of Equations (8)—(16) are as follows. Equation (8) is our novel objective
function, aiming to minimize the longest path to ensure timely mission completion.
Equations (9) and (10) ensure each viewpoint is visited exactly once. Equation (11) sets
the number of UAVs. Equations (13) and (14) are the Subtour Elimination Constraints
(SECs). Finally, Equation (16) is our explicit path balance constraint, limiting the maximum
difference between path lengths to a threshold g.

The specific steps are shown in Algorithm 4. A critical prerequisite for this algorithm
is the calculation of the cost vector ¢, which represents the feasible travel distances between
all pairs of viewpoints. Unlike the 2D case, calculating this in a 3D environment with
obstacles is non-trivial. A direct Delaunay triangulation [28] in 3D space can result in edges
that pass directly through the scene geometry, especially around corners of buildings where
viewpoints are sparse (see Figure 5). Such paths are physically impossible for a UAV.

To resolve this, Algorithm 5 outlines our strategy for computing a valid, obstacle-aware
cost vector. First, an initial 3D triangulation of the viewpoints is performed. The algorithm
then identifies all edges that intersect with the scene’s mesh. For each invalid edge, the A*
search algorithm is used to find a feasible flight path around the obstacles within a voxelized
representation of the scene (Figure 6). The nodes along these A* paths are added to the point
set as auxiliary vertices. A second, final triangulation is then performed on this augmented
set of points. This ensures that all connections in the resulting graph are collision-free.
The Floyd-Warshall algorithm is then applied to this graph to compute the all-pairs shortest
path lengths, yielding a valid cost vector c.

Computational Complexity: The viewpoint allocation problem, modeled as a VRP
with side constraints, is NP-hard. Consequently, Algorithm 4 has a worst-case exponential
time complexity and is computationally intensive. Its primary role is not for real-time
application, but to serve as a benchmark for obtaining optimal solutions in smaller-scale
problems and to validate the quality of the heuristic algorithm proposed in the next section.
The complexity of the cost calculation (Algorithm 5) is polynomial, dominated by the Floyd-
Warshall step at O(|V|3), where |V| is the total number of viewpoints and auxiliary nodes.
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Figure 5. Collision-free path generation using auxiliary vertices. (a) Initial 3D triangulation results in
edges that incorrectly pass through obstacles. (b) By adding auxiliary vertices along obstacle-aware
paths, the final triangulation produces a graph with only feasible, collision-free edges. The green circle
indicates the vertices with collision edges and the red circles indicates the added auxiliary vertices.

(b)

0 10 20 30 40 50

(c) (d)

Figure 6. Workflow for computing the obstacle-aware viewpoint transition cost vector (Algorithm 5).

(a) An initial triangulation with many infeasible edges is produced. (b) The scene is voxelized to create
a grid for pathfinding. (c) The A* algorithm finds a collision-free path between the two viewpoints.
(d) The final triangulation incorporates the A* path nodes, ensuring a valid connection.
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Algorithm 4 MIP-based Viewpoint Allocation Algorithm (MIVA)

Require: Viewpoint set \y; Starting point coordinates s; Demand vector ¢; Maximum

capacity Q,; Index set KC; UAV distance threshold g;

Ensure: Viewpoint allocation result Dicy;

1:
2:
3:

Initialize ¢ as an empty list;

Obtain the cost vector c using Algorithm 6;

Solve the MIP problem defined by Equations (8)-(16) to obtain the set X of all elements
with a value of 1 in the indicator vector x;

4: Find the subset &) of X where i = 0, and the total number of paths || = |Xo|;

Q1

10:
11:
12:
13:

: Use the Floyd-Warshall algorithm to calculate the distances between any two points on

Gy, obtaining the distance matrix D;

: Initialize the path dictionary Dicy, Dic, =k : [(0,1)]|k € I, xo; € Xop.
: while X is not empty: do

Extract an element x;; from X;
if i is the same as the second element of the last tuple in the path list corresponding
to key k in Dic then
Dicl[k].push( (v, v;));
end if
end while
return Dicy;

Algorithm 5 Viewpoint Transition Cost Vector Calculating Algorithm

Require: Scene proxy M; Viewpoint set N; Starting point coordinates s;
Ensure: Viewpoint transition cost vector c;

1:
2:

S U o W

11:

12:

13:
14:

15:

16:

Initialize ¢ as an empty list;
Calculate the triangulation of the point set N, U's, and the undirected edges in the
triangulation result form the set £;;

: Derive the voxel map M’ from the scene proxy;
: Initialize L = @;
: for each edge ein &, do

if a ray from one endpoint of ¢; to the other intersects the scene, and the distance
from the intersection point to the other endpoint is less than the length of e; then
L+ LUeg;
end if

: end for
10:

In M, use the A* algorithm to find the paths between the endpoints of each segment
inL;

Add the centers of the voxels in each path to the point set \V;, Us, forming the new
point set V/;

Calculate the triangulation of the new point set V), and the undirected edges in the
triangulation result form the set 5{, ;

Establish the undirected graph G, = (V,,£));

Use the Floyd-Warshall algorithm to calculate the distances between any two points in
G}, obtaining the distance matrix D;

Fill the cost vector c with entries from D related to the starting point and viewpoints,
discarding the rest;

return c;

3.4. Scan-Based Heuristic Viewpoint Allocation Method

The MIP-based method detailed in Section 3.3 offers an effective, optimal solution to

the viewpoint allocation problem but is computationally demanding and time-consuming,

making it impractical for large-scale scenarios. To address these limitations, this section

introduces a time-efficient heuristic approach—the Scan-based Viewpoint Allocation (SVA)

algorithm—that significantly reduces computation time while maintaining high-quality,

balanced solutions.
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The design of this heuristic is directly inspired by the structural properties of the
optimal solutions generated by the MIP-based method. Analysis of these optimal solutions
reveals that the allocated UAV paths predominantly fall within distinct, non-overlapping
fan-shaped sectors originating from the UAV starting point. This observation provides
a strong rationale for our approach: Instead of performing a complex global search, we
can approximate the optimal solution structure by partitioning the viewpoints angularly
around the starting point.

The SVA method implements this idea through a three-step process: viewpoint order-
ing, grouping, and path planning.

1. Ordering: First, all viewpoints are projected onto the 2D horizontal plane. A virtual
ray, originating from the UAV starting point, “scans” the viewpoints by rotating
360 degrees. The viewpoints are then sorted into an ordered sequence based on
the angle at which the ray intersects their projections, as illustrated in Figure 7.
If multiple viewpoints share the same angle, they are sub-sorted by their distance to
the starting point.

2. Grouping: Next, the sorted viewpoints are allocated into k groups, one for each UAV.
The “weight” of each viewpoint is defined as its path distance from the starting
point (pre-calculated in the cost vector c). The algorithm iterates through the ordered
sequence, accumulating these weights. When the accumulated weight for the current
group reaches approximately % of the total weight of all viewpoints, that group is
considered complete, and the algorithm begins forming the next one. This ensures that
each group of viewpoints represents a roughly equal workload in terms of distance
from the base. The result is a set of spatially coherent, fan-shaped clusters, as shown
in Figure 8a.

3. Path Planning: Finally, with the viewpoints allocated, the task within each group
becomes a standard Traveling Salesman Problem (TSP). To find an efficient path for
each UAV, we first employ the Christofides algorithm [31] to generate a high-quality
approximate solution. This algorithm is well suited as it guarantees an approximation
ratio of no more than 1.5 when the triangle inequality holds. To further refine this
solution, we apply the 2-opt local search algorithm [32], which iteratively improves
the path by swapping pairs of edges to eliminate crossings and reduce the total length

(Figure 8b).
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Figure 7. The angular sorting mechanism in the Scan-based Viewpoint Allocation (SVA) algorithm.
(a) A virtual ray originates from the starting point. (b) As the ray rotates 360 degrees, viewpoints are
ordered based on the angle of intersection, forming the basis for sector-based grouping. The index of
the viewpoint is the order in which they appear in the scan sequence.
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Figure 8. The grouping and path planning stages of the SVA algorithm. (a) The angularly sorted

viewpoints are partitioned into balanced, fan-shaped clusters. (b) An efficient TSP tour is then
computed for each cluster to generate the final flight paths.

The complete pseudo-code is presented in Algorithm 6.

Algorithm 6 Scan-based Viewpoint Allocation Algorithm (SVA)

Require: Cost vector ¢; Number of UAVs k; Starting point coordinates s; Viewpoint set \Vy;
Ensure: PathsetR;

1: Calculate disgyy;;

2 tmp,,,, < 0,j < 1;
3: Initialize k sets for viewpoint groups, each set V; = @;
4: Initialize the pathset R = 1,|0 < a < k,Vr, = Q;

5: Sort the viewpoints in ascending order of the angle between their projection lines on
the XOY plane and the X-axis to obtain the ordered viewpoint sequence V;s;

6: foriin range(0, |Ny|) do

7: if i = 0 or the angle between v;_; and v; is different then

8: From index i, check the subsequent elements, forming a sublist V/;,, of elements

with the same angle as the i-th element. Sort the viewpoints within V/, in ascending
order of coy(d € V],);

9: end if
10: v; < Vj;s; element at index i;
11: tmpm < P + Cois

12: Vj = Vj Uwo;;
13: if tmp,,,,, > dissum X j/k then

14: jeji+1L
15: end if
16: end for

17: for i in range(k) do

18: Use the Christofides algorithm [31] to find an approximate TSP solution for view-
point group V;, resulting in /;

19:  Improve r} using the 2-opt local search algorithm [32] to obtain r/’;

20: ri < rll;

21: end for

22: return R;

Computational Complexity: The SVA method is designed for efficiency. The initial
sorting of n viewpoints takes O(nlogn). The subsequent path planning for k UAVs is
dominated by the Christofides algorithm, which has a complexity of O(m?logm) for a
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group of size m. Since the viewpoints are distributed among k groups, the overall time
complexity of Algorithm 6 is polynomial, approximately O(n?logn), which is far more
time-efficient than the exponential complexity of the MIP-based Algorithm 4. This makes
SVA suitable for practical, large-scale applications where planning time is a critical factor.

4. Experiment

To validate the effectiveness of our proposed multi-UAV task scheduling framework,
we designed a comprehensive evaluation comprising extensive simulations and culminat-
ing in a large-scale, real-world deployment. The evaluation was structured to systematically
assess each component and the integrated system’s performance through four key stages:
(1) an analysis of the inter-mission sub-region allocation stage (MIP-SAA); (2) an analy-
sis of the intra-mission viewpoint allocation stage (SVA); (3) an end-to-end performance
evaluation of the complete framework (MIP-SVA) in simulation; and (4) a final validation
through a large-scale 3D reconstruction experiment in a real-world campus environment.

4.1. Experimental Setup
4.1.1. Implementation Environment

All experiments were implemented on a desktop computer featuring an Intel(R)
Core(TM) i7-9700F CPU @ 3.00 GHz, 32.0 GB of RAM, running Windows 10. The Mixed-
Integer Programming (MIP) problems were solved using Gurobi Optimizer version 10.0 [33].

4.1.2. Simulation Environment

The virtual environment used for the end-to-end evaluation is “AirSimNH,” a high-
fidelity environment provided by the AirSim library [34]. This environment features a
large-scale, detailed urban landscape with complex building geometries, varying elevations,
and occlusions, providing a challenging and realistic testbed for our reconstruction and
scheduling algorithms.

4.1.3. Performance Metrics
To quantitatively evaluate the framework, we utilized the following metrics:

*  Total Path Length (TPL): The sum of all planned path lengths. A shorter TPL indicates
higher overall efficiency.

*  Capacity Balance Ratio (CBR): The proportion of work paths whose total capacity
falls within the desired range [yQ, Q]. A higher CBR signifies better inter-mission
workload balance.

¢  Running Time (RT): The computational time required to generate a solution.

¢ Average Path Length (APL): The mean trajectory distance for each UAV within a sub-
region. A shorter APL reflects lower energy consumption and faster mission execution.

*  Proportion of Solutions within the Expected Difference Interval (PSEDI): The percent-
age of solutions where the maximum path length difference between any two UAVs is
below a threshold g. A higher PSEDI indicates better intra-mission workload balance.

4.2. Evaluation of Sub-Region Allocation (MIP-SAA)
4.2.1. Objective and Comparative Algorithms
This experiment aimed to evaluate the performance of our MIP-based Sub-region
Allocation Algorithm (MIP-SAA) from Section 3.2. We compared it against two state-of-
the-art multi-robot task scheduling methods:
e MFC Method [35]: The Multi-robot Forest Coverage (MFC) method is a balanced
workload allocation approach. It first constructs a minimum spanning forest from
the graph of task locations. It then iteratively moves subtrees between the different
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trees in the forest (each representing a robot’s workload) to equalize the total weight
(workload) of each tree.

e MSTC* Method [25]: The Minimum Spanning Tree Coverage (MSTC*) method is another
spanning tree-based approach. It first builds a single minimum spanning tree covering
all task locations, then converts this tree into a tour. The tour is then partitioned into
segments of equal length, with each segment being assigned to a different robot.

e  MFF Method [36]: This is an variant of the MFF-HVPP framework from Tan and
Ni [36], a state-of-the-art deep reinforcement learning method for heterogeneous fleet
capacitated VRP. It uses a multi-feature fusion encoder and a hierarchical decoder to
sequentially choose a vehicle and then a node to visit. We apply this model to our
sub-region allocation problem by treating sub-regions as customer nodes.

4.2.2. Settings

We first applied MIP-SAA to the complex area shown in Figure 2f, with Q = 300 hectares
and v = 0.9. The result, shown in Figure 9, indicates that the proposed model can reasonably
cluster sub-regions, with most path capacities concentrated within the desired interval. For a
broader comparison, we created a test suite of 20 randomly generated 30 x 30 pixel scenes
with obstacles. For these tests, MIP-SAA used Q = 3200 units and v = 0.9, while MFC,
MSTC* and MFF were configured to allocate tasks to four platforms (i.e., 4 paths).
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Figure 9. Application of the MIP-SAA algorithm to the complex area from Figure 2f. (a) The resulting
work paths, with each color representing a distinct sortie, show spatially coherent clustering. (b) The
histogram of path capacities quantitatively confirms the workload balance, with the majority of paths
falling within the target efficiency range of [0.9Q, Q] (i.e., the yellow shaded area), validating our
model’s balancing constraint.

Distance (unit: 100 meters)

4.2.3. Results and Analysis

The comparative results, summarized in Table 1, highlight the distinct advantages
of our optimization-based approach. The traditional heuristics, MFC and MSTC¥*, were
outperformed on nearly all metrics, showing particular weakness in balancing workloads.

The learning-based method, MFF, demonstrated strong performance in path optimiza-
tion, achieving a total path length (TPL) of 1237 m, which is significantly better than that of
traditional methods. However, its capacity balancing capability was limited. As indicated
by its capacity distribution (similar to the patterns shown in Figure 10), the MFF method’s
lack of a strict balancing constraint resulted in a wide spread of path capacities, producing
some paths that were too short and others that exceeded the optimal capacity range. This
explains its modest Capacity Balance Ratio (CBR) of 59%, which is only marginally better
than that of MSTC*.

In contrast, our MIP-SAA method delivered superior performance on both fronts.
It not only achieved the shortest TPL of 1172m, but also obtained a significantly higher
CBR of 81%. This superior balancing performance is a direct result of the explicit route
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capacity balancing constraint (Equation (7)) in our model, which forces solutions to adhere
to the desired workload range. A paired t-test confirmed that MIP-SAA’s improvements in
TPL are statistically significant (p < 0.01) compared to all baseline methods (The p-values
for the paired t-test on total path length (TPL) were MIP-SAA vs. MFF (p = 0.008), vs.
MEC (p < 0.00001), and vs. MSTC* (p < 0.00001). All are below the significance level of
« = 0.01). This demonstrates that while learning-based methods like MFF are powerful,
our MIP-SAA approach is the superior choice for applications requiring not just efficient
paths, but also strict, reliable, and balanced workload management.
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Figure 10. Qualitative comparison of workload balance among sub-region allocation methods.
The proposed MIP-SAA method (d) generates visually balanced paths of comparable size, which
corresponds to a quantitative success: No path’s capacity exceeds the maximum Q, and the vast
majority fall within the ideal efficiency range of [0.9Q, Q] (i.e., the yellow shaded area). In contrast,
the baseline methods (a—c) produce significant imbalances with both excessively short and long paths,
visually confirming the superior performance reported in Table 1.

Table 1. Comparative performance of sub-region allocation methods. The results demonstrate that
the proposed MIP-SAA method significantly outperforms baseline approaches in both total path
length (efficiency) and the Capacity Balance Ratio (workload balance), achieving the best scores on

both key metrics.
Method Total Path Length (m) Capacity Balance Ratio-[0.9Q, Q] (%)
MEC [35] 1348 10
MSTC* [25] 1404 57
MEF [36] 1237 59
MIP-SAA (Ours) 1172 81

4.3. Evaluation of Viewpoint Allocation (SVA)
4.3.1. Objective and Comparative Algorithms
This experiment was designed to validate the effectiveness of our heuristic Scan-based

Viewpoint Allocation (SVA) method from Section 3.4. We compared it against our optimal
MIP-based solver (MIVA) as a benchmark, and two other common methods:
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*  FCM Method [14]: The Fuzzy C-Means (FCM) method is a soft clustering algorithm
that partitions viewpoints by assigning each point a degree of membership to all
clusters, often resulting in balanced cluster sizes.

e KDF Method [37]: The K-D Fusion (KDF) method is a variant of the K-means algorithm
that uses a K-D tree to efficiently partition the viewpoint space and assign viewpoints
to the nearest cluster centroid.

*  GAPN Method [19]: This is an variant of the Graph Attention-based Pointer Network
(GAPN) from Fu et al. For multi-agent scenarios, it employs a two-stage “cluster-
then-route” strategy. First, a heuristic algorithm clusters the nodes (viewpoints) for
each agent. Then, the core GAPN model—a GNN-based Pointer Network trained
with reinforcement learning—is used to plan the optimal tour for each cluster. We
implement this methodology as a new baseline.

4.3.2. Settings

The evaluation used a dataset of 100 randomized test cases, each containing 50 view-
points and 50 path points within a 50 m x 50 m area. The task was allocated to three UAVs,
and the balance threshold was set to g = 50 m.

4.3.3. Results and Analysis

The experimental results, detailed in Table 2, highlight the superior performance of
our proposed SVA method in both solution quality and computational efficiency. As quali-
tatively illustrated in Figure 11, the simple clustering methods, FCM and KDF, produce
fragmented and overlapping paths. In contrast, our SVA method generates spatially co-
herent, non-overlapping path clusters, providing a clear visual indication of its superior
allocation strategy. Quantitatively, the simple clustering methods yielded poor workload
balance, with PSEDI scores of only 37% and 57%, respectively. The deep learning-based
method, GAPN, offered a significant improvement in balance, achieving a PSEDI of 69%.
However, this came at the cost of a substantially longer running time of 29 s.

(a) FCM Method. (b) KDF Method. (c) SVA Method.

Figure 11. Qualitative comparison of viewpoint allocation results. The proposed SVA method (c) gen-
erates more spatially coherent, non-overlapping, and balanced path assignments compared to the
standard FCM (a) and KDF (b) clustering methods.

In contrast, our SVA method delivered the best performance among all practical
approaches. It achieved a remarkably high PSEDI of 88%, demonstrating superior workload
balance. Most importantly, it produced the shortest average path length (APL) of 268 m.
A paired t-test confirmed that this improvement in APL is statistically significant (p < 0.05)
(The p-values for the paired t-test on average path length (APL) were SVA vs. FCM
(p = 0.0025), SVA vs. KDF (p = 0.0012), and SVA vs. GAPN (p = 0.0418). All are below
the significance level of « = 0.05.) when compared to FCM, KDF, and GAPN. Critically,
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our SVA method achieved these high-quality results in just 18 s, making it not only more
effective but also faster than the GAPN baseline.

This outcome underscores the primary advantage of our SVA algorithm: By leveraging
problem-specific geometric insights (the fan-shaped structure of optimal solutions), it can
directly construct a near-optimal solution that is both more balanced and path-efficient
than those found by general-purpose learning frameworks. While our optimal MIP-based
solver, MIVA, predictably achieved the best balance (94%), its impractical runtime confirms
that SVA is the most effective and practical choice for this application.

The workload balance performance is further visualized in the histograms of Figure 12.
The distributions for our SVA and MIVA methods are tightly concentrated near zero,
confirming their excellent balancing capabilities, whereas the wide spreads for FCM and
KDF visually demonstrate their inability to distribute tasks evenly.

Table 2. Performance comparison of viewpoint allocation methods. The proposed heuristic, SVA,
achieves the best balance of solution quality and computational efficiency, yielding the shortest
average path length (APL) and a high balance score (PSEDI) with a practical runtime. It closely ap-
proaches the optimal solution from the MIVA benchmark without its prohibitive computational cost.

Method Running Time (s) Average Path Length (m) PSEDI < 50 (%)

FCM [14] 3 295 37

KDF [37] 3 302 57

GAPN [19] 29 295 69

MIVA (Ours) 3 x 104 270 94

SVA (Ours) 18 268 88
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Figure 12. Histograms of path length differences, illustrating workload balance. Our proposed SVA
and optimal MIVA methods show distributions tightly concentrated around zero, indicating superior
balance, whereas the FCM and KDF methods exhibit a wide spread, signifying imbalanced workloads.
(a) FCM method result. (b) KDF method result. (¢) MIVA method result. (d) SVA method result.
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4.4. End-to-End Framework Evaluation
4.4.1. Objective and Comparative Algorithms

This final experiment evaluated the performance of our complete two-stage framework
(MIP-SVA) on a large-scale 3D reconstruction task. We compared it against two composite
baseline frameworks:

e  MFC-FCM Method: Combines the MFC method for sub-region allocation and the
FCM method for viewpoint allocation.

¢  MSTC*-KDF Method: Combines the MSTC* method and the KDF method for sub-
region allocation and viewpoint allocation.

4.4.2. Settings

The experiment was conducted in the “AirSimNH” environment (Figure 13e). Air-
SimNH is a moderately complex urban scene provided by AirSim. It includes typical
obstacles such as houses, trees, and utility poles, mainly distributed along both sides of the
street, offering a certain level of 3D occlusion. This makes it well suited for low-altitude
obstacle avoidance and path planning algorithm validation. Its default obstacle density
is sufficient for training algorithms such as reinforcement learning, and users can further
customize the environment through the UE4 editor. In terms of flight dynamics, AirSimNH
does not impose restrictions on the flight model. It uses the SimpleFlight controller by de-
fault, supports customization of physical parameters, and allows integration with external
flight controllers, offering strong extensibility and realism.
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(c) Work paths obtained by MIP-SAA.  (d) Output rough 3D model in the first phase.

Figure 13. Cont.
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(e) Output viewpoint allocation solution by SVA.  (f) Final 3D model of the targét

area.

Figure 13. End-to-end execution of the MIP-SVA framework in the AirSimNH environment. The pro-
cess visualizes (a) the target urban area, (b) area segmentation by TASA, (c) inter-mission work paths
from MIP-SAA, (d) a preliminary exploration model, (e) intra-mission viewpoint allocation by SVA
for a detailed sub-region, and (f) the final high-fidelity 3D model.

The framework parameters were chosen based on a quantitative analysis of hardware
constraints and operational safety margins. We set the sub-region side length to 2 = 40 m,
maximum work area to Q = 5400 m?, capacity threshold to 4 = 0.9, and path balance
threshold to g = 40 m. The choice of a ensures a robust communication link, as the maxi-
mum required distance of 28.3 m remains safely within the conservative 30 m lower bound
cited for technologies like Bluetooth 5 in non-line-of-sight environments [38]. The capacity
threshold <y promotes high efficiency by mandating 90% energy utilization per sortie, while
critically reserving the remaining 10% as a safety margin for a safe return under adverse
conditions. Lastly, the path balance threshold g, scaled to the subregion size, provides a
practical tolerance that ensures synchronized mission completion without being overly
restrictive for the solver. All frameworks used the same underlying viewpoint planning
strategy (“Nadir” for exploration and “MVPA” for exploitation [29]).

4.4.3. Results and Analysis

The qualitative results of our framework’s execution are shown in Figure 13. As de-
tailed in Table 3, our MIP-SVA framework demonstrated superior performance in the
critical first stage of sub-region allocation. It achieved a perfect CBR of 100% and a TPL
of only 192 m, which is approximately half that of the baseline methods. This is because
both MFC and MSTC* rely on spanning-tree heuristics that struggle with the complex
geometry of the test scene, leading to unbalanced and inefficient work paths. While all
methods achieved the same PSEDI in the second stage for this specific run, the dramatic
improvement in the first-stage scheduling validates the effectiveness of our framework for
large-scale tasks.

Table 3. End-to-end performance evaluation of the integrated frameworks on the large-scale recon-
struction task. The proposed MIP-SVA framework demonstrates decisive superiority, particularly in
the inter-mission scheduling stage, achieving a perfect Capacity Balance Ratio (CBR) and reducing
the total path length (TPL) by approximately 50% compared to the composite baseline methods.

Method TPL(m) CBR-[0.9Q,Q] (%) APL (m) PSEDI < 40 (%)
MFC-FCM 373 0 236 44
MSTC*-KDF 365 33 238 44

MIP-SVA (Ours) 192 100 235 44
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4.5. Large-Scale Real-World Experiment

To validate the practical applicability and efficiency of our proposed framework, we
conducted a large-scale 3D modeling experiment on the Jiulonghu Campus of Southeast
University, an area exceeding 2 km?.

4.6. Experimental Setup and Procedure

As illustrated in Figure 14, the experiment utilized a fleet of three DJI Matrice 100
UAUVs [22], each with an effective flight endurance of approximately 28 min, coordinated
by a central Ground Control Station (GCS) where our two-stage scheduling framework
was deployed. The procedure was executed as follows:

1.  Area Segmentation: First, using our Target Area Segmentation Algorithm (TASA),
the 2 km? campus was methodically partitioned into 56 uniform subregions, each
measuring 200 m x 200 m and containing an average of approximately 185 viewpoints
required for high-fidelity reconstruction.

2. Task Allocation: Subsequently, the MIP-SAA algorithm was executed on the GCS to
solve the sub-region allocation problem. This generated a set of balanced, conflict-free,
and efficient work paths for the three-UAV fleet.

3. Autonomous Execution: Finally, the generated missions were uploaded to the UAVs,
which then autonomously performed the data collection flights at a constant speed of
10 m/s according to the optimized schedules.

4.7. Results and Analysis

The entire data collection task for the sprawling 2 km? area was successfully completed
in a total sampling time of just 168 min. To accomplish this, the framework generated an
optimized mission plan that required the UAV cluster to perform a total of only eight col-
lective sorties (i.e., eight-sub-region work path). This high level of coordination resulted
in an average operational cycle time of just 21 min per sortie (including flight, landing,

and battery swapping), underscoring the plan’s temporal efficiency.

For a direct performance comparison, a baseline test using the MFC-FCM method
was conducted over the same area. The baseline method required over 4 h (more than
240 min) to complete the task. In contrast, our framework achieved a remarkable 35%
reduction in total mission time, unequivocally validating the superiority of our optimized
allocation strategy.

Figure 14. The real-world experimental setup at Southeast University’s Jiulonghu Campus. Main
image: the fleet of three DJI Matrice 100 UAVs deployed for the mission. Inset: operators at the
Ground Control Station (GCS) overseeing the autonomous execution.
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The mission yielded a comprehensive dataset that was processed to generate a high-
fidelity 3D model of the campus, as shown in Figure 15. This outcome confirms the quality
and completeness of the coverage achieved by the autonomous fleet. Ultimately, this
large-scale field experiment provides compelling evidence for the practical feasibility and
superior performance of our proposed framework in real-world environments.

Figure 15. A section of the final high-fidelity 3D model of the Jiulonghu Campus. The detail
and completeness of the model validate the quality of the data acquired through our framework’s
automated flight plans.

5. Conclusions

This paper presents a novel framework that successfully addresses the challenge
of asymmetry inherent in large-scale 3D reconstruction for multi-UAV edge-intelligence
systems. Unlike traditional approaches that inadequately address real-world constraints,
our framework comprehensively considers communication range limitations, no-fly zones,
and workload balancing requirements through a two-stage approach. In the first stage, we
employ cell decomposition to partition the target area into manageable sub-regions while
respecting operational constraints. These sub-regions are then optimally allocated to UAVs
through a Capacitated Vehicle Routing Problem (CVRP) formulation, ensuring balanced
workloads and minimized travel distances across work paths. The second stage addresses
viewpoint allocation within each sub-region through our novel scan-based heuristic algo-
rithm. This polynomial-time complexity method effectively distributes viewpoints among
multiple UAVs while maintaining path balance and minimizing total traversal time. Exten-
sive experimental results demonstrate that our approach significantly outperforms existing
methods in terms of workload distribution and overall system efficiency.

While this work effectively advances centralized multi-UAV coordination, a key direc-
tion for future research lies in adapting our framework for distributed control architectures.
Developing decentralized scheduling models will require novel algorithms for autonomous
coordination and decision-making among UAVs, promising to further enhance task execu-
tion flexibility and system resilience.
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