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Abstract

The Hassanat Distance (HasD) is a bounded, non-convex metric widely used in k-nearest-
neighbor (KNN) classification for its robustness to noise, outliers, and heterogeneous
feature scales. Its definition, however, breaks a natural symmetry: through a sign-
dependent shift it assigns different distances to mirror-image pairs such as (1,2) and
(—1,—2), distorting neighborhoods exactly in the value ranges that modern preprocess-
ing (z-scoring, principal component analysis (PCA), learned embeddings) produces. We
introduce the Sign-Symmetric Hassanat Distance (SHasD), a single branch-free formula
D(a,b) = |a—b|/(1+ max(|al,|b|)) that is invariant under the reflection x — —x, coin-
cides exactly with HasD on non-negative data, and removes the conditional shift entirely.
We prove SHasD is a metric, and we derive a range-normalized companion, SHasD-R, that
additionally restores ray monotonicity and the [0,1) per-dimension bound. On 23 datasets
across three normalization regimes and ten distance measures, SHasD improves signifi-
cantly on HasD on data containing negative values (mean gain +1.1 percentage points,
up to +7.4; Wilcoxon p = 0.0026, Holm-corrected) and attains the best mean rank of the
compared measures on signed, heavy-tailed, outlier-rich data, while preserving HasD’s
robustness. An additive per-dimension decomposition yields a built-in interpretation of
every prediction.

Keywords: distance metric; similarity measure; Hassanat distance; sign symmetry;
reflection invariance; k-nearest neighbors; outlier robustness; metric space

1. Introduction

Distance measures are at the core of similarity-based learning. The k-nearest-neighbor
(KNN) classifier [1,2] delegates all of its inductive bias to the chosen distance, and a large
body of work shows that this choice materially affects accuracy and robustness [3-5].
Conventional metrics such as the Euclidean and Manhattan distances are sensitive to
feature scale and to outliers: a single feature with a large range, or a single corrupted
value, can dominate the sum. Robust distance-based learning is an active concern well
beyond standard KNN classification: outlier-aware methods explicitly account for cor-
rupted or extreme observations, as in the iterative minimum-spanning-tree detector of
Li et al. for medical data [6]; fault-diagnosis systems build multilabel classifiers on feature
fusion and fault-similarity measures [7]; clustering algorithms adapt neighborhood graphs
to heterogeneous density, where the distance shapes the graph itself [8]; and weighted
classifiers model attribute and instance importance directly [9]. In all of these settings
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the behavior of the underlying distance or similarity on realistic—signed, standardized,
outlier-contaminated—features is a first-order design concern.

There is also a mathematical motivation for designing new distance functions that
is independent of any particular classifier. Whether a proposed dissimilarity satisfies the
metric axioms, what topology it induces, whether it is complete, and which normalizations
preserve these properties determine where the function can be deployed safely: metric
indexing structures require triangle inequality, convergence arguments require complete-
ness, and fixed-point machinery requires knowing the underlying (possibly generalized)
metric structure [5,10]. Part of our contribution is to settle these questions for the proposed
reformulation (Sections 5.4 and 5.5).

The Hassanat distance (HasD) [11] addresses this by normalizing each dimension
independently with a ratio that is bounded in [0, 1), so that no attribute—and no single
corrupted value—can dominate. HasD has since been used successfully across applications
including EEG analysis, content-based image retrieval, face and gesture recognition, bio-
metrics, cancer classification, and fraud detection; a recent review collected this evidence
and simplified the original proof [12]. Large comparative studies found it to be the overall
top performer among tens of distances for KNN and notably insensitive to noise [3]. Most
recently, the Hassanat ratio has been adapted into a family of loss functions for binary
classification (HasLoss) [13], whose symmetric max-based denominator parallels, in the
loss domain, the symmetrization we pursue here for the distance itself.

This paper addresses a structural asymmetry of HasD on negative feature values.
HasD handles negatives by shifting both arguments upward by the absolute value of the
minimum, which guarantees a positive ratio but makes the distance depend on the pair
in a way that is not symmetric around zero: mirrored pairs receive different distances
(Section 4). We stress at the outset that this behavior violates no metric axiom—it is a
modeling choice embedded in the original definition. What we propose is an alternative
normalization that possesses an additional invariance (sign symmetry) while agreeing
with HasD wherever the original was designed to operate. Negative values are not an
edge case. They arise natively (signed sensors, returns, differences, wavelet and cepstral
coefficients), and they are manufactured by the two most common preprocessing steps
in modern pipelines: z-score standardization and projection methods such as principal
component analysis (PCA) or learned embeddings, both of which produce zero-centered
features that are negative roughly half the time.

Contributions.

1.  We identify and characterize the reflection asymmetry of HasD on negative values,
and we show that its negative branch collapses to a translation-invariant transform of
|a — b|, structurally different from its positive branch (Section 4).

2. We propose the Sign-Symmetric Hassanat Distance (SHasD), a single, branch-free for-
mula that coincides exactly with HasD on non-negative inputs and is invariant under
sign reflection. We prove it is a metric and analyze its properties, and we derive a
range-normalized companion, SHasD-R, which is additionally monotone along rays
and bounded in [0, 1) per dimension (Section 5). We further show that both metrics
induce the standard Euclidean topology on R, have the same convergent and Cauchy
sequences as the Euclidean metric, and are complete (Section 5.4), and we exhibit
SHasD as the unique backward-compatible member of a general family of admissible
sign-symmetric normalizations (Section 5.5).

3. We evaluate SHasD against HasD and seven other distance measures with KNN on 23
datasets covering four scenarios—natively negative features, PCA-projected real data,
z-score- and [—1, 1]-normalized classics, and signed data with native heavy-tailed
outliers (financial returns and contaminated generators)—including a k-sweep and

https://doi.org/10.3390/sym18071225


https://doi.org/10.3390/sym18071225

Symmetry 2026, 18, 1225

30f26

noise/outlier robustness experiments (Sections 6 and 7). SHasD improves significantly
on HasD on the datasets with negative values, attains the best mean rank of the ten
compared measures under native outliers, and it preserves HasD’s robustness.

2. Related Work

The choice of distance function is the dominant design decision in nearest-neighbor
learning, and a sustained line of work has studied how to make it well [3,4]. Recent algorith-
mic advances include locally scaled kernels with confidence voting [14], direct optimization
of the distance function for neighbor-based classifiers [15], comparative analyses of KNN
variants for prediction tasks [16], joint optimization of variable selection and neighborhood
size [17], and hyperparameter tuning that targets the Fg score directly [18]. The Hassanat
distance figures prominently in this literature: its behavior has been analyzed in connec-
tion with the k = \/n rule and dimension-aware neighbor selection [19], integrated in an
enhanced KNN that combines G-metric reconstruction with a Gray Wolf Optimizer [20],
and benchmarked against competing metrics on large software-effort-estimation data [21].
It has also been adapted to unsupervised settings through iterative clustering with train-
ing [22] and GPU implementations in order to lower the computational cost of neighbor
search at scale [23].

Apart from algorithmic study, KNN and Hassanat distance appear in a surprisingly
large number of application domains. In biomedicine, they support cancer-data clas-
sification with robust distance measures [24], epilepsy diagnosis [25], weighted-KINN
disease diagnosis on clinical data [26], amebiasis testing via decision-tree learning and data
mining [27], studies of normalization and distance choice for diabetes classification [28],
and pandemic-era sentiment analysis [29]. In computer vision and pattern recognition
they drive face-mask detection and recognition [30,31], hand-gesture recognition [32],
image-quality assessment [33], and UAV-based anomaly detection for photovoltaic in-
spection [34]. Industrial and engineering applications include bearing-fault diagnosis
from auto-encoder features [35], fault classification in distributed generation and smart
grids [36,37], non-destructive produce grading [38], ultrasonic assessment of stabilized
soils [39], and intelligent threshold prediction for mesh segmentation [40]. The same toolkit
reaches telecommunications and networking—QoS routing in SDN-IoT [41], data gathering
in underwater sensor networks [42], visible-light indoor positioning [43], and traffic-flow
prediction [44]—as well as automatic modulation classification [45], financial and economic
forecasting [46—48], hardware-security side-channel analysis [49], agricultural recommen-
dation systems [50], and information-theoretic accounts of generalization [51]. Method-
ologically novel proximity notions also continue to appear, including p-adic distances for
KNN [52] and weighted metrics coupled with three-way decision theory [53].

Two observations motivated the present work. First, the effectiveness of each of these
systems is inseparable from the distance it uses, and the Hassanat distance is repeatedly
singled out for its boundedness and robustness to noise and outliers [3,12,19]. Second,
the great majority of these pipelines operate on data that is standardized, projected, or na-
tively signed—exactly the regime in which the reflection asymmetry analyzed in Section 4
arises. A sign-symmetric reformulation that preserves HasD’s robustness therefore stands
to benefit this entire body of applications without changing how it is deployed.

Position within generalized distance structures.

From a mathematical standpoint, the present construction belongs to the broader study
of generalized and normalized distance structures, which we briefly situate. One long-
standing line of research relaxes the metric axioms themselves: b-metric spaces weaken the
triangle inequality by a multiplicative constant [54]; partial metric spaces permit nonzero
self-distance [55]; metric-like (dislocated) spaces relax the identity of indiscernibles [56]; and
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fuzzy metric spaces, in the tradition of Kramosil-Michélek and George—Veeramani [57,58],
replace numerical distances by degrees of nearness—see the recent survey of fixed-point
results, contraction principles, and simulation functions in fuzzy metric spaces by Mous-
saoui and Radenovi¢ [10]. Perturbed and parametric metric constructions for distance
modeling continue to appear in this literature [59]. A second line studies metric-preserving
functions: transforms f o d of an existing metric d that remain metrics, characterized by
subadditivity-type conditions [60]; the bounded remetrizations d/(1 + d) and min(1,d)
are the classical examples. The Hassanat family fits neither frame exactly: it satisfies the
classical metric axioms in full (no relaxation), yet it is not a metric-preserving transform of
|a — b|, because its normalizer depends on the pair (g, b) through max(|a|, |b|) rather than
on the difference alone. It is precisely this pair-dependent, scale-adaptive normalization
that produces the boundedness and outlier robustness prized in applications—and that
requires the direct proofs of Section 5 in place of citable transform theorems. Section 5.5
makes the connection systematic by characterizing a family of admissible normalizers,
and extending the sign-symmetric construction to b-metric or fuzzy settings is a natural
direction we leave open (Section 9).

3. Background: The Hassanat Distance
For feature vectors p,q € R™, HasD is defined as HasD(p, q) = ¥./"; D(p;, q;:) with

1 &/ min(a,b) >0,
1+ max(ﬂl, b)
. 1+ min(a, b) 4+ |min(a, b)| min(a,b) <0
1+ max(a,b) + |min(a,b)|’ , '

Each dimension contributes a value in [0, 1), reaching 1 only in the limit max — oo (or
min — —oo), which yields HasD’s hallmark properties: boundedness per dimension,
insensitivity to feature scale, and robustness to outliers [3,11,12].

4. The Problem: Reflection Asymmetry on Negative Values

Write the positive branch of (1) in ratio-free form:

_ 1+min(a,b) _ max(a,b) —min(a,b) _ |a — b
1+ max(a,b) 1+ max(a,b) 1+ max(a,b)’

a,b>0. (2)

The distance is the absolute difference, normalized by the magnitude of the larger value. Now
consider the negative branch. Substituting s = |min(a,b)| gives 1 + min+s = 1 and
1 4+ max +s = 1 + max — min, hence

max(a,b) — min(a, b) |a — b

Dla,b) = 1+ max(a,b) —min(a,b) 1+|a—b|’ min(a,b) <0. ®)

The negative branch therefore depends on the difference only: all information about the mag-
nitudes of a and b is discarded. The two branches are structurally different normalizations,
and the result is an asymmetry under reflection x — —x:

D(1,2)=4% but D(-1,-2)=1%,  D@B,7)=1 but D(-3,-7) =%

Mirrored pairs—identical configurations up to the sign convention of the measurement—
receive different distances. Figure 1(left) visualizes the effect: the profile of D(x,2) is not
the mirror image of D(x, —2). In a KNN neighborhood this means that the same geometric
structure is judged differently on the negative side of a feature than on the positive side,
and points whose features straddle zero have their neighborhoods distorted. We call
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this invariance under the reflection x — —x sign symmetry. It should not be confused
with the symmetry axiom of a metric, d(a,b) = d(b, a), which HasD satisfies; indeed, sign
symmetry is not required by the metric axioms at all—HasD is a metric [11,12]. It is,
however, a natural invariance to demand of a general-purpose distance on R™, where the
sign convention of a feature (profit/loss, charge polarity, direction) is frequently arbitrary.
Figure 2 visualizes the same asymmetry in two dimensions through the level sets of the
summed per-dimension distance.

HasD SHasD SHasD-R
— D(x, 2) ] — D(x,2)
o 1.25 D(x, =2) D(x, —2)
S
=
£ 1.00 1 1
@
5 \ \
5 0.75 q 1
2 nof-monotone
J2 tail
QE) 0.50 1
5 reflection
a‘_} 0.25 asymmetry 4
o — D(x, 2)
0.00 oix. =2)
-10 =5 0 5 10 -10 =5 0 5 10 -10 -5 0 5 10
X X X

Figure 1. Per-dimension distance to the fixed points 2 (solid) and —2 (dashed). (Left): HasD; the
two profiles are not mirror images. (Middle): SHasD restores mirror symmetry, but its cross-sign
tail decays after the peak at the mirror point. (Right): SHasD-R is mirror-symmetric and monotone
along every ray. Note that each individual profile is intentionally asymmetric about its own anchor:
the normalization by the larger magnitude makes the distance relative to scale (steeper toward zero,
flatter away from it), the scale-adaptive behavior that defines the Hassanat family. Sign symmetry
concerns the pair of profiles, not each profile alone; a profile symmetric about its anchor would imply
translation invariance and forfeit boundedness.
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Figure 2. Level sets (“balls”) of the two-dimensional distance to a center at (2,2) and at (—2, —2).
HasD balls (top) change shape when the center is reflected through the origin; SHasD balls (bottom)
are reflections of one another. In each panel, the red “+” marks the center c; the colored curves are
the level sets at r = 0.2,0.4, . ..,1.2, with inline labels and color both encoding the level r (darker =
smaller r).
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5. SHasD: A Sign-Symmetric, Branch-Free Reformulation

Equation (2) suggests the reformulation: keep the positive branch exactly, and extend
the magnitude normalization to all reals through absolute values. We define, for p, g € R",

la — bl
1—0—max(|a|,|b|)'

SHasD(p,q) = }_ Ds(pi, 4i), Ds(a,b) = (4)
i=1

No case analysis, no shift term, and no division-line correction: a single expression on all
of R.

Notation.

Throughout the paper, D (1), Ds (4), and D, (5) denote the one-dimensional (per-
dimension) distance functions, while HasD, SHasD, and SHasD-R denote the corresponding
coordinate-sum metrics on R™. We use the symbols D, D;, D, only in mathematical
statements about a single dimension; all figures, tables, and experimental discussion use
the names HasD, SHasD, and SHasD-R uniformly.

5.1. Elementary Properties

Proposition 1 (Backward compatibility). For a,b > 0, Ds(a,b) = D(a,b), i.e., SHasD
coincides with HasD on non-negative data.

Proof. For a,b > 0, max(|a|,|b|) = max(a,b), and (2) shows the two expressions are
equal. O

Why was this not done before?

The reformulation is natural only in hindsight. The two-branch definition (1) conceals
the structure: written as ratios of shifted minima and maxima, neither branch suggests a
common closed form. Only when the positive branch is rewritten in the difference form
(2)—a simplification introduced, for computational reasons, only recently [12]—do the
magnitude-discarding nature of the negative branch (3) and the absolute-value extension
become visible. Tellingly, even the most recent work to build directly on this non-convex
ratio—using it to define an outlier-robust accuracy measure for machine-learning regres-
sion [61]—carries the original sign-dependent treatment of negative values unchanged,
evidence that the reflection asymmetry had gone unnoticed rather than been weighed and
deliberately accepted.

Proposition 2 (Sign symmetry). Ds(—a, —b) = Ds(a,b) for all a,b € R; consequently
SHasD(—p, —q) = SHasD(p, q).

Proof. Both |a — b| and max(|a|, |b|) are invariant under (a,b) — (—a, —b). O

Proposition 3 (Boundedness and limits). 0 < Ds(a,b) < 2. Ifab > 0 (same sign or zero) then
Ds(a,b) < 1. For fixed a, limy o, Ds(a,b) = 1; and lim; e Ds(t, —t) = 2.

Proof. If ab > 0 then |a — b| < max(|a, |b]), so Ds < HLM < 1 with M = max(|a|, |b]).
In general |a — b| < |a| 4 |b| < 2M, so Ds < {2%; < 2. The limits follow directly. [

Proposition 3 maintains the bounded, scale-invariant feature that supports HasD’s
outlier robustness: each corrupted dimension contributes at most 2 (at most 1 if it does not
flip sign), regardless of magnitude. The per-dimension saturation limit of (1) as in [11] is
likewise preserved.
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5.2. SHasD Is a Metric

The proofs of Theorems 1 and 2 both reduce the triangle inequality to the maximization
of a convex function over a compact square. We isolate the required fact from convex
analysis as a lemma.

Lemma 1 (Vertex maximum principle). Let P C R" be a compact convex polytope with vertex
set {v1,...,0,}, and let g : P — IR be convex. Then max,cp g(u) = max; g(v;).

Proof. By the Minkowski-Krein-Milman representation, every u € P is a convex combina-
tion of the vertices, u = 2;:1 Ajvjwith A; >0, YjAj =1 Jensen’s inequality for the convex
function g then gives

g = g(LAm) < Lhis() < maxg(e),
] )

and the maximum is attained because at least one vertex belongs to P. See also
(Theorem 32.2, [62]) for the general statement on convex functions attaining their maximum
at extreme points. [

Theorem 1. D; is a metric on R, and therefore SHasD is a metric on R™.

Proof. Non-negativity is clear; Ds(a,b) = 0 if |[a —b| = 0 if 2 = b; symmetry in the
arguments is clear. It remains to prove the triangle inequality

Ds(x,z) < Ds(x,y) + Ds(y,z) forall x,y,z € R.

Write M(u,v) = max(|ul, |v|) and let m = M(x, z).
Case 1: |y| < m. Then M(x,y) < mand M(y,z) < m, so

[x—yl+y—z| |x — z|
D + D > >
s(xy) + Dely2) 1+m 1+m

= Ds(x,2),

using the triangle inequality for | - |.

Case 2: |y| > m. We first reduce to y > 0. By Proposition 2 the joint reflection
(x,y,z) — (—x,—y, —z) preserves all three pairwise distances Ds(x,y), Ds(y,z), Ds(x, z)
as well as the quantity m, so if y < 0 we may replace the triple by its reflection; we
therefore assume y > 0 from the outset. Theny = |y| > m > |x|,|z|, ie., x,z € [-m, m],
and M(x,y) = M(y,z) = y. Moreovery > m > xandy > m > zimply [x —y| =y — x
and [y —z| =y —z,s0

Ds(x’y) +Ds(y,Z) = (y_x) + (y—Z) _ Zy—x_z.

1+y 1+y
. . : lx—z|] 2y—x—z 5
Hold fixed, def ,z) = — th, —m, m]%; t
olding y fixed, define g(x, z) T T+y on the square [—m, m|*; we mus

show g < 0. The first term is a positive multiple of the convex function (x,z) — |x — z|

and the second term is affine in (x,z), so g is convex on [—m, m|?. If m = 0 the square

degenerates to the single point (0,0) and g(0,0) = —2y/(1+y) < 0, so assume m > 0.

By Lemma 1 the maximum of g over the square is attained at one of the four vertices, where
2(y —m) 2y +m)

g(m,m) = —W < O, g(—m, —m) = W < 0,
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g(m,—m) = g(—m,m) = —— — —— <0,

the last inequality because t +— t/(1 + t) is strictly increasing and y > m. Hence ¢ < 0
on the whole square, which proves Case 2. Summing the per-dimension inequality over
i=1,...,mextends the result to R”. O

The theorem stands entirely on the analytical proof above; a numerical regression
test of our released implementation against this result is reported, as an implementation
diagnostic only, in Appendix A.

5.3. Ray Monotonicity and the SHasD-R Variant

A natural requirement beyond the metric axioms is ray monotonicity: moving a point
farther from an anchor along a straight line should never decrease the distance. HasD is
ray monotone, and so is Ds on same-sign pairs (where it equals HasD). On the cross-sign
side, however, Dy is not: for the anchor b =2 and x < -2,

|x| +2
Ds(x,2) = ,
5(x,2) 1+ |x]
which peaks at the mirror point x = —2 (value 4/3) and then decays toward 1 as x — —oo

(Figure 1(middle)). The reason is structural: as one point recedes, the difference |x — b| and
the normalizer max(|x|, [b|) grow at the same rate. The effect is confined to the saturated
band—every such point still has Ds > 1, farther than any same-sign point can ever be—
and the metric property is unaffected. Still, monotonicity may be preferred. It can be
restored, without giving up the single branch-free formula, sign symmetry, or backward
compatibility, by including the difference itself in the normalizer:

_ |a —b|
1+ max (|al, |b],|a —b])

Dy(a, b) ®)

The normalizer is exactly the range of the three numbers {a,b,0}, i.e.,, max(a,b,0) —
min(a, b,0); we therefore call (5) SHasD-R (range-normalized).

Proposition 4. D, satisfies: (i) D;(a,b) = D(a,b) for a,b > 0; (ii) D,(—a, —b) = D,(a,b);
(iii) 0 < D, (a,b) < 1; (iv) ray monotonicity: for fixed b, D,(x,b) is non-decreasing as x moves
away from b in either direction.

Proof. (i) For a,b > 0, |a — b| < max(a,b) = max(|a], |b]), so the third term is inactive
and (2) applies. (ii) Numerator and all three normalizer terms are invariant under joint
negation. (iii) The numerator never exceeds the maximum in the denominator. (iv) By
(ii) assume b > 0. For x > b: D, = (x — b) /(1 + x) with derivative (1 +b)/(1+ x)? > 0.
For0 < x < b: D, = (b—x)/(1+b), increasing as x decreases. For x < 0: D, =
(b—x)/(1+ b — x), increasing as x decreases. The pieces agree at the boundaries. [

Theorem 2. D, is a metric on R, hence its per-dimension sum is a metric on R™.

Proof. Only the triangle inequality D,(x,z) < D,(x,y) + D,(y, z) requires an argument.
Write N(u,v) = max(|ul, |v],|u —v|) and let y = min(0,x,z), M = max(0,x,z), m =
M — u. Note first that N(x,z) = m: indeed p < 0 < M gives |x| = max(x, —x) <
max(M, —u) < M — p, likewise |z| < M — y, and |x — z| < M — u because x,z € [u, M];
conversely one of |x|, |z|, |x — z| equals M — p since {y, M} C {0, x,z}.
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Case 1: y € [u, M]. Then {0, x,y} C [u, M], so by the same estimates as above, |x| < m,
ly| <m,and |x —y| < M — u = m, whence N(x,y) < m; the identical argument applied
to {0,y,z} gives N(y,z) < m. Therefore

|'lf y’ ‘y Z‘ |.‘C Z|
D,(x +D z) > >
T( /]/) }’(y/ ) - 1 - 1

= Dy(x,z),

using the triangle inequality for | - | in the second step.

Case 2: y ¢ [p, M]. As in Theorem 1, the joint reflection (x,y,z) — (—x, —y, —z)
preserves all three values of D, (Proposition 4(ii)) and swaps the roles of y and —M, so
we may assume y > M; then, in particular, y > 0, y > x, and y > z. We compute N(x, y)
explicitly. Since y > M > x we have |x —y| = y — x; and since y > 0,

Y x>0, .
N(x,y) = max (|x|, v, y —x) = { = y—min(0,x) < y—yu,
y—x, x<0,
where the case check uses |x| < max(y,y —x) (forx > 0: |x| = x < y; for x < 0
|x|] = —x < y — x), and where the final bound holds because min(0,x) > p. Likewise

N(y,z) = y—min(0,z) < y — p. Since the numerators y — x and y — z are positive,
enlarging the denominators can only decrease each term:

Dr(x’y)+Dr(y,Z) > (yfx)Jf(y*Z) . 2y —x—z

1+y—u 1+y—p’

It therefore suffices to show that h(x,z) = |f:nz1‘ - 213:;:; is < 0 on [u, M]2. With y
fixed, h is the sum of a positive multiple of the convex function |x — z| and an affine
function, hence convex. If m = 0 then x = z = y = M and h reduces to the single value

—2(y—x)/(14+y —u) < 0;soassume m > 0. By Lemma 1, h is maximized at a vertex of

the square:
__2(y—-M) __2y—p)
usingy > M > p, and
_ _om y=-M+y-p) o om Y-y
h(M'”)_h(”’M>_1+m T+y—p “1+m 1+y—upu '

where the first inequality drops the non-negative term y — M from the numerator, and
where the second holds because y — yt > mand t — t/(1 + t) is increasing. Hence h < 0
on the whole square. [

Remark 1 (Choosing between the forms). Another sign-symmetric metric is |a — b|/ (1 +
la| + |b|); it is bounded by 1 and is ray monotonic but does not reproduce HasD on non-negative
data, so we do not pursue it further. Among the backward-compatible variants, Ds (4) is the
least modification to HasD and shows the highest empirical strength (Section 7); D, (5) further
quarantees ray monotonicity and preserves the usual [0,1) per-dimension constraint at a slight
accuracy cost. All experiments include both.

5.4. Topological and Analytical Properties

Beyond the metric axioms, it is natural to ask how the metric spaces (R”,SHasD)
and (R™, SHasD-R) relate to the standard Euclidean structure: whether they generate the
same topology, the same convergent and Cauchy sequences, and whether completeness
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and compactness properties are preserved. The following results answer these questions.
We first record that the two proposed metrics are strongly (bi-Lipschitz) equivalent to
each other.

Proposition 5 (Strong equivalence of D and D,). Forall a,b € R, 1 Ds(a,b) < D,(a,b) <
Ds(a,b); consequently the induced metrics on R™ satisfy the same two-sided bound.

Proof. The upper bound holds because the normalizer of D, is at least that of Ds. For the
lower bound, |a —b| < |a| + |b| < 2max(|al,|b|) gives 1 + max(|al,|b|,|a —b]) < 1+
2max(|al, [b]) < 2(1 +max(|al,[b])). O

It therefore suffices to analyze Ds; every topological statement below transfers verba-
tim to D,.

a—>» s
M < Dy(a,b) < |a— bl (i) if |al, |b] < R then

; (iii) if Ds(a,b) < % then |b| < 2|a| + 1.

Lemma 2. Forall a,b € R: (i)

|a — bl
1+R

DS(arb) 2

Proof. (i) and (ii) are immediate from max(|a|,|b|) < |a| + |b| and max(|a],|b|) < R,
and from the denominator being > 1. For (iii), suppose |b| > 2|a| + 1; then |b| > |a|, so

-b b|— b|+1)/2 .
Di(a,b) = fgt > Bl > B2 — 1 using [a] < (b - 1)/2. O

Theorem 3 (Topological equivalence with the Euclidean metric). Let d(p,q) = SHasD(p, q)
on R™ and let || - || denote the Euclidean norm. Then:

(i) asequence (py) converges to p in d if and only if || p, — p|| — 0; hence d induces the standard
(Euclidean) topology on R™;

(ii)  (pn) is d-Cauchy if and only if it is Euclidean-Cauchy; consequently (R™,d) is a complete
metric space;

(iii)  the compact subsets of (R™,d) are exactly the closed and (Euclidean-)bounded sets;

(iv)  the equivalence is topological but not uniform: the identity map (R™, | - ||) — (R™,d) is
Lipschitz (with constant \/m relative to || - ||), but its inverse is not uniformly continuous.

Proof. (i) If ||p, — p|| — O then each coordinate difference tends to 0, and Ds(py, i, pi) <
|pn,i — pi| (Lemma 2(i)) gives d(py, p) — 0. Conversely, suppose d(pu, p) — 0. For each
coordinate i, eventually Ds(p,,;, pi) < %, 50 |pni|l < 2|pi| + 1 by Lemma 2(iii); thus the

sequence is confined to a bounded box {|a| < R}, on which Lemma 2(ii) gives |p, ; — pi| <

(14 R) Ds(pyi, pi) — 0. Since the two metrics have the same convergent sequences
and both topologies are metrizable, they coincide. (ii) The same two estimates apply
verbatim with p replaced by py for a suitable fixed index N: a d-Cauchy sequence is
eventually within Ds-distance % of pn coordinate-wise, hence bounded, hence Euclidean-
Cauchy by Lemma 2(ii); the converse follows from Ds < | - — - |. Completeness of (R™,d)
is then inherited from completeness of R™: a d-Cauchy sequence is Euclidean-Cauchy,
converges in the Euclidean metric, and by (i) also in d. (iii) Compactness is a topological
property, so by (i) the compact sets agree with the Euclidean ones, which are the closed
bounded sets by the Heine-Borel theorem. (iv) The Lipschitz bound follows from d(p, ) <
llp —gll1 < v/m||p —q||. For the inverse, take a, = n, b, = n + \/n in any fixed coordinate:
Ds(ay, by) = /n/(1+n++/n) — 0while |a, —b,| = /n —oc0. O

Remark 2. Two consequences deserve emphasis. First, since d is bounded (d < 2 m on all of R™),
d-boundedness carries no information: the whole space is d-bounded and closed but not compact, so
the Heine—Borel property fails intrinsically for d even though the compact sets coincide with the
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Euclidean ones. In particular, large closed d-balls are not totally bounded. Second, because the equiv-
alence is not uniform, uniform-continuity-based arquments do not transfer automatically between
the two structures, whereas all purely topological notions (convergence, continuity, separability,
compactness, connectedness) do. These properties place (R™,SHasD) in the same class as other
bounded remetrizations of R™, such as min(1, [|[p — ql|) or ||p — gl / (1 + ||p — ql|), with the essen-
tial difference that the SHasD normalization is local in magnitude (scale-adaptive per coordinate)
rather than a global monotone transform of the Euclidean distance.

5.5. A Generalized Family of Admissible Normalizations

The proposed metric replaces the denominator of the Hassanat distance by the sign-
symmetric normalizer 1 + max(|al, |b|). It is natural to ask whether this construction is an
isolated repair or a member of a broader family of normalized metrics. The following result
shows the latter: the proof of Theorem 1 depends only on two structural properties of the
normalizer.

Theorem 4 (Admissible normalizer family). Let i : [0,00) — [0, 00) be nondecreasing and
such that

f(t) = Tib(t) is nondecreasing on [0, 00).
Then | b
a_
Dlp (El, b)

" 1+ ¢(max(|al, [b]))

is a sign-symmetric metric on R, and its per-dimension sum is a metric on R"™.

Proof. Non-negativity, identity of indiscernibles, symmetry, and sign symmetry are imme-
diate (y > 0 makes the denominator finite and positive, and all ingredients depend only on
|a], |b| and |a — b]). The triangle inequality follows by the two-case argument of Theorem 1.
Let m = max(|x|, |z|). Case 1 (J]y| < m): monotonicity of ¢ gives (max(|x|, [y|)) < y(m)
and ¢(max(|y|, |z|)) < ¢(m), so both terms on the right-hand side have denominators at

most 1+ ¢(m), and the triangle inequality for | - | concludes as before. Case 2 (|y| > m;
lx—z]  2y—x—z

T+g(m) 1+¢(y) 1S convex on

by sign symmetry y > m > |x|, |z|): the function g(x,z) =

[—m, m]?, and by Lemma 1 it suffices to check the vertices:

gl m) =~ <0, glom,—m) = g(=m,m) = 2(F(m) — () <0

the last inequality precisely because f is nondecreasing and y > m. 0O

Corollary 1. Each of the following is a sign-symmetric metric on R: ¢(t) = t (SHasD); (t) = ct
forany ¢ > 0; p(t) = t* fora € (0,1]; p(t) = log(1 + t); Y(t) = O (the unnormalized |a — b)).

Remark 3 (SHasD as the distinguished member). Three observations position SHasD within
this family: (i) Backward compatibility selects ¢(t) = t uniquely: requiring Dy(a,b) =
HasD(a, b) for all a,b > 0 forces 1 + ¢(max(a, b)) = 1+ max(a,b), i.e., p = id. (i) Bound-
edness requires linear growth: Dy (t, —t) = 2t/(1 +(t)) = 2f(t), so the per-dimension
bound of the Hassanat family is retained if f is bounded, i.e., if P grows at least linearly; sublinear
members such as P(t) = t*, o < 1, are metrics but forfeit outlier robustness. (iii) The family
is not exhaustive: the normalizer of SHasD-R, max(|a|, |b|, |a — b|), depends on the pair rather
than on max(|a|, |b|) alone, yet Theorem 2 shows it is also admissible. A full characterization
of pair-dependent admissible normalizers—and connections to metric-preserving functions and
generalized metric structures (Section 2)—is an interesting direction for future work.
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5.6. Importing Global Geometry: Norm-and-Direction Augmentation

The best clean-data competitor in our experiments (Section 7) is the Bray—Curtis (BC)
dissimilarity. It uses a per-pair normalizer }; |x; + y;| that gives two cross-dimensional
signals, vector norm and direction, which are not present in per-dimensional sums. The di-
rect import fails: the vector-level analogue ||x — y||1/(1 + max(||x||1,||y|l1)) breaks the
triangle inequality (1221 violations in 3 x 10° random triples), the same structural reason
why BC is not a metric. Both signals can nevertheless be imported safely through feature
augmentation: let

x/||xll2, x #0,
0ER™, x=0,

=[x xll2 ux)],  ulx) =

and define the norm-and-direction (ND) augmented distance SHasD™P (x, y) = SHasD(%, /).
The convention #(0) = 0 makes the direction coordinate—and hence the augmentation
map x — ¥—well defined on all of R™; without it, £ would be undefined at the origin and
SHasD™P would only be a metric on R \ {0}.

Proposition 6. With the convention u(0) = 0, SHasD™NP is a metric on R™.

Proof. The map x — ¥ is well defined on all of R and injective (its first m coordinates
already determine x), and if d is a metric and f is injective then (x,y) — d(f(x), f(y)) isa
metric. Note that the injectivity argument is unaffected by the convention at x = 0, since it
relies only on the first m coordinates of . [

Empirically, SHasD + ND beats SHasD on 8 of 9 native-negative datasets (41.2 per-
centage points (p.p.) on average, p = 0.012) and closes roughly 60% of the gap to BC on its
strongest geometries (e.g., ringnorm 70.1% — 78.0% after z-scoring), at the cost of a few
points of outlier robustness, since the global features are themselves corruptible. Unlike
D and D it is not backward compatible with HasD on non-negative data (the augmented
coordinates contribute additional terms). We regard it as an optional third member of
the family, suited to zero-centered, embedding-like data; complete results accompany the
released code. Table 1 summarizes the properties of all measures discussed.

Table 1. Property summary: “=HasD” means equal distances on non-negative data. The only break of
ray monotonicity for SHasD happens in the band where it is saturated with cross-signs (Ds > 1). The
first five columns are structural (provable) properties; boundedness per coordinate is the structural
ingredient behind outlier robustness. The last-but-one column, by contrast, is an empirical summary
of the corruption experiments of Section 7 and should be read as observed, not guaranteed, behavior.
A check mark (v') indicates that the property holds; a cross (x) indicates that it does not.

Measure Metric Sign-Symmetric Bounded/Coord. Ray-Monotone Robust (Emp.) =HasD
HasD v X [0,1) v v v
SHasD v v [0,2) partial v v
SHasD-R v v [0,1) v v v
SHasD + ND v v [0,2) — moderate X
Bray—Curtis X v unbounded X X X
Canberra v v [0,1] X v X
Euclidean v v unbounded v X X

Remark 4 (Computational form and complexity). Equation (4) is branch-free and uses one
division and one maximum per dimension, which vectorizes better than (1) (no conditional shift); in
our NumPy implementation SHasD was consistently faster than HasD (Section 7). We emphasize
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that the speedup is a constant factor, not an asymptotic one: both HasD and SHasD evaluate a
fixed number of elementary operations per coordinate, so a single pairwise distance costs ©(m)
for both, and a full ny x ny distance matrix costs @ (nynym) for both. The practical difference
lies in the constant. Per coordinate, SHasD requires three absolute values, one subtraction, one
maximum, one addition, and one division. The two-branch definition (1) additionally requires
the predicate min(a, b) < 0 and a data-dependent shift: in scalar code this induces a conditional
branch that is mispredicted on sign-mixed data, and in vectorized (SIMD/NumPy) code it must
be emulated by computing both branches together with a Boolean mask and a select, roughly
doubling the number of elementary array passes and temporary buffers, and increasing memory
traffic accordingly. Eliminating the branch is what produces the observed ~ 2.9 x wall-clock ratio
(Section 7.7); the asymptotic complexity of neighbor search itself is unchanged.

6. Experimental Setup
6.1. Datasets

We used 23 classification datasets in three groups (Table 2), with the real datasets ob-
tained via the scikit-learn library [63]. Group A contained data whose features are natively
negative or become negative through standard projection: the real survey dataset vote92
(thermometer-difference features) [64], real image data projected by PCA (optdigits,
WDBC, and a 3000-sample MNIST subset [65]), and the classic synthetic benchmarks of
Breiman—twonorm, threenorm, ringnorm [66] and waveform with 21 and 40 features [67]—
whose generators are zero-centered by construction. Group B contained widely used
positive-feature classics (iris, wine, WDBC, optdigits, forensic glass, Pima, the original
Wisconsin breast cancer data, and crabs [68,69]). Group C targeted the regime HasD was
designed for: signed features with native outliers. It comprised real daily log-returns of
BMW and Siemens stock and of five exchange rates (distributed with the R packages
evir and Ecdat; kurtosis 4-8), with volatility-regime and direction-of-move targets, to-
gether with the Breiman generators driven by Student-#(2.5) noise in the spirit of Huber’s
e-contamination model [70] (kurtosis 22-53). Across Group C, 1.1-1.6% of all values lay
beyond three standard deviations, four-to-six-times the Gaussian rate.

Every dataset was evaluated in three variants: raw; z-scored; and min—max scaled to
[—1,1] (all statistics fitted on each training fold only). For Group B, the raw variant was a
control on which SHasD and HasD were provably identical (Proposition 1); the z-scored
variant represented the ubiquitous practical scenario in which standardization pushed
roughly half of all the values below zero.

6.2. Protocol

We compared ten distance measures: SHasD (4), SHasD-R (5), HasD (1), Euclidean,
Manhattan, Chebyshev, Canberra [71], Bray—Curtis, Cosine, and Lorentzian [4]. Each was
plugged into a KNN classifier evaluated with repeated stratified 10-fold cross-validation
(two repetitions; identical folds for all metrics). We report k=1 as the primary setting—
isolating the effect of the distance, following [3]—and sweep k € {1, 3,5,7, L\/ﬁj } For ro-
bustness experiments we corrupted a fraction ¢ € {10%,30%,50%} of all feature values
with (i) additive Gaussian noise of one pooled standard deviation, or (ii) outlier substi-
tution: corrupted cells were replaced by values 3 ranges below the minimum or above
the maximum, mimicking gross measurement errors. Exact distance ties were broken by
training-set order; on the datasets with many duplicated values (e.g., vote92) this makes
sub-percent accuracy differences platform-dependent. All code, data generators, and seeds
are released for reproducibility.
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Table 2. Datasets: “% Neg” is the percentage of negative feature values in the raw data.
Dataset Source n d Classes % Neg
digits_pca32 UCI optdigits, PCA-32 (real) 1797 32 10 49.8
mnist3k_pca32 MNIST subset, PCA-32 (real) 3000 32 10 50.1
ringnorm Breiman 1996 generator [66] 1000 20 2 41.1
threenorm Breiman 1996 generator [66] 1000 20 2 50.0
twonorm Breiman 1996 generator [66] 1000 20 2 499
vote92 R pscl::vote92 (real survey) 909 8 3 13.3
waveform?21 Breiman et al. 1984 generator [67] 1000 21 3 19.8
waveform40 Breiman et al. 1984 generator [67] 1000 40 3 33.8
wdbc_pcal0 UCI WDBC, z+PCA-10 (real) 569 10 2 52.4
biopsy R MASS::biopsy = UCI BCW original (real) 683 9 2 0.0
crabs R MASS::crabs (real) 200 5 4 0.0
digits sklearn/UCI (real) 1797 64 10 0.0
glass_fgl R MASS::fgl = UCI forensic glass (real) 214 9 6 6.4
iris sklearn/UCI (real) 150 4 3 0.0
pima R MASS::Pima = UCI Pima (real) 532 7 2 0.0
wdbc sklearn/UCI (real) 569 30 2 0.0
wine sklearn/UCI (real) 178 13 3 0.0
bmw_vol evir:bmw daily log-returns 1973-1996 (real) 3000 5 2 45.1
garch_fx Ecdat::Garch FX log-returns 1980-1987 (real) 1866 4 2 50.3
siemens_vol evir:siemens daily log-returns (real) 3000 5 2 44.6
threenorm_t threenorm, (2.5) noise (heavy-tailed synthetic) 1000 20 2 49.6
twonorm_t twonorm, t(2.5) noise (heavy-tailed synthetic) 1000 20 2 50.0
waveform21_t  waveform, t(2.5) noise (heavy-tailed synthetic) 1000 21 3 22.1

Statistical analysis.

We distinguish confirmatory from exploratory comparisons. The confirmatory family
consists of the four pre-specified head-to-head tests of the backward-compatible variants
against their predecessor: SHasD vs. HasD and SHasD-R vs. HasD, each on Group A (raw)
and on the z-scored suite. These were evaluated with the exact two-sided Wilcoxon signed-
rank test over dataset-level accuracies and corrected for multiplicity with Holm's step-down
procedure; for each test we report the mean paired difference with a 95% t-based confidence
interval (CI) and the matched-pairs rank-biserial correlation r as effect size. All the remain-
ing comparisons—the ten-measure rank tables, the k-sweep, the min—max regime, Group C,
and the corruption experiments—were exploratory. For the ten-measure comparison on
the z-scored suite we complemented the mean ranks with a Friedman omnibus test and a
Nemenyi critical-difference (CD) analysis following Demsar [72]. Dataset-level accuracies
are the units of analysis throughout.

7. Results
7.1. Main Comparison

Table 3 reports 1-nearest-neighbor (1-NN) accuracy on the native-negative datasets
(raw), and Table 4 on all 17 datasets after z-scoring. SHasD achieved the second-best mean
rank among all ten measures on the z-scored suite after Bray—Curtis, and it improved
significantly on HasD in both confirmatory comparisons: 7 wins/2 losses head-to-head
on Group A raw (mean improvement +2.1 percentage points, 95% CI [+0.1, +-4.1], rank-
biserial r = 0.78; exact Wilcoxon p = 0.039, Holm-adjusted p = 0.040) and 13 wins/4 losses
on the z-scored suite (+1.1 p.p. on average, 95% CI [+0.4, +1.7], r = 0.79; p = 0.0026, Holm-
adjusted p = 0.010). The largest improvements appear exactly where the sign structure
matters: zero-centered Gaussian-mixture geometry (ringnorm +7.4 p.p., threenorm +4.6
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p-p- raw) and PCA-projected real data (digits_pca32 +3.0 p.p.). Figure 3 shows differences
among the datasets. The monotone variant SHasD-R behaved similarly: it beat HasD on 8
of the 9 native-negative datasets (+2.0 p.p., 95% CI [—0.4, +4.3], r = 0.96; p = 0.0078, Holm-
adjusted p = 0.023) and on 12 of the 17 z-scored datasets (+0.8 p.p., 95% CI [-0.1,4+1.7],
r = 0.62; p = 0.0202, Holm-adjusted p = 0.040), ranking just behind Ds overall, consistent
with its slightly more conservative treatment of sign-straddling pairs. All four confirmatory
tests remained significant at « = 0.05 after Holm correction. Note that the two SHasD-R
confidence intervals on the mean difference included zero: the dataset-level differences
were heterogeneous (a few large gains alongside several small losses), and the rank-based
statistics, which were less sensitive to the magnitude of single datasets, carried the inference
here. Proposition 1 guaranteed that the distance matrices produced by the two measures
on the Group B raw data would be identical to machine precision, and residual deviations
were then only in sub-percent accuracy, due to the tie-breaking of neighbors in floating-
point arithmetic.

native-negative datasets (raw) Groups A-B (z-scored)
ringnorm 4 threenorm o
ringnorm -
threenorm o twonorm -
wdbc_pcal0
digits_pca32 4 pima 4
iris o
twonorm - waveform40 4
mnist3k_pca32 -
wdbc_pcal0 4 glass_fgl 4
digits_pca32 4
mnist3k_pca32 - crabs
digits
waveform21 4 wine -
wdbc 4
waveform40 4 vote92
biopsy
vote92 - waveform21
T T T T T T
0 2 4 6 0 1 2 3 4
SHasD — HasD accuracy (p.p.), 1-NN SHasD — HasD accuracy (p.p.), 1-NN

Figure 3. Head-to-head 1-NN accuracy difference, SHasD — HasD, in percentage points. (Left): native-
negative datasets, raw. (Right): Groups A-B, z-scored. Green bars mark datasets on which SHasD
improves on HasD (positive difference); red bars mark datasets on which HasD is better.

Multi-measure rank analysis.

Figure 4 places the ten-measure comparison on the z-scored suite under the Demsar
critical-difference lens [72]. The Friedman omnibus test rejected equality of the ten measures
(x3(9) = 25.6, p ~ 0.0024). The Nemenyi critical difference at « = 0.05 for ten measures
on 17 datasets was CD = 3.29: under this conservative all-pairs criterion only the largest
separations were individually significant (Bray—Curtis and SHasD vs. Chebyshev; Bray-
Curtis vs. Canberra). In particular, the 1.92-rank gap between SHasD (4.26) and HasD (6.18)
did not by itself exceed the critical difference. The evidence that SHasD improves on HasD
therefore rests on the confirmatory paired Wilcoxon tests above—which were designed
for precisely this one-to-one comparison and survived Holm correction—and not on the
all-pairs rank analysis. Accordingly, we phrase all cross-measure statements in this paper
descriptively (via mean ranks) and confine claims of statistical significance to the paired
SHasD and SHasD-R vs. HasD comparisons on signed data.

7.2. Effect of k

Figure 5 tracks the mean rank of each measure on the z-scored suite for k € {1,3,5,7}.
SHasD’s advantage over HasD is stable across k (rank gap between 0.8 and 1.8), indicat-
ing that the improvement is a property of the induced neighborhoods rather than of a
particular k.
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CD = 3.29

Bray-Curtis (3.56 7.65) Chebyshev

) —( )
SHasD (4.26) L———(7.03) Canberra
Manhattan (4.74) (6.18) HasD
Euclidean (5.18) (5.88) Cosine
SHasD-R (5.21) (5.32) Lorentzian

Figure 4. Critical-difference diagram (Nemenyi test, « = 0.05) for the ten measures on the 17 z-scored
datasets. Lower mean rank is better; thick bars connect groups of measures whose mean ranks differ
by less than CD = 3.29 and are therefore not separable by the conservative all-pairs test.

Table 3. 1-NN accuracy (%) on native-negative datasets (Group A, raw features). Best per row in bold.

Dataset SHasD SHasD-R HasD Euclid. Manh. Cheby. Canb. BrayC. Cosine Lorentz.
digits_pca32 97.52 96.91 9449  98.80 98.64 9797 9599  98.72 98.80 97.69
mnist3k_pca32 91.57 91.05 90.47  93.20 92.88 9137 87.67  93.28 93.80 91.85
ringnorm 72.55 74.95 65.20  68.00 67.65 6525 8230  86.85 70.65 66.70
threenorm 74.80 72.10 7025  75.80 75.20 7270 7170  78.00 78.25 71.85
twonorm 92.20 91.15 89.65  93.70 93.20 92.05 9180  93.55 94.60 92.10
vote92 64.91 65.73 66.01  64.41 63.87 63.26  64.08  63.37 64.24 64.85
waveform?21 75.20 74.90 7440  75.90 76.10 7530 7090  76.55 73.70 74.95
waveform40 70.65 71.55 7115  78.00 76.60 7420 6635  74.85 72.80 74.05
wdbc_pcal0 93.76 93.32 9244  96.13 96.92 9403 8823  96.75 95.87 94.11
Mean 81.46 81.30 79.34  82.66 82.34 80.68  79.89  84.66 82.52 80.91
Mean rank 5.67 6.56 8.33 3.00 4.00 6.44 8.33 2.89 3.89 5.89

Table 4. 1-NN accuracy (%) on all 17 datasets with z-score standardization (fitted per training fold).
Best per row in bold.

Dataset SHasD SHasD-R HasD Euclid. Manh. Cheby. Canb. BrayC. Cosine Lorentz.
biopsy 96.19 96.78 96.71 9547 96.56 9495  96.41  96.86 96.12 96.56
crabs 86.75 86.75 86.25  89.25 86.75 88.75 8225  86.00 94.25 86.75
digits 97.89 97.52 9755  97.14 97.94 9444 9622  97.78 97.25 97.86
digits_pca32 97.72 97.39 97.14 9741 97.75 9252 9599  98.14 97.72 97.66
glass_fgl 75.70 74.75 75.00 7152 74.08 66.62 7614  76.42 71.68 75.23
iris 93.67 93.67 9233  94.67 92.67 9533 9333  93.33 85.67 92.33
mnist3k_pca32 90.85 90.43 89.82  91.88 91.48 8622 8770 9240 92.92 90.32
pima 70.67 69.36 68.70  67.66 68.13 68.58  67.86 71.14 70.19 68.04
ringnorm 70.10 73.20 66.50  68.35 67.50 65.70 8255  86.00 63.45 67.40
threenorm 74.85 72.80 71.05 7575 75.60 7275  71.05 77.05 77.15 72.20
twonorm 91.80 91.30 89.60  93.85 93.20 9215 9220  93.60 94.65 92.20
vote92 64.58 64.19 64.85  64.80 64.14 64.69 6430  65.29 64.63 64.42
waveform?21 73.35 73.45 7390 7490 75.30 7195 6995 7235 71.40 74.60
waveform40 73.00 72.45 71.80  72.65 74.15 6250 7115  70.75 67.20 73.75
wdbc 95.87 95.60 96.05  95.25 95.52 9411 9622  95.34 95.26 95.96
wdbc_pcal0 91.91 90.68 89.72 9139 90.34 90.51  88.05  92.27 90.16 90.16
wine 98.06 98.06 97.78  95.23 97.76 92,66  96.09 96.91 94.66 98.59
Mean 84.88 84.61 83.81  84.54 84.64 82.03 8397  85.98 83.79 84.35
Mean rank 4.26 5.21 6.18 5.18 4.74 7.65 7.03 3.56 5.88 5.32
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7.3. The Bounded [—1,1] Regime

The comparison of groups A and B is presented in Table 5. Per-feature min—-max
scaling to [—1,1] mimicked pipelines with bounded activations and normalized signal
pathways. The difference between SHasD and HasD was effectively zero (10 wins, 7
losses, —0.0 p.p., p = 0.89; this comparison is exploratory). The sign-asymmetry distortion
in (3) is proportional to feature magnitude and is numerically negligible for features in
[—1,1]. In this uniform-scale, outlier-free regime, the plain Manhattan and Euclidean
metrics performed best, with BC’s adaptive-scale advantage reduced (mean rank 4.68)
and Canberra’s performance deteriorating (mean rank 8.0) due to its sensitivity near the
origin. This was not a failure of the method, but a scope statement: symmetrization matters
only in unbounded signed contexts (e.g., z-scores, PCA, and embedding coordinates) and is
neutral—never detrimental—on tightly bounded data.

Table 5. 1-NN accuracy (%) under min-max [—1, 1] scaling (Groups A-B). Best per row in bold.

Dataset SHasD SHasD-R HasD Euclid. Manh. Cheby. Canb. BrayC. Cosine Lorentz.
biopsy 96.34 96.20 9656 9576  96.71 9525 9627  96.34 95.91 96.49
crabs 87.25 87.25 8625 90.00 86.75 8825 8325 87.00 91.00 86.75
digits 98.33 98.22 98.08 98.80 9858 9797 9638 9855 98.78 98.39
digits_pca32 98.11 98.05 98.00 98.08 9833 9502 9574 9797  98.08 98.00
glass_fgl 73.86 73.64 7525  70.12 7406 6710 69.61 7358 70.35 74.53
iris 94.00 94.00 93.67 96.00  94.00 9633 9333  94.00 90.00 94.00
mnist3k_pca32 91.58 91.43 9133 9253 9193  88.67 8305  92.82 92.73 91.55
pima 70.38 69.91 69.07 68.78 68.23 71.22 72.55 71.04 67.47 68.79
ringnorm 68.90 70.05 6775 6845 6790 6575  80.40  87.05 73.40 67.75
threenorm 73.80 73.75 7240  75.85 7490 7165 7020  76.70 77.10 73.05
twonorm 92.65 92.55 9235 9355 9295 9205 9210 9325 94.60 92.20
vote92 63.26 63.98 6535 6420  64.08 6177 6337 6381 64.09 66.01
waveform?21 74.25 74.55 74.70 74.95 75.35 73.45 69.60 72.80 71.10 74.95
waveform40 72.40 73.15 7310 74.25 7410  65.60 6645  69.95 69.05 73.60
wdbc 95.34 95.17 9534 9526 9517 9394 9508 9534 94.29 94.90
wdbc_pcal0 92.97 93.23 9314 9376 9394 9341  80.67 93.05 93.23 93.94
wine 96.65 96.93 98.06 9525 9721 9296 9577  96.93 95.52 98.04
Mean 84.71 84.83 8473 8503 8495 8296 8287  85.89 84.51 84.88
Mean rank 5.15 5.44 5.50 4.09 3.88 7.88 8.00 4.68 5.44 4.94
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Figure 5. Mean rank (lower is better) over the 17 z-scored datasets as a function of k.

7.4. Native Outliers: Group C

Table 6 reports the regime HasD was designed for—signed data whose outliers are
real, not injected. Here SHasD attained the best mean rank of the ten measures (3.67, vs.

https://doi.org/10.3390/sym18071225


https://doi.org/10.3390/sym18071225

Symmetry 2026, 18, 1225

18 of 26

Lorentzian 3.75, SHasD-R 4.17, HasD 4.75, Bray—Curtis 5.00, Euclidean 6.83); with only six
datasets the Nemenyi critical difference was 5.53, so this ranking is descriptive (exploratory),
and we do not claim statistical separation among the leading measures. BC’s clean-data
advantage disappeared once heavy tails were native, and Euclidean paid the classical price
(on twonorm_t it trailed SHasD by 6.6 p.p., having led on the clean twonorm). SHasD-R
beat HasD on 4 of 6 datasets. We note for completeness that the two stock-volatility tasks
carried weak class signal (51-52%, all measures within one point); the FX task and the
contaminated generators carried the discrimination.

Table 6. The 1-NN accuracy (%) on Group C: signed data with native heavy-tailed outliers (raw
features). Best per row in bold.

Dataset SHasD SHasD-R HasD Euclid. Manh. Cheby. Canb. BrayC. Cosine Lorentz.
bmw_vol 50.55 50.55 50.73  50.52 50.58  51.08 5235  50.60 48.80 50.68
garch_fx 84.97 84.97 84.97 84.35 85.02 83.74 84.22 84.62 84.30 85.02
siemens_vol 52.10 52.10 52.08 5217  52.08 52.08 5183 51.72 49.32 52.07
threenorm_t 69.40 68.10 66.30  64.15 6690 5950 7040 70.35 62.45 68.65
twonorm_t 87.10 85.70 83.90  80.50 83.10 7050 8635  86.75 77.25 84.30
waveform?21_t 68.25 68.65 6835  63.70 6770 5810 6555  66.20 63.10 69.15
Mean 68.73 68.34 67.72  65.90 6756 6250 6845  68.37 64.20 68.31
Mean rank 3.67 4.17 4.75 6.83 4.92 7.92 4.83 5.00 9.17 3.75
7.5. Robustness to Noise and Outliers
Table 7 and Figure 6 summarize accuracy under increasing corruption on six represen-
tative datasets. Under additive Gaussian noise the bounded measures degraded gracefully
and SHasD remained ahead of HasD at every level. Under outlier substitution the picture
is dramatic and confirms the HasD design philosophy: unbounded measures collapsed
(Euclidean fell from 83% mean accuracy on clean data to 36% at 50% corruption), while
the per-dimension-bounded family (SHasD, HasD, Canberra) degraded far more slowly.
SHasD preserved this hallmark robustness of HasD—it was among the top two measures
at 10% and 30% outlier corruption—while additionally removing the sign asymmetry.
Figure 7 condenses the trade-off: on clean data BC and SHasD were comparable, but under
50% outlier substitution the BC points fell far below the SHasD points for every dataset.
Table 7. Mean 1-NN accuracy (%) over six datasets under feature corruption. Best per row in bold.
Mode Level SHasD SHasD-R HasD Euclid. Manh. Cheby. Canb. BrayC. Cosine Lorentz.
noise  10% 80.46 80.70 79.39  76.90 79.87 7405  80.83  79.58 76.40 80.60
noise  30% 75.86 76.02 7450 7461 7560 6994 7633 7628 74.32 75.68
noise  50% 70.99 70.81 6820  70.66 7153 6744 7048 7212 72.30 71.47
outlier 10% 73.62 73.04 7171 5041 55.05 4657 7525  53.31 49.48 70.69
outlier 30% 59.90 58.45 5835 3896 4254 3787 61.60  40.38 37.79 52.24
outlier 50% 47.18 47.93 48.62 3580 3771 3470  49.73  38.36 37.84 43.65

7.6. Interpretability: Where and Why the Metrics Differ

Since all distances in the Hassanat family are a sum of per-dimension terms, each fea-
ture’s contribution to a given pairwise distance is given in closed form; the metric is
self-explanatory, without the need for any post hoc approximation. We use this to explain
the robust mechanism on three different levels:
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Figure 6. Mean 1-NN accuracy as the fraction of corrupted feature values grows, for additive
Gaussian noise (left) and extreme-outlier substitution (right).
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Figure 7. Clean accuracy vs. accuracy under 50% outlier substitution, per dataset. The dashed line is
no degradation; the bounded Hassanat family stays close to its clean performance while BC collapses.

Mechanism (Figure 8). A single coordinate whose value is corrupted by |a — b| con-
tributes min(-) — 1 under SHasD and HasD but grows without bound under Euclidean.
One outlier feature can therefore dominate a Euclidean distance entirely, while it can shift a
Hassanat distance by at most one unit.

A single outlier feature: bounded vs. unbounded

=== SHasD
8004 == HasD
—— Euclidean (d?)

600

400

200 A

that coordinate's additive contribution

0 5 10 15 20 25 30
magnitude of one corrupted coordinate (|a — b|)
Figure 8. Contribution of one corrupted coordinate to the distance, as its magnitude grows. SHasD
and HasD saturate at 1; Euclidean is unbounded. The dotted horizontal line marks the per-coordinate
saturation bound of 1; the SHasD and HasD curves coincide exactly on this configuration and are
drawn with different line styles.

Population (Figure 9). Binning test points by outlierness (maximum |z|-score across
features) and measuring the label purity of each point’s seven nearest neighbors, Euclidean
purity falls steeply for the most extreme points (on twonorm_t, from 0.81 to 0.62) while
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SHasD stays essentially flat (~0.85): the points SHasD “rescues” are precisely the high-
magnitude ones.

Instance (Figure 10). For a single test point that Euclidean misclassifies but SHasD
classifies correctly, the per-dimension decomposition to the two candidate neighbors shows
the cause directly: one heavy-tailed coordinate contributes ~22 of Euclidean’s distance
to the correct-label neighbor, pushing its total above the wrong-label neighbor; SHasD
caps that same coordinate below 1, and the correct neighbor wins. The misclassification is
explained by a single feature, and so is the fix.

twonorm_t waveform21_t

0.72 A
0.85 -

0.70 A

0.68 -

]

0.66 -

7-NN label purity
o
~
w

0.70 A 0.64 -
—8— SHasD
4 0.62 -
0.65 HasD
—®— Euclidean
0.60
T T T T T T T T T T
1 2 3 4 5 6 2 3 4 5
point outlierness (max |z| over features) point outlierness (max |z| over features)

Figure 9. Seven-NN label purity vs. point outlierness. Euclidean degrades on the most outlying
points; the bounded Hassanat measures do not.

twonorm_t (true label 1): the metric picks the smaller-sum neighbour. A few big features let Euclidean pick wrong; SHasD caps each and picks right.
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Figure 10. Per-dimension decomposition of one flipped prediction (twonorm_t). Each metric selects
the neighbor with the smaller total. A single high-magnitude feature dominates the Euclidean sums
and selects the wrong-label neighbor; SHasD caps every feature and selects the correct one.

7.7. Runtime

Because (4) is branch-free, SHasD is also cheaper to evaluate than (1): on a
1000 x 1000 x 32 pairwise-distance computation our vectorized implementation of SHasD
ran about 2.9 faster than HasD (0.29 s vs. 0.84 s per million-pair block) (numpy, single
thread; see released code). Both measures are ®(m) per pair; the gap is the constant-factor
effect of branch elimination analyzed in Remark 4.

8. Discussion and Limitations

When does SHasD lose? On 2 of 9 native-negative and 4 of 17 z-scored datasets
HasD was marginally better (at most 1.1 p.p.). These datasets (vote92, waveform variants,
biopsy, wdbc) show no systematic pattern beyond small differences within fold noise; the
Wilcoxon tests confirm the aggregate advantage is significant. Saturation and bounds.
For sign-straddling pairs D; can exceed 1 and is not ray monotone in the saturated band
(Section 5.3); applications that require the [0, 1) bound or strict monotone-in-separation
semantics should use SHasD-R, which provides both guarantees, remains significantly
better than HasD, and trails D, by roughly one mean-rank point on the signed suites—only
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0.2-0.4 percentage points of mean accuracy (Tables 3, 4 and 6). Why not Bray—Curtis? BC
attains the best mean rank on clean data in our suite, and it is worth explaining why this
does not make it the answer. BC is the Manhattan distance normalized by the per-pair factor
Y.i |xi + yi|; on zero-centered data this acts as a built-in adaptive scale with a cosine-like
alignment effect, a good geometric fit to Gaussian and PCA-projected benchmarks (e.g.,
ringnorm, where class identity is carried largely by the vector norm). However, BC is not a
metric, and on signed data this can be exhibited analytically rather than only empirically.
Writing BC(x,y) = Y; |x; — vi|/ ¥i |x; + yi|, take the one-dimensional triple x =2,y =0,
z= -1
BC(2,0)=3=1,  BC(0,-1)=1=1,

BC(2,—1) =2 =3 > 2=BC(2,0) +BC(0,-1),

a violation of the triangle inequality by a factor of % ; and for sign-opposed vectors the
denominator vanishes entirely (BC(t, —t) = 2|t|/0 is undefined). Consistent with this, in
our analysis BC violated the triangle inequality on about 15% of random signed triples; its
[0,1] bound held only for non-negative numbers; and the vanishing denominator made
it numerically unstable precisely on the signed data, which this paper targeted. It was
also fragile under gross corruption, falling to 38.4% mean accuracy at 50% outliers versus
47-49% for the SHasD/HasD family (Table 7), because a single extreme value perturbed
the global normalizer, whereas the HasD family capped each dimension’s contribution. BC
is thus a strong clean-data heuristic, but not a substitute for a bounded, provable metric.
Scope of experiments. Our suite mixed real data (12 datasets) with classic synthetic gen-
erators (5 Breiman benchmarks used precisely because their geometry is zero-centered);
results on larger, high-dimensional embedding spaces (e.g., deep feature spaces, which
are also sign-symmetric by construction) are a natural next step. Other learners and ap-
plicability beyond KNN. We isolate the distance with KNN, following standard practice;
SHasD is directly applicable wherever HasD has been used (clustering, retrieval, oversam-
pling validation, etc. [12]). Several such uses deserve comment. In clustering (k-medoids,
DBSCAN, hierarchical linkage, graph-based partitioning [3]), SHasD can replace the dis-
similarity directly, and its per-coordinate bound limits the leverage of outlying points on
cluster shape; centroid-based methods such as k-means, however, require a mean that
is optimal for the metric, which SHasD does not supply in closed form. In retrieval and
nearest-neighbor search, the metric property matters concretely: triangle-inequality-based
indexes (VP-trees, cover trees, metric trees) are sound for SHasD and SHasD-R but not
for non-metric scores like Bray—Curtis, and the [0, 1) per-dimension bound of SHasD-R
gives calibrated, dimension-normalized thresholds. In metric learning, the sign-symmetric
normalizer could serve as a fixed robust base metric on top of learned embeddings—which
are zero-centered by construction, exactly the regime studied here. Limitations. Beyond the
scope items above, three limitations are worth stating explicitly: (i) SHasD’s per-dimension
sum ignores feature correlations (as do Manhattan, Canberra, and HasD); (ii) the saturated
cross-sign band of D; (Section 5.3) trades ray monotonicity for adaptivity, and although
SHasD-R repairs this, it trails Ds by roughly one mean-rank point on the signed suites
(a small fraction of a percentage point in mean accuracy, 0.2-0.4 p.p.); (iii) our evidence
is confined to KNN classification on datasets of moderate size and dimension, and the
behavior inside learned-embedding retrieval stacks and clustering objectives remains to be
established empirically.

9. Conclusions

We showed that the negative branch of the Hassanat distance discards magnitude
information and breaks reflection symmetry, and that the entire two-branch definition can
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be replaced by the single expression |a — b|/ (1 4+ max(|a|, |b|)); a companion form, SHasD-
R, normalizes by the range of {a, b, 0} and additionally guarantees ray monotonicity and the
[0,1) per-dimension bound. The reformulation is provably a metric, coincides exactly with
HasD on non-negative data, restores sign symmetry, simplifies and accelerates computation,
and in our experiments significantly outperformed HasD on data with negative values—
which, through standardization and projection, covers much of the data seen in modern
pipelines—while preserving HasD’s celebrated robustness to outliers. Under native heavy-
tailed outliers—the regime the Hassanat family targets—SHasD attained the best mean
rank of the ten measures compared, a descriptive result whose statistical confirmation
on larger dataset collections we leave to future work. Beyond the empirical findings,
the revised theoretical picture is that SHasD is topologically equivalent to the Euclidean
metric, complete, and the unique backward-compatible member of a broader family of
admissible sign-symmetric normalizations (Sections 5.4 and 5.5).

Practical guidance.

Within the settings studied in this work—KNN classification on tabular data under the
three normalization regimes considered—SHasD behaved as a reliable drop-in replacement
for HasD: it is on par for non-negative data, outperformed HasD on signed data, and is more
efficient; we therefore recommend it as the default choice in comparable settings, while
noting that broader claims await evaluation on other tasks and learners. Use SHasD-R
when the ray monotonicity or the [0, 1) per-dimension constraint matters (metric indexing,
calibrated thresholds). We study SHasD + ND for embedding-like, zero-centered data with
class information in vector norm or orientation. We advise against Bray-Curtis when the
data may contain outliers or metric assurances are needed.

Future directions.

Several extensions appear promising: weighted variants that assign per-feature weights
inside the sign-symmetric normalizer; adaptive or parameterized members of the admissible
family of Section 5.5 (e.g., (t) = ct or (t) = t*), where the parameter is tuned to the data’s
tail behavior; extensions of the sign-symmetric construction to generalized metric frameworks
such as b-metrics, partial metrics, and fuzzy metric spaces (Section 2); a full characterization
of pair-dependent admissible normalizers; and evaluation within clustering, retrieval,
metric learning, and approximate nearest-neighbor indexing, where the completeness and
boundedness properties established here are directly relevant.
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Appendix A. Implementation Validation

The metric property of Ds and D; is established analytically by Theorems 1 and 2; the
checks reported here are implementation diagnostics for the released code, not mathematical
evidence. As a regression test of our vectorized implementation, we evaluated the triangle-
inequality margin Ds(x,y) + Ds(y,z) — Ds(x,z) on 4 x 10° random triples drawn uniformly
from [—50, 50]; the margin was non-negative in every case (Figure Al), confirming that the
implementation matches the analysis. The same harness is what detects the failures of the
non-metric alternatives discussed in the main text (e.g., the vector-level normalization of
Section 5.6 and Bray—Curtis, whose analytic counterexample is given in Section 8).

min margin =2.94 x 10~7 (4 x 10° random triples)

104 4

count (log)

10! 4

0.0 0.5 1.0 1.5 2.0 25 3.0 3.5 4.0
triangle inequality margin D(x, y) + D(y, z) — D(x, z)

Figure A1. Empirical triangle-inequality margin of Ds over 4 x 10° random triples in [—50, 50], used
as an implementation regression test. Consistent with Theorem 1, all margins are non-negative.
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