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Abstract

This paper proposes a hybrid content-based recommender system aimed at enhancing
personalized tourism experiences and supporting the promotion of tourism in Morocco,
with particular emphasis on the Drâa-Tafilalet region. The proposed approach integrates
three machine learning models—Decision Tree, k-nearest neighbors, and Support Vector
Machine—to predict user ratings for historical tourism sites. Tourist attraction metadata and
user-generated reviews are represented using TF-IDF vectorization, while the predictions
produced by the individual models are combined through an inverse-error weighting
strategy. The system is evaluated using two datasets: a subset of the Yelp dataset comprising
reviews of historical buildings in the United States, and a regional Drâa-Tafilalet dataset.
Experimental results, assessed using MAE and RMSE, indicate that the weighted hybrid
model outperforms the individual recommendation models by achieving lower prediction
errors. These findings demonstrate the potential of hybrid content-based recommendation
approaches to improve the accuracy of personalized tourism recommendations, support
tourist decision-making, and promote underrepresented regional destinations.

Keywords: recommendation systems; artificial intelligence; hybrid content-based filtering;
machine learning; trip planning

1. Introduction
Information and communication technology (ICT) has significantly transformed the

interactions between travelers and the tourism industry. The advent of online travel
agencies (OTAs), such as Expedia and Booking, has fundamentally altered the process
of trip planning. Online consultations of tourist information, accommodation bookings,
ticket purchases for cultural or entertainment events, and interactive exchanges via social
networks, forums, and blogs have become prevalent. OTAs now serve as substantial
sources of tourism-related data, encompassing both reservations and customer information.
Nevertheless, the abundance of available data can render travel planning a complex and
time-consuming endeavor. Tourism recommender systems offer assistance to tourists
by efficiently navigating data resources and identifying points of interest (POIs) most
appropriately aligned with their preferences.
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Although recommender systems have existed for some time, organizations have
adopted advanced methodologies to encourage sustained customer engagement, improve
business forecasting, monitor emerging crises, and facilitate continual improvement.

Recommendation systems powered by artificial intelligence (AI) address limitations
inherent in earlier models, which often relied on static methods and demanded signif-
icant manual intervention. Contemporary AI-based recommendation systems deliver
personalized suggestions to travelers based on stated requirements, preferences, and con-
straints. These technological advancements have facilitated the discovery of new POIs, the
personalization of itineraries, and the overall optimization of tourism experiences.

This research contributes to the advancement of tourism in Morocco, particularly in
the Drâa-Tafilalet region, by proposing a weighted hybrid content-based recommender
system that leverages machine learning to generate personalized recommendations for
points of interest [1,2] The system combines several predictive techniques to improve recom-
mendation accuracy and provides users with curated suggestions for historical sites, events,
accommodations, and tourism offers according to their preferences and requirements. By
evaluating the proposed approach on both a public dataset and a regional Drâa-Tafilalet
dataset, this study highlights the potential of AI-driven recommender systems to enhance
tourist experience and promote underrepresented regional destinations.

The rest of the paper is organized as follows. Section 2 defines recommender systems
and introduces different approaches. Section 3 covers various Machine Learning techniques
widely used in tourism, along with related work. Section 4 presents our proposed solution
and discusses experimental results. Section 5 concludes the study and lists potential
future research.

2. Recommender Systems
According to R. Burke and L. Cui [3], a recommender system is a computational tool

that can guide users to relevant products, services, or information based on their preferences
or past behavior. The term Tourist Recommender System (TRS) is used in the tourism sector
to refer to such systems. The TRS is developed to enhance the tourist experience through
the provision of personalized information. Specifically, a recommendation engine selects
points of interest (PoIs) deemed most pertinent and suitable for a given visitor, based on
activities that most closely align with their profile. Recommender systems are generally
categorized by the data used, the algorithms implemented, and the methodologies used
to generate recommendations. The primary categories include collaborative techniques,
content-based methods, and hybrid approaches [4–6]. A content-based recommendation
method employs item features to formulate recommendations, functioning analogously
to an information retrieval system that analyzes user profiles to suggest items based
on prior queries or interactions [1,2]. This approach is predicated on the principle that
consumers prefer items similar to those they have previously enjoyed. Content-based
methodologies infer the preferences of a target user by examining similarities between the
characteristics of unrated items and those of items already evaluated. User feedback is
further utilized to iteratively refine user profiles [3]. Collaborative filtering, also prevalent
in the tourism domain [2,7,8], as well as for content such as music and film that lack
sufficient metadata for traditional description, operates on the assumption that users
with shared historical preferences will appreciate similar items in the future [9]. The
two most prominent collaborative filtering strategies are memory-based and model-based
approaches [10,11]. The memory-based technique compares the target user’s historical
records with other information in the database [10] and can be further classified into item-
based and user-based [12,13]. The model-based technique establishes a predictive model
for the user, employing statistical or machine learning algorithms such as decision trees,
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Bayesian networks, or SVMs [11]. A hybrid approach combines multiple recommender
techniques to improve system efficacy [14].

3. Use of AI Techniques in Content-Based Recommender Systems
In response to evolving tourist needs, various artificial intelligence approaches have

been introduced and implemented in tourism recommender systems. In their paper en-
titled “Artificial Intelligence in Tourism: A Review and Bibliometric Research” [15], the
authors conducted a comprehensive review of 102 studies on recommender systems that
use AI techniques. The majority (80.17%) of these studies adopted supervised learning
approaches, utilizing 156 distinct algorithms. Conversely, 19.83% employed unsupervised
learning algorithms. The most frequently employed algorithms included Decision Trees,
Bayesian Classifier, Singular Value Decomposition (SVD) or Latent Factor Analysis, En-
semble Learning (i.e., combining multiple algorithms), and clustering algorithms. While
these techniques have demonstrably enhanced the effectiveness of content-based tourism
recommender systems [16,17], contemporary literature reveals a crucial research gap: the
vast majority of existing frameworks rely on static, pre-determined blending weights or
unweighted heuristic combinations. This leaves them poorly equipped to adapt to how in-
dividual algorithms perform across different text-driven features. To address this limitation,
this section details the underlying mechanisms of the constituent algorithms used in our
framework, actively contextualizing their specific limitations within tourism applications
to justify our dynamic, performance-optimized hybridization strategy.

3.1. Decision Trees

Decision trees are predictive modeling techniques prevalent in machine learning, data
mining, and statistics, and they address both regression and classification problems. These
supervised learning algorithms employ tree-structured models to estimate an item’s class
or score using decision rules derived from training data. To determine an item’s class label,
processing commences at the tree’s root and proceeds by comparing the item’s attribute
values with those at each subsequent node, following the corresponding branches [16]. P.
Thiengburanathum et al. [18] advocate for a model-based destination recommender system
utilizing a Decision Tree classifier to provide tourist recommendations, supported by a
two-step feature selection process aimed at eliminating redundant information. The system
is evaluated with extensive data collected from a case-study city to validate scalability. In
our proposed framework, the decision tree’s explicit rule-based predictions are balanced
within a linear ensemble to add structural diversity against margin-based and instance-
based models.

3.2. k-Nearest-Neighbor

The k-nearest neighbor method, which assesses the group membership of neighboring
data points, serves as an established approach for data point classification. When examining
a data point within a grid, the algorithm evaluates surrounding data points to determine
group affiliation [19]. The proximity threshold for neighboring data points is selected
to ensure a representative subset of the data. If the majority of nearby points are in
group A, the likelihood increases that the examined data point also belongs to group A,
and conversely for group B [20]. Typically, the k-nearest neighbors (k-NN) algorithm
identifies the k most relevant neighbors—users or items—with the strongest correlation,
to generate accurate recommendations [21]. In content-based tourism recommendation,
k-NN excels at discovering localized metadata similarities between historical destinations.
However, it scales poorly with dense feature sets and is highly sensitive to irrelevant
features or noisy user reviews. We mitigate this localized bias by piping KNN outputs
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into our inverse-error hybridization pipeline, allowing global margin boundaries to correct
neighbor-proximity errors.

3.3. Support Vector Machine

Classification is a machine learning technique in which the goal is to predict the group
(category) to which each data sample belongs [22]. This is an example of supervised learn-
ing, where the algorithm learns from labeled examples to make future predictions. An SVM
classifier is a machine learning algorithm used for regression and classification. It is widely
used across various fields, including image and text classification, bioinformatics, and more.
This algorithm aims to determine an optimal hyperplane in a multidimensional space that
maximizes the margin between examples of distinct classes. The hyperplane is determined
using a set of training samples, namely the points nearest to the decision boundary, known
as support vectors. Miriam Pirra et al. [22] proposed a novel approach to identifying
trends in travel mode selection using the SVM classifier. The New York State dataset of
tour-based demand travel is examined; it comes from the 2009 U.S. National Household
Travel Survey. All trips’ primary characteristics include travel, modes of transportation,
and socioeconomic elements. The results show that it is possible to predict which tours
people are most likely to take by non-motorized or public transportation in real-world
situations where cars are the primary mode of transportation. SVMs are highly effective
at navigating the sparse, high-dimensional vector spaces typical of TF-IDF text features
extracted from tourism reviews. Nevertheless, they lack granular probabilistic flexibility.
By coupling SVM capabilities with instance-level (KNN) and rule-based (DT) paradigms,
our architecture captures both global text patterns and fine-grained user preference niches.

3.4. Ensemble Methods

Ensemble methods are learning algorithms that combine multiple classification meth-
ods (e.g., Logistic Regression, Random Forests, SVMs) and then classify new data items
by averaging their predictions. Compared to single models, ensemble methods typically
produce more accurate results [23]. The two simplest ensemble methods are voting and
averaging. They are both easy to comprehend and implement. Voting is used to solve
classification problems; it aggregates the predictions of each classifier, and the majority
vote is used as the final prediction. The averaging method is used for regression and takes
the average of predictions.

3.5. Our Innovation

Rather than adopting a static, unweighted blending rule like standard averaging,
this work introduces an optimized Linear Weighted Hybridization Method driven by
validation-stage performance metrics. By dynamically mapping the inverse validation
error of the Decision Tree, k-NN, and SVM models to their respective operational weights,
our framework automatically penalizes weaker individual predictions. This optimization
ensures a robust, adaptive, and highly accurate text-driven recommendation pipeline
tailored specifically for historical tourism datasets.

4. Research Method
This study seeks to answer the following questions: Which AI and machine learning

techniques are most effective for predicting tourists’ ratings of historical buildings in
the USA and the Drâa-Tafilalet region? To what extent do building characteristics and
tourist preferences influence the recommendation process? The main hypothesis is that
content-based machine learning techniques can provide accurate rating predictions for
historical tourism sites. Furthermore, hybrid or ensemble approaches are expected to
outperform single models because they combine the strengths of several algorithms, reduce
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individual model bias and variance, and capture more complex relationships between
tourist preferences and historical-building features. Therefore, integrating tourist profiles
with site attributes is expected to improve the accuracy, robustness, and relevance of the
proposed recommendation system.

4.1. Datasets

Two datasets will be employed for training and testing the recommender system
component. The first is the well-known Yelp dataset [24], and the second is the Drâa-
Tafilalet dataset [1]. The Yelp Dataset is a publicly accessible dataset released by Yelp Inc.
for personal, academic, and educational use. The dataset contains information on 150,346
businesses in 11 metropolitan areas, with 6,990,280 user reviews. The dataset is supplied
in six JSON files: business, user, review, tip, check-in, and photo. Each file comprises one
JSON object per line, giving information about a single object type. Each file comprises
a single JSON object per line, providing information about a specific object type. The
‘business.json’ file contains data on categories, business name, location, business type, a
unique identifier, and rating. The file ‘user.json’ contains the user’s relevant metadata and
their social network mapping. The file designated “review.json” comprises a review text, a
rating, a date, a unique user ID, and a unique business ID. The ‘checkin.json’ file contains
the check-in data for a given business. Due to the sheer size of this dataset, this study
filters the data to consider only historical buildings. Given that the dataset contains one
JSON object per line, we processed the business.json file sequentially. The inclusion criteria
required the categories key to contain specific target tags, namely “Landmarks & Historical
Buildings” or “History Museums”. Consequently, only reviews in review.json matching
the business_id of these filtered objects were retained. This filtering procedure successfully
extracted 16,002 reviews corresponding to 128 unique historical buildings. Each row in
the resulting dataset contains information about a historical building, including a name,
city, business ID, state, longitude, latitude, rating, a review, and the historical building’s
attributes. Every rating is given on a range of 1 to 5.

We also consider the Drâa-Tafilalet area to test our system. It is among Morocco’s most
well-known tourist destinations and is characterized by numerous historical structures.
The Drâa-Tafilalet dataset contains 1737 reviews, rated by 876 users, for 70 historical
buildings. The data collection campaign was conducted in mid-2025, targeting public
data from TripAdvisor, using customized Python scripts (Python 3.14) equipped with the
Beautiful Soup library. The extraction pipeline targeted public listings explicitly categorized
under historical landmarks, museums, and cultural heritage sites within the region. Once
processed, these records were automatically saved into JSON files adopting the exact same
line-by-line structure as the Yelp dataset to ensure seamless system compatibility.

4.2. Pre-Processing and Features Selection

The preprocessing phase consists of a series of processes designed to cleanse the
dataset before processing. The objective of this phase is to enhance data quality, thereby
facilitating superior results.

The block diagram (ii) in Figure 1 illustrates the pre-processing methodology em-
ployed in this research. The initial step involved filtering businesses by their classification
as historical buildings. After filtering the data on businesses and their reviews and check-
ing for missing values, we used the business and review files to create a metadata feature
by combining business details (such as name, category, and reviews). Furthermore, the
metadata undergoes a series of preprocessing steps, including the removal of digits, Uni-
code characters, and special characters; conversion of uppercase letters to lowercase; and
elimination of punctuation, stop words, and stemming.
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This research uses various implementations of the content-based approach to propose
recommendations to users. This approach compares the features of businesses that users
have previously consulted with those they haven’t yet seen. To utilize the business features
using the content-based method, we have transformed each business’s preprocessed meta-
data into a set of numeric values, called vectors. The representation of businesses in the
vector space model presents two key challenges: first, how to assign appropriate weights
to business metadata terms, and second, which technique to use to calculate the similarity
between these feature vectors.

Figure 1. Hybrid Content-based Recommender System.

Term Frequency-Inverse Document Frequency (“TF-IDF”) is the most widely used
term weighting scheme [25]. This is a statistical metric employed to assess a word’s
significance within a document or item. The rationale for this measure is that terms
that appear across many items do not distinguish between relevant and irrelevant items.
However, rare and common terms for a few items can better define content similarity and
the relevance of one item to another.

Formally, any business is represented as a vector of weights on terms, with each
weight denoting the degree of the association between the term and that business. Let
B = {b1, b2, . . . , bn} denote a set of businesses, and T = {t1, t2, . . . , tm} the vocabulary, or
intersection of the set of terms that constitute the pre-processed metadata of all businesses.
Each business is represented by a vector in an m-dimensional vector space. The vector for
business bj is given by bj = {wj1, . . . , wjm}, where wjk is the weight of term tk in business
bj. The weight of a term is calculated using the following formula:

wjk = TF(tk, bj)× IDF(tk)
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where:

TF(tk, bj) =
Frequency of occurrence of tk in bj

Total number of terms in bj
,

represents the number of times the term appears in a review.

IDF(tk) = log
(

Total number of businesses
Total number of businesses with tk

)
,

is a measurement of the information provided by a term across all businesses. The output
obtained from the vectorization step is an n x m (businesses/terms) matrix (Figure 2). The
number of rows (n) is the number of businesses, and the number of columns (m) is the
vocabulary tk size

Figure 2. Vector representation of businesses.

This representation is frequently referred to as the Salton representation or matrix and
was originally used in the information retrieval system SMART [26].

Once the terms have been weighted, the next step is to determine which technique to
use to measure the proximity between the user-consulted item vectors and potential item
vectors. Section 3 provides an overview of the techniques most commonly used in tourism
recommender systems.

4.3. System Design

The global project [1] aims to build a hybrid recommender system that combines
different methods of recommendation (Content-Based, Collaborative, Context-aware, and
Demographic Filtering) to suggest the most convenient PoIs (i.e., hotels, restaurants, trans-
port, heritage, activities, etc.) in a particular destination to the visitor, based on his past
choices and his constructed profile. In this study, we chose to implement the content-based
component to predict ratings for a specific type of tourist visiting historical buildings in the
USA and the Drâa-Tafilalet area. To this end, a linear vector of features was used to repre-
sent each item. The proposed Tourism Recommender Engine uses a hybrid content-based
methodology, calculating distances between each item the user has rated and potential
items using various machine learning techniques. It then combines the results to produce
an accurate estimate of the item’s ratings.

The hybrid content-based component that must be constructed is illustrated by the
block diagram in Figure 1. Initially, a data preprocessing stage is conducted before the ex-
ploitation of the data (ii). This stage provides an initial selection of items. The content-based
approach uses TF-IDF to encode the features of these items into weighted term vectors.

The similarity between item feature vectors can be measured using various methods.
Three methods employed and endorsed by numerous existing content-based tourism rec-
ommender systems have been selected for consideration. These methods include Support
Vector Machines (SVMs), K nearest neighbors (KNN), and Decision trees. The aforemen-
tioned three methods are executed in parallel (iii). Based on the results of each similarity
method, the prediction rating for each item is calculated (e.g., using the mean, the mul-
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tidimensional vote vector length, etc.). Furthermore, the hybrid method (iv) employs
a weighting strategy that combines the three rated outcomes using the weights of each
method to produce a hybrid predicted rating. The result is a ranked list of recommendations.
Ultimately, the predicted hybrid rating is used to generate a ranked list of recommendations,
which is then presented to the tourist as a final Top-N list (v).

4.4. Performance Evaluation

To evaluate the performance of this system, two well-established metrics are employed:
the mean absolute error (MAE) and the root mean squared error (RMSE) [27]. They aim to
test the similarity between users’ actual evaluations and the predicted values.

The MAE (Mean Absolute Error) [27] of a model on a test set is the mean of the absolute
differences between the actual values for all instances in the test set and the predicted
values. It is formally represented as follows:

MAE =
∑(u,i)∈T |ru,i − r̂u,i|

|T|

where, ru,i is the actual rating that user u has given to item i, r̂u,i is the corresponding
estimated rating, and |T| is the number of ratings used in the test. The recommendations
produced have higher accuracy when the MAE is lower.

We have also used the RMSE (Root Mean Squared Error) metric [27], which is fre-
quently used to evaluate recommender system model performance. It shows the deviation
between predicted and observed true values using Euclidean distance, and it’s defined by:

RMSE =

√√√√∑(u,i)∈T (ru,i − r̂u,i)
2

|T|

where, ru,i is the actual rating given to item i by user u, r̂u,i is the corresponding predicted
rating, and |T| is the number of predicted values. Compared to the other metrics, RMSE is
more sensitive to errors, imposing a more severe penalty (the difference is squared before it
is summed).

4.5. Results and Discussion

The implemented recommender system used a hybrid Content-based Filtering method,
which suggests recommendations based on the user’s previous items. For each test user,
a masked hold-out validation strategy was executed by partitioning the historical data
into a 60% training set, 10% validation set, and 30% test set. Specifically, 30% of the user’s
seen historical buildings were selected uniformly at random and converted into unseen
items to serve as the definitive ground-truth test set. The remaining 70% was utilized for
model training (60%) and inverse-error weight optimization (10%). Finally, the framework
evaluates the results by generating recommendations for these hidden items and calculating
predictive accuracy using the evaluation metrics described above

To determine the most suitable similarity technique for the Hybrid Content-based
Filtering system, experiments were conducted using three techniques commonly employed
in Content-based Tourism Recommender Systems: Decision Tree (DT), KNN, and SVM. The
evaluation was performed on two datasets, namely the Yelp dataset and the Drâa-Tafilalet
dataset. The accuracy of these techniques was assessed using two standard evaluation
metrics: mean absolute error (MAE) and root mean square error (RMSE). The MAE results
are illustrated in Figure 3 and summarized in Table 1, while the RMSE results are presented
in Figure 4 and Table 2.
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Table 1. MAE comparison of the proposed hybrid content-based recommender system.

Dataset KNN Decision Tree SVM Weighted Hybridization
Method

Yelp Dataset 0.054 0.056 0.047 0.030
Drâa-Tafilalet Dataset 0.046 0.061 0.039 0.037

Average 0.050 0.058 0.043 0.034

Figure 3. Method comparison based on the MAE metric.

Figure 4. Method comparison based on the RMSE metric.
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Table 2. RMSE comparison of machine learning models for the hybrid content-based recom-
mender system.

Dataset KNN Decision Tree SVM Weighted Hybridization
Method

Yelp Dataset 0.196 0.302 0.132 0.126
Dara+Taifat Dataset 0.172 0.233 0.127 0.123

Averages 0.184 0.267 0.130 0.125

The weighted hybrid method combines the predicted ratings generated by the
three recommender techniques, namely kNN, SVM, and Decision Tree, using a linear
weighted formula:

r̂hybrid = αr̂DT + βr̂kNN + γr̂SVM

where r̂DT , r̂kNN , and r̂SVM represent the predicted ratings produced by the Decision
Tree, kNN, and SVM models, respectively. The coefficients α, β, and γ represent the
weights assigned to each model. These weights are determined according to the predictive
performance of each model on the validation set. Since lower error values indicate better
predictive accuracy, models with lower MAE and RMSE values are assigned higher weights.

To compute the weight of each model, an inverse-error weighting strategy is used. For
a given model i, its weight wi is calculated as follows:

wi =
1
ei

∑n
j=1

1
ej

where ei denotes the prediction error of model i, and n is the total number of models
combined in the hybrid system (n = 3). In our implementation, the inverse-error opti-
mization was explicitly evaluated using the RMSE metric on the validation set. Given
validation error scores of eDT = 0.268, eKNN = 0.184, and eSVM = 0.130, the corresponding
individual inverse errors

(
1
ei

)
are calculated as 3.73, 5.43, and 7.69, respectively, yielding

cumulative sum of 16.85. Normalizing these intermediate values guarantees that the system
configuration fulfills the strict total weight constraint:

α + β + γ = 1

By dividing each individual inverse error by the cumulative sum, we obtain the final
exact empirical coefficients utilized in this study to generate the “Weighted Hybridization
Method” results shown in Figures 3 and 4: α = 0.221, β = 0.322, and γ = 0.456. This
weighting strategy allows the hybrid recommender system to give greater importance to
the best-performing models while still preserving the contribution of each technique. As
a result, the final predicted rating is expected to be more robust and accurate than the
prediction produced by any individual model.

As illustrated in Figures 3 and 4, the weighted hybridization method exhibits the
lowest mean absolute error (MAE) among the three algorithms, namely DT, kNN, and
SVM, when evaluated on the two datasets. The mean absolute error (MAE) of the weighted
method was 0.034, while the support vector machine (SVM) yielded a close value of 0.038.
The mean absolute error (MAE) for KNN was 0.050, while DT exhibited the highest value
at 0.058. Furthermore, across both datasets, the weighted hybridization method yields
superior results compared to the remaining three techniques. The average root mean square
error (RMSE) for this method is 0.124, whereas the respective values for the decision tree
(DT), k-nearest neighbor (kNN), and support vector machine (SVM) techniques are 0.268,
0.184, and 0.130, respectively.
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The results demonstrate that our proposed recommender approach, based on hybrid
content-based methods, achieved the lowest mean absolute error (MAE) and root mean
square error (RMSE) among all methods. In light of these findings, we selected the weighted
method as a technique of similarity to our content-based component.

5. Conclusions
This article presents the findings of a study conducted using a hybrid content-based

methodology. The Drâa-Tafilalet area was selected as the focus of the study to promote its
attractions to travelers. The recommendation engine uses a hybrid content-based approach
that combines three techniques: the Decision Tree, kNN, and SVM. The experimental find-
ings, evaluated using RMSE and MAE metrics, demonstrate that the Hybrid Method with
weighting methodology exhibits superior prediction accuracy compared to the recommen-
dation method when performed independently. The content-based approach effectively
addresses the cold-start problem for new items; however, it still poses a challenge for new
users, as there are no rated items from active users to serve as a point of comparison, hinder-
ing the ability to generate results. Future research will develop the remaining components
using collaborative filtering and demographic-based methodologies, subsequently integrat-
ing them into the Big Data architecture framework of the Hybrid Tourism Recommendation
System [1]. The objective is to augment the database with additional points of interest
(POIs) and recommend a trip itinerary based on the selected top-rated sites and activities.
This novel system will be designed as a trip-planning service to promote travel to Morocco,
with a particular focus on the Drâa-Tafilalet region.
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