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Abstract

This paper introduces Hybrid Physics-Augmented Neural Network (HyPA-Net), a hybrid
modeling framework that integrates physics-based linear time-invariant models with
artificial neural networks (ANNs) to address dynamic system modeling when only partial
physical knowledge is available. The approach leverages the interpretability and robustness
of established physical models while using ANNs—such as long short-term memory
architectures—to capture unknown or nonlinear system behaviors. The methodology
normalizes state and input variables for compatibility with ANN training and expands
traditional recursive state-space equations for efficient backpropagation over sequences.
Vehicle dynamics, specifically using a rear-wheel steering test case, validate the proposed
framework. Various HyPA-Net configurations are benchmarked against pure physics-
based and pure data-driven models, demonstrating improved prediction accuracy and
model flexibility. The experimental results in this application confirm that hybrid models
yield superior performance over strict physical approaches and can implicitly approximate
submodel dynamics within a unified, yet modular, architecture, opening avenues for
applications in domains where partial physics-based knowledge is available but insufficient
on its own.

Keywords: dynamic system modeling; hybrid modeling; physics-augmented neural networks;
vehicle dynamics; state space models

1. Introduction
The field of dynamic system modeling has seen a significant shift towards data-driven

approaches in recent years. This is mainly due to the increasing availability of computing
power and the success of machine learning techniques in various application domains.
In this context, artificial neural networks (ANNs) have emerged as a powerful tool for
modeling complex systems [1–7]. ANNs are capable of learning complex patterns from
data and can be used to model systems with unknown dynamics.

Traditional ANNs process inputs through interconnected layers of neurons with non-
linear activation functions, excelling at modeling nonlinear relationships through weighted
connections and backpropagation [8,9]. For sequential data, recurrent neural networks
(RNNs) introduced memory via hidden states that propagate temporal information, en-
abling applications in speech recognition and time series forecasting [10,11]. Long short-

Vehicles 2026, 8, 172 https://doi.org/10.3390/vehicles8080172

https://crossmark.crossref.org/dialog?doi=10.3390/vehicles8080172&domain=pdf&date_stamp=2026-07-27
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/vehicles
https://www.mdpi.com
https://orcid.org/0009-0007-7696-9730
https://orcid.org/0000-0003-4177-3010
https://orcid.org/0000-0003-4671-233X
https://doi.org/10.3390/vehicles8080172


Vehicles 2026, 8, 172 2 of 16

term memory (LSTM) networks, introduced by [12], addressed the vanishing gradient
limitations of RNNs through gated mechanisms, achieving breakthroughs in machine trans-
lation and long-context tasks by selectively retaining information across long sequences.
LSTM networks are well-suited for time series data and have proven to be able to capture
long-term dependencies in the input sequence [13–16]. Modern architectures, on the other
hand, like Transformers, fundamentally changed sequence modeling through self-attention
mechanisms that capture global dependencies without recurrence, though their quadratic
complexity prompts adaptations for time series applications [17–19].

Although primary and popular fields of research are natural language processing with
large language models (LLMs), image processing, and general agents, ANNs have also
been successfully applied in the field of dynamic system modeling [6,20]. However, since
ANNs generally only model the input-output relationship without providing insights into
the underlying physics or internal dynamics of the system, they are considered black-box
models, which limits their applicability in safety-critical systems, where understanding the
underlying dynamics is crucial.

In this paper, we propose a novel approach to dynamic system modeling that combines
the strengths of physics-based models and artificial neural networks. The approach, called
Hybrid Physics-Augmented Network (HyPA-Net), uses a physical model as a foundation
and augments it with an artificial neural network to model unknown parts or nonlinearities
of the system. The novelty of the proposed HyPA-Net lies in four aspects. First, a hybrid
modeling framework for dynamic systems with partially known dynamics is introduced,
in which an explicit LTI state-space model of the known physics is embedded directly into
a neural sequence architecture rather than being imposed only through the loss or replaced
by a fully black-box model. Second, a state-of-the-art normalization-consistent formulation
of the state-space equations together with a fixed-horizon expansion is derived, that enables
efficient gradient-based training while preserving the physical meaning of states and inputs.
Third, the framework allows unknown subsystem dynamics to be approximated implicitly
from overall system-level input-output data, without requiring direct supervision of the
subsystem itself. Fourth, this concept is demonstrated on a vehicle-dynamics case with
rear-wheel steering and shows that the hybrid model improves substantially over the pure
first-principles model while remaining competitive with end-to-end neural baselines.

2. Related Work
In this section, related work in the field of dynamic system modeling is reviewed with

a focus on approaches that combine physical modeling with artificial neural networks.

2.1. State Space Models with Neural Networks

The class of structured state space sequence models (S4) recently emerged as a promis-
ing approach to sequence modeling inspired by the mathematical foundations of LTI
systems and related to RNNs. In the seminal High-Order Polynomial Projection Oper-
ators (HiPPO) framework, a principled approach to online signal compression through
dynamic memory mechanisms was introduced by [21]. The subsequent Mamba architec-
ture demonstrates that state space models can outperform attention-based transformers in
both accuracy and computational efficiency [22]. It has further been shown by [23] that S4
models in general are a variation in the transformer architecture, which is more efficient
and effective for long sequences, leveraging the implicit knowledge of the system dynamics.
This line of work has been extended by many others, leading to different variations in
the S4 architecture, such as H3 [24], Hyena [25], RetNet [26] and others. However, these
models all learn the dynamics of the system from data, without explicit incorporation of
known physical laws or constraints. In contrast, HyPA-Net embeds an explicit, physically
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parameterized LTI state-space model as a structural backbone rather than learning the
full state transition from data, which constrains the known-physics component to remain
interpretable and reduces the data burden on the ANN to only the residual dynamics.

2.2. Physics-Informed Neural Network Approaches

Physics-Informed Neural Networks represent a class of neural networks that incor-
porate physical laws, such as partial differential equations, directly into their training
processes. They can handle a variety of complex equations by minimizing a loss function
that combines data fitting and physics residuals [27,28]. These approaches have been
successfully applied to a wide range of problems, including fluid dynamics [29], heat
transfer [5], and power systems [30,31]. To some extent, they have demonstrated their
ability to be more feasible than classical numerical methods. Training such hybrid models
presents unique challenges, particularly in balancing the contribution of physical con-
straints with data-driven learning objectives. While the physics is integrated, e.g., in the
loss function, the ANN itself still remains a black box. Unlike PINNs, where physical laws
enter only as a soft penalty in the loss function while the network architecture itself is
unconstrained, HyPA-Net hard-wires the known dynamics as an explicit computational
sub-block in the forward pass, so the physical structure constrains the model’s computation
directly rather than only its training objective.

2.3. Neural Ordinary Differential Equations

Neural Ordinary Differential Equations (Neural ODEs) have introduced a novel ap-
proach to modeling dynamic systems by approximating continuous-time dynamics using
neural networks. Instead of specifying a discrete sequence of hidden layers, the deriva-
tive of the hidden state is parameterized using a neural network [32]. The advantage of
Neural ODE approaches lies in their ability to learn complex temporal dependencies while
maintaining temporal consistency across different sampling rates. Variations such as Graph
Neural ODEs [25], Stiff Neural ODEs [33] and Bayesian Neural ODEs [34] have been suc-
cessfully proposed to address specific problems. Challenges remain, for example, regarding
the numerical integration of ODEs, particularly in terms of stability and convergence [35]
and their robustness is still unclear [36]. Furthermore, Neural ODEs remain a black box.

2.4. Koopman Neural Networks

In Koopman theory, nonlinear dynamical systems are represented as linear dynamics
on functions of the observable state, and their spectral decomposition characterizes the
behavior of the nonlinear system. Finding finite-dimensional representations of the Koop-
man operator means finding coordinate transformations where the nonlinear dynamics
appear linear [37]. Dynamic Mode Decomposition is a numerical method to approximate
the spectral objects of the Koopman operator, e.g., eigenvalues and modes, whereas a
Koopman neural network learns these representations [38–41]. All methods recast non-
linear dynamics as approximately linear evolution in an enlarged space of observables or
latent coordinates, but they typically treat the underlying physics only implicitly, if at all,
and operate in abstract feature spaces rather than in the original physical state space. In
contrast, our method starts with an explicit LTI state-space model of the known physics
and augments only the unknown or nonlinear residual dynamics with a neural network so
that the core representation remains firmly anchored in physically meaningful states and
inputs. This design yields several important advantages. The physics grounding enforces
structural consistency with known laws, the separation between modeled and learned
components enhances interpretability of both the global model and embedded submodels,
and the focus on learning only residual dynamics can substantially improve data efficiency
compared to approaches that must infer the entire dynamical map from data alone.
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3. Problem Statement
The aim of this paper is to develop a hybrid modeling framework that integrates

partially known physical dynamics with data-driven learning in order to accurately capture
the behavior of complex dynamic systems. Specifically considered are systems where the
governing equations can be described in a state-space formulation, but where only a subset
of the dynamics is analytically available. In many real-world cases, the system dynamics
can be decomposed into a known and an unknown residual component. Traditional
physics-based models often approximate the real dynamics, which leads to systematic
errors, whereas purely data-driven methods attempt to learn the full mapping, often
requiring large datasets, suffering from poor generalization outside the training domain,
and offering no insights into the internal dynamics of the system if they are not trained
directly. The central problem is therefore to jointly exploit partial physical knowledge and
data-driven learning to approximate the residual dynamics while retaining interpretability,
stability, and data efficiency. In particular, this work aims to design a hybrid model based on
a first-principles physical model in combination with a parameterized neural augmentation
mechanism that can achieve the following:

• Faithfully reproduce the observed trajectories.
• Generalize to unseen inputs and operating regimes.
• Remain consistent with the known physical structures.
• Implicitly approximate subsystems in dynamic systems without isolating them.

4. Methodology
In this section, we present our approach and the general network architecture of HyPA-

Net, consisting of two main components: a physics-based model and an ANN. Those two
components can be combined in different ways to strike the desired balance between
interpretability and flexibility, always taking into account the specific requirements of the
application domain. The physics-based model represents the known system dynamics,
while the ANN complements the physics-based model by modeling the unknown or
neglected nonlinearities in the system.

An example of a general network architecture is shown in Figure 1. In this case, an
arbitrary input u is passed to two different sub-models. The first is known and modeled
using a first-principles physical model. However, the second one is either unknown or too
complex to model directly. Therefore, an ANN is introduced to capture its dynamics. The
respective outputs of both sub-models γ1 and γ2 are then passed on to another sub-model,
which is again modeled using a first-principles physical model to generate the overall
output x. While there are various ways to represent dynamic systems, this work sets a focus
on the discrete state-space representation of LTI systems. An overview of the workflow is
given in Figure 2.

phys

ANN

physu
Input

x
Output

γ1

γ2

Figure 1. One general example variant of the HyPA-Net architecture. Two known components of the
system are modeled using LTI systems (sharp edges with “phys” label), while the unknown part is
modeled using an ANN (rounded edges).
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system with partially
known dynamics

known physics:
LTI state-space model

unknown or residual:
ANN submodel

normalization &
temporal rollout

assemble HyPA-Net
architecture

training & evaluation

Figure 2. Overview of the HyPA-Net methodology workflow, from the decomposition of physical
and residual dynamics through normalization, horizon expansion, hybrid model assembly, training
and evaluation.

Equation (1) describes the transition of the system’s state x from one time step to the
next, indicated by the index k [42]. The state matrix A describes the system’s dynamics,
while the input matrix B describes how the input u influences the state.

xk+1 = Axk + Buk (1)

Discrete-time state-space models are found in a variety of literature, e.g., [42–45].
Linear state space models have proven particularly valuable in a wide range of applications
from economic forecasting [46,47] to aerospace systems [48,49]. These models excel at
representing higher-order linear systems, predicting future system states, and serving
as foundational components in more complex estimation frameworks such as Kalman
filtering [50]. However, their linear nature inherently limits their ability to capture nonlinear
phenomena that are ubiquitous in real-world systems.

With a given initial state x0 and a sequence of inputs u0, u1, . . ., the state trajec-
tory x1, x2, . . . can be computed iteratively. However, two problems arise when using
Equation (1) to compute the state trajectory:

1. The state space equations are based on physical units, i.e., the state and input variables
have physical meanings. ANNs operate on normalized data, i.e., the input and output
variables are normalized, e.g., to zero mean and unit variance.

2. The state trajectory is computed recursively, i.e., the state at time step k + 2 depends
on the state at time step k + 1. This recursion interferes with the backpropagation
algorithm used to train the ANN.

To address these problems, we propose a novel approach that combines the state space
representation of LTI systems with ANNs while solving the aforementioned issues. The
key idea is to normalize the state and input variables as well as the state space equations
before feeding them into the ANN and to compute the state trajectory in parallel using the
state space equations. As a first step, the state and input variables are normalized using the
mean and standard deviation of the training data

x̂ =
x − µx

σx
and û =

u − µu

σu
(2)
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with µx and σx being the mean and standard deviation of the state variables, and µu and σu

respectively. Within this paper, all variables with a hat □̂ are normalized variables. Using
the backtransformation from Equation (2) and inserting into the state space Equation (1)
yields the normalized state space equation

xk+1 = A(x̂kσx + µx) + B(ûkσu + µu) (3)

With the help of this equation, the physical states can be calculated based on the
normalized states and inputs. To calculate the normalized states, Equation (2) has to be
incorporated on the left-hand side of Equation (3) as well as on the right-hand side and
rearranged. This yields

x̂k+1 =
A(x̂kσx + µx) + B(ûkσu + µu)− µx

σx
(4)

Because normalization is an element-wise operation, the associativity and distributiv-
ity laws apply. Subsequently converting the state space matrices to the normalized domain
as well, Equation (4) can be rewritten as

x̂k+1 =
Aσx

σx
x̂k +

Aµx

σx
+

Bσu

σx
ûk +

Bµu

σx
− µx

σx

= Âx̂k + B̂ûk + Ĥ (5)

with

Â =
Aσx

σx
(6)

B̂ =
Bσu

σx
(7)

Ĥ =
Aµx

σx
+

Bµu

σx
− µx

σx
(8)

where H represents a constant normalization offset in the normalized domain. Equation (5)
is the final form of the normalized state space equation. It requires normalized states
and inputs and calculates the normalized states at the next time step. It is therefore able
to compute the state trajectory in the scale of the ANN. This solves the scale problem
mentioned above.

For the second problem, the recursive nature of the LTI state space equation, the state
space equation is expanded to a fixed number of time steps to precalculate the recursion.
Introducing a target sequence length N and expanding state and input to

X̂ =


x̂k+1

x̂k+2
...

x̂k+N

 ∈ RN∗n and Û =


ûk

ûk+1
...

ûk+N−1

 ∈ RN∗m (9)
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requires Equation (5) to be expanded to

X̂ =


Â
Â2

...
ÂN

x̂k +


B̂

ÂB̂
...

ÂN−1B̂

ûk +


0
B̂
...

ÂN−2B̂

ûk+1 + · · ·+


0
0
...
B̂

ûk+N

+


Ĥ

ÂK̂ + Ĥ
...

ÂN−1Ĥ + ÂN−2Ĥ + · · ·+ Ĥ



=


Â
Â2

...
ÂN

x̂k +


B̂ 0 . . . 0

ÂB B̂ . . . 0
Â2B̂ ÂB . . . 0

...
...

. . .
...

ÂN−1B̂ ÂN−2B̂ . . . B̂

Û

+


Ĥ

ÂK̂ + Ĥ
...

ÂN−1Ĥ + ÂN−2Ĥ + · · ·+ Ĥ

 (10)

or in short

X̂ = Âx̂k + B̂Û + Ĥ (11)

Equation (11) represents the final form of the normalized state space equation for a
fixed number of time steps. This enables the parallel computation of the state trajectory in
the scale of the ANN and solves the recursion problem mentioned above.

A concern for safety-critical applications such as vehicle dynamics is the theoretical
behavior of the hybrid architecture. While general convergence proofs and tight generaliza-
tion bounds for recurrent neural network components remain open problems and equally
apply to the purely data-driven baselines considered here, several structural properties
of HyPA-Net provide meaningful theoretical grounding. First, the stability of the LTI
backbone can be verified explicitly: in discrete time, stability requires the eigenvalues of
the state matrix A to lie strictly within the unit circle, which can be checked and should
be enforced during model construction independently of the neural network component.
Similarly, controllability and observability of the LTI backbone can be verified directly via
the classical Kalman rank conditions, since these matrices are fixed and known a priori.
Extending these notions rigorously to the full hybrid system, in which the neural network
introduces a nonlinear, recurrent coupling, remains an open problem in control theory
and is left for future work. Second, since LSTM gating mechanisms employ bounded
activation functions, the neural network outputs are bounded by design. Combined with a
stable LTI system receiving bounded inputs, this ensures that the coupled hybrid system
produces bounded state trajectories for any bounded input sequence. Third, and distinct
from purely data-driven approaches, HyPA-Net preserves the physical meaning of all
state variables throughout the architecture in the latent space, enabling domain experts to
monitor whether the model operates within physically plausible regimes at inference time.
This form of interpretable oversight complements formal guarantees rather than replacing
them. We acknowledge that deriving tight generalization bounds for the full hybrid system
remains an open challenge and an important direction for future work.
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5. Experiments
This paper uses vehicle dynamics as a test case to demonstrate the effectiveness

of the proposed approach. With modern vehicles featuring an increasing number of
active systems that influence their behavior, inferring an exact model becomes increasingly
difficult. However, this modeling technique can easily be adapted to accommodate other
systems and robots. Since this is only a test case, the formulation of the vehicle dynamics
is briefly described in this chapter. The single-track model from [51] of a passenger car is
chosen, because it is a well-known and widely used model in the field of vehicle dynamics.
It is a simple yet well-established model, validated for small side slip angles or lateral
acceleration of up to around ay = 4 m/s2. For further details, the reader is referred to the
literature, e.g., to [52–54].

As our test vehicle has rear-wheel steering, the standard bicycle model from [54] is
extended to include rear-wheel steering dynamics in case of physical modeling of the
rear-wheel steering, assuming a linear relationship between the steering wheel angle and
the rear-wheel angle. This bicycle model is a two-degree-of-freedom model that describes
the vehicle dynamics in the lateral and yaw directions, having the side slip angle β and the
yaw rate ψ̇ as states x =

[
ψ̇, β

]⊺
. The side slip angle is the angle between the direction of

movement of the vehicle and the longitudinal axis of the body frame coordinate system,
and the yaw rate is the rate of turning around the vertical axis. The input to the model is the
steering angle of both wheels, represented as u =

[
δf, δr

]⊺
if the vehicle has a front-wheel

steering (FWS) and rear-wheel steering (RWS). The state space matrices of the vehicle
dynamics for the continuous model is given by

A =

 −
cα0,fl2

f + cα0,rl2
r

vIzz
−

cα0,flf − cα0,rlr
Izz

−1 −
cα0,flf − cα0,rlr

vm2 −
cα0,r + cα0,f

vm

 (12)

B =

 cα0,flf
Izz

− cα0,rlr
Izzcα0,f

vm
cα0,r

vm

 (13)

with cα0,f and cα0,r being the cornering stiffness of the front and rear axles, lf and lr are the
distances from the center of gravity to the front and rear axles, v the vehicle velocity, Izz the
yaw moment of inertia, and m the vehicle mass. The resulting state space representation is
discretized using a zero-order hold approach for the implementation. For a comparison
of different variations in the model, a variant without rear-wheel steering is also used. In
this case, the second column of the input matrix B is removed, resulting in a single-input
system which only uses the front-wheel angle u = δf as input.

Vehicle dynamics data were captured on the Handling Roadway (HRW) test
bench [55,56]. The HRW, depicted in Figure 3, allows for the simultaneous capture of
longitudinal, lateral, and vertical dynamics of the vehicle. For this study, the vehicle
is set to a constant velocity, while the steering wheel robot excites the lateral degree of
freedom. In total, three different dedicated experiments were conducted for training and
validation of the network, resulting in three different dedicated datasets. Both training
data sets consisted of stochastic excitation with an excitation spectrum typical for a human
driver. The maximum steering wheel angle is δsw,max = 35, which results in a static lateral
acceleration of around ay = 7 m/s2 for the vehicle velocity of vx = 33.3 m/s. The power
spectral density of the steering wheel excitation realizes δsw,max up to the break frequency
of 1 Hz and subsequently exhibits a 1/ f 2 roll-off up to the cut-off frequency of 5 Hz. The
validation set also used stochastic excitation with a different random seed and a frequency
of 0.8 Hz, but additionally included specific deterministic maneuvers like a lane change.
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With a maximum lateral acceleration of around ay = 7 m/s2, the data is out of validity for
the single-track model. This is intentional, because the neglected dynamics is learned by
the ANN part of the HyPA-Net, demonstrating its capabilities.

Ver�cal

Steer

Road Speed

CG

Body 

Force

Actuators

Figure 3. The schematics of the Handling Roadway test bench. The vehicle is fastened in the center
of gravity. Roll, pitch, and vertical degrees of freedom are free, while longitudinal, lateral and yaw
are fixed and virtually addressed using load cells (green arrows). Each corner module is able to excite
vertically, set a steer angle, and control road speed individually (red arrows, lower center). Body
force actuators can overlay virtual forces like aerodynamics (red arrows, left and right).

Three purely data-driven approaches were used as baseline benchmarks: an LSTM,
a Transformer, and a Mamba, all of which were trained end-to-end. Additionally, the
same data were used to parametrize a first-principal physics-based LTI model. The LSTM
baseline is a unidirectional many-to-many LSTM with input size 2, hidden size 10, 2 stacked
recurrent layers, and a linear output layer mapping the hidden state to 3 output variables.
The Transformer baseline is implemented as an encoder-only Transformer with linear input
and output projections, fixed sinusoidal positional encoding, model width dmodel = 64,
4 attention heads, and 2 stacked encoder layers; all unspecified encoder-layer settings
follow the PyTorch default configuration. The Mamba baseline is implemented with an
input linear layer, two stacked residual Mamba blocks of width dmodel = 64, and an output
linear layer. Each block uses a 2D model input projection with sigmoid gating and GELU
state activation, an output projection, and LayerNorm.

Conversely, three different HyPA-Net setups were trained and tested. In all cases, the
steering wheel angle δsw is used as input to the network. For the first variant (V1), the
FWS model calculates the corresponding front-wheel steering angle δf as a function of δsw

using an LTI system. Since the FWS in the test vehicle is a fixed-gear-ratio mechanical trans-
mission, a linear relationship with a constant steering ratio is a very close approximation
and can be experimentally verified. The RWS model, on the other hand, calculates the
rear-wheel steering angle δr as a function of δsw using an ANN. The rear-wheel steering
in the test vehicle is an active system controlled by an electronic control unit with no
mechanical transmission line. It uses mainly the steering wheel angle, but also changes its
behavior based on other influences like vehicle velocity or yaw rate. Furthermore, the exact
control algorithm is unknown, so a simple linear relationship is therefore not sufficient to
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model the rear-wheel steering. Instead, an LSTM, a Transformer, and a Mamba network
are used to model the unknown dynamics of the rear-wheel steering, so V1 is tested with
three different ANN architectures. However, there is no explicit training of the ANN for
the rear-wheel steering. Training is done implicitly by training the whole model. A flow
chart of this variant is shown in Figure 4a.

FWS

RWS

STMδsw

Input

ψ̇, β

Output
δ f

δr

(a)

FWS

RWS

STM Cor-
rectionδsw

Input

ψ̇, β

Output
δ f

δr

ψ̇, β

(b)

FWS

RWS

STM Cor-
rectionδsw

Input

ψ̇, β

Output
δ f

δr

ψ̇, β

(c)

Figure 4. Different variants for the HyPA-Net with LTI systems (sharp edges) and ANNs (rounded
edges): (a) V1, FWS and STM as physical models and RWS as ANN; (b) V2, additional correction
ANN; (c) V3, FWS, RWS and STM as physical models; only a correction model as ANN.

As the training data contains lateral accelerations of up to ay = 7 m/s2, the small side
slip angle assumption is violated, meaning the single-track model is not necessarily valid
anymore. Deviations between the ground truth and the prediction are to be expected. It is,
furthermore, expected that these deviations will be also addressed by the ANN modeling
the rear-wheel steering, incorporating not only the behavior of the true RWS but also the
deviations from the STM. To address these deviations, a correction model can be introduced.
This correction model is placed after the single-track model to ensure a better fit to the
training data. In this case, only LSTM networks are used. A flow chart of this version of
the HyPA-Net is shown in Figure 4b. For this variant (V2), the training process is done in
two stages: first, training the RWS LSTM network and then training the correction model.

The third variant uses a physical RWS model as a simplification and only corrects for
the unknown dynamics (see Figure 4c). Using a fixed velocity for the test setup, a ratio
between the steering wheel angle δsw and the rear-wheel steering angle δr can be calculated,
which is incorporated in the LTI system. However, it is clear from the data, that there is
a neglected temporal relationship between the steering wheel angle and the rear-wheel
steering angle. Therefore, an LSTM network is used to correct for unknown parts of the
vehicle dynamics after the STM model.

The HyPA-Net training process is the same as that for a standard ANN. It is imple-
mented in PyTorch (v2.6.0) and the training is done on a GeForce RTX 3090 GPU. At a
sampling rate of 1024 Hz, the data was down sampled to 32 Hz to ensure larger differences
between two time steps. A separate data set was used to determine the following hyper-
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parameter. The NAdam optimizer [57] was used with a learning rate of 5 × 10−4 and a
batch size of 32. The MSE is used as a loss function. The output of the network is the yaw
rate ψ̇ and the side slip angle β based on the input steering wheel angle δsw. The sequence
length was set to 100, meaning that the network processes 100 time steps at once. Selecting
a proper sequence length is a tradeoff of requirements and should be chosen by application,
because smaller sequence lengths generally yield more accurate results while larger ones
represent a larger horizon. In all setups, the training was performed for a maximum of
50 epochs with early stopping based on the validation loss. The results presented in the
next section are obtained using a separate test set.

6. Results
Different metrics are used to evaluate the performance of the different setups. Table 1

shows the results of the different setups for the validation datasets. The setups are compared
using the following metrics: mean squared error (MSE), mean absolute error (MAE), mean
absolute percentage error (MAPE) and R2 score. As expected, the physical single-track
model shows the worst performance across all metrics because the single-track model is not
capable of capturing the full vehicle dynamics. Conversely, the end-to-end LSTM model
shows the best performance, while Transformer and Mamba also perform well. The hybrid
models (V1, V2, V3) fall in between and enjoy very similar and competitive performance.
V1 is the model with the implicit RWS training. The results show that the implicit RWS
model is able to capture the dynamics of the rear-wheel steering without explicit training
and therefore improve the overall performance. In particular, the combination of V1 with
the two S4 models yields a similar performance to the V1 LSTM combination, where MAE
and MSE are better for the S4 combinations and MAPE and R2 are better for the LSTM,
although Transformer and Mamba perform worse than the LSTM as end-to-end networks.
Due to similar performance and behavior, the results of Transformer and Mamba are not
presented as they do not add significant information. All end-to-end models are able to
capture the system dynamics while not yielding information at subsystem level. V2 is
the model that uses both RWS and the correction model as LSTM networks. This model
performs the best among the hybrid models, even being on par with the end-to-end LSTM
model for the R2 score. An ANN as an output of the model improves the performance as
expected because it is able to match the training data as close as possible. Similar behavior is
observable with other ANNs instead of an LSTM. V3 is the model with the explicit RWS and
a correction LSTM model. This variant also shows improved performance in comparison to
the first-principle physics model because the LSTM at the end is able to capture all neglected
dynamics and also compensate for an ill-defined rear-wheel steering angle. While this
variant is certainly better performing, there is no benefit with regard to the characterization
of the potential unknown subsystem of the RWS. In general, the results show that the hybrid
approach is able to improve the performance of the model compared to the purely physics-
based model because of the addition of the residual neural network, while still benefiting
from the interpretability of the physical model. Furthermore, the hybrid approach is also
competitive with end-to-end ANN with regard to prediction accuracy.

While for the training of the networks, no information about the measured rear-wheel
steering angle δr is used, it is used as an additional variable for the evaluation of the
setups to evaluate the performance of the implicit training of submodels within the HyPA-
Net framework. Figure 5 shows the comparison of the ground truth and the different
predictions for the rear-wheel steering angle. The plot shows that the implicit RWS model
(V1, orange line) is able to predict the rear-wheel steering angle quite well. The same is
true for V2 (red line). This confirms that the HyPA-Net framework is able to implicitly
approximate the dynamics of a submodel, in this case the rear-wheel steering, without
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explicit training of the submodel and within the context of a larger model. A critical
limitation of the present study is that the single-track model is used partly outside its
nominal validity range. While it is typically valid only for small slip angles or lateral
accelerations up to about ay = 4 m/s2, data include maneuvers up to approximately
ay = 7 m/s2. Consequently, part of the neural augmentation may compensate not only for
unknown rear-wheel-steering dynamics but also for structural mismatch of the underlying
bicycle model, including neglected tire and high-slip nonlinearities. It is visible in Figure 5
that both learned RWS models also incorporate dynamic behavior, that is not related to the
RWS but still improves the overall performance in the context of the larger model. This is
due to the fact that the overall vehicle dynamics are not fully captured by the single-track
model because of the neglected tire dynamics and the violation of the small side slip angle
assumption. The RWS model is able to capture some of these neglected dynamics, which is
why it is able to improve the overall performance of the model. Incorporating a correction
model or even a dedicated submodel for the tire partially addresses this issue, but isolating
the tire dynamics is difficult as the required measurement of forces and torques at the tire
is not available in the current setup and is a future point to improve.

Table 1. Result metrics of the different setups.

Setup MAE MSE MAPE R2

physical 2.45 × 10−3 2.1 × 10−5 3.44 0.962
LSTM 1.09 × 10−3 0.3 × 10−5 2.90 0.993

Transformer 1.43 × 10−3 0.8 × 10−5 2.65 0.981
Mamba 1.48 × 10−3 1.4 × 10−5 3.03 0.973

V1 LSTM 2.17 × 10−3 1.7 × 10−5 2.67 0.984
V1 Transformer 1.95 × 10−3 1.5 × 10−5 2.71 0.974

V1 Mamba 1.95 × 10−3 1.3 × 10−5 3.35 0.980
V2 1.12 × 10−3 0.4 × 10−5 2.56 0.993
V3 1.34 × 10−3 0.5 × 10−5 3.07 0.991
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Figure 5. The rear-wheel steering angle over time. The ground truth is shown as a black dashed line,
while the different predictions are solid lines.

In the domain of vehicle dynamics, transfer functions are often used as a way of
characterizing a vehicle’s dynamic behavior. The yaw transfer function describes the
relationship between the steering input δsw and the yaw rate ψ̇ of the vehicle. Figure 6
shows the yaw transfer function for the different setups. The single-track model shows
in its transfer function a more damped behavior compared to the ground truth. It is not
able to capture the full dynamics of the system. The learned RWS (V1 LSTM) improves
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on this, resulting in smaller deviations from the ground truth. The other hybrid models
with the correction (V2, V3), as well as the baseline ANNs, show a transfer function that
is even closer to the ground truth, supporting the above results. This indicates that the
correction part at the end is able to adjust the model’s predictions to better match the true
system dynamics.

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3

0.2

0.3

0.4

frequency in Hz

m
ag

ni
tu

de
ground truth
LTI
LSTM
V1 LSTM
V3
V2

Figure 6. The yaw transfer function for the different setups. The ground truth is shown as a dashed
black line, while the different predictions are solid lines.

7. Conclusions
This study presents a novel way to combine first-principles models with ANN in a

way that the ANN operates in the normalized data domain, the physical meaning of the
values is preserved, and subsystem modeling is possible through implicit training within
the ANN. The results show that the hybrid approach is able to improve the performance of
the model compared to the purely physics-based model through a data-driven approach for
this application, while still benefiting from the interpretability of the physical model. While
ANN models need to be retrained if the underlying system dynamics change, traditional
methods can often be adapted to new conditions with minimal adjustments. However,
those methods are often found to be less accurate than ANNs, especially in complex systems
with nonlinear dynamics. The hybrid approach in this paper combines the strengths of both
ANNs and classical control methods, allowing for a more flexible and accurate modeling
of complex systems. This highlights the potential for hybrid approaches that leverage
the strengths of both ANNs and classical methods. Although not empirically tested here,
the modular design and vehicle-agnostic formulation of HyPA-Net suggest promising
potential for transfer to other vehicle segments and systems. However, the results shown
in this study only reflect the capabilities of the current implementation with one specific
architecture and one specific dataset. This limits the generalization of the findings, so
further research is needed to validate and extend these findings. While the presented
variants demonstrate the flexibility of the framework across different levels of physical
knowledge availability, a dedicated ablation study isolating individual architectural choices
would further strengthen the experimental validation and is identified as a priority for
future work. Furthermore, the implicit submodel approximation demonstrated for the
rear-wheel steering inherently absorbs residual dynamics beyond the targeted subsystem
when multiple unmodeled effects share the same signal pathway. In an ongoing work, we
also aim to generalize the HyPA-Net framework to incorporate nonlinear and time-variant
physical models to allow for a more flexible and accurate modeling of complex systems with
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nonlinear dynamics. Furthermore, we plan to apply the introduced method to different
systems to show the generalization capabilities of the HyPA-Net framework.
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